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Abstract
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The link between the genotype and the phenotype of an organism is immensely complex. Despite
this it can, to a great extent, be captured using models that assume that gene variants combine
their effects in an additive manner. This thesis explores aspects of genetics that cannot be
fully captured using such additive models. Using experimental data from three different model
organisms, I study two phenomena that fall outside of the additive paradigm: genetic interactions
and genetic variance heterogeneity.

Using the model plant Arabidopsis thaliana, we show how important biological insights can
be reached by exploring loci that display genetic variance heterogeneity. In the first study, this
approach identified alleles in the gene CMT2 associated with the climate at sampling locations,
suggesting a role in climate adaption. These alleles affected the genome wide methylation
pattern, and a complete knock down of this gene increased the plants heat tolerance. In the
second study, we demonstrate how the observed genetic variance heterogeneity was the result
of the partial linkage of many functional alleles near the gene MOT1, all contributing to
Molybdenum levels in the leaves.

Further, we explore genetic interactions using data from dogs and budding yeast
(Saccharomyces cerevisiae). In the dog population, two interacting loci were associated with
fructosamine levels, a biomarker used to monitor blood glucose. One of the loci displayed the
pattern of a selective sweep in some of the studied breeds, suggesting that the interaction is
important for the phenotypic breed-differences.

In a cross between two strains of yeast, with the advantage of large population size and nearly
equal allele frequencies, we identified large epistatic networks. The networks were largely
centered on a number of hub-loci and altogether involved hundreds of genetic interactions. Most
network hubs had the ability to either suppress or uncover the phenotypic effects of other loci.
Many multi-locus allele combinations resulted in phenotypes that deviated significantly from
the expectations, had the loci acted in an additive manner.

Critically, this thesis demonstrates that non-additive genetic mechanisms often need to be
considered in order to fully understand the genetics of complex traits.
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I am the family face;  
Flesh perishes, I live on,  
Projecting trait and trace  
Through time to times anon,  
And leaping from place to place  
Over oblivion.  
 
The years-heired feature that can  
In curve and voice and eye  
Despise the human span  
Of durance -- that is I;  
The eternal thing in man,  
That heeds no call to die 
 
Thomas Hardy - Heredity 

 



 

 
Cover image: Illustration of allele combinations, the space of genotypic 
possibilities, at 2 to 5 loci. From Sewall Wrights 1932 paper The roles of 
mutation, inbreeding, crossbreeding, and selection in evolution. Reproduced 
with permission from GENETICS SOCIETY OF AMERICA 
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Introduction 

Man has probably always had some conception of inheritance. By looking 
around us, we realize that offspring inherit characteristics from their parents. 
The field of genetics involves the formal study of inheritance. As far as we 
know, all organisms carry a genome containing the information necessary to 
produce said organism. The overall goal of genetics is to understand the link 
between genotype, the genetic makeup of a certain individual, and pheno-
type, the traits displayed by this individual. What are the underlying genetic 
factors that give rise to individual phenotypes? What is it that makes one 
individual tall and another short, one sick and another healthy? What are the 
mechanisms? These are a few of the questions that genetics tries to answer. 
Although recent technical advances has allowed us to “read” genomes on an 
unprecedented scale, I would argue that our understanding of these funda-
mental questions are still, at best, rudimentary.  

The potential applications of genetic knowledge are abundant. For in-
stance, identifying the genetic factors responsible for susceptibility to human 
diseases is a crucial step in improving diagnosis, prevention and treatment. 
Our understanding of fundamental genetics also sets the limit for endeavors 
such as genetic engineering. This thesis is but a small attempt to push our 
understanding a bit further. In particular, it examines the assumption of addi-
tivity – that the joint effect of a set of loci can be obtained by summing up 
the effects of its parts – typically made by quantitative geneticists when try-
ing to find the genetic basis of complex traits. As we explore in these four 
papers, non-additive genetic mechanisms can have profound implications for 
our ability to find the genetic factors underlying individual phenotypes, as 
well as our ability to predict these phenotypes once we know the underlying 
factors. We also examine the potential implications of non-additive mecha-
nisms for how populations respond to natural and/or artificial selection. We 
find several examples of non-additive genetic mechanisms and suggest that 
they need to be considered for the field of genetics to better understand the 
basis of complex traits. 
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Historical Background 
The field of genetics is usually said to begin with Gregor Mendel, and his 
famous experiments with peas in the 1860s1. He worked with discrete pheno-
types, presence or absence of wrinkles, and discovered the today well-known 
patterns of dominant and recessive inheritance. Around the same time, one 
of the most famous works in the history of science, the Origin of Species2, 
was published by Charles Darwin. In this work, Darwin presents the theory 
of evolution through natural selection, laying the basis for all of modern 
biology. Evolution requires that traits are inherited from one generation to 
the next, but Darwin, being unaware of Mendel’s work, did not know the 
mechanisms of this process. It was not until the work of Mendel was redis-
covered in the beginning of the 20th century that genetics could be incorpo-
rated into the evolutionary theory. At first, however, this presented an appar-
ent paradox. Inheritance, according to the laws of Mendel, is discrete. But 
according to Darwin, evolution progresses in a continuous manner and not 
through discrete jumps. Also, most of the natural variation in phenotypes 
that we observe in nature, such as height in humans, is continuous. How can 
a discrete mechanism of inheritance give rise to continuous phenotypes?  

One scientist that addressed the inheritance of continuous traits was Francis 
Galton. In the wake of Darwins discoveries, Galton meticulously studied various 
traits in human populations, and also created many of the fundamental tools in 
statistics, such as regression and the concept of correlation. By comparing indi-
viduals with various degrees of relatedness, he developed the notion of heritabil-
ity and founded the field of biometrics3,4. The biometrical approach was eventu-
ally reconciled with Mendels laws of inheritance through the theoretical ad-
vancements of Ronald Fisher5. Fisher, a brilliant geneticist and statistician, pro-
vided a conceptual framework of how to think about inheritance that made it 
possible to apply concepts from Mendelian genetics to continuous, in genetics 
usually referred to as quantitative, phenotypes. The essence of the model that 
Fisher proposed is that a large number of Mendelian factors (alleles), each mak-
ing a small contribution, together produce the phenotype (the so called infinites-
imal model)5. The model is additive, meaning that the combined effect of all 
alleles is produced by simply summing up their individual effects. Fisher also 
added the additional parameters dominance and epistacy, which where mainly 
statistically motivated nuisance parameters, included to account for anomalies in 
the model. If we for instance consider a quantitative phenotype such as human 
height, the infinitesimal model assumes that the height of any individual is the 
result of all alleles carried by that individual. Each allele contributes a very small 
amount to the phenotype and if we add all their effects together, we get the 
height of that person.  

It is worth mentioning that at the time of Fisher, knowledge about the mo-
lecular mechanisms of inheritance was very limited. It was not until the 1950s 
that DNA became known as the molecule that carries information from one 
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generation to the next6, and not until recently that we have the technical means 
of actually reading the DNA7,8. When Fisher formulated his model, concepts 
such as gene, locus and allele, where still abstract notions. Only later did they 
come to have physical meanings, related to the DNA molecule. It has also 
been obvious to geneticists for many years that Fishers basic assumptions are 
simplifications. Still, much of todays genetic research, such as genome wide 
association studies (GWAS), relies on additive analysis models. 

Genetics Terminology 
As established above, heritable traits are, to various degrees, determined by 
information contained in the genome. I will here start by introducing the basic 
genetic terminology that will be used throughout this thesis. A certain location in 
the genome is referred to as a locus (plural: loci). In genetics, we typically as-
sume that every locus can display two alternative genetic variants. If for instance 
the locus in question is a Single Nucleotide Polymorphism (SNP), a given indi-
vidual can carry either nucleotide A1 or nucleotide A2 at this position. These 
alternative genetic variants are referred to as alleles. The term allele might also 
refer to more complex genetic variants than SNPs, such as presence/absence of 
larger chromosomal segments. In diploid organisms such as humans, every in-
dividual carries two copies of every chromosome, one inherited from its mother 
and the other from its father. This means that at every locus, there are three pos-
sible allele combinations: A1A1, A1A2, and A2A2. These allele combinations are 
referred to as genotypes. In a haploid organism such as yeast, this is not the case, 
as they only have one copy of each chromosome. A highly inbred organism, 
such as Arabidopsis thaliana, might also for most purposes be regarded as hap-
loid, since the genotype A1A2 almost never occurs. In this thesis, I also use the 
term genotype to refer to allele combinations across two or more loci. For ex-
ample, A1A2B1B1 is a two locus genotype where the individual carries the alleles 
A1 and A2 at locus A, and two B1 alleles at locus B. A trait, for which we are 
trying to find the genetic determinants, is typically referred to as a phenotype. In 
this thesis I use the two terms trait and phenotype interchangeably. 

Non-additivity 
As described above, the prevailing paradigm in quantitative genetics since 
the time of Fisher has been that of additivity. This thesis deals with two 
forms of non-additive genetic mechanisms: epistasis and genetic variance 
heterogeneity. These two phenomena are often, but not always, related. I will 
introduce them in turn, also providing some general and conceptual remarks 
regarding statistical modeling.  
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1. Epistasis 
For continuous phenotypes, there are typically a large number of contrib-
uting alleles located at different loci. A central question when trying to un-
derstand the genetic mechanism of a certain phenotype is then: do the differ-
ent alleles act independently of each other? If we imagine a hypothetical 
allele A, does it always have the same effect on the phenotype, or does this 
effect vary depending the presence or absence of certain other alleles? Such 
dependencies between alleles at different loci are called genetic interactions, 
or epistasis, and they violate the assumption of additivity (Figure 1). 
Throughout this thesis, I use the terms epistasis and genetic interaction inter-
changeably. Although most geneticists agree that epistasis exist, they do not 
agree on how common and influential the phenomenon is, and whether it 
needs to be considered in genetic studies. The importance of epistasis has 
been debated for almost 100 years, and it is still the source of much contro-
versy within the field of genetics9–11.  

 
Figure 1. Epistasis. The figure shows an example of the classical form of epistasis, 
as Bateson originally described the phenomenon. The I allele at the KIT locus, 
which confers white coat color, is dominant over all genotypes at the MC1R locus. 
The I allele thereby masks the effect of the MC1R locus, which only displays a phe-
notypic effect in individuals with the recessive genotype ii at the KIT locus. (Inspired 
by Carlborg and Haley11. Photos by Palmount45, Keith Evans, David Merret, avail-
able under Creative Commons Attribution license)  
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Epistasis is inherently difficult to study, and this is a major reason why its 
importance is still largely an open question. Imagine for instance that we 
want to test the hypothesis that the phenotypic effect of allele A, at a certain 
locus, is dependent on the presence/absence of allele B, at another locus. We 
would then need to collect observations of all combinations (genotypes) 
between the alleles A and B. Working with a diploid organism such as hu-
mans, there are three possible genotypes at one locus, which means that 
there are 32 = 9 possible genotypes when considering two loci. To test the 
potential genetic interaction between alleles A and B, we thus need to collect 
observations of all 9 genotypes (naturally, to achieve any degree of statistical 
significance when testing our hypothesis, we need multiple observations per 
genotype). Generalizing this to more than two loci, the number of possible 
genotypes grows exponentially as 3n, where n is the number of loci. In an 
ideal scenario, this means that for every additional locus that we want to 
study, the amount of data required triples. If we are collecting data from a 
natural population, we are often in an even worse situation, since some al-
leles are often quite rare. In order to find a sufficient number of observations 
of every genotype in a natural population, we thus need to sample even more 
individuals than indicated by 3n. Figure 2 illustrates the space of genotypic 
possibilities across multiple loci in a haploid organism, where the number of 
possible genotypes is 2n. As a consequence of this problem, most quantita-
tive genetic studies silently assume an absence of genetic interactions, and 
even studies that specifically focus on epistasis rarely study interactions be-
tween more than pairs of loci. It should be added that this is a well-known 
problem not just in genetics, but also in other fields that work with high di-
mensional data. Within the fields of machine learning and computer science, 
it is often referred to as the curse of dimensionality.  
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Figure 2. The space of genotypic possibilities. Schematic illustration of all possible 
allele-combinations (genotypes) when considering from 2 to 5 bi-allelic loci in a 
haploid organism. (From Wright 1932, Reproduced with permission from GENET-
ICS SOCIETY OF AMERICA)  
 
The presence of epistasis might have profound implications for our ability to 
predict the phenotype of an individual, based on his/her genotype. If the 
phenotypic effect of alleles differs between individuals, depending on their 
genetic makeup at other loci, this must be taken into account in order to pre-
dict the individual phenotypes.  

Epistasis might also have large implications for natural and artificial se-
lection, and consequently for how evolution progresses12–14. This was the 
source of a famous controversy between two of the founding fathers of quan-
titative genetics, R. A. Fisher and Sewall Wright. In short, Wright consid-
ered epistasis to be of vital importance for the evolutionary process. He de-
scribed his view through the metaphor of an adaptive landscape, where epi-
stasis leads to multiple isolated adaptive peaks, separated by regions of low-
er fitness15. This scenario enables certain genetic variation to remain 
“hidden” in a population, and the phenotypic effect of such hidden alleles 
might be revealed during the course of selection. Fisher did not dispute that 
epistasis might occur, but he did not believe that it had any major implica-
tions for the evolutionary process. In his view, the average effect of an allele 
across many genetic backgrounds is the driver of evolution5. All alleles with 
any effect on the fitness of the organism would thus either be purged from 
the population, or driven towards fixation.  

The Fisherian view leaves little room for what geneticists call standing 
genetic variation, where genetic variation already present in a population at 
the onset of selection might allow the population to adapt. Instead, the popu-
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lation would mainly respond to selection through the appearance of novel 
mutations. But recent studies suggest that “hidden” or “cryptic” genetic vari-
ation might indeed be present in natural populations16–18, without displaying 
any phenotypic effects. Only upon certain genetic or environmental changes 
will their effect on the phenotype be revealed. One classical example of this 
phenomenon is the heat shock protein HSP90, which has the ability to buffer 
the effect of a range of alleles19. It has been shown in many species that re-
ducing the activity of this protein allows these alleles to display various phe-
notypic effects20,21.  

2.1 “Essentially, all models are wrong, but some are useful” 
When studying epistasis, geneticists use statistical models to analyze their 
data. In this section, I will elaborate on the merits and potential pitfalls of 
these models. The quote above is attributed to George E. P. Box22, and it 
brings up a key point in all empirical sciences. A model is always a simplifi-
cation of reality, but this simplification might allow us to draw important 
conclusions. Take for instance a map. It is obviously a simplification, com-
pared to what it describes, yet everyone would probably agree that maps are 
useful. We just need to be aware that there is a discrepancy between the map 
and reality.  

In quantitative genetics, we typically use linear regression models to draw 
conclusions about populations23,24. We also use them to make predictions, for 
instance within animal and plant breeding when deciding which individuals 
to cross in order to get the desired offspring, or within personalized medicine 
when deciding on the optimal drug to give to a certain patient (the reader 
with an interest in how linear models are utilized in quantitative genetics is 
referred to the appendix for a brief overview). In all of these applications, the 
statistical models are very useful tools. However, I believe that a lot of the 
controversy regarding genetic interactions stems from confusion regarding 
the relationship between the statistical models used in genetics, and the un-
derlying reality that they aim to describe. I will try to explain this point using 
a simple theoretical example. 

Imagine that we are studying a binary phenotype in a haploid (or inbred 
diploid) organism. In this simple example, the phenotype is completely de-
termined by the alleles at two loci A and B. At locus A, an individual can 
carry either allele A1 or A2, and at locus B, either B1 or B2. This gives four 
possible genotypes. Figure 3 shows the phenotype produced by each geno-
type, where the genotype A1B1 gives a unique phenotype.   
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Figure 3. Two-locus genetic interaction. A genetic interaction between the two bi-
allelic loci A and B in a haploid organism. The subscripts 1 and 2 indicate the two 
alternative alleles at each locus. The two possible phenotypes is indicated by + 
(grey) and – (white). The genotype A1B1 produces the + phenotype and the other 
three genotypes produce the – phenotype. 
 
When fitting a statistical model to data produced by this genetic interaction, 
we need to make a choice on how to parameterize the data. In other words, 
we need to define numbers to represent the different alleles. We might for 
instance parameterize the scenario in figure 3 as: 
 

𝑥! =  1,𝑔𝑒𝑛𝑜𝑡𝑦𝑝𝑒 = 𝐴!
0,𝑔𝑒𝑛𝑜𝑡𝑦𝑝𝑒 = 𝐴!

   𝑥! =  1,𝑔𝑒𝑛𝑜𝑡𝑦𝑝𝑒 = 𝐵!
0,𝑔𝑒𝑛𝑜𝑡𝑦𝑝𝑒 = 𝐵!

   𝑥! = 𝑥! ∗ 𝑥! 

 
With this parameterization, the interaction term xI has a perfect fit to the 
data, since it will take on the value 1 for the allele combination A1B1 and 0 
for any other combination. If we fit the typical linear model 𝑦 = 𝜇 + 𝑥!𝛽! +
𝑥!𝛽! + 𝑥!𝛽! + 𝑒, the coefficient 𝛽! will thus perfectly capture the genetic 
mechanism in this example. In statistical terms, it will explain all the genetic 
variance, and we will find that none of the coefficients 𝛽! or 𝛽! are signifi-
cant. We might thus conclude that the genetics of this phenotype is com-
pletely epistatic, or in other words that it is completely non-additive. How-
ever, if we use another parameterization such as:  
 

𝑥! =     1,𝑔𝑒𝑛𝑜𝑡𝑦𝑝𝑒 = 𝐴!
−1,𝑔𝑒𝑛𝑜𝑡𝑦𝑝𝑒 = 𝐴!

𝑥! =     1,𝑔𝑒𝑛𝑜𝑡𝑦𝑝𝑒 = 𝐵!
−1,𝑔𝑒𝑛𝑜𝑡𝑦𝑝𝑒 = 𝐵!

𝑥! = 𝑥! ∗ 𝑥! 

 
we would arrive at a rather different conclusion. In this case, none of the 
parameters in the model have a perfect fit to the data. If we fit the same line-
ar model, but use this parameterization, we will find that all three coeffi-
cients 𝛽!, 𝛽!, and 𝛽! are significant. Based on this statistical analysis, we 
might thus conclude that the genetics of this phenotype is somewhat epistat-

A1/A2 B1/B2

A1

A2

B1 B2
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ic, or in statistical terms that there is a mixture of additive and non-additive 
genetic variance.  

The point here is that the only difference is how we choose to define our 
model, the underlying biology has not changed. In a typical genetic study, 
the choice of parameterization is arbitrary. The parameters representing the 
genotypes are just dummy variables, and few geneticists give much thought 
to how they define them. This may not pose a problem depending on what 
questions we are trying to answer. But as this simple example illustrates, 
drawing conclusions about genetic architectures based on the estimated pa-
rameters in a statistical model can be problematic. This reasoning can be 
extended to more loci and to variance component estimates by generalizing 
the example above in a mixed model framework25. That is however beyond 
the scope of this thesis. The example given will suffice to illustrate the gen-
eral point that parameter estimates, such as effect sizes and variance compo-
nents, might reflect the assumptions of the model rather than the underlying 
biology. 

The parameterization problem has received some attention in the litera-
ture regarding functional versus statistical epistasis. As many authors have 
pointed out10,13,26, the word epistasis has several slightly different meanings, 
and this multitude of definitions can cause confusion. When first introduced 
over a century ago by Bateson1, it referred to the phenomenon where one 
allele masks the phenotypic effect of another (Figure 1). Later5, Fisher intro-
duced the term epistacy, referring to statistical interactions in a regression 
model relating genotypes to phenotypes. Over time, Fishers term fell out of 
use, being replaced by epistasis. The two definitions are however not equiva-
lent, as the simple example above illustrates. To distinguish the two, the first 
has variously been called “physiological epistasis”27 or “functional epista-
sis”28, while the later is often called “statistical epistasis”13. I will here use 
the terms functional and statistical epistasis. Proponents of the later defini-
tion often judge the importance of epistasis, or lack thereof, by the phenotyp-
ic variance explained by interaction terms in a regression model (𝛽! in the 
example above)9,29. As we have seen, this is problematic, since there is not a 
one to one correspondence between parameter estimates in a linear model 
and the genetic architecture. The amount of variance explained is also de-
pendent on how common the various alleles are (allele frequencies) in the 
population under study9,10. Hence, this approach tells us how much addition-
al phenotypic variance that is explained by accounting for epistasis, with a 
certain model parameterization, in a certain population. In applications such 
as animal or plant breeding, this might be all we care about. But it does not 
necessarily tell us about the importance of epistasis in the genetic architec-
ture of this trait. The subject of parameterization, and how best to model 
genetic interactions, is rather technical, and might be somewhat obscure to 
the general reader. The underlying biology that all models try to capture is 
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however simply that certain combinations of alleles produce certain pheno-
types.  

In summary, the presence of epistasis can have profound implications for 
our ability to predict the phenotype of an individual based on its genotype. 
By creating multiple adaptive peaks in a “rugged” adaptive landscape, epi-
stasis can also have implications for both natural and artificial selection. 
Epistasis is however difficult to study, and there are some confusion regard-
ing how best to model it. The additional amount variance explained by a 
model that accounts for epistasis depends not only on the genetic architec-
ture, but also on our parameterization and on the allele frequencies in the 
population under study. In paper IV, we empirically explore many of the 
aspects of epistasis that I have raised in this section. Among other things, we 
show that even under extensive functional epistasis, an additive model can 
explain a majority of the phenotypic variance.  

2. Genetic variance heterogeneity 
Variance heterogeneity is the phenomenon where the variability of a certain 
trait is different between groups. Imagine for instance that we have one 
group of humans including both very short and very tall individuals, and a 
second group of individuals whose height are all close to 170cm. This would 
be a case of variance heterogeneity, where there is a difference in trait vari-
ance between the two groups of individuals. Note that the mean height does 
not have to be different between the groups in order for this to occur. When 
the difference in variance is genetically determined, we call it genetic vari-
ance heterogeneity. This means that groups of individuals with different 
genotypes at a given locus differ in the variance of the trait of interest, but 
not necessarily in the mean (Figure 4). The terminology used to refer to this 
phenomenon is not universally agreed upon among geneticists. Here, as in 
papers I, III, and IV, I use the term genetic variance heterogeneity. There are 
however other terminologies in the literature, as I will get back to. I will 
refer to loci that display genetic variance heterogeneity as vQTL30.  

The concept of genetic control of trait variability is not new in genetics. 
Already in the 1940s, Waddington presented the idea of canalization, sug-
gesting that natural selection acts to produce traits that are robust to envi-
ronmental and genetic perturbations31. He partly based his ideas on the ob-
servation that natural populations often are less variable than artificial popu-
lations of the same species. It is however only relatively recently that some 
geneticists have started to look for individual alleles that affect not only the 
mean, but also the variance of traits30,32,33. Although a growing body of evi-
dence suggests that phenotypic variability can be genetically controlled33–35, 
this phenomenon still receives relatively little attention in quantitative genet-
ics.  
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Figure 4. Genetic Variance Heterogeneity. Illustration of the phenotypic distribu-
tions of two alternative genotypes. Individuals with the genotype C display a narrow 
phenotypic distribution, whereas individuals with the genotype T display more vari-
able phenotypes. There is no mean difference between the two genotypes, and the 
locus would therefore not be detected using current popular analysis methods. It 
could however be detected using methods designed to detect genetic variance heter-
ogeneity (vGWAS). 
 
Searching for vQTLs might be of interest for several reasons. But since they 
can be caused by a number of different mechanisms, the subsequent interpre-
tation is not straightforward. In short, the observation of a vQTL indicates 
that something beyond the normal assumptions in quantitative genetics is 
influencing the trait. In this section, I will briefly outline three potential 
mechanisms that can give rise to vQTLs.  

Genetic variance heterogeneity is a somewhat abstract concept, since var-
iance only has a meaning for groups, not for individuals. What does it mean 
that a certain allele increases the variance of a trait? There is an amount of 
literature on this subject, and different authors have thought about it in dif-
ferent ways. In an influential paper from 2010, Hill and Mulder32 proposed 
that “the environmental variation” can be regarded as a phenotype in its own 
right. One can then invoke much of the quantitative genetics methodology to 
search for genetic determinants of this phenotype. They consequentially 
called this phenomenon “genetic control of the environmental variation”, a 
terminology which implies that it is the randomness, or instability, of the 
trait that is genetically controlled. One such example was identified in 
Ayroles et al34, a study of variability in locomotor behavior in fruit flies. The 
authors demonstrated that the degree of variability was heritable, and using a 
GWAS they identified several genes affecting this variability.  

In addition to these cases where the randomness of the trait is under some 
degree of genetic control, there are also other mechanisms that can give rise 

Phenotype
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to genetic variance heterogeneity. One such mechanism is interactions, and 
in particular genetic interactions. Rönnegård and Valdar30 describe how a 
locus that is involved in a gene-by-gene (GxG) or a gene-by-environment 
(GxE) interaction might be expected to display genetic variance heterogenei-
ty. If we observe a vQTL, it could thus be an indication that this locus is 
interacting with some other unknown factor. Consequently, looking for 
vQTL:s has been suggested as a potential “short cut” to detect epistasis30,36–

38.  
Finally, genetic variance heterogeneity can also be caused by the exist-

ence of more than two functional alleles in partial linkage with each other. 
GWAS and QTL-mapping studies typically assume that every locus can 
display two alternative alleles (bi-allelic), but it is well known that more than 
two functional alleles might be present relatively close to each other in the 
genome. If we, in such a scenario, analyze a bi-allelic genetic marker located 
at this locus, we might observe genetic variance heterogeneity. This vQTL 
would thus indicate that the locus contains more than two alleles with a phe-
notypic effect. In paper III, we identify such an example and also provide a 
thorough description of how and when multi allelic loci are expected to 
cause variance heterogeneity. 

A couple of things are worth pointing out regarding epistasis, and multi 
allelic loci, as potential causes of genetic variance heterogeneity. Unlike the 
first scenario outlined by Hill and Mulder, in these two other scenarios, there 
are no alleles that increase the randomness. In the epistatic scenario, we ob-
serve an increased variance because one allele allows other alleles to display 
their effects. One can thus think of the genetic variance heterogeneity as a 
“side effect” of epistasis. It arises when we look at the average effect of cer-
tain alleles, in cases when we should really be looking at their joint effect 
together with alleles at other loci (see paper IV). This also means that if we 
were to make many genetically identical individuals that all carry the high 
variance allele, we would not expect this group to be any more variable30. It 
should be noted though that not all forms of epistasis are expected to cause 
genetic variance heterogeneity. This is important to bear in mind, since 
searching for vQTLs has been suggested as a potential way of detecting epi-
stasis – it will not detect all epistasis.  

Also in the third scenario, the variance heterogeneity can be thought of as 
a “side effect”. Here, it arises when we analyze a locus as if it only contained 
two alternative alleles, when in fact it contains several. In most GWAS or 
QTL-mapping studies this is the only course available, since we only have 
information about so called genetic markers throughout the genome. This 
means that even if multi allelic loci exist in our study population, we usually 
don’t have genotypic data about all these alleles. The only information avail-
able to us is the genetic markers, each typically containing two alternative 
alleles, which we hope are linked to the alleles that actually affect the pheno-
type. It is impossible for these two alleles to accurately represent a multi-
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allelic locus, but the observation of variance heterogeneity can alert us to the 
fact that there might be multiple alleles with a phenotypic effect at this locus. 
It is then possible to design follow up experiments to verify this. In the same 
way as has been proposed regarding epistasis30,37,38, searching for vQTLs 
might thus be a way to detect multi-allelic loci.  
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Present investigations  

The four studies presented in this thesis explore different aspects of genetics 
that cannot be fully captured using standard additive models. In this pursuit, 
we utilize three different organisms: the domestic dog Canis lupus familiar-
is, the plant Arabidopsis thaliana, and the budding yeast Saccharomyces 
cerevisiae.  

Paper I 
In this investigation, we studied the plant A. Thaliana, a widely used model 
organism in plant research39. Arabidopsis Thaliana is a weed native to Eura-
sia, and it is found across a wide range of climates40. It is thus an attractive 
model for studying how organisms genetically adapt to different environ-
ments. We used two publically available datasets. In the first dataset, the 
RegMap panel41, we obtained SNP genotypes and climate data for the sam-
pling sites for 948 A. Thaliana clonal lines (accessions). The second dataset 
comes from the community effort 1001 genomes project42 (1001G), aiming 
to sequence the genomes of a large number of A. Thaliana accessions, repre-
senting the native Eurasian and North African range of the specie. Here, we 
obtained genotypes and corresponding climate data for 665 A. Thaliana ac-
cessions. In both datasets, the plants have been sampled across the native 
range of the species, and we scanned their genomes for alleles associated 
with the climate at the sampling sites.  

The design of this investigation was that of an association study, using 
various climate variables at the sampling sites as phenotypes. Such associa-
tions are problematic in a GWAS setting, since climate variables are inher-
ently confounded with population structure. If we for instance search for loci 
associated with warm versus cold climate, we will in effect largely be identi-
fying genetic differences between plants in southern versus northern Eurasia. 
Some of these differences might be related to the plants ability to cope with 
the climate. But most likely, many of the differences are due to the fact that 
the southern and northern populations have been isolated from each other 
during a long time, allowing them to drift apart. To overcome this problem, 
instead of performing a conventional GWAS analysis, we scanned the ge-
nome for loci displaying genetic variance heterogeneity (vGWAS). This 
method can detect signals of selection where one allele is advantageous in a 
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particular climate and the opposite allele works equally well across a range 
of climates. In contrast, a GWAS analysis would detect signals where alter-
native alleles are present in different climates. The variance heterogeneity 
signal has the advantage of being less confounded with population structure, 
and it also reflects a mode of selection that might be missed using a conven-
tional GWAS analysis.  

Using this method, we identified sixteen novel loci that were associated 
with the climate at the sampling site, without being confounded with popula-
tion structure. These loci are thus likely important for climate adaption. Spe-
cifically, we found an association between a polymorphism in the gene 
CMT2 and temperature seasonality, a measurement of the temperature range 
throughout a year at a certain geographic location. High temperature season-
ality means that there is a large difference in temperatures, whereas low val-
ues indicate a stable temperature throughout the year. We found a premature 
stop codon in the first exon of the CMT2 gene. This CMT2STOP allele was 
present in plants collected from sites with a wide range of temperature sea-
sonalities, while the opposite CMT2WT allele was confined to regions with 
low temperature seasonality (Figure 5). We replicated this finding in the 
1001G dataset and also found two additional mutations disrupting the CMT2 
gene; one premature stop codon (CMT2STOP2) and one frameshift mutation. 
CMT2STOP2 displayed the same type of association to temperature seasonality 
as CMT2STOP, whereas the frameshift mutation only was found in two plants. 
The gene CMT2 is involved in epigenetic regulation43,44, and we could show 
that the CMT2STOP allele affected the genome wide methylation pattern in 
transposable elements. To functionally explore the role of CMT2 in tempera-
ture response, we subjected wild type plants and plants with a non-functional 
CMT2 gene to heat stress. The plants with a non-functional CMT2 displayed 
a higher survival rate under severe heat stress, and a greater tolerance to 
milder heat stress, compared to wild type plants.  
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Figure 5. Geographic distribution of three CMT2 alleles in A. thaliana accessions.  
The CMT2 wildtype allele (CMT2WT gray open circles) is primarily found in regions 
with low temperature seasonality, whereas the disruptive alleles (CMT2STOP filled 
triangles, CMT2STOP2 open triangles) are present across a larger range of climates 
(A), both in the RegMap (blue) and 1001G (red) collections. The resulting variance 
heterogeneity between wildtype and disruptive alleles is highly significant, as illus-
trated by the quantile plots (B). The color code from red to purple indicates the 
temperature seasonality across the map. (From paper I, available under Creative 
Commons Attribution license) 

 
This investigation shows that by searching for loci that display genetic vari-
ance heterogeneity, we can overcome some of the problems of confounding 
between phenotype and population structure. Such confounding is a common 
problem in GWAS45,46. The study also shows that the vGWAS approach 
allows us to find signatures of selection that might otherwise have been 
overlooked. The conventional approach in a scenario like this would be to 
look for loci where alternative alleles have been selected for in different 
climates, typically leading to a selective sweep. While such cases might cer-
tainly occur, they will be hard to disentangle from genetic drift due to the 
confounding with population structure. This is especially the case if selection 
has acted on standing genetic variation, rather than novel mutations, in 
which case we might not expect to observe a classical hard sweep47. Here, 
we instead look for cases where one allele is present in a narrow climate 
range, and the opposite allele is tolerated across a wider range. This pattern 
could for instance arise if a certain allele arises that allows the plant to colo-
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nize a new climate, but which carries no fitness cost in the climate in which 
the plant is already present. This new allele would then be selected for in the 
new climate, but be selectively neutral in other climates, giving rise to just 
the pattern that we observe for the CMT2STOP alleles.  

Paper II 
In this investigation, we studied the genetics of glucose metabolism in domes-
tic dogs through a GWAS. The dog has accompanied man for thousands of 
years, sharing our living environment and to some extent eating the same food 
as us. Dogs also suffer from many of the same welfare diseases as humans, 
such as asthma, allergies, and diabetes48. This makes them an interesting mod-
el organism for studying these diseases. The prevalence of diabetes mellitus 
varies greatly between dog breeds48, suggesting a genetic determinant for the 
disease. By identifying alleles affecting blood glucose levels in dogs, we 
aimed to gain insights into the genetics of diabetes mellitus and why its preva-
lence varies across breeds. In particular, we were interested in potential non-
additive genetic mechanisms. Through an international collaboration49, 535 
dogs from nine different breeds and five European countries where sampled. 
Each dog was genotyped and its level of fructosamine, a biomarker that re-
flects the average blood glucose levels over the last 15-20 days, was measured. 

In the Belgian shepherd breed, we found an association between fructosa-
mine levels and a locus A at chromosome 3. Although this was not the only 
breed harboring both alleles at this locus, this association did not appear in any 
of the other eight breeds. One possible explanation for such a scenario is epi-
stasis, where something in the genetic background of the other breeds prevents 
locus A from displaying its effect. To identify loci that might be interacting 
with locus A in this way, we looked for genomic regions where the Belgian 
shepherds significantly differed from the other breeds. In this way, we identi-
fied a locus on chromosome 5 (locus B) where the Belgian shepherds were 
close to fixation for one allele B1, and the opposite allele B2 dominated in the 
other breeds.  

By analyzing the joint effect of these two loci in the other eight breeds, we 
found evidence for an interaction between them. Among the minority of the 
non-Belgian shepherd dogs that carried the B1 allele, locus A displayed an 
effect similar to what we observed in the Belgian shepherds. The majority of 
non-Belgian shepherd dogs, however, carried the B2 allele, and among these 
dogs locus A displayed a much smaller effect. Therefore, we hypothesize that 
this interaction explains why locus A display a genome wide significant asso-
ciation to fructosamine only in Belgian Shepherd dogs. 

In human GWAS, it has frequently been observed that associations do not 
always replicate across ethnically diverse populations. For instance, GWASs 
of type 2 diabetes have identified associations to different loci in different 
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ethnic groups50–52. A common theory to explain this observation is that alt-
hough we genotype the same SNPs as genetic markers in the different popula-
tions, the underlying causal alleles might not be present in all populations. 
This theory is certainly plausible, and it does have the virtue of simplicity. The 
interaction observed in this study is however interesting, since it presents a 
possible alternative explanation to this phenomenon. Maybe epistasis is one of 
the reasons why associations found in GWAS do not generalize across differ-
ent populations. Of course, a third possible explanation is that some associa-
tions are simply false positives.  

As a general model for studying epistasis, dogs are not optimal because of 
noisy phenotype data and the problem of getting sufficient sample sizes. I 
therefore started to look for a better model system, leading me to paper IV in 
this thesis.  

Paper III 
Here, we once again studied the plant A. Thaliana. In a previous paper by 
Shen et al33, a vQTL was detected where plants with alternative alleles dis-
played a very different variance in leaf molybdenum concentrations. This 
vQTL encompassed the gene MOT1 (Molybdate transporter 1). Molybdenum 
is an essential element for plant growth, and both excess and deficiency has a 
large impact on plant development53. In this investigation, we first wanted to 
see if the genetic variance heterogeneity associated with the MOT1 locus could 
be replicated in an independent study. Secondly, we were interested in under-
standing the underlying mechanism giving rise to the observed variance heter-
ogeneity. In this pursuit, 340 previously genotyped A. Thaliana plants where 
grown under identical greenhouse conditions, and the concentration of molyb-
denum in their leafs was measured. This work was performed in collaboration 
with professor David Salts lab at the University of Aberdeen.  

The previously identified vQTL was replicated in this independent dataset, 
where we observed a sevenfold difference in phenotypic variance between 
plants with alternative alleles at the MOT1 locus. In an attempt to identify the 
causal alleles, we screened the promoter region of MOT1 using PCR fragment 
size differentiation, thereby identifying six non-coding structural polymor-
phisms. These were then genotyped in 283 of 340 phenotyped plants. Two of 
the structural polymorphisms, one 53bp deletion and one 283bp duplication, 
where significantly associated with mean leaf molybdenum concentration. We 
also found two more associations between SNPs (SNP1, SNP2) and mean leaf 
molybdenum concentration, making a total of four independent associations in 
the vicinity of the MOT1 locus (Figure 6). The two structural polymorphisms, 
and SNP1, were all in Linkage Disequilibrium (LD) with the high variance 
associated SNPs across this region. The linkage was such that plants with the 
high variance associated SNP alleles also carried either the deletion, or the 
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duplication, or the minor allele at SNP1 (Figure 7). The deletion decreased leaf 
molybdenum concentration, whereas the duplication and the minor allele at 
SNP1 increased it. Hence, in the group of plants with either of these alleles, 
some had a very high phenotype and others a very low. One of the alternative 
SNP alleles in the vQTL signal collectively tagged this highly variable group 
of plants, giving rise to the observed genetic variance heterogeneity.  
 

Figure 6. The multi allelic MOT1 locus. Schematic illustration of the four alleles 
associated with leaf molybdenum concentrations. The deletion decreased the molyb-
denum concentration, whereas the duplication and the minor alleles at SNP1 and 
SNP2 increased it. The deletion, duplication, and the minor SNP1 allele were all 
linked to the vQTL SNPs, giving rise to the observed variance heterogeneity. (Modi-
fied from paper III, available under Creative Commons Attribution license) 

Figure 7. Multiple functional alleles give rise to variance heterogeneity. There was 
sevenfold difference in phenotypic variance between plants with the low (top panel) 
and the high (bottom panel) variance associated SNP alleles. The high variance in 
the second group was caused by two alleles with a positive (duplication and SNP1 
minor allele) and one allele (deletion) with a negative phenotypic effect. (Modified 
from paper III, available under Creative Commons Attribution license) 
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SNP1 was located ~25kb upstream, and SNP2 ~600kb downstream, of the 
MOT1 gene (Figure 6). This prompted us to consider that additional genes in 
this region might play a role in how the plants accumulate molybdenum. To 
explore this possibility, we evaluated the molybdenum levels in a range of 
plants, each with a disruptive T-DNA insertion in one of the 24 genes sur-
rounding SNP1 and SNP2. Two of the tested T-DNA insertion plants, dis-
rupted for genes in the vicinity of SNP2, displayed a significant reduction in 
molybdenum levels. This suggests these two genes (AT2G27030 and 
COPT6) as potential functional candidates for this association.  

The results of this study highlight the potential gains, and the difficulties, 
of searching for genetic variance heterogeneity. At the onset of this investi-
gation, I was expecting to find evidence of epistasis causing the extremely 
pronounced variance heterogeneity that we observed. Instead, it turned out 
that the existence of multiple functional alleles at this locus, combined with a 
particular linkage pattern, was the cause. As far as I am aware, this is the 
first time this phenomenon has been reported. It opens up the possibility that 
multi allelic loci can be detected by searching for genetic variance heteroge-
neity. At the same time, the results stress the point that genetic variance het-
erogeneity can mean many different things. As stated in the introduction, the 
observation of a vQTL indicates that something beyond the normal assump-
tions in quantitative genetics is influencing the trait. But in order to under-
stand what this something is, further analyzes are typically needed. 

Paper IV 
In this final investigation, we studied the budding yeast S. cerevisiae. Yeast 
is a widely used model organism in molecular genetics54. Most importantly, 
for the scope of this thesis, it is a very good model system when studying 
epistasis. Here, we used a cross between a lab strain (BY), and a vineyard 
strain (RM) of yeast. This generated a population of 4,390 offspring, all of 
which was genotyped for 28,220 SNPs, and measured for 20 growth traits. 
This experimental population overcomes many of the difficulties of studying 
genetic interactions, described in the epistasis section above. The individuals 
in this population are haploid, the sample size is large, and since they are 
siblings, all allele frequencies are close to 50%. We could thus observe every 
possible combination of alleles across many loci, and study the associated 
phenotypes. This work was performed in collaboration with the Kruglyak lab 
at UCLA, and it builds on pervious work presented by Bloom et al29.  

In a previous study, Bloom et al29 mapped 939 additive QTLs and 330 
pairwise genetic interactions in this population. We used these statistical inter-
actions to identify networks of interacting loci. A few loci appeared as hubs in 
the networks, interacting with several other loci and thereby tied the networks 
together (Figure 8). Many of these hubs had the ability to capacitate the phe-
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notypic effect of other loci in the networks. They thereby acted as a sort of 
“on/off” switches, where the other loci showed no, or a small, phenotypic 
effect when combined with the “off” allele at the hub locus. The opposite 
(“on”) hub allele however allowed the radial loci to display their effects.  
 

Figure 8. Many QTLs involved in pairwise genetic interactions are part of highly 
interconnected epistatic networks. A histogram of the number of interactions each 
epistatic QTL is involved in (A). Most QTLs are involved in few pairwise interac-
tions, but some are involved in many, thereby acting as hubs in the epistatic net-
works (B). Each circle represents a QTL and the lines represent significant pairwise 
interactions. Red circles highlight hub-QTL involved in five or more pairwise inter-
actions. 
 
Because of the large sample size, we could then go on to look at combinations of 
alleles across multiple loci in these epistatic networks. For every hub locus and 
five of its interactors, we estimated the phenotypic effect of each of the 26 = 64 
possible multi-locus genotypes. In all networks but one, we found at least one 
genotype whose phenotype significantly deviated from what would be expected, 
had the six loci acted in an additive manner. These deviant genotypes often pro-
duced the most extreme phenotypes, far beyond the expectation based on the 
marginal effect of every locus. We also observed that the more loci that a given 
locus interacted with, the larger were its effect on the phenotypic variance. This 
observation supports earlier suggestions that vGWAS might be utilized to iden-
tify epistatic loci36,37. 

One network in particular caught our attention. The hub locus in this network 
displayed the largest capacitating effect of all hubs, as measured by the narrow 
sense heritability h2. Among individuals with the “off” hub allele, h2 was 14%, 
whereas among individuals with “on” hub allele, h2 amounted to 55%. The radi-
al loci displayed virtually no phenotypic effect when combined with the “off” 
hub allele. Interestingly, many of the loci in this network contained genes in the 
pheromone response pathway, suggesting a possible biological explanation for 
the observed genetic interactions.  
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The existence of genetic capacitors has been reported before, the most well 
known example being the chaperon HSP9019,21. These capacitors have the ability 
to “hide” genetic variation, which upon certain genetic or environmental chang-
es can reveal its phenotypic effect55. Such cryptic genetic variation might have 
large implications for the evolutionary process17,56,57. The fact that we observe 
multiple examples of genetic capacitors supports the idea that this genetic mech-
anism might be relatively common, and that cryptic genetic variation should be 
considered as an important driver of evolution.  

As I discussed in the epistasis section above, additive/marginal effects in a 
linear regression model will capture not only additive gene action, but also parts 
of non-additive mechanisms9,10. This means that genetic architectures that are 
functionally non-additive might still display additive genetic variance. To what 
extent depends on the model parameterization, and on the allele frequencies in 
the population under study. Having extensively characterized the joint phenotyp-
ic effects of many loci in the epistatic networks, we wondered how dependent 
the additive genetic variance was on the allele frequencies at these loci. Given 
the observed genetic architectures, what amount of additive genetic variance 
would we observe in other populations, where the allele frequencies are differ-
ent? We addressed this question using simulations: for each of the 15 networks 
studied in detail, we simulated populations where the genetic architectures were 
the ones that we observed in the real data, but the allele frequencies varied. In 
other words, we extrapolated from the observed population, to hypothetical 
populations with different allele frequencies. The results showed that under the 
observed genetic architectures, the amount of additive genetic variance associat-
ed with every locus depends largely on the allele frequencies at the interacting 
loci. In the most extreme case, one locus explained 0% of the phenotypic vari-
ance in some populations, and up to 58% in others, depending on the frequen-
cies of its interactors. Under additivity, the variance explained by this locus 
would be expected to vary between 6% and 13%. 

Despite the fact that many multi-locus genotypes produced phenotypes that 
did not conform to the additive expectation, the overall improvement in pheno-
typic variance explained when accounting for the genetic interactions was not 
that big. This is an important observation, since the amount of variance ex-
plained is often used to quantify the importance of epistasis. Both according to 
theory and previous observations9,29, a simple additive model is expected to 
explain a large fraction of the genetic variance. Here, we observe that this is true 
even under extensive epistasis. The reason is that the number of individuals that 
carry the deviant genotypes only represent a small fraction of the population, 
whereas the majority of the individuals conform relatively well to additive ex-
pectations. Simply put, for most individuals we can make pretty decent pheno-
typic predictions based on their genotype without accounting for epistasis. For 
some individuals however, epistasis really matters, and we severely miss-predict 
their phenotype if we do not account for it. This observation connects to the 
discussion regarding the functional versus statistical views of epistasis. On the 
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one hand, there are many examples where epistasis has been shown to have very 
large effects on individual phenotypes58,59. On the other hand, both theory and 
previous observations suggests that the additive genetic variance dwarfs the 
epistatic genetic variance9,29. This study shows that these two views are compat-
ible with each other.   
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Summary and future perspectives 

I have often heard my father say, “the more you know, the more you know 
you don't know”. The statement supposedly originates from Aristotle, and it 
certainly holds true for the scientific process. Every result leads to a new 
question, and thereby opens up new avenues of inquiry. In the beginning of 
this thesis I stated, maybe somewhat boldly, that our current understanding 
of genetics is only rudimentary. I do believe that is the case, and the work 
presented here is but a small attempt to alleviate some of our ignorance. It 
might however provide more questions than answers.  

The results in papers I, III, and IV illustrate many of the possibilities, and 
potential pitfalls, of searching for genetic variance heterogeneity. It might 
allow us to identify both epistatic and multi-allelic loci. We also show that 
by searching for genetic variance heterogeneity, signatures of selection can 
be revealed that might otherwise have been overlooked. These signatures 
also have the advantage of being less confounded with population structure 
than typical GWAS associations. In summary, vGWAS represents a promis-
ing tool that might lead to interesting findings in the future, but as I have 
discussed above, when interpreting vQTLs, we need to be aware that they 
can be the result of many different processes. 

I have already discussed the somewhat technical issue of parameteriza-
tions in linear models. In paper IV, we tried to avoid this issue by applying a 
more “model free” approach. When looking at the joint phenotypic effect of 
six loci at a time, instead of fitting a linear model, we simply visualized the 
phenotype of every allelic combination across these loci. As a first approach, 
we then looked if any patterns could be discerned among these 64 genotypes. 
One of the patterns that emerged was that half of the genotypes, which all 
had the same allele at the hub locus, had very similar phenotypes, whereas 
the other half displayed very different phenotypes. This was the capacitating 
effect of the hubs discussed above. If we instead of this visual approach 
where to fit a linear model that captures all 64 genotypes, we would need to 
include up to 6-way interaction terms. While this is possible with the given 
data, interpreting such a model is not straightforward. Out of the 64 parame-
ters in such a model, we will observe a mixture of main effects, pairwise 
effects, and higher order interaction effects that are significant. But, as stated 
above, the underlying biology that the model attempts to capture is simply 
that certain genotypes give rise to certain phenotypes. Instead of trying to 
interpret the parameters of such a linear model, we used our visual approach.  
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As we have seen, the magnitudes and significances of the parameters in a 
linear model are determined not only by the dependencies between the al-
leles, but also by the parameterization and the allele frequencies. One conse-
quence of this is that these parameter estimates are not expected to general-
ize across different populations. However, if we can identify the functional 
dependencies between all alleles affecting our trait, this underlying mecha-
nism should be the same regardless of the population. Such a complete de-
scription of the phenotype produced by every possible genotype is often 
referred to as the genotype-phenotype map60, and ultimately I believe this is 
what we need in order to make accurate predictions of individual phenotypes 
based on their genotypes.  

The “model free” approach described above has the drawback of being 
rather labor intensive. It relies on manual detective work by the researcher, 
trying to visually discern patterns by looking at the phenotypes associated 
with every genotype. Also, before utilizing this approach we obviously need 
to decide which loci to have a closer look at. In other words, we need to nar-
row down the search space. In paper IV, we started with the results from a 
pairwise epistatic scan, which was used to identify epistatic networks. These 
networks represent loci whose phenotypic effects are to some degree mutual-
ly dependent on each other. Since the present sample size allowed us to ex-
amine the full genotype-phenotype map of up to six loci, we next picked 
subsets of six loci from these networks. In order to prioritize which subsets 
to examine, we somewhat arbitrarily picked the five strongest interactions 
around every network hub. This allowed us to identify many interesting pat-
terns, but there might certainly be more findings waiting to be revealed in 
this dataset. For instance, a genome wide scan for higher order interactions 
might reveal additional genetic interactions that are of importance14. The 
concerns raised above apply also to future studies. Even if we manage to 
design experiments that allow us to characterize the full genotype-phenotype 
map of large numbers of loci, how do we decide which loci to prioritize? Are 
brute force epistatic scans the way to go? Is it feasible to manually study the 
genotype-phenotype maps of large numbers of loci? These questions regard-
ing the optimal analytical strategies to study epistasis deserves more atten-
tion as the field of genetics moves forward.  

As we show in paper IV, certain individuals might carry multi locus gen-
otypes that result in phenotypes far outside of the expectations based on the 
marginal effects of these loci. In particular, we found many instances where 
such deviant genotypes gave rise to phenotypes in the extremes of the popu-
lation-wide phenotype distribution. We also show that despite this, a majori-
ty of the genetic variance can be additive. This observation could be of im-
portance for prediction in a clinical setting, where the extreme phenotypes 
are often the most important ones. Even if the marginal/additive effects ex-
plain a lot of phenotypic variance in the population as a whole, they might 
miss-predict individuals with extreme phenotypes. These individuals might 
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develop certain deceases, and would therefore be the ones that we actually 
care about. The variance explained by the additive effects would thus not be 
a good indicator of whether an additive model fulfills its purpose, which in 
this case would be to tell which patients will get sick.  

Apart from the general points about additive versus non-additive genetics 
raised in this thesis, several interesting biological insights have been reached 
in these four investigations. In paper I, we revealed a link between the gene 
CMT2, methylation of transposable elements, and heat tolerance. Within the 
natural population of A. Thaliana, we found several disruptive mutations in 
this gene that appears to have been selected for in certain environments. We 
found evidence that the mutations affect the genome wide methylation pat-
tern, suggesting that epigenetic modifications can be genetically determined. 
This is an important observation with regards to the role of epigenetics in 
evolution. There has been a fair deal of discussion about how epigenetics 
might allow acquired traits to be passed on to future generations, presenting 
an intriguing Lamarckian angle to genetics61. However, the results presented 
in paper I suggest that the determinants of epigenetic marks might still be 
found within the genome.  

In paper II, we found an association between a locus on chromosome 3 
and fructosamine levels in Belgian Shepherd dogs. At this point we do not 
know the causative allele(s) underlying this signal, but the genes GAPDH 
and LETM1, which play a central role in glucose metabolism, are located 
close to the association. The interacting locus on chromosome 5 harbors the 
melanocortin receptor gene MC1R. A dominant allele of this gene is known 
to cause the melanistic mask phenotype commonly found in Belgian Shep-
herd, German Shepherd, and Boxer dogs62. All of these three breeds share 
the pattern of reduced heterozygosity in this region. What we observe is thus 
likely a selective sweep resulting from breeding for the melanistic mask 
phenotype. The melanocortin receptor pathways has been linked to various 
metabolic disorders, including diabetes and obesity63,64, but the MC1R type 
of the receptor family has not previously been linked to any metabolic phe-
notypes. We can only speculate as to why we observe an epistatic effect on 
fructosamine involving this locus. A follow up study is however under way 
that might allow us to identify the causative alleles at both of these loci.  

In paper III, we revealed four associations within a confined region on 
chromosome 2 to the ability of A. Thaliana to accumulate molybdenum. For 
two of these associations, the causative alleles are likely structural variants 
within the promoter region of the gene MOT1. For the other two associa-
tions, we do not yet have any good candidates as to the causative alleles. By 
evaluating T-DNA insertional alleles for genes in LD with these two associa-
tions, we were however able to suggest two novel genes involved in molyb-
denum homeostasis in A. Thaliana. One of these genes, COPT6, is a known 
copper transporter65, suggesting a possible link between copper and molyb-
denum uptake in plants. Molybdenum is essential for plant development, due 
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to its role in the molybdenum cofactor that forms the active site of all mo-
lybdenum enzymes66. These findings are thus important for our understand-
ing of how plants can adapt to soils with different levels of molybdenum, 
and they might also be of interest for future plant breeding efforts.  

There are many challenges on the horizon for the field of genetics. The 
last decades has seen an enormous development in both sequencing and gene 
editing techniques. We now have the means to both read and edit the ge-
nomes of organisms on an unprecedented scale. But our understanding of the 
link between genotype and phenotype, the fundamental question of genetics, 
has not increased proportionally. Using a somewhat strained analogy, we are 
trying to operate an immensely complex computer by reading and making 
changes to its binary code. But we have only a crude understanding of how 
information in this code translates into end product. Ultimately, we would 
like to be able to predict the phenotype of an individual based on its geno-
type. For some monogenic traits, we can already do this. But for most com-
plex polygenic traits, we still have a long way to go. I hope that the work 
presented in this thesis is a small step towards this goal.  
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Supplements 

Statistical Models 
Linear models are the bread and butter of quantitative genetics. I will here 
give a very brief outline of the models that are most commonly used. This 
section assumes that the reader has basic knowledge of statistics and linear 
algebra. The simplest linear model can be written as equation (1), where y is 
the response variable, X is a matrix with columns corresponding to the ex-
planatory variables, 𝛽 is a vector of fitted effect sizes, and 𝑒 ~ 𝑁(0, 𝐼𝜎!) are 
the residuals.  
  
 𝑦 = 𝑋𝛽 + 𝑒 (1) 

 
In a genetics context, y contains the individual phenotypes and X typically 
contains the genotypes at the loci that we want to test for association to the 
phenotype. Each column of X then corresponds to one locus, and each row 
to one individual. The estimated parameters 𝛽 tell us the average phenotypic 
difference between individuals with alternative alleles at the corresponding 
loci. Using a technique such as a likelihood ratio test, we can test whether 
this difference is significant. One interpretation of the 𝛽:s is that they repre-
sent the phenotypic change that we expected to observe, if we were to substi-
tute one allele for the other at the corresponding position. This interpretation 
however, requires the assumption that the phenotypic effects of the alleles at 
the different positions in the genome are independent of each other. In other 
words, if we were to edit the genome of individual A, changing one allele for 
the other at a certain locus, this will produce the same effect on the pheno-
type regardless of the genetic makeup of this individual at other loci. As 
discussed above, this might not always be a reasonable assumption.  

Equation (1) is an example of a fixed effects model, meaning that all the 
estimated parameters 𝛽 are fixed. Conceptually this means that although we 
estimate them with some degree of uncertainty, we assume that there is one 
true value for the parameter in this population. In linear mixed models on the 
other hand, we can include parameters that are in themselves random varia-
bles, meaning that they come with their own inherent uncertainty. Such pa-
rameters are called random effects. This opens up a wide range of ways to 
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model and analyze data, making linear mixed models extremely flexible and 
useful in various applications. Here, I will only describe the way in which 
they are typically used in GWAS. In its general form, a linear mixed model 
can be written as equation (2). As in equation (1), the vector 𝛽 contains the 
fixed effects and X is the corresponding design matrix. The vector 
𝑏 ~ 𝑁(0, 𝐼𝜎!!) contains the random effects, Z is the design matrix for the 
random effects, and the vector 𝑒 ~ 𝑁(0, 𝐼𝜎!!) contains the residuals. In this 
formulation of the model, we assume that the random effects b are uncorre-
lated, indicated by the identity matrix I in their covariance structure. 
  

 𝑦 = 𝑋𝛽 + 𝑍𝑏 + 𝑒 (2) 

 
In a GWAS setting, this model allows us to incorporate information about 
the relatedness, in genetics referred to as kinship, between all analyzed indi-
viduals. Doing so, we can correct for the phenotypic effect that can be ex-
plained by population structure, giving us a way to deal with the potential 
problems of confounding between the population structure and the pheno-
type. Formulating the model as in equation (3) allows us to more clearly see 
how this is achieved. Here 𝑏 ~ 𝑁(0,𝐺𝜎!!), where G is the genetic kinship 
matrix, describing the degree of relatedness between every pair of individu-
als. Monozygotic twins for instance, have a kinship value of 1, whereas full-
sibs have an average value of 0.5. Fitting such a model to our data, we can 
test the phenotypic effect of certain alleles, given by our fixed effects 𝛽, 
while correcting for the potential confounding with population structure.  
 
 𝑦 = 𝑋𝛽 + 𝑏 + 𝑒 (3) 
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