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Abstract
The purpose of this thesis is to reduce the energy costs of water pumps by modelling when the decisions to turn the machine on or off should be made. These decisions are driven by the water level
of the machine and the underlying Dutch energy market. Through implementation in live settings, a
simple model for the progression of water levels in a pump reservoir were made based on historical
statistics. Time series regression was performed to predict the prices of relevant energy markets. The
methods used to drive this decision making were logistic regression and applying the Kalman Filter.
These methods were back tested and compared to ensure the possibility of future implementation.
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Chapter 1

Introduction to the problem
The Netherlands has an intriguing history with water. Due to the technological advances of the previous century, many devices have been engineered to control the water throughout the wetlands for
the purpose of agriculture and safety. The water pump (’gemaal’ in the Dutch language) is a trustworthy machine for transporting water from a lower reservoir of water to a higher one. In practice, this
most often pertains to pumping water from a controlled reservoir such as a moat next to agricultural
land to a less controlled reservoir, examples being rivers and canals.
These machines have been historically controlled by individuals with knowledge of what the water level in the controlled reservoir should be for optimal agricultural properties, which water levels
will lead to floods or a lack of water. Due to the rise of technology, these machines have been updated and can be controlled remotely, monitoring key attributes such as the water level and machine
power usage. Through this monitoring, the pump can be turned on when the water level is reaching
the chosen upper limit for which it has been determined that damage could occur, or be turned on
pre-emptively when a significantly rainy weather forecast has been predicted. The choice can also be
made to actively not turn on the pump due to proximity to the chosen lower limit which could lead
to a lack of water for the surrounding agricultural land or damage to the machine.
The flexibility of the described machine is crucial, the monitoring entity has a choice when to
turn on the machine, since there is some room between the chosen upper and lower water level limit
for the reservoir upon which the pump operates. This flexibility will play an essential role in the next
required partial introduction to the problem.
On another hand, due to the advent of sustainable energy sources the supply and demand on
electricity grid will become more unstable. Focussing on the Dutch grid for this thesis, most prominently wind and solar energy have become a non-negligible component of energy production. However, the power output of these processes are difficult to predict. Power plant output for example can
be increased or decreased by tuning the underlying mechanism such as a turbine. Wind engines and
solar panels react to the weather and therefore their output is unpredictable.
The Dutch grid cannot store energy with economic efficiency, therefore the balance between supply and demand of electricity has to be balanced continuously. The Transmission System Operator
(TSO) calls off parties to consume or deliver energy in order to restore balance. A market is set up by
the TSO to reward parties which assist in the procedure of balancing by reducing the cost of energy
used. The ’market’ that arises due to these systematics and which lies at the heart of this thesis is
known as the imbalance market.
At this point the goal of this thesis starts to emerge. Due to the temporal flexibility of the pumps
or ’asset’ in the portfolio, the choice can be made to use energy at times where the grid needs to be
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balanced, leading to a reduction in cost through the act of buying cheaper energy or selling back
more expensive energy.
Since choosing when to turn on a machine such as a water pump is equivalent to the decision to
buy and sell energy, a trading strategy needs to be formulated concerning when to purchase energy.
Other assets following the preceding strategy have been successfully analysed and implemented. Assets such as cold stores, ice skating rinks or other buildings where temperature is the governing control mechanism are working examples of this. These assets’ temperature has a small interval around
the determined cooling threshold, leading to temporal flexibility in buying or selling energy.
This thesis will focus only on the water pump as flexible asset, however some complications come
to mind when comparing to the functioning assets revolving around temperature. Most importantly,
a cooler can be tuned, whereas the pumps analysed in this thesis are engineered to be on or off. In
some exceptions, multiple machines exist per water reservoir.
To exemplify another significant difference, the concept of a flexible asset’s buffer is introduced:
the buffer is the quantity of analysed data in the form of time series which can be undone before
reaching the boundary of flexibility. In the case of a cooler, if the temperature is close to the upper
limit of the underlying cooling interval, a relatively high amount of temperature can be cooled away
before reaching the lower limit of the interval. After this the cooler has to wait for the temperature
to rise again (due to interactions with the average temperature outside) before the ability of cooling
rises again.
Using the concept of a buffer to rewrite the process described above, the buffer starts off full,
it is then emptied because of circumstances such as profitable market conditions or client-specific
demands, afterwards the buffer slowly fills itself up. The precedent significant difference between a
pump and cooler is that the coolers can be tuned, whereas the pumps are bound to a binary state
depicting on or off. Some other less impactful constraints for this asset are that all pumps have a
start-up and close-down time, whose difference lies mostly in the pump size. Having introduced the
jargon necessary, the research question can now be stated:
How to optimize a integer-bound time series corresponding to sequential decision-making of whether
to turn a water pump on or off, taking into account the price series relating to the hidden imbalance price while not neglecting the restrictions imposed by the pump relating to the water level of
the basin it is pumping from.

1.1 Outline
This thesis will consist of three main sections, starting off with an introduction to the energy market
in order to give some insight in the underlying energy costs in the imbalance market. Afterwards, the
mathematical theory encompassing the various methods used to solve the problem is described in
detail, referencing to other works where necessary. Lastly, those energy trading strategies are back
tested on real data involving the Dutch market and asset restrictions derived from their historical
data, in order to implement the solution in a live setting in the future.
The section on the Dutch energy market will first describe general parties which are involved and
their goals. Several signals conveying information about the current status of the energy market will
be analysed.
Next, the theoretical part will start off with the problem of simulation of water level evolution,
since hydrological models lie outside the scope of this thesis. However, this problem plays a vital role
since historical power time series data can not be back tested, due to the fact that making a different decision back in time will change the historical power usage completely. This section will also
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give some insight in the data governing the asset. A conditional multivariate normal distribution is
fitted to the variables deemed relevant to water level evolution. Next, the problem of historical optimization of power usage is tackled, since this gives direction in live optimizing. The cost metric
to analyse performance with is also introduced. The concept of Integer Linear Programming is introduced and the underlying algorithm is shortly covered. Finally, multiple perspectives relating to
optimization of online power usage are explored. Introducing time series of price signals, an attempt
at basic model selection for regression is made. Next, the asset boundaries are imposed more harshly
through the use of logistic regression and is presented with relevant theory, most significantly Iteratively Reweighted Least Squares optimization. Finally a State Space Model is applied to the problem
by applying the Kalman filter for prediction purposes.
The final chapter of the thesis deals with the results and is presented in the same way as the
theory described above. In order: the normality of the multivariate fit to the water evolution data is
analysed. The historical optimization is solely let loose upon the dataset and its costs are analysed as
a benchmark for which to strive for in a live setting. The live optimization results are handled by the
cost metric introduced in the theory and handled in the same order as the introduced theory.
Finally, a verdict is made on the preceding analysis and recommendations for further research
are made.
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Chapter 2

The Dutch Energy Market
This section will serve as an introduction to the Dutch energy market with the goal to comprehend
the underlying motives of this thesis and the formation of relevant price signals which will lead to
costs of power usage. Some of this market knowledge will be necessary in order to cast the problem
into a mathematical context, as well as provide more context to how the problem will be solved later
on.

2.1 APX and Imbalance markets
One of the relevant procedures for electricity traders is an attempt to uphold balance beforehand.
Traders are told to hand in a E-programme before 14:00h which depicts their predicted net consumption or delivery of energy in their portfolio regarding their customer’s wishes for the next day. For the
purposes of this thesis, this energy is traded at the Amsterdam Power Exchange (APX) [2], however
other trading channels exist. The supply and demand of these trades are matched and a price per
hour is determined in A
C/MW h. A common illustration of this process pulled from the Amsterdam
Power Exchange website is shown in Figure 2.1.
In order to resolve the imbalance appearing in the energy grid in a live setting, another mechanism for balance is introduced known as the imbalance market. The TSO responsible for overseeing
the Dutch energy grid calls off parties to consume or deliver extra energy [1]. The TSO in the Netherlands is known as TenneT. In loose terms, the price of energy used to balance live is known as the
imbalance price. An example of the imbalance price during a day is depicted in Figure 2.4. These are
given off afterwards per 15 minute block called a Programme Time Unit (PTU).

2.2 Relevant Signals and Data
Several parameters come into play when designing strategies that control these pumps. Note that
two major games are at play. Firstly to accurately predict the usage of the next day to trade (APX
forecast) next to steering the pump live to react according to the imbalance market. The focus in this
report is on the latter, since more interest is shown towards imbalance strategies and the interplay of
these two effects due to their potential reduction of costs.
The strategy is based on a plethora of data sources, including historical pump usage data and
energy market data. Other inputs deemed relevant are weather forecasts and ground water level
data, unfortunately ground water level data was not available for use. All data is provided in the form
of time series of varying frequency.
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Figure 2.1: Supply and demand curves for energy trading in red and blue respectively. The y-axis is the price
in A
C/MWh, the x-axis depicts the cumulative traded energy in MW h. The price of the equilibrium
point between supply and demand is chosen to be the APX price of that hour for all parties.
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Figure 2.2: M I N _P R IC E -signal against time

Figure 2.3: M AX _P R IC E -signal against time

The strategies utilized are simulated using a live-feed back tester which ’drips’ the data comparative to a live trading framework. This in an attempt to nullify look-ahead bias. However, through
this method, the problem of simulating water level evolution in a basin on which a pump operates
is introduced. To avoid focus on hydrological theories, a statistical approach to modelling this problem is postponed to the next chapter. This section will give further insight in the realisation of the
imbalance price.
The actual price is not given off live but multiple signals pertaining to it are given off of which
the following will be most relevant for this thesis. They are depicted throughout this document as
M I N _P R IC E , M I D_P R IC E and M AX _P R IC E . Note that TenneT employs a delay of roughly three
minutes for giving off these signals. In other words, the signal given off at time t depicts information known at time t − 3. The actual imbalance price, which is critical to valuing the traded energy
derived from these signals, is given off the next day. The two signals most used in this thesis are depicted in Figures 2.3 and 2.2 to illustrate their general behaviour. The imbalance price itself for the
appropriate period is also portrayed in Figure 2.4. To help create an intuition for the development of
the imbalance price, one can think of it being a combination of the M I N _P R IC E and M AX _P R IC E
signals.
It is worthwhile to discuss the exact determination of the imbalance price which is vital to the live
steering process. Two prices will be relevant to the analysis in this thesis, depending on if ones takes
7

2.3. THE BIDDING PRICE LADDER

CHAPTER 2. THE DUTCH ENERGY MARKET

Figure 2.4: Imbalance price against time

energy from the Dutch grid or feeds energy into the Dutch grid. These prices are named T AK E and
F E E D throughout the rest of this paper. These prices are confirmed the next day at 15 : 00. Beforehand live signals are obtained which can be used as an indication of what the imbalance price will
be. These are described under the header ’Delta-signals’, the relevant ones for us are the aforementioned M I N _P R IC E , M I D_P R IC E and the M AX _P R IC E . This section will mostly involve how
these signals lead to the F E E D and T AK E prices.

2.3 The Bidding Price Ladder
What follows is an analysis of Figure 2.5; multiple parties give off both the prices and volume of
energy that they have available and are willing to set aside for restoring balance to the Dutch grid.
In the middle is the line that depicts equilibrium and therefore no net flow of energy to or from the
grid. As a first example, to the left of the equilibrium line there is too much energy on the grid.
Therefore, the power on the grid needs to be regulated down. Parties have assets available which can
take from the grid by for example turning on extra machines or boost the power used, these services
have accompanying prices or bids. These prices are lower than the equilibrium price of energy since
these parties then pay less for their energy, which is the reward for contributing to the grid. These bids
are ordered from low to high left of the middle line, in extreme circumstances even reaching negative
prices when the amount of energy needed to be taken in order to balance the grid is exceptionally
high. In these situations, negative prices mean that TenneT will give these parties money to take
energy from the grid.
The other side of the line is relevant when there is not enough energy on the grid. These parties
will offer to give energy when needed for relatively high prices compared to an usual energy price.
These bids are also ordered from low to high, and then climb up as more energy is needed to be fed
to the grid. These agents sell their energy back to the grid, their compensation being that the prices
for their transaction is higher than the equilibrium point.
In a particular PTU, the signal M I N _P R IC E will depict how far down the ladder the amount of
energy taken from the grid needed to stabilize it currently is, whereas the F E E D price will be the
culmination of this process at the end of the PTU. Also note that even though the aforementioned
parties do indeed take from the system, the role as client is juxtaposed to TenneT and at the other
end of this transaction, hence the name switch to F E E D. As an example, you took energy from the
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Figure 2.5: Exemplary imbalance price bidding ladder for determining the imbalance price during a PTU
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system in the case described in the previous paragraph, the T AK E price for this PTU will be equal to
the F E E D in normal conditions, where the main exception to normal conditions will be discussed
below. This also works in reverse for the other side of the middle line, the M AX _P R IC E will depict
live how far up the ladder the amount of energy given is, where T AK E will be the culmination of this
process at the end of the PTU. Again, in this case the F E E D is equal to the T AK E .
One significant exception to the above is worth mentioning. Firstly, it can be the case that the grid
needed to be stabilized both ways in a PTU, so for example: the first five minutes there was a shortage of energy which was stabilized by giving, followed by a surplus of energy for the next 10 minutes
stabilized by taking. In this scenario, the bidding ladder was climbed both ways and there will be a
difference in F E E D and T AK E . This is loosely translated as ’Regulation State 2’ and happens frequently enough to be relevant. This will be abbreviated by RS2 in the rest of this document. Another
exception deals with when the M I D_P R IC E is used as the imbalance price. For the analysis in this
document the only thing of relevance is that if there are no M AX _P R IC E or M I N _P R IC E given off,
the price signal used will be the M I D_P R IC E .
Other exceptions exist but these happen extremely infrequently and will not be relevant for this
research. Of note however, is that there exists also a factor of cooperation between countries (or more
specifically, regions whose electricity balance is governed by administrative companies such a TenneT), which plays a role in formation of imbalance price. However, this aspect is deemed outside the
scope of this project. Internally there exists an algorithm which gives general advice for steering assets up or down in their buffer depending on the price signals discussed in this thesis alongside other
factors. This advice will be a variable in the analysis performed in this document but not investigated
further.
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Chapter 3

Modelling and Theory
3.1 Water Level Simulation
Since the model takes place in a back-testing environment, the problem of water level simulation
needs to be tackled in order to properly imitate true water level evolution. Exemplary historical water
level evolutions together with usage data is depicted in Figure 3.1. Because of the abrupt decrease
in water level as seen in the figure, this issue is divided in two cases depending on if the pump is on
or not. If the pump is not on, the development of water level is analysed by taking the differenced
historical dataset as input. Mathematically, let h t be the historical time series of absolute water level,
let set P denote the times when the historical data shows the pump is on. With I P (x) portraying the
indicator function of set P , the estimate of water level evolution hˆt is:
I P { (∇hˆt ) = I P { (h tˆ+1 − hˆt ) = I P { (∇h t ),

(3.1)

where P { is the complement of set P . Next to evaluate I P (∇hˆt ), as a first model the pump duration
is modelled by regressing historical pump durations on the difference in water level caused. Note
that the time series of levels between pump actions is deemed uninformative, the water level is only
deemed decisive when the usage of the pump is finished.
Due to an apparent lag l between turning off of the machine and the water level evolving nor-

Figure 3.1: Historical data plot of the water level and usage time series in units of metres below sea level and
kilowatts respectively.
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Figure 3.2: Regression of reduction in water level on pump duration

mally, the set P is extended such that {t , t +1, ..., t +l } ∈ P . The following regression is then performed
using ordinary least squares:
£
¤
h t +Tpump +l − h t = α0 + α1 · T pump + l

(3.2)

The scatter plot of the data is shown in Figure 3.2 along with the fitted values resulting from ordinary least squares. Due to the poor visual fit of the regression, a different strategy involving historical
rain data as an additional variable is performed

3.1.1 Rainfall: A multivariate fitting approach
Next, the rainfall data for a weather station most close to the location of the pump is also taken
into account. Since prediction of weather is outside the scope of this thesis, historical hourly Dutch
weather data which is available online shall be used. Since the pump duration will be governed by
the live trading strategy, it is useful to predict possible outcomes of future water level given rainfall
and the amount of time one would prefer to turn the asset on. Let R t denote the measured rainfall
in the most nearby weather station. Due to the mathematical simplicity of computing conditional
distributions, an attempt is made to transform the data and fit a multivariate normal to the dataset
1 Pt
with variables (h t +Tpump −h t , T pump , R¯t ), where R¯t = 24
i =t −24 R i , the daily average of historical rain.
12
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This average is taken to consider lagged seep from surrounding land into the basin. Scatter plots
of the most normal transformations are shown in the Results section using the partitioning of set
P described in the previous section. Maximum likelihood estimation is used to fit the Multivariate
Gaussian [5]:
µ̂ =

N
N
1 X
1 X
x n , Σ̂ =
(x n − µ̂)(x n − µ̂)T
N n=1
N n=1

(3.3)

Where µ̂ is the estimate of the mean, Σ̂ the covariance matrix estimate and x n is a possibly multidimensional vector of data. Having fit the data to a multivariate normal distribution, the conditional
distributions are calculated through the following
result [5]:
h i
£µ ¤
X1
Let the following partition occur X = X 2 and let X be distributed as N (µ, Σ), with µ = µ12 and
h
i
−1
−1
11 Σ12
Σ= Σ
Σ21 Σ22 , then the distribution of X 1 |X 2 = x 2 ∝ N (µ1 + Σ12 Σ22 (x 2 − µ2 ), Σ11 − Σ12 Σ22 Σ21 )
The goodness of fit for varying transformations of data will be evaluated through Mardia’s measures of skewness and kurtosis [6], results for different combinations of transforms and data are
shown in the results section. Mardia’s measure of skewness is given by:
γˆ1d =

1 X 3
m ,
N 2 i,j i j

(3.4)

where m i j = (x i − x̄)0 S −1 (x j − x̄). The statistic N γˆ1d /6 follows a χ2 distribution with d (d + 1)(d +
2)/6 degrees of freedom with d the number of variables. The measure of kurtosis is given by:
γˆ2d =

1 X 4
mi ,
N i

(3.5)

where m i2 = (x i − x̄)0 S −1 (x i − x̄). The statistic γˆ2d is normally distributed with mean d (d + 2) and
variance 8d (d + 2)/N .

3.2 Historical optimization
To evaluate the reduction of costs from the current model to what it would have been live, a metric is
proposed to measure how well a simulation performs. A lower metric value corresponds to less costs
and is therefore preferred. The cost metric is given by:
AP X _FC · AP X _SPOT + (U sag e − AP X _F C ) · I M B A_P R IC E

(3.6)

Here AP X _FC is the APX forecast made the day before. AP X _SPOT is the price for regularly
traded energy. The U sag e is the live energy profile of the asset determined by the model.
Since the focus of this thesis is to optimize the second part of the metric concerning imbalance, a
simplified version of the cost metric is formed to catch the basic premise of usage optimisation. The
simplified cost metric is simply the usage deviation from the APX forecast multiplied with imbalance
price:
(U sag e − AP X _F C ) · I M B A_P R IC E

(3.7)

Historically, this optimization is solved using a closely related algorithm to linear programming.
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3.2.1 Integer Linear Programming Problem Statement
Since historically the problem is solvable, the optimization is cast into a linear programming form,
where the solutions can only take values in the integers up to a certain level. Since the assets in
the portfolio have a single pump, the main analysis will refer to zero-one linear programming. The
general form of the objective function which needs to be minimized is stated as:
min w T x
s.t.
Ax ≥ b
and
x ∈Z
In short, the weighted objective function is minimized under the constraints where values are
taken in the set of integers. Rewritten in canonical form, this states:
min −w T x
s.t.
−Ax ≤ −b
and
x ∈ {0, 1}
Where w = I M B A_P R IC E is the true imbalance price. A is the unity matrix, leading it to count
the amount of periods that the pump has been on for. b is simply the power used historically in the
time period of interest. In all cases considered, b = b, a constant.
The known method for solving integer linear programming problems as stated above is within
the open-source IBM CPLEX solvers. In the pure integer linear programming case it makes use of the
branch and cut algorithm [3].

3.3 Optimization of power timing
In the end, the ultimate goal of the project is to model when to turn the pump on and when to turn
it off. Therefore this is in its essence a sequential classification problem. However, the issue depends
on several random but correlated variables, both hidden and available, various sources of noise along
with missing data. Before delving into various ways of theoretically classifying if the asset should be
on or off, the main priority of varying power in time is repeated: Of utmost importance is staying
within the boundaries imposed by the asset, secondarily the reduction of cost is strived for.

3.3.1 Basic Time Series Analysis
As a first attempt for making the best decision for cost reduction the following model is proposed.
Previous chapters have underlined that the most important unknown is the imbalance price, therefore this first model attempts to predict the imbalance price. Let y t be the imbalance price per 15
minutes, whereas the delta-signals such as M AX _P R IC E , M I N _P R IC E are given off minutely. As
explained in the previous chapter, the imbalance price is a culmination of signals at the end of a PTE
such as the delta-signals together with other factors governed by TenneT.
As a first simple model a standard time series regression model [9] is fitted. Let x t be the priceseries which is shall construct from the above signals. This construction is necessary since a majority
of the time, only one of the signals is given off. The price series is constructed such that it will historically be the M AX _P R IC E if it is available, if not the M I N _P R IC E will be taken. In the rare case
both do not exist, the M I D_P R IC E shall be used. This construction will throughout the document
be summarised as the price series. The regression model for this time series can now be stated:
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y t = βx t +

X

βi x t −i + w t ,

(3.8)

i ∈N̂

where N̂ is a selection of integers. In order to select models and relevant variates the minimization of the Schwarz Bayesian Information Criterion (BIC) [9] will be used due to its relatively harsh
punishing of extra parameters:
¶
µ
SSE
+ (k + 2) log(N )
(3.9)
B IC = N log
N
P
where SSE is the sum of squared errors SSE = iN=1 e i2 , k is the number of parameters in the
model and N is the number of observations, e i is the residual per observation: e i = ŷ t − y t . After
concatenating as βN̂ = [β . . . βi ] for all i ∈ N̂ , one obtains the least squares estimator [4]:
βN̂ = (X 0 X )−1 X 0 Y

(3.10)

where Y is simply the historical vector of imbalance data and X is the concatenation of all variates
x t and x t −i , i ∈ N̂ as above. The estimator of y t is found to be:
ŷ t +1 = H Y = X (X 0 X )−1 X 0 Y ,

(3.11)

where H is the hat-matrix.

3.3.2 Imposing asset boundaries through logistic regression
The first model for decision making will make use off logistic regression, a function is coded denoting
the amount one would want to pump at the current time, keeping track of the buffer as well the most
price series as constructed above:
f = β0 + β1 · (AP X _FC − I M B A_P R IC E ) + β2 · nor m_w at er _l evel + β3 · R t

(3.12)

Here AP X denotes the energy bought the day before in that hour. nor m_w at er _l evel is the
normalized water level where the mean is set to zero and boundaries are set to +1, −1 for the upper
and lower boundary respectively. The normalization is performed to linearise any specific limits the
client may have and treat them in the same manner. R t is the variable for the historical mean of rainfall that day. The decision to pump is modelled by applying a sigmoid function and then exercising a
decision boundary at si g m(x) = 0.9. The sigmoid is given by:
si g m(x) =

1
1 + e −x

(3.13)

Where a {1} result means the pump should be turned on and a {0} result means the pump should
be turned off.

3.3.3 Logistic Regression Theory
To generalize the previous section some of the theory concerning a logistic regression model is cov£
¤
ered, updating the weight vector β = β0 . . . β3 as defined in Equation 3.12 through time. Some definitions and abbreviations are made to make future notation easier.
Firstly, the difference between the actual energy used and the forecasted volume of energy bought
in on the APX market is known as the ’imbalance volume’, abbreviated as I M B A_V OL. Similarly to
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the scaling with APX volume and APX price, this is the amount of energy the imbalance price has to
react upon. We abbreviate the normalized water level to NW L. Thirdly, the expected rainfall from the
closest geographical weather station is invoked by averaging the latest 24 hours of data. The expected
rainfall variable will be abbreviated as R t .
The following binary classification model is made [7]:
µ = p(y|x, β) = B er (y|si g m(βT x))

(3.14)

Where x is the given data and the parameter vector β depicts the weights to be optimized.
Maximum Likelihood Estimation for Logistic Regression
The negative log-likelihood for logistic regression is given by:

− LL(β) = −

N
X
i =1

h
i
N £
X
¤
1(y =1)
log µi i
· (1 − µi )1(y i =0) = −
y i log µi + (1 − y i ) log(1 − µi )

(3.15)

i =1

where N is the number of data points in the batch. Suppose the resulting ON/OFF decision is
coded as y˜i ∈ −1, +1 rather than y˜i ∈ 0, 1. The negative log-likelihood then becomes:
− LL(β) =

N
X

log(1 + e − ỹβxi )

(3.16)

i =1

The gradient and Hessian are given by:
X
∂
(−LL(β)) = (µi − y i )x i = X T (µ − y)
∂β
i

(3.17)

X
X
∂
g (β)T = (∇β µi )x iT = µi (1 − µi )x i x iT = X T S X
∂β
i
i

(3.18)

g (β) =
H (β) =

where the derivatives are evaluated at β = 0. As a algorithm for learning the optimal weights online the Iteratively Reweighted Least Squares (IRLS) algorithm for updating weights is used, applying
Newton’s algorithm to find the MLE [7]:
T
−1 T
βk+1 = βk − H −1
k g k = βk + (X S k X ) X (y − µk )

(3.19)

where determining y is exactly the historical optimization performed in the previous section.

3.3.4 State Space Model Approach
Due to its prevalence in time series prediction the problem is now set up as a state space model. First
the linear dynamical system (LDS) is outlined, which is then solved by applying the infamous Kalman
Filter. The Kalman Filter is mostly used in tracking robotics or finance, but widely used in time series
prediction. The general linear Gaussian state space model is written here [9]:
z t = A t z t −1 + B t u t + ²t , ²t ∝ N (0,Q t )

(3.20)

y t = C t z t + D t u t + δt , δt ∝ N (0, R t )

(3.21)
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where z t is a px1 unobserved vector called the state vector and y t is a mx1 called the observation vector. Equation 3.21 and 3.20 are therefore called the observation equation and state equation
respectively. For the purposes of this thesis let z t be one-dimensional depicting how much the costs
would be according to the cost metric in Equation 3.6 gain if the pump were off. Note that this is
in contrast to the Logistic Regression model, which valued how much one would turn the pump on.
This choice was made to make implementation easier. Let y t be one-dimensional for now as well,
the price series as constructed in Section 3.1. The control signal in this model will depict normalised
water level, APX positions and historical rain data. Finally, the decision to turn the pump off is made
when the latent variable exceeds some threshold named δ.
The linear dynamical system is analysed due to its ability to infer exactly. If the initial belief state
is Gaussian p(z 1 ) = N (µ1|0 , Σ1|0 ), then all subsequent belief states are Gaussian [7]. Notationally,
p(z t |y 1:t ) = N (µt |t , Σt |t )
The Kalman Filter
To derive the Kalman filter, let the marginal posterior at time t be:
p(z t |y 1:t , u 1:t ) = N (z t |µt , Σt )

(3.22)

Firstly the new state vector given the previous measurements and current exogenous variables
is predicted, due to the Gaussian nature of the process, the integrals are simple to carry out, the
prediction step states:
Z

p(z t |y 1:t −1 , u 1:t ) =

N (z t |A t z t −1 + B t u t ,Q t )N (z t −1 |µt −1 , Σt −1 )d z t −1 = N (z t |µt |t −1 , Σt |t −1 ) (3.23)
µt |t −1 = A t µt −1 + B t u t

(3.24)

Σt |t −1 = A t Σt −1 A Tt +Q t

(3.25)

After measuring newly incoming measured data y t , the update with measurement step is stated
using Bayes’ rule:
p(z t |y t , y 1:t −1 , u 1:t ) ∝ p(y t |z t , u t )p(z t |y 1:t −1 , u 1:t )

(3.26)

It can be shown that this is given by:
p(z t ) = N (z t |µt , Σt )

(3.27)

µt = µt |t −1 + K t r t

(3.28)

Σt = (I t − K t C t )Σt |t −1

(3.29)

here r t is the innovation, defined as:
r t = y t − yˆt
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£
¤
yˆt = E y t |y 1:t −1 , u t = C t µt |t −1 + D t u t

(3.31)

and K t is the Kalman gain matrix, given by
K t = Σt |t −1C Tt S −1
t

(3.32)

£
¤
£
¤
S t = cov r t |y 1:t −1 , u 1:t = E (C t z t + δt − yˆt )(C t z t + δt − yˆt )T |y 1:t −1 , u 1:t

(3.33)

where

Where δt ∝ N (0, R t ), independent of all other noise sources. A useful rewrite of the Kalman gain
matrix is given by:
³
´−1
T
K t = Σ−1
+C
RC
C T R −1
t |t −1

(3.34)

which is obtained by filling in Equation 3.32 into Equation 3.33.
Finally, the one step ahead posterior predictive density for the observations is stated, which will
prove useful:
Z

p(y t |y 1:t −1 , u 1:t ) =

N (y t |C z t , R)N (z t |µt |t −1 , Σt |t −1 )d z t = N (y t |C µt |t −1 ,C Σt |t −1C T + R)

(3.35)

Expectation Maximization for the Kalman Filter
The Expectation-Maximization (EM) algorithm involves calculating the expectation of the log-likelihood
and then maximizing it according to the parameters. Inference for the matrices not involving the exogenous variables lead to the following relations [8]:
Ã

A new =

T
X

!Ã

Σt |t −1

t =2

Ã

C new =

T
X
t =1

Q new

T
X

!−1

Σt −1

!Ã

y t xˆt

0

T
X

!−1

Σt

(3.37)

t =1

Ã
!−1
T
T
X
X
1
=
Σt − A new
Σt |t −1
T − 1 t =2
t =2

R new =

(3.36)

t =2

T ¡
¢
1 X
y t y 0t −C new xˆt 0 y 0t
T t =1

(3.38)

(3.39)

µnew
= xˆ0
0

(3.40)

Σnew
= Σ0 − xˆ0 xˆ0 0
0

(3.41)
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Chapter 4

Results
The Results section will progressively proceed through the experiments that will lead to most effectively solving the problem of making the right decision of when to turn the asset on or off. Firstly, the
statistical analysis for simulation of water level will be presented, the data will be split in two parts
depending on the presence of rainfall. The results for Mardia’s test for multivariate normality will
then be presented.
The other component for accurate decision making will be analysed in the next section, using
basic time series analysis to look at how the imbalance price can best be predicted using the price
series discussed in the theory.
Next, these two components will be used for the first actual trading simulation, making use of
Logistic Regression to value how badly one should pump at the present stage given the price series,
the current state of the pump as well as rain forecasts. The parameters for Logistic Regression are
optimized daily using the Iteratively Reweighted Least Squares algorithm.
Our final model theorizes the cost series as a latent variable, which depict how much one would
have to pay when the decision is made to turn the pump off. The current water level in the asset’s
reservoir is used as control variate alongside the rain forecast, current APX position and lastly a binary
signal from the company which gives advice depending on more imbalance factors than just the price
series. The Kalman Filter is used to give estimates of the latent variable, the decision-making is then
governed by the latent variable exceeding a predetermined threshold.

4.1 Water Level Evolution
The scatter plots and histograms of the historical water evolution data are depicted in Figure 4.1. The
y-axes of the histograms have no meaning due to their normalisation. Height differences are shown
in units of metres, expected rainfall is depicted in units of the logarithm of millimetres and the pump
duration is the log of five minute intervals due to the frequency of pump data. Visually, one can see
more normal characteristic in the log of the pump duration, whereas the height differences seem
to be centralized, especially when the pump duration is low. The addition of the rainfall variable is
shown in Figure 4.2. Now, one can see typically more normally distributed scatter plots as well as histograms. Again, the y-axes of the histograms carry no meaning. To numerically evaluate multivariate
normality of these datasets, Mardia’s test was performed and the results are shown in the following
table, the conclusion can be made that the data is indeed multivariate normal when rain is taken into
account and the logarithms of pump duration and expected rainfall are taken. However, when it is
not raining, the mismatch in skewness is too high to conclude that the data is multivariate normal.
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Figure 4.1: Scatter plots of the logarithm of pump durations against height differences when it is not raining.
The data is taken from the weather station in Rotterdam and pump ’De Kooi’ from 2011-11-19 to
2013-11-19.
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Figure 4.2: Several scatter plots and marginal distributions of the logarithm of pump durations, logarithm of
expected rainfall and height differences in the partition of the data when it is raining. The data is
taken from the weather station in Rotterdam and pump ’De Kooi’ from 2011-11-19 to 2013-11-19.
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Table 4.1: Summary statistics for Mardia’s multivariate normality test. g1p and g2p are the statistics in
Equations 3.4 and 3.5 respectively, ’χ-skew’ depicts the Chi-square value of the skewness statistic
and ’z-kurtosis’ the z-value of the kurtosis statistic. For multivariate normality, both p-values must
be higher than 0.05

Statistic
g1p
χ-skew
p-value skew
g2p
z-kurtosis
p-value kurtosis

Rain

No Rain

1.79524
16.45637
0.08729246
14.40537
-0.4025672
0.6872667

1.207577
11.06945
0.02579445
8.506399
0.4694446
0.6387519

4.2 Time Series Analysis for the Imbalance Price
This section will depict the results for model selection by looking at Equation 3.11, different models
based on different sets N̂ as defined in 3.8 will be analysed alongside their BIC’s as defined in 3.9
will be compared. The experiment is set up as follows, a year of data shall be used to calculate the
estimator, the variates will consist of the minutely price series as defined in Section 3.1. The following
values for N̂ are used: {;}, {15}, {3, 15}, {1, 3, 15, 16, 18}. The second and last of those are analysed in the
Results while the others are portrayed in Appendix A. The choice of integers comes from the fact that
a PTE is fifteen minutes long and the delay of delta-signals is three minutes. The results show an
extremely heavy-tailed behaviour for all models, whereas the model involving the most integers has
the best BIC and R 2 -values.
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Table 4.2: B IC = 1557119

Dependent variable:
TAKE_FROM_SYSTEM
PRICE_SERIES

0.753∗∗∗
(0.003)

PRICE_LAG_15

0.247∗∗∗
(0.003)
−4.418∗∗∗
(0.125)

Constant

Observations
R2
Adjusted R2
Residual Std. Error
F Statistic

159,455
0.399
0.398
40.794 (df = 159452)
52,820.560∗∗∗ (df = 2; 159452)
∗

p<0.1; ∗∗ p<0.05; ∗∗∗ p<0.01

10
5
0
−5
−10

Studentized Residuals(linear_fit_lag_15)

15

Note:

−4

−2

0

2

4

t Quantiles

Figure 4.3: QQ plot for the simple linear model with the addition of a 15 minute lag, the solid red line depicts
the appropriate t-distribution while the point-wise confidence envelope is determined by a
parametric bootstrap.
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Table 4.3: B IC = 1635251

Dependent variable:
TAKE_FROM_SYSTEM
PRICE_LAG_3

0.711∗∗∗
(0.003)

PRICE_LAG_15

0.068∗∗∗
(0.011)

PRICE_LAG_16

0.041∗∗∗
(0.013)

PRICE_LAG_18

0.106∗∗∗
(0.007)
−1.604∗∗∗
(0.132)

Constant

Observations
R2
Adjusted R2
Residual Std. Error
F Statistic
Note:

150,893
0.355
0.355
42.120 (df = 150888)
20,758.070∗∗∗ (df = 4; 150888)
∗
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Figure 4.4: QQ plot for the simple linear model with the addition of the 3, 15, 16 and 18 minute lags, the solid
red line depicts the appropriate t-distribution while the point-wise confidence envelope is
determined by a parametric bootstrap.

4.3 Logistic Regression
In this section results for logistic regression will be analysed. The experiment consists of a two-yearlong simulation of energy trading taking into account the water level, prediction of the imbalance
price as well as the historical rain data. Of significant note is that a fail safe was implemented which
forced the algorithm to ON or OFF state if it was hitting the upper and lower level respectively, in
order to facilitate customer wishes.
The results for pump ’De Kooi’ are shown in water level progression, cumulative cost reduction
and total energy used. The evolution of water level depicted in Figure 4.5 is seen to be within the
boundaries imposed by the algorithm, but shows a distinct change in behaviour slightly before the
start of the year 2013. This attitude is portrayed in a different light by Figure 4.6. Here one can observe
that the cumulative usage profiles start to diverge around November 2012, at which the historical
data increases more rapidly at first, but slows down after. This discrepancy in usage needs to be
normalised, since otherwise an unfair comparison in costs will be made, this normalisation of costs
will be performed for all future experiments. Finally, for this experiment the cumulative costs in
Euro are depicted in Figure 4.7. One notices a slightly diverging line at the start as expected, yet
this difference seems to be more extreme as November 2012 is reached, showing roughly the same
behaviour as analysed before. Total reduction in cost is 14.6 % or about 4000 Euro in two years.
Including intelligence did not change the visual results. Due to the proven superior cost reduction of
the Kalman filter combined with shuffling parameters leading to almost identical results, this method
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is laid to rest.

Figure 4.5: Water level progression for pump ’De Kooi’ during a two year simulation over which water level
and energy usage data was used in the years 2012 and 2013. The forced lower and upper
boundaries were decided to be -6.7 and -6.4 metres below sea level respectively due to customer
wishes.

Figure 4.6: Cumulative usage in units of Kilowatt-Hours for the 2012-2013 simulation together with the
historical cumulative costs for pump ’De Kooi’ during the same period. The discrepancy in total
energy usage for two years is found to be +13.5 %.
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Figure 4.7: Cumulative costs in Euros for the 2012-2013 simulation of Pump ’De Kooi’ both historically and
for the simulation labelled as ’Peeeks costs’. The normalized Peeeks costs depicts a normalized
line of the cumulative costs calculated with the discrepancy as visually described in the
cumulative usage figure.

4.4 Kalman Filter
In this section the results for the Kalman Filter will be analysed, due to the large amount of input
variables for the simulations, significantly more experiments will be performed. All simulations were
performed with a two-year timespan, involving simulated water level data, predictions for the imbalance data involving the delta-signals. After showing general results using determined input weights
for the control signals, the effect of rainfall addition will be analysed. Following this, the EM algorithm will be used in an attempt to improve the parameters of the Kalman filter which can be learned
with modern Python packages. These will be plotted over time as well. Lastly, an additional binary
control signal is added, this variable is given off by Peeeks internally and should give a better indication of the current imbalance state at TenneT, also making use of current exchange with foreign
countries and other factors.
Again, the results revolve around pump ’De Kooi’, with water level progression and cumulative
costs plotted. The water level progression is plotted. The parameter set is Θ = {A,C ,Q, R, B, D, µ0 , σ20 , δ} =
{1, 1, 1600, 1600, {−100, −0.5, 0}, {0, 0, 0}, 0, 40, −20}. The water level evolution and costs are shown in
Figure 4.8 and 4.9 respectively. To portray typical state evolution together with the effect of the control signal in terms of scale, the mean of the state and the value of the control signal are depicted in
Figure 4.10 and 4.11.
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Figure 4.8: Water level progression for pump ’De Kooi’ during a two year simulation over which water level
and energy usage data was used in the years 2012 and 2013. The forced lower and upper
boundaries were decided to be -6.7 and -6.4 metres below sea level respectively due to customer
wishes. The acronym ’NWL’ depicts ’Normalised water level’.

Figure 4.9: Cumulative usage in units of Kilowatt-Hours for the 2012-2013 simulation together with the
historical cumulative costs for pump ’De Kooi’ during the same period. The discrepancy in total
energy usage for two years is found to be +14.9 %

Figure 4.10: State evolution for pump ’De Kooi’ during the period 2012-2013.
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Figure 4.11: Control signal over time for pump ’De Kooi’ during the period 2012-2013.

Following this the variable of rainfall is added by historically downloading data from the most
nearby weather station. The parameter set is largely unchanged bar the last element of B . Θ =
{A,C ,Q, R, B , D, µ0 , σ20 , δ} = {1, 1, 1600, 1600, {−100, −0.5, −0.5}, {0, 0, 0}, 0, 40, −20}. The normalised water level and cumulative costs are plotted in Figure 4.12 and 4.13 respectively.

Figure 4.12: State evolution for pump ’De Kooi’ during the period 2012-2013 when including the variable of
historical rainfall data.
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Figure 4.13: Control signal over time for pump ’De Kooi’ during the period 2012-2013 when including the
variable of historical rainfall data.

The experiment where the addition of the binary variable which depicts the current imbalance
state is included adds no visual information, therefore their numerical results will be summarised in
Table 4.4.
However, when using the EM-algorithm to fit the parameters of the Kalman filter, visual changes
do occur. The parameters which could be added without destabilizing and which could be optimized by modern Python packages were the observation matrix, observation offset and observation
covariance, where the observation offset is the full effect of the control signal on the observation.
In terms of elements of Θ, they are {C , D · u t , R}, where u t is the control signal at the time. Five iterations of the EM-algorithm were performed every day within in the simulation, to accommodate
computational cost without missing possible weekly or monthly trends. Results using both the binary variable and intelligence depicting water level evolution, cumulative costs, the predicted mean
of the state variable and the control signal are shown in Figures 4.14, 4.15, 4.16 and 4.17 respectively.
Also the evolution of the parameters above is plotted in 4.18. Results using only the intelligence of
the EM-algorithm again provided no significant changes so were numerically summarised in Table
4.4.

Figure 4.14: Water level progression for pump ’De Kooi’ during a two year simulation over which water level
and energy usage data was used in the years 2012 and 2013. The forced lower and upper
boundaries were decided to be -6.7 and -6.4 metres below sea level respectively due to customer
wishes. The acronym ’NWL’ depicts ’Normalised water level’. This figure depicts the simulation
using both the EM-algorithm and the binary variable as additional control
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Figure 4.15: Cumulative usage in units of Kilowatt-Hours for the 2012-2013 simulation together with the
historical cumulative costs for pump ’De Kooi’ during the same period. This figure depicts the
simulation using both the EM-algorithm and the binary variable as additional control

Figure 4.16: State evolution for pump ’De Kooi’ during the period 2012-2013. This figure depicts the
simulation using both the EM-algorithm and the binary variable as additional control

Figure 4.17: Control signal over time for pump ’De Kooi’ during the period 2012-2013. This figure depicts the
simulation using both the EM-algorithm and the binary variable as additional control
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Figure 4.18: Parameter evolution for the observation matrix, offset and covariance respectively.
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Table 4.4: All relevant results for all simulations. The title binary depicts addition of the binary variable as a
control input to improve

Historical
Standard
Rain
Intelligence
Binary
Intelligence & Binary

Cumulative costs
35476
16097
16294
30317
16441
30086

Discrepancy
14,9 %
13.7 %
5.8%
14.5 %
7.2 %

Normalised costs
35476
18393
18529
32083
18833
32266

Reduction Percentage
0.0 %
48.1%
47.7%
9.6%
46.9%
9.0%

4.5 Discussion and Conclusion
This section will discuss the results portrayed throughout the chapter in order. Since most of the
experiments performed involved the Kalman filter, this will be the focal point of this section.
Firstly, the statistical model for water level evolution in the basin of a pump is discussed. The
main result depicts that when rain is taken as a variable, the probability distribution of the variables
height difference and the logarithms of historical rainfall and pump durations are indeed multivariate normally distributed. On the other hand, the probability distribution when not raining is close
to multivariate normality. Even though hydrological models could prove useful for more accurate
prediction of the problem, another vital source of influence is the ground water level, incorporating
this data in the statistical model is a logical first step.
After covering the problem of water level evolution, an attempt is made to simply model the
complex system used to produce the imbalance price in order to make accurate predictions. Using
time series regression with varying lags, all models exhibit extremely heavy tailed behaviour. Due
to the high non-linear procedures of determining the imbalance price as described in Chapter 2,
this is expected. Of all the models in question, the one which seems to exhibit the best behaviour
is the one simply incorporating the fifteen minute lag corresponding to the duration of a PTE. Many
recommendations can be made to the complex problem of predicting imbalance price, since it is
essentially driven by choices made internally by the TSO. Black box machine learning approaches
such as neural networks seem a viable candidate.
Next, an attempt to make decisions using logistic regression on a linear combination of relevant
variates is performed. The parameters are updated using Iteratively Reweighted Least Squares. Even
though it provides valuable insight in typical problems when making decisions together with a small
reduction in costs, the comparably uninspiring results lead to no further research being done.
Finally, many experiments making use of the Kalman filter were performed, firstly testing if historical rain prediction played an important role in cost reduction as it did when predicting water evolution. This was not the case. Interestingly, the addition of the binary signal giving better insight in
the imbalance state of the market did not provide a significant reduction in costs, even though its relative size was engineered to have a significant impact on the latent variable. A possible explanation
for this could be that this binary signal was trained on temporally recent data and the simulations
were performed in the years 2012-2013.
The final experiment involved using the EM-algorithm to fit the parameters of the Kalman filter
to the observations of the imbalance price given off. Even though the parameters themselves did not
show signs of extreme stability, the resulting water level and reduction of costs was affected significantly.
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As a first line of discussion, to understand how well the latent variable approximates the actual
imbalance price, one can take the difference between these series. For the best case of smartly used
parameters, the difference between the imbalance price and the state is plotted in Figure 4.19.

Figure 4.19: Differences between the actual imbalance price and the predicted state mean for the standard
Kalman filter simulation during the years 2012 and 2013.

Noting the fact that we are using a linear Kalman filter in a highly non-linear trading framework,
the reason for the mismatch between imbalance price and state is mostly likely that the delta-signals
we use to predict the state show incomplete information when dealing with the imbalance market.
The existence of the three minute delay of giving off a signal as well as missing data works towards
this end as well.
Outside the obvious reasons that a linear state space model might not be the best fit for such a
complicated market, a good reason for the mismatch when using intelligence is that the EM-algorithm
attempts to fit the parameters of the model to the observations. This is not the same as optimizing
cost reduction, since in this model a rule involving a decision threshold has to be implemented which
determines when the pump is on or off. This mismatch could be the reason for the lack of cost reduction when using the EM-algorithm.
Improvements could be made by adding a hierarchical model which could learn the optimal decision threshold for this Kalman Filter. Extending or writing own packages for the EM-algorithm
learning important parameters such as control weights would almost surely be a benefit to cost reduction. Extensions of the Kalman filter such as the Unscented Kalman filter come to mind as well
as particle filters. Altogether different black box machine learning models such as neural networks
would be a viable candidate too.
In conclusion, the Kalman filter proves to be a suitable way to optimize sequential decisionmaking on whether to turn a water pump on or off, attempting to predict the underlying imbalance
price as state series and taking the restrictions of the pump as control signals. The best case involves
not using the EM-algorithm to optimize parameters but using carefully self-made parameters to reduce costs by 48.1 % over the course of the years 2012 and 2013.
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Appendix A

Summary statistics Time Series Models
Table A.1: Summary statistics for trivial linear model using imbalance and price data for the year 2012, for
this model B IC = 2512769.

Dependent variable:
TAKE_FROM_SYSTEM
PRICE _ SERIES

0.777∗∗∗
(0.003)

Constant

7.931∗∗∗
(0.122)

Observations
R2
Adjusted R2
Residual Std. Error
F Statistic
Note:

234,850
0.254
0.254
50.944 (df = 234848)
80,159.570∗∗∗ (df = 1; 234848)
∗

p<0.1; ∗∗ p<0.05; ∗∗∗ p<0.01
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Figure A.1: QQ plot for the simple linear model

Table A.2: B IC = 1744411

Dependent variable:
TAKE_FROM_SYSTEM
PRICE_LAG_3

0.681∗∗∗
(0.003)

PRICE_LAG_15

0.187∗∗∗
(0.003)

Constant

0.273∗∗
(0.130)

Observations
R2
Adjusted R2
Residual Std. Error
F Statistic
Note:

167,545
0.316
0.316
44.112 (df = 167542)
38,782.580∗∗∗ (df = 2; 167542)
∗

36

p<0.1; ∗∗ p<0.05; ∗∗∗ p<0.01
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