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Abstract
This thesis work has been designed in collaboration with Hoist Finance, which
is a debt restructuring partner to international banks. The aim has been to
estimate the present value of the portfolios that Hoist has purchased historically,
by forecasting how much of the debts that will be re-payed by the customers
each month in the future. The forecasts are calculated by using variants of both
multiple linear regression and neural network regression.
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Part 1

Introduction
Until the financial crisis hit the global economy in 2007-2008, the credit quality
of loans across most of the world remained relatively stable, but after that the
average bank asset quality decreased intensively due to the economic recession.
The crisis illustrated the importance of a healthy banking system for the overall
stability of the economy. The health of banks relies heavily on their ability to
manage risk and the associated exposure to losses. Thus, an important job for
these financial institutions is to estimate the potential losses on their investments
and try to minimize them. One crucial component that determines the extent
of the losses is the recovery rate on loans that are in default. The recovery rate
is the extent to which principal on a debt instrument that is in default can be
recovered and there is a great desire to estimate this rate.
In this report we will, in collaboration with Hoist Finance, develop a statistical learning approach to estimate the future monthly cash payments for, so
called, non-performing consumer loans using both a linear and a non-linear regression model.

1.1

Background

Credit Risk
Today investors are exposed to different types of risks. A major source of risk for
financial institutions is credit risk, which refers to the risk that a borrower may
not repay a loan and that the lender may lose the principal of the loan or the
interest associated with it. The bank quantifies its credit risk using two main
metrics, the expected loss and the economic capital. The expected loss reflects
the average value of the estimated losses (i.e. the cost of the business), while
economic capital is the amount of capital necessary to cover unexpected losses.
When a debtor has not made his scheduled payments the loan will become a
non-performing loan (NPL).

Non-performing Loan
There are a various number of definitions of what defines a non-performing loan.
According to the European Central Bank [1]:
“A bank loan is considered non-performing when more than 90 days pass without
the borrower paying the agreed instalments or interest. Non-performing loans
are also called “bad debt”.”
1

Institutions holding non-performing loans will suffer from higher capital requirements since NPLs are risky assets which attract higher risk weights than
performing loans, since the probability that they will comply with their payment plan is significantly lowered. Also, investors and other banks are also less
willing to lend to banks with high NPLs levels, leading to higher funding costs
for these banks and a negative impact on their capacity to generate profits. To
avoid these downsides, banks and institutions can get rid of the NPLs by writing
them off and selling them, bundled into portfolios. A potential acquirer of these
portfolios could be Hoist Finance.

Hoist Finance
“Hoist Finance is a leading debt restructuring partner to international banks and
financial institutions. We offer a broad spectrum of flexible and tailored solutions
or acquisition and management of non-performing unsecured consumer loans
and are present in nine countries across Europe. We are a solutions-oriented
partner. Our success is built upon long-term relationships with our clients. The
guiding values for our claim management are openness, dialogue and mutual
respect.” [2]
Hoist’s business model relies on the recovery rate on non-performing loans and
it is therefore desirable to know the rate before acquiring a portfolio from the
institutions. In reality this rate is unknown for the future and therefore has
to be estimated in an appropriate way. These predictions are then a crucial
part in the bidding process against the institution and other potential acquires.
Once a portfolio is acquired, Hoist also has to calculate new estimates for future
recoveries each month, in order to measure profitability and value the assets of
the company. This is called re-valuation, and will be the domain that we will
focus on in this work.

1.2

Main Framework

The re-valuation is done annually and means that Hoist makes new forecasts
of how much cash they will get back in the future for each of the portfolios
that have been acquired. The ambition is to use a statistical learning approach
together with historical data from each debt to predict how much a certain
consumer will re-pay in the future, in order to estimate the portfolio’s value.
Focus will be at portfolios in a specific country, due to the data quality there.
In this thesis work we want to investigate statistical learning alternatives to
the current re-valuation strategies and eventually decide if these approaches are
worth to follow up and integrate into the systems in the future. To achieve this
the following problem formulation will be answered and completed.
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• Predict monthly cash payments 24 months ahead for different portfolios
in a specific country containing non-performing consumer loans.
• Compare the new results with current predictions.
• Can the new models capture more information and thus produce more
accurate predictions than the current ones?
• Can the models be extended to other countries data?

Both a linear model and a non-linear model will be used in order to get a
greater insight into these questions. In more detail, Multiple Linear Regression
and Neural Network Regression will be used and explained to a greater extent
later.
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Part 2

Data
A great amount of time have been spent on finding appropriate data to use in
the modelling. Hoist possesses a huge amount of data containing information
of, for example consumers and debts, which are distributed in many different
databases and in some cases even in different data warehouses.
Through meetings with developers of these databases and intensive searching
the relevant data has been found.

2.1

Raw Data

The data consists of monthly cash transaction of consumers for specific portfolios
in a specific country. Each consumer has an identification number for their debt
and each debt contains certain information. Together with the monthly cash
transactions, we are interested in the size of the debt and when the debt went
to default.
All this data is not stored in the same location and sometimes it is not in the
right format or contains missing values. Thus, some Structured Query Language
has to be used in order to join and manipulate the data. For these tasks we have
been using SQL Management Studio together with an ETL tool called Alteryx.

Alteryx
Alteryx is an, so called, ETL tool, which stands for Extract, Transform and Load.
It refers to a process in database usage and especially in data warehousing, where
one can create repeatable workflows to extract data from different locations,
apply a series of rules or functions on the extracted data in order to prepare it
for further usage.
Workflow
Below in Figure 1 an easy example of a workflow is shown, which extracts and
joins two data files from two different databases and applies certain rules in
order to manipulate the data to the right format.
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Figure 1: Example of a workflow

Transformed Data
After various processing moments the base of the modelling data is complete.
Table 1 illustrates a snapshot of the data for a specific portfolio.
Table 1: Snapshot of data
Debt ID

Age

Remaining debt

2009-10

2009-11

2009-12

2010-01

1

236

22784

0

0

0

0

2

233

14947

0

0

100

100

3

142

8998

0

0

0

0

4

143

10636

0

0

0

0

5

143

1288

24

24

0

24

Age refers to how long time that have passed since the debt was in default until
the time the portfolio was acquired and Remaining debt is the amount of cash
in Euro that is left at the time. Under each month the cash transactions in
Euro are shown.

2.2

Choice of Historical Data

Hoist possesses many portfolios in this specific country and it is not optimal
to use all of them. Therefore six portfolios with different behaviours, each
containing between 2,000 and 60,000 debts, will be chosen. Due to the fact that
we are about to forecast 24 months ahead we think that at least 36 months
history is needed, older data may not represent the future accurately. Often
these portfolios have a different behaviour right after the acquisition, we will
not go into detail why this is the case.
In order to validate the models we need to have reference data, thus we choose
to use data up until 2014 and use the rest after as reference. The choice of these
six portfolios is based on the fact that they contains at least 36 months history
from 2014.
In the future Hoist’s current estimates are referred as FVM, no further explanation can be given because of confidentiality reasons.
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2.3

Preparation of Variables

The task is to predict monthly cash transactions for certain debts, thus the
response variable Y will be a vector containing cash payments in Euro for each
debt at specific months.
From the historical data five different explanatory variables for each month are
constructed, and will be referred as
T

X = (X1 , X2 , X3 , X4 , X5 )

for simplicity. How these variables are defined and created can not be explained
in further detail because of confidentiality reasons at Hoist’s account. The
variables can be explained in a more general fashion by saying that three of the
variables are continuous, two are discrete and that all five of them exists for
each debt and each month.

Training versus Test group
The modelling data will consist of these explanatory variables together with
the response variable for the period 2011-01-01 to 2013-12-01, where the last
month 2014-01-01 will used for the prediction. Exactly how the setup will be is
discussed later in the next part.
The modelling data will be called the training group and the data used for the
prediction will be called the test group. Notice that the amount of data will be
large. Even the smallest portfolio containing around 2,000 debts will have
(5 explanatory +1 response)×36 months×2, 000 debts = 420, 000 observations.
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Part 3

Methods
Regression models are widely used across a great number of areas and provides
a very general approach for describing the dependence of response variable on
a set of explanatory variables. In general, there are two main reasons to use
these models. The first reason to use a regression model is the purpose of
explanation, i.e. estimate the effect of an explanatory variable on the response,
while controlling the effect of other variables that are included in the model.
The second main reason is for the purpose of prediction, where the focus is
to predict future values of the response on the basis of present values of the
explanatory variables. This is usually referred to as forecasting, and is what we
will concentrate on.

3.1

Lagged Regression

The information available is from the history and an approach to predict values
in the future using these historical values has to be developed. In the data part
the explanatory variables and the dependent variable were briefly explained,
but the setup was not described. Below follows a more detailed description of
the setup.

Sequential Regression Procedure
First, we start with the case where we want to estimate the cash transactions
at 2014-02-01, that is one month ahead.
For the first historical month’s (2011-01-01) explanatory variables, the response
variable will be the cash transactions at 2011-02-01. For the next month’s
(2011-02-01) explanatory variables, the response variable will be the cash transactions at 2011-03-01 and so on, hence the name lagged regression.
By training the model in this way, forecasts of the cash transactions at 2014-0201 can be produced via the fitted model and the explanatory variables at
2014-01-01.
At this point forecasts for one month ahead have been estimated, but the desired
number of forecasting months is 24 months. The same procedure will be applied
for the other forecasts, in other words for a forecast at 2014-03-01 the model
will be trained by lagging the response variable two times. For example, when
using the explanatory variables at 2011-01-01, the cash transaction at 2011-03-01
will be the response variable. In a more general fashion the response variable is
lagged k times if the desired number of forecasting months is k months and thus
7

a new regression model has to be run for each k. This is referred as sequential
regression.

Importance Weighting
The relationship between the explanatory variables and the response variable
may not be stable over time and thus it could be better to use only the more
recent data observations in the regression. As discussed in section 2.2 the behaviour of the portfolios has a different structure right after the acquisition
and thus only 36 months history will be used. The notation for the number of
historical months used will be n.
One thing to consider is if all the observations are equally important in the
prediction perspective. A qualified assumption is that more recent data should
have more importance in the regression. There are various alternatives for this
purpose and we have chosen to weight the observations in an exponential fashion.
For each observation at each month a case weight w is multiplied, the details of
how these case weights are applied will be discussed later on.
The form of the case weights is defined as
wt = Λ(n+1)−t ,

t = n, . . . , 1

(1)

where 0 < Λ ≤ 1. Observe that if Λ = 1, then all case weights are equal to one
which will indicate that no case weights will be applied.
The case weight for the first used month is w1 = Λn , for the second month
w2 = Λn−1 , and so on until the last month wn = Λ1 . Note that since Λ is
smaller than one, the largest case weight will be wn which corresponds to the
most recent month.
There is not any fixed number or specific way to determine Λ for all occasions.
In this case the Λ which minimizes the Root-Mean-Squared-Error (RMSE) of
the forecasts will be chosen. The Root-Mean-Squared-Error is defined, in a general fashion, as
s 
q

2 
RM SE(θ̂) = M SE(θ̂) = E θ̂ − θ
(2)

where θ̂ is an estimator with respect to an estimated parameter θ.
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3.2

Multiple Linear Models

Most commonly, regression analysis estimates the conditional expectation of the
response variable given the explanatory variables, that is, how the mean values
of the response variable vary as a function of the explanatory variables. Usually
the relationship is described by an expression
Y ≈ f (X, β) ,

(3)

where the β are unknown regression coefficients and the explanatory variables
are the input vector
X T = (X1 , X2 , X3 , X4 , X5 ).
To proceed to the regression analysis the form of the function f has to be
specified.
Linear regression was the first type of regression analysis to be studied rigorously. It assumes that the function is linear. In other words, the mean values
of the response variable vary as a linear function of the explanatory variables,
one says that the function (3) is linear in the inputs.
A linear model is a very useful tool to use because of its simplicity, and its
characteristics will be discussed later.

Least Square Regression
The linear regression model is defined as
Y = f (X, β) +  = β0 +

5
X
Xj βj + 

(4)

j=1

where the error  is a random variable with the assumption to be independently
normally distributed with zero mean and constant variance σ 2 .
The approximation (3) is formalized as the conditional expectation
E [Y |X] = f (X, β) = β0 +

5
X

Xj βj .

(5)

j=1

Notice that the error term disappears, that depends on the fact that the error
is assumed to have zero mean.
The regression coefficients are unknown and are typically estimated using a set
of training data
(x1 , y1 ), . . . , (xN , yN ),
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where N is the number of observations and each xi = (xi1 , xi2 , xi3 , xi4 , xi5 ) is a
vector of feature measurements. In this case N will be the number of historical
months, times the number of debts.
The most popular estimation method is the least squares, in which we choose
the coefficients β = (β0 , β1 , . . . , β5 )T that minimizes the residual sum of squares

RSS(β) =

N
X

2
5
X
yi − β0 −
xij βj  .


i=1

(6)

j=1

In matrix form the residual sum of squares is defined as
T

RSS(β) = (Y − Xβ) (Y − Xβ)

(7)

To minimize the function (7) we differentiate with respect to β
∂RSS
= −2X T (Y − Xβ)
∂β
∂ 2 RSS
= 2X T X.
∂β∂β T

(8)
(9)

If we assume that X has full column rank, the part X T X is positive definite
which ensuring that the optimum found will be a minimum. Setting
X T (Y − Xβ) = 0

(10)

β̂ = (X T X)−1 X T Y.

(11)

we obtain the unique solution

which is called, the least square estimate.
Thus the fitted values at the training inputs are


Ŷ = X β̂ = X X T X −1 X T Y.

(12)

Weighted Least Square Regression
In section 3.1 we introduced case weights w and now it is time to integrate them
together with the regression setup.
The case weights are associated with certain months and are the same for all
debts at the same month, thus there are many redundant weights which have
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the form
W = (W1 , W2 , . . . , WN ) = (w1 , w2 , . . . , wt , w1 , w2 , . . . , wt , . . . , wt )
|
{z
}
Totally N weights

and in matrix form



W =


W1
0
..
.

0
W2
..
.

...
...
..
.

0
0
..
.

0

0

...

WN




.


Instead of minimizing the function (6) the weighted residual sum of squares will
be minimized

2
N
5
X
X
W RSS(β) =
Wi yi − β0 −
xij βj  .
(13)
i=1

j=1

In this way we put more importance to minimize the residuals of the more recent
observations.
The weighted least square estimate is very similar to expression (11)
β̂ = (X T W X)−1 X T W Y

(14)

and the corresponding fitted values at the training inputs are
Ŷ = X β̂ = X(X T W X)−1 X T W Y.

(15)

Advantages and Disadvantages
One of the strongest advantages of the linear regression model is its simplicity
and easy interpretation of the effect for the explanatory variables on the response
variable. One can easily check the amount of importance of each explanatory
variable. Another feature that is a main advantage is the fact that the least
square estimation is not a computationally heavy procedure which will save a
lot of time comparing to many other methods.
The simplicity comes with a price, the model assumes a couple of underlying
assumptions which in real life applications not always are satisfied. Some of the
assumptions are
• The error  is a random variable with zero mean and constant variance σ 2
across observations.
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• The errors are normally distributed.
• The errors are uncorrelated.
The fact that the assumptions are not satisfied does not necessarily say that
the model will be inaccurate, but should be taken in consideration because
some of the problems that may occur could be interpreted through these. For
prediction purposes these linear models can in specific cases outperform more
advanced non-linear models.
When adding the case weights we can adjust the methods to focus more on the
recent data which hopefully will improve the forecasts.

3.3

Neural Network Models

A Neural Network is an information processing method that is inspired by the
way biological nervous systems, such as the brain, works. Before providing
further details we give a brief introduction to the topic of supervised learning.

Supervised Learning
Over the recent decades the amount of data available has increased rapidly and
with that the area of Machine learning has got a lot of attention. Machine
learning is a collective name of a great amount of complex methods that focuses
to make predictions with the concept that the machine (algorithm) should be
learned by the input data. Learning covers a broad range of processes and it
is difficult to define precisely. In [3], they are stating that learning is whenever
a machine changes its structure based on the inputs in such manner that its
expected future performance improves.
Some of the applications of machine learning includes, recognition, planning,
robotics and forecasting, where the latter is what we have focused on.
The subject machine learning is usually divided into two main categories, supervised learning and unsupervised learning. Supervised learning has the goal to
use inputs to predict values of outputs given that the response for the training
data exists, unlike unsupervised learning which does not have labelled response
data. These labelled training responses could either be categorical or numerical
and the supervised learning is then a classification or a regression problem.

Feed-Forward Neural Network
There are various different types of networks but we have chosen to work with
the most widely used, a Single Hidden Layer Feed-forward Back-propagation

12

Neural Network. The long name will be explained as we proceed with the
details.
This network approach is a non-linear statistical model which will focus on the
regression setting. We think that before we proceed with the mathematical
reasoning an example of a neural network would be in order.
Figure 2: Example of a Feed-forward Neural Network

In Figure 2 the input nodes are shown on the left hand side, each of which
corresponds to an explanatory variable Xi . The nodes that have a H are, so
called, hidden units which builds up the hidden layer and are located between
the input nodes and the output node. They are called the hidden units because
the values are not directly observed.
Mathematically the hidden units are defined as the activation functions σ(v)
and are usually chosen as the sigmoid
σ(v) =

1
(1 + e−v )

(16)

where v is an arbitrary expression. The sigmoid together with the explanatory
variables can create derived features Zm , which are non-linear combinations of
the weighted inputs

T
Zm = σ α0 + αm
X ,

m = 1, . . . , M

(17)

where α are so called weights and M is the number of hidden units. After
creating the derived features, the output Y can be created as a function of
linear combinations of the Zm
Y = f (X, β) = β0 + β T Z

(18)

where β also are referred as weights and Z = (Z1 , . . . , ZM ). In Figure 2, the
α weights are represented by the connections between the input nodes and
13

the hidden units, where the β weights are represented by the the connections
between the hidden units and the output node.
Note that if we had chosen the activation function to be the identity function
then the entire model collapses to a linear model in the inputs, which also is
the case when the weights are zero. The neural network could be thought of
as a non-linear generalization of the linear model where σ is the non-linear
transformation.
To make these steps more clear we will take the procedure in a more simplified
fashion
1. Define the explanatory variables X and the weights α.
2. Send these variables into the activation function σ(v) to perform the nonlinear transformation and to create the derived features Z.
3. Define the weights β.
4. Create the output Y which is a linear combination of the derived features
where the weights β are the coefficients.
The weights α and β are a crucial part of the procedure and thus have to be
estimated to make the model fit the training data accurately.

Back-Propagation
As in the linear regression setting we seek to minimize the residual sum of
squares
N
X
2
RSS (α, β) =
(yi − f (xi )) .
(19)
i=1

Because of the compositional form of the model, we will use the generic approach to minimize the equation (19) which is by gradient descent, called backpropagation in this context. The framework explained below will be in line with
the framework in [4].
Let

T
zmi = σ α0m + αm
xi ,
from (17) and let
zi = (z1i , z2i , . . . , zM i ) .
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(20)

Then the derivatives of expression (19) are defined as

∂RRSi
= −2 (yi − f (xi )) f 0 β T zi zmi = δi zmi
∂βm
|
{z
}

(21)



∂RRSi
T
= −2 (yi − f (xi )) f 0 β T zi βm σ 0 αm
xi xil = smi xil .
∂αml
|
{z
}

(22)

δi

smi

Using these derivatives we can define the gradient descent update at the (r+1)st
iteration to have the form

(r+1)
(r)
βm
= βm
− γr

N
X
∂RRSi

(r+1)

αml

(r)

= αml − γr

(23)

(r)

i=1

∂βm

N
X
∂RRSi

(24)

(r)

i=1

∂αml

where γr is the learning rate and is chosen by a line search that minimizes the
error function at each update.
The parameters δi and smi in equation (21) and (22) are errors from the current
model at the output and the hidden units. Note that smi can be written as

T
smi = δi βm σ 0 αm
xi
(25)
which are known as the back-propagation equations.
The updates in (23) and (24) can be implemented by first fixing the current
weights (which are randomly generated at the beginning) and computing the
values fˆ(xi ) through the equation (18). After that, δi is computed and then
back-propagated via (25) to give smi , both of which are used later to compute
the gradients in (23) and (24).
As in the linear case we will use case weights and instead minimize the equation
W RSS (α, β) =

N
X

2

Wi (yi − f (xi )) ,

(26)

i=1

in the same fashion as above.
The line search procedure can be very slow and to make the optimization of the
learning rate faster, a variant called resilient back-propagation is used. It takes
into account only the sign of the partial derivatives and acts independently on
each weight. For each weight, if there was a sign change of the partial derivatives
in (23), (24) compared to the last iteration, the learning rate for that weight is
multiplied by a factor η − < 1, otherwise it is multiplied by η + > 1.
15

Number of Hidden Layers and Units
In the above framework we have chosen to work with a neural network with a
hidden layer, but more hidden layers could have been used and there is not a
specific way to choose the number. However, note that the number of calculations will increase rapidly with the number of layers and from the fact that we
have a lot of observation we chose to work with a hidden layer for computational
reasons. The same applies for the number of hidden units in the hidden layer,
but here it is more tricky because if using just a single unit the model may not
capture the non-linearities in the data and if using too many hidden units the
model will likely overfit the data. Overfitting is when the model may show an
adequate prediction capability on the training data but then fail to predict the
future unseen data.
In some cases cross-validation (see more in [4]) can be used to estimate the
optimal number, but since the size of the data is great this will take a while
to execute (on the available computers) which is not optimal. In [5] there are
some rules-of-thumb that could be used as guidelines in the choosing process.
The rules are stated as
• The number of hidden units should be between the size of the input layer
and the size of the output layer.
• The number of hidden units should be 2/3 the size of the input layer, plus
the size of the output layer.
• The number of hidden units should be less than twice the size of the input
layer.
From these rules and the computational demand for this method we decide to
use five hidden units.
How the units are connected could vary and the chosen approach is where the
information only goes in one direction, against the output node, and not in a
cyclical manner between the units, thereof the name feed-forward.

Choice of Starting Values
The function (19) is non-convex and possesses many local minima and is therefore dependent on the choice of starting values of the weights. If too large and
too many weights are generated the solution will often be poor. To reduce the
impact of these problems some steps are added that could improve the model.
Model Averaging
Since the starting guesses are randomly generated at the beginning we can mimic
the chance of bad starting guesses by running the model a few times and use
16

all of these models for the prediction. This will give many predictions which
later will be averaged as the final prediction in order to make the method more
stable. For this type of problem we have chosen to run the model ten times.
Regularization
To prevent the weights to grow disorderly and overfit the data a regularization
method called weight decay will be used, which will add a penalty term to equation (26)
W RSS(α, β)

+

0.1
|{z}

J(α, β)
| {z }

(27)

decay constant penalty

where the penalty is defined as
J(α, β) =

X

2
βm
+

m

X
2
αml

(28)

ml

The outcome of the penalty is to add the terms 2βm and 2αml to the gradient
expressions in (23) and (24), respectively.

Advantages and Disadvantages
Neural network models are very powerful tools when it comes to regression
and classification, which mostly depends on the fact that they takes non-linear
functions of linear combinations of the inputs. In this way the neural networks
can adapt their models more accurate to the data and put more weights on
more “important” variables. Other advantages are that the method is nonparametric, relatively easy to understand and not uses as many assumptions as
the linear one.
The disadvantages are that there is a comprehensive process to train the neural
network and to choose appropriate variables and parameters. Therefore it is a
very computationally demanding method when having large data sets.

3.4

Locally Scatterplot Smoothing

Hoist Finance is not interesting in jagged curves and thus we will use some
smoothing technique on the prediction curves to make them smoother.
Usually are, so called, Kernel Smoothers used which have the idea to relax the
definition of conditional expectation and compute an average in a neighbourhood of each target point (in our case the estimated forecasts) via a kernel. The
kernel is denoted as Kλ (x0 , xi ) and assigns a weight to xi based on its distance
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to x0 . The parameter λ defines the width of the neighbourhood and will be set
to 0.75.
One of the most common approaches is the local polynomial regression, which
solves a separate weighted least squares problem at each target point x0


N
d
X
X
min
Kλ (x0 , xi ) yi − a(x0 ) −
bj (x0 )xji 
(29)
a(x0 ),bj (x0 ), j=1,...,d

i=1

j=1

with the Epanechnikov quadratic kernel

Kλ (x0 , x) = D
with

(
D(t) =

|x − x0 |
λ


,

3
4 (1

− t2 ), if |t| ≤ 1
.
0,
otherwise

(30)

(31)

These problems have the solution
fˆ(x0 ) = â(x0 ) +

d
X

b̂j (x0 )xj0

(32)

j=1

where d is the order of the polynomial and is usually chosen to be 1 or 2. We
have chosen to work with the quadratic case, d = 2.
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Part 4

Results
First the monthly predictions will be presented, after that some of the assumptions made for the linear model will be examined and the weights for the neural
network model will be analysed. At last a brief investigation of the computational time for the two methods will be performed.
The results that will be presented are for all six portfolios combined which are
referred as P , but for curiosity reasons two of these portfolios will be investigated separately to decompose the problem further. These two portfolios have
different structures of the historical data which will be shown.

4.1

Forecasts

The subject of interest is not how much an individual customer will pay back but
how much all customers together will pay back. It is the value of the portfolio(s)
that is of interest and therefore it is desirable to inspect how all customers in the
portfolio(s) are performing. For that reason, the forecasts will be aggregated
for each specific month and the result will consist of monthly cash payments on
portfolio level rather than debt level.
The forecasting results for the two different case weighting approaches will be
presented separately.
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Without Case Weighting
Here the forecasts when Λ = 1 are presented. Λ being one leads to that all case
weights are equal to one and will therefore not impact the model. In Figure 3
the result for P are shown
Figure 3: True cash payments vs. Forecasts

The y-axis represents the amount of cash in Euro and the x-axis the time in
months after Hoist purchased the first of these six portfolios. The first grey
vertical line represents the reference date, which is 2014-01-01 and the second
corresponds to the first forecast month. The solid purple line is the true cash
payments up until the reference date. The three dashed lines (green, blue, red)
are forecasts for the linear model, the neural network model and the current inhouse prediction (referred as FVM), respectively. The dot-dashed purple line is
the true cash payments for the forecast period, which will be used for validation.
The first observation is that the true cash (solid purple line) increases quite
rapidly in the beginning and thereafter starts to decease. Worth to notice is
that not all six portfolios in P have the same acquiring date.
Another observation is that all of the forecast lines are, in general, quite high
compared to the true cash and that the true cash line is much more volatile,
but that is due to the fact that the curves have been smoothed. Both the linear
and the neural network lines are very similar and have a clear decreasing slope,
whereas the FVM line is more flat.
In Figure 4 and 5 the results for P1 and P2 are presented.
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Figure 4: Portfolio P1

Here the results are on portfolio level and for portfolio P1 the true cash increases
in beginning and later decreases rapidly.
In this case the forecasts are also, in general, too high compared to the true
cash, only the last forecasts for our methods are in line with the true cash.
Figure 5: Portfolio P2

The shape of the true cash is a bit different for portfolio P2 as noticed in Figure
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5. There is not a clear upward slope in the beginning, it is a lightly decreasing
slope all the way, together with some high spikes.
The forecasts have the same behaviour as in the other cases, in general too high
with a downward slope. It is very hard to distinguish our two forecast lines, but
on the other hand easier to see the differences compared to the FVM curve.

With Case Weighting
As mentioned earlier in the report, more recent months should be weighted more
in order to improve the prediction ability. The Λ that have been used in the
modelling are
Λ = (0.70, 0.75, 0.80, 0.85, 0.90, 0.95)
where Λ = 0.85 showed the smallest Root-Mean-Squared-Error of the forecasts
and therefore these results will be presented.
Below, in Figure 6, 7 and 8, the true cash payments and the forecasts for the
three portfolios P , P1 and P2 are shown respectively.
Figure 6: Portfolio P

Comparing these results with the ones in Figure 3, the observation is that the
new forecasts here are smaller and more in line with the true cash. The forecast
lines have a light downward slope and are similar, it seems that the forecasts
“cuts through” the true cash curve. The FVM estimates will of course be the
same as in Figure 3.
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Figure 7: Portfolio P1

The same has happened on the portfolio level, the forecasts have been shifted
downward and the slope of the lines are much less than the lines in Figure 4.
The estimates are also here in line with the true cash and similar to each other.
The difference between the produced forecasts and the FVM estimates is very
clear in Figure 7.
Figure 8: Portfolio P2
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The same behaviour has been observed for portfolio P2 , i.e. the produced forecasts are very similar and cuts through the true cash curve with a slightly
downward curve.

Collected Cash
To back-test the models further all the cash payments for the forecast period
2014-2016 have been aggregated. The exact numbers are in fact not of interest
but they are useful in order to investigate if the estimates are in the right
direction.
Table 2: Aggregated cash payment estimates
Method\Portfolio
FVM
Linear (no case weights)
Network (no case weights)
Linear (case weights)
Network (case weights)
True

P
3,914,713
3,760,698
3,838,766
3,233,562
3,296,762
3,344,122

P1
748,312
540,093
563,072
360,752
394,653
374,975

P2
318,251
249,735
256,748
202,716
204,692
206,204

As observed in the graphs above, the aggregated cash for the forecasts estimated
without case weights are high compared to the true cash, while the forecasts
estimated with case weights are more in line with the true cash. The FVM
estimates are as well too high, which also were noticed in the graphs.
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4.2

Residual Diagnostics

In section 3.2 pros and cons for the linear regression model were discussed,
which mentioned that some assumptions had to be made. Hence, some effort
should be dedicated to investigate the residuals. Below the normal distribution
assumption and the correlation between errors will be examined.

Normality Assumption
To check if the residuals generated from portfolio P are distributed as a normal
distribution the quantile-quantile plot and the histogram will be analysed. Also
Shapiro-Wilks normality test will be used.
In Figure 9 the quantile-quantile plot for both case weighting and no case weighting are shown. Note that these residuals only are from the linear regression
model.
Figure 9: Residual diagnostics
(a) Without case weights

(b) With case weights

The red line is a reference line and if the residuals are distributed as a normal
distribution, the points should fall approximately along this reference line.
In Under-Figure a and b, the observation is that the points are not completely
off from the reference lines. The structure on the residual points are slightly
shaky but still tight to the reference line in both cases.
Another way to examine the normality assumption of the residuals is to investigate the histograms, which are presented in Figure 10.
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Figure 10: Histogram
(a) Without case weights

(b) With case weights

If the sample is normally distributed the bars should be distributed approximately the same as the black line, which represents the normal distribution.
The bars in both sub-figures in Figure 10 are quite disorderly distributed, but
not completely. The highest bars are around the peak of the normally distributed line but the tails, i.e. the bars most to the left and to the right, are a bit
higher than the distribution line in both cases.
Just from these results it is hard to state that the bars are distributed as a
normal distribution, therefore a normality test will be used as a complement.
From Shapiro-Wilks normality test (which uses the null hypothesis that a sample
comes from a normally distributed population) the following p-values are produced
Table 3: Test statistics
Method
Without case weights
With case weights

p-value
0.2242
0.3144

Typically a significance level γ = 1−α with α = 0.95 is used, which corresponds
to a 95% significance level. Note that both p-values are higher than γ, which is
γ = 1 − 0.95 = 0.05
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Correlation Between Errors
Another assumption of the errors is that they should be uncorrelated and to
investigate that we will plot the auto-correlation function, which investigates
the similarity between observations as a function of the time lag between them.
The results are presented in Figure 11
Figure 11: Auto-Correlation
(a) Without case weights

(b) With case weights

The blue dotted lines represents the 95% confidence band and the black bars
represents the amount of correlation.
Worth to notice is that all bars in the two graphs are clearly within the confidence band, except the first ones which is logical since the correlation with itself
is always one. Another note is that the correlation-bars do not seem to have
any clear pattern with respect to the time lag.
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4.3

Neural Network Weights

It could be interesting to investigate how the weights in the neural network
are distributed according to their size. Therefore the histogram of the weights,
using portfolio P as input data, has been plotted with the amplitude of the
weights on the x-axis.
As mentioned earlier, the neural network has been run several times to reduce
the impact of the starting values. In Figure 12 and 13 weights of four different
models have been plotted, which corresponds to four different sets of starting
values.
Figure 12: Histogram (without case weights)
(a) Model 1

(b) Model 2

(c) Model 3

(d) Model 3
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Figure 13: Histogram (with case weights)
(a) Model 1

(b) Model 2

(c) Model 3

(d) Model 4

All eight graphs in Figure 12 and 13 have the same behaviour, most of the
weights are small while a few weights are not.
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4.4

Computational Time

In section 3.2 and 3.3 we mentioned that the linear regression approach was not
particularly computationally heavily while the neural network was. Here the
computational time in seconds it takes to predict one month ahead when using
about 600,000 observations of each variable will be examined. To make the
time estimates more accurate, the methods will be run ten times and averaged
in order to produce the final estimates.
To make the comparison between the methods more fair the network will only
be run once per simulation, i.e no model averaging will be applied.
Table 4: Total elapsed times
Method

Time in sec.

Linear

0.6

Neural network

45.0

Note that the time estimates it selves are not interesting, because they will vary
from hardware to hardware. The interesting observation is the big difference
between the methods.
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Part 5

Conclusion
During this work, a statistical learning approach for predicting monthly cash
payments 24 months ahead for portfolios containing non-performing consumer
loans has been developed. We think that the results are interesting and useful,
both in a theoretical perspective and in a business perspective.
As observed in section 4.1 the case weights clearly improved the models and
made the forecasts more accurate with respect to the true cash payments. The
FVM predictions are in these cases off from the true cash, but it could just be
coincidences for the chosen time period. The choice of FVM predictions could
depend on some business aspects, which we cannot go into detail about.
The models have shown that they can handle data from portfolios with different historical characteristics, both on group level and on single portfolio level.
Worth to mention is that the data that has been used is from a specific country
and the models have not been tested on other countries, thus we cannot stretch
to conclude that the models works for all kind of data. Also these portfolios are
quite old, they have at least 36 months historical data and more studies have
to be done on cases where less data is available.
As seen in the results the forecasts for the linear model and the neural network
model are very similar for this type of problem. As stated earlier, the neural
network could be thought of as a non-linear generalization of the linear model
and in this case the models overlaps a lot. If the weights are near zero the
neural network model will collapse to an approximately linear model, and by
investigation of the graphs in section 4.3, we observed that most of the weights
are near zero. This could be a reason why the results for the two models are
similar.
One of the disadvantages to use the linear model was that some assumptions had
to be made. Through graph investigation and the Shapiro-Wilks normality test
in the residual diagnostics section, we concluded that we could not reject the
null-hypothesis that the residuals were normally distributed. Another assumption was that the residuals should be uncorrelated and by investigation of the
auto-correlation function we could not observe any evidence that the residuals
would be correlated.
The computational demand for the neural network training is a big drawback
and makes the method very time consuming for huge data sets. If the data
sets are huge and the computing power is relatively low, as it has been in these
cases, the recommendation is to use the linear model approach.
The goal to develop a statistical alternative to the current re-valuation approach
was achieved. For the time period 2014-2016 the model captured the necessary
historical information and estimated more accurate forecasts than the FVM.
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The approach is of course not perfect, it is a purely statistical approach which
both has advantages and disadvantages. The benefits of this approach are that
the most recent behaviour of the data could be utilized through the importance
weighting and that it is easy to execute. The models have been implemented in
a general fashion and could easily be extended to other countries data.
This work could form a base for a complementary approach to the current revaluation approach at Hoist Finance.

Future Work
Usually the wanted forecasting timeline is longer than 24 months and thus some
technique has to be developed and used after these 24 months.
A way to incorporate the business aspects more could be achieved by adding
more relevant explanatory variables. The tricky part is not to integrate them
to the model, it is to find these “relevant” variables and thus more expertise in
the field are required.
All in all, more back-testing has to be done before we can fully state that the
models performs accurately for all kind of portfolios.
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