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Abstract

Similarity of Hybrid Object Representations With
Applications in Object Recognition and Classification

Johan Öfverstedt

Similarity measures between images that are robust to noise and other kinds of
distortion, while sensitive to transformations in a smooth and stable way, are of great
importance in many image analysis problems. In this thesis a family of measures based
on fuzzy set theory which combine shape and intensity, is extended to vector-valued
fuzzy sets for hybrid object representations such as intensity and gradient magnitude
as well as multi-spectral images such as color images. Several novel distance measures
are proposed, discussed with regards to theoretical and practical properties, and
evaluated empirically on both synthetic images and real-life object recognition and
classification tasks. Performance metrics, such as number of local minima and size of
catchment basin, which are important for distance-based local search techniques are
evaluated for varying degrees of distortion by additive noise and number of discrete
membership levels. The proposed distance measures are shown to enable utilization
of information-rich object representations and to outperform distance measures
between scalar-valued fuzzy sets on various object detection and classification tasks.
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1 Introduction

Similarity and distance measures for comparison of images, which are noise-
insensitive and have smooth similarity surfaces subject to transformations such
as translation, rotation, stretching and skewing, are in high demand for image
processing applications such as template matching, image registration and image
retrival.

Previously several families of distance measures [1] over images interpreted
as fuzzy sets have been proposed and shown to have excellent performance for
object recognition and classification applications. One limitation of these mea-
sures as stated is that they are only defined for scalar-valued object represen-
tations, while many object representations of practical and theoretical interest
are vector-valued such as color images (RGB/HSL), or hybrid object repre-
sentations combining, e.g., intensity, gradient magnitude, gradient vector and
texture. Additionally, there are many imaging (and other data collection) pro-
cesses, such as CT/PET and CLEM, which by themselves or in combination
yield object representations incorporating multiple heterogeneous modalities.
These information rich vector-valued object representations are incompatible
with direct application of existing measures, which prevents utilization of more
than one channel of information simultaneously. The main topic of this work
is the exploration of extensions to an important family of existing similarity
measures, which are shown to have very good performance for scalar-valued
fuzzy sets, to enable their use on vector-valued object representations with the
goal of attaining performance improvements on various important image anal-
ysis tasks. Both discussions and development of theory related to the proposed
distance measures and empirical evaluations that show that performance indeed
is improved in comparison to previous measures are included in the work.

This work has resulted in a conference publication [2], which presents the
Fuzzy Intersection Decomposition Transform and associated distance measures.

Similarity measures are frequently computed within the inner-most loops
in image analysis tasks, hence the time and space complexity for computing a
measure is an important factor and part of the goal of the project is to find
measures that are not only effective but also efficient to compute.

2 Background and related work

This work is positioned in the field of computer-assisted image analysis, which
involves the study of mathematical and algorithmic transformations and infor-
mation extraction techniques for raw image data. The theoretical background
which the thesis relates to and expands on starts from continuous/analog defi-
nitions and considers discretisation of those for the purpose of practical imple-
mentation for processing of digital images, and so will this work.

In this section common definitions of distance measures and Distance Trans-
forms are given. An introduction to the relationship between distance and simi-
larity is followed by an overview of fuzzy points and sets, and distance measures
between them. Finally several applications which are used for evaluating the
performance of the measures proposed in this work are introduced.
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2.1 Preliminaries

Let X denote a reference set. In image processing, the most common reference
set is a rectangular or cubic evenly spaced grid given by X ⊂ Zm ∧ m ∈
N+. Let P(A) denote the powerset of A, i.e. the set of all subsets of A. Let
pixel/voxel/spel denote a discrete spatial element in a two/three/n-dimensional
image respectively. Let N denote the number of elements in reference set X,
typically X ⊂ Zm ∧ m ∈ N+. Let q denote the number of non-zero discrete
quantization levels (or membership levels depending on context). Let T (N)
denote a function which maps the number of pixels to the time required by a
process or algorithm.

Definition 2.1 (Image). An image is a mapping from a spatial set of arbitrary
dimension to a (vector of) real number(s) I : X → Rn (analog image), a (vector
of) discrete integer number(s) I : X → Zn (image with discrete quantization) or
a boolean B : X → {0, 1}n (binary image; q = 1), where n denotes the number
of layers (e.g. spectral components or combined heterogeneous representations)
of the image. An image is called a grayscale image if n = 1 and q > 1.

2.2 Similarity and distance

Definition 2.2 (Similarity measure). Similarity between objects x ∈ A and
y ∈ B is a function s : A×B → [0, 1] such that 0 represents minimal similarity
and 1 represents maximal similarity, and the values between the two extremas
representing a gradual degree of similarity.

Definition 2.3 (Distance measure). Distance between objects x ∈ A and y ∈ B
is a function d : A×B → R+∪{0} where 0 means maximally close and positive
values designate (possibly) unbounded gradual difference.

Similarity is closely related to distance (which alternatively can be viewed as
a form of dissimilarity). Depending on the context it may be more convenient
to work with similarities, distances or both. The minimum possible distance
corresponds to the maximum possible similarity, and similarity is defined on a
unit-sized interval while distances are not bounded in general.

In this work, novel distance measures are proposed, rather than similarity
measures. Since image/set similarity may be more intuitive and convenient than
image/set distance and since these distance measures are compared empirically
to a standard similarity measure in Section 5, it is relevant to discuss how one
can be converted to the other.

Given two objects x, y and a distance measure between them d(x, y), or a
similarity measure between them s(x, y), a corresponding similarity or distance
measure may be obtained by

s(x, y) =
1

d(x, y) + 1
, (1)

d(x, y) =
1

s(x, y)
− 1, (2)

respectively. In general any monotonically decreasing function f : [0, 1]→ [0,∞)
or f : [0,∞)→ [0, 1] is admissible as conversion function.
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2.3 Distance measures

Distance measures are fundamental components of image processing and anal-
ysis, and a crucial part of many important tasks such as image matching, seg-
mentation, registration and computation of object descriptors.

Distance measures can be defined between different entities such as point-to-
point, point-to-set and set-to-set. Point-to-point distances of the form d(x, y)
where x and y ∈ Rn are the least complex of these three types of distance
measures.

2.3.1 Point-to-point distance measures

A prevalent family of point-to-point distance measures is the class of Minkowski
distances which are of the form

dp(x, y) =
( n∑
i=1

|xi − yi|p
)1/p

, (3)

which includes the Manhattan distance (often denoted d4, with p = 1), the Eu-
clidean distance (commonly denoted dE , with p = 2) and Chessboard/Chebyshev
distance (commonly denoted d8, with p → ∞) as special cases. The squared
Euclidean distance given by dE

2 = dE(x, y)2 is also a common distance measure.

2.3.2 Point-to-set distance measures

Given a point-to-point distance measure d, a natural and common way to define
point-to-set distance measure is

d(x, Y ) = inf
y∈Y

d(x, y) . (4)

An important variation on point-to-set distance measures is the distance trans-
form (DT) which describes the point-to-set distance from all points of a reference
set to a given subset. The DT [10][16] w.r.t. point-to-point distance metric d
of a binary image B, or equivalently a crisp set, is an image D of the same size
as B and co-domain in R+ ∪ {0}, defined by

DB(x) = d(x, B̄) , (5)

where using the complement of B is a matter of convention. Efficient distance
transform algorithms [11][12] for many of the common point-to-point measures
such as d4, d8, dE exist for rectangular discrete domains, which compute D in
T (N) = Θ(N) time.

2.3.3 Set-to-set distance measures

Many set-to-set distance measures have been proposed, and one of the most
common is the Hausdorff-distance, which for a given point-to-set measure d, is
defined as

dH(A,B) = max
(

sup
a∈A

d(a,B), sup
b∈B

d(b, A)
)
. (6)
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1 1 1 0 1 1 0
1 1 1 1 1 1 1
1 1 1 1 1 1 0
1 1 1 0 1 1 1
1 1 1 1 1 1 0
1 1 1 0 1 1 1
1 1 1 1 1 1 1

DT w.r.t. d4

⇒

3 2 1 0 1 1 0
4 3 2 1 2 2 1
4 3 2 1 2 1 0
3 2 1 0 1 2 1
4 3 2 1 2 1 0
3 2 1 0 1 2 1
4 3 2 1 2 3 2

Figure 1: Example of an application of the distance transform, applied to set A
on the left, with Manhattan distance (d4) as point-to-point distance measure.
Each point in the reference set (the image) is mapped by the distance transform
to the distance from its nearest object point in Ā.

The Hausdorff-distance is noise-sensitive, since the distance value is determined
by a single point which we can call maximally distant point. Transformations
applied to that point will change the distance accordingly, unless the transfor-
mation causes another point to assume the role of maximally distant point. On
the other hand the measure is completely insensitive to set transformations un-
related to this maximally distant point and its closest neighbours in the other
set, hence it is not effective in general as objective function in local search
contexts.

Given a set-to-set distance measure for crisp sets, it can be applied directly
to binary images by interpreting the binary values as set inclusion/exclusion.

Another measure between sets is the symmetric Sum of Minimal Distances
[4] which, given a point-to-point distance measure d is defined as

Definition 2.4 (Symmetric sum of minimal distances).

dSMD(A,B) =
1

2

(∑
a∈A

d(a,B) +
∑
b∈B

d(b, A)
)
. (7)

An asymmetric version of the Sum of Minimal Distances can be defined as

Definition 2.5 (Asymmetric sum of minimal distances).

dASMD(A,B) =
∑
a∈A

d(a,B), (8)

which only regards distances from one set to the other. The symmetric
version is often preferable if the two sets are of the same type and size, while
the asymmetric version may be preferable otherwise, e.g. in template matching
(defined in section 2.7.1), where the template might be much smaller than the
image being searched.

Distance measures based on SMD and ASMD are generally not metrics since
the triangle inequality does not hold. Unlike the Hausdorff-distance however,
SMD is not sensitive to just the distance of a single point, but incorporates the
distance of all points. This makes SMD more insensitive to outliers and, at the
same time, sensitive to transformations.

Other variations of the SMD-based distance measures are weighted SMD
measures [1] which are given in the following two definitions. The weighted
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distance measures may be appropriate e.g. if a part of the image needs to be
masked, e.g. if the border of an image after filtering contains less or corrupt
information.

Definition 2.6 (Weighted symmetric sum of minimal distances). Given weight
functions wA, wB : X → R+ ∪ {0}, the weighted symmetric SMD measure is,

dwSMD(A,B,wA, wB) =
1

2

(∑
a∈A

wA(a)d(a,B) +
∑
b∈B

wB(b)d(b, A)
)
. (9)

Definition 2.7 (Weighted asymmetric sum of minimal distances). Given weight
function wA : X → R+ ∪ {0}, the weighted asymmetric SMD measure is,

dwASMD(A,B,wA) =
∑
a∈A

wA(a)d(a,B). (10)

The un-weighted SMD measures may be defined in terms of the weighted
measures by letting the weight function be the unit function.

2.4 Fuzzy sets

Classic/ordinary sets are collections where each element under consideration is
either in a set or not; a binary choice not reflecting the reality in many con-
texts, in the presence of uncertainty, subjectivity or a notion of gradual/partial
inclusion. In his seminal paper [3] published 1965, Zadeh introduced a new type
of mathematical object, the fuzzy set (Def. 2.8), which captures this notion of
non-binary set membership.

Definition 2.8 (Fuzzy sets). A fuzzy set S [3] on a reference set X, is a set
S = {(x, µS (x)) : x ∈ X}, where µS : X → [0, 1]. µS is a membership function
that determines the gradual inclusion of each element in the set.

The height of a fuzzy set S is h(S) = maxx∈X µS (x) .

Let p be an element of the reference set X. A fuzzy point p defined at p in
X (also called a fuzzy singleton) with height h(p), is defined by a membership
function

µp(x) =

{
h(p), for x = p
0, for x 6= p .

(11)

Let A(x) denote the fuzzy point at x ∈ X with height equal to µA(x).

The support of a fuzzy set S is supp(S) = {x ∈ X : µS (x) > 0} .
An α-cut of a fuzzy set S is a crisp set defined as αS = {x ∈ X : µS (x) ≥ α} .
For non-fuzzy sets the complement, intersection and union operators have

clear, intuitive and unique definitions. For fuzzy sets, entire families of com-
plement, intersection and union operations exists, but there is a set of de-facto
standard operations, which will be used in this work exclusively.

Definition 2.9 (Fuzzy (standard) complement). Let A be a fuzzy set on a
reference set X. Then the standard fuzzy complement is

Ā = {(x, 1− µA(x)) | x ∈ X} . (12)
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Definition 2.10 (Fuzzy (standard) intersection). Let A and B be fuzzy sets on
a reference set X. Then the standard fuzzy intersection is

A ∩ B = {(x,min[µA(x), µB(x)]) | x ∈ X} . (13)

Definition 2.11 (Fuzzy (standard) union). Let A and B be fuzzy sets on a
reference set X. Then the standard fuzzy union is

A ∪ B = {(x,max[µA(x), µB(x)]) | x ∈ X} . (14)

Given a sequence of n fuzzy sets SSS1, SSS2, . . . , SSSn, intersection of these n fuzzy
sets is denoted as

n⋂
i=1

SSS i = SSS1 ∩ SSS2 ∩ . . . ∩ SSSn , (15)

and union of these n fuzzy sets is denoted as

n⋃
i=1

SSS i = SSS1 ∪ SSS2 ∪ . . . ∪ SSSn . (16)

The intersection of an empty collection of sets is the reference set and the union
of an empty collection of sets is the empty set, similarly as for crisp sets.

Functions f which are defined on crisp sets can be generalized to fuzzy sets
by integration over α-cuts (fuzzification principle), assuming convergence,

f(S) =

∫ 1

0

f(αS) dα . (17)

2.4.1 Fuzzy domain decomposition

Sets are commonly decomposed into parts with homogeneous properties, such
that the sum (union) of the parts is the whole set. One particular partitioning of
that kind for fuzzy sets is the fuzzy domain decomposition [5]; the membership
function of a crisp reference set X is decomposed into a set of fuzzy sets defined
on X, each describing the degree of a corresponding property for elements of
X, such that the memberships of all the fuzzy subsets of X, for each element in
X sum to one.

Definition 2.12 (Fuzzy domain decomposition). An n-component fuzzy do-
main decomposition [5] of a domain X is given by fuzzy sets AAA i, for i = 1, . . . , n,
defined by their membership functions µi such that

n∑
i=1

µi(x) = 1,∀x ∈ X. (18)

2.5 Distance measures between fuzzy sets

Distance measures between fuzzy sets are directly applicable to grayscale images,
by using the (normalized) intensity map as the membership function.
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Using the fuzzification principle of integration over α-cuts a family of fuzzy
point-to-set distance measures [1] can be defined, which have been shown to per-
form well on various image processing tasks such as object recognition, template
matching and classification.

Definition 2.13 (Fuzzy (inwards) point-to-set distance measure by integra-
tion over α-cuts). Given a crisp point-to-crisp set distance measure d the fuzzy
inwards point-to-set distance by integration over α-cuts is

dα(p, S) =

∫ h(p)

0

d(p, αS) dα . (19)

Definition 2.14 (Complement distance). The complement distance [13] of
fuzzy point-to-set distance d is

d̄(p, S) = d(p̄, S̄) , (20)

where p̄ considers only the height of point p, such that h(p̄) = 1− h(p), without
affecting spatial position.

Based on the notion of complement distance (20), a second (bidirectional)
distance measure can be defined which combines a distance measure and its
complement distance in a single distance measure.

Definition 2.15 (Fuzzy (bidirectional) point-to-set distance measure by inte-
gration over α-cuts). The bidirectional distance measure d̄α is

d̄α(p, S) = dα(p, S) + d̄α(p, S) . (21)

The bidirectional distance measure has an increased discriminatory power
compared to the inwards distance measure since it takes on a zero distance
only when the fuzzy point and corresponding fuzzy point of the set have equal
membership values, unlike the inwards distance measure which is zero-valued if
the membership value of the point is less or equal to the membership value of
the corresponding point of the set, i.e. a zero distance only enables detecting if
a point is a subset of a set (c.f. Eq. (4)).

Combining the defined fuzzy point-to-set distance measures with SMD yields
the following four fuzzy set-to-fuzzy set distance measures [1].

Definition 2.16 (Weighted symmetric sum of minimal distances by (inwards)
integration over α-cuts). Given weight functions wA, wB : X → R+ ∪ {0}, the
weighted symmetric SMD measure is,

dαwSMD(A ,B, wA , wB) =
1

2

[∑
x∈X

wA(x)dα(A(x),B) +
∑
x∈X

wB(x)dα(B(x),A)

]
.

(22)

Definition 2.17 (Weighted symmetric sum of minimal distances by bidirec-
tional integration over α-cuts). Given weight functions wA, wB : X → R+∪{0},
the weighted symmetric SMD measure is,

d̄αwSMD(A ,B, wA , wB) =
1

2

[∑
x∈X

wA(x)d̄α(A(x),B) +
∑
x∈X

wB(x)d̄α(B(x),A)

]
.

(23)
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Definition 2.18 (Weighted asymmetric sum of minimal distances by (inwards)
integration over α-cuts). Given weight function wA : X → R+∪{0}, the weighted
asymmetric SMD measure is,

dαwASMD(A ,B, wA) =
∑
x∈X

wA(x)dα(A(x),B). (24)

Definition 2.19 (Weighted asymmetric sum of minimal distances by bidirec-
tional integration over α-cuts). Given weight function wA : X → R+ ∪ {0}, the
weighted asymmetric SMD measure is,

d̄αwASMD(A ,B, wA) =
∑
x∈X

wA(x)d̄α(A(x),B). (25)

Eleven desirable properties for fuzzy set distance measures [14] are listed as
follows:

1. Symmetry of the distance. d(X, Y) = d(Y, X).

2. Triangle inequality. d(X,Z) ≤ d(X,Y ) + d(Y, Z).

3. Positivity. 0 ≤ d(X,Y ) <∞

4. Separability d(X,Y ) = 0↔ X = Y .

5. Total definition. The measure is defined for all non-empty fuzzy sets.

6. Translation invariance.

7. Independence of the length unit.

8. Continuous dependence on weights.

9. Continuous vanishing of points.

10. Independence of far-away components.

11. Euclidean compatibility. If the sets X and Y are both crisp single-point
sets, with X = {x} and Y = {y}, d(X,Y ) = dE(x, y).

12. Hausdorff compatibility. If the sets X and Y are both crisp sets, d(X,Y ) =
dH(X,Y ).

It can be shown that it is impossible to construct a measure which satisfies all of
these at once [14], hence designing a measure means in part selecting which of
these (natural) properties to violate. Properties 1-4 are required for a distance
to be a metric, which means that a measure always has has a non-negative
value, is symmetric, separable and satisfies the triangle inequality. Property
5, requiring a totally defined measure, is particularly important for practical
usefulness of a distance measure, since it is highly undesirable for such a basic
tool in image processing to be undefined or infinite for input that may appear
within the context of an application. One solution to this problem, which is
used in this work, is to specify a maximum distance value dMAX, such that
all undefined, infinite or greater underlying point-to-point distance values are
assigned to this value.
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Given a distance value d ∈ R ∪ {∞} between points x and y in X, the
function E : R ∪ {∞} → R,

E(d) = min(d, dMAX) (26)

prevents d to take on values greater than dMAX by hard saturation. The appro-
priate constant dMAX is highly contextually dependent but one natural choice
for an arbitrary point-to-set distance metric d∗ is

dMAX = sup
x,y∈X

d∗(x, y) , (27)

i.e. the maximum point-to-point distance between two points in the reference
set, which for a rectangular spatial set corresponds to the distance between two
opposing corners.

2.5.1 Pixel-wise distance measures

In image processing, many of the most common distance measures between im-
ages A and B are based on the principle of strictly considering the relation
between the value of A(x) and B(x) for any x ∈ X, combined with an ag-
gregation step to produce a scalar-valued distance based on all element-wise
distances.

One of the most prevalent of these measures is the Sum of Square Differences,
given by

SSD(A,B) =
∑
x∈X

(A(x)−B(x))2 , (28)

where A and B are images with domain X.

SSD and other distance measures of the same type are simple and fast to
compute but they have been demonstrated to have several problems, most of
them due to that they do not utilize spatial information. By applying very
minor transformations to an image such that the similar elements are displaced
slightly to cease overlapping, the distance value can change dramatically [6].
Previous studies show [1] that such distances are not very effective for local
search applications, in part because of the lack of smooth and controlled response
to transformations. Attempting to find solutions to these problems is part of the
reason for considering distance measures which do utilize spatial information,
either in isolation or in combination with the image values.

2.5.2 Earth-mover’s distance

A well known distance measure between general distributions, applicable to
fuzzy sets, is the Wasserstein metric, also called Earth-mover’s distance (EMD)
[7]. Let A and B be two fuzzy sets such that∑

x∈A
µA(x) ≥

∑
y∈B

µB(y). (29)

The restriction that (29) holds is not discriminatory since the roles of A and B
may simply be swapped to satisfy it. In the context of EMD applied to fuzzy
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sets, we consider fuzzy set A in terms of piles of earth corresponding to its
membership function and fuzzy set B in terms of holes corresponding to the its
membership function. Constraints require that all holes are completely filled
and that the quantity of earth moved from an element is at most the height of
its pile. Moving one unit of earth from point a ∈ A to point b ∈ B has a cost
given by an arbitrary point-to-point distance measure d(a, b).

EMD is a special case of the Transportation problem in linear optimisation
which observes a set of suppliers x ∈ S and a set of destinations y ∈ D. The
capacity of the suppliers is given by a function sx : S → R+ and the demand
of the destinations is given by a function dy : D → R+. There is also a cost
associated with transporting from each supplier to each destination given by
function cS,D : S ×D → R+. A formal definition is given as Def. 2.20.

Definition 2.20 (EMD). Given a set of suppliers S, a set of destinations D,
a cost function c : S×D → R+, and supply and demand capacities sx : S → R+

and dx : D → R+ respectively, dEMD is defined as the objective value of the
solution to the optimization problem given by

dEMD = min
∑
x∈S

∑
y∈D

wx,yc(x, y) (30)

subject to ∑
x∈S

wx,y = dy ,∀y ∈ D∑
y∈D

wx,y ≤ sx ,∀x ∈ S .
(31)

EMD is a metric if the underlying ground distance (the cost function) is a
metric and the total distribution masses are equal.

Similar to the fuzzy set distances described in Sec. 2.5, EMD combines the
intensities and spatial information in a single distance measure.

EMD is computable in polynomial but superlinear time using any algorithm
for solving linear optimisation problems e.g. the simplex method. In many
contexts, especially when the sets of interest are the pixels of an image, this
measure is too computationally expensive.

A faster variation of EMD, denoted ÊMD has been proposed [8] which re-
duces the complexity significantly by imposing additional restrictions on the
optimization problem which enables it to be reduced in size. Even with these
improvements the complexity is still super-quadratic which is not practical for
application to image intensities directly for all but very small images; it has
been shown to be useful for histogram-based methods where the contents of
an image is reduced into a aggregate small enough for the complexity of the
algorithm not to pose a problem.

2.6 Object representations and membership functions

For the theoretical framework of fuzzy sets to be used in image processing, the
object representations of interest need to be transformed into valid membership
functions.
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2.6.1 Intensity

Intensity is the brightness of a pixel in grayscale images. Intensity is usually
already represented as a number in the interval [0, 1] or a set of integer values
directly mappable to [0, 1]. Intensity representations are therefore valid mem-
bership functions which can be used directly.

2.6.2 Gradient vector, magnitude and edgeness

A gradient vector ∇x ∈ Rm of a pixel/voxel/spel in a m-dimensional grayscale
image represents the change in intensity along each direction from the neigh-
bouring pixels/voxels/spels of x. To compute the gradient vector image of a
discrete image an approximation is typically used and literature contains many
candidate operators [16], of which the simplest and most intuitive are

• Forward difference: Along each dimension, the forward difference gra-
dient approximation of a pixel xi is defined as xi+1 − xi.

• Backward difference: Along each dimension, the backward difference
gradient approximation of a pixel xi is defined as xi − xi−1.

• Central difference: Along each dimension, the central difference gradi-
ent approximation of a pixel x is defined as xi+1−xi−1

2 .

These approximation operators can be encoded as convolution kernels and com-
bined with a smoothing operator before being applied to an image in order to
reduce the high noise-sensitivity of the gradient. Commonly normalisation of
the convolution kernel is performed such that the sum of the coefficients of all
terms sum to one.

Assuming intensity values with range in [0, 1] the gradient along a direction
can take on values in [−m,m], where the m depend on the exact coefficients
of the gradient operator. These gradients can be converted to membership
values describing directional edgeness by a transformation, where g is a gradient
approximation along one axis

µ∇(g,m) =
g +m

2m
. (32)

In many contexts it is not important to distinguish between edge directions but
instead a combined notion of edgeness [9] is suitable. One of the most common
of such combinations, given a gradient vector ∇x, with m-components, is the
gradient magnitude (or Euclidean gradient norm) which is defined as

‖∇x‖ =
√

(∇x1)2 + (∇x2)2 + . . .+ (∇xm)2. (33)

Using this definition the gradient vector is reduced to a single scalar value. The
gradient magnitude function itself is not a valid membership function since it
has a range of [0,max ‖∇‖], where the maximal possible value of the gradient
magnitude depends on the gradient operator, and is greater than one. The
simplest and most intuitive choice for transforming the gradient magnitude into
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edgeness is by the triangular membership function [9] with global normalization
defined as

µE =
‖∇x‖

max ‖∇‖
. (34)

Equation (34), utilizes the same normalizing factor for every image of which is
guardanteed to yield a valid membership value exibits the undesirable effect of
yielding many very small values, because most gradient values are well below
There are many other feasible functions, such as the Sigmoidal function or the
Gaussian function. An alternative to global normalization is local normalization
where the maximum gradient magnitude over all pixels in an image is used. In
this work the triangular membership function with global normalization is used,
with occational application of local normalization.

2.6.3 Color images

Color images are multi-spectral images where each pixel contains multiple chan-
nels of information which in aggregate represent the color. One of the most
common object representations for color images is red, green and blue (RGB),
which considers the color values as linear combinations of those basis colors.
Each of the RGB-components can be considered intensities and may be repre-
sented directly as a vector of three fuzzy membership functions. Other common
representations such as hue, saturation and luminosity (HSL) and hue, satura-
tion and value (HSV) represent the color space as a cylinder of colors.

2.7 Applications in image processing

Image distance measures are important tools in image processing; three exam-
ples of applications which utilize distance measures are given in this section.

2.7.1 Template matching

Template matching [15–17] is a family of search problems where a template
image, representing a class of objects of interest, is matched against a source
image subject to a set of transformations such as image translation, rotation,
scaling and skewing. Translation is the most common transformation and also
the least computationally expensive since it only considers matches between
source image and the original template image at various locations, which, for
many distance measures, can be computed with FFT-convolutions.

Considering template matching of two images subject to translation, the
problem can be stated as follows:

Given images A and B of spatial dimensionality n, where A is considered the
template and B is considered the source image, a set-to-set distance measure d
between A and B, and a translation operator Tδ such that Tδf(x) = f(x+ δ),
the template matching problem TM can be defined as

TM[A,B] = arg min
δ∈Zn

d(TδA,B), (35)

i.e., the objective is to find the position coordinates δ, such that translating A
there yields a minimal distance between A and B.
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2.7.2 Image registration

Image registration [18] is the problem of mapping objects in different images
to a single coordinate system such that corresponding features overlap. An
alternative formulation is to consider two images A and B each taken to depict
the same object, and view the difference. with respect to a distance measure d
between images, as an unknown transforming function φ which is to be found,
mapping one of the images into the other as

REG[A,B] = arg min
φ

d(A, φ(B)). (36)

In general φ could be any function, but in practice only a subset of all possible
transformations can be considered, e.g. rigid transformations (combinations of
translation, rotation and reflection), or a set of deformation vectors for each
pixel together with a set of additional constraints or a regularization term to
control elasticity.

2.7.3 Image retrieval

Image retrieval [19] is a problem concerning search of a collection of images
where the search key consists of either a set of features extracted from the raw
images, meta-data about images, or the raw images themselves. The objective
is either to find the n images with minimal distance to the search key image, or
all images satisfying some set of constraints.

Feature-space approaches, raw image search approaches and hybrids, all uti-
lize similarity measures at some stage in the pipeline. Comparing the raw search
input representation to many images is typically very expensive, hence a fast ini-
tial filtering procedure using a small number of key features is common, possibly
with a more detailed comparison performed on the smaller resulting subset.

3 Point-to-set distance measures for vector-valued
fuzzy sets

This section contains the main contributions of this work. Three main novel
classes of distance measures for vector-valued fuzzy points and sets (Def. 3.1
and 3.2) are proposed, each having several important variations. Definitions are
followed by analysis and discussion regarding both the theoretical properties
as well as practical aspects concerning discretization and computational time
complexity.

3.1 Definitions

Let us observe n fuzzy sets, S1, S2 , . . . , Sn , defined on a reference set X. Let µSi :
X → [0, 1] be the membership function of the fuzzy set Si , for i = 1, 2, . . . , n.
Formal definitions of vector-valued fuzzy sets and points are then given in Def.
3.1 and Def. 3.2.
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Definition 3.1 (Vector-valued fuzzy set). Given a reference set X, a vector-
valued fuzzy set (VVFS) SSS on X is a set of ordered (n+ 1)-tuples

SSS = {(x, µS1 (x), µS2 (x), . . . , µSn (x)) : x ∈ X}.

µSSS = (µS1 , µS2 , . . . , µSn ) denotes the membership function of a VVFS SSS .

Definition 3.2 (Vector-valued fuzzy point). A vector-valued fuzzy point ppp at
a point p ∈ X, with the (vector-valued) height h(ppp) = (h1(ppp), h2(ppp), . . . , hn(ppp)),
w.r.t. the components of a VVFS, is defined by a membership function

µppp(x) =

{
h(ppp) = (h1(ppp), . . . , hn(ppp)), for x = p
0, for x 6= p .

Definition 3.3 (Index sets). Let U denote the universe of indices {1, 2, . . . , n},
corresponding to n components. K ⊆ U is then an index set and K̄ = U \K its
complement.

Definition 3.4 (Fuzzy set bounded difference). Let � : S × S → S denote the
bounded difference [20] transformation from two fuzzy sets A and B defined on
the same reference set X to another fuzzy set given by

A � B = {(x,max[0,A(x)− B(x)]) | x ∈ X} . (37)

Definition 3.5 (Selective VVFS complement). Given a VVFS and an index-
set K, based on (39) a selective complement operation, yielding another VVFS
can be given by

cccK(SSS) = {(x, cK(1, µS1(x)), . . . , cK(n, µSn(x))) : x ∈ X} , (38)

where

cK(i, µ) =

{
1− µ, for i ∈ K
µ, for i 6∈ K .

(39)

Application of the selective VVFS complement given in Def. 3.5 to a VVFS,
yields a resulting VVFS set with complement memberships corresponding to
the components included in the index-set K, and preserved memberships from
the original VVFS corresponding to the components not included in K.

The selective VVFS complement operation introduced as Def. 3.5, can be
adapted to vector-valued fuzzy points, by restricting application of cccK(SSS) to the
fuzzy point’s membership function, as given by Def. 3.6.

Definition 3.6 (Selective vector-valued fuzzy point complement). Given an
index-set K ∈ P(U), and a vector-valued fuzzy point ppp, the selective comple-
ment of ppp with respect to K, is another vector-valued fuzzy point cccK(ppp) with
membership function

µcccK(ppp)(x) =

{
h(ppp) = (cK(1, h1(ppp)), . . . , cK(n, hn(ppp))), for x = p
0, for x 6= p .
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3.2 Vector-valued fuzzy point-to-set distance measure based
on aggregation by weighted summation

A marginal approach to extending distance measures between scalar-valued
fuzzy sets to vector-valued fuzzy sets is to compute the distance measure for
each scalar-valued fuzzy set component independently and combine them by
a method of aggregation. A point-to-set distance measure defined for ordinary
scalar-valued fuzzy sets can be used for vector-valued points and sets by separate
application of the distance measure to each component followed by aggregation
of each component distance via weighted summation.

Definition 3.7 (Fuzzy point-to-fuzzy set distance between vector-valued sets
based on weighted summation). Given weight function w : U → R+ ∪ {0},
and a fuzzy point-to-fuzzy set distance measure d, dΣ is a vector-valued fuzzy
point-to-vector-valued fuzzy set distance measure,

dΣ(ppp, SSS ,w) =

n∑
k=1

wkd(ppp
k
, SSSk) . (40)

In this work, dΣ is assumed to insert d = dα and d̄Σ is assumed to insert
d = d̄α, to avoid introducing extra notation.

Linearity of the measure in terms of the underlying distance values allows
each component distance to be rearranged, regrouped and computed in any
order independently, if the inserted scalar-valued point-to-set distance measure
is linear.

The dΣ measure is in part appealing to study because summation is one of
the most natural and simplest approaches for aggregating a set of numbers in
such a way that all the components influence the result, hence more advanced
measures should need to show substantially better performance to be of further
interest.

Selecting the weights w for dΣ is in general a hard context-dependent prob-
lem, which may reflect relative importance or expected noisiness of the com-
ponents and their distances. In this work, unit weights are assumed for all
empirical evaluation of dΣ.

Another candidate approach among those based on aggregation, is to utilize
some Lp-norm where each component distance is treated as one dimension in
a vector space. Yet another alternative is to utilize the geometric mean or
the harmonic mean, properly adapted to distance values by mapping them to
[0,∞]. The minimum operator is an inappropriate aggregation operator in this
context due to its poor discriminatory properties, reaching a zero total distance
whenever one single component has zero distance. Investigating these other
aggregation approaches in the context of point-to-set distances is left as future
work.

The time complexity of dΣ and d̄Σ is Θ(nqN), given that the chosen fuzzy
point-to-set distance d in Def. 3.7 has a Θ(qN) time complexity.
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3.3 Vector-valued fuzzy point-to-set distance measure based
on a fuzzy intersection decomposition transform

One desirable characteristic of a distance measure between vector-valued fuzzy
sets is that it includes information about the joint memberships of, and rela-
tion between, the components, such that the distance is explicitly responsive
to simultaneous objectness or lack thereof. One approach for achieving this
is to extract this joint membership information into scalar-valued object rep-
resentation components, such that they enable utilization of existing distance
measures, to be applied on each component in isolation.

In this section a fuzzy intersection decomposition transform is presented,
which is a transformation from n-component vector-valued fuzzy sets to 2n-
component vector-valued fuzzy sets based on fuzzy set operations, and it is
then used to defined a novel family of distance measures by direct application
of previous distance measures on the transform components followed by aggre-
gation.

Definition 3.8 (Fuzzy intersection decomposition transform). The Fuzzy In-
tersection Decomposition Transform (FIDT) [2] is a transformation from an
n-component vector-valued fuzzy set to another vector-valued fuzzy set with 2n

components where the component corresponding to index set K ∈ P(U) is

ŜK =
( ⋂
k∈K

SSSk
)
�
( ⋃
i∈K̄

SSS i
)
. (41)

FIDT is a fuzzy domain decomposition according to Def. 2.12.

An example of FIDT applied to one-dimensional sets with 2 and 3 compo-
nents is presented in Fig. 2. Figure 3 and 4 illustrate FIDT on one color image
and one hybrid grayscale/gradient magnitude image.

The decomposed fuzzy sets for the special case of two-component sets are
given by

Ŝ{1,2} = SSS1 ∩ SSS2,

Ŝ{1} = SSS1 � (SSS1 ∩ SSS2),

Ŝ{2} = SSS2 � (SSS2 ∩ SSS1),

Ŝ∅ = SSS1 ∪ SSS2

(42)

and the decomposed fuzzy sets for the special case of three-component sets are
given by

Ŝ{1,2,3} = SSS1 ∩ SSS2 ∩ SSS3,

Ŝ{1,2} = SSS1 ∩ SSS2 � ((SSS1 ∩ SSS2) ∩ SSS3),

Ŝ{1,3} = SSS1 ∩ SSS3 � ((SSS1 ∩ SSS3) ∩ SSS2),

Ŝ{2,3} = SSS2 ∩ SSS3 � ((SSS2 ∩ SSS3) ∩ SSS1),

Ŝ{1} = SSS1 � (SSS1 ∩ (SSS2 ∪ SSS3)),

Ŝ{2} = SSS2 � (SSS2 ∩ (SSS1 ∪ SSS3)),

Ŝ{3} = SSS3 � (SSS3 ∩ (SSS1 ∪ SSS2)).

Ŝ∅ = SSS1 ∪ SSS2 ∪ SSS3

(43)
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(a) AAA: 2-component set on
1D set X (|X| = 5).
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(b) 22-component set Â:
FIDT of AAA.
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(c) Â superimposed on AAA,
memberships reaching 1.
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(d) BBB: 3-component set on
1D set X (|X| = 5).
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(e) 23-component set B̂:
FIDT of BBB.
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(f) B̂ superimposed on BBB,
memberships reaching 1.

Figure 2: FIDT applied to vector-valued fuzzy sets AAA , n = 2 (shown in (a))
and BBB, n = 3 (shown in (d)). Set elements are shown on the x-axis and their
memberships on the y-axis. The 2n transform component values (memberships
of each of the 2n components for each of the 5 elements) are displayed in (b) and
(e). Decomposition components superimposed on the original sets are shown in
(c) and (f). The transform component order (left-to-right) with corresponding
color code used for index-sets K is ({1, 2} : White, {1} : Red, {2} : Green, ∅ :
Black) for the 2-component set and ({1, 2, 3} : White, {1, 2} : Yellow, {1, 3} :
Magenta, {2, 3} : Cyan, {1} : Red, {2} : Green, {3} : Blue, ∅ : Black) for the
3-component set.

Based on the FIDT, a point-to-set distance measure can be defined based
on weighted aggregation similar to dΣ but adapted to the FIDT components
subscripted on their corresponding index-set as given in the following definition.

Definition 3.9 (Point-to-set distance based on FIDT). Given weight function
ŵ : P(U) → R+ ∪ {0}, and any fuzzy point-to-fuzzy set distance measure d, a
distance measure d× [2] based on FIDT is,

d×(ppp, SSS , ŵ) =
∑

K∈P(U)

ŵKd(p̂K , ŜK) , (44)

where p̂K and ŜK are components of decomposition p̂ and Ŝ as given by Def.
3.8.

A corresponding (bidirectional) distance measure d̄× can be defined by sub-
stituting dα with d̄α in (44).

In this work, d× is assumed to insert d = dα and d̄× is assumed to insert
d = d̄α, to avoid introducing extra notation.

Selecting the weights ŵ for d× is in general a context-dependent problem,
which may reflect relative importance or expected noisiness of the components
and their distances. Figure 3 demonstrate that for real images, some compo-
nents (green and magenta in this case) may consist mostly of noise and may
not contribute much meaningful information to the aggregated distance. Even
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(a) Original (b) White - Ŝ{1,2,3} (c) Yellow - Ŝ{1,2} (d) Magenta - Ŝ{1,3} (e) Cyan - Ŝ{2,3}

(f) Red - Ŝ{1} (g) Green - Ŝ{2} (h) Blue - Ŝ{3} (i) Black - Ŝ∅

Figure 3: FIDT applied to the mandrill test image. (a) The original RGB color
image. Subsequent images exhibit the transform components corresponding
to: (b) the presence of all original components, (c-e) the presence of exactly
two original components, (f-h) the presence of exactly one component, (i) the
absence of all components.

though assigning weights might affect performance, in this work, unit weights
are assumed for all empirical evaluation of d×.

The time complexity of d× and d̄× is Θ(2nqN), given that the chosen fuzzy
point-to-set distance d in Def. 3.9 has a linear-time complexity.

3.3.1 Computing the fuzzy intersection decomposition transform

A näıve algorithm based on direct application of Eq. (41) to produce all the
ŜK components will compute redundant fuzzy intersections and unions. As
an example of this for n = 3, consider Ŝ{1,2,3} for which (SSS1 ∩ SSS2) ∩ SSS3 is

computed and Ŝ{1,2}, for which SSS1∩SSS2 is computed. SSS1∩SSS2 is a sub-expression
of (SSS1 ∩ SSS2) ∩ SSS3, hence the näıve algorithm computes some sub-expressions
repeatedly.

A bottom-up approach as given in Algorithm 1, where intersections and
unions are pre-computed in a non-decreasing order w.r.t. the cardinalities of
the index sets, avoids these redundant computations.

Algorithm 1 pre-computes 2n intersections and unions (for all 2n subsets).
As a final step, each of the 2n fuzzy intersection decomposition components
are computed from the intersections and unions by application of the bounded
difference fuzzy set operation.
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(a) Original

(b) Ŝ{1,2} (c) Ŝ{1} (d) Ŝ{2} (e) Ŝ∅

Figure 4: FIDT appplied to the cameraman test image with gradient magnitude.
(a): Original (intensity [left], gradient magnitude [right]). (b): Ŝ{1,2} (intensity

and gradient). (c): Ŝ{1} (intensity). (d): Ŝ{2} (gradient magnitude). (e): Ŝ∅
(absensce of intensity and gradient magnitude).

Algorithm 1 Fuzzy intersection decomposition transform algorithm [2]

Input: SSS with n ∈ N+ components
Output: Ŝ
1: Init. trivial INTERSECTIONK and UNIONK , for K s.t. |K| ≤ 1, based

on SSS
2: for i← 2 to n do
3: for all K ∈ P(U) : |K| = i do {For index-sets of cardinality i}
4: M ← max(K) and L← K \ {M}
5: INTERSECTIONK ← INTERSECTIONL ∩ SSSM
6: UNIONK ← UNIONL ∪ SSSM
7: end for
8: end for
9: for all K ∈ P(U) do

10: ŜK ← INTERSECTIONK � UNIONK̄

11: end for

3.4 Vector-valued fuzzy point-to-set distance measure based
on multiple integration over vector-valued alpha-cuts

Two vector-valued point-to-vector-valued fuzzy set distance measures are pro-
posed in this section, based on the observation that joint memberships of vector-
valued object representations are significant. The aim with these measures is to
utilize the joint memberships to increase robustness to noise while maintaining
(or improving) controlled sensitivity to various common transformations, com-
bining the information from all object representations within a single measure.
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Definition 3.10 introduces the notion of a vector-valued α-cut, and based on
this, a fuzzification principle on VVFS can be given (46).

Definition 3.10 (α-cuts of VVFS). Given α ∈ [0, 1]
n

, an α-cut of a VVFS is
a crisp set defined as,

αSSS = (α1,...,αn)SSS =

n⋂
i=1

αiSSS i . (45)

A fuzzification principle for vector-valued fuzzy sets, of function f(SSS) can be
defined by generalizing from integration over ordinary α-cuts (17), to multiple
integration over α-cuts,

f(SSS) =

∫ 1

0

. . .

∫ 1

0

f((α1,...,αn)SSS) dα1 . . . dαn . (46)

The general approach of (46) is to integrate f applied to vector-valued α-cuts,
which is the intersection of n-crisp sets. Inserting a point-to-set distance d, such
that f = d, into (46) and restricting the integration bounds to the heights of
a vector-valued fuzzy point ppp leads to a family of distance measures between
vector-valued fuzzy points and vector-valued fuzzy sets.

Definition 3.11 (The (inwards) point-to-set distance measure based on inte-
gration over vector-valued α-cuts). Given a crisp point-to-set distance measure
d, the (inwards) point-to-set distance measure based on integration over vector-
valued α-cuts is

dα(ppp, SSS) =

∫ hn(ppp)

0

. . .

∫ h1(ppp)

0

d(p, (α1,...,αn)SSS) dα1 . . . dαn . (47)

For convergence of the integral in (47) to be guaranteed, the utilized point-
to-set distance measure d is required to be defined and bounded for all ppp and
SSS . This can be ensured by inserting d′(p,X) = min(d(p,X), dMAX) as distance
measure instead of a chosen distance measure d directly, with a dMAX < ∞
[14]. By using d′, the property of total definition is satisfied. Symmetry and
triangle-inequality are not satisified for dα, since the distance is defined between
different types of objects.

A particular case of the distance measure dα, applied to 2-component VVFS,
is given by

dα(ppp, SSS) =

∫ h2(ppp)

0

∫ h1(ppp)

0

d(p,α1SSS1 ∩ α2SSS2) dα1dα2 , (48)

and for the particular case of 3-component VVFS, the distance measure dα is

dα(ppp, SSS) =

∫ h3(ppp)

0

∫ h2(ppp)

0

∫ h1(ppp)

0

d(p,α1SSS1 ∩ α2SSS2 ∩ α3SSS3) dα1dα2dα3 . (49)

The distance measure dα is a generalization of the inwards fuzzy point-to-set
distance measure dα to VVFS; given a single-component VVFS, dα reduces to
dα. The distance measure does not satisfy a weak version of the property of
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separability, in the sense that for any point ppp and set SSS , such that the heights of
ppp are less than the heights of the corresponding point of SSS , the measure yields
a zero value. Extending the idea of utilizing complement distances to VVFS, a
multi-directional generalization of the bidirectional notion for the novel distance
measure dα, that utilizes the selective complement operation (Def. 3.5), is given
in the following definition.

Definition 3.12 (The (multi-directional) point-to-set distance measure based
on integration over vector-valued α-cuts).

d̄α(ppp, SSS) =
∑

K∈P(U)

dα(cccK(ppp), cccK(SSS)) (50)

Given that d(x, y) = 0 ⇔ x = y ⇒ d̄α(ppp, SSS) = 0 ⇔ h(ppp) = SSS(p), i.e. d̄α

satisfies a weak version of the property of separability, in the sense that ppp and
SSS(p) are considered; if the point and set are not of equal heights at the element
of ppp, at least one of the selective complement operations will yield a case in
which ppp is not a subset of SSS , contributing a non-zero distance value.

Discretization of dα is done by exchanging the multiple-integral in (47) into
nested summations over qn distance values. For efficient extension to set-to-
set distances, qn distance transforms are computed. If there exists a linear time
algorithm for computing the distance transform of the underlying point-to-point
distance measure, the time complexity of dα when discretized to q membership
levels is Θ(qnN). Since |P(U)| = 2n distances are computed and aggregated
within d̄α, the resulting time complexity of the measure when discretized is
Θ(2nqnN).

As n and q grow, the cost of computing dα and d̄α becomes too high for
practical use even for moderately sized n and q, but if n ∈ {2, 3, 4} and q ∈
{1, 2, .., 15} approximately, the measure can be of practical use on contemporary
computers.

4 Set-to-set distance measures for vector-valued
fuzzy sets

The distance measures defined in Sec. 3 between vector-valued fuzzy points and
vector-valued fuzzy sets can be combined with the set-to-set distance measures
based on Sum of Minimal Distances (Def. 2.4 and Def. 2.5) to define sev-
eral (families of) novel vector-valued fuzzy set-to-fuzzy set distance measures.
Similar to the notation used to denote a scalar fuzzy point corresponding to
an element in the reference set, AAA(x) denotes the vector-valued fuzzy point at
x ∈ X with vector-valued height equal to µAAA(x).

In applications such as registration and image retrieval, it is appropriate to
define symmetric set-to-set distance measures where, for sets A and B, both the
distance from A to B and B to A are considered.

Definition 4.1 (Symmetric Weighted SMD for VVFS based on Weighted Sum-
mation). Given weight functions wAAA ,wBBB : X → R+ ∪ {0}, w : U → R+ ∪ {0},
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VVFS AAA and BBB the symmetric weighted SMD for VVFS with weighted summa-
tion set-to-set distance is

dΣ
wSMD(AAA ,BBB,w,wAAA ,wBBB) =

1

2

[∑
x∈X

wAAA(x)dΣ(AAA(x),BBB,w) +
∑
x∈X

wBBB(x)dΣ(BBB(x),AAA ,w)

]
.

(51)

A corresponding distance measure d̄Σ
wSMD is obtained by replacing dΣ with

d̄Σ in (51).

Definition 4.2 (Symmetric Weighted SMD for VVFS based on FIDT). Given
weight functions wAAA ,wBBB : X → R+ ∪ {0}, ŵ : P(U)→ R+ ∪ {0}, VVFS AAA and
BBB the symmetric weighted SMD for VVFS based on the FIDT set-to-set distance
[2] is

d×wSMD(AAA ,BBB, ŵ,wAAA ,wBBB) =

1

2

[∑
x∈X

wAAA(x)d×(AAA(x),BBB, ŵ) +
∑
x∈X

wBBB(x)d×(BBB(x),AAA , ŵ)

]
.

(52)

A corresponding distance measure d̄×wSMD is obtained by replacing d× with

d̄× in (52).

Definition 4.3 (Symmetric Weighted SMD for VVFS based on Multiple Inte-
gration). Given weight functions wAAA ,wBBB : X → R+ ∪ {0}, VVFS AAA and BBB the
symmetric weighted SMD for VVFS with multiple integration set-to-set distance
is

dαwSMD(AAA ,BBB,wAAA ,wBBB) =

1

2

[∑
x∈X

wAAA(x)dα(AAA(x),BBB) +
∑
x∈X

wBBB(x)dα(BBB(x),AAA)

]
.

(53)

A corresponding distance measure d̄αwSMD is obtained by replacing dα with

d̄α in (53).

Template matching is an example of an application where the two sets being
compared are not symmetric, i.e. they have different sizes and may also differ
w.r.t. signal-to-noise ratio. It may therefore be appropriate to only consider
distance from one of the sets to the other. This was observed previously [1]
and hence, to each symmetric distance measure a corresponding asymmetric
distance measure was defined. Corresponding asymmetric distance measures
to those given by Def. 4.1, 4.2 and 4.3 are given by Def. 4.4, 4.5 and 4.6
respectively.

Definition 4.4 (Asymmetric Weighted SMD for VVFS based on Weighted
Summation). Given weight functions wAAA : X → R+ ∪ {0}, w : U → R+ ∪ {0},
VVFS AAA and BBB the asymmetric weighted SMD for VVFS with weighted sum-
mation set-to-set distance is

dΣ
wASMD(AAA ,BBB,w,wAAA) =

∑
x∈X

wAAA(x)dΣ(AAA(x),BBB,w). (54)
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A corresponding distance measure d̄Σ
wASMD is obtained by replacing dΣ

with d̄Σ in (54).

Definition 4.5 (Asymmetric Weighted SMD for VVFS based on FIDT). Given
weight functions wAAA : X → R+ ∪ {0}, ŵ : P(U) → R+ ∪ {0}, VVFS AAA and BBB
the asymmetric weighted SMD for VVFS based on the FIDT set-to-set distance
[2] is

d×wASMD(AAA ,BBB, ŵ,wAAA) =
∑
x∈X

wAAA(x)d×(AAA(x),BBB, ŵ). (55)

A corresponding distance measure d̄×wASMD is obtained by replacing d×

with d̄× in (55).

Definition 4.6 (Asymmetric Weighted SMD for VVFS based on Multiple In-
tegration). Given weight functions wAAA : X → R+ ∪ {0}, VVFS AAA and BBB the
asymmetric weighted SMD for VVFS with multiple integration set-to-set dis-
tance is

dαwASMD(AAA ,BBB,wAAA) =
∑
x∈X

wAAA(x)dα(AAA(x),BBB). (56)

A corresponding distance measure d̄αwASMD is obtained by replacing dα

with d̄α in (56).

In this section two families of distance measures are proposed based on the
symmetric SMD and asymmetric SMD respetively, each with three variations
which only differ in how weighting is applied and which point-to-set distance
measure is inserted. The multi-integration distance measures combine the vari-
ous components within an integration, which does not enable weighting, hence
the per-component weighting only occurs in the weighted summation and FIDT-
based distance measures. The un-weighted SMD measures may also be defined
in terms of the weighted measures by inserting unit weight functions into the
various definitions.

If a linear-time distance transform algorithm exists for the chosen point-
to-point and fuzzy point-to-set distance measures, all the proposed distance
measures in this section also have linear-time complexity.

5 Performance evaluation

The performance of the proposed distance measures when applied to the task of
template matching in the presence of noise is evaluated in this section for various
object representations on synthetic images. The metrics of interest used to
compare the distance measures, the number of local minima (NoM) of the search
space and the size of its catchment basin (CB), are important characteristics of
the search space w.r.t. a set of transformations. The catchment basin is a region
such that if the initial search state lies within it, the minimum of that basin
is obtained by making a sequence of local moves in a direction such that the
objective function is reduced by every move. For this evaluation only translation
is considered, which is feasible to evaluate exhaustively. By doing this exhaustive
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evaluation, it is possible to see if there is evidence that the distance measures
can be used successfully in a context where local search techniques must be
employed due to the prohibitively large search space.

The proposed distance measures are also evaluated on a real-life applica-
tion; detection of cilia organelles in low magnification Transmission Emission
Microscopy (TEM) images, a difficult template matching task susceptible to a
high number of false positive matchings.

The performance evaluation in this work is not a definitive empirical eval-
uation but the aim is to establish a practical proof of concept, leaving more
thorough empirical analysis for future work.

5.1 Comparative evaluation of EMD and the proposed
distance measures

EMD is as described in Sec. 2.5.2, a distance measure with a super-quadratic
complexity in the number of elements (e.g. pixels). This makes it difficult to
use in image analysis since the number of pixels scale quadratically with the
side-length size of a square image. It is however of interest to evaluate to see
if the expensive measure has better performance than the linear time measures
being proposed in this work, to know if performance is lost by choosing the less
costly method.

To compare the proposed measures and EMD, 16X downsampling is applied
to the standard image mandrill to create a version of size 32px × 32px and a
template corresponding to its left eye with size 8px × 8px is extracted from
the downsampled image. The proposed distance measures with 15 membership

levels, and ÊMD are utilized to perform template matching on this small image.

Computing ÊMD is done using the implementation provided by the author
of the original paper [8]. The template is translated to each position on an image
which is zero-valued (black) outside of the template region, and the template
values are copied onto the image. Then both the source image and the template
image are linearized into 1-D distributions and a distance matrix between each
image position is pre-computed. This enables exhaustive template matching to

be performed using ÊMD. Each color channel was processed separately and
their distances combined by summation afterwards, unlike in the original paper
which considers histograms of colors which does not preserve spatial information
and is unsuitable for template matching in the form observed here. Other
aggregation methods than summation are possible but omitted from this study,
and considered as future work.

Results The results of the comparative evaluation which are presented in

Tab. 1, indicate that all the proposed distance measures outperform ÊMD
when applied directly to the color image values. On the noise-less image, all
measures successfully locate the target, but the NoM of the generated distance

map are quite high for ÊMD and CB quite low. For the noisy image, ÊMD fails
to find the target while the proposed measures are successful.

Runtime-wise, ÊMD required almost 10 minutes of computation time on
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(a) Source image (b) Template

Figure 5: (a) The downsampled mandrill image and (b) the template (left eye)
which is cutout from the downsampled image.

Table 1: Results of ÊMD compared with the proposed distance measures pre-
sented in a table, where the number of local minima (NoM) and size of the
catchment basin (CB) are presented for both the case of noise-less template
matching and where Gaussian noise (σ = 0.1) has been applied by adding noise
to the source image and clipping the result to the range [0, 1]. For both cases,
it is reported if the algorithm was successful in finding the target. For each
algorithm, both the Euclidean and squared Euclidean point-to-point distance
measures are included. For the ASMD measures, q = 15 and dMAX, accord-
ing to Eq. (27), are used. For failed matchings, the NoM and CB are shown
within paranthesis to denote that the values shows the properties of the search
space around the erroneously located position. The best result in each column
is presented in bold.

Noise-less : σ = 0 Noisy : σ = 0.1
NoM CB Match NoM CB Match

ÊMD dE 24 1.1% Match (40) (4.3%) Fail

ÊMD dE
2 25 0.8% Match (34) (6.0%) Fail

d̄Σ
wASMD dE 7 11.3% Match 19 8.4% Match

d̄Σ
wASMD dE

2 7 12.8% Match 13 9.9% Match

d̄×wASMD dE 6 11.2% Match 19 6.9% Match

d̄×wASMD dE
2 4 22.9% Match 12 9.9% Match

d̄αwASMD dE 7 11.4% Match 14 9.4% Match

d̄αwASMD dE
2 6 17.4% Match 11 13.0% Match

a 2.4 GHz laptop to perform one template matching task while the proposed
measures performed the same task in less than a second.

5.2 Grayscale image template matching

Evaluation of the proposed distance measures for template matching using a
hybrid object representation of intensity and gradient magnitude is performed
on the cameraman.tif image, which is presented in Fig. 6 with the template
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(a) Source image (b) Source image with noise

(c) Template (d) Template with noise (e) Template mask

Figure 6: Cameraman test images and the template cut-out with and without
noise (here with Gaussian noise, σ = 0.2).

which is a cutout of the face and camera.

The operator used to compute the gradient is the central difference for in-
terior points and one-sided difference for border points. To reduce the noise-
sensitivity of the gradient magnitude operator, the Gaussian derivative is used,
which combines Gaussian smoothing (σ = 1 is used here) with the chosen gra-
dient operator. A rounded mask, shown in Fig. 6, is used to eliminate influence
from the areas at the edges of the template, which contains less significant fea-
tures and also where the gradient magnitude representation is computed based
on incomplete information.

Both the Euclidean point-to-point distance (dE) and squared Euclidean
point-to-point distance (dE

2) are considered. The squared Euclidean point-
to-point measure is annotated as (squared) in the plot legends.

The applied noise is normally distributed with zero mean, µ and standard
deviation, σ, selected from the set

σ ∈ {0.0, 0.01, . . . , 0.29, 0.3}.

After application of noise, the image and template are clipped at [0, 1]. Different
noise is applied to the source image and template.

For the evaluation we consider the membership levels of the form 2n− 1, for
n = 1 . . . 5 and the midpoint between each two such values since preliminary
tests indicate that the performance trend is well captured by this geometric
sampling and to reduce the computational time of the evaluation, hence the set
of membership levels considered are

q ∈ {1, 2, 3, 5, 7, 11, 15, 23, 31}.

Results The results from the evaluation of the proposed measures applied to
template matching on the cameraman.tif image, is presented as a series of
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Figure 7: Test image cameraman.tif evaluated for 31 membership levels and
Gaussian noise (σ ∈ [0, 0.3]) with the un-squared measures (a-b), and with the
squared measures (c-d).

plots which showcase the performance for increasing levels of Gaussian noise,
as seen in Figure 7, as well as the effect of the number of membership levels
seen in Figure 8 and Figure 9. Number of local minima plots is presented with
a logarithmic graph while the catchment basin size is presented with a linear
graph of a percentage of the whole image

For each template match evaluation, it is checked that the known target is
located successfully by the algorithm, and every evaluation was successful both
when using the squared and the un-squared euclidean point-to-point measures.

The plots in Figure 7 show that for the chosen evaluation criteria of a low
number of local minima and a large catchment basin, the squared measures
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Figure 8: Test image cameraman.tif evaluated for various membership levels
(without added noise) with the un-squared measures (a-b), and with the squared
measures (c-d).

always outperform the non-squared measures.

The plots in Figure 8 show how the measures perform for varying number
of membership levels on the raw image without Gaussian noise. All measures
show a similar large improvement when using a few membership levels rather
than one (the crisp case) and the results begin to stabilize above seven levels.

The plots in Figure 9 show how the measures perform for varying number
of membership levels on the image with Gaussian noise (σ = 0.1) added. Once
more, all measures show a similar large improvement when using a few mem-
bership levels rather than one (the crisp case) and the results become fairly flat
above seven levels.
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Figure 9: Test image cameraman.tif evaluated for various membership levels
(with Guassian noise σ = 0.1) with the un-squared measures (a-b), and with
the squared measures (c-d).

The plots indicate that the distance measure using only intensity with the
distance measure for scalar-valued fuzzy sets is more noise sensitive, in the
sense that the performance declines faster with increasing noise and is affected
by small changes in membership levels and noise to a higher degree, than the
distance measures utilizing both intensity and gradient magnitude.
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5.3 Color image template matching

Evaluation of the proposed distance measures for color images is performed
through template matching on three color images using cut-out templates from
the image itself. Again the performance measures used are the number of local
minima and catchment basin size, for varying levels of noise and membership
levels.

The first example image is the standard Matlab image peppers.png which
consists mostly of bright clear combinations of clear primary colors, with large
homogeneous regions. The second example image is the standard Matlab image
board.tif which depicts a circuit board with overlayed white text and white
rectangular outlines, having little color and large degrees of self-similarities, it is
chosen because it is likely a difficult image for template matching. The standard
image mandrill.png is chosen as an intermediate image with high variability
in the texture over different parts of the image and an occurrence of a large
number of different colors. board.tif has size 306 px × 648 px, peppers.png
has size 512 px× 384 px and the mandrill image has size 512 px× 512 px. The
template cutout from board.tif is the subregion (125, 308) to (157, 320), the
template cutout from peppers.png is (235, 217) to (295, 268) and the template
cutout from mandrill.png is (79, 51) to (199, 152).

For evaluation of color images, only bidirectional distance measures are in-
cluded due to previous results [1] which indicates that the bidirectional measures
is a better fit for this type of application and which is also supported by the re-
sults of preliminary tests. Both the Euclidean point-to-point distance (dE) and
squared Euclidean point-to-point distance (dE

2) are considered. The squared
Euclidean point-to-point measure is annotated as (squared) in the plot legends.

The applied noise is normally distributed chromatic noise with zero mean
and standard deviation selected from the set

σ ∈ {0.0, 0.01, . . . , 0.29, 0.3}.

The membership levels considered are

q ∈ {1, 2, 3, 5, 7, 11, 15}.

Each component of the noisy images are then clipped to the interval [0, 1].

Color images have three components in the most common representations,
and systematic exhaustive evaluation becomes impractical above 15 membership
levels since dα is included in the evaluation which scales cubically with the
number of membership levels for three-component VVFS, hence this study is
restricted to at most 15 membership levels. Preliminary tests do show that
performance improvements from surpassing 15 membership levels are possible
in various cases, which is an advantage for the less costly distance measures.

Ten noise realizations for the image and for the template are generated by a
pseudo random number generator and applied as additive noise scaled by each
σ. Template matching is then performed with the selected distance measures.
Finally the average number of local minima and catchment basin size over those
different noise realizations were calculated for each combination of membership
level and σ to produce the final results. Instances where the algorithm fails
to locate the correct global minimum are omitted from the analysis since the
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(a) Board
source image

(b) Peppers source image (c) Mandrill source image

(d) Noisy
Board source
image

(e) Noisy Peppers source image (f) Noisy Mandrill source
image

(g) Board template (h) Peppers template (i) Mandrill template (left
eye)

Figure 10: Test images (a-c) board.tif, peppers.png1and mandrill.png. (d-
f) Noisy test images (σ = 0.2), (g-i) Templates.

statistics of the search space in the vicinity of the wrong location is meaningless
in the context of this evaluation.

Results The results of this evaluation is presented in a number of plots, show-
ing the statistics of interest for each of the test images. Each plot presents the
value of one performance metric for all observed distance measures over varying
noise levels or membership levels. The number of local minima NoM is plotted
on a logarithmic scale and the catchment basin CB is plotted on a linear scale
as percentages of the whole image.

The plots in Figure 11 show that for the chosen evaluation criteria of a
low number of local minima and a large catchment basin the one-dimensional
luminance measure as well as the summation measure perform very poorly over-
all while the three-dimensional and fuzzy intersection decomposition measures

1Copyright MathWorks, used with permission.
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Figure 11: Test image board.tif evaluated for 15 membership levels and Gaus-
sian noise (σ ∈ [0, 0.3]) with the squared measures (a-b).

perform quite well in their squared forms. The non-squared measures were eval-
uated, but they all perform so poorly for this test-image, that their performance
plots are omitted.

The plots in Figure 12 show that the squared measures outperform the non-
squared measures. Further, the one-dimensional luminance measure as well as
the summation measure perform closer to the three-dimensional and fuzzy inter-
section decomposition measures than for the board.tif example but these more
complicated measures still outperform the luminance and summation measures
for all but a few non-squared noise-levels.

The plots in Figure 13 show how the measures perform for varying number
of membership levels on the image without added noise. The resulting curve is
fairly chaotic with large variation especially for membership levels m ∈ [1, 7].
In particular the d̄× is sensitive to choice of membership levels for this image.

The plots in Figure 14 show how the measures perform for varying number
of membership levels on the image with Gaussian noise (σ = 0.1) added. Once
more all measures show a similar large improvement when using a few mem-
bership levels rather than one (the crisp case) and the results become fairly flat
above five levels.

The plots in Figure 15 show that both the squared measures and un-squared
measures d̄× and d̄α outperform the summation and scalar-valued counter-
parts. d̄α performs the best for the mandrill image, but the d̄× also exhibits
good performance. The baseline distance measure working on a scalar-valued
representation exhibits similar performance for the mandrill image as utilizing
the RGB-color components with dΣ.

The results for the three test images indicate that d̄× and d̄α are superior
for color images than the other measures, performing well in some cases where
other measures fail and also even better when many measures perform well.
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Figure 12: Test image peppers.png evaluated for 15 membership levels and
Gaussian noise (σ ∈ [0, 0.3]) with the un-squared measures (a-b), and with the
squared measures (c-d).
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Figure 13: Test image peppers.png evaluated for various membership levels
(without added noise) with the un-squared measures (a-b), and with the squared
measures (c-d).
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Figure 14: Test image peppers.png evaluated for various membership levels
(with Guassian noise σ = 0.1) with the un-squared measures (a-b), and with
the squared measures (c-d).
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Figure 15: Test image mandrill.png evaluated for 15 membership levels and
Gaussian noise (σ ∈ [0, 0.3]) with the un-squared measures (a-b), and with the
squared measures (c-d).
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(a) Partial cilia source image in representations (ordered left-to-right) I, G, B.

(b) Templates.

Figure 16: (a) Example partial source image for the cilia detection task which
concerns finding cilia in low-magnification TEM-images. (b) Five cilia templates
used for the evaluation with the object representions, presented top-to-bottom
in the order: I, G, B. Images are best viewed enlarged in the electronic version
of this document.

5.4 Cilia detection and classification

To evaluate the performance of the proposed distance measures on a real-life
application, they are applied to the problem of automated detection of cilia
objects in low magnification (LM) Transmission Electron Microscopy (TEM)
images [21]. Cilia are hair-like organelles protruding from cells, whose dys-
functionality causes a number of serious health problems. To set a diagnosis,
a pathologist must find a large number of cilia using an electron microscope.
Imaging and search for sufficient numbers of cilia is a task which is time con-
suming and typically requires several hours of work by a skilled operator, hence
automating parts (or the whole) of the process would be beneficial for improving
the efficiency and cost of the diagnostics process. Since the search area is very
large, it is prohibitively costly to work directly with higher magnification.

Automated search for cilia in LM images is a challenging problem since the
objects of interest are small (approximately 20 pixels in diameter for the images
observed in this work) and have a level of detail which is very low with most of
the characteristic cilia structure missing. There is a large intra-class difference,
i.e. two cilia may look quite dissimilar and still both be objects of interest.
Given the difficulty of the problem, it may not be possible to properly detect
and classify all the cilia in a LM image, but it may be possible to detect regions
of interest (ROI) in the image which are subsequently explored in a higher
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resolution.

The state-of-the-art method for detecting the cilia involves generating a
synthetic template based on many cilia examples from a collection of images.
Weighted normalized cross correlation (wNCC) between a source image and the
synthetic template can then be used to find the cilia in a source image [21].
One substantial drawback of this approach is that the costly and difficult pro-
cess involving manual annotation of hundreds of objects required to produce a
good synthetic templates needs to be repeated when e.g. resolution changes.
Another possible approach which avoids this problem is to utilize a set of man-
ually cutout examples from cilia images as templates, in place of the synthetic
template.

The weighted normalized cross correlation (wNCC) method for template
matching will be used for comparison, given its demonstrated good performance
when combined with a synthetic template, and the fact that it is both a fast
and well-established method.

The original intensity (I) image, its gradient (G) magnitude and a blurred
(B) intensity image and the object representations corresponding to their com-
binations (IB, IG, GB, IGB) are evaluated for the proposed distance measures
with 15 membership levels, except for the pair d̄α and IGB due to its com-
putational complexity. The gradient magnitude and blurred representation are
both smoothed with a Gaussian filter with σ = 1. The gradient magnitude is
transformed by f(x) =

√
x to increase smaller gradient values, but this is likely

an image-specific function, and finding a transformation which works in general
is left as future work. Normalization is performed on the representations, and
also on the FIDT-components in order to increase the utilization of the discrete
membership levels. A circular mask is applied as weight function since the ob-
jects of interest are circular in shape and the background outside of the cilia is
less significant, given that it may vary within the same image, and influence of
the overlapping of bounding rectangles of clusters of cilia should be supressed.
For all proposed distance measures, a limit dMAX = 300 is selected in order to
increase the robustness by reducing the effect of noise and minor membership
variations.

Five cilia objects are selected for extraction from the test image and their
various representations are computed. The five templates are shown in Fig.
16. The distance value is computed for every position in the source image for
each of the five templates and the minimum obtained distance is assigned to
each position as the final value. Each local minimum is located in the distance
map and ranked according to distance value. Local minima which are located
near other lower local minima are filtered out by performing gray-scale dilation
[22] on the distance map with a structuring element (SE) of the same size
as the templates, followed by a step where only distance values which remain
unchanged by the dilation are considered. For the evaluation, the distance map
is thresholded at the level which, based on ground truth, maximizes

F1 = 2 · precision · recall

precision + recall
, (57)

where

precision =
TP

TP + FP
, (58)
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Figure 17: A matching (including the 100 highest ranking matches) for d̄α and
IG representation overlayed on a part of the source image. Green circles indicate
true positives, red circles indicate false positives, magenta circles indicate false
negatives and blue circles indicate neutral objects which are discarded from the
statistical analysis.

recall =
TP

TP + FN
. (59)

When applying this method to other data-sets where the ground-truth is not
known, a threshold must be set based on heuristics and one such choice is to
select a fixed number of objects to detect. The evaluation therefore includes
measuring the number of true positives (TP) and false positives (FP) among
the 100 best matches.

Table 2: Cilia detection and classification results. Considered representations
are Intensity (I), Gradient (G), Intensity and Gradient (IG). wNCC is applied
on I. Max F1-score, over all thresholded distances, with a known ground truth,
is shown. TP (100) and FP (100) denote the number of true positives and
false positives for the 100 best matches. Some objects are annotated by the
pathologist as neutral, meaning that they are border-cases, which are ignored in
this analysis. For presentation compactness, the point-to-set distance measures
are listed in the table headers but their corresponding asymmetric weighted
set-to-set distance measure is used in the evaluation.

I G B IG IB GB IGB

wNCC d̄α d̄α d̄α d̄Σ d̄× d̄α d̄Σ d̄× d̄α d̄Σ d̄× d̄α d̄Σ d̄×

Max F1 0.19 0.27 0.26 0.19 0.37 0.37 0.37 0.22 0.25 0.25 0.32 0.33 0.34 0.33 0.38
TP[100] 13 12 16 9 15 14 15 10 11 12 14 15 15 14 15
FP[100] 85 69 73 79 67 66 66 78 71 76 68 62 68 67 61
FN[100] 36 37 33 40 34 35 34 39 38 37 35 34 34 35 34

Results All the proposed distance measures exhibit an improvement over
wNCC, except the pure blurred representation with the d̄α measure which has
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the lowest found TP[100] of all the tested approaches. The best results are
observed with all three representations combined and using d̄×, leading to an
F1-score of 0.38. The IG, GB and IGB representations combined with all evalu-
ated multi-component distance measures perform better than the scalar-valued
measure applied to a single representation. d̄α exhibits on par or slightly better
(higher) TP rates than the other distance measures while d̄× exhibits better
(lower) FP rates.

None of the proposed measures outperform the state-of-the-art method us-
ing a synthetic template which is reported to achieve F1-scores greater than
0.4 [21], although with a combination of the three representations IGB the pro-
posed method with the d̄× distance measure is close to being competitive while
avoiding the difficulty of generating a synthetic template suitable for the image
properties.

The results of this evaluation indicate that vector-valued object representa-
tions and distance measures defined between them may be of practical impor-
tance for solving real-life problems with increased accuracy over scalar-valued
distance measures between single object representations.

6 Conclusions

In this work several novel point-to-set and set-to-set distance measures for
vector-valued fuzzy sets have been developed as extensions to the alpha-cut-
based distance measure family for scalar-valued fuzzy sets. It is shown that it
is indeed possible to extend them to vector-valued object representations and
obtain improved performance for a multitude of tasks.

The proposed distance measures are usable as part of various image pro-
cessing algorithms and processing pipelines involving multi-spectral and hybrid
object representations by observing the multi-valued object representations as
vector-valued fuzzy membership functions.

The following distance measures are proposed in this work:

• dΣ is based on weighted summation of distance measures between each
set component in isolation and is the least complex of the approaches.
Evaluation of the measure shows some improvement over the previous
baseline measures (measures which do not utilize the additional informa-
tion of multiple components). Moreover the measure has a very intuitive
definition and is cheaper to compute than the other proposed measures.

• d× is a distance measure which is computed in two steps. First the fuzzy
intersection decomposition is computed that transforms the membership
values of the set components to generate another VVFS based on the cross-
component simultaneous objectness, and then compute the weighted sum-
mation distance measure between the decomposed components. Evalua-
tion shows improved performance w.r.t. metrics such as noise-sensitivity
and discrimination power compared to both dΣ and baseline measures.
Not being very computationally expensive and having very good perfor-
mance over a number of different tasks, this distance measure is one of
the most promising of the ones discussed in this work.
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• dα and d̄α are distance measures based on multiple integrals over α-cuts,
for a more direct approach to cross-component simultaneous objectness
than d×. Being the most complex and computationally expensive mea-
sure proposed, its performance must display a substantial improvement
over simpler and faster measures to be practically useful. For a small to
medium number of used membership levels and for very few set compo-
nents, typically 2 or 3 (in some cases even 4), the measure is shown to be
capable of good and stable performance, being especially robust to noise,
at a fairly high computational cost.

For all the proposed measures, using fuzzy sets with even a low number of
membership levels showed substantial improvements in performance compared
to using crisp sets.

This work also resulted in the coference paper [2], which presents the FIDT
and corresponding distances.

Many interesting research questions and extensions are left as future work.
The proposed methods (dΣ and in particular d×) which split the problem into
a number of single component sets followed by aggregation of distances are
candidates for extending other single-component distance measures to multi-
component sets, such as the family of path-based measures [1].
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