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Abstract

Mathematical Optimization of Radiation Therapy Goal
Fulfillment

Björn Andersson

Cancer is one of the deadliest diseases today, and with increasingly 
larger and older populations, cancer constitutes an enormous 
contemporary and future challenge. Luckily, advances in technology 
and medicine are continuously contributing to a decrease in cancer 
mortality, and to the reduction of treatment side effects. The aim 
of this Master's thesis is to be a part of these advances, thereby 
increasing the survival chances and well-being of future cancer 
patients.

The thesis regards specifically the improvement of radiation 
therapy, a form of treatment utilized in both curative and 
palliative cancer care. In radiation therapy, ionizing radiation is 
directed at cancerous cells in the body. The radiation prevents the 
further proliferation of malignant cells by damaging their DNA. 
However, the radiation is also harmful to healthy cells. It is 
therefore of utmost importance that the irradiation of the patient 
is done in such a way to spare the critical organs in the vicinity 
of the tumor.

To obtain the best possible treatment, mathematical optimization 
algorithms are utilized. Using physical models of how radiation 
travels in the body, it is possible to calculate what effect the 
irradiation of the patient will have. To quantify the quality of the 
treatment, mathematical functions are used, which evaluate the 
radiation dose under certain criteria. Once these functions are 
defined, algorithms can be applied that find the optimal treatment 
with regard to the given criteria.

The formulation of these functions and their properties is the main 
focus of this thesis. Using clinical evaluation criteria previously 
used to assess treatments, a framework for optimizing functions that 
directly correlate to the clinical goals is constructed. The 
framework is examined and used to generate radiation therapy plans 
for three cancer patients. In each of the cases, the constructed 
treatment plans demonstrate high quality, often better than or 
comparable to the plans created by experienced dose planners using 
existing tools.

A particularly interesting application of the developed framework is 
the automatic generation of treatments. This relies on the clinician 
giving the clinical goals as input to the algorithm. A plan is then 
generated with maximal goal fulfillment. This eliminates the tedious 
and time consuming process of parameter tuning to achieve a 
satisfactory plan. Several studies have demonstrated the ability of 
automatic planning to retain the plan quality while substantially 
improving planning efficiency.
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Sammanfattning

Cancer är idag en av de största dödliga folksjukdomarna, och med allt större och äldre
befolkningar utgör cancer en enorm samtida och framtida utmaning för mänskligheten.
Lyckligtvis bidrar den tekniska och medicinska utvecklingen till att dödligheten av cancer
ständigt minskar, och att patienter kan behandlas med färre och lindrigare biverkningar.
Syftet med detta examensarbete är att bidra till denna utveckling, och därmed förbättra
överlevnadschanserna och livskvalitén hos framtida cancerpatienter.

Arbetet handlar om förbättring av str̊alterapi, en behandlingsform som används b̊ade
för att bota och lindra cancer. I str̊alterapi riktar man joniserande str̊alning mot can-
certumören, som genom att skada DNA-kedjorna hos cancercellerna hindrar dem fr̊an
att dela sig. Str̊alningen är dock ocks̊a skadlig för den friska vävnad som den måste
passera för att n̊a tumören. S̊aledes är det av yttersta vikt att str̊alningen av patienten
genomförs p̊a ett s̊adant sätt att de kritiska organen i närheten av tumören i största
möjliga utsträckning skonas.

För att åstadkomma bästa möjliga behandling utnyttjas matematiska optimeringsalgorit-
mer. Med hjälp av fysiska modeller för hur str̊alning absorberas i kroppen är det möjligt
att med datorhjälp beräkna vilken effekt str̊alningen kommer att ha. För att kunna
kvantifiera kvalitén hos behandligen används matematiska funktioner som utvärderar
str̊aldosen utifr̊an givna kriterier. När dessa funktioner är definerade kan sedan algorit-
mer användas som finner den optimala behandlingen utifr̊an de givna funktionerna.

I detta arbete undersöks formuleringen av dessa funktioner och deras egenskaper. Genom
att utg̊a ifr̊an kliniska utvärderingskriterier som tidigare används för bedömning av be-
handlingar konstrueras ett ramverk för optimering av funktioner som direkt svarar mot
kliniska mål. Ramverket undersöks och används för att generera str̊albehandlingsplaner
för n̊agra utvalda cancerfall. I samtliga fall är de genererade planerna av mycket hög
kvalité, ofta bättre en planer skapade av erfarna dosplanerare med hjälp av befintliga
verktyg. S̊aledes utgör de en lovande möjlighet för att förbättra kvalitén p̊a behandlin-
gar.

En särskilt intressant tillämpning av det utvecklade ramverket är automatisk generering
av behandlingar. Detta bygger p̊a att den ansvarige läkaren matar in de kliniska mål som
ska uppfyllas, och sedan genereras en plan som i största möjliga m̊an uppfyller dessa.
Detta eliminerar den tidskrävande processen där optimeringsparametrar finjusteras för
att åstadkomma en godtagbar plan. Flera studier har visat att automatisk planering,
utöver att drastiskt öka planeringseffektiviteten, dessutom producerar behandlingar av
högre kvalité.
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Abbreviations and common symbols

Table 1: Reference guide for abbreviations used in the thesis, in alphabetical order. Their
definitions are given in the respective sections.

Abbreviation Full definition Introduced in
3D-CRT Three-Dimensional Conformal Radiation Therapy 2.3
CC Collapsed Cone 3.2
CI Conformation Index 4.3
CN Conformation Number 4.3
CTV Clinical Target Volume 3.1
DaV Dose at Volume 4.4
DMLC Dynamic MultiLeaf Collimation 2.3
DMPO Direct Machine Parameter Optimization 3.3
DVH Dose-Volume Histogram 3.6
FMO Fluence Map Optimization 3.3
GTV Gross Tumor Volume 3.1
HI Homogeneity Index 4.6
IMRT Intensity Modulated Radiation Therapy 2.3
MLC MultiLeaf Collimator 2.3
OAR Organ At Risk 3.1
PTV Planning Target Volume 3.1
ROR Radiation Oncology Resources 6.1
PQM Plan Quality Metric 4.1
ROI Region Of Interest 3.1
SMLC Segmential MultiLeaf Collimation 2.3
SVD Singular Value Decomposition 3.2
SQP Sequential Quadratic Programming 3.4
VaD Volume at Dose 4.2
VMAT Volumetric Modulated Arc Therapy 2.3
WPM Weighted Power Mean 4.4

Table 2: Common mathematical symbols with brief explanations.

Symbol Brief explanation Introduced in
d Vector containing the dose distribution 3.2
x Vector containing the optimization variables 3.2
P Dose deposition matrix 3.2
V Set of all indices of voxels in a particular ROI 3.6
Voli Volume (inside ROI) of voxel with index i 3.6
vi Relative volume of voxel i, defined as Voli∑

j∈V Volj
3.6

(x)+ Positive part of x, defined as max{x, 0} 3.6
θ Heaviside step function 3.6
ζε Logistic sigmoid function with smoothness ε 4.2
WPMp(d) Weighted power mean, given by (

∑
i vid

p
i )

1/p 4.4
LSEε(d) Log-sum-exp, given by ε log(

∑
i vie

di/ε) 4.4
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Chapter 1

Introduction

Cancer is one of the leading causes of death in the world. In Sweden, about 65,000 ma-
lignant tumors are diagnosed every year, and in 2017 it was estimated that about one
third of the current population will develop cancer in their lifetime [1]. The incidence
rate of cancer is expected to further increase due to population growth, aging and in-
creasing mean lifetime expectancy. Thus, the treatment of cancer constitutes a significant
contemporary and future challenge.

However, most cancers are curable, and the mortality rate of cancer is actually decreasing.
In 2015, it was reported that for the average cancer patient in Sweden, the probability of
ten year survival after diagnosis was about 65%. This is a significant improvement from
the ten year survival rate of 40% in 1980 [2]. Most cancers are treated with a combination
of surgery, chemotherapy and radiation therapy. This thesis focuses on radiation therapy,
which is received by about half of all cancer patients in Sweden [3].

Radiation therapy exploits the fact that ionizing radiation can damage cell DNA and
inhibit cell division. As cancerous cells are in a heightened state of reproduction, they
are particularly sensitive to DNA damage. However, ionizing radiation is also harmful to
healthy cells, and can even cause secondary malignancies. Thus, the fundamental issue
in radiation therapy is administering a sufficient dose to the tumor while sparing the
surrounding healthy tissue.

Due to the inherent trade-off nature of radiation therapy, it is a very natural target for
the application of mathematical optimization. Optimization algorithms are used to either
minimize or maximize some function, known as the objective function, which quantifies
the goals of the radiation therapy. The objective function is usually composed of several
organ specific functions and is supposed to give a measure of how well a clinical plan
fulfills some given criteria. However, the presently used objective functions are generally
chosen for their desirable mathematical properties, such as continuous differentiability
and convexity, rather than their clinical relevance.

In this thesis, a scoring mechanism used to evaluate radiation therapy plans [4] serves
as a basis for the development of a framework for directly optimizing the clinical goal
fulfillment of a plan. The work is focused on introducing new optimization functions
that are amenable to optimization while retaining a direct correspondence to the clinical
goals.
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Problem setting and formulation

The work in the thesis is done in collaboration with RaySearch Laboratories AB, a com-
pany that develops advanced methods and software for the treatment of cancer. One of
RaySearch’s major products is a Treatment Planning System (TPS) known as RayStation.
The TPS is a software application whose main function is to produce a radiation therapy
treatment plan given three-dimensional images of a patient. The process of creating a
treatment plan is known as treatment planning. In treatment planning, an important
component involves constructing an optimization problem which is then solved to obtain
an optimal plan with regard to some given priorities.

The foundation of the thesis is an article published by Nelms et al. [4], detailing a
procedure of evaluating a radiotherapy plan with respect to some predefined clinical
goals and quantifying the goal fulfillment with a quality score. With the presently used
treatment planning methods, obtaining a plan with a high quality score is generally a slow
iterative process, where parameters are manually updated between several optimizations.

Generally, the difficulty in obtaining a treatment plan of good quality arises due to the
non-obvious correspondence between the currently used optimization functions and the
clinical goal fulfillment. An improvement could therefore be obtained by using the quality
score itself not just as an evaluation tool but as an optimization objective. This has not
been done previously, mainly due to the fact that the clinical metrics underlying the
quality score are generally ill-suited for optimization.

The main contribution of this thesis is the development of a framework for optimization
of the aforementioned quality score. This is achieved by constructing various smooth
approximations that represent the original clinical metrics. The framework is imple-
mented using the research optimization function interface of the research version 5.99
of the RayStation TPS, which enables the implementation of the introduced optimiza-
tion functions in C++ and the use of the existing solvers for optimizing the introduced
functions.
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Chapter 2

Radiation therapy

In 1895, x-ray radiation was discovered by Wilhelm Röntgen. Shortly thereafter, the
field of radiation therapy was founded and quickly grew, much thanks to the pioneering
exploration of the properties of radiation by Marie Curie. During the 20th century,
radiation therapy developed into an essential part of cancer treatment and is assumed
to remain one of the corner stone treatments in the future. In the following sections, an
introduction is given to the mechanisms, modalities and delivery techniques of radiation
therapy.

2.1 Radiobiology

The goal of curative radiation therapy is to destroy a sufficient amount of cancerous cells
in order to achieve permanent tumor control. To accomplish this, ionizing radiation is
directed at the tumor or other regions containing malignant cells. When the radiation
travels through tissue, it causes ionization of atoms in its path. These ionization events
damage the cell DNA through two different mechanisms; either directly by striking the
DNA molecules, or indirectly by ionizing other molecules such as water, giving rise to
free radicals, which then damage the DNA.

In order to maximize the biological effect of the radiation on the tumor and minimize
the damage to healthy tissue, the radiation therapy treatment is split up into several so-
called fractions. This means that much lower doses are given at each fraction. Usually,
around 30 fractions (this number is dependent on the tumor type) are delivered over the
course of a few weeks, one fraction per weekday. This is beneficial due to the clonogenic
properties of the cancer cells, which makes their DNA repair mechanisms more likely to
fail. In addition, the healthy cells are more proficient at repairing themselves and repop-
ulating between the fractions. Additionally, the fractionation increases the probability
that each cancer cell will at least once be exposed to the radiation when it is in its most
radiosensitive state. An overview of radiobiology by Hall and Giaccia can be found in [5].
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2.2 Treatment modalities

There are several forms of ionizing radiation that can be used for radiation therapy. By
far, the most common one is γ-photons with energies in the range 6-20 MV. However,
radiation therapy can also be performed with protons, electrons, KV (x-ray) photons, or
heavy ions (usually carbon). The advantage of protons and other ions is the ability to
control with high precision at which depth in the patient the radiation is absorbed. This
is due to the so-called Bragg peak, a phenomenon which dictates that the absorbed dose
reaches a maximum after which it drops off very sharply. The ion energy determines the
location of the Bragg peak, and by utilizing several energies it is possible to obtain a dose
conforming very well to the tumor volume, which is illustrated in Figure 2.1.
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Figure 2.1: The dose-depth relationship in a water body for 6 MV photons and protons
of various energies. Here, the (imagined) tumor is located at a depth of 14-24 cm. The
superimposed proton dose conforms to the tumor depth with a very sharp falloff beyond
the tumor volume. Reproduced with permission [6].

The possibility of reducing dose to healthy tissues is particularly attractive for treatment
of children, where it is crucial to minimize the risk of introducing secondary malignancies.
However, one significant drawback of ion therapy is that the plans are more sensitive to
measurement errors and patient movement, as a misaligned dose target may heavily
compromise the plan quality. Additionally, the large costs of the equipment required to
accelerate the ions are prohibitive, and have limited the prevalence of ion therapy clinics.

In Figure 2.1 it can be observed that the maximal dose for the 6 MV γ-beam is located
not at the surface but at a depth of around 1-2 cm. The region between the surface and
the maximal dose is known as the buildup region, and arises due to the fact that secondary
charged particles (created by primary photon interactions at the surface) travel deeper
into the patient and deposit their energy at a greater depth. This effect is particularly
pronounced for higher photon energies, and is desirable when treating tumors within the
patient as it reduces the dose absorbed by the skin, which has the potential to cause
harmful side effects. For skin cancer however, the desired properties are the opposite,
and either low energy photons or electrons are used in order to avoid depositing energy
inside the patient body.
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2.3 Delivery techniques

There are two main techniques of delivering radiation to a tumor. In what is called
brachytherapy, radiation sources are placed close to the tumor. The placement is either
done internally, possibly by surgery, or externally outside the skin. The other technique is
called external beam radiation therapy, where ionizing radiation is directed at the patient
from an external source. External beam radiation therapy is the more common form of
radiotherapy, used in at least 90% of treatments [7], and the only type of radiation therapy
considered in this thesis. The following section outlines a photon treatment specifically,
but treatments with other modalities share many similarities.

In external beam therapy, it is customary to irradiate the patient from several different
angles. This has has the advantage of delivering lower doses to healthy tissues while still
maintaining a high dose in the tumor. An example setup with three different directions is
illustrated in Figure 2.2. In practice, this is achieved by using a mobile radiation source.

tumor

source

Figure 2.2: By utilizing radiation beams from several different angles, a high dose in the
tumor can be achieved by superposition. This avoids administering high doses to nearby
healthy tissue. Reproduced with permission [8].

A radiation therapy treatment device is depicted in Figure 2.3. The patient is placed
lying down on a couch, around which an accelerator gantry is mounted. The gantry is
able to rotate in a plane around the patient and deliver radiation from several different
angles. The point around which the gantry rotates is known as the isocenter. Inside
the gantry, a source of photons is contained, in this case a linear accelerator where
electrons are accelerated to high energies and impinges on a heavy metal target, where
the Bremsstrahlung gives rise to high energy γ-rays. These are then collimated and
passed through a flattening filter, which evens out the intensity distribution. The result
is a photon beam of nearly uniform intensity.
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Figure 2.3: The gantry can rotate around the couch to deliver radiation from several
directions [9].

Before the radiation reaches the patient, it passes through a device known as the MultiLeaf
Collimator (MLC), depicted in Figure 2.4. The MLC is mounted perpendicularly to the
beam and consists of several movable metal components called leaves, which are used
to block part of the beam, thereby giving more precise control of its shape. The leaves
are placed in pairs opposing each other. Different radiation techniques are defined by
how they utilize the combination of the linear accelerator, gantry and MLC. The most
common ones are described below.

Figure 2.4: The MLC aperture shapes the beam to the desired configuration. In this
illustration, the beam comes from above and the shaded area on the plane represents the
resulting beam shape. Reproduced with permission [8].
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Three-Dimensional Conformal Radiation Therapy

In Three-Dimensional Conformal Radiation Therapy (3D-CRT), the MLC is used to
shape the beam to the projected shape of the tumor, as illustrated in Figure 2.5. By
rotating the gantry between irradiations, radiation is shot from several different angles
around the patient. 3D-CRT is one of the older techniques in use today, and is sometimes
referred to as conventional radiation therapy.
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Figure 2.5: The MLC shapes the beam to the contour of the tumor projection, reducing
unnecessary dose to healthy tissue in the vicinity. Here, the leaves are labeled by their
IDs. The lines labeled by X,Y show the position of the jaws, which are lead plates used to
further reduce undesired radiation. Reproduced with permission [8].

Intensity Modulated Radiation Therapy

As a generalization of 3D-CRT, Intensity Modulated Radiation Therapy (IMRT) allows
for the beam intensity to be varied (modulated) over the beam cross-section. This is
accomplished by superimposing several beams with different MLC configurations. Each
configuration is known as a beam segment, and the superimposed intensity of all seg-
ments make up the total intensity distribution of the beam. An illustration of an IMRT
treatment can be seen in Figure 2.6.

Figure 2.6: An IMRT plan delivers a concentrated dose to the tumor volume through the
superposition of several beams from different angles. Here, an SMLC plan is illustrated.
Each beam is individually shaped by the MLCs, and the varying intensity across the beam
is accomplished by several shots with different MLC configurations. Reproduced with
permission [6].
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Generally, IMRT plans achieve dose distributions that are more concentrated to the tumor
than 3D-CRT plans [10], especially when delivering dose distributions that are concave
or have steep gradients. However, IMRT plans usually take longer to deliver, due to
the larger number of different beam segments. This difference is not insignificant, as
longer delivery times not only decrease the throughput of the clinic (and thereby prolong
waiting lists) but also increase the risk for patient movement during the treatment, which
compromises the plan quality. During the delivery the patient is also exposed to some
additional undesired radiation due to the inability of the MLC to completely block out
the beam. Finally, the patient may experience discomfort during the fraction due to the
restraining equipment used to prevent movement.

Nevertheless, IMRT is in most cases considered to be the superior choice compared to
3D-CRT due to the ability to achieve more conformal plans. Between the years 2000 and
2008 in the US, the fraction of radiation therapy treatments utilizing IMRT grew from
0.15% to 95.6% [11]. Several IMRT techniques have been developed, and are outlined
below.

Segmential MultiLeaf Collimation

In Segmential MultiLeaf Collimation (SMLC), which is in some sense the simplest type
of IMRT, the MLC leaves and the gantry are static during irradiation. The beam is
switched off during movement of either. Usually, a set of gantry angles is first selected,
and then several different MLC shapes are created for each angle. SMLC is also known
as Step-and-shoot IMRT. It is the technique most similar to 3D-CRT, but with several
different MLC shapes for each angle.

Dynamic MultiLeaf Collimation

An extension of SMLC is obtained by allowing the movement of the leaves during the
irradiation. This is known as Dynamic MultiLeaf Collimation (DMLC), and has the
advantage of decreased treatment times and improved possibilities of shaping the dose.
However, there is also an increase in the complexity of the treatment as the the finite
leaf velocities and accelerations (usually in the order of 1-4 cm/s and 50-70 cm/s2[12])
have to be taken into account. DMLC treatments usually have longer beam-on times
than SMLC treatments, but less time where the beam is turned off and leaves adjusted,
resulting in a shorter net treatment times [13]. While this is an advantage of DMLC, the
increased complexity is not unproblematic, especially if a treatment has to be interrupted
and resumed. DMLC is also referred to as Sliding Window IMRT.

Volumetric Modulated Arc Therapy

Volumetric Modulated Arc Therapy (VMAT) is performed by slowly rotating the gantry
around the patient during the irradiation. One continuous rotation is referred to as an arc.
The MLC leaves are in motion during the rotation in order to shape the beam intensity
according to the tumor. VMAT treatments have the advantage of even shorter delivery
times than SMLC and DMLC, often without significantly compromising plan quality
[14]. As with DMLC, the increased complexity makes the treatments more complicated
to handle. Nevertheless, VMAT is often viewed as an attractive treatment alternative.

8



2.4 Treatment planning

The complete set of instructions given to the machine to perform the treatment is referred
to as the treatment plan. This includes all of the beams, their orientations, the MLC leaf
positions and the radiated power of each MLC configuration. For DMLC this also includes
the MLC leaf movements, and for VMAT also the gantry movement. The ultimate goal of
the treatment planner is to choose a plan that achieves permanent tumor control without
causing complications for the healthy tissue.

In 3D-CRT, the plan can be constructed using what is known as forward planning. The
treatment planner studies the image of the patient and then defines the parameters for the
machine, i.e. the beam directions, shapes and intensities. The resulting dose distribution
is then calculated, and if the result is unsatisfactory, the planner suggests a modification
of the original parameters. This is repeated until a satisfactory plan is obtained.

However, due to the complexity of IMRT treatments, the enormous parameter space
makes forward planning inapplicable in practice. Instead, the planner inputs some objec-
tives that quantify the quality of the plan, usually high uniform doses to the targets and
low doses to sensitive organs. Then, computerized optimization algorithms are used to
find the plan that best satisfies these criteria. As the planner inputs the desired properties
of the dose distribution and the algorithm, in some sense, works backwards to find the
machine parameters achieving a plan matching these, this approach is known as inverse
planning.

One way of performing inverse planning is to define a desired dose distribution, ideally
a uniform high dose in the target and zero dose everywhere else, and then minimize
the squared deviation from this distribution. While the resulting mathematical task is
unproblematic to solve, unfortunately this generally yields plans with unacceptable target
underdosages. The reason for this is that the ideal plan is completely unrealistic; if a high
target dose is desired, it is unavoidable that nearby tissue absorbs dose as well. Instead,
in contemporary treatment planning, more sophisticated formulations and algorithms are
used to achieve better plans.

2.5 The treatment process and plan generation

The methods developed in this thesis concern specifically the treatment planning pro-
cedure. It is however enlightening to view the treatment planning as a part of a larger
sequence of actions constituting the radiation therapy treatment process. The general
structure of the process is depicted in Figure 2.7.

At the first visit to the radiotherapy clinic, a 3D-image of the patient is taken. This image
is used to contour various structures within the patient. The contoured structures then
serve as the basis of the treatment planning process in the definition of various planning
goals in the form of optimization functions and constraints. After an optimization has
been performed, the plan is evaluated, and if it is deemed satisfactory, it proceeds to
Quality Assurance (QA). In QA, the plan is delivered to a device known as a phantom.
The phantom is usually a water body containing a sensor grid to measure the delivered
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Figure 2.7: The radiation therapy planning process comprises several components. Nor-
mally, constructing the plan is an iterative process of modifying the planning goals until a
satisfactory plan is achieved.

dose. If the discrepancy between the calculated and the delivered dose is below a specified
threshold, the plan can be delivered to the patient.

The evaluation of a plan is generally performed by assessing how well it fulfills certain
clinical goals. For an example of a protocol with such goals, see [15]. To achieve the
desired goal fulfillment, the treatment planner has several algorithm parameters to his
or her disposal. However, an issue with the contemporary planning process is that the
correspondence between the clinical goal fulfillment and the algorithm parameters is not
very transparent. Therefore, obtaining a satisfactory plan might require several iterations
with parameter tuning, a process that often is tedious and time consuming.

In addition to delaying the treatment, studies has shown [4] that there generally exists a
high variability in plan quality between planners. This variability, which can be attributed
to the skill of the planner, is troublesome as it implies that patients might often be treated
with suboptimal treatments. The ambition of this thesis is to develop a method in which
the iterative tuning of optimization parameters is made superfluous. Instead, the method
automatically produces a plan that possesses an adequate goal fulfillment. The tools used
necessitate an introduction to the mathematical framework of radiation therapy, which
is given in the following chapter.
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Chapter 3

Mathematical framework

In order for optimization algorithms to become applicable, it is necessary to develop
mathematical models describing the radiation therapy. In the following sections, patient
volume discretization, dose calculation, formulation of the treatment as an optimization
problem and optimization algorithms for solving said problem are described.

3.1 Patient modeling and discretization

Radiation therapy planning requires a three-dimensional image of the patient for dose
calculation and identification of tumors and organs. This is obtained through 3D-imaging
techniques such as Positron Emission Tomography (PET), Magnetic Resonance Imaging
(MRI) or, most commonly, Computed Tomography (CT).

Once the 3D-image is obtained, the patient geometry is discretized into several volume
elements known as voxels along a grid. Each voxel is a small rectangular prism containing
a fraction of the patient volume. Normally, the discretized image contains an order of
106-107 voxels.

In practice, the objectives and constraints in radiation therapy planning are often specific
to a particular tumor or organ. Therefore, it is necessary to assign each voxel of the
patient to either a Region of Interest (ROI) or to the external tissue. This process is
known as delineation. The ROIs are divided into two types:

Planning Target Volumes (PTVs), consisting of the target regions for the radiation.
A PTV contains a Gross Tumor Volume (GTV), which is the region consisting of the
observable tumor. However, it is often desirable to also irradiate the area in close
proximity to the GTV, as it may contain sub-clinical disease spread, i.e. cancerous
cells not visible on the patient image. Therefore, a Clinical Target Volume (CTV) is
defined, enclosing the GTV and some volume around it. Finally, the CTV is further
expanded to the PTV to account for uncertainties in patient anatomy, positioning
and motion during the treatment.

Organs At Risk (OARs), vital organs in the vicinity of the tumor for which it is partic-
ularly important to control the absorbed dose. Generally, the OARs have tolerance
levels and other properties that differ.
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3.2 Dose deposition

The central quantity in radiation therapy planning is the dose. It is defined as the
amount of energy absorbed per unit mass, and is measured in the unit Gray (Gy) with
1 Gy = 1 J/kg. It has a nonnegative value at each voxel in the patient, and can thus be
viewed as a map d : R3 → R. The dose is essential because it is a directly measurable
physical quantity, and therefore it is used to evaluate the quality of clinical plans. Models
for the biological effect of the dose can later be used to evaluate the end result of the
treatment.

The shaping of dose distribution according to some criteria necessitates a method of calcu-
lating the resulting dose given a particular setup of beams and their fluence distributions.
In order to accomplish this, the cross-sectional fluence of each beam is discretized into
two-dimensional beam elements called bixels. If the irradiation time and dose rate is fixed
for a certain beam, fluence (J/cm2) and intensity (J/(cm2 · s)) are equivalent quantities.
Figure 3.1 illustrates how an MLC helps create part of a predetermined bixel fluence
distribution.

Figure 3.1: The shape of the MLC gives rise to a particular distribution of bixel fluences,
which in turn contributes to the dose distribution in the patient volume [16]. The total
fluence distribution for a beam angle is the superposition of the distributions of all MLC
configurations.

In what follows, the dose calculation process is described for an SMLC treatment. The
same models are however applicable also to dynamic treatments, by first discretizing the
path into several control points and then interpolating between them.

The setup is as follows. Around the patient, l beams, indexed by k ∈ {1, ..., l} are set
up, each composed of r bixels, indexed by j ∈ {1, ..., r}. Furthermore, the patient is
discretized into n voxels indexed by i ∈ {1, ..., n}. Then, pijk denotes the dose deposited
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into voxel i by bixel j of beam k at unit fluence. Clearly, for a given patient volume, the
resulting dose distribution from several beam fluences is the sum of the dose distributions
of each individual beam fluence. Furthermore, scaling a fluence by a factor scales the
resulting dose contribution by the same factor. The mapping from bixel fluence to dose
is therefore linear, and the pijk are constant coefficients.

di =
l∑

k=1

r∑
j=1

pijkxjk, (3.1)

where xjk denotes the fluence of the jth bixel of beam k. The dose contribution to each
voxel by each bixel is illustrated in Figure 3.2.

Figure 3.2: Each beam bixel contributes to a nonnegative dose in each discretized voxel
[17].

The doses can be gathered into the vector d ∈ Rn (matrices and vectors will henceforth
be denoted using bold symbols. Equation (3.1) can then be written as a linear system,

d = Px, (3.2)

by accordingly defining what is known as the dose deposition matrix P , indexing rows
by i and columns by (j, k) with i:th row of P given by

Pi = (pi11, pi21, . . . , pir1, pi12, . . . , pirl) (3.3)

and by collecting the beam fluences in the vector

x = (x11, x21, . . . , xr1, x12, . . . , xrl)
T . (3.4)

Now, d ∈ Rn, x ∈ Rrl and P ∈ Rn×rl. Additionally, d, P , and x are all nonnegative due
to physical limitations (neither doses nor fluences can be negative). In proton therapy,
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the discretized beam fluence values are known as spot weights and are used directly as
optimization variables. In photon IMRT however, the bixel fluences are only indirectly
controllable. Instead, the MLC leaf positions and the segment weights (total radiated
power) are the control variables, and the bixel fluences can be found through a fluence
map, which maps the set of leaf positions and segment weights to the resulting bixel
fluences. Gathering the MLC leaf positions and segment weights into the vector x′ and
denoting the fluence map by ϕ, the relationship can be written x = ϕ(x′) and (3.2)
becomes

d = Pϕ(x′). (3.5)

In both frameworks, the dose computation requires P , which is calculated from physical
and biological models of how radiation is absorbed and scatters in the body. In this thesis,
the dose calculation modules from the RayStation software is used, which consists of two
different computational engines. One is known as the Singular Value Decomposition
(SVD) engine [18], and is used at each iteration in the optimization for approximate dose
computation. The other one is called Collapsed Cone (CC), and is used for more precise
computations with errors within clinical tolerances. However, the CC dose computation
takes significantly longer time than the SVD and thus it is only performed at a few
select points in the optimization. The CC dose computation is described in [19]. Once
a CC dose has been computed, any further optimization (and thus changes to the dose)
utilizes the CC dose as a reference level from which perturbations are calculated with a
predictor-corrector model.

3.3 Optimization variables

Fundamentally, all properties of the treatment machine that can be controlled can be
regarded as optimization variables. However, to ensure the feasibility of a computational
solution to the optimization problems in realistic time spans, some restrictions are usually
imposed. In SMLC and DMLC planning, this means that only the positions of the MLC
leaves and the weight of each beam segment are treated as variables. The number of
beams and their directions are defined by the treatment planner before the optimization
starts, by considering geometry of the patient in question. In VMAT, the gantry rota-
tion speed and dose rate are additional variables. These kinds of optimization variables
that correspond directly to machine instructions are often referred to as simply machine
parameters. In other words, the solution to an optimization problem in these variables
is essentially a deliverable plan.

In optimization using the machine parameters, a difficulty arises due to the fact that
the fluence map ϕ from equation (3.5) between machine parameters and bixel fluences
is generally nonlinear and nonconvex. This makes the resulting computational problem
difficult to solve. To reduce the impact of this and improve the global properties of the
optimization algorithm, a possibility is to perform an initial optimization with the bixel
fluences directly as optimization variables. This is known as Fluence Map Optimization
(FMO). As described in the previous section, the mapping P from fluence to dose is
linear, and thus the FMO is a convex optimization problem if the planning objectives
and constraints are convex with respect to dose (ergo, any local optimum is also a global
optimum). The FMO is therefore a significantly more manageable computational task.
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However, to make the FMO plan deliverable, it needs to be converted into a set of
MLC segments and segment weights through what is called leaf sequencing. Various leaf
sequencing techniques are described in [20]. An illustration of how a fluence matrix is
decomposed into a linear combination of binary matrices realizable by an MLC is given
in Figure 3.3.

Figure 3.3: Illustration of leaf sequencing. The desired fluence distribution is obtained
by the linear combination of several MLC segments [20].

The conversion of a fluence distribution to a sequence of MLC configurations often results
in a degradation of the dose distribution quality, due to the inability of the MLC leaves
to exactly produce the desired fluence distribution. This effect is especially significant
with complex irregular fluences. The result can however be used as a starting point for
the Direct Machine Parameter Optimization (DMPO). The DMPO uses the previously
defined machine parameters as optimization variables.

3.4 Optimization algorithm

An optimization algorithm is a computational procedure for finding the minimum of an
objective function f(x) : Rn → R. Given a set X ⊂ Rn of feasible (allowed) values of x∗,
a global minimum is defined as a feasible point x∗ with the property that f(x∗) ≤ f(x)
for all x ∈ X. A local minimum is a point x∗ for which f(x∗) ≤ f(x) holds for all x in
some sufficiently small neighborhood around x∗. Minimization is studied without loss of
generality as maximizing f is equivalent to minimizing −f . In the problems this thesis
concerns, x is the optimization variables from Section 3.3, and f is some function whose
value somehow correlates with the plan quality, with lower values corresponding to better
plans. The optimal plan is consequently obtained by minimizing f .

In the most general setting the optimization problem also involves some equality con-
straints bi(x) = 0, indexed by i ∈ {1, . . . ,m}, and some inequality constraints ci(x) ≤ 0,
indexed by j ∈ {1, . . . , l}. These can be gathered into the vectors b(x) and c(x). The
constraints define the set X ⊂ Rn mentioned in the previous paragraph, i.e.

X = {x ∈ Rn : b(x) = 0, c(x) ≤ 0}. (3.6)
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In the present problem, the constraints partially consist of linear machine constraints,
which relate to the physical limitations of the machine, i.e. positive fluences, maximal leaf
velocities etc. Additionally, there may be some (usually nonlinear) planning constraints
which are formulated by the planner. Formally, the optimization problem can be stated
as

minimize
x∈Rn

f(x)

subject to bi(x) = 0, i = 1, . . . ,m.

cj(x) ≤ 0, j = 1, . . . , l.

(?)

Let L denote the Lagrangian

L(x,µ,λ) = f(x) +
m∑
i=1

µibi(x) +
l∑

j=1

λjcj(x), (3.7)

where λi ≥ 0. Gathering the multipliers into vectors λ,µ, it is also possible to express
the Lagrangian as

L(x,µ,λ) = f(x) + µTb(x) + λTc(x), (3.8)

With the Lagrangian defined, it is possible to express necessary first-order conditions for
a critical point x∗ of f , known as the Karush-Kuhn-Tucker (KKT) conditions [21]. In
addition to x∗ being feasible, i.e. fulfilling all constraints of (?), they require the existence
of a set of Lagrange multiplies µ∗,λ∗ such that

∇xL(x∗,µ∗,λ∗) = 0, (3.9)

λ∗i ci(x
∗) = 0, i = 1, . . . , l. (3.10)

Here, ∇x denotes the gradient with respect to the optimization variables x. If x∗ is a
(local or global) minimum, it is also necessary that f is non-decreasing in every feasible
direction at x∗. This can be expressed in the following way. Let I(x) = {i : ci(x) = 0} be
the indices of the active inequality constraints. Then, let G(x) be the matrix comprising
the columns of ∇b(x) together with the columns ∇ci(x), i ∈ I(x). Finally, let Hf(x)

denote the Hessian matrix Hij = ∂2f
∂xi∂xj

. Then, the necessary condition is that for every

feasible direction z in the null space of GT (x∗), it must hold that

zT (Hf(x∗))z > 0. (3.11)

This is a second order sufficient condition. In this thesis, as the objective functions
and planning constraints are generally nonlinear, a Sequential Quadratic Programming
(SQP) algorithm is used to find optimal solutions. A short exposition is given here, more
details can be found in [22, 21]. The central idea of the algorithm is to at each iteration
approximate (?) as a quadratic minimization problem. The inclusion of local second order
information allows the algorithm to take the curvature of f into consideration at each
iterate, and makes it suitable for nonlinear problems. A natural choice for the formulation
of the local quadratic program (QP) is to use the linearized constraints of the original
problem (?), i.e. truncating the Taylor expansion at the first order term. The QP with
a general second order objective at the iterate xk with linearized constraints can then be
formulated as

minimize
z∈Rn

rTk z +
1

2
zTBkz

subject to bi(xk) +∇bi(xk)Tz = 0, i = 1, . . . ,m.

cj(xk) +∇cj(xk)Tz ≤ 0, j = 1, . . . , l.

(??)
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The solution of (??) referred to as finding a search direction z. The choice of the vector
rk and matrix Bk defines the algorithm. A natural choice is to choose rk as the gradient
∇f and Bk as the Hessian matrix Hf(x). However, this choice does not take the
nonlinearities of the constraints into account and can lead to various issues [22]. A
modification can be motivated by the observation that any minimum point x∗ with
multipliers λ∗,µ∗ of f is also a minimum point of L(x,λ∗,µ∗) under the constraints,
and vice versa. Thus, if the approximations λk,µk of the multipliers are included in the
algorithm, the Lagrangian can be used to formulate an equivalent minimization problem.
The second order approximation of the Lagrangian around the point xk,λk,µk is

L(xk + z, λk, µk) ≈ L(xk,λk,µk) +∇xL(xk,λk,µk)
Tz +

1

2
zTHL(xk,λk,µk)z. (3.12)

A rather attractive property of using this expression as the minimization function is
that the iterates generated are exactly those that would be obtained by applying New-
ton’s method to solve the system of equations defined by the necessary first order KKT-
conditions (3.9, 3.10), namely

∇xL(x∗,µ∗,λ∗) = ∇f(x∗) +∇b(x∗)µ∗ +∇c(x∗)λ∗ = 0, (3.13)

b(x∗) = 0, (3.14)

c(x∗) ≤ 0. (3.15)

This equips the algorithm with favorable local convergence properties. The matrix Bk is
therefore defined asHL(xk,λk,µk). For the definition of the vector rk, it can be observed
that due to the linearized constraint b(xk) +∇b(xk)Tz = 0, the term ∇b(xk)Tz in the
gradient of the Lagrangian is constant and thus irrelevant for optimization purposes.
Through the introduction of slack variables, the same argument can be applied for the
inequality constraints, and therefore it suffices to simply use rk = ∇f . Finally, the QP
subproblem is completely specified as

minimize
z∈Rn

1

2
zTHL(xk,λk,µk)z + (∇f)Tz

subject to bi(xk) +∇bi(xk)Tz = 0, i = 1, . . . ,m.

cj(xk) +∇cj(xk)Tz ≤ 0, j = 1, . . . , l.

The solution of this QP is referred to as a major iteration of the algorithm. As long as
HL(xk,λk,µk) is positive definite at the given iterate, it always has a solution. Classical
methods of solving quadratic minimization problems are described in [23] and will not
be further discussed here. As the Lagrangian is also dependent on the multipliers λk,µk,
they are also updated along with xk.

The solution of the quadratic problem is a descent direction p ∈ Rn for which f is
decreasing. Additionally, the solution also yields optimal multiplier vectors λ∗k,µ

∗
k for

the QP. From these, the dual directions uk = λk −λ∗k and vk = µk −µ∗k can be defined.
At each iteration, the new iterate is given by

xk+1 = xk + αkzk

λk+1 = λk + αkuk

µk+1 = µk + αkvk
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Where αk is a step length parameter. Setting αk = 1 for all k corresponds to Newton’s
method, and smaller values to the damped Newton’s method. The determination of a
suitable value for α at each major iteration is known as a line search and is essentially
a one-dimensional minimization problem. To facilitate the line search, a merit function
φ(x,λ,µ) is defined which, given the primal and dual variables (x,λ,µ), measures the
quality of the iterate with respect to the objective and the constraints. The step length
is then found by solving the problem

minimize
α∈R+

φ(xk + αzk, λk + αuk, µk + αvk).

Finally, some remarks about the computational complexity of the algorithm. If the
dimension of the problem is n, then the cost of just the construction the Hessian of the
Lagrangian HL(xk,λk,µk) directly is O((n+m+ l)2). For the problems at hand, where
n is in the order 106-107, this is generally too expensive. Instead, an iterative approach is
used, where the approximation of HL(xk,λk,µk) in the form of vector outer products is
stored in memory and adjusted at each iteration with Limited-memory-Broyden-Fletcher-
Goldfarb-Shanno (LBFGS) updates [21]. As an initial approximation for the Hessian, it
is possible to use the unitary matrix. Another possibility is to form a diagonal matrix by
computing the second derivatives of the objective and defining Hii = ∂2L

∂x2i
.

Generally, the algorithm runs until some stopping criterion is fulfilled. A criterion could
be that the size of the gradient is small in some metric. Other possibilities are small
update vectors, small changes to the objective between iterations or that a maximum
number of iterations has been performed (in the case that the solution has not converged).

3.5 The objective function

Once the ROIs are defined, it is possible to formulate objectives and constraints based on
the desired clinical outcomes. In practice, there are several objectives f1, . . . , fN which
should be minimized in order to achieve the optimal plan. The number of objectives N is
for most patient cases between five and thirty. These objectives are often in partial conflict
with each other, e.g. some objective might penalize target underdosage, while another
penalizes the overdosage of some organ nearby. Thus, there is not any common optimum
for the objectives. Instead, they are summed together weighted by factors w1, . . . , wN
reflecting the relative importance of each objective. This gives a total objective function
the form

f(x) =
N∑
i=1

wifi(x), (3.16)

where x denotes the optimization variables described earlier. As there is a mapping
d = d(x) between optimization variables x and dose d, it is also possible to define the
objectives and constraints directly as functions of the dose. Then, a given objective f(d)
can be differentiated using the chain rule,

∂f

∂xi
=
∑
j

∂f

∂dj

∂dj
∂xi

. (3.17)
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In FMO, the Jacobian
∂dj
∂xi

is simply the dose deposition matrix
∂dj
∂xi

= Pij. In DMPO,
the expressions are more complicated as the fluence map from Equation 3.1 must be
taken into account. Regardless of optimization type, the Jacobian

∂dj
∂xi

is found using the
dose computation models described previously, and will not be considered further in this
thesis.

The abstraction of viewing the objectives as functions of the dose directly is extremely
helpful in the endeavor of formulating relevant objectives. This is because the dose, in
contrast to the machine parameters, is in direct correspondence with the biological effect
of the plan.

The use of dose-based functions is the contemporary standard for constructing optimiza-
tion objectives. Several objectives of this type have been developed to evaluate various
aspects of the dose distribution in a given ROI. They are usually separated into two
distinct categories, physical and biological criteria. They are briefly outlined in the next
two sections, along with examples of typical functions used.

3.6 Physical Criteria

In what follows, a given ROI is considered for which an objective is to be formulated.
Let V denote the set of indices i of all voxels belonging to the ROI, and d the vector of
voxel doses in the discretized patient volume as defined in Section 3.1. The amount of
volume of voxel i which is contained inside the ROI is denoted by Voli, and the relative
volume vi is defined as

vi =
Voli∑
j∈V Volj

. (3.18)

The relative volume is used in virtually every objective function, in order to assign each
voxel a weighting factor proportional to its volume. It should however be noted that due
to the prevalence of uniformly spaced grids, all vi in an ROI are in practice often equal,
except for the voxels intersecting the boundary, whose volumes can vary.

One of the simplest and most ubiquitous objectives for tumor dose prescription, is the
uniform dose objective. It prescribes a dose value dp, which is to be obtained by every
voxel in the ROI. Deviation from this value is penalized, usually quadratically, and the
penalty term for each voxel is weighted by its relative volume. The objective takes the
form

funiform(d) =
∑
i∈V

vi(di − dp)2. (3.19)

Another common pair of objectives for both PTVs and OARs is the maximum and mini-
mum dose objectives. These are closely related to the uniform dose objective, but penalize
only dose values over and under the prescribed dose, respectively. This is accomplished
by introducing the positive part operator (x)+, which extracts the positive part of x, i.e.
(x)+ = max{0, x}. Then, the maximum and minimum dose objective with prescribed
dose dp can be written

fmax(d) =
∑
i∈V

vi(di − dp)2
+, fmin(d) =

∑
i∈V

vi(dp − di)2
+. (3.20)
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Some of the most practically used objectives are based on the so-called (cumulative) Dose-
Volume Histogram (DVH). The DVH is a concise way to represent the dose distribution
inside a ROI, by disregarding the spatial information of the dose distribution, and looking
only at what particular volume fraction of the ROI receives a given dose or higher.
Specifically, the DVH is the curve obtained by assigning each dose level d̂ ≥ 0 to the
volume fraction v̂ such that exactly v̂ of the voxels in the ROI has a dose exceeding d̂.
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Figure 3.4: Example DVH. Various measurements such as Dose-at-volume and Volume-
at-dose can be extracted. Reproduced with permission [6].

By its definition as a cumulative distribution, the DVH curve is always monotonically
decreasing, and is therefore a one-to-one map between doses and volume level. The dose
corresponding to a volume level v̂ is written Dv̂, and the volume level corresponding to a
dose level d̂ is written Vd̂.

DVH-based objectives are usually of the form ”No more than 40% of the liver should
receive more than 30 Gy”, or equivalently Dliver

40 ≤ 30 Gy. They can be seen as a general-
ization of the max/min objectives, where the sum is not taken over all over/underdosing
voxels, but only those that also lie under/over a specified volume threshold. This can be
expressed by using the step function

θ(x) =

{
1 if x ≥ 0

0 otherwise
, (3.21)

as an indicator function on the set of included voxels. Let v̂ be a given volume fraction
at which the dose level must not exceed a value d0. Then, the actual dose at the volume
level d̂ = Dv̂ can be computed, and the objective function constructed as

fDVH, max(d) =
∑
i∈V

(di − d0)2
+θ(di − d̂)vi. (3.22)

The minimum DVH objective is defined analogously but with the signs of di, d0, d̂ reversed.

The efficacy of DVH objectives is due to their flexibility in controlling the dose distribu-
tion. As an example, for some structures it might be allowable to give a larger maximum
dose as long as it is only to a small fraction, which can be represented with a DVH ob-
jective. Additionally, DVH curves do not only play a crucial role in defining objectives,
but are also the most prevalent way of evaluating radiotherapy plans. An overview of
DVH-criteria and their mathematical properties is given by Scherrer et al. in [24].
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3.7 Biological Criteria

The intention of biological metrics is to measure the biological effect of the prescribed
radiation dose to a given region. An example of a biological objective with simple interpre-
tation is the Tumor Control Probability (TCP) representing the probability of eliminating
all clonogenic cells in the tumor. Its formal definition depends on the biological model
used to describe the relationship between dose and cell damage, and will not be covered
here. Further details are given by Romeijn and Dempsey in [25].

Another similar metric is the Normal Tissue Complication Probability (NTCP). It is the
probability that some of the normal tissue will be damaged to such a degree that the
patient receives negative side effects. Combining the TCP and NTCP, it is possible to
construct the probability of the most desirable treatment outcome, i.e. permanent tumor
control without normal tissue complication as

P+ = TCP(1− NTCP). (3.23)

More generally, let the set of tumor volumes be indexed by T , and the set of healthy
tissue volumes be indexed by H. Then, denote by TCPs the TCP of tumor s ∈ T and
analogously NTCPs for s ∈ H. Under the assumption that the control and complication
events of each volume are independent, the total probability of uncomplicated tumor
control can then be written as

P+ =
∏
s∈T

TCPs ·
∏
s∈H

(1− NTCPs) . (3.24)

This quantity can be used either to evaluate a proposed plan, or directly as an opti-
mization function. It has the advantage of a very straightforward interpretation, but the
uncertainty in the biological models used to model the effect of the radiation on the cells
presents a significant drawback.

The biological effect of the dose distribution in an organ is heavily dependent on the type
of organ. In some organs such as the lungs or saliva glands, the function of one part is
relatively independent of the function of another. These organs are referred to as parallel
organs. On the other hand, in what is known as serial organs, such as the spinal cord,
brain stem or esophagus, a failure of one part results in the failure of the entire organ.
This distinction implies a difference in acceptable properties of the dose distribution in
the organ; in serial organs, it is important to restrict the maximal dose given, as one part
failing could be disastrous, while in parallel organs it is usually sufficient to restrict the
mean dose to the organ.

To take this difference into account, Niemierko [26] introduced the generalized equivalent
uniform dose based on the generalized mean as

gEUDa(d) =

(∑
i∈V

vid
a

) 1
a

. (3.25)

The gEUD corresponds to the uniform dose level which would have an equal biological
effect as the actual dose distribution. The parameter a determines the importance of the
dose in the different voxels. Large values of a corresponds to weighting large dose values
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heavier, which makes it suitable for serial organs, where hot spots can have detrimental
effects. For parallel organs, the value a = 1 is often used as it corresponds to the
arithmetic mean, and weights all doses equally. When the function is applied to a tumor,
it is usually very important to avoid cold spots, as a few prevailing cancer cells could
prevent the tumor from going into remission. To achieve this, a negative value of a can
be used, which penalizes small dose values heavier.
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Chapter 4

Construction of optimization
functions

This chapter describes the primary work done in the thesis, which is the development
of a framework for direct optimization of clinical goals. In this context, the fulfillment
of the clinical goals are quantified using a scoring mechanism. First, an introduction to
this scoring mechanism is given. Then, the various clinical metrics in the formulation are
disseminated and new functions are constructed that are amenable to optimization while
still maintaining the clinical relevance of the original metric.

4.1 The Plan Quality Metric

The evaluation of a given radiotherapy plan requires some clearly defined method of
measuring clinical goal fulfillment. The Plan Quality Metric (PQM), introduced by Nelms
et al. [4] provides a way of assigning a score to a plan. It has seen extensive use in several
treatment planning competitions, where it has been used to provide a clear and objective
way of evaluating the quality of radiotherapy plans.

The PQM is case-specific and developed by dosimetrists and oncologists or constructed
from predefined clinical guidelines for a certain anatomy, for an example of such guidelines
see [15]. Clearly, the evaluation of a plan depends on the priorities and judgment of the
physician, and therefore no scoring mechanism can be truly objective. However, the
PQM is considered to give an accurate reflection of plan quality, and will in this thesis
be treated is as an objective measure which the goal is to maximize.

In the formulation of the PQM, several clinical metrics are utilized. They are all based
on various properties of the dose distribution that are used to assess the clinical quality
of the plan. Using a clinical metric m(d), a clinical goal can then be defined based on
the desired value of the metric. The evaluation of the fulfillment of a particular goal is
done by introducing a score function S. The score function takes as input the value of
a clinical metric m, and gives a score based on how well the value in question fulfills the
desired clinical goals.

The most prevalent score function used in practice has an unacceptable level mlow, where
a score of zero is given, and an ideal level mhigh, where the metric goal is fulfilled with a
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maximum score and no further points are given for larger metric values. By convention,
the score function takes values in the interval [0, 1], and the result is then multiplied by a
weight factor w ≥ 0. Two examples of score functions of this type are depicted in Figure
4.1.
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Figure 4.1: The score function gives 0 points for a metric value of mlow, 1 for a values
mhigh and linearly interpolates in between.

Then, given N metrics and their respective score functions and weights mi, Si, wi, where
i ∈ {1, ..., N}, the PQM can be expressed as

PQM(d) =
N∑
i=1

wiSi(mi(d)). (4.1)

Results from plan studies [4] demonstrate that the quality relies heavily on the skill of
the planner. Through the use of optimization functions such as the ones described in
Section 3.6, and careful tuning of the weights, a knowledgeable planner can obtain good
quality. However, this is a tedious and time consuming process. In this thesis, a method
of directly optimizing the PQM in order to achieve maximal goal fulfillment is developed.
This chapter details the definition of the underlying metrics, and the construction of
several approximations to them which are amenable to optimization.

4.2 Volume based optimization functions

In the description of the PQM submetrics and the construction of their corresponding
optimization functions, as every metric is a function of the dose distribution, this depen-
dence will be implicit. In other words, if the metric m is determined by a parameter p as
well as the dose distribution d it will be written as simply m(p) rather than m(d, p).

An important submetric of the PQM is the Volume-at-Dose metric (VaD). Given an ROI
with voxel indices V and a dose level d0, its value is the fraction of ROI voxels receiving
a dose of d0 or less. Defining the set A = {i ∈ V : di ≥ d0} of voxels with dose values not
exceeding d0, the VaD can be written

VaD(d0) =
∑
i∈A

vi. (4.2)

An illustration of the VaD in a DVH curve is given in Figure 4.2.
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Figure 4.2: The VaD is the fraction of voxels that exceed the dose level d0.

An alternative to restricting the sum to voxel indices in A is to instead use the step
function θ(x) given in Equation 3.21, which can act as an indicator function on the set a
A,

VaD(d0) =
∑
i∈A

vi =
∑
i∈V

θ(di − d0)vi. (4.3)

Here, the discontinuous nature of the function becomes apparent, as θ(x) has a jump at
x = 0. In order to construct a smooth approximation of this function, it is possible to
use various functions. In this thesis, a logistic sigmoid function is used in place of the
step function. The sigmoid is given by

ζε(x) =
1

1 + e−x/ε
, (4.4)

where ε is known as the smoothness parameter. It controls how smooth the approximation
is, with larger values corresponding to smoother function. The smooth sigmoid is depicted
in Figure 4.3.
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Figure 4.3: The smooth logistic sigmoid is used to approximate the nonsmooth step func-
tion. As the smoothness parameter ε decreases, the approximations become increasingly
sharp
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Using the sigmoid to approximate the step function, the smooth mVaD function is defined
as

mVaD(d0, ε) =
∑
i∈V

ζε(di − d0)vi ≈
∑
i∈V

θ(di − d0)vi = VaD(d0). (4.5)

A small value of ε corresponds to a more precise approximation. However, the derivative
of ζε(x) is

dζε
dx

=
1

ε
ζε(x)(1− ζε(x)). (4.6)

Thus, when the smoothness decreases, the size of the derivative (which has a maximal
value of 1

4ε
at x = 0) increases, and the function becomes increasingly difficult to handle

for optimization algorithms.

In certain contexts, a volume-based goal might be specified using an absolute volume
(normally in cubic centimeters) instead of a volume fraction. In this case, if the total
ROI volume is denoted Vol(ROI), it is possible to introduce an Absolute Volume-at-Dose
(AVaD) by simply scaling the original VaD metric with the ROI volume

AVaD(d0, ε) = Vol(ROI)VaD(d0, ε). (4.7)

4.3 The conformation number and index

In radiation therapy, a desirable quality of a plan is that the deposited dose is concentrated
to the target volume. This property is known as conformity, and is important due to
many factors, one of which is minimizing the risk of inducing secondary malignancies.
Usually, conformity is measured by somehow comparing the volume fraction of the target
receiving a certain dose to the volume fraction of the entire patient receiving the same
dose. A review of the background and various definitions of conformity by Feuvret et al.
can be found in [27].

A highly conformal dose distribution has good target coverage while administering low
dose to the rest of the body. The latter can be measured by the Body Conformity Index
CIB. Here, B denotes the body which comprises the entire patient volume, containing
all substructures, including the target volume T . Given a dose level d0 is defined as the
quotient of the total treated volume above d0 to the target volume above d0.

CIB(d0) =
treated target volume above d0

treated patient volume above d0

. (4.8)

This metric can be constructed using VaD-metrics. From the definition of the VaD, the
regarded volumes can be expressed as

Vol(Voxels in T exceeding d0) = VaDT (d0)Vol(T). (4.9)

Additionally,
Vol(Voxels in B exceeding d0) = VaDB(d0)Vol(B). (4.10)

Thus, by defining the constant volume quotient q = Vol(T)
Vol(B)

, CIB(d0) can be expressed as
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CIB(d0) =
treated target volume above d0

treated patient volume above d0

= q
VaDT (d0)

VaDB(d0)
. (4.11)

The metric is useful for quantifying the amount of unnecessary dose given to the patient.
It takes values from 0 to 1, where 1 corresponds to perfect conformity. However, it has
a fundamental limitation in that it does not consider the coverage of the target. For
example, if the only dose deposited above d0 is in a volume inside the target comprising
1% of the target volume, the CIB(d0) has the value 1, even though the plan has failed to
dose the target sufficiently. Therefore, the metric is by itself inadequate as a measure of
conformity, as it disregards one of the two fundamental qualities of a conformal plan.

There is however a metric for evaluating the target coverage, also referred to as a confor-
mity index. The Target Conformity Index CIT (d0), which happens to directly correspond
to a VaD-metric, is defined as

CIT (d0) =
treated target volume above d0

target volume
= VaDT (d0). (4.12)

The CIT gives an measure of target coverage, and can therefore be used to prohibit
potentially dangerous cold spots in the target. It also takes values in the interval [0, 1],
with high values corresponding to better coverage.

Now, the central conformity metric is introduced by combining these two conformity
indices to form what is known as the Conformation Number (CN). It was proposed by
van’t Riet et al. [27] as the product of the target and body conformity indices

CN(d0) = CIB(d0)CIT (d0) =
(Vol(Voxels in T exceeding d0))2

Vol(Voxels in B exceeding d0)Vol(T )
. (4.13)

Utilizing the derived expressions of equations (4.12) and (4.11), it can be expressed using
VaD-metrics as

CN(d0) = q
(VaDT (d0))2

VaDB(d0)
. (4.14)

The conformation number has the desirable property of measuring both the target cov-
erage and the dose to the external tissues. Table 4.1 contains a list of example dose
distributions with various properties and given the values for the two conformity indices
and the conformation number. Naturally, when compressing the properties of a three-
dimensional distribution into a single value, there will always be an undesirable loss of
information.

Finally, as all metrics are expressed in terms of the previously examined VaD metric,
optimization functions are constructed for the CIB, CIT , and the CN using the smooth
approximation (4.5) developed in the previous section.

mCIB(d0, ε) = q
mVaDT (d0, ε)

mVaDB(d0, ε)
. (4.15)

mCIT (d0, ε) = mVaDT (d0, ε). (4.16)

mCN(d0, ε) = q
m2

VaDT
(d0, ε)

mVaDB(d0, ε)
. (4.17)
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Table 4.1: Conformity metrics evaluated on different dose distributions. The dotted curve
represents the boundary of the volume of voxels receiving d0 or more, and the shaded area
the target. Table data retrieved from [27].

Dose distribution Parameters CIT CIB CN

• VolT = 5cm3

• VolT (d0) = 5cm3

• VolB(d0) = 10cm3

1.0 0.5 0.5

• VolT = 5cm3

• VolT (d0) = 3cm3

• VolB(d0) = 3cm3

0.6 1.0 0.6

• VolT = 5cm3

• VolT (d0) = 4cm3

• VolB(d0) = 5cm3

0.8 0.8 0.64

• VolT = 5cm3

• VolT (d0) = 2.5cm3

• VolB(d0) = 5cm3

0.5 0.5 0.25

• VolT = 5cm3

• VolT (d0) = 0cm3

• VolB(d0) = 5cm3

0.0 0.0 0.0

• VolT = 5cm3

• VolT (d0) = 5cm3

• VolB(d0) = 5cm3

1.0 1.0 1.0

4.4 Dose based optimization functions

The fundamental dose based metric is the Dose-at-Volume (DaV) metric. For a given
volume level (fraction) v̂ it is defined as the dose level that is exceeded by v̂ voxels.
Letting I(d̂) = {i ∈ V : di ≥ d̂}, it can be expressed as

DaV(v̂) = max{d̂ :
∑
i∈I(d̂)

vi ≤ v̂}. (4.18)

The DaV is essentially the inverse of the VaD metric, as illustrated in Figure 4.4. The
usage of the DaV submetric for optimization requires constructing an optimization func-
tion which approximates the DaV while also being suitable for gradient descent based
algorithms. There are several options for this, and in this chapter the ones explored in
this thesis are described. They all rely on constructing an active voxel set A, with the
property that

max
i∈A
{di} = DaV. (4.19)

Then, the optimization function is formed by applying a function that smoothly approxi-
mates the maximum to the voxels in the set A. A similar, completely analogous, approach
is using a function smoothly approximating the minimum of a voxel set whose smallest
dose is the sought dose at volume.
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Figure 4.4: The DaV is the dose level which is exceeded by a fraction of exactly v̂ of the
voxels

The families of functions that are used to smoothly approximate the maximum are de-
scribed and some of their properties explored. Then, a review of the possibilities of
defining the set A is presented. First, an exposition to the mathematical framework of
the functions approximating the maximum smoothly is given.

Given some bijective function ψ : R → R and a set of weighting factors vi ≥ 0 (in this
context, these will always be the relative volumes of the voxels), the weighted generalized
ψ-mean of the vector d is defined, using a modification of a definition by Hardy et al.
[28], as

Mψ(d) = ψ−1(
∑
i∈A

viψ(di)). (4.20)

The introduction of the ψ-mean is motivated by the fact that for appropriate choices of
ψ, Mψ can be made to approximate the maximum function smoothly. Analogously as in
Section 4.2, a family of functions is defined, which is parametrized by a parameter p ∈ R+.
This parameter p controls the accuracy/smoothness trade-off of the approximation, in the
sense that function family ψp has the property

Mψp(d)→ max{di}, as p→∞. (4.21)

Two families fulfilling (4.21) are studied. The first one is obtained by the choice ψp(x) =
xp, which yields the Weighted Power Mean (WPM). It is given by the expression

WPMp(d) = (
∑
i∈A

vid
p
i )

1
p . (4.22)

To aid in visualizing the approximation of the maximum function by the WPM, the level
curves of the respective functions in two dimensions are plotted in Figure 4.5.

One useful property of the WPM that is easily proven is that it is homogeneous, i.e. for
any scaling c ∈ R+,

WPMp(cd) = cWPMp(d). (4.23)

This property is used in practice during computation to scale the elements of the input
vector to the order of unity, which improves numerical properties of the evaluation and
thus the convergence properties of the optimization.
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Figure 4.5: Two-dimensional contour plot showing the smooth approximation of the
maximum function max{x, y} by the WPM. The black contours are the level curves of the
actual maximum of (x, y), while the red and blue dashed contours depict the level curves
of the WPM with exponent 4 and 8, respectively.

Finally, the WPM specifically has another useful property, which is that for negative
exponents of increasing magnitude, it approaches the minimum, i.e.

WPMp(d)→ min{di}, as p→ −∞. (4.24)

This opens up the possibility of using the WPM as a smooth approximation of the
minimum.

The other function family studied is obtained by setting ψp = epx. This is known as the
(weighted) Log-Sum-Exp (LSE)

LSEp(d) =
1

p
log(

∑
i∈A

vie
pdi). (4.25)

For the LSE, it is often more convenient to instead use the smoothness parameter ε := 1
p
.

This gives the equivalent formulation

LSEε(d) = ε log(
∑
i∈A

vie
di/ε). (4.26)

The two-dimensional level curves of the LSE are depicted in Figure 4.6. One particularly
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Figure 4.6: Two-dimensional contour plot showing the smooth approximation of the
maximum function max{x, y} by the LSE. The black contours are the level curves of the
actual maximum of (x, y), while the blue and red dashed contours depict the level curves
of the LSE with smoothness 0.1 and 0.25, respectively.

useful property of the LSE is that for any d∗ ∈ R,

LSEε(d) = d∗ + ε log(
∑
i∈A

vie
(di−d∗)/ε). (4.27)

This is utilized in practice, often setting d∗ = maxi∈A{di} to avoid the numerical overflow
hazards inherent with exponentiating large numbers. Another useful property is due to
the volume weighting. If the LSE is applied to the entire ROI,

∑
i∈V vi = 1, the LSE of

the zero vector is zero.

LSEε(0) = ε log(
∑
i∈V

vie
0) = ε log(

∑
i∈V

vi) = ε log(1) = 0. (4.28)

With the smooth maximum functions defined, the set of active voxels A over which the
maximum is to be computed remains to be constructed.

4.5 The active voxel set

As mentioned in the previous section, the method of smoothly approximating the DaV
metric relies on constructing a set of active voxels A with the property that the maximal
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dose of the voxels in the set is equal to the DaV metric, and then smoothly approximating
the maximum of the set. The significance of including voxels in the active set A is that it
determines which voxels will have a nonzero contribution to the metric, and consequently
affects the resulting gradient used in the optimization. A couple of possibilities is explored
and the differences of each are examined.

The simplest definition of the active set is to simply include all voxels which has doses
lower than the actual DaV, here denoted by d̂.

A = {i ∈ V : di ≤ d̂}. (4.29)

However, as the inclusion of more voxels generally worsens the accuracy of the smooth
approximation, it might be desirable to introduce some lower cutoff limit d0. A natural
choice for this is to use the goal clinical dose, analogous to the DVH criteria of Section
3.6. Then, A is defined as the set of all voxels between d0 and the dose at volume d̂.

A = {i ∈ V : di ≤ d̂, di ≥ d0}. (4.30)

In the DVH-criteria, the exclusion of voxels with doses below d0 is achieved by using the
positive part operator (x)+ = max{x, 0} on the difference (di − d0). This technique can
be applied to this context as well, by rewriting the formulation in the following way

max
i∈A
{di} = d0 + max

i∈A
{di − d0}. (4.31)

Then, A can be retained as the set {i ∈ V : di ≤ d̂}, and the approximation is written

DaV ≈ d0 + ψ−1(
∑
i∈A

ψ((di − d0)+vi). (4.32)

The size of the gradient element at each voxel is generally larger the smaller the difference
to the actual dose at volume. This creates an issue with the usage of the set A = {i ∈ V :
di ≤ d̂} as the gradients are large for voxels with doses slightly smaller than d̂ but instantly
drops to zero for voxels with doses above d̂, which is undesirable for optimization. One
way of remedying this is to define a two-sided approximation by using a soft minimum
function on the other side of d̂ and then averaging the two estimates, i.e.

DaV =
1

2
(max
i∈A1

{di}+ min
i∈A2

{di}). (4.33)

Where, for example A1 = {i ∈ V : di ≤ d̂}, A2 = {i ∈ V : di ≥ d̂}. A more flexible
approximation can be obtained by instead using a convex combination with parameter
β ∈ [0, 1],

DaV = βmax
i∈A1

{di}+ (1− β) min
i∈A2

{di}. (4.34)

A natural choice, which is used in this thesis, is to chose the weighting parameter β as
β = v̂, which assigns each approximation a weight proportional to the volume level of
the underlying voxel set.
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A smooth approximation of the minimum function can be obtained by utilizing the ap-
proximation of the maximum by the reformulation

min
i∈A2

{di} = d0 −max
i∈A2

{d0 − di}. (4.35)

For the WPM there is also, as mentioned in the previous section, the possibility of directly
approximating the minimum by using a negative exponent. Thus, it has a natural appli-
cation in this context, using one WPM with exponent p to approximate the maximum
term, and another one with exponent −p to approximate the minimum term. Utilizing
the shifted WPM, the approximation can then be written

DaV ≈ β(WPMp
A1

(di − d0) + d0) + (1− β)(WPM−p
A2

(di − d0) + d0)

= βWPMp
A1

(di − d0) + (1− β)WPM−p
A2

(di − d0) + d0.

The use of the positive part function (x)+ = max{x, 0} to exclude contributions from
voxels lower than d0 is another concern. While the function is continuous, its derivative
is the step function θ(x), which has a discontinuity at x = 0 and is generally ill-suited
for local gradient-based search methods as it is zero for all x ≤ 0.

One method, earlier applied by Fredriksson in [29], of constructing an approximation to
(x)+ with more favorable properties is to use the LSE applied to the two arguments 0 and
x. The smoothness parameter is here denoted by σ to avoid confusion with the previously
used parameter. In this case, the approximation can be written

(x)+ = max{x, 0} ≈ LSEσ(x, 0) = σ log(1 + e(x/σ)). (4.36)

This expression is commonly known as the SoftRamp and clearly has continuous deriva-
tives of all orders for every σ ∈ R. Figure 4.7 illustrates the effect of the smoothness
parameter σ.
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Figure 4.7: As the smoothness parameter σ decreases, the approximations become in-
creasingly sharp.

A quick analysis reveals that the error obtains its maximal value σ log(2) at x = 0. While
it would be possible to shift the approximation by a negative constant to reduce the error
at 0, this is not desirable as the strict nonnegativity would not be preserved.

33



In addition to the dose at a given relative volume level, there are also clinical goals
involving the dose at an absolute volume, often measured in cubic centimeters. However,
this is entirely encompassable within the constructed framework. If V̂ is the absolute
volume level at which the metric is defined, simply define the corresponding relative

volume v̂ = V̂
Vol(ROI)

. Denoting the dose at an absolute volume V̂ as DaAV(V̂ ), it can be
expressed as

DaAV(V̂ ) = DaV(v̂). (4.37)

4.6 The homogeneity index

An important DaV-based submetric is the Homogeneity Index (HI). It is applied to
target volumes and measures the degree of homogeneity of the dose in the volume. In
this context, homogeneity is the property that most of the voxels have similar doses. For
targets, it is often crucial that the entire volume receives a dose close to the prescription,
as an underdosage in a region can lead to the tumor surviving. The formal definition of
the HI varies, but denoting the perscribed dose by dp the two most common ones, which
are also the ones used in this thesis, can be written

HI(dp) =
DaV(γ)−DaV(1− γ)

dp
, (4.38)

where γ is defined as either 0.01 or 0.02. Setting γ = 0 would result in the numerator con-
taining the difference of maximum and minimum dose, yielding and ”ideal” homogeneity
index. However, in practice the maximum and minimum dose are highly sensitive to
perturbations and numerical inaccuracies in the dose distribution, and therefore a small
positive value of γ is used to increase the consistency of the metric.
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Figure 4.8: The Homogeneity Index is based on the difference of volumes at two different
volume levels. Here, the case γ = 0.02 is illustrated.

As smooth approximations for the DaV have been derived in the previous section, they
can be used to construct a smooth approximation of the HI. One relevant matter of
consideration is then the definition of the offsets. A natural option is to define the offsets
symmetrically around some dose level dc. Let the goal value of the HI be denoted by HI0,
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the central dose level by dc and the distance from the DaV offsets to the center by ∆. In
a dose distribution with its HI equal to HI0, the doses at the γ and (1− γ) volume levels
are dc + ∆ and dc −∆, respectively. Thus, ∆ is determined as

HI0 =
dc + ∆− (dc −∆)

dp
⇒ ∆ =

dpHI0

2
. (4.39)

Additionally, the active voxel sets for the two DaV metrics need to be defined. They are

Aγ = {i ∈ V : di ≤ dγ}
A(1−γ) = {i ∈ V : di ≥ d(1−γ)}.

With the active sets and symmetric offsets defined, the HI can be expressed as

HI(dp) =
1

dp
((max
i∈Aγ
{di − dc}+ dc)− (dc − max

i∈A1−γ
{dc − di})) (4.40)

=
1

dp
(max
i∈Aγ
{di − dc}+ max

i∈A(1−γ)
{dc − di}). (4.41)

Then, the smooth metric can be obtained by applying either of the smooth maximum
approximations introduced in the previous section.

The question of defining the central dose level dc also requires some consideration. An
intuitive option is to use the prescribed dose dp, as this is the dose level meant to be
attained in the entire ROI. However, if the focus is to achieve the best possible homo-
geneity, it might be superior to instead position the central dose at some other location
close to the prescribed dose. One possibility that is implemented is to use the mean, i.e.
dc =

∑
i∈V divi. To avoid the complication of a non-constant dc, the mean is computed

using the initial distribution and then kept fixed (or possibly updated with some specified
frequency e.g. every 20th iteration) in subsequent optimization.

4.7 The mean dose

The mean dose d̄ is defined using the volume weighting as

d̄ =
∑
i∈V

vidi. (4.42)

Due to its particularly simple form, it is directly suitable for optimization. In fact, the
mean dose can be obtained as a special case of the WPM introduced in Section 4.4 by
setting the exponent p = 1. The optimization function can therefore be defined as the
clinical metric itself,

md̄ =
∑
i∈V

vidi. (4.43)
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4.8 Approximation errors

All of the constructed functions (except for the mean dose) introduced in this chapter
utilize a smooth function to approximate a non-smooth function. Whenever this is done,
an approximation error arises, and the nature of this error depends on the properties of
the approximation function. A short analysis of the most significant errors, which are
the ones arising from the DaV approximations, is conducted in this section.

For the DaV metrics, the WPM and LSE approximations are used to approximate the
maximum. The approximation obtained is always an underestimation. This can be
observed by letting d∗ = maxi∈A{di} and assuming d∗ > 0. Then, using the homogeneity
of the WPM (4.23),

WPMp(d) = (
∑
i∈A

vid
p
i )

1
p = d∗ (

∑
i∈A

vi(
di
d∗

)p)
1
p

︸ ︷︷ ︸
≤1

≤ d∗. (4.44)

Thus, the WPM is always smaller or equal to the actual maximum. Similarly, using
(4.27),

LSEε(d) = d∗ + ε log(
∑
i∈A

vie
(di−d∗)/ε)︸ ︷︷ ︸

<0

< d∗. (4.45)

The size of the error is an important property of the approximation, and is generally
dependent on the distribution of values in the input vector d. Table 4.2 shows the
results of computing the actual maximum, WPM8, LSE8 of the vector d = (2, 1, 1, . . . , 1),
with the sizes n ∈ {10, 100, 1000, 10000} and vi := 1/n to demonstrate the accuracy of
the approximations. Clearly, for distributions where the mean is situated far from the
maximum, the approximations yield very large errors.

Table 4.2: The error in the WPM and LSE approximation is dependent on the distribution
of values in the vector d. Distributions whose mean is far from its maximum value yield
large errors.

n max{di} WPM8(d) LSE8(d)
10 2.0 1.5063 1.7126
100 2.0 1.1716 1.4284
1000 2.0 1.0288 1.1727
10000 2.0 1.0032 1.0326

Furthermore, the error of the WPM and LSE is also dependent on the exponent p and
smoothness ε, respectively. Figure 4.9 depicts the WPM of 1000 uniformly spaced points
from the interval [1, 2], computed for different values of p. It also illustrates the prop-
erty that the WPM with negative exponents approximates the minimum in a symmetric
fashion.

The analogous behavior for the LSE is pictured in Figure 4.10. As the smoothness is
required to be positive, it is only used as an approximation of the maximum (a possible
minimum approximation could be obtained by applying the LSE to the vector −d.).
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Figure 4.9: WPM of 1000 points uniformly distributed in the interval [1, 2]. As the
exponent p increases, the WPM approaches the maximum of the set. Negative exponents
cause the WPM to approach the minimum in an analogous manner.
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Figure 4.10: LSE of 1000 points uniformly distributed in the interval [1, 2]. As the
smoothness decreases, the LSE becomes an increasingly accurate approximation of the
actual maximum.

4.9 Adaptive correction

While the introduction of smooth approximations make the clinical metrics amenable to
optimization, they also introduce an error, as detailed in the previous section. The error
is generally larger the smoother the approximation is, and creates an undesirable trade-off
between regularity and the clinical correspondence. The degradation of the correlation
between the optimization function and the approximated clinical metric is a fundamental
issue with the method, as the entire justification of introducing the new functions is to
have a clear correspondence to clinical metrics.

A significant improvement in this regard is developed in this thesis. It relies on the
observation that while the error might be significant, it is generally consistent if the
changes in the iterative updates of the dose distribution are moderate. This motivates
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the introduction of a correction factor α. The correction factor is simply the inverse of
initial fractional error of the approximation. Let d0 denote the initial dose distribution at
the start of the optimization, M(d) the exact metric and m(d) the approximate (smooth)
metric. Then, the correction factor α is defined as

α =
M(d0)

m(d0)
. (4.46)

The correction factor is well-defined assuming m(d) 6= 0. If it is the case that m(d) = 0,
the correction factor is set to one, and has no effect on the function. After α has been
computed, the corrected approximation m′(d) is defined as

m′(d) = αm(d). (4.47)

The correction ensures that the approximation is exact for the initial dose distribution
d0. This will not hold for subsequent iterations, but the correction still increases the
accuracy, particularly for underlying dose distributions close to the initial distribution.
To maintain the accuracy of the approximation during optimization with larger changes,
it is possible to update the correction factor with some specified frequency, e.g. every
40th iteration.

As an example, if the maximum dose metric is smoothly approximated by the WPM, the
correction factor is defined as

α =
max{di}

WPMp(d0)
. (4.48)

The efficacy of the correction factor stems from the consistent nature of the relative error
of the particular metrics used, and its introduction allows the usage of smooth approxi-
mations without significantly compromising the correspondence to the actual metric.
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Chapter 5

Implementation

To utilize the introduced functions, they are implemented into an optimization frame-
work. This chapter describes some of the technical modifications to the PQM to make it
amenable to optimization, and the practical implementation details.

5.1 Handling of score functions

As the optimization algorithm from Section 3.4 deals with the minimization of functions,
it is practical to redefine the score functions as their complements, i.e. from an old
score function Sold taking values in [0, 1], the new function Snew = 1 − Sold is defined.
Here, the constant one is added for the convenience of having a non-negative objective
function, and has no actual effect on the optimization. The new score functions can be
seen as penalties, with high penalties corresponding to low scores and vice versa. This
yields an equivalent optimization task of minimizing the new penalty functions instead
of maximizing the old score functions.

The score functions pose a challenge to the optimization algorithm due to their for-
mulation. As the functions are constant for all metric values that do not lie between
mlow and mhigh, they are not suitable for gradient-based optimization. To illustrate this,
let S(m(d)) be a score function depending on a metric m. The gradient can then be
calculated as

∇S(m(d)) = S ′(m)∇m(d). (5.1)

Thus, if the metric value m(d) is in the constant region of the function, S ′(m) is zero
(and the gradient vanishes accordingly), which implies that the algorithm has no usable
local information to improve the objective. As a consequence, the algorithm might not
be able to find its way to better values if it starts in the constant domain. To remedy
this, the region with nonzero slope is extended beyond the metric value mhigh, which is
the high penalty/low score region. In this region, the slope is defined to be the slope
between the breakpoints times a scaling factor k. This constant k is referred to as the
slope factor. Its effect on the score function is depicted in Figure 5.1.
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The introduction of the slope factor alleviates the optimization issue described earlier,
as the score function now has nonzero derivative in the entire low score region. The
score function slope S ′ is equal to 1

mhigh−mlow
in the region between mhigh and mlow, and

k
mhigh−mlow

in the region beyond mhigh.

Choosing an appropriate value for the slope factor is a delicate matter. In some sense,
it determines to which extent the optimizer should prioritize clinical goals which are
already close over clinical goals that are far from being fulfilled. If the slope factor is
less than one, it essentially scales down the gradients of all score functions with metrics
above mhigh, thereby giving them a smaller influence on the search direction in the SQP
algorithm of Section 3.4. It is also a possibility to use a slope factor larger than one. This
instead emphasizes the importance of goals that are far from being fulfilled, and makes
the optimizer prioritize finding a plan with all goals in the acceptable regions.
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Figure 5.1: Depending on the value k of the slope factor, the score function obtains
different slopes in the low score region. The score is here in the form of a penalty, which
the goal is to minimize.

The cutoff points of the score functions pose a potential problem for the optimization, as
the derivative is discontinuous at these points. This can be addressed by smoothing the
score function. A possibility is to use the soft ramp function described in Section 4.4.
Denoting the soft ramp by Rσ(x) = σ log(1 + ex/σ), the type of score function illustrated
in Figure 5.1 with mhigh ≥ mlow could then be approximated by the smooth score function
S̃ defined by

S̃(m) ≈ 1

mhigh −mlow

(k(m−mlow) + (1− k)(Rσ1(m−mlow)−Rσ2(m−mhigh)). (5.2)

Another choice to be made is whether the score function should have a slope beyond mlow.
A slope in this region would result in encouraging the over-achievement of goals that are
already maximally satisfied. While this is not optimal for pure PQM maximization, it
might be desirable for creating realistic plans. Two smooth approximations with slope
factor k = 0.5 are illustrated in Figure 5.2, one with slope beyond mlow and one without.
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Figure 5.2: Smooth approximations of the score function remove the discontinuities at
mlow and mhigh

5.2 Software implementation

All of the developed functions described in this thesis are implemented in C++, within
the framework of CoreORBIT, the computational core of the RayStation software. Each
function has an evalFunction() method for evaluating the value of the function given
a dose distribtuion. Analytical expressions for the gradient as well as the Hessian di-
agonal are also derived and implemented in the analogous methods evalGradient() and
evalHDiag(), respectively. The exact expressions for the analytical gradients and Hessian
diagonal elements are given in Appendix A.

As the SQP algorithm in RayStation deals with minimization, the maximization of
the PQM is formulated as an equivalent minimization problem. Instead of maximiz-
ing PQM(d) =

∑n
i=1 wiSi(mi(d)), the objective function is defined using the complement

of each score function as mentioned in Section 4.5,

fobj(d) =
n∑
i=1

wi(1− Si(mi(d))). (5.3)

The objective fobj is then simply the difference between the maximal PQM score Smax =∑n
i=1wi and the approximative PQM of the current plan.

5.3 Computational details

To evaluate the method, it is applied to generate plans for three different test cases. The
computations are performed on a 8-core Intel Xeon E5-1680 v2 CPU at 3.00GHz machine,
using two AMD FirePro D300 cards for parallel GPU computations (mainly calculation
of CC-dose) running RayStation 6. Scripts written in IronPython are used to control the
optimization process and to compute the actual PQM of the final plan. The optimization
process comprises several phases. In total, 250 (major) iterations of the SQP algorithm
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described in Section 3.4 are performed. During the optimization, the correction factor
described in Section 4.4 is updated at every 20th iteration. The various smoothness and
exponent values used at each phase of the optimization are given in Table 5.1. At the end
of each phase, the clinical (CC) dose is computed. A typical behavior of the objective
function during the early iterations can be seen in Figure 5.3.

Table 5.1: The modification of the smoothness ε and exponent p during optimization.
The correction factor is updated at every 20:th iteration, and the first 30 iterations consist
of FMO (described in Section 3.3).

Iterations ε p
0-100 50 2
100-140 25 4
140-180 10 8
180-220 5 16
220-250 2.5 32

The typical convergence behavior of the objective function is illustrated in Figure 5.3. A
full optimization run takes approximately five minutes on the specified machine.
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Figure 5.3: The value of the objective function during the first 77 iterations of an opti-
mization run. At iteration 30, the conversion from beam fluences to actual leaf positions is
performed, resulting in an increased objective value. At iterations 40, the correction factor
is updated, resulting in a minor increase.
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Chapter 6

Results and discussion

This chapter details the results of the employment of the method to generate radiotherapy
plans. The method is applied to three different patient cases and evaluated against plans
created for the same cases by professional planners. Along with each case, a PQM is
provided. Each of the PQMs in the cases studied has one goal not encompassable in the
developed framework, which is the location of the global dose maximum. This goal assigns
a score depending on whether the global dose maximum is located inside or outside the
PTV.

As a goal of this type is not included in the formulated metrics, it was disregarded in the
optimization. However, in each case the obtained plan fulfilled the goal, and a full score
was given.

6.1 Case I: Prostate

The first case is a prostate cancer that was obtained from the Radiation Oncology Re-
sources (ROR) Plan Challenge 2013. In accordance with contemporary clinical practice,
the target volume consists of the entire prostate. The PQM is described in Table 6.1. The
method is run to produce a treatment plan, whose resulting DVH-curves are displayed in
Figure 6.1.
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Table 6.1: The PQM used in the ROR 2013 Plan Challenge.

ROI Name Metric mlow mhigh Weight
PTV 5040 VaD(5040cGy) 90% 95% 20
PTV 5040 VaD(4788cGy) 97% 99% 10
PTV 5040 DaAV(0.03cc) 5292cGy 5544cGy 5
PTV 5040 CN(4788cGy) 0.8 0.45 12.5
PTV 5040 HI(5040cGy) 0.1 0.04 2.5
PTV 4050 EVAL VaD(4500cGy) 90% 95% 15
PTV 4050 EVAL VaD(4275cGy) 97% 99% 10
PTV 4500 CN(4275cGy) 0.35 0.6 10
PTV 4500 EVAL CIT (2000cGy) 14 11 8.5
PTV 4500 EVAL HI(4500cGy) 0.06 0.13 2.5
PTV 4500 EVAL HI(4500cGy) 0.06 0.13 2.5
BOWEL AVaD(4500cGy) 20cc 3cc 10
BOWEL Max Dose 5000cGy 5000cGy 7.5
BLADDER VaD(3500cGy) 30% 5% 5
BLADDER VaD(4000cGy) 30% 5% 5
GENIATLIA EXT VaD(4000cGy) 5% 0% 10
RECTUM VaD(3000cGy) 60% 35% 7.5
FEMUR L VaD(4400cGy) 5% 0% 1.25
FEMUR R VaD(4400cGy) 5% 0% 1.25

Table 6.2: The top five performers in the ROR 2013 Plan Challenge.

Placement Name Planning System PQM
- PQM-optimization RayStation 147.5
1 Shunmugavel Muthulingam Eclipse 146.79
2 Anthony Magliary Eclipse 145.83
3 Rick Vaden Tomotherapy 145.71
4 Rodney Hood Eclipse 144.21
5 Shannon Kinser Tomotherapy 143.98

The PQM score of the plan is computed and found to be 147.5, which is contrasted to the
top 5 competitors in Table 6.2. The theoretical maximal PQM score in the competition
was 150. In total, the competition had 200 participants, with a median score of 124.14
and a mean of 121.72.
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Figure 6.1: DVH curves of the plan generated for the ROR 2013 Plan Challenge
(Prostate).
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6.2 Case II: Brain

A brain tumor test case was obtained from the ROR 2015 plan challenge. The case was
a brain patient with two metastases in the brain as target volumes, as well as a whole
brain irradiation with a lower dose prescribed to the entire brain volume. For spatial
reasons, the PQM used is relegated to Table B.2, of the Appendix. The placement of the
generated plan is given in Table 6.3. In total, the participants in the competition had a
mean PQM of 116.4, and a median of 130.32. The DVH-curves of the generated plan are
given in Figure 6.2.

Table 6.3: Results from ROR 2015 (Brain case)

Delivery TPS Score
VMAT RayStation 146.12
VMAT Eclipse 145.34
VMAT Pinnacle 144.71
VMAT Eclipse 144.44
VMAT Pinnacle 144.39
DMLC Monaco 144.36
VMAT Monaco 143.97
SMLC PQM-optimization 143.34
VMAT Eclipse 143.3
VMAT Monaco 142.88
VMAT TomoTherapy 142.28
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Figure 6.2: DVH curves of the plan generated for the ROR 2015 Plan Challenge (Brain).
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6.3 Case III: Head and neck

In 2015, a planning study was performed at RaySearch Laboratories, where six profes-
sional planners created a plan for a patient case. The case was a head and neck cancer
patient. It used a PQM with 17 goals, and a reversed scoring, i.e. with lower scores
corresponding to higher goal fulfillment. The best possible PQM was therefore 0, and the
worst possible PQM was 145. The generated plan is contrasted to the manually created
plans in Table 6.4. The DVH-curves of the plan are plotted next to the DVH-curves of
the best scoring manually created plan in Figure 6.3.

Table 6.4: Results from the internal planning study (H&N case). The PQM used is
reversed (low scores correspond to higher quality).

Name Score
PQM-optimization 8.2459
Planner 1 13.9705
Planner 2 22.8957
Planner 3 25.9859
Planner 4 32.2838
Planner 5 33.8371
Planner 6 39.9094
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Figure 6.3: DVH curves of the two plans generated for the RaySearch internal study.
Solid lines represent the plan generated by the PQM-optimization method, while dashed
lines represent the highest scoring conventional plan.
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6.4 Evaluation of results

In each test case, the optimization procedure using the developed functions is able to
produce plans with very high quality scores. This indicates promising potential in the
possibility of applying the method for generation of plans.

Comparing the DVH-curves in Figures 6.3, it can be observed that the plan generated by
the method looks similar in most regards to the manually created plan. An interesting
observation is that the curve for the PTV69 has a sharper drop-off at the 95%-volume
level. This is clearly a consequence of the clinical goal (from the PQM, given in Appendix
B) set at 95% volume. This effect is expected, as the method is using an objective that
more closely resembles the actual goals.

An important point of discussion is whether the method actually produces plans of truly
high quality, or if the plans are ostensibly good, but lack in qualities that are not measured
by the particular PQM. Clearly, if the PQM fails to measure some important clinical
aspect of the plan, the resulting plans will likely be unsatisfactory in this regard. This
should however not be viewed as a fault of the method, but rather a deficiency in the
particular PQM.

Another aspect that should be emphasized in the context of comparing the method to
manually created plans is the planning time. A full optimization run (after the PQM
has been input to the system) using the method is completed in a timespan of around 5
minutes on the machine used. In contrast, the manually planned treatments are created
in an iterative process of configuring parameters and reoptimizing, which could span
hours or sometimes days depending on the TPS and the plan complexity. Thus, while
generating superior plans is clearly an attractive ambition, it is also a big step forward
to be able to generate plans of comparable quality in shorter times.

The comparison of the generated plans with conventional plans is impeded by the un-
certainty in the treatment parameters of the plans generated by the manual planners,
as these plans are generally not available. This is of concern particularly when the de-
livery techniques used differ. Often, this is the case as most of the conventional plans
are VMAT treatments, while all of the plans generated by the method are SMLC treat-
ments. The reason for only generating SMLC treatments is that while the framework
itself is not delivery-specific, the handling of the linear leaf constraints arising in DMLC
and VMAT treatments complicate the optimization of new functions. Examining these
implementation-specific details and expanding the set of suitable delivery techniques is a
topic for future endeavors.

However, it should be seen as a merit of the method that plans of high quality are
generated without regard to the particular patient. In all of the treatments, SMLC
treatments with beams uniformly placed around the patient were used (the treatment
parameters are detailed in Appendix C). In regular dose planning, there is a multitude of
techniques and tricks for accomplishing better plans, such as creating additional ROIs to
help the optimizer and manually selecting appropriate beam angles. If used, these could
potentially improve the results even further.

The robustness of the plan is another important point when considering the actual de-
liverability. Essentially, the robustness is a measure of how sensitive the optimum is
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with regards to perturbations in the underlying parameters. For example, some changes
in patient anatomy, measurement and setup errors are generally unavoidable during the
treatment. Thus, it is desirable that the outcome of the obtained optimal plan does
not change drastically due to any potential disturbances. This is assured through the
expansion of the CTV into the PTV as described in Section 3.1. Essentially, the PTV
contains a margin around the CTV, which is based on an estimation of the errors. This
guarantees that the tumor will always be contained inside the PTV assuming the errors
are within the specified limits.

While the expansion of the CTV into the PTV clearly is not an ideal practice, as it
increases the dose to OARs in close vicinity to the tumor, it is the contemporary clinical
practice. The development of more sophisticated methods of ensuring plan quality with
respect to perturbations is an active field of research known as robust optimization, see
for example [30].

A challenging aspect of the method is the multitude of optimization parameters. The
parameters that must be chosen are the smoothness of the sigmoids ε (and LSE functions
if appropriate), the exponent of the weighted power means p, the inner smoothness σ for
the soft ramps, and the slope factor k for the score functions. Additionally, there are
various options for the definition of the active set of voxels A used in the DaV functions,
as well as algorithm parameters like number of FMO iterations before conversion and the
frequency of CC dose calculation and updating period of the correction factor α. The
interplay between these parameters is complicated, and there is no clear way to choose
optimal values. As mentioned, a full optimization demands around 5 minutes, which
makes computational studies difficult due to the high dimensionality of the parameter
space.

6.5 Conclusions and future outlook

The developed optimization method works well and has a clear advantage in its direct
correspondence to clinical goals. It can be adapted to virtually any set of goals used in
todays clinical practice. From the evaluated test cases, it is clear that the method is able
to generate plans of high quality (as measured by the PQM) by using the clinical goals
directly as objectives. The total optimization of a plan given the PQM takes around 5
minutes which is potentially an enormous improvement over manual planning. To make
the method fully applicable in practice however, further investigations are required.

An important future prospect is further ensuring the clinical relevance of the generated
plans. One possibility is to enhance the PQM metric to better measure the desirable
properties of a radiotherapy plan. Possible improvements could consist of more sophis-
ticated score functions or augmenting the set of metrics. The implemented optimization
framework is implemented under the assumption that the PQM is an accurate repre-
sentation of the actual plan quality and that if the PQM has some deficiency, it should
always be possible make modifications until it is satisfactory.

However, in some contexts there might be implicit assumptions made in the formulation
of the clinical goals. For example, when a clinical goal on the dose at 95% volume D95 is
formulated, the optimizer will essentially disregard all doses in the voxels in the volume
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interval 95%-100%, which could lead to an undesirably low minimum dose to the tumor
as there is no objective penalizing these voxels. While this behavior is correct in the sense
that the optimizer only does what it is told to do, it is often of interest to also somehow
control the doses that are not part of the goal.

For dose-based clinical goals, a possible modification to the framework to account for this
is outlined. It relies on the correction factor introduced in Section 4.9. The concept of
optimizing a clinical metric by using a smooth approximation of it is simply extended
to the case where the smooth approximation is an approximation of some other metric.
Using the previous example, a possibility could be using the minimum dose (smoothly
approximated using the techniques of Section 4.4) to control the D95-metric. The sensi-
bility of this approach relies on the existence of a correlation between the actual metric
and the optimization function, which is true for the aforementioned case.

In each of the cases examined, a predefined PQM was given which could be used for
optimization. For the method to be usable in a general sense, it is necessary that a
new PQM is constructed for each patient case. The hopeful expectation underlying
this thesis is that the generation of a treatment plan by the construction of a PQM
requires significantly less effort than manual planning, and can more easily be automated.
Treatment planning protocols for specific cancer types such as [15], seem to indicate that
there often exists a rather ubiquitous set of clinical goals which can be used for most
cases. However, the general applicability of the clinical protocols and the efficiency of
their conversion into PQM on a case-to-case basis requires further investigation.
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Appendix A

Analytical computation of gradients
and Hessian diagonal elements

Below, all the analytic expressions for the gradients and Hessian diagonal elements for the
functions used in this thesis are given. For a cleaner exposition, the dependence on the
dose vector d is implicit for every function, and not explicitly written out. All the derived
expressions are tested numerically against finite-difference values to ensure correctness.

A.1 The mean dose

The i:th element of the gradient of the mean d̄ =
∑

i∈V vidi. can be computed as

∂d̄

∂di
=

∂

∂di

∑
i∈V

vidi = vi. (A.1)

Thus, the gradient is constant, and the Hessian is identically zero everywhere.

A.2 The Volume at Dose metric

First, the necessary derivatives of the sigmoid function ζ(x) = 1
1+e−εx

are found as

∂ζ(x)

∂x
=

∂

∂x

1

1 + e−εx
= −εe−εx 1

(1 + e−εx)2
= εζ(x)(1− ζ(x)), (A.2)

∂2ζ(x)

∂x2
=

∂

∂x
εζ(x)(1− ζ(x)) = ε2ζ(x)(1− ζ(x))(1− 2ζ(x)). (A.3)

Now, the smooth VaD function is introduced in Section 4.2 as VaD =
∑

i∈V ζε(di− d0)vi.
The i:th element of the gradient can be computed as

∂VaD(d)

∂di
=
∑
i∈V

∂

∂di
S(di − d0)vi = εviS(di − d0)(1− S(di − d0)). (A.4)
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The i:th element of the Hessian diagonal is found as

∂2VaD(d)

∂d2
i

=
∂

∂di
εviS(di−d0)(1−S(di−d0)) = ε2viS(di−d0)(1−S(di−d0))(1−2S(di−d0)).

(A.5)

A.3 The conformation number and index

The smooth approximation to the conformity index was given in Section 4.3 as CN(d0) =

q (VaDT (d0))2

VaDB(d0)
. For notational convenience, f(d0) = (VaDT (d0))2 and g(d0) = VaDB(d0) is

introduced, and the dependence on d0 suppressed. Then, CN = q f
g
, and the i:th gradient

element is obtained through the quotient rule.

∂

∂di
CN =

∂

∂di

qf

g
=

q

g2
(g
∂f

∂di
− f ∂g

∂di
). (A.6)

∂2

∂d2
i

CN =
∂2

∂d2
i

qf

g
=
q

g
(
∂2f

∂d2
i

− 2
∂CN

∂di

∂g

∂di
− CN

∂2g

∂d2
i

). (A.7)

Then, using the fact that ∂f
∂di

= 2VaDT (d0) ∂
∂di

VaDT (d0), and ∂2f
∂d2i

= 2(( ∂
∂di

VaDT (d0))2 +

VaDT (d0) ∂2

∂d2i
VaDT (d0)), the expressions derived in the previous section can be substituted

to obtain a full explicit representation.

A.4 The Dose at Volume metric

The general ψ-mean was introduced in Section 4.4 as Mψ(d) = ψ−1(
∑

i∈A viψ(di)). Ele-
ment i of the gradient is computed as

∂Mψ

∂di
=

∂

∂di
ψ−1(

∑
i∈A

viψ(di)) = viψ
′(di)(ψ

−1)′(
∑
i∈A

viψ(di)) = viψ
′(di)(ψ

−1)′(ψ(Mψ)).

(A.8)
Similarly, the i:th element of the Hessian diagonal is

∂2Mψ

∂d2
i

=
∂2

∂d2
i

ψ−1(
∑
i∈A

viψ(di))

= (viψ
′(di))

2(ψ−1)′′(
∑
i∈A

viψ(di)) + viψ
′′(di)(ψ

−1)′(
∑
i∈A

viψ(di)).

A.5 The homogeneity index

In Section 4.6, the smooth approximation to the HI was introduced as HI(dp) = DaV(γ)−DaV(1−γ)
dp

,

where γ is fixed to either 0.01 or 0.02. As the expressions for the derivatives of the smooth
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DaV functions are computed in the previous section, they are not written out explicitly
here. Then, the i:th gradient and Hessian diagonal element is found respectively as simply

∂HI(dp)

∂di
=

1

dp
(
∂

∂di
DaV(γ)− ∂

∂di
DaV(1− γ)). (A.9)

∂2HI(dp)

∂d2
i

=
1

dp
(
∂2

∂d2
i

DaV(γ)− ∂2

∂d2
i

DaV(1− γ)). (A.10)

57



Appendix B

Definition of plan quality metrics

In Table B.1, the ROI names for the various anatomical structures are given for the
patient case used in the 2015 ROR plan challenge, and the PQM defined using these
ROIs is given in Table B.2

Table B.1: Explanation of ROI names used in the ROR2015 plan challenge.

ROI Name Explanation
GTV TOTAL MET Gross tumor volume of metastases
PTV TOTAL MET Planning target volume of metastases
PTV WB Planning target volume of the entire brain
HIPPOCAMPUS TOTL Total volume of hippocampus
CHIASM Optic Chiasma
BRAINSTEM Brainstem
CORD Spinal cord
LEYE Left eye
REYE Right eye
LLACRIMAL Left lacrimal gland
RLACRIMAL Right lacrimal gland
LLENS Left lens
RLENS Right lens
LOPTIC Left optic nerve
ROPTIC Right optic nerve
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Table B.2: The PQM used in the ROR 2015 Plan Challenge.

ROI Name Metric Unacceptable value Ideal value Weight
GTV TOTAL MET DaV(99%) 48 Gy 50 Gy 7
PTV TOTAL MET DaV(98%) 46 Gy 49 Gy 7
PTV TOTAL MET DaV(2%) 57 Gy 55 Gy 7
PTV TOTAL MET VaD(51 Gy) 90% 95% 7
PTV WB DaV(98%) 25 Gy 27 Gy 7
PTV WB DaV(2%) 40 Gy 37.5 Gy 7
PTV WB VaD(30 Gy) 90% 93% 7
PTV TOTAL MET HI(51 Gy) 0.9 0.0 3
PTV WB HI(30 Gy) 0.9 0.0 3
PTV TOTAL MET CN(51 Gy) 0.5 1.0 4
PTV WB CN(28.5 Gy) 0.5 1.0 4
HIPPOCAMPUS TOTL DaAV(0.03 cm3) 30 Gy 16 Gy 20
HIPPOCAMPUS TOTL Mean Dose 20 Gy 12 Gy 20
HIPPOCAMPUS TOTL DaV(100%) 15 Gy 9 Gy 9
CHIASM DaAV(0.03cc) 37.5 Gy 31 Gy 3
BRAINSTEM DaAV(0.03cc) 37.5 Gy 33 Gy 3
CORD DaAV(0.03cc) 37.5 Gy 25 Gy 3
LEYE Mean Dose 15 Gy 6 Gy 3
REYE Mean Dose 15 Gy 6 Gy 3
LLACRIMAL Mean Dose 20 Gy 10 Gy 3
RLACRIMAL Mean Dose 20 Gy 10 Gy 3
LLENS DaAV(0.03cc) 10 Gy 4 Gy 3
RLENS DaAV(0.03cc) 10 Gy 4 Gy 3
LOPTIC DaAV(0.03cc) 37.5 Gy 30 Gy 3
ROPTIC DaAV(0.03cc) 37.5 Gy 30 Gy 3

Table B.3: The PQM used in Case III: The internal RaySearch study

ROI Name Metric Unacceptable value Ideal value Weight
PTV 69 DaV(95%) 63 Gy 66 Gy 20
PTV 69 DaV(5%) 73 Gy 70.5 Gy 15
PTV 69 HI(69 Gy) 0.5 0.0 8
PTV 56 DaV(95%) 51 Gy 53.6 Gy 20
PTV 56 DaV(25%) 63 Gy 60 Gy 15
PTV 56 HI(56 Gy) 1.0 0.2 8
parotid left Mean dose 30 Gy 25 Gy 7
parotid right Mean dose 30 Gy 25 Gy 7
mandibula DaV(2%) 68 Gy 66 Gy 5
spinal cord DaV(2%) 35 Gy 30 Gy 5
spinal cord exp 5mm DaV(2%) 40 Gy 32 Gy 5
brainstem exp 3mm DaV(2%) 35 Gy 28 Gy 5
skin VaD(66 Gy) 500 cm3 303 cm3 5
skin VaD(53.6 Gy) 1150 cm3 860 cm3 5
skin VaD(20 Gy) 3500 cm3 2000 cm3 5
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Appendix C

Treatment parameters

This section details the parameters used in the generation of treatments for the various
test cases.

Treatment device Elekta SynergyAgility
Delivery technique SMLC
Modality Photons
Energy 6 MV
Fractions 24
Beam angles k · 40◦, k ∈ {0, . . . , 8}
Number of segments 200

Table C.1: The treatment parameters used for case I, the 2013 ROR Plan Challenge

Treatment device Elekta SynergyAgility
Delivery technique SMLC
Modality Photons
Energy 6 MV
Fractions 28
Beam angles 20◦ + k · 40◦, k ∈ {0, . . . , 8}
Number of segments 200

Table C.2: The treatment parameters used for case II, the 2015 ROR Plan Challenge

Treatment device Elekta SynergyAgility
Delivery technique SMLC
Modality Photons
Energy 6 MV
Fractions 24
Beam angles 360◦

11
+ k

11
· 360◦, k ∈ {0, . . . , 11}

Number of segments 200

Table C.3: The treatment parameters used for case III, the RaySeach planning study
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