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Abstract

Evaluation of machine translation is an important step towards improving MT.
One way to evaluate the output of MT is to focus on different types of errors
occurring in the translation hypotheses, and to think of possible solutions to fix
those errors. An error categorization is a rather beneficent tool that makes it easy
to analyze the translation errors and can also be utilized to manually generate
post-editing rules to be applied automatically to the product of machine transla-
tion. In this work, we define a categorization for the errors occurring in Swedish–
Persian machine translation by analyzing the errors that occur in three data-sets
from two websites: 1177.se, and Linköping municipality. We define three types
of monolingual reference free evaluation (MRF), and use two automatic metrics
BLEU and TER, to conduct a bilingual evaluation for Swedish–Persian trans-
lation. Later on, based on the experience of working with the errors that occur
in the corpora, we manually generate automatic post-editing (APE) rules and
apply them to the product of machine translation. Three different sets of results
are obtained: (1) The results of analyzing MT errors show that the three most
common types of errors that occur in the translation hypotheses are mistrans-
lated words, wrong word order, and extra prepositions. These types of errors
are placed in semantic and syntactic categories respectively. (2) The results of
comparing the correlation between the automatic and manual evaluation show a
low correlation between the two evaluations. (3) Lastly, applying the APE rules
to the product of machine translation gives an increase in BLEU score on the
largest data-set while remaining almost unchanged on the other two data-sets.
The results for TER show a better score on one data-set, while the scores on the
two other data-sets remain unchanged.
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1 Introduc on

Persian (Farsi), with approximately 110 million speakers worldwide, is one of the
top 30 languages in the world by number of speakers. It is the official language in
Afghanistan, Iran and Tajikistan. However, the rapidly improving pace of political
and social migrations, as well as the increasing number of students seeking higher
education in countries other than their homelands, have been highlighting the impor-
tance of interacting with materials not in ones mother tongue. But, as learning a new
language requires spending lots of time and energy, evaluating machine translation
and preferably improving it can be helpful to overcome the barrier of language prob-
lems in communication. This is most important globally for languages like Persian
that have a high number of speakers and lack a good machine translation system.

Although evaluating automatic machine translation has always been of interest, it
is important to note that evaluation and error analysis of machine translation output
is difficult and important, as there is always more than one acceptable translation for
a given sentence in the source language.

In this thesis we utilize two types of evaluation for phrase-based statistical Per-
sian machine translation: Monolingual Reference Free (MRF) and Bilingual, which
is reference-based, and compare the result of applying these two types of evaluation.
In addition to this we manually create rules to be applied by an automatic post-editing
system to the output of the machine translation system.

The data for this work is collected from a Swedish website with information,
counseling and services in health and care, 1177.se1, and the official website of the
Linköping municipality2.

This data is all supplied by Convertus AB, a company who offers machine trans-
lation3. Convertus AB is a machine translation service in Uppsala which offers trans-
lation services. The core product of Convertus is a complete solution for automated
translation, consisting of language-checking software, a translation engine, and post-
editing of the translated text. Convertus AB started in May 2006 as a spin-off from
Uppsala University.

For the automatic post-editing section of this thesis, we were inspired by the tech-
nical report about an EU project for a machine translation platform, called Bologna
Translation Service (BTS), on which Convertus AB has collaborated in 2013 (Sågvall-
Hein et al., 2013).

1http://www.1177.se/
2http://www.linkoping.se
3http://www.convertus.se/en

6



1.1 Purpose
There are several research questions we intend to answer in this work:

• What types of errors exist in machine translation, and how can they be catego-
rized?

• Which errors have a more highlighted effect on the translation?

• How different are the results of the reference-free and the reference-based eval-
uations?

• What rules can be suggested for the automatic post-editing of Persian transla-
tion?

• Is it feasible to implement some or all of these rules?

1.2 Outline
After a brief introduction in Chapter 1, we present the background for each of the main
parts of this work in detail. We review some of the previous works on the MRF eval-
uation of MT, and describe BLAST, a tool for error analysis of machine translation
output (Stymne, 2011). The chapter also gives background on techniques for the eval-
uation of machine translation using both reference and hypothesis texts, gives some
examples of the works on bilingual evaluation, and describes automatic post-editing.
In Chapter 3, we define the three different types of MRF evaluation, a categorization
of the different types of errors that occurred in the data-sets is presented, and per-
centages are shown to clarify the results. We calculate the weights for each error in
the error categorization and compare the results between the MRF evaluation and the
bilingual evaluation in Chapter 4. In Chapter 5, the methodology for the automatic
post-editing is described and the process of production of APE rules for Swedish-
Persian is clarified by giving some examples. We conclude this work in chapter 6 and
present some ideas for future work.
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2 Background

In this section we review the state–of–the–art in some of the works and tools that have
been used in our evaluation of machine translation, and in the production of automatic
post-editing rules.

2.1 An Overview on Persian
Persian is derived from Indo-Iranian, a branch of Indo-European languages (Amtrup
et al., 2000). Like many other languages, Persian has language-specific characteristics
including grammatical and syntactic rules, which might cause inconvenience in the
process of translating from/to a different language.

Light verb constructions is one of those characteristics which plays an important
role in Persian grammar and occurs very frequently in everyday conversation. In light
verb constructions a verb acquires a different meaning when combined with either a
noun, preposition or adjective. For example شو پا , (pɑːʃo) which literally means
“leg become” but means “stand up”. There are still discussions about the number of
Persian light verbs and they can be troublesome in both machine translation and for
learners of Persian.

The free-word-order is another characteristic of Persian. While generally Persian
is known as a free-word-order language, syntactically its word order is subject-object-
verb (SOV). Knowing this, we can expect word-order type of errors for the cases in
which the translation is from/to a language with a different word-order than SOV.

Although Persian has neither gender nor case, verbs are conjugated for six persons
in this language. As this feature defines the person of the verb, a pronoun is no longer
required and including one in a sentence might be redundant, unless its aim is to
emphasize the subject in a sentence. These two characteristics can cause translation
problems in the translation to/from many languages.

Some other characteristics such as the attached possessive pronouns (known as
clitics) for six persons, language specific prepositions, sign of accusative (rɑ in Per-
sian), and word ambiguity are among the features which might cause difficulties in
Persian machine translation.

2.2 Google Translate
Groves and Mundt (2015) describe Google Translate as a statistics–based translation
tool, which computes the probability of several translations for a phrase being correct,
rather than doing a word–for–word translation.

Google Translate is a free, web–based service that translates between a variety of
languages. It is also available on mobile devices as an app.
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Google Translate started its work as a statistical machine translation system in
2006, but switched to a neural machine translation system for some languages in
November 2016. It has also facilities such as camera and own handwriting options for
the app-users and gives you the opportunity to suggest edits for an incorrect transla-
tion. Although Google Translate is perhaps the most popular free machine translation
system, for some languages its results are a long way from a fluent acceptable trans-
lation. Persian unfortunately, is one of those languages.

2.3 Human evalua on of MT
2.3.1 Ranking hypotheses from worst to best
Human evaluation has been done based on fluency and adequacy in some works in
machine translation. This means, native speakers of the source and target languages
judge the quality of translation by assessing its overall fluency and adequacy. While
in automatic evaluation of machine translation the metrics’ outputs are obtained by
comparing pairs of segments based on factors such as n-grams, and give rise to very
general scores, human evaluations can go further in analyzing the details, distinguish-
ing the specific errors and perhaps formulating categories for those errors. However,
the latter has always had the problem of being considerably time-consuming and ex-
pensive.

Agarwal and Lavie (2008) use the data from the Europarl shared translation task,
WMT-071 for four pairs of European languages to obtain the human evaluation in their
work. Five translation systems were used in different numbers of source and reference
sentences for different languages to be ranked in the range of 1-5 by humans. In the
binary judgment, the preferred hypothesis from a pair of translations is chosen. Equal
ranks are not allowed. The human judgments are used to obtain the main goal of the
work, namely to compare the human evaluation with the modified automatic metrics’
values, in order to reach a higher correlation between the human and the automatic
evaluation.

Sun (2010) employs four human translators to rank translations of a manual of an
anti-virus software from English into Chinese and asks them to rank the hypotheses
from 1 to 4. He then uses the result of the human evaluation to get the correlation
between human judgment and three automatic metrics.

2.3.2 Linguis c error categoriza on
While ranking the hypotheses for a reference translation is based on fluency and ad-
equacy, one way to investigate the reasons behind a bad translation is to define sin-
gle errors in each segment, categorize them, and score the whole segment by giving
weights to the errors that effect the correctness of that segment and considering their
number.

Vilar et al. (2006) present a framework for the machine translation errors and ana-
lyze those errors. Their error categorization has a hierarchical structure, and contains
five categories at the first level: “missing words”, “word order”, “incorrect words”,
“unknown words” and “punctuation”. Except for the punctuation category, these main
categories are divided into smaller sub and sub-sub categories. The corpora used in

1http://www.statmt.org/wmt07/results.html
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their work is the European Parliament Plenary Session for the English–Spanish lan-
guage pair, and broadcast news for the Chinese–English language pair. The source of
errors are discussed in detail and they present the most common errors that occurred
in the corpora and the possible reasons for them. The results show that incorrect words
have the higher number of errors for English–Spanish, Spanish–English, and Chinese–
English in final text edition and verbatim data-sets.

Ehsan and Faili (2011) suggest a hybrid model of statistical and rule-based gram-
mar checker, with the final aim of detecting and correcting the grammatical errors in
Persian. They describe the errors they observe in the test data-set and suggest a list
of 17 error rules. They then categorize the errors by placing them in a categorization
suggested by Nicholls (2003) consisting of four categories.

In a comparison between two machine translation systems (rule-based and sta-
tistical) for Catalan–Spanish machine translation, Costa-Jussa et al. (2012) use three
evaluation methods on four machine translation engines. In addition to automatic and
human evaluation, in order to have a more accurate evaluation, they added a third
evaluation to their work named linguistic evaluation, for which they define five error
categories. While the main categories are more general and perhaps can be defined for
most languages, the subcategories are sometimes language-specific and are useful for
identifying the linguistic errors that occur in Catalan. The main five categories are:
orthographic, morphological, lexical, semantic and syntactic. To find a correlation
between human and linguistic evaluation, they essentially compared the translation
systems in pairs, to see if a system performs better than another, what kind of errors
occur less in that system. The results of these comparisons show that there is a corre-
lation between the human and the linguistic evaluation in all error categories, while in
83% of the cases, if a system performs better than another, there are also less syntactic
and semantic errors in that system.

Stymne (2012) defines an error classification for machine translation based on
an error typology for a grammar checker for Swedish, and checks if this grammar
checker can be used to recognize the errors that occur in machine translation. As the
error typology for the grammar checker contains only fluency errors, she added five
types of adequacy errors. The results of comparing the five fluency error types on two
evaluation of human adults and primary school children show that except one category,
the grammar checker has the highest precision for all other four categories. The results
for the recall are much lower for adult texts, but nearly the same for the children’s
texts. It is also concluded that extending the error typology by adding adequacy error
categories to the frequency errors is useful for annotating the machine translation
output.

2.3.3 BLAST, a tool for error analysis of MT
Blast (Stymne, 2011), is an open-source tool for error analysis of machine translation
and has three working modes for handling error annotations: adding new annotations,
editing existing annotations, and searching among annotations. Blast is implemented
as a Java application using Swing for the graphical user interface (Stymne, 2011).
By producing a file which is compatible with Blast, users can load their own error
categories into the program to analyze the errors. While users can choose to see either
reference or source sentences or both at the same time with the hypothesis sentence,
it is also possible to use only the hypothesis translation, when one wants no bias in
the judgment of the fluency and adequacy of a sentence. The program outputs two
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files: a file containing the details of the errors in each sentence and a summary file
containing statistical information about the distribution of the errors.

2.4 Automa c evalua on of MT
A metric is a measurement to automatically evaluate the output of a machine transla-
tion system. Metrics such as BLEU (Papineni et al., 2002), TER (Snover et al., 2006),
and METEOR (Lavie and Agarwal, 2007) are among the most popular and most fre-
quently used tools for the automatic evaluation of machine translation. An important
factor in the usefulness of an evaluation metric is to have good correlation with the
human judgment, even when working with small amounts of data.

2.4.1 BLEU
Papineni et al. (2002) claim that the closer a machine translation is to a professional
human translation, the better it is. This is the central idea behind BLEU, which is one
of the first automatic metrics to achieve a judgment of quality of translation.

There are two types of data-set BLEU uses to do the evaluation: hypotheses and
references. While the hypotheses are the outputs of different machine translation sys-
tems, the references are different human translations. The task here is to first compare
each hypothesis with different references, and then rank the hypotheses comparing n-
grams between each hypothesis and reference translation. Therefore BLEU compares
n-grams in references and hypotheses and calculates the number of matches. The po-
sitions of matches do not play a rule in this computation.

The precision measure is the basis of BLEU. Precision is obtained by counting up
the number of hypothesis translation words (uni-grams) which occur in each reference
translation and then dividing by the total number of words in the hypothesis transla-
tion. However, calculating precision in this way might not be correct as a matching
hypothesis word will be counted more than two times, if it exists in more than one
reference, resulting in a high, but not accurate precision. The solution that Papineni
et al. (2002) suggest to solve this, is to calculate the modified n-gram precision. The
idea behind modifying n-gram precisions is to clip all hypothesis n-gram counts by
their corresponding reference maximum counts, add them up, and divide by the to-
tal number of hypothesis n-grams. This can be calculated for any n-grams, not only
uni-grams.

To combine the modified precisions of a variety of n-grams, Papineni et al. (2002)
use the geometric mean2 of the modified n-gram precisions. The reason for preferring
this mean over the arithmetic mean, is to hold a balance between the different preci-
sions of different n-grams.

While n-gram precision penalizes the words in the hypothesis who do not appear
in the reference at all, the modified n-gram precision is penalized if a word occurs
more often in a hypothesis comparing to its equivalent in the reference.

Papineni et al. (2002) introduce a multiplicative factor called the brevity penalty.
This factor defines a high-scoring hypothesis as one that matches the reference transla-
tion in length, word choice and word order. If the length is exactly the same or larger,
the brevity penalty is considered to be 1. Instead of computing the brevity penalty

2While the geometric mean of two numbers is the square root of their product, for three numbers
geometric mean is the cube root of their product, and so on
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sentence by sentence, Papineni et al. (2002) compute it over the whole corpus. This is
done by calculating the total number of best matches, the lengths for each hypothesis
sentence in the corpus (r), divided by the total length of hypothesis translation corpus
(c):

BP =

{
1 if c > r

ϵ(1−r/c) if c ⩽ r.

Then, to get the BLEU score, as explained before, first the geometric average of
the modified n–gram precision, pn , is computed by using n-grams up to length 4 and
positive weights wn summing to one.

BLEU = BP · exp

(
N∑

n=1
wn log pn

)
.

This metric takes values between 0 and 1. However, reaching a score of 1– even
for a human translator – is not very probable. It is important to point out that the more
reference translations we have, the better BLEU score we can obtain.

BLEU has a poor correlation with human judgment at the sentence-level. It calcu-
lates a geometric mean of n-gram precision as explained. Therefore, if a higher n-gram
precision is 0 in a sentence, then the BLEU score would be 0 for the whole sentence,
regardless of the matched 1-gram, 2-gram or 3-gram. Chen and Cherry (2014) com-
pared seven smoothing techniques for sentence-level BLEU. In the first method, if the
number of matched n-grams is 0, a small positive value of ϵwill replace 0. The second
smoothing technique, adds 1 to the matched n-gram count and the total n-gram count
for n ranging from 2 to N. The third smoothing method assigns a geometric sequence
starting from 1/2 to the n-grams with 0 matches. The fourth method is the a modified
version of the third smoothing method and gives proportionally smaller smoothed
counts. The fifth smoothing method is inspired by the idea that matched counts for
similar values of n should be similar. To calculate the n-gram matched count it aver-
ages the (n−1)-, (n) and (n+1)-gram matched counts. The sixth method interpolates
the maximum likelihood estimate of the precision pn with a prior estimate p0

n. The
seventh smoothing method is a combination of the fourth and the fifth smoothing
methods.

In their experiment, Chen and Cherry (2014) compare the seven smoothing tech-
niques as evaluation metrics, and to tune SMT systems to maximize the total sentence-
level BLEU scores. Both Spearman’s and Pearson’s rank correlation coefficients are
used to quantify the correlation between the results of the seven methods and human
judgments. The results show that all the smoothing techniques increase sentence-level
correlation over no smoothing, and the seventh smoothing method gives the highest
sentence-level score. At the system level, Both Pearson’s and Spearman’s rank correla-
tion report better correlation with human judgments. However, while the 7th smooth-
ing BLEU score is higher in the Pearson’s rank, choosing a specific technique does
not make a big difference for the Spearman’s rank correlation coefficient.

2.4.2 TER
Snover et al. (2006) suggest to measure the quality of machine translation in a more
“meaning–based” approach, which is closer to a human judgment of the output of MT.
Translation Edit Rate (TER) is calculated by the division of the minimum number of
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edits needed for a hypothesis to match one of the references, by the averaged number
of words in the references. There are four types of edits: insertion of a word, deletion
of a word, and replacement of single words as well as shifting word sequences. These
edits should be applied when in comparison between the reference and the hypothesis
a token is missing, extra or misplaced. The cost for all edits is the same.

While the number of insertions, deletions and substitutions is calculated using
dynamic programming, a greedy search is used to find the set of shifts. This process
is done by repeatedly selecting the shifts that most reduce the number of insertions,
deletions and substitutions, until no more beneficial shifts remain (Snover et al., 2006).
The dynamic programming is used to calculate the remaining edit distance using a
minimum edit distance, where the cost for insertion, deletion and substitution is all 1.
Snover et al. (2006) present Algorithm 1 in their paper to describe the functioning of
TER in calculating the number of edits. It is assumed that we already have an algo-
rithm to calculate the edit distance based on the first three types of edits. Algorithm 1
merely finds the shifts that give the smallest edit distance. Then this edit distance is
added to the number of shifts (e). The algorithm uses the fact that shifts commute
with the other types of edit.

The TER score, unlike the BLEU score, is based on the number of errors occurring
in the hypothesis compared to the reference, and therefore, the lower a TER score is,
the better it is. TER is freely available to use as a Java program. The program parses
both reference and hypothesis files in the same format (that could be SGML (NIST
format), XML, or Trans).

Algorithm 1 Calculate Number of Edits (Snover et al., 2006)
Input: HYPOTHESIS h

Input: REFERENCES R

E←∞
for all r ∈ R do

h′ ← h

e← 0
repeat

Find shift, s, that most reduces min edit distance(h′, r)
if s reduces edit distance then

h′ ← s(h′)

e← e+ 1
end if

until No shifts that reduce edit distance remain e← e+min edit distance(h′, r)

if e < E then
E← e

end if
end for
return E
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2.5 Comparison between human and metric
evalua on

Many works have been done on the correlation between human and automatic evalua-
tion for machine translation. Callison-Burch et al. (2008) report the translation quality
for 10 European language pairs and evaluate the strength of the human judgments at
both system level and sentence level. Sun (2010) follow their work to check the cor-
relation between human and automatic machine translation evaluation for an Asian
language (Chinese) at the sentence level. Human evaluation can be done by either
scoring or ranking the hypothesis translations, and the correlation between automatic
and human evaluation is measured by different correlation metrics such as Pearson’s
or Spearman’s correlation coefficients. The correlation value ranges from -1 to 1 rep-
resenting negative linear correlation to perfect positive linear correlation.

2.6 Automa c post-edi ng
The task of post-editing is essential when high quality translation is required (O’Brien
and Simard, 2014). As McKeown and Adria de Gispert (2012) also mentioned, the
main goal of automatic post editing is to automatically correct translated sentences
produced by machine translation system in order to possibly improve the quality of
translation.

Post-editing is expected to be faster than re-translation, as it is used to edit the
texts in order to make them clearer and more fluent in the target language, and can
ensure the post-editors that no information has been added or deleted.

In languages with rich morphology the problem of grammatical errors, which is a
frequent type of SMT errors, is very highlighted. In their work, Rosa et al. (2012)
suggest a system to correct some of the frequent errors in English–Czech transla-
tions automatically, and obtain improvements to a system of rule-based post-editing
of English–Czech MT outputs.

McKeown and Adria de Gispert (2012) describe automatic post-editors that tar-
get three types of adequacy errors: errors related to deleted content words, content
words that were translated into function words, and mistranslated named entities. Au-
tomatic post-editors can extract information that is not available to the decoder, make
use of word alignments, source and target language part-of-speech (POS) tags, and
named entities to detect errors that occur at the phrase level, and draw on several ex-
ternal resources to find a list of corrections for each error. The result of McKeown
and Adria de Gispert (2012)’s work shows improvement in the translation quality.

Kjellin (2012) describes the “syllabus translator” and a program that has been
used in Convertus AB to generate post-editing rules from parallel corpora. In the
process of generation and application of post-editing rules at Convertus, there are
two Perl programs that are being used using for string-based post-editing rules. One
of these programs generates rules from parallel corpora and line, and the other one
applies the rules to perform the post-editing task automatically.

The parallel corpus is a text file that comprises line triplets. The second line in
each triplet contains a raw machine translation and the third line contains a corre-
sponding reference translation. The input to the rule application input should be a
text file with one raw machine translation per line. Then the regular expression on
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the left hand side, is matched against the translation to be post-edited and matching
strings are replaced according to the right hand side. The result of applying these rules
is either deletion, insertion or substitution of one or several tokens (Kjellin, 2012).

Kjellin (2012)’s own work is generating sets of post-editing rules from parallel
corpora. The main idea of Kjellin (2012)’s method is to make a set of candidate rules
from a parallel corpus, and then trim this set by applying its rules one by one to the
raw machine translation of another corpus. Then, rules that help in improving BLEU
score of the second corpus are kept and the other rules are deleted.

Kjellin (2012) defined two corpora for their work. He managed to improve the
BLEU score by 0.10 after applying the statistical post-editing for the medical test
corpus, while the score decreased by 0.09 in the general test corpus.

Bologna Translation Service, BTS, is one of the APE projects that Convertus AB
participated in (Sågvall-Hein et al., 2013). BTS is a web-based platform for machine
translation, developed through an EU project of the same name. The platform can be
linked to various machine translation engines and also includes translation memories
and a user-friendly editing interface. BTS also has a range of administrator functions
which keep track of the status of the different translation tasks and allow for final
approval after review and editing.

In the process of production and application of APE rules in the Bologna project
there are six steps for the creation of the APE rules. The first step is the manual gener-
ation of string-based rules. In the second step the manually created rules are applied
to the development corpus and a first post-edited version of the corpus is created.
String-based rules, based on the first post-edited version of the corpus are generated
automatically in the third step. In the fourth step, a second, post-edited version of the
corpus is created by the application of the automatically generated rules to the first
post-edited version of the development corpus. The next two steps consist of tagging
the second, post-edited version of the corpus and generation of part-of-speech rules
based on the sentences of length 1 to 10 in the tagged version of the development
corpus (Sågvall-Hein et al., 2013).
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3 MRF evalua on

While using automatic metrics is perhaps the most common way of evaluating ma-
chine translation systems because it is fast, cheap and easily available, the results for
most metrics are only single quantitative scores which are not informative enough and
do not give much detailed information about the specific types of errors. Our approach
in this work focuses more on the errors in detail. It is an illuminating method, as it
suggests different classifications for the errors occurring in the MT system, and ana-
lyzes the errors in detail. The greatest downside to this method however, is that it is
very time-consuming. The hierarchical structure of our error classification is inspired
by Vilar et al. (2006)’s work.

In our human evaluation of machine translation, we use only hypotheses as the
source, and therefore call this evaluation the monolingual reference-free evaluation.

We use three different methods to obtain scores for the MRF evaluation task at
the sentence level:

• Fluency score: our scoring is rather liberal, and we scored the segments based
on their fluency only. We only looked at hypotheses and scored the fluency of
translation between 0 and 1, rather than ranking the hypotheses in a comparison
between different references.

• Unweighted score: scoring each segment by dividing the number of erroneous
words in that segment by the total number of words.

• Weighted score: first giving weights to different types of errors depending on
their effect on the translation, and then getting the score for each segment by
multiplying the number of words with each error type by the corresponding
weights, summing up and dividing by the number of words in the segment.

We present the error categorization in detail in this chapter, and discuss the pro-
cess of calculation of the weights for the errors in the next chapter.

3.1 Data
We use three sets of data comprising 1167 segments. Each data-set contains an equal
number of sources (in Swedish), references, and hypotheses (in Persian) in it. Table
3.1 shows the number of segments for each data-set.

3.1.1 Pilot Study
The purpose of Pilot Study is to define error categories to be used later in our main
study. Data-set consists of 200 sentences from the Swedish website 1177.se. For
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Table 3.1: Data-sets

Data-set Length
Pilot Study 200
1177.se 715
Linköping municipality 252

translation we used Google translate. The ideas for category definitions are compiled
from Vilar et al. (2006), Ehsan and Faili (2011), Stymne (2012) and Costa-Jussa et al.
(2012) as well as from grammatical knowledge of Persian from a native speaker. The
error categorization is the core of the MRF evaluation, and aims to cover all possible
translation errors that might occur in the translation process.

3.1.2 1177.se
1177.se is a Swedish on-line health care service that provides people living in Sweden
with information about their health, and is available in different languages including
Persian. Our data-set includes 715 segments from this website.

3.1.3 Linköping municipality
Linköping municipality, like 1177.se supports its visitors with different languages
including Persian. Our data-set comprises 252 segments about different types of ser-
vices in the municipality.

3.2 Error categoriza on
We select 200 sentences to form the Pilot Study, and extract an error categorization
by looking at and analyzing the errors occurring in those 200 sentences. The Pilot
Study resulted in the definition of six main error categories: lexical, morphological,
orthographic, semantic, stylistic and syntactic. We also define a seventh category,
other, for the cases in which the errors do not clearly belong to any of the main six
categories. All these categories are divided into more detailed sub–categories. Some
sub–category names occur in multiple parent categories. For example missing words
occurs in both lexical and syntactic. The error categorization is shown in Figure 3.1.
We will introduce the categories in the following part:

Table3.2 shows the list of glossing abbreviations we use in the examples.

Lexical errors:
This category is divided into extra and missing words categories, each of which are
divided into two sub-sub-categories, content and function words.

1. Missing words: Words are assigned to this category when in spite of lacking
a word in a segment, the translation is still understandable. We consider this
error in both lexical and semantic categories, as occurrences can obscure the
meaning of the sentence as well.
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Table 3.2: The List of Glossing Abbrevia ons

Gloss Meaning
1 first person
2 second person
3 third person
ADJ adjective
AUX auxiliary verb
BE “be” verb
COMP comparative
CONJ conjunction
DEF definite
FUT future tense
INDF indefinite
INF infinitive
NEG negation
OBJ object
PL plural
PREP preposition
PRES present tense
PRO pronoun
PST past tense
SUB subject
SG singular
V verb

2. Extra words: Persian is a pro-drop language. That is, in most sentences, pro-
nouns are not required as the person of the verb is usually clear from the con-
jugation. Although it is not wrong to keep the pronoun, omitting it when not
required is helpful for the fluency of the translation. Other than that, there are ac-
tually some other kinds of the words which are redundant in the translation. For
example the second شما (you(PRO.2PL)) is redundant in the following sentence
and is shown in red:

شما
you(PRO.2PL)

زمان
time

هر
which

بگیرید،
take,

تماس
call

اورژانس
emergency

با
with

می توانید
can

شما
You(PRO.2PL)

برخوردید
face

مشکلی
problem

به
to

Possible correct translation: you can call A & E when you face a problem

(1)

Morphological errors:
Morphology refers to the identification, analysis and description of the structure of
words (Costa-Jussa et al., 2012). This category comprises four sub-categories:
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1. Conjugation errors: This type of error occurs often when a verb is not conju-
gated in its correct form in the translation. It might be understandable what
the sentence means, but the form of the verb is wrong. We observed this error
mainly when the translation of the verb appears as the infinitive form instead of
its correct conjugation.

دیدن
see(INF)

شما
you(PRO.2PL)

Possible correct translation: you(PRO.2PL) see(V.PRES-2PL).

(2)

2. Indefinite suffix: Nouns and the indefinite suffix ی (ye), pronounced ee, form
indefinite nouns in Persian (Seraji, 2015). Using this suffix in a redundant way,
or not using it when required could be a source of error.

؟ شهر
?city(DEF)

چه
which

Possible correct translation: Which city(INDF)?

(3)

3. Subject-verb agreement: This type of error occurs when the subject and the
verb are not congruous in a sentence. One reason for the occurrence of this
error could be that Swedish doesn’t have any conjugation for different persons,
while in Persian there are 6 different conjugations for different persons.

خوردی
eat(PST-2SG)

من
I

Possible correct translation: I eat(PST-1SG)

(4)

4. Tense: We encounter this error when the tense of the verb is neither in harmony
with the adverb of time nor with the other verbs in the sentence.

هنگام
sleep

را
while

خود
self

سر
head

که
that

بود خواهد
BE(FUT-3SG)

بهتر
better

است
BE(PRES-3SG)

ممکن
possible

دارید نگه
have(PRES-2PL)

با
keep

خواب
up

Possible correct translation: it might be better to keep your head up while sleeping

(5)
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Orthographic errors:
The word orthography is derived from the Greek words όρθός (correct) and γράφειν
(to write), and is concerned with the correct symbols and specific writing system
that is used to write a language. There have always been discussions about Persian
orthography in the writing system, and it has been changing in the last four decades
a lot. An example is using half space also known as zero-width non-joiner (ZWNJ),
instead of full space when writing a word that is either connected to its morpheme or
makes a compound. e.g. mi:tævɒnæm (I can) as می توانم and not توانم می

However, as using ZWNJ instead of full space was not met in the references, we
did not consider this as an error in this work.

We have made two categories for this type of error:

1. Punctuation: When either there is no need to use punctuation marks or they are
missing.

کند
do

کمک
help

دوم
second

زبان
language

شدن
become

بهتر
better

به،
to,

می تواند
can

این
this

آن
that

بر
to

وه ع
besides

Possible correct translation: moreover, it can help to improve the second language.

(6)

2. Foreign words: There are words which are either not translated at all, or are
transliterated in Persian. Namely, the same word is written in Arabic alphabet.
This type of errors are not always easy to identify, specially when working with
the medical texts, as there might not be a Persian equivalent for every medicine
or disease.

Seman c errors:
We define four sub-classifications for semantic errors. Semantic errors occur when
the result of the translation harms the meaning of a segment by either a wrong or a
missing translation.

1. Missing words: Similar to the lexical class, we divided missing words into con-
tent and function word errors. However, this type of error has more effect on the
fluency and adequacy of the translation if it is in the semantic category. In the
following example a verb is missing and therefore the meaning of the sentence
is incomplete.

می
says

را
–

آن
that

دکتر
doctor

و
and

<unknown>
<unknown>

شما
you(PRO.2PL)

پزشکی
medical

پس زمینه ی
background

گوید

Possible correct translation: your medical background <unknown> and the doctor says that.

(7)
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2. Mistranslated words: This is probably one of the most common and crucial er-
rors considered in this work and in machine translation. There could be different
reasons for the occurrences of this error. One reason is that there is usually more
than one translation for a word, or a translation and hence might not be the de-
sired one in the context. In the following example, it is obvious that the word
مرغ (means chicken) which is shown in bold and red, is a mistranslated word,
even without looking at the reference and knowing the correct translation. Af-
ter being done with the MRF evaluations, checking the references we realized
that the Swedish pronoun hens (which is a personal pronoun for both male and
female) is translated as مرغ which means chicken in Persian.

چقدر
how

مرغ
chicken

تصمیم گیری
decision

کودک
child

دهید
do

اجازه
let

که
that

است
BE(PRES-1SG)

این
this

کار
work

بهترین
best

دارد وجود
has

شود
exist

می
becomes

ناراحت
sad

Possible correct translation: the best is to let the child decide about their own feeling

(8)

3. Negation: In a sentence with an adverb of negation (e.g. never) the correspond-
ing verb to that adverb should be conjugated in negative form. A reason for this
error occurring is that it is not the case in English or Swedish. In the following
example, although “I never saw him” is a possible correct translation in English,
the correct form for a word-to-word translation in Persian should be “I never did
not see him”.

دیدم
see(PST-1SG)

را
–

او
he

هرگز
never

من
I

Possible correct translation: I never see(PST-1SG) him

(9)

4. Verbatim translation, i.e. word by word translation: Sometimes while the trans-
lation is comprehensible, it is not as fluent as it should be. In other words, the
translation might fail in transferring the meaning, as it lacks fluency.

Stylis c errors:
Stylistic errors are about the aesthetic of a text and affect the professionalism and
credibility of a translation. We divide this classification into two sub-categories:

1. Word order: Although word order in Persian is SOV, in general it is a free word
order language. Hence, a sentence might sound understandable in other word
orders (e.g. SVO, OSV, etc.), but the fluency is influenced. As long as it does
not harm the meaning, it can be considered as a stylistic error. The following
example is understandable, however, changing the word order in a way that
the object (reward) appears at the beginning of the sentence, can make it more
fluent.
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به
them

تواند
to

می
can(V)

است،
has,

رسانده
reached

اتمام
finish

به
to

دانش آموز
student(SUB)

دوره ی
period

به
to

بسته
depends

شود اعطا
become

جایزه
given

او
reward(OBJ)

correct translation: A reward is given to students, depending on whether they finish their course
Possible

(10)

2. Redundant comparative: The suffix tær is attached to the adjective to make the
comparative adjective. However, the suffix tærin is added to make the superla-
tive adjective. This error occurs when instead of using tærin, the suffix tær is
repeated.

بهترتر
better(COMP)

Possible correct translation: best

(11)

Syntac c errors:
Syntax refers to the principles and rules for constructing sentences in natural language
(Costa-Jussa et al., 2012). This class comprises general errors occurring in many lan-
guages as well as language–specific syntactic errors for Persian.

1. Clitics: pronominal clitics in Persian are used to connect noun phrases to a
corresponding clause. They only occur as the last element in the noun phrases.
There are six pronominal clitics in Persian for six persons which are attached
to the end of noun phrases to show possessiveness. Those six clitics are: -æm,
-æt, -æʃ, -emɑn, -etɑn, and -eɑnʃ.
In this work we propose three sub-categories for this category: when the clitic
is missing, extra or misplaced. The latter two appear to occur less often than the
first. In the example below the corresponding clitic for “mother tongue” --eɑnʃ
means “their”- is missing.

ابتدایی
primary

مدارس
schools

در
at

جداگانه
separate

موضوع
subject

یک
one

دوم
second

زبان
language

عنوان
title

به
to

سوئدی
Swedish

است
is

سوئدی
Sweden

از
from

غیر
except

<missing>
<missing>

مادری
mother

زبان
language

که
that

دانش آموزانی
students

برای
for

language is a separate subject at primary schools for students whose mother tongue is not Swedish
Possible correct translation: Swedish as second

(12)
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2. ke errors: Ke, is the most common conjunction in Persian. The most convenient
translation for ke is that in English. We define three types of errors that can oc-
cur for this conjunction: extra, missing and misplaced. The following example
shows a case in which there is an extra ke.

که
that(CONJ)

دانش آموزانی
students

که
that(CONJ)

کسانی
who

برای
for

مشاوره
consult

ترتیب
order

شهرداری
Municipality

و
and

تدریس
teaching

در
in

فعال
active

مشارکت
participate

برای
for

کافی
enough

اندازه
amount

به
to

صحبت
speak

سوئدی
Swedish

است
is

درسی
educational

برنامه
programme

دنبال
follow

به
to

قادر
able

cannot speak Swedish well enough to actively participate in the lessons and follow the programme
Possible correct translation: the municipality arranges consulting sessions for students who

(13)

3. Light verb constructions (lvc): Light verbs play an important role in Persian
grammar and occur very frequently in everyday conversations. While light
verbs occur very frequently as a single verb and have their most common mean-
ing in this form, in far more instances they appear combined with an (often nom-
inal) pre-verbal element to express verbal meanings (Family, 2008). In other
words, the verb acquires a different meaning when combined with either a noun,
preposition or adjective. For example شو پا , [pɑːʃɒ] which literally means “leg
become” but means “stand up”. There are still discussions about the number
of Persian light verbs and they can be troublesome in both machine translation
and for learners of Persian. We propose two sub-categories for this class of the
errors: missing verbs and wrong conjugation. Below, we see a case in which
the light verb is missing for the verb ساختن قادر which means to enable.

در
in

سوئد
Sweden

جامعه
society

در
in

کار
work

و
and

زندگی
life

به
to

قادر
able

را
–

آنها
they

این
this

به
to

دستیابی
reaching

<missing>
<missing>

یکسان
equal

شرایط
situations

translation: reaching this (goal) enables them to live and work in Sweden's society in equal situation
Possible correct

(14)

4. Form of negation: While a negative form can semantically be clear, it might
be syntactically wrong in the translation. Therefore, we create a new sub-
classification in the category of syntactic errors for this type of error. In the
following example, the correct negation form is to conjugate the negative form
of the auxiliary verb “become”, but in the translation the auxiliary verb “be” is
used.
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که
that

است
is

زیبایی
beauty

جراحی
surgery

عمل
operation

مانند
like

خصوصی،
private,

کامل
perfect

طور
way

به
to

مراقبت
care

این
This

نیست توجیه
BE(NEG.1SG)

به
justify

پزشکی
to

در
medical

translation: this complete private care is like cosmetic surgery which is not justified as medical one
Possible correct

(15)

5. Word order: Sometimes changing the order of the words in a sentence is not only
aesthetically troublesome, but also syntactically wrong. As mentioned before,
the standard word order in Persian is SOV, and, especially in long sentences,
changing the order of the words makes it impossible to grasp the meaning of
the sentence. In the example below appearing the verb at the beginning of the
sentence instead of its end is in contrast with the SOV word order in Persian
syntax.

جوانان
youth

فرصت های
opportunities

ارائه ی
present

برای
for

است
be(PERS-1SG)

شده
become

طراحی
design

اقامت
stay

محل
place

مادر
mother

و
and

پدر
father

با
with

خوب
good

تماس
contact

یک
one

به
to

translation: the nursing home is designed in a way that young people can easily contact their parents
Possible correct

(16)

6. Prepositions: We observe that there might be either a redundant or a missing
preposition when a preposition is required for a dependent noun in the transla-
tion. There could also be a case when the correct preposition is not used. We
defined three sub-sub-categories for the these situations.

آسان
this

را
easier

آن
–

شود،
that

می
becomes,

استفاده
use

اوائل
beginning

به
to(PREP)

می شود
becomes

کودک
child

اگر
if

است کودک برای
is

عادت
child

یک
for

زدن
habit

مسواک
one

که
hit

است
brush

این
that

تر
is

translation: if the child gets used to brushing their teeth from an early age, this becomes a habit for them
Possible correct

(17)

7. rɒ errors: rɒ, is the sign for accusative case in Persian which is used between
the object and the verb. Similarly to the ke and clitics categories, rɒ is also split
into three sub-sub-categories: extra, missing and misplaced. In the following
example the case is missing rɒ, as the word child is the direct object and the
case is accusative.
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خود
self

دامان
skirt

در
in

<missing>
<missing>

کودک
child

که
that

است
is

بهتر
better

است
is

ممکن
perhaps

اوقات
times

گاهی
Some

است
is

نشسته
sitting

Possible correct translation: sometimes it might be better to let the child sit on your knees

(18)

Note that the specified error in each example is not necessarily the only error in
that example. The chosen examples are randomly selected from the real hypotheses
in the three data-sets.

3.2.1 Results
Identification of the errors and analyzing them linguistically in detail is an essential
and informative task in the evaluation of machine translation. By going through in-
dividual sentences in a text and probing them carefully, we are given the chance to
observe the possible sources of errors, their frequency, and how they can affect the
quality of the translation.

To ease explanation we define the frequency of a category to be the number of
errors occurring of that category as a percentage of the total number of errors observed
in the corresponding data-set.

Table 3.3 shows the frequency for all categories and their sub-categories in the
three data-sets. The highest three frequencies for each text are shown in bold. Defining
sub-subcategories for some of the main categories enables us to analyze the details
more carefully. As mentioned before, we used BLAST to analyze the errors and view
the statistics for each data-set.

The “Mistranslated words” sub-category in the semantic category shows consid-
erably higher rates for all three data-sets. This is not surprising, as one of the more
common troubles with machine translation is using an incorrect translation for a word
in context, and there is almost always more than one translation for a given word.

The word order sub-category in the syntactic category is the next most frequent
category. As can be observed, there is another sub-category word order, which is
placed under the stylistic category and is much less frequent compared to the syn-
tactically wrong word order. We discussed before that Persian is a free–word–order
language, and changing the order of words in a sentence would not harm the meaning
in most cases. However, syntactically its order is SOV and not obeying this can harm
the syntax of a sentence. One reason for this error commonly is that Swedish word
order, unlike Persian, is SVO.

Having worked with the error analysis, an interesting outcome we observed is
a high error frequency for the sub-sub-category extra prepositions. In analyzing the
errors we observed many cases in which prepositions were used redundantly, when
there was no need to use a preposition.

The frequency of errors has consistency among the three data-sets. We look at
this category as an informative source that especially can be benevolent in the manual
production of APE rules later on.

In a more general way, table 3.4 shows the highest scores in the three main cat-
egories. We see that although the sub-category mistranslated words has the highest
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rates in all three data-sets, the syntactic category and its sub-categories is the most
erroneous.
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Table 3.3: Category frequencies for each data-set

Error Types Sub-error
Types

Sub-sub Er-
ror Types

Pilot Study 1177 Linkoping

Orthographic Punctuation
Marks

− 0.91 1.12 2.57

Foreign
Words

− 0.79 1.06 2.25

Stylistic Redundant
comparative

− 0.22 0.03 –

Word order − 2.50 0.73 0.43

Morphological

Conjugation
errors

− 6.48 3.50 2.14

Subj-verb
agreement

− 2.84 3.33 2.57

Tense − 0.79 0.89 0.86
Indefinite
suffix

− 2.16 2.48 3.22

Lexical Missing
words

function
words

2.50 1.39 2.36

content
words

5.80 0.73 7.61

Extra words
function
words

5.00 6.50 6.32

content
words

5.00 4.32 3.32

Semantic

Missing
words

function
words

– 1.82 0.11

content
words

3.52 7.66 0.86

Mistranslated
words

− 13.65 17.63 18.76

Verbatim
translation

− 4.89 1.72 3.11

Negation − 0.22 0.43 0.32

Syntactic

rɒ errors
missing 3.29 2.28 2.68
extra 3.18 2.91 1.82
misplaced 0.45 0.63 0.86

ke errors
missing 0.79 0.59 0.96
extra 1.02 2.18 0.96
misplaced – 0.40 0.11

Prepositions
missing 2.95 3.20 3.86
wrong 4.09 3.83 3.22
extra 6.48 6.80 8.15

Clitics
missing 1.59 0.50 0.96
extra – – –
misplaced – – –

Light verb
constructions

missing
verbs

4.20 6.50 6.65

wrong conju-
gation

1.13 0.20 0.54

Word order − 11.49 12.91 10.83
Form of
Negation

− 0.68 0.46 0.43

Other − − – 1.25 1.18

28



Table 3.4: The highest percentages of errors for the 3 data-sets

Error Types Pilot Study 1177.se Linköping municipality
syntactic 41.63 43.38 42.13
semantic 22.75 29.29 23.20
lexical 18.65 13.00 19.46
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4 Bilingual evalua on and comparison
between MRF and the automa c metrics

In this chapter, we first briefly explain about the smoothing BLEU technique used
in this work. We then present the results of the two automatic metrics “BLEU” and
“TER”. Lastly, we define the three human scores we obtain in different ways, and
show the correlations between human scores and the metrics at the sentence-level
using scatter charts.

4.1 BLEU and TER
We use the fifth smoothing method mentioned in Chen and Cherry (2014) (c.f. Sec-
tion 2.4.1) to calculate the BLEU score for our data. In this method the n-gram
matched count is calculated by computing the average of the (n−1)-, n- and (n+1)-
gram matched counts. We use NLTK’s SmoothingFunction class to apply this smooth-
ing method. To compute TER, we utilize the Java program (tercom) (Snover et al.,
2006) which is freely available on-line1.

Table 4.1 shows the values of the automatic metrics for Pilot Study, 1177.se and
Linköping municipality. It can be observed from the automatic evaluations that both
BLEU and TER show discouraging results for all three data-sets. As mentioned before,
while in BLEU the higher result is the better, In TER the lower the number, the better
the translation. However, in spite of having disappointing results for the translation,
there is consistency between the automatic metrics themselves.

Although our hypothesis translation is far from a reasonable translation, another
reason for very low automatic evaluation scores is having only one reference per hy-
pothesis. Using multiple human translators with different styles plays an important
role in the success of automatic metrics. Therefore, to get a more reliable evaluation
by means of automatic metrics, more than one reference translation or much more
data is needed.

Table 4.1: Result for TER and BLEU

Score Pilot Study 1177.se Linköping municipality
TER 83.34 86.32 81.80
BLEU 0.1733 0.1395 0.1628

1https://github.com/jhclark/tercom
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4.2 Correla on between MRF and automa c
metrics

We use Pearson’s correlation coefficient to calculate the correlation between the MRF
and the bilingual evaluation. Pearson’s correlation is a measure of the linear correla-
tion between two variables X and Y. It has a value between +1 and −1, where 1 is
total positive linear correlation, 0 is no linear correlation, and −1 is total negative
linear correlation.

4.2.1 Calcula ng weights for errors
From a linguistic view point, the errors which occur in the hypotheses have different
importance, as their effect on the adequacy and fluency of the translation is different
depending on the category they belong to. Based on this idea, we believe that giving
weights to the errors and then calculating the correctness of the sentence considering
the error weights is more logical compared to considering the number of errors that
occur in a translation (regardless of their type), adding them up and dividing by the
total number of words in the sentence.

In order to calculate the weights for each leaf error category in each data-set, we
use ordinary least squares. By leaf error category, we mean an error category that has
no sub-category.

The idea is, the more a hypothesis translation is close to the fluency score, the
more ideal it is. Therefore, we want to minimize the gap between the fluency score
of a segment, and the score which is obtained based on the weighted errors in that
segment. To calculate the weights, we require the fluency score, the number of words
for each type of error that occurs in each segment, and the length of each segment.

The goal in ordinary least squares, is to minimize the sum of the squares of the
differences between the observed values of the variables being predicted in the data-
set and the ones predicted by a linear function of a set of explanatory variables. The
unknown parameter in a linear regression model is estimated in this way.

Below, we clarify this in our context:
Sj: human score for sentence j (note Sj ∈ [0, 1]),
ni,j: normalized2 number of words contained in errors of type i in sentence j,
wi: weight of error of type i,
lj: length of sentence j, (in words)
b : bias
We want to minimize the difference between the human and the weighted score

for sentence j:

∑
j

(
Sj −

(
b+

∑
iwini,j

lj

))2
.

We define b as a bias for the cases in which there is no error in the hypothesis, so
that we avoid getting a fake high number for the difference between the human and
the weighted score. The scores are fluctuating between 0 and 1, and the regression

2Normalized so that each erroneous word has total contribution 1 shared equally among its error
types
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assigns a constant number to the bias depending on the data-set. Table 4.2 shows the
weights obtained for different error categories in three data-sets.

The more negative a weight is, the more negative effect the corresponding error
type has on the quality of translation. Note that the weights and bias are not based on
how much effect we intuitively think their corresponding errors have on the quality of
translation. Rather they are fitted so that the weighted score is close to the human score.
Our reasoning for choosing this calculation over manually assigning weights to the
different types of errors is clear: the milestone for evaluating the quality of translation
is the human score, and the ideal weights for errors should make it possible to have
the least distance from this score.

While we might expect all the weights to be negative, there are a few positive
weights in every data-set. It is either because there is not enough data or because the
effect of errors is non-linear, therefore when we approximate it with a linear model,
the best fit gives some errors a positive weight. The positivity in the weights might
show that the corresponding error categories are less influential on the translation.

We can see from the table that while some categories weights are similar in all
three data-sets, some are very different for each data-set. For instance mistranslated
words’s (sem-mistrans) weights are close to each other in the three data-sets. Wrong
semantical form of negation (sem-neg) has a more negative effect on the quality of
translation in Pilot Study and 1177. However, misplaced ke (syn-ke-misplc) and se-
mantically missing function words (sem-missing-func) are more disruptive in 1177
and Linköping data-sets respectively.

4.2.2 Comparison
Metrics vs fluency
Figure 4.1 shows the correlation between the fluency score and two automatic metrics,
BLEU and TER. Figure 4.1 shows that the correlation between both metrics and the
fluency score is low. While the correlation between TER and the fluency score is
−0.15, it is 0.20 between BLEU and fluency. The reason for the negativeness of TER
and the negative slope of its linear relation is its inverse relation with the correctness
of the translation. Namely, the less correct the translation is, the higher the TER score
would be.

Figure 4.1:Metrics vs fluency

Metrics vs weighted
Figure 4.2 shows the correlation between the weighted and BLEU and TER. The plots
show that there is still little correlation between BLEU and TER and the weighted
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Table 4.2: Error weights

Error Type Pilot Study 1177.se Linköping municipality

sem-neg -3.81 -1.34 -1.03
morph-tense -2.95 -0.48 -1.79
orth-punct -2.18 0.58 0.55
syn-ra-misplc -2.09 -0.57 -1.05
syn-ra-extr -2.08 -0.70 0.15
syn-prep-wrong -1.66 -1.04 -1.30
sem-mistrans -1.55 -1.07 -1.53
lex-extra-cont -1.24 -0.52 -1.66
morph-indifsuffx -1.18 -0.48 -0.77
syn-ra-mis -1.01 -0.91 0.24
syn-lvc-wrng -0.97 -0.81 -0.45
orth-foreign -0.93 -0.32 -0.98
morph-conj -0.89 -0.71 -1.83
sem-missing-cont -0.85 -0.76 -0.77
lex-missing-cont -0.82 -0.41 -0.43
sem-missing-func -0.81 -0.56 -2.93
syn-prep-extr -0.78 -1.04 -1.16
syn-lvc-mis -0.76 -0.95 -1.17
syn-clitic-mis -0.72 -1.19 0.20
lex-missing-func -0.71 -0.45 -1.30
syn-order -0.65 -0.41 -0.56
morph-subjverb -0.63 -0.50 -0.93
syn-ke-mis -0.61 -0.02 -1.06
syn-negform -0.58 -1.09 -1.95
lex-extra-func -0.45 -0.45 -1.17
syn-prep-mis -0.35 -0.84 -1.92
sem-verbatim -0.30 -0.30 0.12
style-ord 0.03 -0.26 -0.44
syn-ke-extr 0.52 -1.08 -1.75
style-redund 1.17 3.31 –
syn-ke-misplc – -2.18 -1.08
other-other – -1.047 -0.40

bias 0.86 0.58 0.70

score. The correlation between BLEU and the weighted score is 0.14 which is smaller
than the correlation between BLEU and the fluency score. The TER score between
these two is -0.09.

Metrics vs unweighted
Comparing the metrics and the unweighted scores results in the lowest correlation
among all correlations. While the correlation between TER and unweighted score
is −0.04, it is slightly better than the correlation of −0.01 between BLEU and the
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Figure 4.2:Metrics vs weighted

unweighted scores. Figure 4.3 shows the correlation between the metrics and the un-
weighted scores.

Figure 4.3:Metrics vs unweighted
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5 Automa c Post-Edi ng

The aim of this section is to produce automatic post-editing rules to apply to the output
of Swedish–Persian machine translation and compare the modified hypotheses with
the original hypotheses. We do this in two ways:

1. Qualitatively compare the hypotheses before and after

2. Compare the values of automatic metrics before and after

We followed the latest approach that is currently being used at Convertus AB for the
manual generation and the automatic application of the rules.

5.1 Produc on of APE rules
The production and application of APE rules at Convertus AB follows a modernized
version of the method Kjellin (2012) described in his work. A text file containing one
raw machine translation per line is used as the input, and the regular expression on
the right hand side of the generated rule is matched against the translation to be post-
edited. The matching strings are replaced according to the left hand side. Then one or
several tokens are deleted, inserted or substituted.

The APE rules are applied to the output of machine translation in order to make
changes to the output and preferably to improve the translation. Each rule consists of
a left-hand side and a right-hand side that are separated by the character “->” (Kjellin,
2012). As each rule in a segment should obey the direction of the script of its corre-
sponding translation, the rules are written from right–to–left. However, the order of
having the erroneous translation before, and rule defined by regular expression after
the arrow is the same. After applying the rule to the output of MT each matching
string in the translation is replaced according to the left hand side.

We utilize a triplet file containing 1277 segments. The file’s lines are split into
groups of three consecutive lines. Then, within each group, the first line contains the
source segment (in Swedish), the second line contains the raw machine translation,
and the third line contains the reference. The segments in this triplet file are taken
from the website 1177.se and are different from those we used in our data-set called
1177.se. So we could expect that the triplet file matches 1177.se test-set better than
Linköping municipality. Based on the references and the hypotheses, 310 rules were
generated in a fourth line.

In addition to those 310 rules generated in the triplet file, based on our experience
of analyzing the errors, we add 13 more rules at the beginning of the rule-set. We give
some examples of the rules that are generated based on the triplet file, and describe
some rules we produced based on the error category.
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5.1.1 Rules based on the triplet file
We start by generating the rules based on the erroneous segments in the triplet file
manually. All the rules share a common form, having word boundary matching the
beginning and end of a sequence of words we want to modify. Note that the direction
of the rules in our rule-set is right-to-left due to the right-to-left script of Persian. The
word or sequence of words bounded by the word boundaries (\b) before the arrow (->)
should be changed into a word or a sequence of words after the arrow. We present the
five most common principles that formed many of the rules in our rule-set:

1. Define the correct verb’s conjugation after the subject “you” for the verb “to
have”
As we noted before, the verbs are conjugated in Persian for all six persons. A
very common error that we observed in the triplet file and in the data-sets is
using the wrong person for the common verb “to have” corresponding to the
subject “you”. The form of the generated rule includes the subject “you” fol-
lowed by the verb “to have” conjugated for the third person plural in the right
hand side before the arrow, and the subject “you” followed by the verb “to have”
conjugated for the second person plural in the left hand side after the arrow.
We chose the conjugation of the third person plural in the right hand side as it
is the most frequent erroneous conjugated person which was observed after the
subject “you”.
Right hand side:
\bدارند b\شما
You they have
Left hand side:
دارید شما
You have

2. Fix the conjugation for the second person plural for the verb “to be”, after
the subject “you”
It was seen many times that the verb “to be” was conjugated for the third person
plural for the subject “you”, while it should have been conjugated for the second
person plural. The rule generated to solve this issue includes the subject “you”
following by the third person plural form of the verb “to be” in the right hand
side before the arrow, and the subject “you” following by the second person
plural “to be” in the left hand side after the arrow.
Right hand side:
\bهستند b\شما
You they are
Left hand side:
هستید شما
You are
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3. Fix wrong negation form for the verb “can”
For some specific verbs, the auxiliary verb “can” and its negative form are usu-
ally followed directly by the subjunctive form of that verb. The verb “to decide”
is one of those verbs that is relatively frequent in the triplet file. The gener-
ated rule fixes the problem with the combination of “cannot” and the verb “to
decide”.
Right hand side:
\bگیری تصمیم به توانید b\نمی
You cannot to decide
Left hand side:
بگیرید تصمیم توانید نمی
you cannot decide

4. Add missing content word
One of the errors in the hypotheses is missing a content word in a sentence
which results in an incomplete meaning for that sentence. We generated rules
including the incomplete segment in the right hand side before the arrow, and
the incomplete segment followed by the missing content word in the left hand
side after the arrow.
This rule might not be promising enough to be used out of the context of the
triplet file, as it is very specific to the context.
Right hand side:
\bدرخواست؟ توانید می هنگامی b\چه
When can you ask for?
Left hand side:
کنید؟ کمک درخواست توانید می هنگامی چه
When can you ask for help?

5. Add missing preposition
We defined rules for the segments in which adding a preposition before a noun
makes the translation more fluent. While the incomplete part of the segment that
requires a preposition is in the right hand side before the arrow, the completed
part which includes by the correct preposition is on the left hand side after the
arrow.
Right hand side:
\bبگیرید تصمیم آن باید b\شما
You should decide that
Left hand side:
بگیرید تصمیم آن ی درباره باید شما
You should decide about that
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5.1.2 Rules based on error category
Identifying the translation errors and categorizing them motivated us to come
up with suggestions for rules that are expected to improve the translation. We
generated some rules based on our observations of error analysis. Some of these
are:

a) Correct mistranslated words. In analyzing the errors of MT, mistranslated
words are the most frequent errors. Defining the correct translation for
some mistranslated words which occurred several times in the context of
the domain we use currently for the triplet and test files can have a positive
effect on the result of the output after applying the APE rules.

b) Define light verb construction for some noun–verb complexes. Light
verb construction(lvc) is one of the common structures in Persian gram-
mar. Briefly, it means that specific verbs loose their original meaning in
combination with some specific nouns and find a new sense. One can think
of specific lvc to define rules in which a noun should be followed by a spe-
cific verb. For example, the noun نیاز (need), should be followed by the verb
داشتن (to have) to become a meaningful verb to need.

c) Delete redundant pronoun. Persian is a pro-drop language. It is because
the person of the verb is clear from its conjugation. Sometimes having a
pronoun in a sentence is redundant and makes it less fluent. Deleting this
redundant token makes the hypothesis closer to a fluent reference.

d) Fix word order. Changing the word order has a considerable effect on the
fluency and adequacy of translation. As discussed before, this order could
either cause a syntactic or a stylistic error. While it could be fairly easy
to fix the word order in a segment, the rule produced for that can perhaps
not be used in a general context.

5.2 Applica on of APE rules
As the rules are applied in the order in which they are listed in the file, this ordering
plays an important role in the effectiveness of applying the rules later on. We tried
to be careful in prioritizing the rules in the second set of rules which are generated
regardless of the triplet file. However, the ordering of the rules in the triplet file might
also be considered.

5.2.1 Pilot Study
The rules were applied seven times in the Pilot Study, and seven segments have been
changed. In all these seven cases, the rule that applied to the data-set fixed the mis-
translated word error. We can observe the effect of applying the APE rules on the
sentence-based BLEU score in some segments, while the corpus-based BLEU is al-
most the same with a very small amount of increase.

The TER score however, decreased by 3.03 in corpus-level, and we observe con-
siderable decrease in almost all sentences. Recall that the lower the TER score is the
better. Therefore these observations constitute an improvement in the TER score.
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5.2.2 1177.se
The rules were applied 33 times in this data-set. The result of applying the rules shows
an increase of 0.0071 in BLEU score from 0.1395 to 0.1467. This positiveness is ob-
served in both corpus and sentence BLEU scores. By inspecting the modified seg-
ments we can observe that the errors that are fixed by applying the rules to the hy-
potheses belong to the following categories:

1. semantic ⊃ mistranslated words

2. morphological ⊃ wrong conjugation

3. morphological ⊃ subj-verb agreement

4. syntactic ⊃ light verb constructions

5. syntactic ⊃ wrong preposition

6. lexical ⊃ extra words/ function words

7. syntactic ⊃ extra ra

Nevertheless, the total TER score shows a slight increase after applying the APE rules.
Looking at the details at the sentence-level we see that the scores for most of the
segments remain the same, but a few increase and a few decrease.

5.2.3 Linköping municipality
The rules for Linköping municipality were applied 3 times. The changed segments
include three cases of mistranslated words that have been corrected. However, the
BLEU score in the corpus-level is not changed and is the same, and only three scores
increased in the sentence-level. The same is true of the TER score: in both corpus and
sentence-level there is no change. Table 5.1 compares the results for BLEU and TER
before and after applying the APE rules. The numbers in bold represent the improved
BLEU and TER scores in the Pilot Study and 1177.se.

Table 5.1: BLEU and TER before and a er APE rules

Metric Pilot Study 1177.se Linköping municipality
BLEU before APE 0.1733 0.1395 0.1628
BLEU after APE 0.1733 0.1467 0.1628
TER before APE 83.34 86.32 81.80
TER after APE 80.31 86.34 81.80

5.2.4 Discussion
We mentioned before that one of the important factors in obtaining a reasonable BLEU
score is having numerous references. Observing the results of hypotheses after apply-
ing the APE rules shows that even when the APE rules manage to fix some gram-
matical, lexical or syntactical errors, the role of having several references is still very
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influential on the BLEU score. This is because a correct reference whose n-grams are
different from a relatively correct hypothesis cannot contribute to a promising BLEU
score. One of the common differences between the hypotheses and the references is
the translation of the second person plural in the source to the third person singular
in the reference. This is correct from a linguistic view-point, and using either “you
should use x” or “one should use x” has the same meaning. However, when there is
only one reference to evaluate BLEU, this difference can considerably harm the score.

Moreover, generating rules based on erroneous segments can mostly be done to
achieve very specific modifications, which are limited only to the segment the rule is
generated for. There were very few cases in which we generated a general rule, for
instance a rule that changes a wrong preposition–noun construction to a correct one.
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6 Conclusion and future work

In this work we conducted two types of evaluation for Swedish–Persian machine trans-
lation with and without using the reference translation: we then manually generated
APE rules and applied them to the output of machine translation.

In the first evaluation, MRF, we first defined an error categorization for the er-
rors occurring in the output of MT and analyzed those errors using BLAST (Stymne,
2011). The results for the rate of errors in the error categorization show that most of
the translation errors occur in the “mistranslated words” sub-category in the seman-
tic category. This is similar to the result Vilar et al. (2006) obtained in their work,
in which this category is referred to as “incorrect words”. The sub-categories “word
order” and “extra prepositions” in the syntactic category have the second and third
highest rates respectively.

We also scored the output of MT in the MRF evaluation in three ways: based
on the fluency of the hypotheses, based on the weights and rates of the errors occur-
ring in each segment, and based on the rate of the errors occurring in the hypotheses
regardless of their weights.

We used “ordinary least squares” to calculate the weights for each leaf-category.
The results of this calculation are quite interesting and show that different types of
errors have different values in each data-set. The most influential errors are seman-
tically wrong negation form (sem-neg), misplaced “ke” (syn-ke-misplaced), and se-
mantically missing function word (sem-missing-func) in the Pilot Study, 1177.se and
Linköping municipality respectively.

In the bilingual evaluation, we used two automatic metrics, BLEU and TER to
evaluate the results of the output of MT. The BLEU and TER scores are 0.17, 0.13,
0.16, and 83.34, 86.32, 81.80 for the Pilot Study, 1177.se and Linköping municipality
respectively. Obtaining such disappointing scores was not surprising, as even without
looking at the references the hypotheses show quite erroneous translation in the MRF
evaluation.

Looking at the results of the correlations between the MRF and the automatic
metrics we observe that the best correlation is between the fluency and the BLEU
score with a value of 0.20. The correlation between weighted score and BLEU is
smaller with a value of 0.14. There is almost no correlation between the automatic
metrics and the unweighted scores. The correlation between TER and each of the
fluency and the weighted scores is -0.15 and -0.09 respectively.

The APE rules were generated manually on a data-set containing 1277 segments
which is taken from the website 1177.se. This data-set is distinct from the data-set we
named 1177.se.

These rules were then applied to the output of MT automatically. The values of
automatic metrics on the hypotheses after applying the APE rules show an increase
in BLEU in 1177.se from 0.1395 to 0.1467. The result of evaluating the hypotheses
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after applying the APE rules with TER shows a decrease of 3.03 in the Pilot Study.
The rest of the automatic metrics remained almost the same as before applying the
APE rules.

The results for both MRF and bilingual evaluations show relatively low scores,
but there is a small amount of improvement in the automatic metrics’ values after
applying the APE rules.

The reason for obtaining low scores in the MRF evaluation can be justified by
probing the errors occurring in the hypotheses and their weights. On the one hand Ta-
ble 3.3 shows that the most frequent errors are mistranslated words, wrong word-order
and repeating a preposition redundantly in three data-sets. On the other hand, Table
4.1 shows that the most influential errors are semantically wrong form of negation,
missing function words and a misplaced conjunction. These, all together explain the
reason for not having a fluent translation.

In the automatic metrics evaluation, apart from the fact that the translation is not
fluent and is basically disappointing, one reason for obtaining low scores is evaluating
the hypotheses using only one reference file. Increasing the number of references can
have a considerable effect on the metrics of bilingual evaluation.

Pal et al. (2015) claim that the focus of the APE tasks is usually on the fluency
errors produced by an MT system, such as wrong word order, wrong lexical choice,
or the insertion or deletion of a word.

We can observe this fact in our work as well. The modified segments after applying
the APE rules are those in which mistranslated words are corrected, a correct prepo-
sition is chose over an incorrect one (fixed wrong lexical choice), or a non-complete
light verb construction is completed by inserting the correct verb in the segment. Pre-
dominantly, when the translation errors occur in the lexical-level.

However, when the errors occur at the grammatical or syntactical level, the APE
rules can only be generated for specific segments and naively generated rules would
not result in productive results when they are applied.

The high number of grammatical errors in the hypotheses when compared to the
number of lexical errors is one of the obstacles to generating non-specific APE rules
for Persian. This justifies the result of obtaining few changes in the data-sets after
applying 323 generated APE rules (310 based on the triplet file plus 13 rules added
based on the error analysis of the data-sets).

Obtaining improvement in the automatic metric values after applying the APE
rules shows that there is hope that the output of MT can be improved and encourage
us with suggestions for future work.

First, one way to obtain a more reliable score for the bilingual evaluation is to
increase the number of references for obvious reasons. To more reliably quantify the
effect of the different types of error on the human score we can combine several ap-
proaches: we can manually evaluate more hypotheses, we can have multiple human
evaluators instead of only one, and we can try different models instead of the linear
regression model.

As for generating the APE rules, another suggestion is to use a sequence-to-
sequence model to learn the rules. The idea is that instead of writing rules we would
have a model to produce the desired transformations, and train this model with the
pairs of hypotheses and their edited counterparts (or the references).
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