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Abstract

CoNLL 2015 featured a shared task on shallow discourse parsing. In 2016, the
efforts continued with an increasing focus on sense classification. In the case
of implicit sense classification, there was an interesting mix of traditional and
modern machine learning classifiers using word representation models. In this
thesis, we explore the performance of a number of these models, and investigate
how they perform using a variety of word representation models. We show that
there are large performance differences between word representation models for
certain machine learning classifiers, while others are more robust to the choice
of word representation model. We also show that with the right choice of word
representation model, simple and traditional machine learning classifiers can
reach competitive scores even when compared with modern neural network
approaches.
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1 Introduction

1.1 Discourse Parsing

Sentences rarely stand alone. They are expressions that continue a train of thought
from wherever the previous sentence stopped. In choosing to be part of a larger
discourse, they respect the boundaries that are placed upon them; certain phrases are
more probable to appear than others, some words lose their ambiguity. Sentences may
reveal what happened after an event previously expressed or, like this, emphasize a
point by providing a few examples.

Despite the progress in natural language processing (NLP), one assumption has
been proved notoriously difficult to remove from the equation: sentences are still
treated as context-less atomic units. Machine translation systems rarely look outside
of their local context for translation clues, sentiment analysis has trouble dealing
with juxtapositions, and systems for information extraction often limit analyses to the
immediate sentence.

Lately, it has come to the attention that we potentially have started to reach a
convergence for certain tasks if we do not start to look into the inherent structure
between larger text units within documents. That is, how do text units relate to one
another? These discourse relations, as they are called, is the main target going forward.
Take for instance:

(1) Operating revenue rose 69% to $8.48 billion. But the net interest bill
jumped 85% to $686.7 million.

The connective unit but can be analyzed as a binding block between the italicized unit
and the bolded, expressing a contrastive comparison where they do not adhere to the
same sentiment. This sense of a discourse relation is in a way the purpose of existence
for its sentence members. The underscored connective unit greatly helps determine to
which part of the larger sense taxonomy a discourse relation belongs. Although not
perfect, these contain critical information we need to make a good educated guess.
Unfortunately, not all connective units are necessarily as explicit:

(2) No wonder. We were coming down straight into their canal.

The bolded sentence clearly explains the reason for the lack of wonder, but how can
we know this? Despite the absence of an explicit connective, what is it that makes us
without effort infer the causal relationship between the two sentences? In this thesis,
we are to investigate a particular aspect of this problem. In shallow discourse parsing
(SDP), as this overall process is called, the task of assigning senses to discourse
relations is in itself an essential problem.
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1.2 Machine Learning and Word Representations

There has been a paradigm shift in the field of NLP where rule-based methods have
taken a step back, and deeper linguistic insights have gone from being seen as a
necessity in solving NLP problems to mainly being used for initial framing of the
tasks and dataset annotations. Statistical methods, or machine learning, require less
linguistic expertise from the designer of NLP frameworks, but is generally more
demanding in the aspects of requiring large datasets and raw computational resources.
While statistical methods now have been established in the field for about two decades,
NLP is yet again seeing an evolution the type of statistical methods in use. Deep
learning, as the subfield in machine learning has come to be popularly known as,
exploits deep neural networks to further push state-of-the-art performance on large
datasets.

The problem with many NLP tasks is that generally there is a sparse data problem;
there are simply more ways to express thoughts than there are examples to learn from,
and no matter how much data you collect there will always be certain words, phrases,
or constructions that are missing. This is why we choose to utilize machine learning,
since it is a tool that helps us generalize seen data on never before seen data. But
what happens when a machine learning model sees a word that never occurred during
training?

(3) I can’t go a day without ??? anymore. It gives me headaches.

Sure, the model could try to ignore the word and use the context from the rest of the
sentence to figure out what it is supposed to do, but this seems inefficient. Just because
the word is not present in the dataset from our chosen task, the model could still have
an understanding of the word’s underlying properties. There is a multitude of large
text corpora that could be exploited to try to give the word a sense of context. Reading
through these, we start to get a sense of understanding what the word means:

(4) I think it’s time for a ??? break.
??? production attracted immigrants in search of economic opportunities.
Do you take sugar or cream in your ????
??? is a major export commodity.

By now we know that ??? is something that is drinkable, a major export commodity,
and can be mixed with sugar or cream. In the initial dataset, there might have been a
heavy use of the word tea which conveniently features similar properties. Instead of
treating ??? as an unknown word, would it not be better if it was represented in way
that encodes these similarities and allows the model to exploit what is already known
about tea?

This is where the value of Word Representations (WR) are realized. Annotating
datasets is expensive and thus limited in scope, but unannotated datasets are plentiful.
Using unannotated datasets, word representation models can count the contexts in
which words appear and encode abstract properties of words in a way that make the
differences between words measurable: words that are close in meaning will stay close
together, and words that have nothing to do with each other will be nearly orthogonal.

While the use of WR models have lately become popular, especially in the context
of deep learning methods, there is low variance in the choice of WR models among
research projects. Work in SDP has lately been boosted by shared tasks where they
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limit available resources for closed tracks. This further discourages researchers to
find alternative WR models that could boost performance for their classifiers while
providing useful insights into properties of alternative WR models.

1.3 Purpose

The purpose of this thesis is to perform a deeper investigation into the performance of
machine learning and word representation models on implicit sense classification for
Shallow Discourse Parsing. The main research question to explore is how do varying
machine learning and word representation models affect performance in implicit sense
classification? More concretely, we investigate the performance differences when
combining various machine learning and word representation models in the task of
implicit sense classification.
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2 Background

2.1 Shallow Discourse Parsing

Webber et al. (2012) describe discourse to work on an intersentential level and to
convey information that cannot be inferred by analyzing sentences independently:

it is reasonable to associate discourse

1. with a sequence of sentences,

2. which conveys more than its individual sentences through their
relationships to one another, and

3. which exploits special features of language that enable discourse to
be more easily understood.

The structure of discourse is the framework in which these intersentential relations
are encoded, and several such frameworks have been proposed over the years. From
deep tree structures as Rhetorical Structure Theory (Mann and Thompson, 1988), to
chain graphs like the Discourse GraphBank (Wolf et al., 2005), and full-covered linear
topic structures (Knott et al., 2001).

Another framework was adopted by the Penn Discourse Treebank (PDTB) (Prasad
et al., 2008), which has lately gained attention due to its large number of annotated
discourse structures, theory neutral approach, and use in several shared tasks (Xue
et al., 2015, 2016). The framework has its theoretical base in Webber (2004) and
differs from previous annotation methods in several aspects. Firstly, it follows a
lexically grounded approach to discourse annotation, requiring that each part of a
discourse relation (when realized explicitly) needs a direct mapping to lexical items
in the document. Secondly, it does not require full coverage of all sentences; PDTB
follows a minimality principle, requiring that arguments only include what is deemed
necessary for interpreting the proposed discourse relation. Anything non-related or
redundant is omitted (Prasad et al., 2008). Below is a summary of the annotation
guidelines for PDTB 2.0, which are described in greater detail in Prasad et al. (2007).

2.1.1 Discourse Relations and Connectives

The PDTB framework defines two arguments, Arg1 and Arg2, which make up the two
text units that are connected by a discourse relation. These two arguments may or may
not be connected by a discourse connective. If a discourse connective is present we
call it an explicit discourse relation – otherwise the relation is implicit. A discourse
connective is generally one or more words that binds the arguments together, e.g. by
function words such as because, and, or however.
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The uninformative label naming is due to the lack of generally accepted semantic
categories for classifying arguments in a discourse relation. When the discourse
connective is explicit it decides the naming of Arg1 and Arg2. Whichever argument
the connective is syntactically bound to is defined as Arg2, while the other is named
Arg1. As a result, Arg1 is often sequentially ordered before Arg2. For implicit discourse
relations, they are labeled in sequential order.

Not all tokens of a type are necessarily discourse connectives, and mainly serve
that role when they are placed as subordinating conjunctions. Even then there are
some ambiguities left that need to be considered, such as when and is used to combine
noun phrases or when is used to relativize the time of an action:

(5) Dr. Talcott led a team of researchers from the National Cancer Institute and
the medical schools of Harvard University and Boston University.

(6) Equitable of Iowa Cos., Des Moines, had been seeking a buyer for the 36-store
Younkers chain since June, when it announced its intention to free up capital
to expand its insurance business.
(Prasad et al., 2007)

While identifying discourse connectives is thus non-trivial, modern systems have
shown to perform adequately on this particular task, achieving F1 scores up to 98.92%
on test sets (Z. Li et al., 2016).

2.1.2 Discourse Relation Types

In the last section there were several examples of explicit discourse relations. That is,
relations where the connective is explicitly present. In PDTB, there are three other
discourse relation types, namely Implicit, EntRel, and AltLex.

Implicit relations are discourse relations which captures abstract relations between
sentences that can be inferred by the reader, while the discourse connective has not
been realized explicitly.

(7) The projects already under construction will increase Las Vegas’s supply of
hotel rooms by 11,795, or nearly 20%, to 75,500. [Implicit = so] By a
rule of thumb of 1.5 new jobs for each new hotel room, Clark County
will have nearly 18,000 new jobs. (Prasad et al., 2007)

EntRel, short for Entity Relation, is a form of implicit relation that encodes
discourse relations where a standard implicit relation cannot be captured, but they still
share a common entity.

(8) The computer giant partly cited a stronger dollar and a delay in shipping
a new high-end disk drive. [Implicit=EntRel] Analysts are downbeat
about IBM’s outlook for the next few quarters

AltLex relations, short for alternative lexicalization, are relations that are related
through some lexical item that is not considered a typical connective, usually due
to having a strictly anaphorical reference between the arguments rather than e.g. a
syntactically bounded subjunction or conjunction.

(9) Commissioning a friend to spend “five or six thousand dollars . . . on books
that I ultimately cut up.” [AltLex] After that, the layout had been easy.
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There is an important point to make about the naming conventions of the relation
types, and how we have been using the terms implicit and explicit up to this point.
Implicit and Explicit are both relation types, while also the established way of de-
scribing whether or not there is an explicit discourse connective present. EntRel is
thus also an implicit type, while AltLex has explicit discourse connectives. From a
pedagogical perspective this is unfortunate. That said, from this point, we are generally
talking about implicit versus explicit relations in the more general sense of whether or
not an explicit discourse connective is present, and whenever there is a point to be
made regarding Implicit and Explicit as discourse relation types, we write the terms
italicized.

2.1.3 Discourse Senses

The PDTB annotates discourse structures on two levels: dependencies between neigh-
boring text units related on a discourse level, and a classification of said relations
based on a sense taxonomy. The sense taxonomy is a three-level hierarchy of four
top-level senses (classes), each with one or more children (types) and potentially
grandchildren (subtypes). The classes at the top of hierarchy describes the four main
functions that discourse relations have according to the PDTB framework.

Temporal: Assigned when a relation is related temporally, either or-
dered (Temporal.Asynchronous) or overlapping (Temporal.Synchronous). Tempo-
ral.Asynchronous.precedence is used when the connective signals that the event in
Arg1 happened before the event in Arg2.

(10) prices began to slip late Friday [Implicit=Temporal.Asynchronous.precedence]
That selling continued yesterday and kept prices under pressure

(11) Grinned Griffith Peck, a trader in Shearson Lehman Hutton Inc. ś OTC depart-
ment: "I tell you, this market acts healthy [Implicit=Temporal.synchronous]
Around him, scores of traders seemed to get a burst of energy

Contingency: Assigned when there is a relationship of cause and effect or con-
sequential events. Each subtype describes the direction of the cause and effect, i.e.
which of the two arguments influenced the other. Contingency.Cause.result specifies
that the situation was caused by the event in Arg1, while Contingency.Cause.reason
specifies the originator as Arg2.

(12) I don’t invest in stocks [Implicit=Contingency.Cause.reason] I much pre-
fer money I can put my hands on

(13) I love ’em both [Implicit=Contingency.Cause.result] The only thing I’m
rooting for is for the Series to go seven games

Comparison: Assigned when making comparisons. When the purpose is to
highlight differences between the arguments, the relation gets assigned Compari-
son.Contrast. If the purpose of one of the arguments is to set up expectations that the
other argument denies, the relation is tagged as Comparison.Concession.

(14) but it’s been very quiet [Implicit=Comparison.Contrast] Now, as for to-
morrow, hell, who know
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ENTREL ALTLEX TEMPORAL CONTINGENCY COMPARISON EXPANSION

Asynchronous
presedence

Synchronous

Cause
reason
result

Concession
Contrast

Conjunction
Instantiation
Restatement

Table 2.1: Simplified sense hierarchy as appearing in the CoNLL 2016 shared task.

(15) By the mark’s close, volume on the New York exchange totaled more than 416
million, the fourth highest on record [Implicit=Comparison.Concession]

The Big Board handled the huge volume without any obvious strain, in
sharp contrast to Black Monday of 1987

Expansion: Relating to relations where an argument expands upon and moves
the narrative forward. Expansion.Instantiation is used when Arg1 evokes a statement
or event that is further expanded upon in Arg2. Expansion.Restatement specifies that
Arg2 is mainly a restatement of what was said in Arg1. Expansion.Conjunction is used
when Arg2 provides new information related to Arg1 but not previously stated, and
when the relation does not fit well into any of the other Expansion types.

(16) They used their judgment [Implicit=Expansion.Conjunction] They didn’t
panic during the first round of selling this morning

(17) It was bedlam on the upside [Implicit=Expansion.Restatement] What we
had was a real, old-fashioned rally

(18) Futures prices fell [Implicit=Expansion.Instantiation] The December
contract declined 3.05 cents a pound to $1.2745

As a final note on implicit sense classification, it is not possible to consider implicit
discourse relations simply as explicit relations with the connective removed.

(19) I want to go to New York, but I already booked a flight.
(Contrastive: I am not going to New York.)

(20) I want to go to New York, so I already booked a flight.
(Causal: I am going to New York.)

(21) I want to go to New York. I already booked a flight.
(Causal: I am going to New York.)

Examples 19 to 21 demonstrate how the choice of explicit connectives can emerge
different senses, and how an implicit relationship defaults to a causal relationship. How
implicit discourse relations default to what senses and why we choose to add explicit
connective in some cases but not others are open problems. Research shows that
implicit relations more often than not are synchronized rather than asynchronized. That
is, continuous and causal relations are often implied by language users in consecutive
sentences; it is first when the sense of a discourse relation can be considered surprising
that they show up to lower the rate of surprisal (Asr and Demberg, 2012).

2.1.4 Applications of Discourse Parsing

Work on discourse parsing has historically been motivated by research in text summa-
rization. Assuming that not all sentences are equally important, assigning discourse
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relations makes it easier to attribute weights to text units in such a way that sentences
bearing less information can be filtered to create a more concise summary of the
original document (Marcu, 2000). To give a simplified idea of how this would work,
take the following example:

(22) Future prices fell. The December contract declined 3.05 cents a pound to
$1.2745. (Expansion.Instantiation)

The first argument of the sentence evokes a specification in the second sentence.
Knowing the discourse sense would help us determine what type of information each
of the sentences provides, and remove arguments with redundant information.

In sentiment analysis or opinion mining, inferring sentiments on a local sentence
level may often lead to a false classification.

(23) Usually I really like Tarantino’s movies, but this one was definitely not one
of his best. (Comparison.Constrast)

In Example 23, were we to simply count the number of positive and negative
clauses, we would have ended up with one positive and another negative. From this,
depending on our method, the classifier might have concluded that this is either a
polarizing utterance, or a neutral one. If we were to include the discourse relationship,
the classifier would have had more information to deduce that the positive utterance in
our example actually is rather neutral given the context. Discourse structure is indeed
an important part of sentiment analysis (Farah et al., 2016).

Machine translation systems have difficulty translating discourse connectives
due to their ambiguous nature. For instance, since is more fit to translate to either
depuis (Temporal) or parce que (Contingency) depending on the relation between
the arguments. Meyer et al. (2015) demonstrate that automatic labeling of discourse
connectives can improve translation of connectives significantly. Furthermore, Chi-
nese translation models can benefit from using discourse information, since implicit
connectives are abundant in Chinese text.

(24) 现代
modern

父母
parent

难
difficult

为
be
的
DE
地方
place

在
lie
于
in

(IMPL既)
(IMPL also)

无法
no way

排除
eliminate

血液
blood

中
in
流转
flow

的
DE
观念
idea

，
,

(IMPL又)
(IMPL also)

要
need

面对
face

新
new
的
DE
价值
value

‘The difficulty of being modern parents lies in the fact they cannot get rid of
traditional values flowing in the blood, and they also need to face new values’
(Zhou and Xue, 2015)

Much of the discourse information that in English normally is written explicitly
can be left implicit in Chinese, which is a problem for traditional translation models.
Including features from a discourse parser could potentially increase translation
performance significantly.

2.1.5 CoNLL Shared Task on SDP

SDP has lately seen increasing efforts through shared tasks. In 2015 the Conference
on Natural Language Learning (CoNLL) introduced a shared task on SDP as a
concentrated effort on increasing parsing results on the Penn Discourse Treebank
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(PDTB). What proved particularly difficult for the competing systems was the sense
classification of the discourse relations, and specifically sense classification for implicit
discourse relations (Xue et al., 2015).

In CoNLL 2016 the effort continued. Aside from the main task of developing
full shallow discourse parsers, they introduced a supplementary task focusing solely
on sense classification. In this task, they further separate explicit sense classification
from non-explicit sense classification, where the latter category includes the Implicit,
EntRel, and AltLex types. Generally, the systems choose to deploy separate classifiers
depending on whether or not there were explicit connectives present in the training
instance. In the case of explicit connectives, most deploy traditional linear machine
learning classifiers with hand-made features and achieve satisfactory results.

Neural Network (NN) architectures have started to become more common when
dealing with implicit sense classification. Since the explicit connective is such an
important heuristic, losing that feature breaks traditional classifiers. This motivated
participants of the shared task to investigate how to exploit various NN architectures
with heavy use of word representation models, due to promising results from other
areas with pair-wise sentence classification. Recent work such as Zhang et al. (2015)
and Liu et al. (2016) where they deploy NN for implicit discourse relation recognition
further show promising results. Use of NN architectures in CoNLL 2016 include
Rutherford and Xue (2016), who develop a feed-forward neural network with robust
results on out-of-domain classification, reaching first position on the blind test set
where test instances are extracted from a different domain than the training set.

2.2 Machine Learning and Neural Networks

2.2.1 The Perceptron

The origins of neural networks can be traced back to The Organization of Behavior
(Hebb, 1949), where Hebb lays out the idea of activation behavior of co-fired cells.
This is directly related to how weights are updated in neural networks:

∆w = ηx · y (1)

Which denotes the change of updates of weights w with magnitude η by (using
the neural analogy) strengthening the bond between neurons that are activated in
similar circumstances. Although Hebb is considered the "father of neural networks",
his motivation was mainly driven by developing mathematical models of biological
systems.

Inspired by the ideas of Hebb, Rosenblatt (1958) introduced the Perceptron as a
computational analogy to the vision system which came to have an enormous impact
on future ML research. The perceptron can be defined as the dot product between the
input vector x and its weight matrix w being run through the activation function σ:

z(x) = w · x+b

σ(x) =

{
1 if z(x)> 0
0 otherwise

(2)

Using neural network terminology, the Perceptron can be viewed as a one-layered
feed-forward neural network with a single neuron using the Heaviside step-function
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as activation layer. As a linear function, the Perceptron cannot represent the logical
operation XOR as highlighted by Minsky and Papert (1969) which caused a reduced
effort into ML research for many years.

2.2.2 Feed-Forward Neural Networks

It is possible to stack Perceptrons depth-wise, such that the output of one Perceptron
is fed into another Perceptron. Cybenko (1989) proved that stacking two or more
Perceptrons depth-wise with sigmoid activation functions (and thus creating a Multi-
Layered Perceptron (MLP) makes it possible to represent any function given an
arbitrary number of neurons of each layer. This property of MLP is popularly known
as the Universal Approximation Property. Hornik (1991) later generalized the proof
to all activation functions. What enabled depth-wise stacking of Perceptrons was
through use of non-linear, differentiable activation functions and the introduction of
the backpropagation algorithm (Werbos, 1974). Backpropagation is a technique that
uses gradient descent for tuning weights back into the multi-layered network. While
calling this architecture MLP makes sense from a historical perspective, it is now
better known as the Feed-Forward Neural Network (FFNN). Since then, researchers
have introduced alternative weight tuning methods based on the backpropagation
algorithm, among them the AdaGrad algorithm (Duchi et al., 2011), which has been
shown to improve the robustness of the training phase. A number of other methods,
such as the dropout technique has further shown to increase performance by reducing
the problem of overfitting (Srivastava et al., 2014).

2.2.3 Recurrent Neural Networks

Another dialect of NN architectures are the Recurrent Neural Networks (RNN). Jordan
(1986) classifies a NN as recurrent if the graph that makes up the NN contains
a directed cycle, in contrast to the FFNN which is acyclic. In this work, Jordan
introduced what later would be known as the Jordan Network which is one of the first
published basic RNN architectures. Elman (1990) later formalized a slight variation
of the Jordan Network, known as the Elman Network, which made the design more
flexible in terms of ease of passing information from hidden layers. To perform
backpropagation on a RNN, a variation of the traditional backpropagation algorithm
is necessary due to the inclusion of cyclic subgraphs, which unfolds the cycles to a
discrete number of time steps and then treat it as a regular FFNN. Backpropagation
through time was at the time independently discovered by several researchers.

2.2.4 Logistic Regression

Traditionally, Perceptrons used the Heaviside step-function as activation function, but
alongside the development of MLP non-linear activation functions grew in popularity.
When using a Perceptron with the non-linear sigmoid activation function:

σ(x) =
1

1+ e−z(x)
(3)

The Perceptron algorithm actually becomes equivalent to the Logistic Regression
model, which historically has been used as a regression model for statistical analysis.
The purpose of the sigmoid function is to lower the impact of data points which are far
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from the decision boundary by maximizing the conditional likelihood of the training
instances. Despite its simplicity, Logistic Regression is a popular classification method
to this day, particularly when using smaller datasets.

2.2.5 Support Vector Machines

Support Vector Machines is a very popular type of classifiers. The SVM can be viewed
as an extension of the original single-layered Perceptron with a slight but important
difference: while the Perceptron is satisfied as long as it finds a hyperplane that linearly
separates the classes, the SVM employs an objective function that intentionally tries
to maximize the margin of the hyperplane between the two classes. This has the added
benefit of being able to learn a least worst linear separation of the classes even if they
are not linearly separable. In contrast, the Perceptron learning in these cases cannot
converge. The SVM is grounded in statistical learning theory, VC theory, based on
work from Vapnik and Chervonenkis (1974), and generalize well on unseen data.

SVMs are often associated with the kernel trick. The kernel trick works by trans-
forming the initial learning space to a higher dimensional space where the classification
problem potentially has a nicer linear separation. How to transform the learning space
is the work of the kernel of which a multitude have been proposed over the years. One
particularly popular non-linear kernel is the Radial Basis Function (RBF).

2.2.6 The Return of Neural Networks

There were a few essential problems with neural network training, both for RNNs
as well as deep FFNNs: firstly, training the models was costly, especially with the
limited computing resources at the time. Secondly, it simply did not work very well.
The main reason became known as the vanishing or exploding gradient problem,
which made it more difficult to propagate errors the deeper the NN was. This made
research into NN once again take a step back, making alternative ML classifiers such
as the SVM becoming more popular. Glorot and Bengio (2010) discovered that it was
not backpropagation itself that resulted in vanishing gradients, but rather a combi-
nation of choice of activation functions and better initialization of random weights.
Replacing the previously popular sigmoid function with a deviously simple (and
non-differentiable) Rectified Linear Unit (ReLu) proved to be surprisingly effective in
minimizing the vanishing gradient problem. At the time, computational resources in
the form of powerful GPUs started to catch up with the demands of NN architectures,
which yet again allowed neural networks to become a popular research area.

2.3 Word Representations

Models for word representations1 have a long history rooted in structuralist linguistic
theory. Among the pioneers who researched how word usage influenced semantic
information were linguists and philosophers such as Zellig Harris, John Firth, and
Ludwig Wittgenstein. Firth in particular is often attributed the quote “You shall know

1Word representations have been called many things throughout the years, from word spaces and
semantic vector spaces to word embeddings and distributional semantic models, depending on decade
and field. Since this thesis deals with models from several different traditions, using word representations
as a term is a small effort to reduce potential bias in the work.
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a word by the company it keeps” (Firth, 1957), which is formalized into the distribu-
tional hypothesis, stating that there is a correlation between distributional similarity
and meaning similarity, however you choose to define similarity (Sahlgren, 2008).
From a psychological and cognitive tradition, Osgood (1952) developed Semantic
Differential which uses hand-crafted features of semantic properties to place words on
rating scales of antonym pairs such as good vs bad, or sweet vs bitter.

2.3.1 Count-based Word Representations

Methods for automatic contextual generation came decades later, and of these methods,
Latent Semantic Analysis (LSA) was one of the pioneering models (Landauer and
Dumais, 1997). LSA was developed in the field of Information Retrieval and uses
document appearance as features for words, assuming that similar words would
occur in similar documents. The large and sparse word-document matrix is then
factorized with Singular Vector Decomposition to reduce the matrix dimensionality
down to a few hundred. Another early approach is the Hyperspace Analogue to
Language (HAL), which uses a word co-occurrence matrix to map word frequencies
within a context window to features (Lund and Burgess, 1996). Future work in
word representation models within the field of computational linguistics still based
their word representation models on word co-occurrence matrices, which is why
they are often referred to as count-based models, and where they mainly differ is
in choice of global matrix factorization techniques or frequency weighting using
statistical measures such as Inverse Document Frequency (IDF) or Pointwise Mutual
Information (PMI). While most count-based models require a static dataset as input,
there are alternative count-based models that can be trained iteratively over time
(Sahlgren, 2005).

2.3.2 Predictive Word Representations

In contrast to the count-based models, predictive models have a shorter history. Pre-
dictive word representation models exploit weight matrices produced during training
of neural language models. These models are trained by removing words from a text
sequence and then asking the model to guess the removed words. Once the training
phase is done, the produced word weights encode semantic properties similar to count-
based techniques. Within the field of neural networks, these word representations have
come to be known as word embeddings, after pioneering work by Bengio et al. (2003).

After Bengio et al. (2003) there was a surge of work into predictive word repre-
sentations based on neural language models. One of the most influential utilizations of
word embeddings for classification is Collobert and Weston (2008) where they design
a unified architecture for text classification with a Convolutional Neural Network.
Training these models are computationally costly due to frequent use of deeper neural
networks. Mikolov, Chen, et al. (2013) showed that depth is not a necessity for good
quality word representations by employing two shallow models, the Continuous Bag
of Word model and the Skip-Gram with Negative Sampling, which by using a single
hidden layer managed to reach state of the art results on word similarity evaluation
tasks. These models were implemented in the word2vec framework which arguably
has become the most popular training framework to date.

The differences between count-based and predictive models are not necessarily
qualitative in nature but rather a choice in methodology. While Baroni et al. (2014)
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found predictive word representations to generally perform better on various evaluation
frameworks, later work suggest this is merely a result of certain design choices and
hyperparameter settings (Levy et al., 2015). In fact, Levy and Goldberg (2014) show
that the Skip-Gram model from Mikolov, Chen, et al. (2013) is implicitly factorizing
a word-context matrix. Other models, like GloVe, aim to combine qualities from
count-based and predictive models to gain desired properties from both traditions
(Pennington et al., 2014).

2.3.3 Evaluation of Word Representation Models

Intrinsic evaluation

Given the unsupervised nature of word representation models, evaluation is far from
straight-forward. Most evaluation schemes focus on intrinsic evaluation, i.e. analyzing
the inherent properties of the vector space that makes up the word representations.
Early popular methods tested the semantic similarity of nearby vectors by running
multiple-choice synonym tests such as TOEFL (Landauer and Dumais, 1997). Other
similarity tasks include the WordSim 353 (Finkelstein et al., 2001), SimLex-999
(Hill et al., 2015), and BLESS (Baroni and Lenci, 2011), which evaluates semantic
relatedness with varying methods and types of relations. After Mikolov, Yih, et al.
(2013) noticed interesting linguistic regularities where linear combinations of word
representations encoded certain analogies, word analogy tasks started to become more
popular as evaluation method. Levy et al. (2014) later reproduced new state of the art
results on word-analogy tests with a count-based model.

Intrinsic evaluation methods have lately come under scrutiny for a number of
reasons. M. Batchkarov et al. (2016) argue that lexical similarity is difficult to define
outside the context of a particular task, and that the variation in popular similarity
and relatedness datasets is too high due to their small sizes. Furthermore, good
performance on semantic similarity datasets is not necessarily correlated with good
performance on other machine learning tasks, and intrinsic evaluation tasks more
often than not prioritize interpretability of a model before practical usability (Chiu
et al., 2016; Faruqui et al., 2016; Gladkova et al., 2016).

Extrinsic evaluation

In contrast to intrinsic evaluation methods, extrinsic evaluation uses various word
representations as input into one or more machine learning models to see how they
perform in practical classification tasks. The division between intrinsic and extrinsic
evaluation is somewhat arbitrary, since intrinsic evaluation methods still use externally
annotated datasets for evaluation and researchers still have to decide upon a similarity
metric for comparing word vectors, but it is nonetheless an established distinction
for evaluation methods. Schnabel et al. (2015) set up an evaluation framework of
both intrinsic and extrinsic evaluation tasks, where the extrinsic evaluation is done on
noun phrase chunking using a Conditional Random Field model, and on sentiment
classification, where they train a logistic regression model to classify sentiments on
movie reviews. Schnabel et al. (2015) find that performance on downstream tasks are
not consistent with intrinsic evaluation tasks, and recommend that if the goal of an
embedding is to perform well on a specific task, the embeddings should be trained
to specifically optimize said goal. M. M. Batchkarov (2016) builds a framework
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for consistent extrinsic evaluation of word representation models, by employing the
same Naïve Bayes classifier on a number of different classification datasets. The
Naïve Bayes classifier takes input from the word representation models, trains the
classifier for each combination of classification task and word representation model,
and evaluates the results. M. M. Batchkarov (2016) find that data quality is more
important than data quantity in training word representation models.

In this work, we use implicit sense classification for shallow discourse parsing for
extrinsic evaluation of word representation models using several different machine
learning models.
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3 Method

To achieve the purpose of this thesis, we want to study how different word represen-
tations (WR) act in different machine learning environments for the task of implicit
sense classification. The goal here is not to come up with a new and better ML model
for implicit sense classification. Rather, we treat the task as extrinsic evaluation for
various WR and ML models. To make such an evaluation robust we need not only to
vary the WR models themselves, but also the machine learning classifiers we feed
them into.

This can be done in two ways: we either build various ML classifiers from scratch,
or we take ML models that are already developed and published for the task, and
change their use of WR models as input. Since the purpose of this research is not to
come up with a superior ML classifier for SDP, published classifiers have been tried
and tested, and we want to avoid having to defend design choices in ML classifier, we
choose to use published classifiers. Additionally, we include a simple baseline model
for additional reference data points.

3.1 Machine Learning Models

Choosing models is done with the following criteria: we want a combination of
models that are diverse, show competitive performance, are proven to work with
word representations, and are easy to reproduce. In total, there will be 4 different ML
classifiers, using 9 different WR models, resulting in 36 WR–ML model combinations.

3.1.1 Feed-forward Neural Network

Rutherford and Xue (2016) was the best performing system on non-explicit sense
classification in CoNLL 2016. They propose a feed-forward neural network (FFNN)
that they argue is robust for out-of-domain applications, works well in both English
and Chinese without any necessary language specific modifications, while maintaining
a simple and straight-forward architecture. See Figure 3.1 for an architectural overview,
and Rutherford and Xue (2016) for a more detailed explanation of their model.

As the best performing model on implicit sense classification, they F-scored
37.67% on the blind data set. We will be using their reference implementation in
upcoming experiments.1

1https://github.com/attapol/nn_discourse_parser
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Figure 3.1: Model architecture from Rutherford and Xue (2016)

3.1.2 Recurrent Neural Network

Weiss and Bajec (2016) is a focused Recurrent Neural Network (RNN) to automatically
learn latent features. The architecture earns its focused attribute from applying separate
RNNs on different input sequences, i.e. the Arg1 and Arg2 sequences in the context of
English implicit sense classification, as well as a separate RNN for punctuation only.
The output from these focused RNN models are then used as input into a dense FFNN
which later outputs the final sense class. Instead of using the Skip-Gram–Google
News embeddings as is commonly done, they choose to initialize them randomly. See
Figure 3.2 for an architectural overview. Further details are available in their system
paper.

With an F-score of 33.08%, they ranked seventh out of 14 competing systems
in implicit sense classification on the blind test set, being 4.59 percentage points
behind Rutherford and Xue (2016). We will be using their reference implementation
in upcoming experiments.2

Figure 3.2: Model architecture from Weiss and Bajec (2016)

3.1.3 Logistic Regression Classifier

Mihaylov and Frank (2016) utilize a Logistic Regression classifier using features
extracted from a number of measures on WR pairs, using the Skip-Gram-GoogleNews
vectors as input. What makes this model interesting in our comparison is that they

2https://github.com/gw0/conll16st-v34-focused-rnns
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are not only using the raw WR vectors directly as features (as centroid vectors), as is
common with NN models, but they also extract cosine similarity based features across
the arguments. Among the extracted similarity features they have the distance between
the centroid vectors of Arg1 and Arg2, the average distance of the top-N words in
Arg2 (ranked according to their distance to Arg1) to the centroid vector of Arg1,
and the average of all Arg1-Arg2 word pair similarities. They also apply POS based
similarity features, such as the similarity between the nouns of Arg1 and pronouns
of Arg2. The assumptions behind their choices of feature classes are motivated in
their paper. The final F1 score on non-explicit sense classification in the blind test
set is 34.56%, placing them fourth of all competing systems. We will be using their
reference implementation in upcoming experiments.3

3.1.4 Support Vector Machine (Baseline)

To contrast the use of neural classifiers with raw WR vectors as input, we will include
a simple SVM model. The model builds centroid vectors normalized to a norm of 1
for Arg1 and Arg2, and concatenates the resulting vectors length-wise into a feature
vector. The feature vector is used as input into a SVM model using an RBF kernel with
the default parameters as set in the scikit-learn implementation of the SVM algorithm.
A slight effort on tuning the parameters saw no obvious performance increases on the
development set.

An important difference from the other classifiers is how the SVM does not tune
the embedding vectors during the training phase or use any hand-made features. This
should theoretically make the choice of embedding model more important.

3.2 Word Representation Models

In Schnabel et al. (2015), they presented a series of intrinsic and extrinsic evaluation
schemes to measure performance of various WR models. To try out their evaluation
schemes they chose six popular unsupervised WR algorithms, forming a representative
subset of commonly used models, and trained these on the same English Wikipedia
text corpus with a fixed dimensionality of 50. We will be using their models in
our experiments.4 Furthermore, we include two other WR models which currently
are frequently used in practice: the GoogleNews trained Skip-Gram model, and the
Gigaword trained GloVe model. Also, we include a recently introduced model called
RSV. Here we present each WR model in chronological order.

We reuse the models trained for Schnabel et al. (2015), which they generously
published online. Rather than retraining the C&W model, they chose to reuse the
model from the original paper. To mirror the training data as closely as possible for the
other WR models, they use an English Wikipedia dump from 2008–03–01 as training
data. This dump includes 750 million tokens from the encyclopedia domain, which
differs somewhat from the news domain used in the PDTB corpus, but nonetheless
uses formal language in writing. The RSV model is separately trained on the same
input data. See Table 3.1 for an overview comparison of training data being used for
the various models.

3https://github.com/tbmihailov/conll16st-hd-sdp
4Pre-trained models are available at http://www.cs.cornell.edu/~schnabts/eval/
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Corpus Token Frequency Type Frequency Domain

Wikipedia 2008 750M 840K Encyclopedia
Google News 100B 3M News
Wikipedia 2014+Gigaword 5 6B 400K Encyclopedia+News

Table 3.1: Word embedding corpus frequencies and their domains. The GloVe model
trained on Wikipedia 2014 + Gigaword 5 applies a frequency threshold and has thus a
smaller vocabulary than Wikipedia 2008 despite having a higher token frequency.

3.2.1 Sparse Random Projections

Sparse Random Projections is a count-based method in which you build a co-
occurrence matrix and perform dimensionality reduction by multiplying the matrix
with a randomly generated transformation matrix (P. Li et al., 2006). This reduces the
dimensionality while approximately keeping the pairwise distance between words.
Traditionally in works of random projections, the transformation matrix has been
densely populated with numbers generated from N(1,0). In this work, they experiment
with very sparse transformation matrices, and propose a matrix that randomly gener-
ates from the set {−1,0,1} with probabilities { 1

2
√

D
,1− 1

2
√

D
, 1√

D
}. This has the effect

of keeping approximate pairwise distance while making the random transformation
matrix much sparser and thus much more computationally efficient.

3.2.2 C&W

In their influential paper on a unified architecture for Natural Language Processing,
Collobert and Weston (2008) set up a Convolutional Neural Network (CNN) architec-
ture that uses word representations as input into a generalized classification pipeline.
In a similar manner to the CBOW, they utilize their CNN as a language model to
predict words given their context and thus tunes the WR weights to clusters of words
sharing semantic similarity.

3.2.3 Two Step CCA

The Two Step CCA (TSCCA) is a count-based method for learning word representa-
tions (Dhillon et al., 2012). It builds a sparse word co-occurrence matrix on which they
apply a dimensionality reduction algorithm called Canonical Correlation Analysis
(CCA), which similarly to the more well-known Principal Component Analysis (PCA)
produces eigenvectors for each word, but also allows one to treat the left and right
context of the word distinctly.

3.2.4 Hellinger PCA

Hellinger PCA (HPCA) is another count-based method that, like TSCCA, applies a
dimensionality reduction technique onto a word co-occurrence matrix; this time the
choice of algorithm is the Hellinger PCA (Lebret and Collobert, 2013). While the goal
of the PCA, or TSCCA, is to keep static the proportional Euclidean distance between
vectors in the vector space before and after applying the algorithms, the Hellinger PCA
instead chooses to keep the proportional Hellinger distance static. Hellinger distance
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is, unlike the Euclidean distance, used for measuring distance in discrete distributions
rather than continuous distributions. They argue that since word co-occurrence is a
discrete distribution, it makes more sense to use a discrete distance metric.

3.2.5 Continuous Bag of Words

The Continuous Bag of Words (CBOW) is one of two models implemented in the
popular word2vec toolkit, the other being the Skip-Gram model (Mikolov, Chen,
et al., 2013). The CBOW is part of the predictive class of WR models, and learns
representations by using a shallow neural network to predict words given a context.
According to the author, the CBOW has better representations for highly frequent
words and is much faster to train5.

3.2.6 Skip-Gram–GoogleNews

At the time of writing, one of the most popular pretrained WR models is what is
commonly referred to as the GoogleNews trained word2vec model (Mikolov, Chen,
et al., 2013). This model uses the Skip-Gram model of the word2vec program to train
word representations on 3 billion words from the news domain.

Like the CBOW model, the Skip-Gram model is of a predictive nature. Unlike the
CBOW model, rather than using a shallow neural network to predict words given their
context, it predicts the context given a word. According to the author, the Skip-Gram
model works better than the CBOW when the amount of trainable data is restricted.5

3.2.7 Global Vectors

Global Vectors (GloVe) is a count-based method that since publication has grown in
popularity. Pennington et al. (2014) argue that previous count-based methods suffer
significant drawbacks due to their poor performance on word analogy tasks which
indicates a sub-optimal vector space structure. Prediction-based methods, they argue,
poorly utilize global co-occurrence statistics due to their design of only working on
local context windows.

The goal of the GloVe model is to implement the model properties necessary to
both take advantage of global word co-occurrence statistics, while having a vector
space structure fit for linear word analogy relations. They accomplish this by training
a weighted least squares regression model on the sparse representation. The regression
model seeks to minimize the difference between the dot product of word vectors and
their word co-occurrence frequency. The idea is that they want to keep the ratio of
co-occurrence probabilities static, since this relationship is what they argue contains
useful semantic information.

3.2.8 Right-Singular Word Vectors

Right-Singular Word Vectors (RSV) is another count-based method where Basirat
and Nivre (2016) apply a dimensionality reduction technique on a co-occurrence
matrix normalized such that each value represents the probability of a certain word

5From comment in mailing list https://groups.google.com/forum/#!searchin/
word2vec-toolkit/c-bow/word2vec-toolkit/NLvYXU99cAM/E5ld8LcDxlAJ
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occurring within the context of another word. It was developed for use in the context of
transition-based dependency parsing, and they argue that commonly used dimensional-
ity reduction algorithms such as the PCA are not optimal due to the probability values
generally are close to 0, with a small number of probabilities being disproportionally
high. This combination potentially creates meaningless discrepancies between the
vectors.

Their solution to this problem are to apply a transformation function that skews
the probability mass towards 1, and then calculates and scales the k first vectors of the
right singular vector matrix. This new matrix contains the new word representations
according to the RSV algorithm.

3.2.9 Random Vectors (Baseline)

We create a random baseline by generating d-dimensional vectors randomly, which
creates approximately orthogonal vectors. The vectors are generated from a uniform
distribution and normalized to a norm of 1. If other models do not perform better
than these, we cannot say that they encode any semantic information useful for the
particular classifiers in this task.

3.3 Penn Discourse Treebank

We use the Penn Discourse Treebank (PDTB) for training and testing the WR–ML
combinations described in previous sections of this chapters. Specifically, we use the
same setup as the supplemental shared task at CoNLL 2016. The PDTB is annotated
over the Wall Street Journal corpus used for the Penn Treebank, which has the added
benefit of providing manual annotations both on a syntactic level as well as on a
discourse level. The PDTB is split into three separate datasets: training, development,
and test sets. Furthermore, they include a separate blind test set with text from a
similar but separate domain of English WikiNews.6 Since we are only interested in
the implicit relation types, we filter out all training and test instances of type Explicit
and AltLex.

3.3.1 Quantitative analysis of PDTB

Table 3.2 reveals the type distribution for the training and test sets. While Implicit
and EntRel make up 53% of the training instances, 47% are made up of Explicit and
AltLex relations. This makes the total number of training instances for implicit sense
classification 17,289.

Table 3.3 lists the implicit class distribution in the various training and test sets as
provided by the CoNLL shared task. It is apparent that the classes are heavily skewed,
with the most common class (EntRel) being 24% of the training data, up to 32% of the
blind test data. Having this heavily skewed of a class distribution, the ML models will
be challenged to not simply pick the most common class to achieve high performance.

6https://en.wikinews.org/
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train dev test blind test
count ratio count ratio count ratio count ratio

Total 32535 1.00 1436 1.00 1939 1.00 1209 1.00
Explicit 14722 0.45 680 0.47 923 0.48 556 0.46
Implicit 13156 0.40 522 0.36 769 0.40 425 0.35
EntRel 4133 0.13 215 0.15 217 0.11 200 0.17
AltLex 524 0.02 19 0.01 30 0.02 28 0.02

Table 3.2: Discourse relation type distribution across train and test sets.

train dev test blind test
count ratio count ratio count ratio count ratio

Total 17577 1.00 763 1.00 996 1.00 633 1.00
EntRel 4133 0.24 215 0.28 217 0.22 200 0.32
Expansion.Conjunction 3308 0.19 122 0.16 147 0.15 106 0.17
Expansion.Restatement 2514 0.14 103 0.13 190 0.19 141 0.22
Contingency.Cause.Reason 2092 0.12 73 0.10 116 0.12 42 0.07
Comparison.Contrast 1657 0.09 88 0.12 127 0.13 27 0.04
Contingency.Cause.Result 1389 0.08 52 0.07 89 0.09 33 0.05
Expansion.Instantiation 1134 0.06 48 0.06 69 0.07 37 0.06
Temporal.Asynchronous.Precedence 433 0.02 26 0.03 8 0.01 10 0.02
Temporal.Synchrony 212 0.01 19 0.02 5 0.01 3 0.00
Comparison.Concession 196 0.01 5 0.01 5 0.01 30 0.05
Entropy 2.86 2.87 2.79 2.69

Table 3.3: Implicit discourse relation class distribution across train and test sets.

3.3.2 Methodological differences from the CoNLL shared task

In the CoNLL shared task, the results were grouped on Explicit and non-Explicit,
where non-Explicit contains all instances of type Implicit, EntRel, and AltLex. This
would not be a viable setup for this task, since AltLex in the same manner as the
Explicit type contains connective markers and thus is treated by the chosen ML
classifiers using the same setup as the explicit type. Since the ML classifiers we have
analyzed all have separate ML models depending on whether or not there is an explicit
connective marker available, the AltLex class would generally be trained and classified
in the Explicit ML model. The grouping of our choice is in contrast based on whether
or not there is an explicit connective present. If there is, we discard it. This leaves us
with training data made up of instances only of type Implicit and EntRel.

3.4 Reproducing published results

As a sanity check to make sure the chosen machine learning classifiers are correctly set
up, we reproduce their published results. There are a number of stochastic elements in
the training session for the neural network architectures, which makes exact replication
of the results difficult. Instead, each classifier is trained and tested 10 times with
different random seeds resulting in a span of F1 scores as represented by the boxplot
in Figure 3.3. Comparing their reported F1 scores (the blue dotted lines) to the spans
of results, it shows that the reproduced scores are generally within the original scores.
A slight difference is due to their reported results also contain the AltLex type, while
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Figure 3.3: Boxplots of F1 performance for each reproduced ML classifier. The blue
dotted line is their self-reported F1 scores, and the orange lines represent baseline
scores when picking the most common class.

this class is omitted in the reproduce phase (see Section 3.3.2). The spans also hint that
the RNN generally produce results with a higher variance than the other classifiers.
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4 Results

The main results from running the experimental setup are the result matrices in Table
4.1. The matrices reveal F1 scores for each WR-ML model combination for each test
set. Only F1 scores are presented in this section; due to the nature of the classification
task, the scores of precision, recall and F1 rarely differ.

The F1 scores reveal that the Skip-Gram-GoogleNews WR model for both the
FFNN and LogReg models seem to outperform others across the test sets, but keep
in mind that the other model combinations have been trained on far less data and
despite this gain competitive results. Furthermore, in the case of the RNN models,
we notice that other WR models such as the HPCA and RSV perform equally well
or even better than the Skip-Gram–GoogleNews. In the case of the SVM, another
class of WR models do significantly better than the Skip-Gram–GoogleNews, with the
CBOW, GloVe, and C&W on top. Overall, the baseline SVM combined with GloVe
wins the blind test set, and LogReg–Skip-Gram–GoogleNews wins the test set.

To get a better understanding of the distribution of F1 scores grouped on either WR
model, or ML classifier, we generate boxplots from Tables 4.1, as shown in Figures 4.1.
According to Figure 4.1a, it is apparent that the RNN generally performs quite poorly
no matter what choice of WR model. The FFNN has the lowest variance across WR
models with few outliers while reaching competitive results, and the LogReg performs
similarly to the FFNN. The SVM baseline reaches competitive results in certain cases
while seemingly the choice of WR model has a larger effect on performance.

In Figure 4.1b, there are certain WR models that seem to be more consistently
reaching competitive results: the CBOW, C&W, and GloVe. Other, such as the Skip-
Gram–GoogleNews do reach similar results in certain cases, but also seem to be less
useful in combination with classifiers such as the SVM.

Which of the WR-ML combinations do actually learn usable models? Given
the skewness of the test sets (see Table 3.3), it is easy to be fooled by some of
the results, and perhaps treat higher scores on the blind test compared to the test
set as an indication that the model has generalized well to out-of-domain instances.
Figure 4.2 are heatmaps of the normalized confusion matrices for each ML–WR
combination. Each row represents a predicted class, and each column the actual
class. By normalizing the counts across the columns, the heatmaps treats each class
as equally important (in a common confusion matrix, the counts would be skewed
towards frequently occurring class instances). A perfect score would thus be a black
diagonal. The heatmaps show how generally all ML classifiers have a tendency to
guess on one of the most common class (EntRel or Expansion.Conjunction), and
certain combinations do not seem to learn a useful model at all. This is especially true
for the RNN, and for the SVM certain WR models do not seem to be encoding any
usable semantic information. Both the FFNN and LogReg are doing a better job at
generalizing no matter what WR model.
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ffnn logreg rnn svm

cbow 0.35 0.38 0.25 0.37
cw 0.37 0.40 0.29 0.35
glove 0.35 0.37 0.30 0.36
hpca 0.33 0.35 0.31 0.29
random-vectors 0.31 0.29 0.30 0.31
randomprojection 0.33 0.36 0.17 0.29
rsv 0.35 0.38 0.29 0.33
skipgram-googlenews 0.39 0.41 0.29 0.30
tscca 0.35 0.38 0.28 0.33
glove-gigaword 0.38 0.39 0.29 0.36

(a) Development set

ffnn logreg rnn svm

cbow 0.32 0.33 0.19 0.33
cw 0.32 0.33 0.23 0.31
glove 0.32 0.33 0.23 0.31
hpca 0.28 0.31 0.24 0.22
random-vectors 0.29 0.24 0.22 0.22
randomprojection 0.27 0.28 0.16 0.22
rsv 0.31 0.34 0.25 0.27
skipgram-googlenews 0.36 0.38 0.24 0.23
tscca 0.34 0.33 0.23 0.28
glove-gigaword 0.32 0.35 0.22 0.33

(b) Test set

ffnn logreg rnn svm

cbow 0.33 0.32 0.27 0.36
cw 0.33 0.33 0.33 0.35
glove 0.36 0.33 0.32 0.37
hpca 0.35 0.33 0.33 0.32
random-vectors 0.30 0.33 0.31 0.32
randomprojection 0.31 0.32 0.18 0.32
rsv 0.28 0.33 0.33 0.36
skipgram-googlenews 0.36 0.35 0.31 0.32
tscca 0.35 0.34 0.32 0.37
glove-gigaword 0.35 0.33 0.31 0.35

(c) Blind test set

Table 4.1: F1 scores for WR–ML model combinations on each test set. Bold marks
best score for given ML classifier, underline marks best overall score.
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Figure 4.1: Boxplots of F1 scores grouped by classifiers and embeddings. The orange
lines represent baseline scores when picking the most common class.

While the models might have difficulty classifying the correct instance, the hi-
erarchical nature of the classes means that certain misclassifications can be consid-
ered better than others: if a classifier incorrectly classifies an instance of Contin-
gency.Cause.reason as Contingency.Cause.result, this is less of a problem than if
it were to classify it as Expansion.Instantiation. We can calculate F-scores to see
if certain models are better at misclassifying them as related classes, rather than a
completely orthogonal class. Table 4.2 lists the results of first-level classification, and
Figure 4.3 are normalized heatmaps of said first-level classification. The results reveal
a few outliers in the misclassifications. Specifically, the RSV–FFNN model seem to
have a large number of misclassifications within classes of the same hierarchy. The
randomprojection–RNN combination also show large performance gains. Overall, the
LogReg model seem to have most to gain by collapsing the classes with about 10
percentage points of performance gains across all WR models.

How well does the performance on the development set anticipate the performance
on the test set or the blind test set? Figure 4.4 plots the the F1 scores on the develop-
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ment set against the test sets, which reveals that it is more difficult to generalize the
model to perform equally well on the blind test set as on the test set. Given that the
blind test set is out-of-domain test instances, this is hardly surprising.

In a similar way, Table 4.3 measures the correlation of F1 performance between
classifiers regarding choice of WR model and their performance as presented in Table
4.1. It reveals that there are higher performance correlation between certain classifiers
on certain test sets. For instance, the FFNN and LogReg classifiers correlate very well
on the development and test set, while the correlation lowers on the blind test set.
There is also a distinct lack of correlation between any of the classifiers for the SVM
and RNN.
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(c) Blind test set

Figure 4.2: Heatmaps of normalized confusion matrices for each test set. Columns
represent the correct classification, and rows represent the prediction of the model.
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ffnn logreg rnn svm

cbow 0.08 0.10 0.08 0.10
cw 0.09 0.09 0.08 0.09
glove 0.07 0.09 0.07 0.09
hpca 0.04 0.11 0.06 0.00
random-vectors 0.07 0.07 0.03 0.00
randomprojection 0.06 0.10 0.18 0.00
rsv 0.11 0.09 0.07 0.07
skipgram-googlenews 0.08 0.09 0.03 0.01
tscca 0.06 0.10 0.03 0.05
glove-gigaword 0.07 0.09 0.02 0.11

(a) Development set

ffnn logreg rnn svm

cbow 0.08 0.12 0.12 0.11
cw 0.09 0.12 0.08 0.09
glove 0.06 0.11 0.07 0.08
hpca 0.05 0.09 0.06 -0.00
random-vectors 0.07 0.11 0.04 0.00
randomprojection 0.09 0.11 0.25 -0.00
rsv 0.14 0.10 0.06 0.06
skipgram-googlenews 0.09 0.10 0.03 0.01
tscca 0.08 0.10 0.04 0.05
glove-gigaword 0.08 0.11 0.02 0.09

(b) Test set

ffnn logreg rnn svm

cbow 0.08 0.14 0.13 0.10
cw 0.07 0.13 0.08 0.08
glove 0.06 0.12 0.08 0.08
hpca 0.03 0.08 0.06 0.00
random-vectors 0.08 0.13 0.04 0.00
randomprojection 0.06 0.08 0.25 0.00
rsv 0.10 0.11 0.07 0.05
skipgram-googlenews 0.06 0.12 0.03 0.00
tscca 0.06 0.12 0.05 0.04
glove-gigaword 0.05 0.11 0.04 0.07

(c) Blind test set

Table 4.2: Amount of increase for WR–ML model combinations on each test set with
collapsed classes. Bold marks highest increase for given ML classifier, underline
marks highest increase overall.
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(c) Blind test set

Figure 4.3: Heatmaps of collapsed, normalized confusion matrices for each test set.
Columns represent the correct classification, and rows represent the prediction of the
model.
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dev test blind-test
ffnn logreg rnn svm ffnn logreg rnn svm ffnn logreg rnn svm

ffnn 0.91 0.22 0.42 0.81 0.45 0.36 0.47 0.15 0.21
logreg 0.91 0.02 0.42 0.81 0.42 0.49 0.47 0.42 -0.08
rnn 0.22 0.02 0.21 0.45 0.42 0.07 0.15 0.42 0.32
svm 0.42 0.42 0.21 0.36 0.49 0.07 0.21 -0.08 0.32

Table 4.3: Pearson correlation of F1 scores between classifiers from Table 4.1. Bolded
represents the best correlation for given classifiers on a specific test set. Underlined
reveals the best correlation overall on the given test set.
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Figure 4.4: Regression plot of F1 scores on development set against the test and blind
test set, with calculated Pearson correlations.
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5 Discussion

Analyzing the results in Table 4.1 and Figure 4.1 Neural network models are not
necessarily better than traditional models, even when using word vectors as the sole
input data. While traditional models can perform competitively to neural network
models, such as the SVM–GloVe or SVM–CBOW, the choice of WR model or feature
extraction are more critical steps due to the nature of keeping the word representations
static. That said, hyperparameter tuning is an equally critical step for the design of
neural networks and requires a significant amount of resources to perform adequately.
The end result for certain design choices are also less transparent and makes it difficult
to reason for why they work better.

Certain word representation models, such as random projection, do not seem to be
increasing performance anymore than random vectors and should probably be avoided.
Interestingly, random projection do however increase the most when the hierarchy is
collapsed by 25 percentage points when combined with the RNN (Table 4.2b –4.2c). It
is possible that this is an indicator that the model actually creates a useful hierarchical
abstraction better for this combination.

While both the Logistic Regression models and the SVM models keep the WR
input static during the training phase, the SVM is much more sensitive towards
choice of word representation model. This could be due to the fact that the Logistic
Regression models include additional features beyond the centroid vectors, in contrast
to the SVM, which includes useful information on a less latent level than what the
SVM manage to extract. Whether or not this hypothesis holds true can not be answered
by the experiments made in this thesis, and would require extensive feature ablation
tests. Mihaylov and Frank (2016) performs feature ablation for the Logistic Regression
that exhibit significant performance decreases on the development set if you remove
these additional features, but these tests were only run using the Skip-Gram–Google
News vectors and does not tell us anything about the robustness towards choice of
WR model.

While it was not one of the focus areas of the thesis, it is still interesting to compare
the performance of the GloVe models, due to their varying input data. Notably, the
results do not show large differences despite the larger training data. In some cases,
like for the SVM on the blind test, the pure Wikipedia model performs slightly better.
It is possible that the model already has converged after trained on Wikipedia, and
any additional data provides minimal performance benefits.

After analyzing these results, what properties of word representation models are
important for reaching higher scores? The models that seem to overall be performing
better (CBOW, C&W, GloVe) are models that generally perform well on the word
analogy tests in Schnabel et al. (2015), which makes one wonder if there is a correlation
between certain intrinsic tests and extrinsic performance? This is unlikely due to a
distinct lack of correlation between the classifiers regarding WR model performance,
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which is shown in Table 4.3. A prerequisite for correlation between intrinsic and
extrinsic performance is that the performance among WR models at least should vary
similarly if you change the underlying ML model in use for extrinsic testing, but
since this does not hold up we cannot claim that intrinsic performance could predict
extrinsic performance. If there are intrinsic evaluation schemes that accurately predict
performance on extrinsic tasks, they might be different schemes depending on choice
of ML model. This fits with the conclusions from related research that discuss the
problems with relying upon intrinsic evaluation schemes for WR models.

There are a few problems with the design choice of the methodology. One is
that the use of already published machine learning classifiers have a hyperparameter
tuning that is optimized for a given type of input. This means that e.g. the FFNN,
which has a classifier designed and hyperparameter optimized with use of Skip-
Gram–Google News embeddings in mind, will potentially have an unfair advantage.
Running a hyperparameter optimization algorithm for each ML–WR combination is
too ambitious for the scope of this thesis. Another problem is that while the motivation
for using published classifiers is to not having to motivate the design choices of the
classifiers, the classifiers themselves might still have questionable design choices. In
the case of the RNN, for example, they chose to cut the WR vectors to only use the
20 first dimensions for reducing memory consumption. This works out for certain
WR models, such as the RSV which through the use of singular vectors have such a
dimensionality reduction by design, while this do not make as much sense for other
WR models. Also, this negatively affect the motivation of keeping the dimensionality
static throughout the experimentations.

As a final note on the robustness of the results for the various ML classifiers:
we saw in Section 3.4 that scores can differ quite significantly between runs for
the NN architectures, despite only changing the random seed. The question is, how
much of the performance differences between the various WR models are effects of
large random variance for the given classifiers, and which differences actually are
statistically significant? A more robust analysis would be to run a cross-validation
for each WR-ML combination, but this would unfortunately increase the number of
experiments by an order of magnitude. For this type of thesis where the number of
experiments already are quite high, it is difficult to motivate the added amount of
work.

There are several other aspects of choosing WR models that have not been looked
into, such as the choice of word representation training data, vector magnitude, or
tuning other available parameters of WR models. Including these parameters would
increase the number of WR-ML combinations by at least an order of magnitude and
risk making the scope of the thesis incomprehensibly large, but they are certainly
aspects that are worth looking into in future work.

Another question worth asking: is implicit sense classification a reasonable task for
extrinsic evaluation of word representations? With number of training instances being
below 18000 it is certainly not among the larger data sets available, and the PDTB
treebank is probably not the last framework to be developed for discourse parsing
and is in no way a perfect representation of discourse structure. Neural network
architectures are generally known to perform best on much larger datasets, and the
reason that traditional classifiers perform comparably well might just be a sparse data
problem.

While all this is true, I argue that there is a value in applying extrinsic WR
evaluation of this kind on smaller datasets: due to decrease in training duration allow
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faster developmental processes, and thus increases the possibility of experimenting
with more creative design choices. It also opens up opportunities for researchers with
less computing resources to be a part of the progress of the state of the art into the
fields in question, rather than leaving all research progress to large companies and
well-funded university departments. Even more importantly, most languages do not
have large dataset resources available, and limiting evaluation to large datasets when
possible reduces the amount of transferable knowledge to low resource languages. The
lessons learned here is not that the choice of dataset is too small, but rather that the
classifiers chosen potentially are not the best fit for the choice of dataset. Finally, word
representations are supposed to help reduce the problem of sparse data, so one can
argue that smaller datasets actually are a better fit for this type of extrinsic evaluation.

Regarding extrinsic evaluation on less established datasets: running an evalua-
tion framework on new datasets does not only enable new insights into the word
representation models, but it is equally beneficial for new insights into the evaluated
dataset. Certainly there are insights left to be found in popular datasets such as the
Penn Treebank or the Europarl, but using less established datasets might have more of
a direct impact on future research within the field.
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6 Conclusion

In this thesis we have investigated the performance of machine learning models
in the context of implicit sense classification for shallow discourse parsing using
various word representation models. We have shown that there are large performance
differences between word representation models for certain machine learning models,
while others are more robust to the choice of word representation model. Specifically,
the feed-forward neural network and the logistic regression models generally perform
well no matter the choice of word representation model, while the SVM is much
more sensitive to its word representation input. Furthermore, we have shown that
with the right choice of word representation model, simple and traditional machine
learning classifiers can reach competitive scores even when compared with modern
neural network approaches; combining an SVM with e.g. a GloVe or CBOW yields
surprisingly good results. Finally, we have discussed the efficacy of using implicit
sense classification as choice of task in extrinsic evaluation, and find that there is a
value in applying extrinsic evaluation on smaller and less established datasets.
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