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Abstract

Data-driven cost management for a cloud-based
service across autonomous teams

Maja Engvall

Spotify started to use the cloud-based data warehouse BigQuery in 2016 with a 
business model of pay-as-you-go. Since then, usage has increased rapidly in
volume and amount of users across the organisation which is a result of ease of use 
compared to previous data warehouse solutions. The technology procurement team 
lacks an overview of how BigQuery is used across Spotify and a strategy of how to 
maintain an environment where users make cost informed decisions when 
designing queries and creating tables. Incidents resulting in unexpected high bills
are currently handled by a capacity analyst using billing data which is lacking the 
granularity of how cost maps to the users of BigQuery. 

The objective of this research is to provide recommendations on how audit data can 
enable a data driven cost-effective environment for BigQuery across the matrix 
formed engineering organisation at Spotify. First an overview of the current usage 
patterns is presented based on audit data which is modeled with regards to volume, 
complexity and utilization. Different patterns are identified using K-means 
clustering, including high-volume consuming squads and underutilized tables. 
Secondly, recommendations on transparency of audit data for cost-effectiveness 
are based on insights from cluster analysis, interviews and characteristics of 
organisation structure.

Recommendations include transparency of data consumption to producers to 
prevent paying for unused resources and transparency to consumers on usage 
patterns to avoid paying for unexpected bills. Usage growth is recommended to be 
presented to the technology procurement squad which enables better 
understanding and mitigates challenges on cost forecasting and control. 
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Summary 

The research and advisory company Gartner predicts the worldwide public cloud services            
market to grow 18% from $209.2B in 2016 to $246.8B in 2017. Cloud computing enables               1

organisations to replace company owned hardware and software systems with service models            
provided by cloud computing providers based on demand. Due to a business model based on               
pay-as-you-go the customers do not need to pay high initial costs for on-premise             
infrastructure or any maintenance cost for the underlying hardware, which also results in             
reduced cost-control for the customers.   2

Spotify started migrating infrastructure to Google Cloud Platform (GCP) in 2016. One of the              
GCP provided services that rapidly gained popularity across multiple teams within Spotify            
was the managed data warehouse BigQuery. Director of operations Emil Fredriksson explains            
that their concerns with regards to data warehousing has moved from availability and easy              
access of data to cost control. Incidents have been reported where queries have been              
incorrectly executed which in some cases has led to substantial costs, which is not restricted               
by BigQuery as it allows customers to use it on demand. Fredriksson highlights that the               
service is powerful and easy to use and predicts that usage and adoption will grow across                
Spotify, both in scanning and stored data. He further explains that letting BigQuery users              
work towards a budget would halter innovation and insights. The task of obtaining a              
cost-effective ecosystem then becomes a complex task.  

The purpose of this research is to provide recommendations on how to improve the cloud-               
based data warehouse environment from a cost-effectiveness perspective. Cost-effectiveness         
refers to avoid paying for unused resources, mitigate the risk of receiving unexpected bills              
and mitigate the challenges with reporting to management on costs. These factors are based              
on cloud customers experiences of cost challenges as a result of lacking metadata             
transparency. The goal is fulfilled by first modeling the current state of BigQuery usage data,               
which is then complemented with discussions on how such data can be made transparent to               
the users in order to enable them to make cost-informed design decisions.  
 
The results indicate that there are signs of cost-ineffectiveness in usage. Recommendations            
focus on how usage can be presented to different groups of users to create a cost-aware                
ecosystem which are further divided into higher and lower-level presentation. The work            
emphasizes the importance of presenting information to the autonomous teams as they are             
responsible for their own development and maintenance. Cost-tracking and effective design           
can then similarly be distributed across teams as part of their mission and daily work, instead                
of centrally controlling usage from the technology procurement squad.  

1 Gartner. Gartner Says Worldwide Public Cloud Services Market to Grow 18 Percent in 2017. 2017.  
2 Samir, A. Darwish, N. R. 2016.  
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1. Introduction 

Spotify is a data-driven company spending substantial resources on analytic tools in order to 
improve the product quality and user experiences by analyzing and finding patterns for large 
amount of data.1 BigQuery is one of the tools they are using which is a fully managed, cloud-
based petabyte scale data warehouse service for analytics that speeds up querying processes.2 
The service applies pay-as-you-go as business model and Spotify spends substantial 
resources on BigQuery without fully understanding how it is used and what it retrieves with 
regards to the mission of the company.3 The Spotify engineering organisation is built of 
groupings of the smallest components called squads which are autonomous teams of 6-10 
engineers that are responsible for the development and maintenance of their products. The 
autonomy brings flexibility to the squad on how to fulfill their mission but with the risk of 
lacking understanding of how other squads are working.4     

BigQuery is used by several squads across Spotify and usage has rapidly increased since the 
company started using the tool in early 2016. The technology procurement team currently 
access information of usage through an invoice at the end of the month. Cost is mapped to 
projects that are virtual hosting environments from which the cloud-based services are 
accessed. The cost of queries are connected to the project where the dataset which the user is 
querying against is hosted. This makes it difficult for the technology procurement team to 
gain an overview of how teams are consuming the data as users query among several 
datasets. A dataset belongs to one project whereas one project can contain several datasets, 
which similarly makes it difficult to get an overview of how the datasets are consumed. The 
abstraction of usage data, a pay-as-you-go business model, and the distributed autonomous 
nature of BigQuery users and teams leads to uncertainty of where these costs are incurred. 
The mission of tech procurement to track and monitor costs of BigQuery therefore becomes a 
complex task. Incidents have been reported where queries have been incorrectly designed 
which in some cases has led to substantial costs as the service has no capacity restriction and 
a pricing model that scales linearly with usage. There is a risk of using the tool ineffectively 
in regards to updating and scanning from the data warehouse such as incorrectly designed 
queries, which can result in unexpectedly high costs. Anomalies in spending are currently 
detected and acted upon by a capacity analyst who asks the owners of the project that cost is 
mapped to, whether the suspected anomaly is planned for or not. The motivation from the 
technology procurement team is to retain an overview of current usage patterns and 
understand how this information can be displayed internally to enable cost-awareness and 
effectiveness among users.5  

                                                 
1 Palmer, Jason. Spotify Labs. Analytics at Spotify. 2013. 
2 Google Cloud Platform. What is BigQuery? 2017.  
3 Fredriksson, Emil. 2017. 
4 Kniberg, H. Ivarsson, A. 2012. 
5 Fredriksson, Emil. 2017. 
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1.1 Purpose of the research 

The goal of the research is to provide recommendations on how to improve the cloud-based 
data warehouse environment from a cost-effective perspective. Cost-effectiveness refers to  
avoid paying for unused resources, mitigate the risk of receiving unexpected bills and 
mitigate the challenges of cost reporting to management. These factors are based on cloud 
customer’s experiences of cost challenges as a result of lacking metadata transparency.6 The 
goal of the research is achieved by identifying patterns in current usage of BigQuery through 
unsupervised learning based on operational data and interviews across teams at Spotify. 
Identified usage patterns enables understanding of current analysis behavior across the 
company which technology procurement lacks at the moment. Clustering of the current state 
of usage reveals if there are patterns of usage which can prevent a cost-effective environment. 
Ways of integrating operational data into the daily work of users are recommended based on 
found usage patterns, definition of cost-effectiveness and the characteristics of the 
organisational structure of Spotify. This can further enable cost-awareness where users have 
understanding of their cost footprint based on usage data and make informed decisions of 
how they scan and upload data to BigQuery.7  
 
To achieve this purpose, the research is based on the following questions: 
 

- What patterns can be found among the current operational usage of BigQuery?  

- What characteristics can be found among tables based on utilization and 

usage?  

- What characteristics do teams share with regards to operational usage based 

on complexity and volume?  

- How can transparency of usage data improve the Data Warehouse ecosystem from a 

cost-effective perspective?  

 
 
 
 

                                                 
6 Forrester Research. 2015. 
7 Cambridge Dictionary. Awareness. 
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1.2 Disposition 

The report starts with a background section including company background with mission and 
organisational structure, followed by the concept of cloud computing and data warehousing 
including a description of BigQuery. This section also includes a problem background based 
on a discussion with stakeholders that want to get an overview of BigQuery usage from a 
cost-effective perspective. The theory section of the research includes insights from previous 
work on challenges when lacking transparency of audit data from cloud providers. Next, a 
methodological section with type of research, material and software tools is presented. The 
methodological section also covers the analytical approach of unsupervised learning and the 
methods chosen. The report is then disposed with a Data section where feature extraction and 
data modeling is motivated and explained.   

Thereafter a section covering the results of the initial part of the study is presented including 
a visualisation of the modeled data performed through dimensionality reduction and the 
results of cluster analysis. The discussion section highlights the findings from the performed 
cluster analysis and compares these insights to the results from interviews with the 
transparency guidelines and organisational structure, which enables for recommendation on 
how transparency can enable a  cost-effective environment. Recommendations are then 
provided for the respective subcomponent of cost-effectiveness. The last section summarizes 
the gained insights and provided recommendations from the discussion section.  
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2. Background       

In this section, the background for the research is presented and the engineering 
organisation structure of Spotify is first described. This is followed by definitions of Cloud 
computing and data warehousing. The data warehousing setup at Spotify is covered and 
BigQuery is then specifically described as the new solution. Lastly, the problematization of 
the research is presented.  

2.1 Spotify  

Spotify is a Swedish-based music streaming company that enables users to explore and listen 
to music on a platform with 30 millions of songs and two billion playlists. The mission of 
Spotify is to provide music to anyone, anywhere. In 2008 Daniel Ek and Martin Lorentzon 
started Spotify in Sweden which as of June 2016 had more than 100 million active users 
where 40 millions of them were paying subscribers in 60 countries. Spotify accounted for 
51% of the total music consumption in the US during 2016. Apart from Spotify there are 
other companies that has joined the music streaming industry over the past decade such as 
Apple Music, Amazon Prime Music, Deezer, Tidal and Qobuz.8 
 
With regards to business strategies, data engineer Jason Palmer wrote in 2013 a Spotify Labs 
article emphasizing that Spotify strives to be entirely data driven.9 More precisely, he wrote:  
 
“We are a company full of ambitious, highly intelligent, and highly opinionated people and 
yet as often as possible decisions are made using data. Decisions that cannot be made by 
data alone are meticulously tracked and fed back into the system so future decisions can be 
based off of it.”10 
 
Palmer explains that everyone internally has access to three tools including dashboards, a 
data warehouse and a Python module that helps them to build complex pipelines of batch 
jobs. The dashboards empower teams to create their custom screens with visualization 
whereas the data warehouse allows them to access datasets directly. One example of data 
driven decisions that is powered by user-specific data is the music recommendation algorithm 
that powers Spotify Radio.11 

                                                 
8 Spotify. About. 2017.  
9 Palmer, Jason. Spotify Labs. Analytics at Spotify. 2013.  
10 Ibid 
11 Ibid 
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2.1.1 Organisation structure 

The engineering organisation at Spotify is structured as a matrix based on an agile mindset. 
The basic unit is named squad, which is an autonomous team with full responsibility over 
development and maintenance of its products. The squad is self-organized, works according 
to an agile method of preference and contains all needed tools to design, develop and release 
to production. The leader of a squad is referred to as a product owner (PO).12  

Several squads with similar missions are grouped into tribes, such as “Infrastructure and 
Operations” and “Data Infrastructure”. The tribe can be referred to as an incubator of the 
squads. Knowledge is shared between the squads belonging to a tribe in order to spread 
inspiration and learn from each other across teams.13  

In order to enable information sharing and mitigate the downsides of autonomy, cross-
functional teams called chapters and guilds are used within Spotify. A chapter is a small 
group of people with similar skills within the same tribe where members discuss certain 
challenges that may have been resolved by another squad. A guild is on the other hand based 
on interest and can function across the whole organisation for knowledge sharing and 
inspiration that will benefit the day to day work for the employees.14 The vertical dimension 
of the matrix organisation is given by the squads with different skill sets with a goal of 
delivering a great product. The horizontal dimension of the organisation focuses on 
knowledge sharing across squads through guilds and chapters.15 

 

Figure 1 - Spotify’s organisation model16 

                                                 
12 Kniberg, H. Ivarsson, A. Scaling Agile @ Spotify with Tribes, Squads, Chapters & Guilds. 2012. 
13 Ibid 
14 Ibid 
15 Ibid 
16 Kniberg, H. Ivarsson, A. Spotify’s organisation model. 2012. 
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2.2 Cloud computing 

According to the National Institute of Standards and Technology (NIST), cloud computing is 
a model for enabling convenient, on-demand network access to a shared pool of configurable 
computing resources (e.g. servers, networks, storage, applications and services) that rapidly 
can be provisioned and released with minimal service provider interaction or management 
effort.17 

Cloud computing enables organisations to replace company owned hardware and software 
systems with service models provided by cloud computing providers. The hardware is then 
abstracted and removed from the organisation that no longer has to handle maintenance. 
Cloud computing brings several advantages to the customers compared to traditional on-
premise software; most notably in terms of scalability. Due to a pricing model based on pay-
as-you-go the customer does not need to pay high initial costs for on-premise infrastructure or 
any maintenance cost for the underlying hardware. The removed responsibility of hardware 
and a pricing model that is based on usage, results in reduced cost-control for the 
customers.18 Cloud computing comes in service models with different levels of abstraction, 
the most common ones are described below: 

Infrastructure as a Service (IaaS) is a service model that provides processing, storage, 
networks, and other fundamental computing resources to the customer where they are able to 
deploy and run arbitrary software, which can include operating systems and applications. The 
consumer does not manage or control the underlying hardware but has control over operating 
systems, storage, and deployed applications.19 

Platform as a Service (PaaS) is a service model that provides the capability to deploy 
consumer-created or acquired applications created using programming languages onto the 
cloud infrastructure. The consumer does not have to manage underlying infrastructure and 
only has control over the deployed applications and configuration settings for the application-
hosting environment.20  

Software as a Service (SaaS) is a service model that provides the highest level of abstraction 
among the three different models. The consumer does not manage or control any underlying 
cloud infrastructure, with possible exception of user specific application configuration 
settings. The consumer uses the provider’s applications running on a cloud infrastructure.21  

                                                 
17 Mell, P. Grance, T. 2011. 
18 Samir, A. Darwish, N. R. 2016.  
19 Mell, P. Grance, T. 2011. 
20 Ibid 
21 Ibid 
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2.2.1 Cloud computing at Spotify 

Director of Operations and product owner for Technology procurement Emil Fredriksson 
says that Spotify realized approximately in 2015 that the ability to learn how to use products 
and data to make decisions is essential in order to build a successful product, which 
Fredriksson also highlight is not trivial to do in practice. Spotify maintained a substantial 
amount of data, but were lacking a useful platform to enable easy access and usage of it. 
Potential users needed low-level knowledge to do mapreduce jobs executed over hadoop 
clusters in order to perform analytic tasks and gain insight from the stored data. Spotify also 
had trouble of scaling the on-premise infrastructure based on the demand on the 
hadoopclusters. Fredriksson explains that in the end it came down to the question of whether 
they should build their own data centers, serve hadoop and maintain high-level frameworks 
that exposes sql-similar user interfaces or if they should outsource this to another party. The 
answer was to focus on the actual mission of Spotify, to develop and maintain services that 
together provide a great music experience to users.22 

This then led to the decision to outsource the maintenance of hardware and infrastructure to a 
public cloud vendor with the right capacity. Fredriksson explains that service and data were 
the two tracks they evaluated across available public cloud providers. The service track 
includes the services of lower abstraction layer such as IaaS whereas the data track includes 
managed services of higher abstraction such as PaaS and SaaS.23  

In 2015 Spotify started to plan the migration of infrastructure to the cloud and the company 
publicly announced that they were planning to migrate their infrastructure to Google Cloud 
Platform (GCP) in February 2016.24 The reason of choosing GCP over other cloud providers 
was according to Fredriksson partly based on how Google chose to develop a data analytics 
stack that aligned with Spotify’s vision of toolings they need.25 Out of these tools, this 
research focuses on BigQuery which is a data warehouse service provided as part of the GCP 
suite.  

2.3 Data Warehousing 

William H. Inmon defined the concept of data warehousing in 1990 as a subject-oriented, 
integrated, time-variant and non-volatile collection of data. A data warehouse maintains 
information that is consolidated and combined in different tables which empowers companies 
to in an integrated manner extract and analyze their data. The data warehouse is designed to 
empower employees to improve the organisation's performance through business intelligence 

                                                 
22 Fredriksson, Emil. 2017. 
23 Ibid 
24 Spotify News. Announcing Spotify infrastructures Googley future. 2016. 
25 Fredriksson, Emil. 2017. 
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activities.26     

The subject-oriented aspect of the definition focus on the feature of users being able to find 
answers to relevant questions with regards to their subject. One example is that a salesperson 
can query parts of a dataset that was inserted by another subject matter expert within the 
company. The integration feature highlights the consistency that a data warehouse supports 
through uniform and rational arrangement of data from different sources. The time-variant 
feature emphasizes the importance of not only storing the most recent data, but also the 
historical data in order to enable a large variety of use cases for data analysis, which can 
result in large volumes. The last of the features is the non-volatile one which says that stored 
data never should be altered.27  

2.3.1 BigQuery 

Director of Operations Emil Fredriksson explains how event logs and metrics were 
previously stored at Spotify. The events were sent through an event-delivery system and 
stored in a Hadoop Distributed File System (HDFS) cluster. High-level tools and libraries 
such as Hive empowered users to translate SQL-like queries to MapReduce jobs executed on 
top of HDFS.28 

BigQuery was one of the services first tested by Spotify which is a fully-managed enterprise 
data warehousing service offered from the GCP suite based on the SaaS model. The managed 
service model enables the users to use the service directly where no resources such as virtual 
machines or other underlying infrastructure needs to be deployed. Replacing the previous 
solution for analysis to BigQuery empowered squads to run queries faster than before and 
through a simpler high-level interface. This enabled a new group of users to perform 
analytical tasks and make data-driven decisions across Spotify. Fredriksson refers to it as the 
moment when Big Data became easily accessible, to anyone.29   

The business model of BigQuery is based on pay-as-you-go where cost scales with usage. 
Customers pay per Gigabyte data stored per month and per Terabyte scanned from the data 
warehouse. The service classifies certain jobs as high-compute queries based on complexity 
which results in a higher cost per scanned resource. Data is stored in tables which is mapped 
to a dataset, which further belongs to a project. The mapping between a table and dataset is 
N-1 as one table belongs to one dataset and one dataset can contain several tables. The 
mapping between a dataset and a table is similarly N-1 as one dataset belongs to one project 
and one project can contain multiple datasets. Billing data for BigQuery is delivered in the 
end of each month and cost is mapped to the projects where data exists. This data is currently 

                                                 
26 Inmon, W. H. Building the Data Warehouse. 2002.  
27 Ibid 
28 Fredriksson, Emil. 2017. 
29 Ibid 
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not presented to BigQuery users. As cost scales with volume of stored data and user 
interaction, finding the source of incidents and understanding growth becomes a difficult 
task.30   

Fredriksson explains that their concerns with regards to data warehousing has moved from 
availability and easy access to cost control and maintenance of an ecosystem where 
autonomous teams learn from each other and can easily navigate over and understand 
datasets. Incidents have been reported where queries have been incorrectly executed which in 
some cases has led to substantial costs, which is not restricted by BigQuery as it allows 
customers to use it on demand. Fredriksson emphasizes that the service is powerful and easy 
to use and predicts that usage and adoption will grow across Spotify, both in scanning and 
stored data. Fredriksson explains that letting BigQuery users work towards a budget would 
halter innovation and insights.31  

“BigQuery enables freedom to teams, we just need to figure out what signal users need in 
order to make cost-aware decisions when using it.”32 

Fredriksson more specifically highlights the importance of enabling cost-awareness among 
users but not to encourage users to optimize by cost which could prevent them to innovate 
and learn. Another perspective stated by Fredriksson is that it would be valuable to detect 
what types of queries are executed and for what purpose. The intention of using BigQuery 
was initially to enable for ad hoc querying, but as it is easy to use and access, Fredriksson 
suspects several squads use it for batch processing of data for monitoring and visualisation.33     

2.4 Problem background  

The focus of this research is to get an overview of the current usage patterns for BigQuery 
and provide recommendations on how transparency of usage data can enable a cost-effective 
environment, where users make cost informed decisions when using BigQuery. The 
identified stakeholders which state interest in overview from this perspective are the 
technology procurement squad and the data infrastructure tribe.  
   
The perspective of obtaining a better overview of usage growth and mitigating the risk of 
receiving unexpected bills because of scanning usage in BigQuery is raised by the technology 
procurement squad. One mission of the team is to do forecasting, controlling and budgeting 
for service costs from vendors such as GCP and strategically plan for growth in usage. 
Eduardo Bou Schreiber is a capacity analyst in the Technology Procurement squad at Spotify 
who states his wishes as follows: 

                                                 
30 Google Cloud Platform. What is BigQuery? 2017.  
31 Fredriksson, Emil. 2017. 
32 Ibid 
33 Ibid 
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“We would like to gain and spread better understanding of usage of BigQuery in order to 
enable people to make conscious decisions. Make development teams to iterate faster. Strive 
for fast, focused learning and effectiveness in usage.”34  
 
Currently, Bou acts upon anomalous behavior with regards to large spendings for cloud 
services such as BigQuery by contacting the owner of a specific project hosted in the cloud 
environment. He then asks the project owner whether this spending is planned for or not. He 
emphasizes that this is not a sustainable solution as usage of cloud resources scale across the 
organisation. As cost is connected to the project where the scanned dataset lives, it is also 
difficult to track what jobs it was that caused an anomalous pattern in usage data.35  
 
Fabian Alenius is product owner for a squad within the Data Infrastructure tribe at Spotify. 
The mission of his squad is to make Spotify more data driven by making data easy to 
discover, access and reason about through data management infrastructure and support. With 
regards to BigQuery usage, he states that his team would be interested in enabling dataset 
producers to understand to what extent their data is consumed, which relates to the mission to 
avoid paying for unused resources. Ownership of data is mapped to a squad which is 
responsible for development and maintenance. 
  
“We would like to figure out how we can provide insights for data producers on how the data 
they deliver is used.”36 
 
The statements motivate modeling of the tables and the squads which gives the perspectives 
of what is scanned as well as who is scanning. The insights and trends found from explorative 
cluster analysis of the current state enables to explore the cost-effectiveness of today. Using 
insights retrieved from cluster analysis, user interviews and the characteristics of the 
organisation structure, recommendations on what improvements to focus on using 
transparency of audit data for cost-effectiveness are provided.  
 

 
 

                                                 
34 Bou Schreiber, Eduardo. 2017. 
35 Ibid 
36 Alenius, Fabian. 2017. 
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3. Related studies 

First, findings from a report provided by Forrester Research on importance of metadata 
transparency. In the seventh section of the report, these factors are weighed against the 
outcome of the interviews and cluster analysis which further results in recommendations for 
improvement of cost-effectiveness. Secondly, lessons learned from cloud and finance at 
Expedia are presented.  

3.1 Metadata transparency  

A report provided by Forrester Research in 2015 found that challenges with transparency 
restrict 63% of organisations from growing their cloud usage. The study is based on in-depth 
surveys with 275 infrastructure and operations professionals in Singapore, the UK and the US 
who are responsible for the selection of and communication towards their organisation’s 
public cloud infrastructure vendors. The study indicates that the organisations receive 
incomplete metadata about their cloud usage form the service providers. Almost two thirds of 
the interviewed organisations experienced issues as a result of lack of transparency. Related 
to cost tracking, among the respondents 41% experienced challenges with reporting to 
management on costs, 39% experienced incidents of paying for unused resources and 36% 
experienced receival of unexpected bills and line items.37    

GCP provides audit logs for all services which enables Spotify to track and analyse 
operational data for compliance, security and monitoring.38 The audit data is currently not 
used in order to track usage internally. The focus of this research is then to plan for how the 
audit data of usage for BigQuery and other services should be presented internally to create a 
cost-effective ecosystem as usage scales. Cost-effectiveness is referred to as avoiding factors 
presented in the Forrester report such as paying for unused resources, receival of unexpected 
bills and challenges with reporting to management on costs. The unexpected bills correspond 
to anomalies in scanning usage and the receival of unexpected line items is not taken into 
account as the line items of storage and scanning of data are already billing elements.  

3.2 Cloud and finance at Expedia 

Expedia shares in a blogpost from May 2017 their experiences of migrating infrastructure to a 
public cloud. They more specifically share experiences from the adoption of certain practices 
for cloud spend management. Their first approach of taming costs was to form a team that 
separately overviewed the services to optimize cost for each team using the cloud, which did 
not work well and only lasted for approximately a month.39 

                                                 
37 Forrester Research. 2015. 
38 Corkery, J. Cloud Audit Logs to help you with audit and compliance needs. 2015.  
39 Expedia. Cloud and Finance – Lessons learned. 2017.  
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Instead, they focused on cost transparency in order to decentralize the mission of 
optimization and forecasting to each team using the cloud service. In order to fulfill this, they 
needed to tag the resources to the respective team they were belonging to. With this 
approach, they empowered all teams to get an overview of what their services cost to run on 
the cloud. The authors highlight that this resulted in an environment where cost awareness is 
part of the engineering culture at Expedia, where teams occasionally share different 
optimization solutions.40 They further state: 
 
“Though it is a time-consuming activity for teams to partake in this exercise, we realized that 
the success of our cloud journey depends on being cost efficient, and that there is no better 
way than to make cost awareness part of every team’s activities. Our teams thus retain the 
freedom to consume any type of compute by taking responsibility of forecasting and cost 
optimization as part of their activities.”41 
 
They managed to increase the portion of reserved instances (RIs) from below 40% to 70% 
with a utilization rate of over 90%. This enabled Expedia to manage their cloud spend more 
predictable and efficiently than before, and their overall savings due to RIs grew fivefold 
during the same period.42 

 
 
 
 
 

 
 

                                                 
40 Expedia. Cloud and Finance – Lessons learned. 2017. 
41 Ibid 
42 Ibid 
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4. Method      

In this section, the methodological approach of the research is explained. It further includes 
motivation of material, tools and chosen analysis method. Lastly, evaluation metrics for the 
analysis method are explained.  

4.1 Methodological Triangulation 

Morse explains methodological triangulation as the approach of using two methods which 
usually are qualitative and quantitative to address the same research problem. Triangulation is 
used to ensure that the research problem is solved through the most comprehensive approach 
where a single research method would be inadequate. Methodological triangulation can be 
classified as either sequential or simultaneous. The sequential triangulation is used when the 
results of one of the two methods is needed in order to plan for the next part of research 
including the second method. A simultaneous approach uses the qualitative and quantitative 
approach at the same time which results in limited interaction between the two datasets 
during data collection.43  
 
The first step when choosing a methodological triangulation is to decide whether the research 
is primarily quantitative or qualitative. As the initial phase of this study uses a quantitative 
foundation based on operational data in form of audit logs, the triangulation of the phase for 
understanding of the current state of usage is primarily quantitative. The initial phase of the 
research is sequential as the quantitative method is completed when having insights from user 
interviews in order to know what to model and what data to include. The total research is 
sequential and primarily qualitative as the insights from the initial phase are combined with 
qualitative data on the organisation structure of Spotify and current workflow to maintain 
cost-effectiveness. 

4.2 Material 

4.2.1 Interviews 

Data from sampled interviews from different squads are gathered to retrieve an overview of 
what to model and what features to include in the data models. The interview with the tech 
procurement team, director of operations and data infrastructure representative gives an 
overview of what aspects are of interest to model. The intention of the interviews with 
BigQuery users is to get insights into what type of jobs they are executing and what the 
results from these queries are used for, such as visualization, reporting, innovation, research, 

                                                 
43 Morse, J. M. Approaches to qualitative-quantitative methodological triangulation. 1991. 
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modeling etc. The interviews also include questions with regards to motivations on why they 
use the tool.44   

4.2.2 Audit logs 

The operational data is gathered through audit logs representing BigQuery usage with a 
schema that includes fields describing job type, query data, user email, amount of processed 
bytes etc. Compared to billing data, the audit logs maps usage to the the user account 
executing jobs instead of the project where the data is hosted. For this research, the audit logs 
that contains scanning and insert events are used. The scanning data provides insights into 
what data is scanned by whom and the insert data provides insights into if there are 
maintained data that that are not used.45  

4.3 Tools 

4.3.1 Language - Python 

Data pre-processing and modeling is written in Python, which is a widely used high-level 
programming language. The language supports multiple programming paradigms such as 
object-oriented, imperative and functional programming. Visualisation is performed in an 
IPython notebook which is an interactive environment to execute Python code and easily 
present visualisations.46 

4.3.2 Parser - pyparsing/select_parser 

Pyparsing is a module that provides a library of classes which can be used directly in Python 
code to resolve text into components and describe their syntactic roles. The module is freely 
licensed for commercial and non-commercial use.  

Pyparsing comes with an examples directory, containing a number of Python scripts that 
enables python programmers to apply pyparsing to different problems. One of these examples 
is a parser for reading SQLite SELECT statements which enables parsing of the queries 
executed in BigQuery retrieved from the audit logs. This further make it possible to perform 
calculation of complexity measures of queries.47  

                                                 
44 Interview questions can be found in appendix.  
45 Google Cloud Platform. AuditData. 2017.  
46 Summerfield, Mark. 2017. 
47 Pyparsing. Wiki Home. 2016.  
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4.3.3 Data modeling - Pandas 

Pandas is an open source library providing data structure tools for the Python programming 
language. The Pandas dataframe enables ease of processing and data analysis.48  

4.3.4 Scikit learn  

Scikit learn is a software library used to perform data mining and machine learning tasks in 
the Python programming language. The K-means clustering technique that is used to perform 
cluster analysis on the modeled data is available in the library code.49  

The dimensionality reduction method Principal Component Analysis is also available through 
the Scikit learn. Dimensionality reduction is performed in order to enable visualisation of the 
data. Principal Component Analysis (PCA) uses an orthogonal transformation to create a set 
of linearly uncorrelated variables called principal components from a set of observations of 
possibly correlated variables. The goal of PCA is to fit a low-dimensional affine subspace to 
a set of data points in a high-dimensional space. The first principal component contains the 
largest portion of the variance from the original data.50   

4.3.5 Bokeh visualisation 

Bokeh is an interactive Python visualization library that targets web browsers for 
presentations, which works seamlessly with Jupyter IPython notebooks. The library 
empowers users to quickly and easily create interactive plots and is used in this research for 
visualisation of modeled data.51 

4.4 Halstead complexity measures 

Vashistha and Jain provided a report in 2016 on how to measure query complexity in SQL 
Workload for a Database Software-as-a-Service product. They analyze one such workload on 
a SQLShare Database platform, with the aim to find ways of measuring complexity of 
queries written by the users of the cloud-based database service. Current benchmarks for 
evaluating the complexity of queries focus solely on system performance. They stated that 
there is a need to analyze the workloads on current systems from the point of view of how 
easy it is for users to work with them, in order to build systems that focus on user-
productivity.  
 
 

                                                 
48 Pandas. Python Data Analysis Library. 2016.  
49 Scikit learn. Machine Learning in Python. 2017.  
50 Vidal, R. Ma, Y. Sastry, S.S. Generalized Principal Component Analysis. 2016. 
51 Bokeh. About Bokeh. 2015.  
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A measure of query complexity helps to get understanding of how difficult queries users 
write and how it changes over time. Query recommendation systems can provide smarter 
recommendations and suggest queries based on users SQL skill levels. Providing a metric of 
query complexity is useful in the scope of this research as it affects the pricing of executed 
queries in BigQuery. The authors of the report use and recommend the Halstead software 
measure to calculate the complexity of queries.52  
 

The Halstead software complexity measures was introduced by Maurice Howard Halstead in 
1977 and is used in this research to provide an indication on the complexity of SQL queries. 
Halstead focused on that metrics of software should be independent of the platform where the 
algorithm is executed, but rather reflect the implementation or expression of the algorithms. 
The metrics are calculated statically from the code and the goal of the Halstead metric was to 
enable identification of measurable properties for software and relationships between them. 
An analogy could be identified with properties such as volume, mass and pressure of gas and 
a relationship between them as the gas equation.53 The metrics and measures are given below 
and the variable used in modeling is Effort:   

 

𝜂1 = 𝑡ℎ𝑒 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑑𝑖𝑠𝑡𝑖𝑛𝑐𝑡 𝑜𝑝𝑒𝑟𝑎𝑡𝑜𝑟𝑠 

𝜂2 = 𝑡ℎ𝑒 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑑𝑖𝑠𝑡𝑖𝑛𝑐𝑡 𝑜𝑝𝑒𝑟𝑎𝑛𝑑𝑠 

𝑁1 = 𝑡ℎ𝑒 𝑡𝑜𝑡𝑎𝑙 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑜𝑝𝑒𝑟𝑎𝑡𝑜𝑟𝑠 

𝑁2 = 𝑡ℎ𝑒 𝑡𝑜𝑡𝑎𝑙 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑜𝑝𝑒𝑟𝑎𝑡𝑜𝑟𝑠 

 

Program vocabulary: 𝜂 = 𝜂1 + 𝜂2 

Program length: 𝑁 = 𝑁1 + 𝑁2 

Calculated program length: �̂� = 𝜂1𝑙𝑜𝑔2𝜂1 + 𝜂2𝑙𝑜𝑔2𝜂2 

Volume: 𝑉 = 𝑁 × log2 𝜂 

Difficulty: 𝐷 = 𝜂1
2

 × 𝜂2
𝜂2

 

Effort: 𝐸 = 𝐷 ×  𝑉 

4.5 Unsupervised learning         

The objective of the initial part of the research is to find underlying patterns for the current 
state of usage for squads and tables which makes unsupervised learning in form of clustering 

                                                 
52 Vashistha, A. Jain, S. Measuring Query Complexity in SQLShare Workload. 2016. 
53 Halstead, Maurice H. Elements of Software Science. 1977.  
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suitable as data mining method. Unsupervised learning can be implemented as a method to 
find patterns among, and learn from unlabeled data. This learning technique can be used to 
find features that are useful for categorization or classification of the groups found. An 
unsupervised learning procedure also gives opportunity to learn about the nature and structure 
of the data in an early stage. The discovery of eventual subclasses and patterns of the given 
samples in unsupervised learning can further be used to design supervised models.54   
 
The most common unsupervised learning method is cluster analysis, which is used for 
exploratory data analysis to find hidden patterns or grouping in data. The clusters are 
modeled using a measure of similarity which is defined upon metrics such as Euclidean or 
probabilistic distance. Common cluster algorithms include hierarchical clustering, K-means 
clustering, gaussian mixture models, self-organizing maps and Hidden Markov models. The 
clustering algorithm used in this research is K-means which is one of the most widely used 
techniques for producing globular clusters. K-means is a robust, highly efficient algorithm 
that can be used for a variety of data types. 55 56 

4.5.1 K-means clustering 

K-means is a clustering algorithm that attempts to find K clusters which are represented by 
their respective centroids and the belonging data points. A centroid is typically defined as the 
mean point in a cluster. The K-means algorithm starts by initially selecting K centroids which 
either is specified by the user or randomly selected. Secondly, every point is assigned to the 
closest centroid based on a distance metric. The respective collections of points forms 
clusters where new centroids are calculated as means of the different clusters. The steps of 
assigning the data points to the new centroids and recalculation of centroids are repeated until 
no data point change clusters. When data points does not change collection, the clusters are 
stabilized.57 

 

4.5.2 Cluster evaluation 
 
Metrics for cluster quality is calculated for a range of values of K’s in order to evaluate the 
appropriate number of clusters. The metrics used are described in the following sections and 
are evaluated based on the model itself, as the truth labels are not known. An ensemble 
evaluation of the optimal K is performed where the metrics are combined with equal weights 
and point at the K with the largest ensemble metric. 
 

                                                 
54 Duda, R. Hart, P. Stork, D. Unsupervised Learning and Clustering. 2001. 
55 Mathworks. Unsupervised Learning. 2017.  
56 Wu, J. Advances in K-means Clustering, A Data Mining Thinking. 2012. 
57 Ibid 
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4.5.2.1 Silhouette Coefficient 

 
The Silhouette coefficient describes whether a cluster is well-defined. A higher value 
corresponds to a better defined cluster. The Silhouette Coefficient is dependent on two 
scores:58 
 
a: The mean distance between a sample and all other points in the same class. 
b: The mean distance between a sample and all other points in the next nearest cluster. 
 
The silhouette coefficient is then defined as: 
 

𝑠 =
(𝑏 − 𝑎)

𝑚𝑎𝑥(𝑎, 𝑏)
 

 

4.5.2.2 Calinski-Harabaz Index 

 
A higher Calinski-Harabaz score relates to a model with better defined clusters as with the 
Silhouette coefficient. The Calinski-Harabaz score is given as the ratio of the between-
clusters dispersion mean and the within-cluster dispersion for each cluster. For k clusters, the 
Calinski-Harabaz score s is given by the ratio of the within-cluster dispersion and the 
between-clusters dispersion. The formula is given by: 
 

𝑠(𝑘)  =  
𝑇𝑟(𝐵𝑘)
𝑇𝑟(𝑊𝑘)

×
𝑁 − 𝑘
𝑘 − 1

 

 
where 𝐵𝑘 is the between group dispersion matrix and 𝑊𝑘 is the within-cluster dispersion 
matrix defined by: 

𝑊𝑘 = ∑ ∑ (𝑥 − 𝑐𝑞)(𝑥 − 𝑐𝑞)
𝑇

 

𝑥∈𝐶𝑞

 𝑘

𝑞=1

 

 

𝐵𝑘 = ∑ 𝑛𝑞(𝑐𝑞 − 𝑐)(𝑐𝑞 − 𝑐)𝑇 
 

𝑞

 

 
𝑁 is given by the numbers of points in the data, 𝐶𝑞is the set of points in cluster 𝑞, 𝑐𝑞 is the 
centroid which is the center of cluster 𝑞, 𝑐 is the center of 𝐸, 𝑛𝑞 is the number of points in 
cluster 𝑞.59  

                                                 
58 Scikit learn. Clustering. 2017.  
59 Scikit learn. Clustering. 2017.  
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5. Feature extraction 

The feature extraction is based on the problem background and interests of the identified 
stakeholders. Features are derived from the business model of BigQuery with pay-as-you-go 
and how it is used from the perspective of the producers and consumers of data. 

5.1 User interviews  

The following user interviews were conducted in order to identify use cases of BigQuery. 

5.1.1 Simon Hellbe, Data Scientist 

Simon Hellbe is working as a Data Scientist within a tribe with the mission of helping other 
squads to gather and perform data analysis based on business needs. They then enable the 
squads they are assisting to iterate development cycles and innovate faster. Hellbe also 
communicates research retrieved by analytics team across the organisation.60    
 
Hellbe mainly uses BigQuery to perform explorative data analysis in order to understand the 
data through visualization, reporting and scanning. Hellbe also emphasizes that BigQuery has 
provided an easily accessible interface on where to post data. The queries he executes are 
both ad hoc and recurrent. The ad hoc queries are executed based on demand whereas the 
recurrent queries are created through pipelines with information of what to query and where 
to send the data whereas. 61   

5.1.2 Kenny Ning & Angie Schmitz, Data Scientists 

Angie Schmitz and Kenny Ning belong to a squad where they work as a support function to 
other squads by making sure that they provide engineering and data insights for different 
projects. They provide help to spin up data mission research projects and provide support in 
projects to other teams.62 
 
Ning and Schmitz mostly execute exploratory analysis through ad hoc queries for reporting 
and research of specific subjects. Ning explains the workflow as prototyping in BigQuery and 
performing analysis locally on computer. Other use cases they use BigQuery for is 
visualisation through external software such as Tableau and QlikSense. Ning explains that 
they are also using BigQuery as a data sharing platform by cleaning and updating data that 
they’ve found to be useful to other squads within Spotify.63 
 
                                                 
60 Hellbe, Simon. 2017. 
61 Ibid 
62 Ning, Kevin. Schmitz, Angie. 2017. 
63 Ibid 
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Ning and Schmitz highlights that BigQuery needs to be embedded in an ecosystem where 
information of tables and their reliability are presented which should include information of 
governance and description of data. They explain that they can hesitate to consume data 
because it lacks this information and that they then do not know whether data quality is 
acceptable.64 

5.1.3 Andrew Pierce, Product Owner Associate 

Andrew Pierce is working as a PO Associate within a squad at Spotify which is responsible 
for all pipelines displaying ads. The use cases for BigQuery within the squad are execution of 
recurrent queries for reporting and analysing performance of certain tests which are 
consumed in visualisation tools for dashboarding purposes. The team also populates the data 
warehouse through pipelines in a recurrent manner which enables other teams to use the data. 
Data is visualised through external dashboard tools such as Tableau. Pierce mentions that the 
squad also perform ad hoc queries to track and investigate anomalies in data to explore cases 
in detail.65  
 
Since Pierce started at Spotify the squad has been using BigQuery and he predicts that the 
tool will be used in even larger extension across the team and Spotify. He predicts more data 
to be logged within ad serving based on ad events which will enable new use cases as well as 
insights. The squad plans to aggregate the data so that it will be easy to access and understand 
for other squads. Something Pierce misses from the current ecosystem are toolings on top of 
BigQuery which would abstract and result in new use cases. He poses the importance of such 
toolings to empower non technological users to easily get access to the data and retrieve 
insights. Best practices including documents of common queries has been created within the 
squads to enable efficient learning and knowledge sharing.66 

5.2 Use cases 

From the interviews, four types of use cases can be identified; explorative analysis to 
understand the data, reporting, visualisation and research. The explorative analysis and 
research can be connected to an ad hoc type of querying whereas the visualisation and 
reporting are executed through recurrent queries which can be executed in a scheduled 
manner or based on demand. The query jobs that the data models are based on are labeled as 
either recurrent or ad hoc based on whether they are unique or repeatedly executed. The types 
of queries are further explained below. 

                                                 
64 Ning, Kevin. Schmitz, Angie. 2017. 
65 Pierce, Andrew. 2017. 
66 Pierce, Andrew. 2017. 
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5.2.1 Ad hoc querying 

According to Merriam-Webster Dictionary, the definition of ad hoc is "for the particular case 
at hand without consideration of wider application".  The purpose of an ad hoc analysis is to 
fill in gaps left by the business static, regular reporting.   

The ad hoc querying is performed in order to gain deep insight into something,67 which 
director of operations Emil Fredriksson stated as the original purpose Spotify thought 
BigQuery would be used for. Ad hoc analysis may be used to create a report that does not 
already exist, or drill deeper into a static report to get details about accounts, transactions, or 
records. The process may be also used to get more current data for the existing areas covered 
by a static report.68   

5.2.2 Recurrent querying 

Based on the responses of interviewees, recurrent queries are mostly performed for reporting 
and visualisation through dashboard toolings. The recurrent queries can either be performed 
in a scheduled manner or based on demand.  

5.3 Types of users 

The ecosystem users can be divided into groups where the first one is consumers which 
analyse the data and the second one is producers that uploads data to BigQuery. The 
consumers add to the cost of scanning in BigQuery which relates to the amount of terabytes 
scanned and the complexity of the queries. The producers of BigQuery add to the cost of 
stored data which is proportional to the amount of bytes stored. Hellbe mainly use BigQuery 
for scanning and analysing of data and can therefore be classified as a consumer. Ning & 
Schmitz and Pierce belongs to both groups of users and give perspectives from both types of 
user groups.  

5.4 Data modeling 

The focus of the initial part of the research is to present the current state of BigQuery usage 
and cost-effectiveness and usage is modeled based on the business model of BigQuery and 
insights retrieved from interviews with users and stakeholders. The modeled squads give 
insights into to what extent they are scanning data, complexity of queries and variety of tables 
scanned which corresponds to the cost of scanning in BigQuery which scales with amount of 
terabytes scanned and complexity of queries. The modeled tables contains information on 
adoption among users, maintenance and consumption and provide indication on whether data 
                                                 
67 Techtarget. Ad hoc analysis. 2010.  
68 Ibid  
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is consumed and relevant which relates to the cost of storing data in BigQuery and scales 
with gigabytes stored. The amount of queries are divided into recurrent and ad hoc which is 
motivated by the wish from director of operations Emil Fredriksson to get an overview of what 
purposes data is for.  
 
The data on how users are operating and what jobs are executed are gathered through audit 
logs which are stored as tables in BigQuery. This then enables data modeling of each squad 
and table with regards to scanning and consumption which provides insights into current state 
of cost-effectiveness and enables for further analysis of whether there is a need for 
improvement.      

5.4.1 Squad features 

Squads are modeled based on the volume and complexity of operations. The amount of 
unique tables provides a metric of diversity in consumption and average bytes per query 
indicates the volume scanned per query executed. The amount of recurrent and ad hoc queries 
together give the total amount of queries. The users connected to the BigQuery scanning jobs 
are first modeled which further are mapped to their respective squad. 

 
Table 1 - Squad modeling features with description. 

Attribute Description 

processed bytes  total number of bytes for squad 

avg halstead_effort avg halstead effort complexity measure per user 
per query 

unique tables  avg number of unique tables queried per user  

avg bytes per query  avg amount bytes queried per user per query 

recurrent queries total number of recurrent queries  

ad hoc queries total number of ad hoc queries scanned  

 

5.4.2 Table features 

Tables are modeled based on volume scanned and utilization. This enables an overview of 
whether tables can be grouped with regards to utilization and volume of scanning. Utilization 
refers to what extent the tables are queried versus the amount of updates and inserts of new 
records to the tables. Another perspective of utilization is the amount of unique users which 
can indicate on adoption of the data across Spotify. The type of queries can give indication on 
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what purpose the tables are used for and when summed they give the total amount of queries 
executed for the table. 
 

Table 2 - Table modeling features with description. 

Attribute Description 

count inserts total amount of inserts 

unique emails amount of unique emails that queries this table  

total processed bytes total processed bytes for table 

avg processed bytes avg processed bytes per query 

recurrent queries amount of recurrent queries 

ad hoc queries  amount of ad-hoc queries 

 

5.4.3 Feature scaling 

In order to enable similarity measures such as distance metric between two data points the 
data needs normalization. When a feature has the broadest range of values among a set of 
attributes, the distance between data points will be governed by this feature. If instead all 
features are normalized, they contribute of similar proportions to the final distance.69  
 
One of the most common of methods for feature scaling is rescaling of features to a certain 
range of values such as [0, 1] or [-1, 1]. The target range is selected based on the nature of the 
data. The formula when retrieving [0, 1] as the range of values is given by: 
 

𝑥′ =
𝑥 − 𝑚𝑖𝑛(𝑥)

max (𝑥) − 𝑚𝑖𝑛(𝑥)
 

 
 
where x’ is the normalized value and x is the original value.70 

5.4.4 Missing Data  

The records in the operational logs are sometimes missing data for certain fields such as 
processed bytes and the query executed. This missing data is occurring because of 
nonresponse where no information is provided for one or more items. This can have 
                                                 
69 Ioffe, S. Szegedy, C. Batch Normalization: Accelerating Deep Network Training by Reducing Internal 
Covariate Shift. 2015. 
70 Ibid 

https://arxiv.org/abs/1502.03167
https://arxiv.org/abs/1502.03167
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significant effect on the modeled data as well as the conclusion that can be drawn from the 
cluster analysis. The missing values are dealt with the unconditional mean imputation. If we 
let 𝑦𝑖𝑗 be the value of 𝑌𝑗 with unit i. The missing values are then estimated as the mean of the 
recorded values of 𝑌𝑗. Mean imputation distorts the empirical distribution of the recorded 
values of 𝑌. This then affects the estimates that are not linear in the data such as variances.71  
 
The features that are missing and replaced with means of the recorded values of the same 
feature for the modeling of squads are avg processed bytes and avg halstead metric. For the 
table modeling the metrics that are missing and replaced with means of the recorded values of 
the same feature is avg processed bytes. 

 

 

 

 
 

 

 

                                                 
71 Ioffe, S. Szegedy, C. Batch Normalization: Accelerating Deep Network Training by Reducing Internal 
Covariate Shift. 2015. 

https://arxiv.org/abs/1502.03167
https://arxiv.org/abs/1502.03167
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6. Clustering and identifying usage patterns of usage 
data for BigQuery      

The results of the clustering analysis is divided into sections of visualisation and K-means 
clustering. First the visualisation section covers dimensionality reduction and plots for the 
modeled squads and tables. Finally, the K-means clustering contains selection of amount of 
clusters and the resulting centroids for the identified clusters.  

6.1 Visualisation  

Principal Component Analysis is one of possible methodologies to perform dimensionality 
reduction in order to enable for visualisation of multidimensional data. The data is visualised 
in two dimensions where the first and second principal component represent the x and y axes 
in the figure as they contain the largest portions of variance among all principal 
components.72 The data is visualised with the software package Bokeh.  

6.1.1 Squads 

The variances for the first and second principal components for the modeled squads are given 
by 0.49525857 and 0.33930453 which gives an accumulated variance of ~83%. 
 

 
Figure 2 - PCA plot for squads with 129 data points. 

 
From the visualisation a norm in behavior can be identified as the majority of data points 
representing squads are positioned relatively close to each other. Some data points that can be 

                                                 
72 Vidal, R. Ma, Y. Sastry, S.S. Generalized Principal Component Analysis. 2016. 
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classified as outliers as they are positioned further away from the norm in behavior.    

6.2.1 Tables 

The variances for the first and second principal components for the modeled tables are given 
by 0.55176612 and 0.18767918 which gives an accumulated total of ~74%. 
 

 
Figure 3 - PCA plot for tables with 1489 data points. 

 
The majority of data points are centered around 0 for both the first and second principal 
component. Secondly a trend can be identified of data points aligned with a straight line with 
a negative slope value in the positive part of the axis of the first principal component and the 
negative part of the second principal component. A third trend can be identified for the 
negative part of the axis of the first principal component where the points are spread both 
over the negative and positive part of the axis of the second principal component.  
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6.2 K-means clustering 

The calculated data for the centroids of squads and tables within the estimated clusters are 
scaled with a random value as it is sensitive data.   

6.2.1 Squads 

6.2.1.1 Choosing number of clusters 

The following table summarizes the calculated evaluation metrics of the Silhouette 
Coefficient and Calinski-Harabaz index for number of clusters varying between two and ten. 
 

Table 3 - Evaluation metrics for different values of n. 

N Silhouette Calinski-Harabaz Ensembled metric 

2 0.88 76 1.00 

3 0.64 88 0.66 

4 0.53 89 0.45 

5 0.54 108 0.67 

6 0.52 120 0.76 

7 0.53 142 1.01 

8 0.50 151 1.05 

9 0.37 164 0.94 

10 0.39 170 1.03 

 
The optimal number of clusters is evaluated to eight through the ensemble calculation of the 
silhouette and Calinski-Harabaz coefficient which K is set to when performing K-means 
clustering. 
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6.2.1.2 Clusters 
 

 
Figure 4 - PCA plot of squads with K-means clustering. 

 
The above figure displays the estimated clusters using K-means clustering of the modeled 
data with K equal to eight. Below the centroids of each cluster is presented with scaled values 
for each data point. The number of squads belonging of each cluster is presented in the first 
column next to the color code. The maximum value for each field is marked with bold font 
and the minimum is marked with italic.  
 

Table 4 - Centroids for squad clusters.  

Cluster, number of 
squads 

processed 
bytes 

avg halstead 
effort 

unique 
tables 

avg bytes 
query 

adhoc recurrent 

Yellow, 90 3 0.39 0.01 0.003 5 1 

Blue, 23 17 0.57 0.07 0.003 23 6 

Orange, 7 6 1.98 0.02 0.005 5 1 

Grey, 4 103 1.85 0.10 0.004 123 23 

Green, 2 20 5.44 0.15 0.002 23 5 

Red, 1 1316 0.80 0.28 0.004 1233 235 

Violet, 1 2 0.27 0.29 0.0009 7 4 

Black, 1 82 0.37 0.01 0.10 4 1 

Mean 20 0.68 0.04 0.004 22 4 
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6.2.2 Tables 

6.2.2.1 Choosing number of clusters 

The following table summarizes the calculated evaluation metrics of the Silhouette 
Coefficient and Calinski-Harabaz index for number of clusters varying between two and ten. 
 

Table 5 - Evaluation metrics for different values of n. 
N Silhouette Calinski-Harabaz Ensembled metric 

2 0.94 1111 1 

3 0.94 1236 1.33 

4 0.94 1177 1.18 

5 0.87 1161 0.55 

6 0.92 1233 1.16 

7 0.86 1380 1.05 

8 0.87 1408 1.20 

9 0.86 1450 1.23 

10 0.82 1488 1 

 
The ensembled metric indicates that the number of clusters should be equal to three which K 
is defined as when performing K-means clustering on the modeled data.   
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6.2.2.2 Clusters  

 

 
Figure 5 - PCA plot of tables with K-means clustering. 

 
The above figure displays the estimated clusters using K-means clustering of the modeled 
data for tables with K equal to three. Below the centroids of each cluster is presented with 
scaled values for all data points. The number of squads belonging of each cluster is presented 
in the first column next to the color code. The maximum value for each field is marked with 
bold font and the minimum is marked with italic.  
 

Table 5 - Centroids for table clusters. 

Cluster inserts unique 
users 

processed 
terabytes 

Adhoc Recurrent 

Blue, 1456 0.03 0.009 0.46 0.91 0.14 

Red, 20 0.06 0.21 114.84 58.75 9.25 

Yellow, 13 6.80 0.002 0.02 0.15 0 

Mean 0.09 0.01 1.99 1.68 0.27 
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7. Discussion 

BigQuery users and technology procurement squad predicts usage to grow in volume scanned 
data, amount of users and amount of datasets. By using insights from the modeled current 
state, eventual patterns that indicate on cost-ineffectiveness can be identified and an 
improved ecosystem from a cost-effective perspective can be planned for, using transparency 
of usage data as a tool. This is achieved by combining the results with the characteristics of 
Spotify as an organisation containing autonomous teams with full responsibility over 
development and maintenance of their products. 

7.1 Squad findings 

The majority of squads belongs to the yellow cluster which in total contains 90 squads that on 
average use less resources than the average squad in terms of scanned terabytes, query 
complexity, amount of unique tables scanned, bytes per query and amount of queries. This 
cluster can be characterized as the squads producing lowest spend among clusters if not 
taking the violet outlier into account. The second largest cluster is the blue which contains 23 
squads. The squads belonging to this cluster are on average scanning more data and queries 
with the same average of bytes per query relative to the yellow cluster. The squads belonging 
to the blue cluster also tend to perform more complex queries on average over a larger 
number of unique tables compared to the yellow cluster.  

The third largest of the identified clusters is the orange which contains seven squads. This 
cluster is characterized by a lower amount of scanned unique tables but with a larger amount 
of bytes scanned per query compared to the mean calculated over all squads. The complexity 
measure is on average the second largest among the different clusters for the orange cluster. 
The grey cluster contains four squads which in the visualisation are positioned close to the 
blue cluster. The main difference between these clusters is that the squads within the grey 
cluster on average scan more data from BigQuery with queries of higher complexity. The 
green cluster containing two squads execute on average the most complex queries whereas 
the average bytes scanned per query is lower than average.    

The red, violet and black clusters can be classified as outliers as they contain one squad each. 
The red cluster has among all clusters on average the largest amount of queries executed and 
volume scanned over the modeled period of 30 days. The violet cluster instead has the lowest 
complexity measure, volume of scanned data per query and total volume scanned but the 
largest number of unique tables scanned among the clusters. The black cluster can be 
characterised by having the largest number of average terabytes scanned per query relative to 
the other clusters. Both the black and red cluster can be referred to as high-volume users 
where the red outlier has high volume in total consumption and the black outlier consume a 
large amount of bytes per query.  
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7.2 Table findings  

Out of 1489 tables, 1456 belong to the blue cluster which on average have a larger amount of 
queries than inserts. The tables in this cluster have a lower number of unique users than the 
average table. The red cluster contains 20 tables with the largest amount of queries, processed 
terabytes and amount of unique users relative to the other clusters. The yellow cluster 
contains 13 tables with the largest number of inserts among the clusters and the lowest 
amount of queries executed, unique users and processed bytes.  

The yellow cluster of tables can be classified as underutilized as the amount of inserts is 
larger than the total amount of queries scanned. The tables belonging to this cluster are 
inserted to 45 times more on average than they are scanned. Some of the tables belonging to 
the yellow cluster are not scanned from at all, which further makes them not utilized. This 
cluster also has the lowest number of unique users which indicate on low adoption across the 
organisation relative to the other clusters. Relative to the total amount of modeled tables, the 
red cluster of tables correspond to less than 1%. But as the interviewees predict that the 
number of tables will grow, the ecosystem need to be designed to avoid creation and hosting 
of unused data.    

The red cluster can with the same reasoning be classified as utilized as the number of queries 
is larger than the amount of inserts and updates to the table. The tables belonging to the red 
cluster are on average scanned 1130 more times than they are inserted into. Relative to the 
other clusters, the red cluster contains tables that on average has the largest amount of unique 
users which indicates on larger adoption for these tables across the organisation.  

7.3 Connecting cluster findings to interviews 

Based on insights of the current state of usage and the retrieved insights from interviews, an 
improved ecosystem from a cost-effective perspective can be planned for where data from 
audit logs are transparent to the users of BigQuery. The goal is to create a cost-effective 
ecosystem where anomalous spendings are acted upon, data is stored and maintained only if 
it is used and challenges of cost reporting to management are mitigated.  

As BigQuery is a cloud-based managed service with a scalable and extensible technical 
framework, Spotify does not need to plan for maintenance and scaling of the underlying 
infrastructure. The scalability and business model based on pay-as-you-go of BigQuery 
instead results in a challenge of cost-tracking which director of operations Emil Fredriksson 
emphasizes as important from a procurement perspective. According to the Forrester 
Research study of 2015, the events that Spotify needs to use BigQuery audit data to mitigate 
the risk for happening from a cost perspective are challenges of paying for unused resources, 
receival of unexpected bills and mitigate challenges of reporting to management on costs.  
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The work of mitigating the risk of unexpected bills is currently performed by capacity analyst 
Eduardo Bou Schreiber. When Bou identifies unexpected behavior in spendings from 
scanning, he reaches out to the responsible squad and asks whether this pattern is planned for. 
As usage is predicted to grow, the tracking of and acting on incidents need to be designed 
accordingly to maintain a sustainable environment.    

Fabian Alenius raised the importance of usage transparency by providing metrics to data 
producers on how data is consumed. A low value on scanning metric indicate that a table 
might not be useful to many consumers, but in the current ecosystem the data producer would 
not be informed on this. If audit data on table consumption can be displayed to the data 
producers, they can get key metrics on whether their data is successfully utilized. 
Classification of data utilization is enabled through presentation of usage data to producers in 
relation to the number of updates. This gives an indication on the popularity of the table 
versus the effort producers put on maintenance of the data. Reasons for tables being 
underutilized can be related to the concept of data quality which was highlighted by Data 
Scientists Kenny Ning and Angie Schmitz. They encourage an environment where the data 
producers are enforced to leave information on ownership and description so that the future 
consumer of the data can get a better understanding of the data itself. They have experienced 
difficulties in trusting resource quality when exploring tables where limited or no information 
has been presented.  
 
In the found cases of underutilized tables, squads scanning large volumes of data and 
executing high-complexity queries implies that there are patterns in usage data that need 
further investigation from a cost-effectiveness perspective. Presentation of usage data enables 
the technology procurement squad and BigQuery users to get insights into their current 
spendings, learn about trends and act upon anomalous patterns. Although Fredriksson 
emphasizes the importance of not making users optimize for cost, they should be able to learn 
from current trends in spendings and whether they can execute queries in a more efficient 
manner or remove unused resources. The responsibility of cost tracking would then not only 
be in the hands of the technology procurement squad which further would result in an 
ecosystem where users scan and produce data in a cost-aware manner. The fundamental idea 
of a squad having full ownership over development and maintenance of their products can be 
applied to produced data and they can similarly take ownership of their consumption when 
using BigQuery.  
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7.4 Recommendations for implementation of audit data 

The identified usage patterns such as presence of unused resources indicates that there is a 
need of presenting the audit data to consumers and producers to enable awareness and a cost-
effective environment. Recommendations for each of the three subcomponents of cost-
effectiveness are described in the following subsections with focus on what audience should 
be presented what kind of usage data.   

Recommendations for presentation of usage data is divided into low- and high-level where 
high-level refers to presenting an overview in usage for all or a subgroup of squads whereas 
the low-level presentation of usage for one squad. The different audiences for high- and low-
level presentation are specified in the following illustration: 
 

 

Figure 6 - Illustration of High- and Low-level presentation for BigQuery usage. 

7.4.1 Avoid paying for unused resources 

This subcomponent of cost-effectiveness corresponds to removal of resources that are not 
used and results in storage costs for the data warehouse which relates to the producer user 
type of BigQuery. A subgroup of 13 tables based on the modeling and clustering of the 
current state are classified as underutilized. A subgroup of these tables are not scanned from 
at all and can be classified as not utilized over the modeled 30 day period. Detection and 
removal of these resources are key actions to mitigate the risk of paying for unused resources. 
The tables that can be classified as underutilized but are scanned from need further attention 
on their relevance. The queries can be executed on a less frequent basis for purposes such as 
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reporting, but can serve a business critical purpose. One possible solution for detection of 
underutilized and not utilized resources is to display the amount of queries executed, which 
can be weighed against the amount of inserts and updates. If the data producing squad would 
receive information which communicates that their table serves zero users and that no growth 
rate can be detected over a period of time, they can act upon this.  
 
As Ning and Schmitz mentioned in an interview, consumers can hesitate to use data as they 
are not sure about their relevance and quality. The producer squad can then get an idea of 
whether the data is not properly communicated and described to potential users in order to 
ensure quality or if the data is not useful at the moment. The data on amount of queries and 
users can as well provide indication to the consumers on whether the data holds quality, 
which can increase usage.  
 

Table 6 - Example scenario of usage presentation. 

Tables that producer is 
responsible for 

inserts Queries 

Table 1 1000 2000 

Table 2 2000 0 

Table 3 500 2 

 
The above table contains query and insert data filtered over a timespan for the tables that a 
squad is responsible for, which is one type of summarization and presentation of data that can 
be used for transparency. This shows that Table 2 has not been queried from over the filtered 
timespan even though it is updated and maintained, and can thus be classified as not utilized. 
If the owner squad after further investigation realises that the data is not useful to consumers 
and that the amount of scanned queries does not grow, the table can be removed and the risk 
of paying for unused resources is then mitigated.  
 
Table 3 is queried from two times over the specific timespan and can thus be classified as 
underutilized when comparing amount of queries to inserts. The relevance of the table needs 
further investigation where the criticality of the few performed queries is needed to take into 
account. If the query for Table 3 is executed for a business critical purpose which is recurring 
on a basis of the aggregated timespan, the table should still be maintained if no other table 
can replace it. If the table instead can be replaced with a similar resource, the storage cost of 
Table 3 can be removed from the total bill which would correspond to the amount of 
gigabytes stored per month multiplied with the list price of BigQuery storage. As the stated 
main purpose of BigQuery usage is ad hoc analysis, another storage option might need to be 
considered for data that serves reporting workflows only and is accessed less frequently.   
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The clusters of utilized tables with high variance of users indicates potential for better 
understanding of consumers from the producer side. The consumers can be mapped to 
metadata such as their belonging squads which would provide understanding to the producers 
of what types of users they serve. The producers are then given the understanding of impact 
and adoption and they can use it to provide high quality data based on the consumer's needs. 
If a squad serves several datasets, usage data helps them with the prioritization of 
maintenance for the datasets accordingly. The concept of overutilized tables is outside of the 
scope of the project’s definition of cost-effectiveness, but can also indicate ineffective usage. 
If several users scan the same data from a table, the table might be used in a wasteful manner. 
If multiple users are scanning the same partitions of data within the same timeframe, it can be 
done once and placed in a secondary storage with less cost which the users then can collect 
the data from if speed is not critical. This is especially applicable to scheduled queries if 
scanning the same table over new partitions. Tracking of utilization at a higher level across 
the organisation enables identification of all utilized datasets and how they are scanned to 
further identify eventual wasteful patterns. Further actions on how to architecturally design a 
more cost-effective solution for those tables would then need to be evaluated.  

7.4.2 Avoiding unexpected bills  

This subcategory corresponds to unexpected patterns of usage by consumers which can be a 
result of incorrectly designed queries or other types of ineffective use of BigQuery that 
results in a larger amount of executed resources than expected. Given the current state of 
users, four clusters of consuming squads can be identified as well as four types of outliers. 
The high-volume and high-complexity outliers indicate unusually large or complex 
consumption compared to the norm, which in relation to the mission of the squad may be 
classified as normal consumption behavior. This emphasizes the importance of presenting 
usage data to BigQuery users so they can put usage in relation to their mission and expected 
patterns. The scenarios described focus on scanned volume as it has a clearer effect on the 
scanning cost than complexity. High complexity can result in expensive queries but can also 
give indication of user’s SQL skill level as described in the report published by Vashistha and 
Jain in 2016.  
 
The lower level usage data is recommended to be presented to the consuming squads. Usage 
is mapped from BigQuery users to their squads which empowers the team as a whole to have 
better context to make cost informed decisions on. If the accumulated volume of scanned data 
over a period of time is presented in relation to previous volume scanned either by presenting 
data on daily basis or as growth rate to the team, they are enabled to get an understanding of 
how their usage grows over time. The squad is then empowered to detect and act upon 
anomalies and clarify whether trend of usage is reasonable, given their mission and planned 
adoption. Adding information for the average scanning usage across all squads makes it 
possible for squads to have better context on whether their usage is reasonable. This can be 
implemented as a reference line which can be compared to the respective squad’s usage.  
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If a squad designs a scheduled query that results in a substantially larger amount of terabytes 
scanned than expected, usage data presented over time empowers the squad to detect 
unexpected surges. By dividing usage into the users belonging to a squad, the root cause of 
the unexpected high cost can more easily be identified and the query can if possible be 
subject of a redesign to execute in a more cost-effective manner. With audit data, squads can 
also get an understanding of the variety of data they are scanning from and which are their 
most important datasets in BigQuery. Users within a squad can then get a better 
understanding of what data drives their development and if the patterns align with their 
expectations.  
 
Presentation of usage data for a group of squads to a higher level party empowers 
understanding of usage patterns across the teams. A similar implementation as recommended 
at squad level can also be performed at tribe level where usage for each squad is mapped to 
its respective tribe. Tribes can like the squads get an understanding of how they work with 
data and what data drives their development. The tribes are also able to detect anomalous 
behavior of squads compared to the norm of usage within the tribe. The work of mitigating 
the risk of receiving unexpected bills can then be performed across and within squads. The 
decision on whether to classify a pattern as anomalous is given better context if classified by 
the squad after eventual detection from tribe-level, as they can relate the trend to their 
mission and their previous trend in usage. The main purpose for the tribe level presentation of 
usage data should align with the fundamental idea of the functionality of a tribe; knowledge 
sharing. The squads can get a better idea of how their usage impacts the total usage of the 
tribe and learn from how other squads within the same tribe use BigQuery. Similarly, as in 
the case of Expedia, transparency can enable sharing of experiences and best practices for 
design choices affecting cost.  

7.4.3 Mitigate challenges with cost reporting to management 

The technology procurement squad’s current challenges with cost reporting to management 
on costs, is that they lack an overview of how cost grows for BigQuery.  They currently 
access usage overview through the billing data where usage is mapped to the project in which 
the queried data lives. The audit data make it possible to get an overview of how users 
consume data from BigQuery. Tracking number of users is valuable from a growth 
understanding perspective as the technology procurement squad and BigQuery users predict 
the volume of scanned data to increase as an effect of growth in number of users. 

By implementing the thresholds between the larger groups of squads from the cluster analysis 
such as the yellow, blue and orange clusters, tracking of growth for the different groups of 
squads would provide understanding of adoption across types of users at Spotify. The 
technology procurement squad can then more easily understand usage adoption, forecast and 
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strategically plan for budgeting of BigQuery and thus mitigate the challenges of cost 
reporting to management.   
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8. Concluding remarks 

The current state of BigQuery usage presents different groups of squads and tables with 
regards to volume in usage and complexity. The majority of analyzed tables are scanned 
more than they are updated and can with the comparison of amount of queries and inserts be 
classified as utilized. The BigQuery users and technology procurement squad predicts the 
adoption of the tool to grow both in number of users and the amount of data that is stored in 
BigQuery. As usage grows, the technology procurement squad requires an overview of 
growth and a cost-effective environment which enables acting on usage anomalies and a 
mechanism for identification and removal of unused resources that otherwise result in costs. 
Recommendation for presentation of table usage data is directed to data producing squads 
which are responsible for development and maintenance of their respective datasets. 
Recommendations for presentation of scanning usage are divided into presentation of data on 
a higher level to the technology procurement squad and tribes and at a lower level to the 
respective squads. In order to mitigate challenges with cost reporting to management, an 
overview where usage data for BigQuery is recommended to be presented to the technology 
procurement squad.  

The higher level of recommendations for cost-effectiveness partly focus on presentation of 
adoption and growth of different types of users which provides basis for strategic planning. 
Presentation on usage data for squads to tribes then provides an overview of what data drives 
their development and enables cost-awareness for the tribe as a whole through knowledge 
sharing of found patterns. At the lower level, recommendations mainly focus on enabling 
data consumers and producers to access information of their usage. Then a more cost-aware 
environment can be maintained where the responsibility of acting upon anomalous patterns 
and avoiding to pay for unused resources are partly moved to the autonomous squads from 
the technology procurement squad. This empowers squads to take ownership of their usage, 
similarly as with their products, and act in a cost-aware manner when using the service.  

The proposed approach of transparency has similarities with the methods applied by the 
Expedia engineering organisation where teams optimize costs for their own services. The first 
attempt of building a separate team which tries to optimize cost for each team is similar to the 
setup of only having the technology procurement squad optimizing for cost and acting upon 
anomalies by reaching out to the concerning squad. As Expedia like Spotify has teams that 
independently use cloud services, the success of implementing cost transparency in their 
organisation should from an organisational viewpoint be applicable at Spotify as well. 
Transparency of usage data empowered Expedia’s teams to apply cost optimization in their 
design choices which further enabled them to grow their savings fivefold due to better 
overview, and in their case controlled usage of reserved instances. Similarly, the 
recommendations focus on embedding the responsibility of maintaining cost-effectiveness 
into the mission of the autonomous teams. This will increase the probability of enabling a 
cost-aware environment where users apply cost informed decisions on how to scan and store 
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data in BigQuery. BigQuery users reaction to transparency of usage data needs to be 
evaluated in order to detect if they get blocked in usage, which Fredriksson predicted might 
be an undesired effect of presenting data relating to cost.  

Jason Palmer wrote in the Spotify Labs article in 2013 that Spotify strives to be entirely data 
driven. This strategy should also be applied when maintaining a cost-effective environment 
for data usage, which can be enabled through presentation of audit data for BigQuery across 
the squads, tribes and to the technology procurement team. The recommendations of 
transparency can be applied to similar cloud-based services where cost is scaling relative to 
the volume of user interactions with the service. Transparency of usage is especially 
important and useful to organisations with similar structure as Spotify’s matrix organisation 
with autonomous teams, using services with pricing models of pay-as-you-go, as cost-control 
becomes a complex task when usage scales.  
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Appendix - Interview questions 

Interview questions for BigQuery users 

1. What are you using BigQuery for today? 
a. What is the queried data used for? 
b. How are you querying? Ad hoc/recurrent? 

2. What value does BigQuery bring to you? 
3. What’s missing from BigQuery that would make it even more useful? 
4. How do you want to use BigQuery in the future? 
5. Anything you would like to use BQ for that you’re not using it for today? 
6. What has BigQuery enabled you to do that you couldn’t before?  

 

Interview questions for Director of Operations 

1. What motivated you to migrate to GCP? 
2. When did you start migrating to GCP? 
3. What tools did you use before BQ? 
4. What are the motivations of going from Hive etc to BigQuery?  
5. Is aim to move most data to BQ? 
6. Are there any worries with regards to data maintenance, loss of control and 

knowledge sharing?  
7. What’s missing from BigQuery that would make it even more useful? 
8. How do you want to use BigQuery in the future? 
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