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Abstract

Scheduling Network Performance Monitoring in The
Cloud

Mathew Clegg

New trends in the market, adapted to service oriented consumption models, have
unfolded new opportunities in how we monitor network performance. This thesis,
introduces a new containerized, decentralized and concurrent scheduler for active
network performance monitoring called Controlled Priority Scheduling (CPS). The
scheduler is implemented to suit the container monitoring platform, ConMon. The
scheduler is implemented to run inside distributed containers, where the purpose is
to deploy the scheduling container on the same host as the running application.
Performing the monitoring in such way gives a better understanding of the network
performance an application can utilize, compared to the capacity the network can
offer. The CPS scheduler showed an improved monitoring time granularity when
compared too other distributed and decentralized schedulers. In addition, CPS
manages to perform a consistent, near-cyclic monitoring pattern, over a dynamically
adaptable monitoring cluster, without causing any monitoring conflicts.
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Sammanfattning 
 

Digitalisering och tjänstebaserade lösningar för infrastruktur, utvecklingsplattformar och mjukvara är idag 

en attraktiv marknad för både utvecklare, så väl som företag och konsumenter. Dessa tjänster konsumeras 

av användaren över ett nätverk. Detta betyder att nätverkets prestanda har fått en ny betydelse för hur ef-

fektivt mjukvara presterar, när den konsumeras över en uppkoppling. Dessutom har företag ofta krav på 

stabilitet och prestanda för både nätverksuppkopplingar och för tjänsten som erbjuds. För att kunna erbjuda 

tjänster är det därför allt mer viktigt att kunna monitorerna både servrarna och nätverken som tjänsterna 

levereras på. Man måste dessutom kunna skilja på om en försämring i prestanda beror på nätverket eller på 

servern som applikationen körs på. Monitorering av nätverk kan vara aktiv eller passiv, beroende på om 

den genererar ny nätverkstrafik för monitoreringssyften eller inte. Den aktiva monitoreringen, nödvändig 

för att till exempel säkerställa nätverkets bandbredd, kräver att man genererar trafik, som skickas över 

nätverket till en destinationsnod, där den genererade datatrafiken analyseras. Den passiva monitoreringen 

skiljer sig mot den aktiva då den analyserar befintlig nätverkstrafik för att avgöra hur nätverket presterar. 

 

Då vissa aktiva monitoreringsverktyg tenderar att vara mycket krävande av både server och nätverksresur-

ser är det viktigt att undvika konflikter mellan dessa. En monitoreringskonflikt uppstår när två eller flera 

nätverksmonitoreringar utförs tillräckligt nära varandra för att de rapporterade resultaten påverkas och blir 

missvisande. För att undvika monitoreringskonflikter, bör den aktiva monitoreringen schemaläggas. 

 

Genom att använda en allt mer populär teknik, för att säkert och effektivt kunna exekvera flera applikationer 

samtidigt på samma server, har en aktiv nätverksmonitorerings schemaläggare implementerats. Tekniken i 

fråga kallas för containerization, vilket erbjuder förmågan att separera på känsliga filer, regler och appli-

kationsåtkomst på operativsystemet av en dator. Genom användning av containerization kan monitore-

ringen ske på samma plattform som applikationen utan att påverka applikationens filer och regler. 

 

Syftet för att låta monitoreringen ske på samma server som tjänsten som erbjuds, är att kunna avgöra hur 

nätverkets prestanda upplevs från applikationen. Vissa problem som oftast diagnostiseras som nätverkspro-

blem, kan i själva verket komma från servern istället. Detta kan till exempel vara en server som belastas 

under högintensiv användning. Vid ett sådant fall kommer servern inte ha förmågan att hantera nätverks-

baserad kommunikation lika effektivt, även om nätverket är kapabelt till att erbjuda mer prestanda. Genom 

att låta monitoreringen ske på samma server så kommer monitoreringen att rapportera nätverksprestandan 

som applikationen kan nyttja under ett visst tillfälle, istället för nätverkets kapacitet.  

Det presenterade schemaläggningssystemet i detta examensarbete, kallad för Controlled Priority Schedu-

ling (CPS), är en fullt distribuerad schemaläggare som jobbar utan att behöva förlita sig på en centraliserad 

enhet. Schemaläggaren är implementerad för att passa till det befintliga monitoreringssystemet, ConMon. 

Schemaläggningsalgoritmen är inspirerad av en tidigare schemaläggare kallad Controlled Random Sche-

duling (CRS). Dessa algoritmer jämförs och evalueras sedan mot varandra, tillsammans med den enklare 

schemaläggningsalgoritmen Round Robin. De evalueras efter hur effektiva dom är när fler applikationer 

kräver monitorering samt deras förmåga att rapportera avvikelser i nätverket och på servern.  

 

Skillnaden mellan CPS och CRS ligger i deras beslutsförmåga för vilka noder som skall monitorera 

varandra. CRS beslut bygger på att slumpmässigt välja noder för att monitorera medan CPS beslut grundas 

i att varje nod använder tiden sedan senaste monitoreringstillfälle för att prioritera vilka noder som skall 

monitoreras. Genom att låta prioritet grunda beslutet uppmättes många fördelar i relation till hur skalbar 

schemaläggaren var. CPS visade en lägre genomsnittlig tid för alla noders väntan på att få delta i ett moni-

toreringstillfället samt en lägre tid för att uppnå full monitoreringstäckning av applikationerna i nätverket. 

Dessutom så garanterar schemaläggaren att inga monitoreringskonflikter uppstår. Systemet ackommoderas 

även dynamiskt efter applikationerna, vilket leder till att när en applikation startas, så kommer schemalägg-

ningssystemet ta hänsyn till att den applikationen kräver monitorering samt när applikationen avslutas så 

tas den bort från schemaläggningssystemet. Det går även att interagera med den distribuerade schemaläg-

garen för att tillexempel manuellt starta monitoreringstillfällen och för att redigera prioritet och lägga till/ta 

bort applikationer som skall monitoreras av systemet.  

 



 

Schemaläggningssystemet implementerat i detta exjobb ger insikt i hur tjänstebaserade applikationer kan 

monitoreras på ett effektivt och decentraliserat sätt och samtidigt bevara egenskapen att undvika monitore-

ringskonflikter. Den presenterade algoritmen, CPS, visade goda skalbarhetsegenskaper när den jämfördes 

med schemaläggningsalgoritmerna CRS och Round Robin. 
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1 Introduction 

Many enterprises are currently required to digitalize their business to reach customers, vendors, partners, 

essential applications, etc.  through viral access. This digitalization is often performed by consuming ser-

vices being offered by the cloud [1]. Ever since, the amount of cloud services has grown in number while 

they are rapidly evolving, over time. Consequently, underlying infrastructure such as data centres and net-

works, must synonymously evolve to sustain the increased demand of centralized computation. Thus, data 

centres and network infrastructure are increasing in both size and intricacy [2]. As the dependence of cloud 

services are increasing, providers struggle to deliver certain metrics of the cloud, defined in the Service 

Level Agreement (SLA). 

 

Due to the increasing complexity of the data centre infrastructures that are hosting cloud services, it has 

also become harder to monitor the data centre network [1]. For instance, virtualization has enabled one 

physical machine to run multiple, separated operating systems on the same host. Thus, adding another level 

of indirection by introducing a virtualization layer to monitoring. 

 

According to Kumar and Kurhekar (2016) [3] , new technological trends have emerged for the purpose of 

isolating and deploying applications. The trends are based on a virtualization technique called container 

virtualization. Container-based virtualization can be described as lightweight virtualization, where only the 

kernel of the operating system is virtualized, instead of virtualizing an entire machine. Container virtual-

ization is gaining popularity due to the low overhead of resources. Container orchestrating platforms, such 

as Docker [4] can also provide resource restriction and alleviates container deployment. In addition to server 

virtualization, modern networks are transformed into virtualized networks. Using virtualized networks, en-

ables the network to simply adapt and scale per current usage. This is done, namely by getting rid of pro-

prietary hardware middleware boxes, which implements one or more well defined functions, such as fire-

walls, intrusion detection systems and proxies. These middleware boxes are then implemented in software 

and connected to the network to reduce the overall complexity of the network, concurrently increasing the 

functionality and overview of the network [5] [6]. Container orchestration platforms often require virtual-

ized networks for internal and external communication.   

 

This thesis will focus on a containerized distributed performance monitoring system called ConMon[7]. Its 

purpose is to monitor container resource consumption and end-to-end network performance from an appli-

cation perspective. ConMon dynamically adapts to changes in application communication flows. The Con-

Mon monitor can monitor container resource utilization and perform both passive and active network mon-

itoring. The thesis will emphasize the active monitoring, mainly scheduling the active, probing measure-

ments of network metrics.  

 

Through literature studies, implementation and assessment three suitable distributed scheduling algorithms 

will be evaluated regarding its suitability to run as the active network monitoring scheduling algorithm for 

ConMon. The algorithms to be evaluated is Round Robin, Controlled Random Scheduler and a suggested 

improvement to the Controlled Random Scheduler, called Controlled Priority Scheduler. The three sched-

uling algorithms will be compared to each other in terms of scalability and its scheduling qualities.  

1.1 Motivation 

Monitoring network performance is central for service providers, to inform their customers of what to ex-

pect when consuming a service. These contracts, called Service Level Agreements, SLA, consists of fea-

tures and aspects regarding the quality of the service and the responsibility of the provider. The SLA can 

be a contract between the provider and consumer where the services should be delivered as agreed on when 

signing the contract.  



 10 

 

As cloud services are internet deliverables, the availability, performance, and quality of the underlying 

cloud network is included in the cloud SLA[8]. Measuring performance is therefore not only part of per-

formance improvement but also part of juridical interest. Furthermore, some cloud services are imple-

mented as several smaller services, formed together as an entire service. Services inheriting this architecture 

are referred to as microservices.  These microservices require periodical monitoring to ensure that no SLA’s 

are violated. 

 

Monitoring and measuring network metrics is a crucial part of network improvement, considering perfor-

mance and stability. By monitoring the network, the responsible providers can identify network bottlenecks, 

troubleshoot issues, identify faulty hardware and software, and predict future issues and potentials in the 

existing network. In addition, network monitoring provides a certain degree of evidence of when an issue 

is not related to the network. Stated in Pingmesh: A Large-Scale System for Data Center Network Latency 

Measurement and Analysis [2], user perceived latency could be the effect of issues besides network issues, 

such as busy server CPU, application bugs and kernel queueing.  

 

Active monitoring is the process where the monitor injects the network with probe packets and measures 

how the inject packets behave. Performing active monitoring should be performed in a structured way to 

prevent measurement conflicts such as congestion of the network and excessive overhead of computer re-

sources. Hence, internet service providers use instrumented networks with monitoring frameworks to pre-

vent measurement conflicts. Calyam et al[9]. depicts the requirements into two main goals of a measure-

ment scheduler quoted: 

“(a) there are no “measurement conflicts” that lead to mis-reporting of network status due to CPU and channel 
resource contention from concurrently executing tools, and (b) active measurement probe traffic is regulated 
based on prespecified “measurement level agreements” (MLAs)  (e.g., upto 5% of network bandwidth can be 
probe traffic).” 

 

Adapting to the newer trends of virtualized networks, containerized VNFs, require both active and passive 

monitoring. Such a system should be able to measure network performance form an application perspective 

to determine different metrics of the network, provide troubleshooting and identify the quality of the ser-

vice.  

 

Performing active monitoring in a large cluster of servers and middleware network devices will, if not 

scheduled, cause measurement conflicts [10]. These measurement conflicts can not only cause misleading 

results, but also affect the state of applications running in the network. Since active monitoring injects data 

on the network, parts of the network run the risk of congestion related issues. Additionally, the data injected, 

requires to be generated and processed, which in some cases put stress on the CPU. To avoid measurement 

conflict related issues, active monitoring often requires scheduling.  

1.2 Problem Statement 

The goal of this thesis is to study, implement, evaluate, and further improve state-of-the-art for scheduling 

of network performance monitoring in the cloud. The monitoring system focuses on monitoring micro-

services with container based virtualization, from an application point of view, using a distributed schedul-

ing algorithm. The evaluated system should answer how to monitor network performance in a container 

virtualized cloud environment, and what capabilities such a system will have without affecting the perfor-

mance of the running applications.  

 

 

 

 



 11 

1.3 Thesis Outline 

The thesis objective is to produce five main deliverables 

• A testbed in a data centre 

• A distributed algorithm for scheduling monitoring tasks 

• An evaluation of the monitoring scheduler 

• A demonstrator showing the capabilities of the developed system 

• A MSc thesis report with state-of-the-art, research challenges, testbed documentation, experiment 

scenarios, methodology, evaluation results, key findings, and future work  

 

The initial research of the project is conducted through a literature study and investigation of existing net-

work monitoring systems, virtualized network functions, concurrent schedulers, and the ConMon monitor-

ing system. Once the main issues are discovered the project should proceed to configuring a working test 

environment for the development and getting familiar with the tools, that will be used throughout the pro-

ject. 

 

Once familiarized with the environments and tools, an in-depth study will be performed on the scheduling 

algorithms and monitoring schedulers. This in-depth study should provide enough insight on scheduling 

for virtualized environments implement a test-bed for the system, and a scheduling algorithm.  

 

The evaluation of the scheduler should be performed in a testbed where scheduler should be evaluated 

concerning 

• Resource usage 

• Scalability 

• Monitoring Efficiency 

• Measurement conflicts 
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2 Background 

2.1 Cloud Technology 

Cloud computing can be explained as a (fairly) new paradigm with the purpose to provision software and 

computer infrastructure to its consumers, on demand. Here cloud providers offer a large pool of virtualized 

resources, most common hardware, preconfigured development platforms and other well defined services, 

such as applications and frameworks. These virtualized resources can be accessed through the network, 

where consumers only pay for the allocated resources they use during a period [11].  

 

By offering a large pool of virtualized resources that can be requested on-demand, the cloud is often asso-

ciated with the term elasticity. Explained in the article Elasticity in Cloud Computing: What It Is, and What 

It Is Not [12] the term elasticity, in a cloud context, refers to the cloud system’s ability to adapt to workload 

requirements. This adaption is performed by provisioning and de-provisioning of cloud resources that are 

required for some workload or workflow. The allocated resources can also be dynamically reconfigured for 

scaling to a variable workflow or to give resources new responsibilities. This allows consumers to optimize 

resource utilization. Thus elasticity can be explained as a combination of the system’s ability to scale ac-

cording to a current demand and how efficient it performs the scaling.  

 

The cloud architecture is a service oriented architecture (SOA), where the resources the user consumes is 

in the form of services. These services are often loosely divided into three main categories, even though 

they might not fit all new and existing cases. The categories are based on what degree of management the 

vendor provides and what responsibility the user/consumer have. Following section has a summary of the 

different management roles of the different categories, which also can be seen in Figure 1: Cloud Consump-

tion Models and responsibilities of the Service Provider and the Consumer [15]. 

 

Infrastructure as a Service (IaaS) 

Is the most basic form of cloud consumption where the cloud provider offers an elastic underlying compute 

infrastructure for the user to consume. The consumer is responsible of configuration of virtual networks, 

virtual machines, operating systems, and runtime middleware whereas the provider handles the physical 

resources, hypervisor, networks, and maintenance of the hardware.  

 

 

Platform as a Service (PaaS) 

A platform as a service offers the consumer a platform, already configured to develop and host applications 

without having to install and configure operating systems, middleware, and runtime environments as they 

are handled and offered by the service provider. The consumer is responsible to provide the platform with 

applications and germane data. By consuming PaaS, developers and administrators spend less time in-

stalling and configuring environments. 

 

Software as a Service (SaaS) 

Software as a Service is when the service provider manages the entire stack, from physical hardware to the 

application layer. This means that the service provider handles the software and connected data along with 

the rest of the underlying required configurations and resources. The software is then exposed to consumers 

in the form of web applications or application servers, reachable through APIs or web pages.  
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The underlying cloud infrastructure is a shared infrastructure where the customers allocate virtual resources 

to obtain certain metrics of the systems. For instance, this could be a fix number of virtual CPUs (vCPU), 

a logical disk, or any virtual resource offered by the service provider. However, the consumer has no control 

over the physical hardware and cannot control on which physical server an application or operating system 

reside, nor who the consumer shares the resource with. To prevent starvation of the consumers demands, 

the consumer pays for a quality-of-service (QoS) which states the requirements the consumer have on a 

service. This QoS must be measured and maintained constantly to fulfil the SLA of the offered service [11]. 

2.2 Containers and Server virtualization 

2.2.1 Hypervisor Virtualization 

In the previous section Cloud Technology, is briefly explained. One central concept for cloud technology 

is virtualization [13]. The name virtualization has its origin from the 1960s [14] where it was used, similarly 

to today, as a method for logical division of mainframes to allow multiple, simultaneous, executions of 

applications. Charles David Graziano [14] explains why virtualization became important during the 2000’s, 

quoted: 

 

“As corporate data centers began to grow so did the cost of supporting the high number of systems. Especially 
as applications were generally dedicated their own server to avoid conflicts with other applications. This prac-
tice caused a waste in computing resources as the average utilization for many systems was only 10% to 15% 
of their possible capacity. It’s at this point many companies started looking at virtualization for a solution.” 

 

Stated in Graziano’s text, virtualization became a popular technique due to two reasons, namely: Applica-

tion isolation (and protection) and hardware utilization.  

Figure 1: Cloud Consumption Models and responsibilities of the Service Provider and the Consumer [15]. 
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Virtualization is provided by a software layer called the Hypervisor also known as a Virtual Machine Mon-

itor. The hypervisor provides a virtual environment on which a virtual function can run, thus decoupling 

the physical hardware from its defined function  [15]. For instance, a hypervisor can create a framework 

for virtual machines where the they can host an entire operating system. Once the host functions are booted 

into the hypervisor, it can monitor and deliver resources to the guest functions running in the frameworks. 

These frameworks are based on several techniques such as hardware virtualization and binary translation 

[16]. Hypervisors are differentiated into two types depending on how close to the actual hardware they 

reside.  

 

A Type 1 hypervisor, also known as a native or bare metal hypervisor is a hypervisor that runs directly on 

host hardware. The Type 1 hypervisor can directly distribute allocated resources, such as memory, disk and 

CPU to its guests and require no underlying operating system to run. Type 1 hypervisors tends to use less 

resources and thus does not have much overhead for the guest operating systems. This kind of hypervisor 

is the most commonly used for server virtualization.  

 

A Type 2 hypervisor runs on top of a host operating system and is installed in a similar way as normal 

applications. Even though the Type 2 hypervisor runs with a higher resource overhead than the Type 1 

hypervisor it is still a commonly used hypervisor, mostly due to the simplicity of installation and configu-

ration. Also Type 2 hypervisors experience less issues concerning hardware drivers, than the Type 1 hy-

pervisor. Type 2 hypervisors can also provide resource virtualization for application portability, such as the 

renowned Java Virtual Machine (JVM) [14].  

 

 

Both Type 1 and 2 hypervisor runs the guest operating systems and functions by virtualizing an entire 

computer, meaning virtualized memory, CPU, network, storage and I/O [15].  Also a copy of the entire 

operating system kernel is hosted into the virtualized machines memory. According to Graziano’s [14], the 

two main reasons behind the popularity of virtualization was based on increased hardware utilization and 

application isolation. Nevertheless, virtual machines require a large amount of resources to virtualize hard-

ware and to load an entire operating system into memory, thus introducing significant overhead to the 

system. With the increasing demand of virtualization from enterprise infrastructure and cloud providers, 

lightweight virtualization becomes a desirable function to reduce resource overhead.  

2.2.2 Containers 

A container is based on a virtualization technique that virtualizes an operating system on a kernel level. In 

contrast to the hypervisor based virtualization, the containerized virtualization does not emulate any of the 

underlying hardware nor loads an entire operating system into memory. Instead the containerized system 

runs inside the host operating system where the container runs on native CPU instructions, thus eliminating 

the prerequisite of an instruction level emulation [17]. Figure 2 illustrates application isolation between the 

three scenarios of running on a native server, running the applications on a hypervisor and running the 

applications inside a container. Table 1 compares the benefits of running containerized virtualization to 

hypervisor based virtualization. 

 

The containerized virtualization allows the appearance of multiple operating systems (with the same kernel, 

but different distributions) to run on the same host by providing a shared virtualized OS image. This image 

runs on a common OS kernel which is also shared between the guests. The isolation is achieved through 

the OS image, which contains the root file system, and shared protected system libraries and executables. 

This image provides the guest with its own, separate filesystem and network stack. The shared kernel also 

allows Linux kernels to use images with different Linux distributions. For instance, a physical Ubuntu 

machine can host an Arch Linux guest. The separation between the filesystem, network stack and operating 

system resources gives the guest operating system a separated behaviour like a hypervisor hosted virtual 

machine [18].  

 

 



 15 

Table 1: Table comparing containerized virtualization to hypervisor based virtualization. Table taken from[19] . 

Parameter Virtual Machines Containers 

Guest OS Each VM runs on virtual hardware and 

Kernel is loaded into in its own memory 

region 

All the guests share same OS and Ker-

nel. Kernel image is loaded into the 

physical Memory 

Communication Will be through Ethernet Devices Standard IPC mechanisms like Sig-

nals, pipes, sockets etc. 

Security Depends on the implementation of Hy-

pervisor 

Mandatory access control can be lev-

eraged 

Performance Virtual Machines suffer from a small 

overhead as the Machine instructions are 

translated from Guest to Host OS. 

Containers provide near native perfor-

mance as compared to the underlying 

Host OS. 

Isolation Sharing libraries, files etc between guests 

and between guests hosts not possible. 

Subdirectories can be transparently 

mounted and can be shared. 

Startup time VMs take a few mins to boot up Containers can be booted up in a few 

secs as compared to VMs. 

Storage VMs take much more storage as the 

whole OS kernel and its associated pro-

grams have to be installed and run 

Containers take lower amount of stor-

age as the base OS is shared 

 

The isolation of the different parts is provided through the Linux cgroups and namespaces. Cgroups, short 

for control groups, is a kernel implementation used for resource allocation and resource management [20] 

and namespaces is used by the kernel to separate OS resources such as filesystems, networking interfaces, 

user managements and process IDs (PID)[18]. The Linux namespaces also supplies the container with its 

own isolated network stack, sharing the physical network interface card (NIC). This network includes fire-

wall rules, routing tables and different network interfaces. Since container images only contain OS specific 

information, such as packet handlers and pre-installed applications, they are notable smaller in size and 

require less disk space compared to a hypervisor OS image. This reduction in storage size makes it easier 

to move images over the network (portability), leads to a drastic reduction in boot time and require less 

storage when saving and configuring pre-defined environments and states [19]. There are many more ben-

efits of using containers, however, they have their disadvantages which is further evaluated [21] [20]. 

2.2.3 Micro-services 

The common convention when implementing server-side applications in popular languages such as Java, 

Python, and C/C++ is to abstract data and functions into independent, interchangeable classes and/or mod-

ules. These classes and modules helps developers to break down the complexity of code and provides struc-

ture to the overall project. Yet, at compilation time, all these independent modules are compiled into one 

single executable file. This single executable is called a Monolith [21]. A monolith shares machine re-

sources, such as files, databases, and memory between its modules. Even though monoliths are the most 
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common way to implement applications, by compiler design, they have their drawbacks when designing a 

SOA.  

 

Often monoliths require some sort of distribution framework, such as Network Objects or RMI [22]. In the 

article Microservices: Yesterday, today, and tomorrow [21], Dragoni et al.  summarizes the issues with 

monolithic applications followed by a description of microservices and how to overcome the monolithic 

issues.  

 

1. The code-base for large monoliths grows and evolves in complexity. The size of the code-base will 

increase the period it takes to implement a stable release due to code complexity and bug tracking. 

2. Monoliths suffer from Dependency Hell, where newly added libraries and inconsistent library up-

dates results in error prone systems and crashes. 

3. When pushing new updates to a monolith, the application requires a reboot. Larger projects usually 

result in considerable application downtime and often require maintenance operations. 

4. When deploying a monolithic application, one must find a host that fits all the modules demands 

and requirements. This is a sub-optimal solution, where the host should be specialized to the modules 

requirements.  

5. Monoliths are limited in scalability, where they usually handle large request flows through duplica-

tion of the application, where the load is split between the two instances.  

6. Technology and language lock-ins for developers. A monolithic application bounds its developers 

to the initial implemented language and frameworks of the application.  

 
To overcome the problems with monolithic applications when writing distributed systems, modules started 

to be implemented and compiled as separate, independent systems, communicating tough message passing. 

These separate compiled modules are called Microservices, where the composition of the microservices, 

building an entire application, is called a Microservice Architecture. Running cohesive, independent pro-

cesses inside their own separate environment, leverages the scalability of a distributed system. A micro-

service does not need to share resources with other microservices and each miroservice can be implemented 

in its own language, where it is treated as a separate application, reducing the complexity of a large code 

base. When a microservice experience a high workload, it can simply duplicate that member of functionality 

instead of duplicating the entire microservice architecture. Microservices also simplifies deployment, where 

only one module is deployed instead of an entire system [21].  

 

Figure 2: Comparing application isolation between native servers, hypervisor and container based virtualization. 
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Separating and isolating microservices is often done by letting them run inside virtual machines or contain-

ers, where systems such as Docker can build, manage and run an entire microservice architecture [23]. 

 

2.2.4 Docker 

Docker is an open-source project launched in 2013 with the purpose of providing users with an easy way 

to build, ship and run application containers, meaning containers with isolated applications inside. How-

ever, Docker is not a technology for application containers but an extension of the technology. The Docker 

platform is composed by two major components, the Docker Engine, and the Docker Hub. The Docker 

Engine provides a user friendly interface for running and managing application containers, where the user 

can choose what containerizing technology Docker should manage. The Docker Engine runs images based 

on Docker Images which the user can either provide themselves or fetch at the Docker Hub. The Docker 

Hub is an open repository which provides a vast quantity of public container images, which users can 

download prior to installing and configuring middleware themselves. The Docker images also provide port-

able images which, once configured, can be moved, and run on any Docker engine. Docker can run together 

with one or more Dockerfiles, a file with a set of rules and instructions, which enables the user to configure 

and start applications at container instantiation. Docker also comes with Orchestration tools, which will be 

explained in next section [24].  

 

2.2.5 Orchestration 

Orchestration, in a SOA context, is referred as the process of automatic provisioning and configuration of 

infrastructure, software, and management for service architectures. By automating the process from allo-

cating infrastructure to a ready-to-respond service, management often becomes centralized where large 

clusters easily can be handled from a management interface. An orchestration service should also handle 

the entire lifecycle of the service [25].  

 

Orchestration is often performed by defining workflow rules in a mark-up template such as OpenStack heat 

templates [26]. Orchestration can be used in cloud environments for defining cluster rules, where clusters 

can be initiated without any interaction at all. However, orchestration is not limited to cloud clustering and 

distributed applications, but can be used in a wide range of multi-configuration and provisioning purposes 

such as enforcing network rules on a virtualized network [27]. 

 

There are several implementations of container orchestration for Docker to alleviating the process of build-

ing, shipping and running portable applications.  These orchestration tools differ in the functionality they 

offer and how the orchestration is composed. Three common orchestration tools to read about is the Docker 

Machine [28], Docker Swarm[29] and Docker compose [30].  

2.3 Kubernetes 

 

Kubernetes [31] is an open source cluster manager for Docker containers developed by Google, see 

Docker. Kubernetes is designed to leverage one, or more, clouds as a resource pool, where the physical 

resources can be geologically separated across the globe. Kubernetes defines a set of building blocks to 

simplify scheduling and deployment of micro-services using containerized virtualization. Kubernetes was 

developed to provide Docker containers with cluster abstractions. As the Docker network only supports 

communication between containers residing on the same host machine, creating large micro-services over 

a pool of virtualized resources is complex and time consuming. In addition, Docker containers require the 

host machine to allocate ports on the network interface of the host machine which are then mapped and 

forwarded to the Docker network interface, while still sharing one IP of the host machine. Consequently, 

the containers had to coordinate carefully to avoid port mapping conflicts [32].  

 

According to the survey Container Market Adaption [33], from 2016, 43% of the people answered Kuber-

netes when asked the question:  
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“Which container orchestration tools does your organization use?”  
 

Which was most common among the container management platforms. Also 23% answered Kubernetes 

when asked the question: 

“Which container orchestration tool does your organization use most frequently?” 

 

Based on the survey, stating Kubernetes being the most common platform for deployment of micro-ser-

vices, this thesis will use Kubernetes to get a realistic scenario adapted to real usage.  

 

2.3.1 Kubernetes Architecture 

The following sections Kubernetes Architecture and Design will be based on the book Kubernetes – Sched-

uling the Future at Cloud Scale[34].  

 
Kubernetes is designed according to the Master-Worker architecture. The master consists of a virtual or a 

physical machine running coordinate software that can schedule container deployment of the workers con-

nected to the master. A set of workers connected to a master is called a Kubernetes Cluster. A virtual or 

physical machine running Docker and configured to connect to the Kubernetes master is referred to as a 

Kubernetes node. The master requires three main services to function as a Kubernetes master, namely: 

 

1. API-Server: All the communication between the master and the worker nodes are done by API 

calls. The master is responsible to host the server. 

2. Etcd: Is a lightweight, distributed key-value store that keeps a record in the cluster state while 

replicating the cluster state.  

3. Scheduler/Controller Manager: Controls the scheduling and deployment of micro-services in the 

cluster, in small units called pods, see Pod. The scheduler/controller manager is also responsible 

for replication of these containers upon failure or for load balancing purposes.  
 

Once the master has configured the coordinate software nodes can connect to the master to form the cluster. 

The cluster will then form a special set of rules and design which will make up Kubernetes.  

2.3.1.1 Design 

Node 

The virtual machine connected to the Kubernetes cluster and running a Docker daemon is referred to as a 

node.  

Pod 

A pod consists of one or more containers where the containers are grouped together on the same host ma-

chine to share resources. Each pod can be communicated to by a virtual cluster IP assigned by the Kuber-

netes framework. The pods can be managed manually by the Kubernetes API or automated by other con-

tainers running in the same Kubernetes cluster.  

 

Controllers 

A controller is a manager for a set of pods. There are different types of controllers to ensure a certain state 

of the cluster at all times. For instance, the Replication Controller can replicate a set of pods to provide the 

cluster with load balancing as well as handling node failure. The controllers are wildly used to ensure that 

jobs complete in the right order and the state of the cluster is guaranteed.  

 

Services 

A service is used to group a set of pods together to be accessed through a single-entry point. Each service 

will receive its own virtual IP address and can also be provided with a DNS name. The service is responsible 
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for internal and external access to the set of pods, as well as load balancing and remote access from calls 

external to the Kubernetes cluster.  

 

Labels and Selectors 

Kubernetes uses key-value pairs called labels to give certain properties to a building block. These labels 

can be used by selectors to enforce logic on the different building blocks when managing the cloud. For 

instance, a set of pods can be exposed externally outside the cluster by using a common label for these pods 

and then running a single service, implemented with the selector to expose all pods containing that specific 

label.  Labels can also be used to provide information of the different hosts in the cluster. Machines con-

nected to the cluster, referred to as nodes, can be labelled with different properties they have to ensure that 

pods are located on the right machine.  

 

2.3.1.2 Kubernetes Networking 

The core concept of Kubernetes is to develop a container cluster management. However, networking is 

complex for containerized machines, where each set of pods now share resources. Described in the section 

Containers, containers are developed to use Linux Namespaces. From a network perspective, each container 

namespace has its own network protocol stack, route tables, sockets and IPTABLE rules. Nevertheless, 

only one interface can belong to a network namespace. The 1-to-1 mapping of interfaces and namespaces 

conflicts with having multiple containers on the same physical machine running different services. To over-

come this limitation by the network interface the most common solutions are to use[35],[36],[37] : 

 

1. Virtual Bridge, which creates virtual interface mapping pairs, called veth, between the container 

and root namespace in the host. The connectivity is then ensured by bridges, such as Open vSwitch 

[38] or the Linux Bridge [39].  

2. Multiplexing. Multiplexing solutions uses an intermediate networking device, configured with 

packet forwarding rules. The intermediate device exposes several virtual interfaces where the net-

work traffic is directed by the forwarding rules.  

3. Hardware Switching: Is a feature implemented in most modern network interface cards to support 

Single Root I/O Virtualization (SR-IOV). Using SR-IOV, each container can be presented as its 

own physical network interface. Hardware Switching often provides near-bare-metal performance 

with practically no overhead at all.  

 

 

As Kubernetes assumes that all the pods will communicate with each other, all pods will receive a virtual 

IP address that can be used for internal cluster communication. To enable the virtual IP communication 

between ports, Kubernetes imposes a set of requirements for the network implementations used with Ku-

bernetes: 

 

1. All containers can communicate with each other without NAT (Network Address Translation) 

2. All nodes can communicate with each other without NAT 

3. The IP address a container sees itself as, will be the same IP that other containers will see.  

 
To achieve the above requirements a certain network model must be implemented. Software defined net-

works can provide the virtual IP addresses and port forwarding required to enable communication between 

these pods. Popular software defined networks used together with Kubernetes are: 

 

• Weave [40] 

• Flannel [41] 

• Project Calico [42] 

 

However, overlay network introduce overhead in network performance, CPU cycles and affects parallelism 

of memory. Since this thesis will not evaluate performance of overlay networks, the three above mentioned 

overlay networks will not be compared. However, in section Evaluation, the Monitoring Scheduler will be 
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evaluated to demonstrate the capabilities report performance of underlying networks. The Kubernetes Mon-

itoring cluster will use Weave as its underlying network.  

2.4 Network Monitoring 

Network monitoring is the process where network metrics are measured to examine how the network be-

haves. Network monitoring is essential for large networks[43], where the different actors of the network 

have diverse interests of the network performance, see  Table 2. For instance, service providers, can meas-

ure the network to inspect what kind of services they can offer consumers.  

 

There are different ways to observe and quantify network behaviour, when monitoring networks and the 

methods can work on a microcosmic and a macrocosmic scale. In addition, networks can be measured 

passively or actively depending on measuring techniques. By measuring different aspects of the network, 

administrators and engineers can use the data for: 

 

• Troubleshooting: Network diagnostics and fault identification 

• Performance Optimization: Identifying bottlenecks in the network and load balancing.  

• Network development and design: Finding needs for new network functions 

• Planning and forecasting of current and coming network workloads 

• Computer aided understanding of the network complexity. 

 

 

Venkat Mohan [43], et al. Summarizes key aspects of network monitoring for the different actors in  Table 

2: 

 Table 2: Summary of the goals of network monitors for different users 

 

 Network monitoring separates passive monitoring from active monitoring depending on whether the mon-

itoring method generates probes which are injected into the network or if the method uses the existing 

network data to provide information. Passive monitoring monitors existing network flows, where no prob-

ing is performed and thus it can measure the network without changing the network behaviour. Active 

Who Goal Measure 

Internet Service 

Providers (ISP) 
• Capacity Planning 

• Operations 

• Value-aided-services, such as cus-

tomer reports 

• Usage based billing 

• Bandwidth utilization 

• Packets per second 

• Round Trip Time RTT 

• RTT variance  

• Packet loss 

• Reachability 

• Circuit performance 

• Routing diagnostics 

Users • Monitor Performance 

• Plan Upgrades 

• Negotiate service contracts such as 

SLA 

• Optimize content delivery 

• Usage policing 

• Bandwidth availability 

• Response time 

• Packet loss 

• Reachability 

• Connection rates 

• Service qualities 

• Host performance 

Vendors • Improve design and configuration of 

equipment 

• Implement real-time debugging and 

diagnostics of deployed network func-

tions 

• Trace samples 

• Log analytics 
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monitoring, on the other hand, injects data into the network and observes the behaviour of the injected data. 

Hence active monitoring might affect the network and receiving nodes while monitoring [44].  

2.4.1 Active Monitoring 

Active monitoring measures the network by examining the behaviour of special data packets, called probe 

packets, that are generated and injected into the network. The generated probes can be packets of a variety 

of types, depending of what they are supposed to measure. This could be a TCP packet with no payload at 

all, or an UDP packet only containing a timestamp [43]. Active measuring tools often probe these packets 

since they must be carefully constructed to represent actual network traffic. These representations can vary 

from packet size to the packets prioritising in the router. Since active measurements injects probe packets 

into the network to obtain observations, it consumes network bandwidth, which can cause network inter-

ference and measuring interference if two or more measurements are performed simultaneously. The net-

work interference is directly derived from the amount of traffic in the current network while measuring 

interference can be caused by, not only the increased amount of traffic in the network, but also the analysing 

load on the targeted server [2]. It is important to understand that a busy server CPU can cause increased 

latency and TCP timeouts, interpreted as packet losses, which is not directly related to network issues. Thus 

active monitoring often requires scheduling to prevent measurement interference.  

2.4.2 Passive Monitoring 

Passive network monitoring gather network metrics from existing data flows in the network. It is often 

performed by listening to traffic, which is duplicated in the network with link splitters or hubs, but could 

also be performed by analysis of router buffers [43]. One common passive monitor is RMON, RFC1757 

[45] which allows remote passive monitoring from a central location where statistics and alarms can be 

generated by any time. One of the main benefits of using a passive monitor is that the passive monitor does 

not inject any probes into the network. Thus, measurement interference cannot occur when using a passive 

monitor. However, the passive monitor works through gathering statistics from aggregated data. For high 

speed networks and data centres the amount of data generated can cause problems for some systems, using 

several passive capturing points in the network. Modern passive monitors tends to optimize and reduce the 

amount of disk required to perform accurate analysis, though compression and removal and statistical sam-

pling of data [43].  

2.5 ConMon: Network Performance Measurement Framework 

This section will be based on the provided paper [46]. The scheduler will be evaluated as an integral part 

of the ConMon monitoring system.  

 

ConMon is a distributed, automated monitoring system for containerized environments. The system was 

developed foremost to adapt to the dynamic nature of containerized applications, where the monitoring 

adapts to accomplish accurate performance monitoring of both computer and network resources.  

 

The monitoring is performed by deploying monitoring containers on physical servers, running container-

ized applications. By allowing the monitoring containers to run adjacent to the applications, monitoring 

will be performed from an applications point of view, while still preserving application isolation. A more 

detailed description of ConMon can be found in the Appendix, under the section Appendix: ConMon: Net-

work Performance Measurement Framework. 
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3 Related Work 

Network monitoring and scheduling of monitoring tasks have previously been studied, both in academia 

and industry, where existing network monitoring systems are running in large data centres today. Never-

theless, development in cloud technology and growing popularity of network delivered services over virtu-

alized infrastructure, introduces new ways to perform network monitoring. Since traditional data centre 

computing is shifting towards scalable cloud environments where cloud interoperability and layered virtual 

abstraction of hardware introduces new challenges to traditional network monitoring, a part of this thesis is 

to view underlying hardware as an abstraction to schedule network performance monitoring from an appli-

cations point of view.  

 

3.1 Pingmesh: A Large-Scale System for Data Center Network Latency 
Measurement and Analysis 

Guo, et al. [2] introduces a network monitoring system suitable for large data centres, that connects to 

geographically separated data centres. The paper describes the necessity of having to perform the network 

monitoring measurements as close to the hardware where the applications reside, to determine whether an 

incident is network related or not. The scheduling algorithm for active monitoring is based on multi-tier 

graph, formed by the different granular sections of a datacentre. Servers residing under the same top of the 

rack switch form one graph. These server groups will be on the higher level, treated as one unit, called a 

pod. Scheduling will then be determined in a intra and an inter-pod level.  Separating the different graph 

tiers gives a better understanding of where the problem might reside within the data centre. The scheduling 

is based on having a centralized controller, generated monitoring schemes, containing of server pairs. These 

pairs are generated to match the multitier graph where the monitoring server pairs reside under the same 

top of the rack switch. For inter-pod monitoring server pairs under the respectively top of the rack switches 

are chosen to monitor each other at a given time. Thus each pod can be viewed upon as a virtual node. The 

details of how the monitoring pairs are scheduled is not revealed in the paper.  

 

 

As the Pingmesh system still monitors network based on where physical hardware resides, and in addition 

requires knowledge about the underlying physical network infrastructure, the system differs from the sys-

tem to be evaluated in this thesis. Even though there are similarities as having monitoring performed as 

close to the server applications and reducing the amount of monitoring pairs by avoiding letting all servers 

monitor each other, the detailed mechanism of the scheduling remains unknown.  

3.2 Semantic Scheduling of Active Measurements for meeting Network 
Monitoring Objectives 

The paper Semantic Scheduling of Active Measurements for meeting Network Monitoring Objectives [9], 

presents a scheduling algorithm for active network monitoring systems. The algorithm is based on assigning 

priorities to network monitoring tasks, where the tasks are executed in such a way that no measurement 

interference can occur. The scheduling algorithm also supports concurrent monitoring between nodes.  

 

In contrast to this thesis, the semantic scheduler differs in two perspectives. First being that the scheduling 

is based on a hardware level, and considers the physical links and middleware boxes in the network. This 

is less suitable for the cloud network monitoring system where only the virtual links between the system is 

known. In addition, the system relies on a centralized scheduler, to generate the monitoring scheme. This 
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part might not be ideal for short lived micro-services where only the nodes running an application should 

be monitored. Generating entire schemas for monitoring each time a new application container enters the 

system and requires monitoring is not suitable for the Container Monitoring system.  

3.3 Scalable Network Tomography System 

In the paper Scalable Network Tomography System [47] an active network monitoring scheduler is proposed 

as a part of a network monitoring system. The scheduler is a distributed concurrent scheduler with similar 

intents as the requirements for the scheduler proposed in this thesis. The scheduler proposed in this thesis 

will be implemented as a further improvement of the scheduler proposed in the paper, as well as evaluating 

the differences between the two schedulers. Additional differences are that the Scalable Network Tomog-

raphy System is based on monitoring entire servers, whilst this thesis will focus on containerized network 

monitoring and that the presented scheduler in this thesis is implemented to run as a part of an already 

existing system.  

 

3.4 HELM: Conflict-Free Active Measurement Scheduling for Shared 
Network Resource Management 

HELM [48] is a network measurement framework which can analyse network topologies to schedule active 

monitoring sessions without measurement conflicts. The system is implemented to use a centralized coor-

dinator, which abstracts the overall complexity of the network by hiding network elements into annotated 

network graphs. The scheduling is then later applied to the simplified, abstracted network graph. The sched-

uling algorithms calculates a conflict free monitoring scheme which allows active probing on the network 

without interference. The monitoring system, however, is implemented to use a centralized coordinator, 

which differs to the fully distributed scheduling algorithms presented in this thesis. Additional differences 

are that the HELM system, requires knowledge about the network topology and is designed to report stricter 

network results, rather than an applications achievable network metrics. Nevertheless, both schedulers are 

supports both physical and virtualized networks.  

3.5 Task-execution scheduling schemes for network measurement and 
monitoring 

Task-execution scheduling schemes for network measurement and monitoring [49], proposes an active 

monitoring scheduler, designed to create schemes for both periodical and on-demand monitoring tasks. The 

scheme is generated from a graph colouring perspective, called ascending order of the sum of clique number 

and degree of tasks.  The centralized generated monitoring scheme implements concurrent execution of 

various monitoring tasks in the network, and focuses on reducing the average waiting time for the periodic 

monitoring while reducing measurement conflicts. Comparing the intents of usage between the schedulers, 

from the paper and this thesis, the different in two key aspects. First key is that the Task-execution sched-

uling gives no insight where the actual scheduling should be performed. As the scheduler, proposed in this 

thesis, focuses on monitoring as close to the running applications as possible, while still allowing applica-

tion isolation, the two schedulers approaches active monitoring from two dissimilar arguments. The second 

key difference between the scheduling is that the Task-execution scheduling relies on a centralized point of 

scheme generation and task reporting. 
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3.6 Measurement Correlation for Improving Cooperation in Measurement 
Federations 

Measurement Correlation for Improving Cooperation in Measurement Federations [50] pro-

poses a measurement federation defined as a SOA. Each ingoing service accomplishes a limited 

set of functions, such as active monitoring and storage of results. Together all the self-contained 

services make up one federated deployment. The nodes are designed to dynamically adapt too 

new and terminating nodes. The paper presents a measurement correlation solution to reduce the 

resources utilized for active monitoring sessions. Similar to the proposed system in this thesis, 

where the measurement system can dynamically adapt after connected nodes, this thesis will not 

investigate correlation.  
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4 Network Monitoring terminology and notations 

 

Listing some basic notations of network monitoring. In this section the network will be evaluated as a 

directed graph 𝒢 = (𝒱, ℰ) [51]. The network nodes such as sending/receiving servers, routers and middle-

ware boxes are represented by the vertices 𝓋𝑖 ∈  𝒱 and the connecting links are represented by the graphs 

edges 𝑒𝑗 ∈ ℇ. The following expressions are based on the survey Active and Passive Network Measure-

ments: A Survey [43] where the network to graph modelling expressions are written based on the notations 

in Network Tomography on Correlated Links [51]. 

 

4.1 Path 

When a network packet traverse links and nodes to reach its IP destination, the set of traversed links and 

nodes is referred to as a path ℘𝑖 ∈ Ρ, in the set of all possible paths of the network. If a path ℘𝑖 ∈ Ρ traverses 

a link, 𝑒𝑗 ∈ ℇ then the link will be a part of the path 𝑒𝑗 ∈ ℘𝑖. Likewise, if a node 𝓋𝑖 ∈  𝒱 is traversed by the 

path ℘𝑖 ∈ Ρ then the node will be a part of the path, 𝓋𝑘 ∈  ℘𝑖. 

4.2 Link capacity 

The capacity of a link 𝑒𝑖, denoted 𝑐(𝑒𝑖) ∈ ∁, is determined by the highest reachable transfer rate the link 

can achieve. When measuring the link capacity on a Path the overall link capacity, 𝑐(℘𝑖)  is determined by 

the link with the least capacity in the paths set:  

 

𝑐(℘𝑘) = 𝑚𝑖𝑛{ 𝑐(𝑒𝑖) | 𝐶 ∋  𝑐(𝑒𝑖)   ∀ 𝑒𝑖 ∈  ℘𝑘}  
 

Noteworthy is that the link capacity is defined according to the protocol layers. This means that the link 

capacity on layer 3 differs from the link capacity in layer 2, in the OSI stack, for the same link.  

 

4.3 Delay 

Delay, or latency, is the total time it takes for a packet, sent from a source, to arrive at its destination. When 

a packet is sent from its source, the packet goes through several stages of processing and propagation before 

it reaches its destination. Hence the end-to-end (E2E) latency is the sum of all experienced latencies, across 

the path ℘𝑖 ∈ Ρ. The end-to-end latency is:  

 

𝐷𝐸2𝐸(℘𝑖) =  𝐷𝑝𝑟𝑜𝑐𝑒𝑠𝑠𝑖𝑛𝑔 + 𝐷𝑡𝑟𝑎𝑛𝑠𝑚𝑖𝑠𝑠𝑖𝑜𝑛 + 𝐷𝑝𝑟𝑜𝑝𝑎𝑔𝑎𝑡𝑖𝑜𝑛 + 𝐷𝑞𝑢𝑒𝑢𝑒𝑖𝑛𝑔 

 

The processing delay is the accumulated delay caused by packet processing in the edge and intermediate 

nodes 𝓋𝑘 ∈  ℘𝑖, across a path. Normal causes of propagation delay are routers packet header examination 

for routing and checksum verifications.  

 

Transmission delay is the delay that arises when transmitting a packet on a link. This is a serial process and 

thus requires time. Let 𝐿[𝐵𝑖𝑡𝑠] be the length of the packet and 𝑅[𝐵𝑖𝑡/𝑠𝑒𝑐] be the transmission rate of the 

link. Then the transmission delay is: 
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𝐷𝑡𝑟𝑎𝑛𝑠𝑚𝑖𝑠𝑠𝑖𝑜𝑛 =
𝐿

𝑅
 

 

Propagation delay is the delay caused by physical propagation of a packet among a medium. For physical 

links, the propagation delay is dependent on the material of the physical medium.  

 

The intermediate nodes queues cause queueing delay. Most common, routers packet queues. The queueing 

delay is proportional to the nodes buffer size and the incoming and outgoing network traffic. Queueing 

delay estimations are often based on M/M/1/K queues using Kendall’s notation [52].  

 

Delay can be measured either one way or two ways. The two-way measurement tends to be easier due to 

no internal clock synchronizations are required between the source and destination nodes. The two-way 

delay measurement is most known as RTT, Round trip time where a sender measures the time it takes for 

a probed packet to be sent and reflected by a receiver. One additional delay measurement is Jitter, where 

the variation of one-way delay is measured by two probed packets at different points in time. The jitter 

measurement is useful when examining network congestions, router changes or timing drifts. Jitter can also 

be measured by calculating the difference in arrival time between two packets.  

 

 

4.4 Packet Loss 

As mentioned earlier routing queues can be modelled as M/M/1/K queues using Kendall’s notation [52] 

,where the first M stands for Markovian arrival, the second M stands for Markovian packet length. The one 

indicates that there is only one packet processor and the queue is of a fix length K. If the arriving traffic 

exceeds the routers processing time of the served packet, the router stores the packets in a queue. However, 

the queue is fixed in size and exceeding this queue will result in packet loss, where the packets are dropped 

at the queue. There are other causes of packet loss, such as faulty software and hardware configuration in 

nodes where packets are dropped. Likewise, the TCP timeout mechanisms [53] can result in receiving hosts 

discarding packets. Measuring packet drops is therefore very important when investigating network perfor-

mance or troubleshooting error prone nodes in the network [2].  

4.5 Throughput 

Measuring throughput gives information regarding how much data in relation to time, that can be trans-

ferred over a certain path ℘𝑖 ∈ Ρ, where the transfer rate is expressed in Bits per second.  

4.6 Available bandwidth 

Available bandwidth measures the free link capacity over a path ℘𝑖 ∈ Ρ. The measurement can be calcu-

lated by letting 𝑢(𝑒𝑖) ∈ 𝑈 represent the average utilization of the link 𝑒𝑖 ∈ ℇ. The available bandwidth 

𝛼(𝑒𝑖)  ∈ 𝐴 of the link 𝑒𝑖 ∈ ℇ can then be expressed as: 

 

𝛼(𝑒𝑖) = (1 − 𝑢(𝑒𝑖))𝑐(𝑒𝑖) 

 

Where the available bandwidth over a path ℘𝑖 ∈ Ρ is expressed by: 

 

𝛼(℘𝑖) = 𝑚𝑖𝑛 { 𝛼(𝑒𝑖)| 𝐴 ∋  𝛼(𝑒𝑖)   ∀ 𝑒𝑖 ∈  ℘𝑘} 
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4.7 Goodput 

Goodput, also known as application throughput, is the throughput experienced from the application level 

of a source node. The goodput can be calculated by subtracting the header overhead from throughput to-

gether with the retransmissions if they occur.  

4.8 Network monitoring tools 

This section will give a short description of the monitoring tools, relevant for the scheduler and ConMon.  

4.8.1 ICMP Ping 

ICMP Ping is a simple networking tool for evaluating the reachability of an IP network device and the RTT 

between the device and sender, see Delay. It uses the ICMP, Internet Control Message Protocol [54], in-

stead of UDP or TCP as transport protocol [55] where it requests an echo reply from a IP network device. 

If the device is reachable in the network and works correctly, the echo requester should receive a reply. 

From this reply the RTT is calculated. 

4.8.2 Traceroute 

Traceroute is a networking tool used to discover the paths a packet would take from a source to an IP 

destination. Traceroute uses two different transport protocols to detect paths and to send information back 

to the sender. When tracerouting a host IP the source system sends three UDP datagrams to an invalid port 

of the host IP [56], where each datagram is equipped with a TTL, Time-To-Live, set to 1. Once (and if) the 

datagrams reaches an IP node along the path, see Path, the datagram will expire, which causes the IP device 

to respond to the source IP with an ICMP packet indicating that it received the datagrams. When the source 

IP node receives the ICMP packet, it extracts the IP of the IP node along the path and repeat to send 3 new 

UDP datagrams, with the TTL set to two. The process will repeat, where TTL is incremented each step, 

until an invalid port is reached. Once the source receives an ICMP packet indicating that the datagram has 

reached an invalid port, the source will interpret the ICMP as the reached destination. The IP nodes along 

the path can then be analysed by the sender, to gain understanding about the path of a network flow.  

4.8.3 Iperf 

Iperf is a commonly used tool for estimating the end-to-end throughput, latency, jitter, and packet loss rate 

across a path. Iperf is implemented to use client-server model where measurements are performed by gen-

erating UDP or TCP flows in the client. The generated packets are then injected into the network and trans-

mitted across a path to until it reaches the Iperf destination server. The packets are then analysed and the 

results are returned to the client when the stream completes [57]. Both the Iperf server and clients can be 

run in parallel by defining session specific ports for listening and sending.  

 

 

Identifying the throughput across a path is performed by Iperf according to the section Available bandwidth, 

where the bottleneck of the path determines the paths throughput. The article Measuring end-to-end band-

width with Iperf using Web10 [58] states that the end-to-end bandwidth, measured with Iperf, is not only 

correlated to the network but also the TCP/IP stack, processing power, NIC speed and buffer sizes at the 

end host. By default, Iperf uses the TCP implementation of the underlying Operating System. This thesis 

will use the Linux distributions Ubuntu [59] and Centos [60] for evaluation purposes. Both Ubuntu and 

Centos implements the TCP implementation CUBIC[61], see Appendix A. However, Iperf can also perform 

measures using UDP where packet drops and jitter of a link can be obtained. These results are calculated 

and accumulated in the server. The TCP throughput monitoring can be measured accurately through con-

trolling the socket buffer size and TCP window size. This measurement of achievable throughput is unique 

and slightly different from other end-to-end bandwidth tools [62].  
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4.8.4 NetPerf 

NetPerf [63] is a network benchmark tool, similar to Iperf, developed by Hewlett-Packard. NetPerf is used 

in a client-server model, where the NetPerf client runs tests against the NetPerf server and the client and 

the server are run from separate executable files. Similar to Iperf, NetPerf can perform test over UDP and 

TCP to gather statistics regarding throughput and end-to-end latency. In addition, NetPerf can also measure 

CPU usage and response time.  

 

A comparison between Iperf and NetPerf can be found in the article Performance Monitoring of Various 

Network Traffic Generators [64]. The article shows that Iperf manages to reach a slightly higher rate of 

injected traffic into the link, whilst tending to have more variance between measurements. Since Iperf is 

proven to have a more aggressive traffic generation, than NetPerf, it will be used in the schedulers imple-

mentation to avoid measurement conflicts.  

4.9 Impact on the network 

The impact of the different active measurement tools has a varying impact on the network and servers. 

Commonly used conflict matrices found in [9] [10] [65] [66] describes the impact on servers and networks 

when running different active monitors in parallel along the same path or to the same target server. These 

papers evaluate the different monitors from a CPU and throughput intensity point of view.  

 

Since both ICMP Ping and Traceroute send a small quantity of packets, if not altered, they are considered 

to be non-conflicting for both network traffic and server CPUs. Calculations are based on timestamp dif-

ferences and simple extractions of ICMP headers. Throughput performance monitoring tools, on the other 

hand, are considered to be conflicting due to the CPU power required to generate and analyze the vast 

quantities of data that is needed to be generated to match the capacity along a network path. In addition, 

injecting enough data into the network to measure the available throughput will result in congestion, lower 

Goodput and increased delay from increased queueing time.  

Table 3: Tool Conflict Matrix, explaining what tools that can be run in parallel without conflicts. [9] [10] [65] [66] 

  Iperf3 NetPerf Traceroute ICMP Ping 

Iperf3 Conflict Conflict Ok Ok 

NetPerf Conflict Conflict Ok Ok 

Traceroute Ok Ok Ok Ok 

ICMP Ping Ok Ok Ok Ok 
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5 Evaluation of Measurement Interference 

This section will describe evaluations of running multiple active monitoring instances in different scenarios 

to determine if and what parts of the ConMon active monitoring that require scheduling for active monitor-

ing.  

5.1 Scenarios 

To evaluate the how active monitoring affects shared links and shared servers, three different topologies, 

presented in Figure 3 have been evaluated. The three topologies will be used to evaluate the CPU utilization 

and the network metrics available from Iperf.  

 

In the first scenario, scenario a in Figure 1, up to 16 containers running Iperf clients will be run in parallel, 

in both UDP and TCP to evaluate how the CPU and throughput will respond in both the server and client. 

The throughput will be compared to the same scenario ran without any container virtualization to see how 

the extra layer of virtualization affects throughput.  

 

The second scenario, scenario b in Figure 3, will run up to 16 Iperf client containers distributed evenly on 

two VMs. The server will run 16 parallel Iperf servers. This scenario wants to measure how the target 

servers will react with an increasing amount of traffic generated from two virtual machines. The third sce-

nario, scenario c in Figure 3 will be a more extreme variant of scenario b, where four VMs running 16 Iperf 

client containers will target the same VM running parallel containerized Iperf servers.  

 

The evaluation should give some insight of how much CPU containerized Iperf applications will consume 

and how increased CPU utilization affects bandwidth. Also the server will be evaluated to see how it will 

react in all three cases. The server will be evaluated by analyzing CPU utilization and if there might be any 

correlation with the throughput it manages to analyze.  

5.2 Testbed 

The system was setup in an OpenStack cloud environment. The underlying hardware is unknown, as well 

as the VM mapping to the physical servers. Each VM is configured to use Docker and the Docker-compose 

Figure 3: Three different scenarios to evaluate multiple Iperf Sessions sharing a common link and server 
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orchestration system, see Orchestration. The underlying virtual machines runs on 2 vCPUs and 2 GBs of 

memory. Each container runs a REST interface implemented in java, where the Java Spark library [67] was 

used to leverage the REST implementation. The REST interface is responsible for starting the parallel serv-

ers on the server VM, starting the Iperf client sessions, starting pidstat measurements and returning the 

acquired data from Iperf and Pidstat. The Iperf client container sessions will run TCP or UDP measurements 

for 10 seconds in parallel to the other Iperf Containers.  

 

The server and client REST interfaces is communicated to by a Java program, referred to as the Java Col-

lector, running on a separate virtual machine inside the OpenStack cloud environment. The Java Collector 

is responsible for sending HTTP messages to the client and server rest interfaces inside the containers to 

start/stop Iperf and Pidstat measurements. It will run each experiment 20 times, where the average results 

of each run is calculated and stored as CSV files for further analysis. The Java Collector will repeat the 20 

measurements for 1,2,4,8 and 16 parallel client containers for scenario a and 2,4,8 and 16 parallel client 

containers for scenario b. Lastly, the same 20 measurements will be repeated for scenario c, but with 4,8,16 

parallel Iperf client containers. The increased number of Iperf client containers is to ensure that all VMs 

are active at all times. The evaluation performed twice, one running UDP and one running TCP. The results 

are then analysed in excel to calculate the sum and average of all acquired results.  

 

Comparing the results from the parallel Iperf sessions using no containerization to the concurrent contain-

erized Iperf session can give insight on the overhead introduced by the extra layer of virtualization.  

5.3 Measurement Interference and Link Capacity 

Figure 4 shows the throughput from running 1 to 16 Iperf sessions in parallel. Seen in the figure, running 

one Iperf session between the two VMs gives a base estimate throughput of 4.6 Gbps, which can be assumed 

to be the link capacity between the two VMs. Increasing the number of parallel sessions decreases the TCP 

throughput for each Iperf session. However, when calculating the sum of the concurrent TCP sessions the 

aggregate throughput increases slightly. This behaviour is expected when running parallel executions of 

TCP that exceeds the link capacity [68]–[71]. The increase of aggregate end-to-end throughput when run-

ning parallel TCP streams is caused mainly by two factors. The first, and most commonly explained factor 
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[68], is due to the TCP congestion control, see Transmission Control Protocol. When a packet drop occurs, 

the TCP will initiate its slow-start congestion control algorithm where the throughput drastically is de-

creased by its sender. When using a TCP implementation such as TCP Reno, the send rate will be decreased 

to half its initial send rate and then continues to increase the end-to-end throughput linearly until a packet 

drop occurs again. Thus, a standard implementation of a single stream of TCP uses roughly 75% of the 

networks capacity for a network stream, due to congestion control.  

 

 

However, using parallel TCP streams means that the slow start of one TCP stream, results in more available 

throughput for another TCP stream, where the CWND will continue to increase for the parallel TCP stream. 

Thus the slow start of one stream will be compensated by the increasing CWND of the parallel stream, 

increasing the aggregate throughput of the parallel TCP streams. There are formal models to calculate the 

aggregate throughput estimate which takes different factors and properties into account. The paper Parallel 

TCP Sockets: Simple Model, Throughput and Validation [68] presents a rough estimate of aggregate 

throughput which can be used to evaluate the aggregate throughput for the conducted evaluations. The 

model is presented as: 

 

�̅�(𝑁) = 𝑐 (1 − 
1

1 + 
1 +  𝛽
1 −  𝛽

𝑁
) 

 

Where �̅� is the aggregate throughput, N is the number of parallel TCP connections, c is the link throughput 

capacity and 𝛽 is the TCP slow start value between 0 < 𝛽 < 1. For TCP Reno 𝛽 = 1/2.  

 

In Figure 5 the same evaluation is executed but now, each Iperf Client runs inside a container. Comparing 

the throughput between the non-containerized evaluation against scenario a, in Figure 5 shows that the 

throughput overhead introduced from an extra layer of virtualization is negligible. Both links achieves a 

throughput close to 4.6 Gbps when running 1 Iperf session. The same pattern can be observed when com-

paring scenario a and b to the non-containerized evaluation. Running two Iperf containerized clients con-

currently increases the throughput slightly and gives a total throughput close to 5Gbps. The same pattern is 

seen when comparing scenario a and b to the non-containerized execution. 

 

Nevertheless, scenario c deviates from scenario a and b, but also from the non-containerized execution. 

When comparing the throughput from the non-containerized execution, scenario a and b to scenario c it can 

be observed that scenario c achieves almost twice the send and receive throughput. This increase in through-

put is caused by due to the mapping of physical servers to virtual machines. In scenario c, it can be inferred 

that one of the VMs are mapped to another physical server in the data centre, thus it does not share a link 

with the other containers residing on the same physical server. Comparing the max link capacity between 

the results gives insight to the physical mapping of the virtual machines. In scenario a and b the max link 

capacity for 4 concurrent runs is close to 1.6 Gbps. Yet, the max link capacity achieved for scenario c is 

close to 4.8 Gbps, comparable to the link capacity estimated when running one singular Iperf session.  

 

Analysing the CPU utilization in comparison to the achieved throughput shows that the CPU utilization for 

both the sender and client are correlated to the total throughput of all sessions.  

 

 

In conclusion, since the mapping between the virtualized layers and physical servers are not known it is 

possible to have containers in VMs mapped evenly throughout the data centre so that they don’t share the 

same outgoing link. In such a case the CPU of the VM running an Iperf server might run the risk of over-

loading the CPU and ingoing bandwidth of the machine. Thus, throughput and CPU intensive active mon-

itoring should be scheduled foremost to avoid the scenario:  

 

Multiple machines, residing on different physical servers with their own links performing CPU or 

throughput intensive monitoring of same remote machine.  
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Figure 5: CPU Utilization and Bandwidth for scenario a-c, running TCP 
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6 Scheduling Algorithms 

Since the active monitoring system should be distributed, the scheduling algorithm will adhere to this intent. 

Implementing distributed schedulers requires the scheduling decisions to be based on less information com-

pared to a centralized scheduling model. Expressed by Fizzano .P in the thesis Centralized and Distributed 

Algorithms for Network Scheduling [72] 

“A centralized scheduler has global knowledge of all the processors' workloads on which to base its decisions. 
This is the common assumption in combinatorial scheduling models. In contrast, a distributed scheduling al-
gorithm must decide where to pass jobs using only local knowledge, such as its own workload and the workload 
of neighboring processors…” 

 
Stated in the section Evaluation of Measurement Interference, measurement conflicts occur where two or more ma-
chines measure the same target machine. Hence the scheduler should be implemented to avoid parallel, concurrent 
measures to the same machine.  
 
Following section will describe scheduling algorithms, suitable for this thesis. Since most scheduling algorithms are 
not distributed by default, time to implement and evaluate will be considered when deciding suitable algorithms for 
this thesis.  

6.1 Round Robin 

Round Robin [73] is a simple scheduling algorithm, often used in network schedulers such as DNS load 

balancers [74] and best effort packet switchers [75]. Round Robin is explained in Operating Systems: 

Three Easy Pieces [73] as the scheduling algorithm built around executing jobs in fixed slices of time 

units or work cycles, called a Scheduling Quantum or just Quantum. During this quantum, only one job is 

performed whilst the rest of the queue must wait for its own turn. When one quanta reach its limit such as 

a time limit or one job completes, the next scheduled job will be executed. For finite scheduling this process 

will continue until all the jobs complete, and for infinite scheduling the process will continue to schedule 

the upcoming job.  

 

Due to Round Robins non-concurrent nature two things are guaranteed; No starvation of a process, since 

all the processes get a fair amount of time executing, and specific to this thesis, and no measurement con-

flicts since Round Robin is not concurrent by default. One common scheme that utilizes the Round Robin 

scheduling in a distributed scheme is the Token Ring or IEEE 802.5[76].  

 

Even though Round Robin fulfills the conditions of avoiding both measurement conflicts and starvation, it 

will not scale well, for the purpose of this thesis. This is due to its lack of concurrent execution. When the 

number of nodes, to be monitored increases, the number of jobs to be scheduled will increase at scale. Since 

no concurrent measurements are done by default, the only way to decrease the time to reach full monitoring 

coverage, that is when all machines have been monitored at least once, would be to decrease the time it 

takes to monitor each machine. Thus alternative concurrent methods should be evaluated. 

6.2 Controlled Random Scheduling 

Controlled Random Scheduling, or CRS,  is a scheduling method proposed in the thesis work Scalable 

Network Tomography System [47], and in the paper A Self-Organizing Scalable Network Tomography Con-

trol Protocol for Active Measurement Methods [77]. CRS is a distributed scheduling algorithm developed 

for scheduling of active measurements in networks. The scheduler is designed to avoid network congestions 
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by reducing the amount of concurrent measurements being performed in the network. The number of de-

sired concurrent measurements in the network is set from the start by intents.  

 

To run CRS in the cluster, each node must know how to reach the other nodes at the given time of sched-

uling. CRS assumes that each node can be in one of the two states; Measurement state and the Sensor state 

at a given point of time. By alternating between these states over time, each node can both be monitoring 

other nodes or perform monitoring on other nodes. Switching between the states is performed by the Con-

trolled Random Function. The Controlled Random Function makes the decision randomly by using pseudo 

randomizers to randomize a number, and then comparing it against a threshold. If the number exceeds the 

certain threshold, the node will become a Measure node, otherwise it will become a Sensor node. By setting 

the threshold, the desired ratio of Measure and Sensor nodes can be expressed. However, the decision is 

still made randomly, thus Controlled Random Scheduling. This decision is then repeated periodically for 

all nodes in the cluster.  

 

The CRS adheres to the following steps to perform measurements without measurement interference ran-

domly and concurrently: 

 

1. Role decision based on the controlled random function, dividing the nodes into Measure and Sensor 

nodes 

2. If the node is a Measure node  

a. pick the first node randomly from the list of known nodes and send a monitoring request. 

b. If the node is a Sensor node and is free, start monitoring. 

c. Else move on to the next node in the list and repeat 2.b 

d. When the time t expires, repeat from 1. 

3. If the node is a Sensor node: 

a. If free, accept incoming monitor request 

b. Deny other measurement request whilst measuring 

c. Once the measurement is done, repeat 3.a 

d. When the time t expires, repeat from 1. 
 

Using the scheduling algorithm allows the system to perform concurrent and distributed monitoring sched-

uling whilst still avoiding measurement conflicts by rejecting conflicting requests. The CRM scheduler is 

implementable within the thesis timeline and is probable, but not guaranteed, to reach a full monitoring 

coverage before the Round Robin scheduler, due to its concurrent measures. Nevertheless, the algorithm 

lacks the guarantee that a Measure-Sensor pair will be monitored once, also known as starvation. In Scala-

ble Network Tomography System [47], figure 16.4, simulations of the algorithm shows that the algorithm 

never manages to measure all sensor/monitor pairs over the simulated timespan.  

 

Over a longer period, probability ensures that the node-pair will be monitored at least once. For short lived 

services such as Micro-Services, the random-based scheduling might become favorable for certain monitors 

than others, thus not ensuring the full measurement coverage between all relevant node pairs.  

6.3 Controlled Priority-based Scheduling 

 

The Controlled Priority-based Scheduler, abbreviated CPS, is a suggested improvement of the scheduling 

algorithm, based on the CRS, see Controlled Random Scheduling. CPS inherits the concurrent and distrib-

uted properties from CRS where each node is being allowed to switch between a monitor and a sensor node 

at a given random period. In addition, a static period can be set for the time the node should spend in each 

state. The CPS algorithm, however, uses a priority based scheme to decide which monitor/sensor pairs to 

measure. The priority will be implemented as the current time difference between last monitoring event. 

The priority based scheduler is designed to prevent starvation and in addition, get a more consistent moni-

toring period, between all the monitor/sensor pairs. For instance, it is possible for the CRS scheduler to 

measure the same monitor/sensor pair repeatedly in a short interval of time, whilst neglecting other moni-

tor/sensor pairs during that period. The CPS algorithm will strive to achieve more consistency in measuring 

intervals, by always trying to measure the node with the given highest priority. This will result in a cyclic-
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alike pattern where the monitor/sensor pairs that haven’t been monitored for the longest period will be 

prioritized over the remaining possible monitor/sensor node pairs.  

6.3.1 Controlled Priority Scheduler Modules 

The basic modules of the scheduling consist of a monitor module, a sensor module, and a controller module. 

Figure 6, shows an overview of the different components main responsibilities. These modules will be used 

in the two different states; the Monitoring state and the Sensor state, while the Controller modules main 

responsibility is to handle the time each node should spend in each state. A node, currently in the monitor 

state is referred to as a monitor node, while a node in the sensor state is referred to as a sensor node.  

6.3.1.1 Sensor Module 

The sensor modules main responsibility is to grant access to the measure request with the highest priority, 

sent from a monitor node. This monitor approval is implemented by letting the sensor node having a listen-

ing period for a fix number of seconds. During the listening period the sensor node will store the first request 

as the highest priority, leaving the monitor node waiting. If another request arrives during the listening 

period, the sensor node will compare the priorities between the two requests and store the request with the 

highest priority, followed by sending a denying monitoring response to the node who sent the lower priority 

request. This process will repeat until the listening period expires. Then the sensor node will send a granting 

monitoring response to the stored monitor node with the highest priority.  

 

After granting a monitoring request the sensor node will deny all incoming monitoring requests for a fix 

period, enough for the monitoring event to complete. If the monitor event completes before the expiration 

time, the monitor node will reset the sensor node. This expiration time prevents the sensor nodes from 

blocking incoming requests if the monitor node would fail to unlock the sensor node during a monitoring 

event. Once the monitor node has completed the monitoring event, the sensor node will go back to the 

listening state. On the event that the sensor nodes listening period expires, without any incoming request, 

the sensor node will grant access to the first incoming request.  
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6.3.1.2 Monitor Module 

The monitoring module is responsible for obtaining the first listening sensor node with the highest priority. 

This feature is implemented by referencing all the host endpoints in a sorted a list, containing a reference 

to the host endpoints and their corresponding priorities. The list is sorted based on priority in a descending 

order. The monitor node will then send monitoring request to the first host in the list. Due to the sensor 

nodes listening period, the monitor node will have an expiration time on the request, that is set to one second 

longer than the sensors listening period. If the request waiting period exceeds the expiration time, the mon-

itor node will remove the node from the list of potential sensor hosts. This expiration could be due to a 

faulty sensor node where the expired connection will be reported as an error. However, if the sensor node 

is functioning correctly, the monitor will receive a monitoring response, containing information about the 

sensor node. The response will tell the monitor if the host is in the sensor state, if the node is busy or not 

and if the request has been granted.  

 

On a granted request the monitor node will open monitoring servers on the sensor node and perform the 

monitoring event. Once completed the servers will be closed and the monitor node will report the results. 

Sensor 
Module

Accept and respond to Monitoring 
Requests:

•on initiation

• after a successful monitoring 
event 

• after a time-out

Deny Monitoring 
Requests during a 
monitoring event

Keeping track on the 
current request with 
the highest priority 

during a listening event

Approving monitoring 
for the request with the 

highest priority

Denying requests with 
priorities lower than the 
current highest priority

Controller 
Module

Add new nodes to the 
monitor system

Remove nodes that are 
not longer responding 

from the monitor 
system

Setting the time the 
node will spend in the 
sensor/monitor mode. 

Can be static or random

Switching the node 
between the states

Initiation of states

Monitor 
Module

Obtain the sensor node 
with the highest priority 

that is listening to 
monitor requests

Send monitor requests

Perform the monitoring 
event, on an approved 

monitoring request 

Starting and stopping 
remote monitoring 

servers

Reporting the result

Figure 6: Responsibilities of the main components of the Controlled Random Priority Scheduler 
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If, however, the monitor event contains errors the monitor will not close the servers, depending on the error 

type. If the port is busy, this could for instance be a user triggered event and thus the servers should remain 

open. On a successful monitoring event, the monitor module will restart its process by re-referencing the 

host endpoints and priorities in a sorted list.  

 

If the monitoring request is denied however, the monitor node will remove the host from the sorted list and 

try the second highest priority in the list. If all requests for all nodes in the list are denied, the monitor node 

will wait a period for the system to change state, and then repeating by re-referencing the host endpoints in 

a sorted list.  

 

6.3.1.3 Controller Module 

 

The controller modules main responsibilities are initiation of the node state, adding healthy monitoring host 

endpoints, removing unreachable host endpoints, randomizing the time the node should spend in the sensor 

and monitoring mode, and switching modes. The controller initializes by randomizing the node state, to a 

monitor or a sensor state. Once the initial state is set, the controller will then randomize the time the node 

should spend in the sensor and monitor state. The minimum and maximum time will scale according to the 

number of nodes in the cluster. The controller will give the monitor and sensor mode the same amount of 

time based on: If the node has performed monitoring for a long period, it should receive monitoring for a 

long period. If the node has performed monitoring for a short period, it should receive monitoring for a 

short period. It is possible to set a static scheduled time for the controller, to decide how long each node 

should spend in the monitoring and sensor state. 

 

The sensor mode is always followed by the monitoring mode, before the controller randomizes a new sen-

sor/monitor interval for the mode. Between the switching between the sensor mode and the monitoring 

mode, the controller allows all measurement events to complete by waiting a fix amount of time.  

6.3.2 Properties of Controlled Random Scheduling 

Stated above, CPS is a suggested improvement to CRS, where the main goal is to eliminate the high risk of 

starvation for larger clusters. Implementing the priority-based scheduler also provides the system with a 

more consistent periodic monitoring between all monitor-pairs, in contrast to a completely random timespan 

between monitoring events.  

 

Nevertheless, the system will introduce overhead for the listening periods and sending monitoring requests. 

This metric will be evaluated in the section Evaluation, where the Time Between Measurements will be 

evaluated for clusters of different sizes.  
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7 Design and Implementation 

7.1 Design 

The scheduler is designed to run as a part of the ConMon monitoring system. To run as a port of the system 

the same requirements and policies should apply to the scheduler as to ConMon. In practise it means that 

only one scheduler pod should run on each node that is running application containers and that the sched-

uling algorithm should be a distributed algorithm that can run without centralized components.   

 

Since the scheduler only schedules CPU and network intensive tasks, rather than running them, there was 

no need to optimize for performance, using a lower level language. Thus, Java is used for a quick and 

scalable implementation of the scheduler. 

7.1.1 Scheduling Application 

The scheduler is implemented in Java, using Java Spark [67] for HTTP REST calls. Once the scheduler 

executes the interface will listen for HTTP calls on port 4567. The API interface can be called to manually 

start and stop monitoring clients and servers, manually perform monitoring and to start the distributed 

scheduling, using the implemented scheduling algorithms, in addition to the scheduler communication be-

tween the services. The scheduler can also interact with Kubernetes to receive cluster information such as 

service endpoints, node/pod IPs and ports. This communication is performed by using the Kubernetes API 

server and the io.fabric8 [78] java library.  

7.1.1.1 Architecture 

As the scheduler implements three different scheduling algorithms which can be initiated and distributed 

among the cluster, the design utilizes Javas object oriented, modular capabilities to implement shared in-

terfaces and classes which specialized schedulers and monitors inherit. The scheduler consists of 6 packets 

to handle the scheduling, communication, and monitoring, namely: 

 

• DatabaseTools 

o This package is responsible to store data and metadata of the monitoring.  

o The database properties and storage policies is entered through an XML property file. 

• Interface 

o Contains the REST interfaces for both cluster-internal and external communication. 

• Monitor 

o In this package, the active monitors can be implemented. Adding a new monitor to this 

package is done by inheriting the abstract monitoring class which contains tools to interact 

with the OS to launch commands, and implements basic methods. The implemented mon-

itors should contain methods for starting/stopping servers and to run monitoring events.  

o This implementation implements the following monitors;  

▪ Pidstat: To monitor resource usage in each pod 

▪ Iperf3: To monitor bandwidth between the different nodes in the cluster. 

• ResultModels 

o This package contains classes in how the results should be stored. It implements tools for 

serializing objects into JSON files, JSON parsers and a CSV parser.  

• Scheduler 

o The scheduler packet implements three different schedulers, where all the schedulers im-

plements the abstract superclass Scheduler. The scheduling class contains methods for re-

porting to observer-nodes, triggering monitoring jobs, collecting data, and error handling.  
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o As the CRS and CPS monitors are both based on having sensor and monitoring roles, the 

CRS and CPS monitors shares implements abstract classes for these nodes, located in the 

scheduler packet. The controller is a common class for both CPS and CRS, where the mon-

itoring node and sensor node are polymorphic injected into the controller.  

• Tools 

o Consists of various tools for HTTP communication, policies and intents, and Kubernetes 

communication. 

  

The system is implemented to be a modular system which utilizes Javas inheritance. Database, networking, 

Kubernetes and monitor properties are all stated in XML property files which should be configured by the 

user prior to execution.  

 

For the evaluation implementation the scheduler will use pidstat and Iperf3 to demonstrate the schedulers 

capacity, where the nodes IP addresses and ports will be received gathered from Kubernetes. 

7.1.2 Implementation of Scheduling Algorithm 

The schedulers are initiated by calling any node in the cluster with the initiation endpoint. For the imple-

mented system, the three initiation calls are: 

 

Where <IP> is the IP of any of the cluster nodes. The cluster will then initiate the scheduler and distribute 

them to all the nodes in the cluster.  

 

The scheduling algorithms share reusable libraries and interfaces to fetch monitoring destinations and in-

tents. Since the evaluation will run, separately from ConMon, monitoring intents and destinations will be 

fetched from Kubernetes and XML properties. Yet, the scheduler implements APIs to receive these intents 

from the ConMon monitoring controller, for future use. Nevertheless, these features will not be a part of 

the evaluation.  

7.1.2.1 Round Robin 

The Round Robin algorithm is implemented by adding two entries in the REST interface. The first entry is 

added to initiate the scheduler and read intents. The second entry is for the round robin jump to the next 

node. On initiation, the cluster will fetch all nod endpoints by requesting Kubernetes and by reading the 

XML property files.  The endpoints will then be stored in an array. The scheduler will then iterate over the 

array, monitoring all nodes, with exception for itself. Once all nodes in the array are monitored, the Round 

Robin scheduler will pass the array forward to the next node. The next node is determined by letting the 

array find itself in the array, and then send it to the following node. If the node is the last node in the array, 

with no following nodes, the first node in the array will be called for Round Robin monitoring. This process 

will repeat as long as the monitoring pods are active. 

7.1.2.2 CPS and CRS 

Since the CPS scheduler is based on the CRS scheduler, the two schedulers share common base classes for 

the monitor and sensor modes. By inheritance the CPS and CRS monitor/sensor modes are then specialized 

for the scheduling algorithm behaviour. Using the common base classes for the specialized behaviour, only 

one Controller is used for both algorithms, using object polymorphism, where the CRS/CPS modes are 

injected into the controller.  

 

Both schedulers contain exposed endpoints to start and distribute the start command over the entire cluster. 

Once the scheduler starts, the controller fetches the IP and exposed endpoints of the current monitor nodes 

in the cluster, if they are not given in advance, by entering node values in the network XML property file. 

The controller will then do an initial randomize of whether the node should start as a monitor node or a 

sensor node. This initial randomization is only performed once, on initiation. Once the initial values are set, 

http://<IP>:4567/distributeCPS 

http://<IP>:4567/distributeCRS 

http://<IP>:4567/RoundRobin 
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the controller will randomize the time, the node should spend as a monitor and sensor. However, it is pos-

sible for the randomized time each node should spend in each node to be changed to a scheduled static time. 

 

In the monitoring mode, the controller will call a method for obtaining a node to measure. In CRS, this is 

done at random of all the nodes in the cluster, whereas the CPS algorithm will send measure requests to all 

nodes in the cluster, in a priority descending order. Once a node is obtained, monitor mode will start the 

monitoring event. For CPS the node is granted ensured to be allowed to measure. However, CRS will 

receive information of the obtained node when requesting it to start its servers. If the obtained node is busy 

or if it is in the monitoring mode, it will reply with this information, where the CRS node will try to obtain 

a new node to measure.  

 

Between each obtained node, the controller will track if the monitoring mode time has expired or not. If the 

current time is lower than the expiration time, the monitors will be allowed to obtain another node to meas-

ure before doing another expiration control. When the monitoring mode time expirers, the node will switch 

role, into the sensor mode.  

Controller

•Add new Nodes

•Remove Nodes not responding to Ping

•Get Time to spend in the Modes

Monitor Mode

•Obtain a node to measure

•If the cluster is running CPS

•Send measure request

•Start remote servers

•Perform monitoring

•Close remote servers 

Sensor Mode
•Respond to incoming requests with:

•If the node is a sensor node

•If the node is busy or free

•If the cluster is running CPS

•After the node receives the command to close server, 
start the listening period

•Grant monitor access to highest priority request

Controller – Initiation 

Randomize initial roles for the nodes 

Figure 7: The implementation of the interaction between the Controller, Sensor Mode and Monitor Mode. Since the 
system is distributed each node is implemented with its own autonomous modules. 
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The sensor mode for CPS and CRS implements a common sensor which can reply to incoming monitoring 

requests, and start monitoring server requests, with information regarding the role state of the node and if 

the node is busy or not. The sensor node also handles client failures by setting itself to not busy after a 

period, if it has not been reset by the client. However, the CPS sensor mode, will also have a method for 

setting a listening period as stated in the algorithm. During that listening period the incoming monitoring 

requests will be denied if there is a current request stored with a higher priority or if a new request with 

higher priority arrives. This feature is implemented by letting each request open a new thread to asynchro-

nously write to a common shared monitoring request variable, which stores the request containing the high-

est value. Once, each second, the sensor thread, compares its own monitoring request to the highest request. 

If the requests are equal, the sensor will continue to wait during the listening period. However, if the re-

quests are not equal, the sensor will send a denying response to the monitoring request. This asynchronous 

solution was implemented, to prevent all the accepted requests to wait during the listening period where 

only one request would be granted, resulting in less overhead of the priority scheme.  

 

When the sensor mode time expires in the controller, the sensor module will deny all attempts to start 

servers from remote monitors and deny all incoming monitoring requests. The controller will then check if 

any new nodes have entered the cluster and add them to the cluster nodes to monitor. After adding the new 

node, the controller pings all the cluster nodes to check if the nodes are reachable. The nodes that does not 

respond to ping will be deleted from the cluster monitoring nodes. Here on, the cluster will repeat the cycle 

of randomizing time followed by spending that time in the monitoring mode followed by spending the same 

period as a sensor mode.  

Accept Monitoring 
Request

•If the node is in the monitor mode deny access to monitor

Listening

•If the node is not listening grant access to monitor

Check Highest 
Priority

•Create a new thread with the Highest Priority Request as a shared variable

•Compare the priority of the highest priority request to the monitor request priority

•If the new Monitor Request priority is lower than the priority in the Highest Priority Request, send a 
denying response to the new Monitor Request

•Else set Highest Priority Request to the Monitor Request

Grant Highest 
Priority

•During the listening period, compare the Highest Priority Request to the Monitoring Request

•If they are equal, sleep for 1 second and repeat the above step

•If they are not, deny the Monitor Request

•If the listening time has expired, grant access to the Highest Priority Request

Figure 8: High level abstraction of the workflow for CPS Sensor Mode 
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7.1.2.3 Building and Deploying the scheduler 

The Kubernetes cluster can be deployed on OpenStack using a HEAT orchestration template [26]. The 

cluster nodes are configured to use Centos 7 [60] for the cluster nodes. Once the Centos instances are 

initiated, the orchestration will install Docker, Kubernetes and the Weave overlay network on all the cluster 

machines. When the Kubernetes master node is running, all the cluster nodes will connect to the master, 

via the Weave network. Last of all the template will orchestrate a private local Docker registry on the master 

node, where images can be built, pushed and pulled, without calling the Docker hub or external Docker 

registries.  

 

Using Heat templates, allows the system for future configuration tweaking and specialization, rather than 

using a static image snapshot. Note that the scheduler is designed to run on any cluster, and is not coupled 

to use this specific cluster or even a Kubernetes cluster, as portability is an important feature of the system.   

 

Once having a working cluster, the scheduler can be built using Docker. Docker will configure an image, 

based on the content of the scheduler´s Dockerfile. The Dockerfile, created in a similar fashion to the afore-

mentioned Heat template, will not use a static image; rather it will build the system from the Docker java:8 

image where libraries, runtime environments and middleware will be installed inside the Docker container. 

The Dockerfile uses Maven [79] to compile the java code into an executable JAR file, stored inside the 

container. Prior to deploying the application, network configurations must be entered in a XML property 

file, which the scheduler will use for networking intents, such as reaching the Kubernetes master or for 

specific port bindings on the monitors. The scheduler contains a Python script for automatic generation of 

deployment scripts and deployment descriptors for the cluster.  

Obtain Node

•Reference the cluster nodes in an array

•Sort nodes in a descending priority

Monitor Request

•Send Monitor Request to the Node endpoint

•Wait for maximum listening-period [seconds] 

Read Response

•If the response comes within the waiting period, continue to check the Monitor Response. Else remove the node from the 
referenced array and repeat monitor request

•If the reference array is empty, sleep for 2 seconds and then start over from Obtain Node

Granted Monitoring 
Response

•Start the remote monitoring servers and check the response

•On an Error response, act according to error type

•Set remote sensor to busy

Perform Monitoring 
Event

•Perform monitoring and report monitoring results

•On error, act according to error type

Close and Free

•Close remote servers

•Set sensor to not busy

Figure 9: High level abstraction of the workflow for CPS Monitoring Mode 
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The scheduler system is equipped with a script to automatically build and deploy the system. If this script 

is used the system will be built locally on the master node where the resulting image will be uploaded to 

the local, private Docker registry configured by the heat template. Once the image is uploaded on the local 

registry, the Kubernetes master will deploy scheduling pods on all nodes in the cluster, running the Docker 

image and expose the pods to the cluster network using Kubernetes services. When the pods are exposed 

as services the scheduling can be started, any time, by a HTTP call to any of the scheduling pods in the 

cluster.  

 

For evaluation and demonstration purpose the cluster will contain an additional observer-node in which the 

nodes can report status, measurements, and errors. The observer node can be configured in the network 

XML properties, by adding the IP address of the observer node. The observer node uses InfluxDB [80] and 

Grafana [81] to present results to the observer. However, since the intent of this thesis is to be implemented 

in the ConMon framework, storage of monitoring data is not part of this thesis, and thus, was not given 

further notice. 

7.2 Testbed 

The scheduler is evaluated in a testbed setup in OpenStack consisting of 32 nodes. The OpenStack envi-

ronment is deployed in one of Ericsson Research's Data centres. The physical hardware is not known to the 

user, and the scheduler is implemented to be fully portable where a cloud environment should be sufficient 

to run the monitoring scheduling system. As cloud systems tends to be geographically separated from each 

other, the system does not require any knowledge about the virtual network mapping, since the system only 

should monitor the network traffic from an application point of view. In other terms the system should not 

monitor total throughput capacity of a path from Node A to B, but rather it should report the throughput 

experienced between the two applications.  

 

The testbed is setup using the Heat template and deployment script described in section Building and De-

ploying the scheduler. The evaluation is performed in a cluster starting at 4 nodes which later is exponen-

tially scaled up to a cluster of 32 nodes. To observe and measure the schedulers, an Observer Node is 

deployed to the cluster. The observer nodes’ responsibility is to store result and error data from the sched-

ulers. In addition, the observer shows the cluster state at all times, by letting the nodes report critical events, 

such as errors, switching between roles and what node it is currently monitoring. Since the given resources 

are limited in the number of vCPUs the nodes are based on virtual machines running on one vCPU and 

1GB of vRAM. Nevertheless, the performance should be sufficient to run the monitors and scheduler. 

 

The testbed also contains a remote server with a lower link capacity network. This server is used as a 

realistic cloud scenario where not all cluster machines reside in the same data centre, or even the same 

continent. Using the Scheduler, this server is identified by examining the paths’ throughput between the 

different monitoring pairs.  
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Furthermore, the scheduler is evaluated over both the virtualized OpenStack network and one of Kubernetes 

Overlay networks to compare differences and see if the monitor can report any abnormalities. For instance, 

the overhead introduced from the overlay network.  

Figure 10: Abstraction of Testbed Topology – Virtualized. The top picture shows the layout for the cluster, using 
Openstack virtualized Neutron Network. Bottom picture shows the same topology, but now running the Weave over-
lay network 
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8 Evaluation 

The scheduler is evaluated from two different perspectives. The first perspective is to compare the different 

scheduling algorithms to evaluate which scheduler is most suitable for the scheduling algorithm. The sched-

uler is evaluated by scheduling Iperf3 sessions. Iperf3 is chosen as the monitors tool since it is a commonly 

used network performance monitoring tool, see Iperf. Furthermore, Iperf3 requires scheduling, since it is a 

CPU and network intensive monitoring tool. Metrics that are collected from the scheduling are CPU utili-

zation on both the client and the receiver, and throughput. These metrics are used to evaluate the second 

perspective of the scheduler; its ability to identify abnormalities in the network.  

 

The time one measurement requires to start remote servers, perform monitoring, process data, and close the 

remote servers was measured to 13.45 seconds. Although Iperf will monitor the remote server for 10 sec-

onds, the start and stop of servers in addition to data processing and waiting periods, results in 3.45 seconds 

overhead. Since no concurrency is allowed for Round Robin, the last node in the cluster must wait for all 

previous monitoring pairs to be monitored. Since the amount of monitoring pairs, in a cluster of size n is 

𝑛𝑝 = 𝑛(𝑛 − 1),  the average wait times for all monitoring pairs in the cluster is: 

 

𝑇 =  
1

𝑛𝑝
∗ ∑ 13.45 ∗ 𝑖 =  6.725 ∗ (𝑛(𝑛 − 1) + 1)

𝑛𝑝

𝑖=1

 

 

Using the relation ∑ 𝑛𝑝 =𝑛
𝑛𝑝=1

𝑛(𝑛+1)

2
 and 𝑛𝑝 = 𝑛(𝑛 − 1). Allowing concurrency, each node should meas-

ure n-1 nodes and receive measurements from n-1 nodes. In conclusion, this means that each node can 

perform one monitoring event and receive one monitoring event each 2*13.45 seconds. If all nodes where 

scheduled, to allow a node always participating in a monitoring event, then the average wait time for all 

nodes in the cluster is: 

 

𝑇 =  
1

𝑛
∗ ∑(2 ∗ 13.45 ∗ (𝑖 − 1))

𝑛

𝑖=1

= 13.45 ∗ (𝑛 − 1) 

8.1 Scheduler Performance 

 

The scheduler performance evaluates the properties of the actual scheduling rather than the results. The 

evaluation should show the level of concurrency of the distributed scheduler, without using parallelism. 

The scheduler will be evaluated after the following metrics: 

 

Time to reach Full Coverage 

Full coverage is defined as when all nodes have monitored all nodes, in other words when all possible 

monitoring pairs have been monitored at least once. As the amount of monitoring pairs is quadratic to the 

number of nodes in the cluster. A cluster containing N nodes will have:  

 

𝑀𝑜𝑛𝑖𝑡𝑜𝑟 𝑃𝑎𝑖𝑟𝑠 = 𝑁 ∗ (𝑁 − 1) =  𝑁2 − 𝑁 
 

Monitoring combinations. In context to a rather small number of nodes, the time to reach complete coverage 

will increase quadratic if no concurrency is present. Note that reaching full coverage means the time to 

reach 𝑁 ∗ (𝑁 − 1) unique monitoring pairs. The full coverage should tell the worst case scenario where the 
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time is the longest period a node has not been measured for. In relation to ConMon, the amount of moni-

toring pairs is based on application communication. This means that the quadratic formula above holds, if 

all applications in the cluster communicates with each other. However, for larger clusters, this quadratic 

scenario is less probable. Nevertheless, the evaluation scenario will be performed to evaluate how the 

scheduler manages the increased amount of monitoring pairs in the cluster. Thus, the quadratic formula 

above gives the best utilization of cluster resources, in relation to monitoring pairs.  

 

Average Wait for Monitoring Event 

This evaluation metric should give an average of how often a monitoring pair could expect to be monitored 

on average. The average time to monitor metric is calculated by counting the average priorities in the cluster 

node-list, since the cluster-nodes keep track of how long it has been since the last monitoring event, for 

each node.  

 

 

Scheduler Resource Usage 

This metric will be gathered by running pidstat in the pods, monitoring the actual scheduling algorithm. 

Note that this thesis will not evaluate the resource utilization of the used monitoring tools, since they are 

used in evaluation purposes.  

 

Scalability 

The scalability will draw conclusions of how the aforementioned metrics change as the system scales. The 

system will evaluate scalability for clusters containing 4, 8, 16 and 32 nodes. 

8.2 Monitoring Capabilities 

This evaluation should briefly show the accuracy of the monitoring capabilities of the schedulers. The ac-

curacy should be evaluated by examining the reported network and pod behaviour of the system. 

8.2.1 Comparison Weave and Openstack Neutron 

The first evaluation scenario is based on the reported throughput of the Kubernetes Weave network and 

OpenStack Neutron network. Since Weave introduces overhead of IP packets, the monitor should be able 

to report the change in throughput.  

8.2.2 Detection of deviations in Link Capacity 

Figure 10 shows that remote machines can connect to the cluster. Since the remote machines are not con-

nected to the same data centre, the remote node will have a different network capacity, compared to the 

internal data centre machines. The monitor should be able to detect the remote machine, based on the mon-

itored link capacity. 

8.2.3 Pod running CPU intensive task 

Last, the monitor should be evaluated to identify a node running CPU intensive tasks. Stated in the section 

Network Monitoring, performing network monitoring on a CPU under heavy load can decrease the end-to-

end throughput of the system. In such an event, this node should be identified by comparing the results of 

the monitors of the system. The setup will be tested on a cluster running 8 nodes, where one node will run 

a CPU intensive task.  
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9 Result and Analysis 

As the scheduler performance is not affected of the network, in which monitoring is performed, the Sched-

uler Performance was evaluated on the OpenStack Neutron network. All tests ran for 120 minutes, to let 

the system stabilize on the cluster. The metrics where collected from the InfluxDB database running on the 

observer node. 

9.1 Scheduler Performance 

The Scheduler performance was evaluated by letting all schedulers run for 120 minutes, to assist the sched-

ulers to reach full monitoring coverage within the evaluation period. The results were then captured by the 

observer node database where the data was extracted for processing of the results.  

Due to Round Robins deterministic pattern, the last point was calculated from: 

 

𝐹𝑢𝑙𝑙𝐶𝑜𝑣𝑒𝑟𝑎𝑔𝑒𝑇𝑖𝑚𝑒 = 13.45 ∗ 𝑛 ∗ (𝑛 − 1) 

 

Where n is the number of nodes in the cluster, 13.45 is the time to complete one measurement and 𝑛 ∗ (𝑛 −
1) is the number of node pairs Round Robins must measure.  

 

y = 3,5462x - 10,503
R² = 0,9896
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R² = 0,993
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Figure 11: Showing estimated scalability of the schedulers - Time to Reach Full Coverage 
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Comparing the schedulers, Figure 11 shows how fast the schedulers achieve a full monitoring coverage for 

clusters of different sizes. Due to the polynomial growth in monitoring node pairs, in relation to added 

nodes, the Round Robin scheduler is estimated to be polynomial when performing a regression analysis. 

The polynomial regression analysis of the Round Robin scheduler shows a well fitted curve to estimate 

how long it would take for the system to reach full coverage while scaling the cluster. In addition, the Round 

Robin scheduler is a deterministic scheduler where no variation was observed in a minute granularity. Thus 

the well fitted polynomial curve.  

 

Comparing CRS to CPS in terms of reaching full monitoring coverage, both schedulers show a linear 

growth, in relation to the number of nodes. This is mostly due to the concurrent nature of the schedulers. 

When the number of nodes increases in the cluster, so does the number of concurrent monitoring events per 

second. See Figure 12. The average number of concurrent sessions is then given by: 

 

𝑀𝑒𝑎𝑛 𝐶𝑜𝑛𝑐𝑢𝑟𝑟𝑒𝑛𝑡 𝑆𝑒𝑠𝑠𝑖𝑜𝑛𝑠 =
𝑇𝑖𝑚𝑒 𝑇𝑜 𝐶𝑜𝑚𝑝𝑙𝑒𝑡𝑒 𝑀𝑜𝑛𝑖𝑡𝑜𝑟𝑖𝑛𝑔 𝐸𝑣𝑒𝑛𝑡

𝑀𝑒𝑎𝑛 𝑇𝑖𝑚𝑒 𝐵𝑒𝑡𝑤𝑒𝑒𝑛 𝑀𝑒𝑎𝑠𝑢𝑟𝑒𝑚𝑒𝑛𝑡
 

 
Since CRS has a lower average time between measurements it also manages to have more concurrency in 

the cluster, compared to CPS.  

 

However, CPS shows to scale better both in terms of reaching full coverage and the average time a node-

pair can expect to wait before getting monitored, see Figure 13. Due to the un-deterministic nature of the 

schedulers, the curve tends to be less well fitted, but suitable for an estimate of how the systems scale. 
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Figure 12: Shows the time between completed measurements when the cluster grows 
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When the cluster expands, CRS can perform more concurrent monitor events each second, compared to 

CPS. 

 

The scalability metrics of the schedulers are summarized in Summary Scheduler Performance. The time to 

reach full coverage, are the worst-case scenario which reports the node that had to wait for the longest 

period to be measured.  

 

Measuring the CPU utilization of the scheduler, the scheduler had a CPU percent average of 2.85% running 

on 1 vCPU. However, during the 120 minute monitoring session 8 short CPU spikes was monitored by 

pidstat. The CPU spikes utilized over 60% of the vCPU for a less than one period. The highest spike re-

ported to use 94.68% of the vCPU. Figure 15, shows the CPU utilization for one 120 minute session, run-

ning on a 32 node cluster.  

9.1.1 Summary Scheduler Performance  

The tables below summarize the estimation of the time to reach full coverage and the average waiting period 

for monitoring. In Table 5, CPS and CRS are compared to the theoretical best-case scenario explained in 

Evaluation, where all nodes constantly participates in a monitoring event, at all time.  

 

 

 

Figure 13: The average time a node pair must wait between monitoring events 
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Table 4: Estimation of the time to reach full coverage as the cluster grows 

 

 

Due to synchronization between the nodes in the cluster and the randomized times the nodes spend in each 

role, the Average waiting time for monitoring will be higher than the theoretical maximum.  

 

Table 5: Estimation of the scalability of the average waiting period in relation to cluster size 

 

9.1.2 Consistency and Monitoring Distribution 

 

Even though CRS achieves more monitoring events at a given period, the scheduling algorithm fails to 

distribute its monitoring events evenly between the different node pairs, and signs of starvation appears in 

the cluster, where some nodes are measured only once, when CRS ran for 120 minutes in a 32 node cluster.  

Scheduler Time to reach full coverage [Minutes] 
Round Robin T = 0,2202x2 - 0,0652x - 1,3742 
CRS T = 3,5462x - 10,503 
CPS      T = 1,1158x + 0,6904 

Scheduler Average Waiting Period for Monitoring [Minutes] 

CPS T = 0,3004x − 0,6042 

CRS T = 0,407x - 0,7604 

Theoretical T = 0,2242x 

Figure 14: CPU Utilization of the Scheduler for 32 Nodes 
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Relating schedulers ability to distribute monitoring events evenly between the monitoring node-pairs re-

flects on the average time to wait between the monitoring events, which can be seen in Figure 13. As the 

average time to wait for a monitoring decrease if the node-pair that haven’t been monitored for the longest 

time is monitored, CPS manages to scale better, without the same risk of starvation.  

 

Calculating the standard deviation between how often a certain node pair was monitored over the evaluation 

period revealed that CRS had conspicuous deviations, where some node pairs had been measured twice and 

even three times as much as other node pairs. CPS showed a more consistent and evenly dispersed distri-

bution of monitoring events between the node pairs. Figure 16 shows the standard deviations of how often 

node pairs have been monitored during a monitoring session. As CPS strives to reach a cyclic pattern be-

tween the measurements the deviation between the measurement count is relatively low compared to CRS.   

 

Figure 15: The time line for CRS and CPS reaching full coverage for 16 and 32 node clusters 
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Figure 16: Comparison of distribution between the measurements of all node pairs. The bar charts show the standard 
deviation of the measurement counts for each node 
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9.2 Monitoring Capabilities 

The monitoring was conducted by running short tests to investigate accuracy of the reported results. As the 

scheduling performance is evaluated in a separate section, cluster sizes will remain small, to easier present 

data. For the results of the evaluation of scheduler performance, see Scheduler Performance. 

 

 Table 6:Comparison between the aggregate change in total average of reported performance, between Weave and 
Neutron 

9.2.1  Comparison Weave and Openstack Neutron 

The monitoring system was set up to run on a cluster containing 16 nodes, communicating over the Weave 

overlay network. No modifications were done to Weave during the setup. As weave introduces overhead 

to encapsulate all pod communication, including the Iperf3 traffic, the result showed as expected a drop in 

throughput. Still the scheduler performance remained the same, with no significant change to the full cov-

erage time, average wait time and the time between measurements. The results are summarized in Table 6 

and visualized  in Figure 17. 

 

Using the Weave network, the monitor system reported a drastic drop in end-to-end throughput where 

Weave only performed at 18% average of the Openstack Neutron average throughput. While doing so the 

server CPU utilization increased 50% of average, using the Weave overlay network, compared to Openstack 

Neutron. Nevertheless, the monitor reported average client CPU utilization drop, where the CPU required 

only 67% on average compared to Openstack Neutron. Comparing the results with the results from Meas-

urement Interference, demonstrates the performance degradation of using an overlay network if not config-

ured and chosen with care, over Gbps capacity networks.  

# 
Total Average Server 

CPU Total Average Client CPU 
Total Average Through-

put 

Weave 32.16% 2.88% 0.88 Gbps 

Neutron 21.07% 4.26% 4.75 Gbps 

Change in performance 1.526 0.674 0.185 
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9.2.2 Pod Running CPU intensive task 

Table 8, shows the result of an 8 node cluster, where the node associated with the IP 10.0.0.23 is running 

CPU intensive tasks. The figure shows average aggregated result from the session, and marked in red is 

the lowest average link capacity to each node. For each path connecting all nodes, the paths to the node 

associated with 10.0.0.23, was marked as the lowest link capacity path. Monitoring from an applications 

point of view, this is the achievable throughput to the applications running on this node, even though the 

actual link capacity haven not been fulfilled.  

9.2.3 Detection of deviations in Link Capacity 

A remote node was connected to the cluster, running 4 nodes in total. Table 7, shows the average of all 

running results from a 20-minute monitoring session. The remote machine could be identified based on the 

deviation in link capacity, when compared to the average of all reported results.  

Figure 17: Visualization of the difference in throughput and CPU utilization between the Weave overlay network 
and OpenStack 
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Table 7: Average reported results from the monitoring system, where a remote node is connected to the cluster. 
Marked in red is the significantly lower throughput of each node. Finally marked in orange is the reported results 
from the remote node. 

Row Labels 
Average Client 
CPU[%] Average Server CPU [%] 

Average Throughput 
[Gbps] 

10.0.0.26 2.91 20.28 2.80 

10.0.0.32 3.54 19.04 3.52 

10.0.0.46 3.60 19.88 3.74 

136.225.157.210 1.36 22.06 0.84 

10.0.0.32 2.72 21.60 2.50 

10.0.0.26 3.51 18.11 3.58 

10.0.0.46 3.66 19.92 3.75 

136.225.157.210 1.59 25.20 0.96 

10.0.0.46 3.02 19.16 3.05 

10.0.0.26 3.44 18.82 3.57 

10.0.0.32 3.39 19.27 3.55 

136.225.157.210 1.35 19.47 0.88 

136.225.157.210 1.30 8.90 0.75 

10.0.0.26 1.27 7.83 0.70 

10.0.0.32 1.29 9.48 0.77 

10.0.0.46 1.34 9.51 0.80 

Grand Total 2.45 17.40 2.22 
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10 Conclusions 

Three different scheduling algorithms have been implemented and evaluated in terms of scalability and 

active monitoring capabilities, to run as a part of a larger Container monitoring system ConMon, see Ap-

pendix: ConMon: Network Performance Measurement Framework. The scheduling algorithms should 

avoid measurement conflicts at all time, and thus no parallel monitoring sessions should be allowed in a 

node. 

 

From the Result, the CPS algorithm, as a suggested improvement to CRS, showed enhanced consistency in 

monitoring cycles as the cluster scales. Even though both CRS and CPS showed to scale in a linear fashion 

in relation to the cluster size, CPS did so, while holding a better scaling coefficient in both the average-

time-to-wait and time-to-reach full coverage metrics. In addition to the improved scaling performance, CPS 

also reduces the chance of scheduling starvation, when compared to CRS. The reduced starvation is due to 

CPS priority based decisions and listening periods, compared to CRS random based decision in scheduling.  

 

Comparing CRS and CPS to the non-concurrent scheduling algorithm, Round Robin, the algorithm was 

proven to be a poor choice for scheduling, as the cluster scales. For each added node, the amount of moni-

toring pairs to schedule monitoring events to, grows in a quadratic manor. As Round Robin does not support 

concurrent monitoring sessions, the average time-to-wait for a specific node-pair to be monitored grows 

thereafter.  

 

The monitoring capabilities of the scheduling algorithms was evaluated and held up to expectations, when 

identifying low-capacity link paths, including a CPU under stress. Moreover, the monitoring could report 

differences in network throughput when running on a Kubernetes overlay network. 

 

The evaluated active monitoring system have shown the capability of providing users with a better under-

standing of network performance, from a containerized applications point of view. Based on the monitor 

results, the system states how much throughput a certain application can utilize. The implementation is 

based on running the monitoring containers on the same server as the containerized application, in contrast 

to having adjacent monitor servers, running on separate hardware or virtualized hardware. Since additional 

factors can affect network performance such as a heavy utilized CPU, the applications point of view pro-

vides a new perspective of network monitoring. This feature is safely enabled by container application 

isolation, where applications can run on a shared machine without the hypervisor overhead. Furthermore, 

the monitoring system is implemented to be dynamically adaptable for varying application life cycles. The 

adaptability supports nodes entering and leaving the cluster, where application nodes will automatically be 

scheduled for monitoring by the controller, see Figure 7.  

 

The scheduler has been evaluated on a presumable flat network where each node corresponds to a physical 

server in the cluster network, disregarding the special case where a remote physical machine was connected 

to the monitoring cluster. Using the flat topology is nevertheless, not a requirement for the scheduling 

algorithms to run. Since the scheduler is configurable by adding monitoring nodes in the stated XML, other 

topologies can be stated to suit the network topologies and monitoring intents.  

 

The schedulers main intent of implementation is to evaluate is suitability to run as a part of the ConMon 

monitoring system. Features required to run as a part of the monitoring system, were implemented. As 

ConMon focuses on not monitoring the entire network but rather the communication between application 

containers, the implemented scheduler supports functions for receiving monitoring destinations. This means 

that, in contrast to the evaluation, not all nodes in the cluster must monitor all remaining nodes in the cluster, 

if they lack application communication. The scheduler should receive the monitoring destinations from the 

ConMon monitoring controller.  
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11 Further Work 

The above scheduler has been evaluated in a testbed environment running the active network measuring 

tool, Iperf. Since the scheduler was implemented to run as a part of the ConMon system, further evaluation 

of its suitability for the monitoring system should be evaluated. The evaluation should be based on running 

the active monitoring scheduler together with the ConMon monitoring system to examine the expected 

behaviour of the scheduler. The scheduler should also further implement dynamic change in scheduling, 

based on the current states of the container communications and application execution, inheriting the Con-

Mon monitor controller intents. 

 

Subsequently the scheduling algorithm is not coupled to one active monitoring tool, thus adding support 

for other active monitoring tools should be further evaluated. For instance, NetPerf could be used instead 

of, or together with Iperf. 

 

The scheduler uses time-since-last-monitoring-event as to determine the priority of scheduling for a node-

pair. The choice of time as priority was based on the evaluation of scalability and scheduler performance 

in addition to reducing the time between periodical measurements. Nevertheless, other types of priority 

could be implemented effortless, using object oriented inheritance.  
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A. Appendix: Transport Protocols 

a. Transmission Control Protocol 

 

TCP is one of the most wildly used transport protocols. TCP was originally designed to be used over unre-

liable networks[69] to ensure that the protocol could handle loss of data in the network and to allow com-

munication  between connected devices with different properties. Ever since TCP have been released in a 

variety of implementations, all to serve a specific purpose. TCP is a connection oriented protocol where a 

connection must be established between the sender and receiver node before any data transmissions occur. 

TCP also uses a variety of algorithms to ensure that the data will reach the receiver in a fair and reliable 

way. Once the data transfer is completed the connection must be closed.  

 

TCP implements flow control and congestion control algorithms to avoid the sender to send at a rate ex-

ceeding the receivers rate to handle the data respectively the networks capacity to handle the data stream. 

The flow control is regulated by the receiver by using a Sliding window. Synchronizing the sending and 

receiving rates of the nodes, allows communication of an assortment of devices over a wide range of net-

works.  

 

To ensure a fair share between several TCP streams in a network, and to avoid network congestion, TCP 

implements Congestion Control. The congestion control is implemented to use a congestion window 

(CWND) [82] which determines the quantity of bytes that can be put on the path between the sender and 

receiver. The congestion window is maintained by the source node and should not be confused with the 

TCP window size which is maintained by the destination node for flow control. Once a TCP stream finishes 

the connection, it begins to transfer data at very low rates. The rate is regulated by the TCP congestion 

window. The TCP congestion window continues to increase exponentially, increasing the end-to-end band-

width between the sending and receiving nodes. When the bandwidth exceeds the paths throughput capacity 

a packet drop will occur. Note that not all packet-drops are caused by congested networks. 

 

Upon this packet-drop the TCP congestion window must decrease the high end-to-end throughput to avoid 

congesting the network. This decrease in send rate is referred to as TCP Slow Start [82]. The slow start 

algorithm differs between the different TCP implementations. For instance, TCP Tahoe [83] slow start, 

sends according to the initial CWND upon a packet drop, whereas the TCP Reno [83] slow start implemen-

tation uses half of the CWND value measured before the packet drop to regulate the send rate upon a packet 

drop. After the slow start, TCP, will continue to increase the throughput according to its implementation to 

see if any new capacity is available on the path between the source and destination, until a packet drop 

occurs. This cycle repeats until the connection is terminated. 

 

This thesis uses the Debian based Linux distributions Centos [60] and Ubuntu [59] for the evaluation. Both 

these distributions uses TCP implementation CUBIC [61] as its TCP protocol version. TCP CUBIC is a 

TCP implementation, optimized for high-bandwidth networks where latency tends to be high. These net-

works are also referred to as LFN, short for Long Fat Networks. In contrast to older TCP protocols, CUBIC 

does not rely on ACKs and the latency dependant round trip times (RTT) to increase its windows size. 

Instead CUBIC is implemented to increase its windows size according to a cubic function of the time since 

the last congestion event, thus the name CUBIC.  
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Figure 18, illustrates the TCP window growth over time. As presented in the figure the cubic function 

contains three important areas. The first area can be seen to the left in the figure where the TCP window is 

rapidly increasing. When the TCP window is close to its size from the last congestion event, the TCP 

window growth decelerates, until it reaches a plateau, seen in the middle of the figure. Over the time spent 

in the plateau, the TCP window size stabilizes. CUBLIC often spends most time sending data in the stabi-

lized faze, before the function starts its rapid growth again, seen furthest to the right in the figure. During 

the growth rate, CUBIC tries to find more bandwidth, until a congestion event, occurs. During the conges-

tion event, CUBIC will decrease the TCP window size and repeat, according to Figure 18. 

b. User Datagram Protocol 

User Datagram Protocol, or UDP, is a commonly used connectionless transport protocol. Whilst TCP, keeps 

track of the connection and transfer state, UDP lack any congestion control features. Described in the Ku-

rose, et al. Computer networking: a top-down approach [83], UDP is close to directly communicating over 

IP besides some light error checking and multiplexing/demultiplexing functionalities. UDP works by first 

receiving data from an application process. UDP will then attach source and destination ports for the mul-

tiplexing services among with two other smaller metadata fields. Once the data received from the applica-

tion layer is processed the data is ready to be sent. The processed data is called a Segment, like a TCP 

Packet. Once the segment is encapsulated into an IP datagram, UDP will continue to perform a best-effort 

attempt to deliver the segment to the receiving hosts. If the packet is lost, UDP will not do any packet resend 

nor any control or congestion control.  

Figure 18: Illustrative visualization of the CUBIC TCP window growth, over time. 
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B. Appendix: ConMon: Network Performance Measurement 
Framework 

This section will be based on the provided paper [46]. The scheduler will be evaluated as an integral part 

of the ConMon monitoring system.  

 

ConMon is a distributed, automated monitoring system for containerized environments. The system was 

developed foremost to adapt to the dynamic nature of containerized applications, where the monitoring 

adapts to accomplish accurate performance monitoring of both computer and network resources.  

 

The monitoring is performed by deploying monitoring containers on physical servers, running container-

ized applications. By allowing the monitoring containers to run adjacent to the applications, monitoring 

will be performed from an applications point of view, while still preserving application isolation. Other 

benefits of running the monitoring functions will be presented in section Evaluation of ConMon. 

 

a. ConMon architecture 

 

The distributed monitoring system is composed of a variety of monitoring containers running adjacent to 

the application containers, residing on the same physical server. The two main monitoring agents are the 

Passive Monitor (PM) and the Active Monitor (AM). To automate and enforce monitoring intents, the sys-

tem uses an additional Monitor Controller (MC). While other monitoring agents and containerized tools, 

such as databases and resource monitors, might become a part of the system later in the development of 

ConMon, this thesis will focus on interaction with the three aforementioned components. 

 

Monitoring Containers 

A monitor container is the running component of the distributed system. The monitoring containers deploys 

a Monitor Controller Container together with additional monitoring functions adjacent to the application(s) 

to monitor. All application containers that are to be monitored, should run monitoring containers on the 

same server, where the monitoring containers should be connected to the same virtual switch as the appli-

cation containers.  

Monitor Controller Container 

The monitor controller is the core component of the ConMon system. On each physical server, running 

monitoring containers, a monitor controller will be deployed. These monitor controllers will communicate 

with each other in a distributed fashion while allowing the system to communicate with other management 

layers. The monitoring controller, controls both the passive and active monitoring of the network, though 

dynamic monitoring configurations. It can also receive new intents and requests through the management 

layer. Each server only need one monitoring controller.  

Passive Monitoring Container 

The passive monitoring container is responsible for the passive monitoring of the network, see Passive 

Monitoring. The passive monitoring containers monitors the applications network flows by analysing the 

packets flowing through the virtual switch. This flow monitoring is performed through configuration of 

port mirroring or tapping in the virtual switches of the server. When monitoring containers are deployed in 

a server, the monitor controller requests the switch to send a copy of the incoming packets to the passive 
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monitor container. These packets will be used to evaluate flow matrices, perform passive network monitor-

ing and to dynamically adapt monitoring by sending information to the Monitor Controller. A server run-

ning multiple application containers only requires a single Passive Monitor, if the applications belongs to 

the same entity.  

Active Monitor Container 

The active monitor container is responsible for the active monitoring of the network, see Active Monitoring. 

The active monitor is connected to the same virtual switch as the application containers it is responsible to 

monitor. The active monitor performs probing end-to-end monitoring functions to other active monitors 

around the network, thus the active monitors will act as both senders and receivers of probe packets. As the 

active monitor is a separate entity from the application traffic, only one active monitor per server is adequate 

to perform precise active monitoring.  

b. Collaboration of Monitoring Containers 

The monitoring containers running on the server are autonomous applications running inside isolated con-

tainers, see Micro-services. These applications communicate through web services to act as one distributed 

system. This section will explain some of the key functions of the ConMon monitoring system and how the 

distributed monitoring containers communicate, to accomplish accurate network monitoring.  

 

Instantiation of Monitoring Containers 

The monitoring containers are instantiated by the local server-specific monitoring controller. The monitor 

controller listens and acts on events triggered by the container management system or orchestrator, such 

as Docker. Once an application is deployed on the physical server, the monitor controller catches the event 

and triggers a request to deploy monitoring functions, from the container management system. When the 

monitoring containers are deployed the monitoring controller attaches the newly deployed containers to 

the same virtual switch as the newly deployed container is connected. The monitoring controller then con-

figures the switch to perform packet tapping or packet mirroring to the passive monitoring container. The 

passive monitoring containers analyses the application containers packet flows and determines which re-

mote servers to monitor actively. The application flow maps are then sent to the Monitoring Controller 

and can be used later for active monitoring scheduling and monitor discovery.  

Discovery of Remote Monitors 

Most active measurements require the measurer and receiver of the measurements to identify each other in 

the network. The identification is also important for synchronization and latency measurements. If the in-

formation about the remote monitoring is provided in advance, monitoring discovery is essential to find the 

remote monitors. The automatic remote monitor discovery is performed by passively gathering flows in the 

passive monitoring containers where the source and destination IP of the packets are used to identify the IP 

of the remote container. Once the remote application containers have been identified the monitoring con-

troller must find the corresponding remote monitoring controller for the remote application container. The 

query for accessing the IP of a remote monitoring controller can be implemented through a variety of ser-

vices such as distributed data bases or injected through monitoring intents. The local monitoring controller 

can request the remote monitoring controllers to deploy monitoring containers if no such exist. Figure 19 

shows a sequence diagram of the remote service discover and automatic deployment of monitoring con-

tainers.  
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c. Evaluation of ConMon 

 

The ConMon paper evaluates the system in a testbed, consisting of two physical servers connected through 

a 10Gbps link. Each server runs application and monitoring containers with additional background contain-

ers inside of Docker. The background containers will have data flows over the network to make the scenario 

more realistic. All the containers are connected to the network through two virtual switches, one at each 

server, using Open vSwitch. The application containers will then communicate across the two physical 

hosts but also inside each physical server. The communication is generated by the NetPerf active monitor-

ing tool. The communication is a mix of both UDP and TCP traffic. The passive monitor receives traffic 

through tapping of the Open vSwitch configured using OpenFlow rules.  

 

Not all evaluation steps will be included in this thesis. However, the relevant evaluations will be presented 

in the coming sections. 
 

Impact on resource usage 

The evaluation of resource usage was executed on a testbed where each server has 24 CPU cores. The 

performance was evaluated by running UDP streams generated by NetPerf in two scenarios. The first sce-

nario is to run NetPerf between two containers inside the same host whereas the second scenario is to run 

NetPerf between two containers residing on two separated hosts.  

 

The evaluation showed that the NetPerf session consumed the majority of the CPU in both the cases whereas 

the Open vSwitch and passive monitoring applications consumed a negligible amount of CPU, in both 

cases.  

Impact on application performance 

The impact on application performance was evaluated using network metrics. 

Throughput 

The impact on throughput by passive monitoring was evaluated on the testbed using NetPerf. The through-

put was evaluated in two scenarios, one running the monitoring on the same host and the second running 

the monitoring on two network separated hosts. NetPerf was used to generate UDP packets with different 

message sizes. Increasing the message size in NetPerf increases the send rate of the packets since there are 

more data pushed on the line during a period.  

Figure 19: Sequence diagram of general interactions between the ConMon components performing active network 
monitoring. Picture taken from [10]  
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Both the aforementioned scenarios, showed an impact on throughput when running passive monitoring. 

Running the internal measurements on the same host showed that the maximum send rate for internal traffic 

was limited to the capacity of Open vSwitch. The results can be seen in Figure 20. The same measurements 

were repeated using TCP. However, the data showed the same results as UDP and was not presented in the 

paper.  

Latency 

To evaluate the impact of passive monitoring between on latency ICMP ping was used to measure the RTT 

time between two application containers. The evaluation repeated using one and two hosts.  

 

For the first evaluation internal data collection no external monitoring containers was used, however, the 

traffic was captured inside the application containers. When the traffic was internal on the same host it 

showed an increase in latency of 5.3µs. Repeating the same evaluation on two application containers run-

ning on separate hosts showed an increase in RTT of 22.4µs.  

Figure 20: Throughput measured using UDP traffic between two application containers. Top picture shows the traf-
fic residing on the same host whereas the bottom picture shows traffic between two hosts 
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Using monitoring containers to capture the application traffic had less impact on latency than capturing the 

traffic internally in the application container. For external monitoring capturing the latency only increased 

1.9µs running in one host and 2.3µs increase running in two separated hosts.  

Packet Loss 

No packet loss was observed in the virtual switches during the evaluations. Trying to force packet loss on 

the link by sending UDP data exceeding the link capacity showed that the tool did not manage to capture 

all the received packets. 

 

Impact on background traffic 

The background traffic was simulated by running TCP streams generated by NetPerf inside application 

containers. By using NetPerf both latency and throughput can be measured to evaluate the impact of per-

forming passive monitoring. The evaluation was performed on two servers, each server running two appli-

cation containers and one monitoring container.  

 

The evaluation was performed in three different scenarios. The first scenario was performed, running no 

monitoring at all. The second was performed by letting the application container internally capture traffic. 

The third evaluation was performed by capturing the traffic inside a monitoring container.  

 

The results of the evaluation showed similar results for all three scenarios when measuring application 

throughput. However, capturing traffic internally in the application containers had a severe impact on la-

tency for the monitored traffic. The monitoring nevertheless, had a negligible impact on the background 

traffic. Hence the background traffic was not effected much when performing passive monitoring.  

 

Scalability 

A series of tests was performed to measure how well the system scales when increasing the amount of 

application containers running on the server. The scalability was evaluated by measuring the CPU, memory 

and throughput when increasing the number of application containers. The monitoring was evaluated in 

three categories: Monitoring performed inside the application container (internal), monitoring performed 

inside monitoring containers with a 1:1 ratio to the application containers (Monitoring-N) and the last where 

the monitoring containers are shared between the application containers (Monitoring -1).  

 

The results presented in Figure 21 shows that the internal and Monitoring-1 monitoring increased the CPU 

utilization and memory needed to run the containers drastically whereas the Monitoring-N case did not 

differ much from the base case without monitoring.  

 

All figures in this section was taken from the paper ConMon: an Automated Container Based Network 

Performance Monitoring System [46]. 

 

Pinpoint what exactly is supposed to be studied. What we did for the evaluation Choice of topology, ser-

vices and evaluation methods.  

 

Figure 21: Scalability results when increasing the number of application containers. 
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C. Appendix Graphs and Tables 

a. Relation between CPU Utilization and Throughput on host network 
running 1 vCPU and 1GB of memory 

Figure 22, shows the relationship between the CPU and throughput for measurements run in the cluster. 

Looking at the x-axis, or throughput, two groups of corresponding points are formed. These two different 

throughput groups correspond to the two different link capacities in the data centre. The figure shows that 

the CPU utilization increases as the link capacity grows, and that the server utilizes more CPU than the 

client, generating the data.   

b. Pod with CPU intensive background task 

Table 8, shows a pivot table over the average throughput and CPU utilization of all nodes in the cluster. 

Marked in red is the node with the least achieved throughput. This node achieves less throughput due to a 

Figure 22: Relationship between CPU utilization and Throughput for VM running 1 vCPU and 1 Gbps of memory. 
The two centralized points, looking at the throughput scale, is the two different kind of link capacities found in the 
data centre.  
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CPU intensive task running on the node. Since the scheduler should monitor the network, from an applica-

tion point of view, CPU intensive tasks will affect the network, and thus should be evaluated. The scheduler 

system shows the capability to identify the path with the lowest link capacity, based on stressed a CPU 

Table 8: Average throughput of CPS running for 5 minutes on a 8 node cluster, where the node 10.0.0.23 is running 
a CPU stress test. Marked in red is the lowest measured throughput for each node 

Row Labels Average of bps send [Gbps] Average of client CPU [%] Average of server CPU [%] 

10.0.0.18 6.029998667 7.646456667 26.486258 

10.0.0.23 1.803525 2.29734 4.597535 
10.0.0.24 4.09091 4.08262 19.6344 
10.0.0.30 3.77603 4.06463 19.545 
10.0.0.31 3.94346 4.03323 20.4919 
10.0.0.34 3.938305 3.893455 18.7608 
10.0.0.43 3.984175 4.11842 19.0078 
10.0.0.7 15.78916667 23.35926667 64.95893333 

10.0.0.23 3.613357368 3.483854737 17.04501579 

10.0.0.18 3.37453 3.03829 18.7691 
10.0.0.24 3.906395 3.932865 16.5754 
10.0.0.30 3.696833333 3.54339 19.0594 
10.0.0.31 3.5770875 3.5160125 16.124325 
10.0.0.34 3.745256667 3.481716667 16.0258 
10.0.0.43 3.75627 3.602695 15.40305 
10.0.0.7 3.314926667 3.302056667 17.53576667 

10.0.0.24 3.264027647 2.941508824 16.36991647 

10.0.0.18 3.447952 3.097468 18.95618 
10.0.0.23 1.593173333 1.84222 4.31686 
10.0.0.30 3.6878 3.1517 18.5602 
10.0.0.31 4.039285 3.47964 20.4301 
10.0.0.34 3.86737 3.390865 18.50025 
10.0.0.43 4.029515 3.309405 19.63885 
10.0.0.7 2.954525 2.740065 17.42925 

10.0.0.30 3.34986875 3.027720625 15.58452938 

10.0.0.18 3.51944 3.0828 18.66755 
10.0.0.23 1.679386667 1.883643333 4.794493333 
10.0.0.24 4.13906 3.51212 18.4628 
10.0.0.31 3.936615 3.491485 20.6725 
10.0.0.34 3.964876667 3.4628 18.92076667 
10.0.0.43 4.03904 3.4834 17.50823333 
10.0.0.7 2.74841 2.646655 14.269545 

10.0.0.31 3.668986154 3.45391 17.23678692 

10.0.0.18 2.89672 3.050315 16.02015 
10.0.0.23 1.87206 1.93805 4.75913 
10.0.0.24 4.288725 3.746535 17.677 
10.0.0.30 3.9474275 3.7836325 18.4639 
10.0.0.34 3.95601 3.65898 19.2073 
10.0.0.43 4.046985 3.697075 19.59685 
10.0.0.7 3.61418 3.18142 19.6682 

10.0.0.34 3.503496875 2.975293125 16.69384438 

10.0.0.18 3.64989 3.19818 19.5316 
10.0.0.23 1.648043333 1.68305 4.49447 
10.0.0.24 4.26636 3.480623333 20.76916667 
10.0.0.30 3.72382 3.08296 19.37665 
10.0.0.31 4.001666667 3.281346667 20.59713333 
10.0.0.43 4.06892 3.45591 19.48805 
10.0.0.7 3.536185 2.996855 16.1291 

10.0.0.43 3.388784444 2.923826111 16.82265278 

10.0.0.18 2.987475 2.69581 16.5748 
10.0.0.23 1.56361 1.678956667 4.118083333 
10.0.0.24 4.242136667 3.570096667 20.76523333 
10.0.0.30 3.853 3.16256 19.7776 
10.0.0.31 3.9882 3.179853333 20.5349 
10.0.0.34 3.911755 3.33164 18.79345 
10.0.0.7 3.370606667 2.987376667 18.7538 

10.0.0.7 5.557353846 6.509467692 23.64045692 

10.0.0.18 16.4654 21.77505 69.37755 
10.0.0.23 1.52715 2.0406 4.18937 
10.0.0.24 4.269175 4.11716 20.68305 
10.0.0.30 3.84707 3.8528 19.7207 
10.0.0.31 3.944385 4.07778 20.07135 
10.0.0.34 3.96616 3.63379 13.0728 
10.0.0.43 4.006716667 4.37177 15.2966 

Grand Total 3.97784748 4.008635748 18.50475315 
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