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Populärvetenskaplig Sammanfattning
Idag pågar en snabb utveckling av förnyelsebara energikällor som ska kunna ersätta fossila
bränslen som kol och olja. Ett av målen med fusionsforskning är att utveckla metoder för
att ta tillvara på den energi som frigörs när lätta atomkärnor från exempelvis väte binds
samman i en fusionsreaktion. Detta skiljer sig ifrån den konventionella kärnkraften där tunga
atomkärnor, vanligtvis urankärnor, klyvs för att frigöra energi. Den stora fördelen med
fusions- energi jämfört med kärnkraft är att de risker som är relaterade till radioaktivitet
från bränsle och restprodukter är avsevärt mycket mindre, både när det gäller materielmängd
och halveringstider. Dessutom är bränslet billigare och finns att utvinna i större mängder.
Fusionsreaktioner sker naturligt, exempelvis i solen och övriga stjärnor, men det går även att
på jorden skapa de förutsättningar som krävs för att reaktioner ska kunna äga rum. Det som
krävs är att man först värmer upp bränslet så mycket att atomkärnorna kan övervinna den
barriär som normalt sett förhindrar att atomer slås samman. För att chansen att två kärnor
ska kunna kollidera ska bli tillräckligt stor måste man också se till att det finns tillräckligt
mycket bränsle i reaktorn och att det hålls uppvärmt under tillräckligt lång tid. Det krävs
temperaturer på flera miljoner grader för att reaktioner ska ske, men om reaktionerna är
tillräckligt många blir processen självupprätthållande och det går sedan att utvinna en större
mängd energi än vad som inledningsvis krävs för att starta dem. Den första fusionsreaktorn
som förväntas leverera mer energi än vad som krävs för att driva den är ITER, som är under
uppbyggnad i södra Frankrike.
Vad har man då som bränsle i reaktorn? Det är vanligtvis väteisotoperna deuterium och tritium som används, och under uppvärmningen bildar de plasma, som är en gas där elektroner
och atomkärnor är separerade ifrån varandra. Plasman kan hållas fixerad i ett vakuumkärl
av olika magnetfält. Kärlet har ofta en form som påminner om en badring. Det förekommer
olika instabiliteter i plasmat som måste motverkas för att reaktorn ska kunna fungera som
planerat. Genom använda ett styrsystem där den magnetiska störningen i plasmat mäts kan
motverkande magnetfält av lämplig styrka appliceras och störningen undertryckas. Denna
reglering måste gå snabbt och sker hela tiden då reaktorn körs. Vid fusionsexperimentet
EXTRAP T2R på KTH i Stockholm har datorn i styrsystemet endast 0,0001 sekunder på
sig att beräkna den styrsignal som sedan genererar ett lämpligt motverkande magnetfält,
innan nästa mätning måste behandlas.
Ett grafikkort, som också går under förkortningen GPU, innehåller många processorer som
kan användas till att utföra beräkningar parallellt. GPU:n kan därför användas för att
snabba upp beräkningar jämfört med då en traditionell datorprocessor används. Dessutom
kan grafikkortet bidra till att minska variationer i beräkningstiden, vilket är viktigt vid styrning av plasma då störningar fortplantas oerhört snabbt om rätt styrning saknas. Nackdelen
med att använda ett grafikkort är att data måste överföras från datorprocessorns RAMminne till grafikkortets minne innan en beräkning görs. När den är över måste resultatet
sedan skickas tillbaka till RAM-minnet. Vid normal datoranvändning är beräkningstiden mycket längre än dataöverföringstiden, men i fallet med plasmastyrning är tiderna av samma
storleksordning och dataöverföringen till och från GPU:n måste medräknas i styrdatorns
totala beräkningstid.
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Den här arbetet undersöker hur de olika algoritmer som används för beräkningar i styrsystemet i EXTRAP T2R kan anpassas till parallellberäkningar på ett grafikkort för att på
så vis förkorta beräkningstiderna och även göra dem mer förutsägbara för att garantera att
de alltid utförs inom det givna tidsintervallet. Detta görs genom att installera ett grafikkort
i experimentets styrsystem och testa dess prestanda för att avgöra hur det bör användas
på bästa sätt. Sedan utvecklas flertalet parallella styralgoritmer vars egenskaper testas och
jämförs med de ursprungliga styralgoritmerna. Slutligen integreras ett par utvalda parallella
algoritmer i styrsystemet för att visa att de verkligen fungerar som förväntat.
Resultatet visar att de beräkningar som görs genom styralgoritmerna går snabbare om de
görs på grafikkortet än om de görs i datorprocessorn. Dessutom minskar variationen i beräkningstid vid upprepade beräkningar när grafikkortet används. Dock har dataöverföringstiden
till grafikkortet relativt stor påverkan på den totala beräkningstiden. I de fall där algoritmerna kräver stora beräkningar väger GPU:ns fördelar tyngst, men för enklare beräkningar
dominerar dataöverföringstiden, vilket gör att grafikkortet presterar sämre än datorprocessorn. Det finns metoder att minimera påverkan från dataöverföringen och i det här arbetet
presenteras en lösning som ger grafikkortet möjlighet att själv hämta och skicka data till
RAM-minnet, istället för att datorprocessorn kontrollerar överföringen, vilket normalt är
fallet. En sådan lösning har potential att ytterligare förbättra beräkningstunga algoritmer
men också vända förhållandet även när simplare algoritmer används, så att grafikkortet
istället föredras framför datorprocessorn för beräkningar.
Slutsatsen är att algoritmer i styrsystemet för plasmainstabiliteter i EXTRAP T2R som
integreras på ett grafikkort i samtliga fall uppvisar jämna beräkningstider och i de flesta fall
leder användningen av grafikkortet till att den totala beräkningstiden minskar jämfört med
när en datorprocessor används. Det konstateras också att det finns möjlighet till ytterligare
förbättringar men att det bör göras en utvärdering av flaskhalsar i hela styrsystemet innan
optimering av grafikkortsanvändningen görs. Slutligen noteras det också att de parallella
algoritmerna utan större svårigheter kan anpassas till andra system av samma storleksordning.
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Executive Summary
This report investigates how magnetohydrodynamic plasma instabilities can be suppressed
when a graphics card is introduced in the existing plasma control system at the EXTRAP
T2R fusion plasma device. A graphics card is installed in the control system computer of
the device and PID and LQG algorithms are developed for parallel data processing on the
multiple-core graphics card. The performances of the developed algorithms are evaluated in
relation to existing single-processor control algorithms. The results show that the computation time in each cycle of the control loop can be reduced when the graphics card is used,
indicating that better plasma control can be achieved.
The report finds that in order to fully exploit the potential of parallel data processing in
the control system, the data transfer time resulting from the graphics card usage must be
reduced. A continued development of parallel control algorithms for the EXTRAP T2R
device is recommended. It is advised that a successful implementation of a low data transfer
time solution, such as remote direct memory access (RDMA), is prioritized.
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1
1.1

Introduction
Thermonuclear Fusion

The effects of global warming have highlighted the need of a fossil free and abundant source
of energy [1]. One solution to this problem could be thermonuclear fusion. For over 50 years
fusion power has been the Holy Grail of energy research. The idea of a clean power source
that can last for thousands of years has intrigued scientists as well as the general public,
but a fully operational fusion reactor still remains a theoretical concept. However, this is
set to change with the International Thermonuclear Experimental Reactor (ITER), which
is currently being built in Cadarache, France. The reactor is planned to be operational in
2025 and after a few years of service it is expected to have a power output of 500 MW [2].
The principle behind fusion power is to use the energy that is released when two light
atoms combine to form a heavier one. The amount of energy released can be predicted with
Einstein’s well-known formula
∆E = ∆mc2

(1.1)

where ∆m is the difference of mass between the two reactants and the resulting heavier atom
[3]. There are many possible reactants that can be used, but the most promising are the
hydrogen isotopes deuterium (D) and tritium (T). The reaction
D + T → 4 He + n + 17, 5 MeV
is favourable compared to e.g. D-D reactions, due to its large probability of occurrence
(also known as cross section) [4]. Furthermore, deuterium is abundant in nature and can
be produced at a low cost. Tritium is a radioactive substance with a half life of 12.3 years
and therefore needs to be produced inside the reactor. This can be done through a reaction
between neutrons and lithium on the reactor walls [2]. There is enough deuterium and
lithium on Earth to support fusion power for a few million years [5].
Atomic nuclei at close distance — about 10−15 m — will fuse together due to the attracting
strong interaction. On longer distances the repelling Coulomb force between the positive
charged nuclei is dominating. Thus, to fuse atoms, as in the reaction mentioned above,
they need to overcome the Coulomb potential barrier. It is possible to accomplish this by
confining the light atoms and heating them, creating a plasma in which electrons and ions
become separated. The ions then acquire enough thermal velocity to overcome the repelling
force — a process that is known as thermonuclear fusion. It should also be mentioned that
the quantum tunnelling effect allow fusion reactions to take place at lower energy levels with
a certain probability [2].
Any useful fusion reaction must release more energy than is needed to heat the plasma.
The necessary conditions are outlined in Lawson’s criterion, which determines which plasma
density (n) and energy confinement time (τE ) are needed at a certain temperature (T ).
1

The energy confinement time is related to the energy leakage in the plasma [6]. A somewhat
stricter formulation, the triple product criterion, gives the conditions for a self-sustaining
reaction with no need for external heating. This point, called ignition, for the D-T reaction
is
nT τE > 3 · 1021 m−3 keV

(1.2)

and since the largest cross section is at T ∼ 15 keV the plasma density and energy confinement time required to reach ignition are known [4]. Some of the most successful fusion
reactor designs, such as the tokamak (see Fig. 1.1) and the reversed-field pinch, depend on
magnetic fields to confine the plasma and create the special environment needed to meet
Lawson’s criterion.

1.2

Magnetic Confinement

ITER and other notable fusion reactors, such as the Joint European Torus (JET) in the
UK, use the tokamak configuration, in which the plasma is confined in an axisymmetric
toroidal structure by a combination of a large applied toroidal magnetic field and a smaller
poloidal magnetic field, as shown in figure 1.1. The resulting Lorentz force from the toroidal
field affects the particles and makes them gyrate along the magnetic field lines, while the
poloidal field prevents the radial particle drift caused by the inhomogeneous toroidal field.
The reversed-field pinch (RFP) design is very similar to that of the tokamak. The main
differences being that the toroidal and poloidal magnetic fields are of comparable size in the
RFP and that the RFP toroidal field close to the plasma edge is revered in its direction [2].
An experimental fusion plasma device that uses the RFP configuration is EXTRAP T2R at
the Royal Institute of Technology, KTH in Stockholm.
Ideally, the confined plasma is in thermal equilibrium but due to its non-homogeneous and
non-isotropic nature this is very difficult to achieve in practice. Instabilities can be caused
by density gradients in the plasma, as well as temperature gradients, pressure gradients and
current density gradients [2]. In controlled fusion these instabilities can be a source of power
losses and might cause damage to the reactor walls [3]. Therefore, active stabilization of
unstable plasma modes is often required and is also expected to be used in future reactors,
such as ITER [4] . As these unstable modes grow exponentially on a millisecond time
scale, the active plasma control system (PCS) has to operate in real-time, and one order of
magnitude faster than the perturbation growth rate time, which at EXTRAP T2R means
in the order of 100 microseconds.
Feedback control with a proportional, integral and derivative (PID) controller is commonly
used in the PCS, as a full understanding of the plasma behaviour is not required. Other,
more complex methods are being tested, including digitally implemented plasma model-based
algorithms [4]. While the digital controller is preferred over an analogue variant for complex
computations, limitations in the hardware of the digital system often prevent algorithms to
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deliver the required real-time performance. One solution to this problem is to utilize parallel
data processing in a graphics processing unit (GPU) to calculate appropriate control signals.
The rapid development of GPU technology during the last fifteen years has given researchers
the opportunity to utilize the computational power of GPUs for purposes other than rendering graphics [7]. A GPU with a large amount of simple processor cores can perform parallel
operations and possibly reduce calculation times for certain tasks, making it possible to
handle more computationally demanding algorithms. With the GPU providing efficient and
cost-effective computational power, the question then becomes how it can be implemented in
the control system of a fusion plasma device to improve the stabilization of the magnetically
confined plasma.

1.3

Aim

The main purpose of this thesis is to determine how GPU-parallelization can be implemented
in the EXTRAP T2R fusion plasma device to achieve real-time performance of digital control
algorithms. The long term aim is to make it possible to apply the results on toroidal fusion
plasma devices in general.

Figure 1.1: Structure of a tokamak [8].
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2
2.1

Plasma Confinement
The Magnetohydrodynamic Model

Plasma can generally be defined as ”a quasi-neutral gas of charged and neutral particles
which exhibits a collective behaviour” [6]. Fusion plasma dynamics involves simultaneous
and non-linear interactions of ions and electrons on a wide range of time scales. The complexity of the system is enormous and not yet completely understood [2]. A simplified model
is required to describe the plasma behaviour. The magnetohydrodynamic (MHD) model
combines elements of classical hydrodynamics with Maxwell’s equations of electrodynamics
describing the plasma as a single conducting fluid [3]. A further simplification is made by
assuming that the plasma is a perfect conductor, yielding the ideal MHD equations [4]
ρ

dv
= J × B − ∇p
dt
E+v×B=0
∂B
∂t
∇ × B = µ0 J

∇×E=−

∇·B=0

(2.1)
(2.2)
(2.3)
(2.4)
(2.5)

where v is the plasma velocity field, J the current density, B the magnetic field, p the plasma
pressure, E the electric field and µ0 the permeability constant. The ideal MHD model is
particularly useful when describing fusion plasma equilibrium and stability. The static case
— when v = 0 — reduces Eq. 2.1 and gives the force balance condition for MHD equilibrium
J × B = ∇p

2.2

(2.6)

Equilibrium and Stability in the RFP

The aim of toroidal plasma confinement systems is to keep the plasma in a equilibrium state
[7]. The required toroidal magnetic field, given by Eq. 2.6, is generated by toroidal field
coils (see Fig. 1.1), and the poloidal field is the result of driving a current through the
plasma in the toroidal direction. Due to plasma resistivity, the current also functions as a
heating method. Equilibria in a RFP are characterized through the pinch parameter Θ and
the reversal parameter F, which are directly measurable and defined as
Θ=

Bθ (a)
< Bφ >

(2.7)

F =

Bφ (a)
< Bφ >

(2.8)
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where a is the plasma minor radius and Bθ and Bφ the poloidal and toroidal magnetic fields.
< . > is the volume average operator [4].
A confined plasma in an equilibrium can be either stable or unstable depending on how the
plasma reacts to small perturbations from the equilibrium state. A plasma which returns
to the same state after being slightly perturbed is a in stable equilibrium. Plasma held in
an unstable equilibrium instead evolves rapidly into another state if perturbed. An unstable
state is not preferred since there is a risk that the plasma will settle in an unconfined
equilibrium state and cause damage to the confinement structure [9].
The linearised magnetic field around an perturbed equilibrium position can be written as
B = B0 + B1

(2.9)

where index 0 represents the equilibrium quantity and index 1 represents the perturbed one.
The perturbations that are potentially the most harmful from a stability perspective are
those with a direction such that
k · B0 = 0

(2.10)

where k = mr eθ + Rn eφ is the wave vector of the perturbation with the poloidal mode number
m and toroidal mode number n for a minor radial position r and a major radial position R.
B0 = B0,θ eθ + B0,φ eφ is the magnetic field at equilibrium [10].
Eq. 2.10 can the be rewritten as
q(r) =

m
rBφ
=−
RBθ
n

(2.11)

where q(r) is known as the safety factor. Modes that satisfy the condition expressed by in
Eq. 2.11 with poloidal mode number m and toroidal mode number n are called resonant
modes. There is a wide range of unstable modes in the RFP, both resonant and non-resonant
and they can be further categorized as either ideal or resistive. Ideal MHD modes exists even
in perfectly conducting plasmas, while resistive modes are introduced by non-zero resistivity.
A RFP with a perfectly conducting wall close to the plasma will inherently stabilize many of
the ideal modes, as the wall current, induced by the perturbations, will create a counteracting
magnetic field. In actual experiments the wall is always resistive, i.e. has a finite conductivity,
which leads to that some of the otherwise stable modes are destabilized and converted into
resistive wall modes (RWM). In particular ideal non resonant MHD m = 1 modes that are
converted to RWMs are problematic during long term operation of the RFP as it has been
shown that RWMs grow on a time scale comparable to the wall penetration time τw (in the
EXTRAP T2R fusion plasma device the value of τw is 6.3 ms [10]). The growth rate of
RWMs is slow enough to allow active stabilization through feedback control [4].
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2.3

Stabilization of Resistive Wall Modes

Under certain conditions, RWMs can also be stabilized by the confining magnetic fields.
Using kinetic theory not included in the MHD model one can show that rotation of the
plasma can suppress unstable RWMs. In tokamaks a low rotation speed is typically sufficient
but, due to triggering of RWMs from other plasma activities, there is still a need for an active
control system. In the RFP the rotational speed required for this intrinsic stabilization is too
high to be a realistic option, stressing the need of active control of unstable modes [2, 4, 11].
The plasma control system (PCS) for stabilization of RWMs consists of a feedback system
that includes: i) sensor coils, ii) a controller, iii) power amplifiers and iv) active control coils.
A number of sensor coils are distributed around the torus, measuring the perturbed radial
magnetic field. Through this arrangement, unstable modes can be suppressed with counteracting magnetic fields generated by currents in the active control coils, which at EXTRAP
T2R are positioned around the vessel in pairs with the sensor coils. A commonly used control
approach in T2R is to let the active coils simultaneously control multiple unstable modes
by fixing the radial magnetic flux through the wall. The input signal to the PCS is the
measured perturbed magnetic field bin and the corresponding output signal is bout = −Gbin ,
where G is the feedback loop gain. In theory this method, called the intelligent shell scheme,
will mimic a perfectly conducting wall, which — as previously mentioned — has a stabilizing
effect on RWMs and other instabilities [3, 4, 10, 11, 12].
The magnetic fields generated by the active coils contains sideband harmonics, which can
result in the coupling of some unstable modes. The intelligent shell scheme is under certain
conditions not able to fully control this [13]. In these cases it is preferred to implement
mode control, in which the controller performs real-time fast Fourier transform (FFT) on
the input signal, yielding the contribution to the perturbed magnetic field from individual
modes, indicated as
m,n
i(mθ+nφ)
bm,n
.
in = bamplitude e

(2.12)

Modes are controlled by individual constant feedback gains Gm,n and the controller performs
a reverse FFT to generate the signal to the active coils. At EXTRAP T2R this process is
done simultaneously for all coil pairs in the system [3].
Due to a wall penetration time of ∼ 6 ms, the PCS at EXTRAP T2R must operate on a
sub-millisecond time scale. Using the intelligent shell scheme, this can be achieved by simply
using an analogue electronic PID controller. A digital controller could be used instead; it
makes implementation of the more refined mode control scheme relatively straightforward.
It is also valuable for testing, as switching between different control algorithms can be done
easily. The digital controller, however, introduces a latency in the system due to the data
processing. Furthermore, the system must provide analogue-to-digital (A/D) conversion of
the input signals, and vice versa for the output signals (D/A). In practice this is handled by
adding A/D modules and D/A modules to the control system. The total data transfer time
for a control cycle may then take tens of microseconds, which is not negligible compared to
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the computational time [9]. The digital controller is then required to perform the necessary
calculations in less than 100 microseconds.
The PID controller does not require a model of the plasma perturbations and their interaction
with the wall and it can easily be tuned to deliver a good performance, making it a wellused component in fusion plasma devices where picking a suitable physical plasma model
is difficult. This is a consequence of the trade off between the need of an accurate plasma
description and the need of real-time control, which require a simpler model to increase
the computational speed. Model-based control, on the other hand, can better handle the
physical properties of plasma than the PID, better predict the growth rate of RWMs and
could be designed to distinguish RWMs from noise created by other plasma interactions.
It is believed that model-based control is a necessary component of future fusion reactors
and plasma perturbation models have been developed for ITER been successfully and have
been successfully implemented in present-day fusion devices. At EXTRAP T2R, digital PID
control as well as model predictive control (MPC) and Linear-Quadratic-Gaussian (LQG)
control algorithms have been tested [4, 11, 14]. Within the scope of this thesis, parallelization
of the PID and LQG control algorithms is investigated. The LQG controller in this case
represents the model based control approach, while the more complex MPC controller is a
topic for future work.
The development of model-based control techniques puts further strain on the control computer, which must perform an increasing number of operations while still under strict time
constraints. The obvious solution to the problem is to upgrade the computer processor hardware to improve its performance. During the last 50 years progress in processor development
has been following Moore’s law, which states that the number of transistors on an integrated
circuit doubles approximately every 18 months [15]. In recent years problems related to heat
generation and limits in the physical size of transistors have slowed down the development of
processor cores. Instead, focus has shifted towards utilizing multiple processor cores on the
same chip to improve the performance [9]. This transition maintain the progress predicted
by Moore’s law but has not been entirely seamless, as existing algorithms must be rewritten to benefit from multi-core processing [16, 17]. Nevertheless, the resulting performance
enhancements makes multi-core computing an attractive method to use for improving the
performance of existing control algorithms in the PCS.
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3
3.1

GPU Computing
GPU vs. CPU

In traditional computing all data processing is managed by the central processing unit (CPU).
The CPU normally consists of a control unit (CU) and arithmetic and logical units (ALU)
where operations are executed [18]. The typical structure also includes cache memory and
dynamic random access memory (DRAM). The high speed ALUs of today demand a multilevel cache memory to provide fast data access and storage in order to minimize performance
limitations. The primary cache is made small to maintain high speed, while lower level caches
are greater in size but also slower [17].
The structure of a GPU is somewhat different from that of a CPU. The difference can
be traced back to the original intended GPU functionality, which is to assist the CPU with
rendering graphics, a task that requires high speed arithmetic operations and extensive dataparallelism, with limited memory requirements. Due to the desired high computational speed
the GPU has been outfitted with many more ALUs than the CPU. They are bundled together
with local memory in streaming processors (SPs) where all have access to a shared processor
memory, which simply is referred to as shared memory. The SP itself is commonly referred to
as the GPU processor (or CUDA core, using NVIDIA nomenclature). Modern low-end GPUs
can contain a few hundred cores, while high-end models may have up to several thousand.
SPs are clustered in separate streaming multiprocessors (SMs) in the GPU, and the SMs
share a global GPU memory [17]. The GPU operate in single instruction, multiple threads
mode (SIMT). A thread is the smallest computational task that can be performed in parallel
(or sequentially) and SIMT makes different threads run the same program (also called a
GPU kernel ) but on different data. Normally for SIMT, threads are divided into groups of
32, better known as warps, and each individual thread in a warp is assigned to an individual
SP. Multi-core CPUs on the other hand employs a multiple instructions, multiple data mode
(MIMD), which enable multiple threads to run in parallel with different instructions [9, 17].
Each method has its advantages and disadvantages. CPUs can execute programs sequentially,
enabling efficient use of the processor cores in a way that minimizes latency for each task.
GPU performance is optimized for a large throughput, meaning that performing a large
number of tasks is prioritized over minimizing latency of each task. Thus, the total GPU
performance depends on how many threads that can be used simultaneously [9, 17, 19].
Using parallel CPU processing increases the speed, but at the same time operations become
increasingly non deterministic, meaning that run-times vary when repeating the same input
multiple times since the code path changes between executions [20, 21]. The time variation
is averaged out for long-running programs but is a problem in the PCS in fusion devices,
where a highly deterministic operation as well as high speed performance is required. On
the other hand, it has been shown that a GPU assigned to a single task exhibits an almost
invariable determinism in respect to the number of cores used. Being able to utilize the
deterministic abilities of the GPU in the control system would improve control of plasma
instabilities [20].
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GPU processing is similar to that of the field-programmable gate array (FPGA), an integrated circuit which uses independent logic blocks that can run without the need of a
real-time operating system, making operations increasingly deterministic and parallelization
of block calculations possible. However, FPGA implementation is complicated, as mainstream programming languages normally cannot be used [9]. GPU programming in contrast
has been drastically simplified in recent years. User-friendly programming interfaces, such
as CUDA from GPU developer NVIDIA and OpenCL from Khronos Group, enables the use
of common languages like C and C++ in a data parallelization context [17].

3.2

CPU+GPU computing

The GPU is traditionally implemented in computers as an add-on to the motherboard, where
it is connected to the CPU through a PCI Express bus (peripheral component interconnect,
or PCIe). The CPU — which is often referred to as the host in GPU computing — runs
the main program and can allocate tasks to the GPU (also known as the device). The input
data is then transferred from the host DRAM to allocated device memory.
The computations that are to be performed by the device are generally not described in terms
of SPs and SMs, but rather with threads, thread blocks and grids, which are computational
abstractions intended to highlight the parallel nature of the GPU. A thread is, as mentioned
earlier, the smallest possible computational task and multiple threads are combined into
thread blocks of up to three (abstract) spatial dimensions. Blocks are then arranged in a
grid of up to three dimensions. When the host launches the kernel, the number and dimension
of threads and thread blocks to be used on the device has to be specified. The GPU then
assigns the thread blocks to its different SMs. A block cannot be split between different SMs,
but each SM can be used by multiple blocks. All threads in a block always run in parallel
on a SM and finish their tasks before running a new kernel. The programmer cannot select
which SMs that perform certain tasks, nor can it be guaranteed that different thread blocks
will run simultaneously or in consecutive order. As a result, GPU computing is very flexible
and highly scalable, as kernels can be designed for an arbitrary number of SMs. There is
however a drawback of this type of operation; there is no explicit communication between
the thread blocks so each individual thread must complete its task in order for a kernel to
finish [22, 23, 24].
Once a kernel has finished on the GPU, the data is sent back to the host DRAM, where in
the PCS it is later retrieved by the D/A-converter. It is relatively simple to incorporate GPU
parallelism into a standard personal computer, provided that the amount of data transferred
does not exceed the bandwidth of the PCIe bus. The set up is based on the assumption that
the computational time will be significantly longer than the time needed for the transfer of
input and output data via the CPU, as well as the data transfer to and from the GPU. In the
case of the PCS, the size of data to be transferred is small, but the transfer time is critical.
The time it takes for the CPU to schedule tasks and set up the data transfer to the GPU
might set a lower limit for the system response time [9].
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Another important aspect to consider in the case of GPU parallelism is the nature of the
problem that is to be solved. The benefits of using a GPU are largely dependent on whether
a program, or at least a part of it, can be broken down into pieces that can be executed
independently of each other. This is called the concurrency of a problem [17]. Dependencies
between different parts of an algorithm is generally unwanted, as data dependency is a major
inhibitor to parallelization [25]. The theory of MHD instability control with the PCS at
EXTRAP T2R allows for the exploitation of some concurrent properties; First, in the most
basic implementation of a feedback system, the input and output signals are designated to
a pair of coils, there will be a discrete set of signals which undergo the same processing
steps, but are otherwise non related. Second, each individual signal might undergo spectral
analysis performed with the FFT which separates different modes and the feedback gains
are calculated individually for each mode. These features highlight the possible performance
improvements with a GPU implementation in the plasma confinement system.

3.3

GPU Exclusive Computing

One way to reduce the data transfer time in the PCS is to simply transfer data directly
between the GPU and the converters, bypassing the CPU and host DRAM. As a result, all
computing is performed by the GPU, while the CPU is only used to initialize the selected
control algorithm by allocating memory and launching the kernel which runs the actual
algorithm. This computational mode gives the kernel exclusive access to the GPU cores,
meaning operation run-times will be deterministic as no real-time CPU operation system is
used. The advantages of this approach vanishes as the data sizes increase and the computational algorithms become more complex. However, for small data amounts and limited
algorithm complexity, this set up has proven to be a favourable solution [9].
In order to implement GPU exclusive computing the PCS must be able to handle direct data
transfer to and from the A/D and D/A converters. Remote direct memory access (RDMA)
between two peers on a standard PCIe bus is initialized by the CPU which assigns base
address registers (BARs) to the peers. This allows the A/D and D/A converters to read and
write on the GPU memory directly through the PCIe bus. RDMA is a feature of certain
hardware configurations and is incorporated in modern NVIDIA GPU models, where the
remote memory access can be set up through the CUDA parallel programming platform
[26]. This makes CUDA an attractive option to use for GPU exclusive computing and as a
result, the proposed implementation in this thesis will be based on the CUDA platform.
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4

GPU Parallelization Method

The fundamental problem addressed in this thesis can be conceptualized independently of
the intended field of application using the following simple diagram

Input Data

/

/

Calculations
/

Output Data

time

Figure 4.1: Conceptual problem visualisation.
This work has the intended application in the control of MHD instabilities and two specific
goals. The first is to restrict the cycle time of the system in Fig. 4.1 below 100 µs, that is,
given a fixed size of input data, the time it takes to produce the corresponding output data. In
this particular situation, there are two factors influencing the cycle time: the time it takes to
perform the calculations, i.e. the computing time, and the time it takes to transfer data from
the input location (which is where the A/D converter places data) to the output location
(which is where the D/A converter picks up the results). Any updated algorithm would
preferably take both of these aspects into consideration. Therefore, the proposed solution
will use parallelization of data processing to reduce computing time and optimizing data
transfers to reduce transfer time. The second goal is to make operations more deterministic,
meaning smaller variations in cycle time. An increased level of determinism is expected as
a consequence of the properties of GPU computing.
The GPU implementation is made using the APOD programming model (assessment, parallelization, optimization, deployment). APOD is a development strategy for parallelization
customized for use with the CUDA platform [24, 25]. The model proposes an iterative programming method with the aim to first find parallel properties of an algorithm and determine
if a parallelization can be motivated (assessing). Some of these properties are then exploited
(parallelizing, optimizing) and a simple but fully parallel code (deploying) is developed. Over
the the following iterations the work shifts towards improving the new algorithm to meet
the user’s requirements.
Assessing
Deploying

Parallelizing
Optimizing

Figure 4.2: The APOD programming model.
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The initial implementation phase consists of determining the necessary system upgrades at
EXTRAP T2R to enable an efficient use of GPU computing. This is described in Section
6 together with a presentation of the CUDA programming model and the methods used
for verifying performance of parallel GPU code. The general properties and case-specific
performance of relevant parallelization methods are shown in Section 7, followed by an
evaluation of methods for optimizing data transfers in Section 8. The process of developing
the parallel control algorithms and their integration in the plasma control system is presented
in Sections 9 and 10.
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5
5.1

Control System Architecture
Experimental Device

EXTRAP T2R is a reversed-field pinch fusion experiment located at the Royal Institute of
Technology, KTH in Stockholm. It consists of a toroidal chamber vacuum vessel of stainless
steel, with major radius R 0 = 1.24 m and minor radius a = 0.183 m, enclosed by a thin
double-layer copper shell. The transformer — its iron core is the large dark vertical structure
seen in Fig. 5.1 — creates a poloidal magnetic field by inducing a plasma current, Ip of ∼
50 - 120 kA in the toroidal direction. This also results in a heating of the plasma to electron
temperatures of Te ∼ 200 - 300 eV, or roughly 2 - 3.5 million degrees Celsius. The pinch
parameter and reversal parameter are in the ranges Θ = 1.5 - 1.8 and F = -0.1 - -0.5
respectively [4].

Figure 5.1: EXTRAP T2R

5.2

The Present Plasma Control System

The magnetic sensor coils used in the feedback loop by the PCS consist of 128 saddle coils
distributed in 4 poloidal positions and 32 toroidal positions around the the vacuum vessel
but inside the copper shell. The coils are coupled in pairs, yielding 64 input signals to the
PCS. The active saddle coils, also 128 in total, are placed outside the copper shell and are
connected in pairs as well. Each pair of the active coils is powered by an audio amplifier that
produces the current creating the compensating magnetic field. An electromotive force is
induced in the sensor coils due to the change of magnetic flux through the coil area, created
by plasma perturbations, according to Faraday’s law:
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E(t) = −

dΦB
.
dt

(5.1)

This emf signal is then time-integrated in order to get the perturbed magnetic field, before
being sent to the data acquisition system (DAQ). The DAQ consists of two ACQ196 digitizers
(A/D-modules) and two AO32 D/A-modules [27]. Each digitizer provides 64 channels for
input signals while each AO32 module has 32 channels for output signals. The inputs to
the digitizers depend on if the feedback loop is set to voltage control or current control
mode. Using voltage control, the inputs are the measured voltages for each sensor coil pair.
In current control mode, the active coils are also used as sensors and give the measured
currents as inputs to the DAQ. The current control mode can also be used for internal
system testing: this will be covered in more detail in Sections 9 and 10. An additional
ACQ196 module is used to send a trigger pulse which can activate the PCS without the
presence of a plasma. All modules are placed in a shared compact PCI crate, connected to
a National Instruments PCIe-8361 Host Bus Adapter (HBA) located on the host computer
motherboard. The computer is a Linux-based PC with the CentOS 6.8 operating system
and a 3.1 GHz AMD Opteron CPU. During operation all hardware interrupts are diverted
from the CPU in use to ensure minimal disturbance from other OS related processes.
The DAQ uses a low latency method for data transfers to and from the computer. All
transfers are controlled by the converters, while the host computer only process the data
they provide it with. The transfers are block transfers, meaning that the 64 input signals are
transferred together in a single vector, VI while the 64 output signals are bundled together in
the vector VO. Data collection is triggered by a sample clock pulse from the digitizers. When
the digitizers have converted the input data, VI is transferred to host computer memory,
and VO is acquired from host memory immediately after, where it is stored after being
processed. It is the task of the host computer to ensure that VO is accessible in memory
before the transfer of VI occurs. In case of an excessive computation time, the output vector
might not be ready when it is supposed to. Then the DAQ will reuse the previous value.
A sample counter is implemented and it reports the number of times during the plasma
operation the DAQ had to reuse values from earlier computations. A sketch of the plasma
control system with voltage control is shown in Fig. 5.2.
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Active Coils

Sensor Coils

Amplifier currents
Power Amplifiers

Analogue input

Analogue output
Digitizer

D/A Converter
VO

VI

Host Computer
Figure 5.2: Plasma control system schematic.

5.3

Feedback Scheme

The linear multiple input multiple output (MIMO) feedback system at EXTRAP T2R, consisting of the components described in the previous section, is shown in Fig. 5.3. Constraints
in the feedback loop are introduced due to the limitations in the output of the power amplifiers, leading to saturation when the amplifiers reach their maximum performance. If
saturation is reached, there will be a mismatch between the system input and the controller
output and the feedback loop will effectively be broken.

r

e

P

F

GA

u

uA

G

−1
Figure 5.3: Plasma control system feedback loop.
• F: Digital controller
• GA : Power amplifiers
• G: EXTRAP T2R
• r: Output reference signals
• e: Controller input signals
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• u: Controller output signals
• uA : Amplifier output currents to active coils
• y: Measured and time integrated voltages

5.4

Control Methods

The control algorithms are implemented in the host computer and the user is able to select
the specific algorithm that will be used for each experiment. In this section, a description of
the relevant control methods is presented.
PID
The PID controller calculates an error value, e(t), which is the difference between the desired
signal setpoint, r, and the measurement of the actual signal, y(t). The controller then tries
to correct the error by applying a control signal u(t) based on a linear combination of
predetermined proportional (P), integral (I) and derivative (D) parameters. In the time
domain, a continuous PID controller can be written as
Z

t

u(t) = KP e(t) + KI

e(τ )dτ + KD
0

de(t)
dt

(5.2)

where KP , KI and KD are the proportional, integral and derivative gain coefficients. The
corresponding Laplace transform transfer function is
FP ID (s) = KP +

KD s
KI
+
s
s+τ

(5.3)

1
with the term s+τ
describing a low pass filter, the constant τ is now introduced to the
derivative part. This is required to reduce the effect of noise on the controller output.
R t Now
the controller can be realized as a state space model, with the state variables x1 = 0 e(τ )dτ
and x2 = ẋ1 = e(t) yielding



 

  
ẋ1 (t)
0 0
x1 (t)
1
=
+
e(t)
ẋ2 (t)
0 −τ x2 (t)
1




u(t) = KI −τ KD x(t) + KP + KD e(t).

(5.4)

In the digital controller, data is first sampled at a given rate by the A/D converter yielding the
discrete error signal e(k) , where kR= 0, 1, 2... denotes
each sampling point. The integral part
P
t
of the controller is discretized as 0 e(τ )dτ = ni=0 e(ki )Ts , where Ts denotes the sampling
interval. The derivative part is discretized by first creating an equivalent discrete transfer
function using the zero-order hold method as
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−1



HZOH (z) = (1 − z )Z

H(s)
s


.

(5.5)



KD s
τ
FD (s) =
= KD 1 −
s+τ
s+τ

(5.6)

τ
s+τ
1 − e−τ Ts
→ HZOH (z) = −KD
.
z − e−τ Ts

(5.7)

The derivative part of the controller can be written as

from which

H(s) = −KD

Pk−1
Using the state variables x1 (k) =
i=0 e(ki ) and x2 (k) = e(k) and setting the constant
−τ Ts
the full discrete state space model with 64 inputs and 64 outputs can be realized
c=e
as
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.
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0
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(5.8)
As mentioned earlier, saturation is a possible cause of disruption of the feedback loop. This
is particularly a problem if the controller includes integration since the integrator is using
the output error, possibly leading to larger control signals that lock the system in a state of
saturation. To avoid such a scenario the controller is modified with an integrator anti-windup
scheme. This scheme does not change the controller design during normal operation, but
prevents the integrator from locking the system in saturation [28]. Furthermore, each control
signal cannot be entirely independent of all other signals due to the placement of the active
coils in close proximity to each other, which causes neighbouring output signals to interfere
with each other. This mutual dependence is common in MIMO systems and is solved by
the decoupling of the signals, leading to a system with 64 independent input-output pairs.
Lastly, the control signals are constrained to ensure that they do not exceed the saturation
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limit of the power amplifiers. The algorithm for the PID implementation with the intelligent
shell scheme in the host computer can be seen below:
> Receive sampled data at time t
>

Compute e(k) = r − y(k)

>

Compute u(k)

>

Compute x(k + 1)

>

Anti-windup of x(k)

>

Decouple u(k)

>

Saturation of u(k)

> Wait until time t + Ts
> Go to start of loop.
Linear-Quadratic-Gaussian control
This control algorithm assumes that the MIMO system — ’G’ in Fig. 5.3 — can be represented in the following discrete linear time-invariant form

x(k + 1) = Ax(k) + Bu(k) + v(k)
y(k) = Cx(k) + Du(k) + w(k)

(5.9)

with the input vector u, state vector x and output vector y. A, B, C and D are matrices
such as dim(A) = n × n, dim(B) = n × q and dim(C) = q × n. D is the feedforward
matrix and is set to 0 for simplicity but, if desired, can be included by modifying the cost
function that is to be minimized [29]. The model incorporates the process noise v(k) and the
measurement noise w(k), which are assumed to be uncorrelated zero mean Gaussian white
noise with static covariance matrices Rv and Rw .
The LQG algorithm aims at finding the linear state feedback u(k) = −Fx x(k) that minimizes
the quadratic cost function
N
1 X T
x (k)Q1 x(k) + uT (k)Q2 u(k)
J = lim
N →∞ N
k=0

(5.10)

with the positive semi-definite state penalty matrix Q1 and positive definite penalty matrix
Q2 . These matrices are design parameters set by the user. It can then be shown that the
optimal controller is given by
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x̂(k + 1) = Ax̂(k) + Bu(k) + K (y(k) − C x̂(k))
u(k) = −Lx̂(k).

(5.11)

The first part of Eq. 5.11 is the Kalman filter. It estimates x̂(k) of the states x(k), as the
states are not always directly measured. The gain K is chosen to minimize the estimation
error x̃(k) = x(k) − x̂(k) and is determined by
K = (AP C T )(CP C T + Rw )−1

(5.12)

where the matrix P is given by the Riccati equation
P = AP AT + Rv − (AP C T )(CP C T + Rw )−1 (AP C T )T .

(5.13)

The second part of Eq. 5.11 is a linear-quadratic regulator, which includes the constant state
feedback matrix L, calculated from the discrete algebraic Riccati equation as
S = AT SA − AT SB(B T SB + Q2 )−1 B T SA + Q1
L = (B T SB + Q2 )−1 B T SA.

(5.14)

In the algorithm for LQG control implementation with the intelligent shell scheme, one sets
Q1 = C T QIS C which means Q1 de facto changes from a state penalty to a penalty on the
output with the weighting matrix QIS . The sequential algorithm looks like
> Load state space model
> Compute P , S, K, L
> Initiate real-time operation
>

Receive sampled data at time t

>

Compute u(k)

>

Compute x̂(k + 1)

>

Saturation of u(k)

>

Wait until time t + Ts

>

Go to start of loop.

The computation time required for the LQG control algorithm depends on the size of the
state space model. In the current implementation 332 state variables are being used, while
there are 64 input and output signals, giving the matrix dimensions dim(A) = 332 × 332,
dim(B) = 332 × 64, dim(C) = 64 × 332, dim(K) = 332 × 64 and dim(L) = 64 × 332.
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6

GPU Implementation: Hardware and Software

6.1

Hardware Requirements and Upgrades

The advantage of utilizing GPU parallelization at EXTRAP T2R is highly dependent on two
factors: the number of processor cores that can be used simultaneously and the speed of the
data transfers between the host and device. As computational speed is a key parameter, it is
desired to maximize the number of processors. An upper limit is set by the requirement that
the GPU has to be integrated in the DAQ, which is a question of hardware compatibility.
The speed of data transfers is affected by the PCS computer hardware but certain implementations are also affected by the choice of GPU. In order to prepare for a GPU exclusive
solution it is required that the GPU to have RDMA compatibility.
The requirements can be summarized as follows:
The GPU
• must have the maximal number of processor cores available on a GPU that meets the
limits set by the DAQ;
• must be compatible with CUDA RDMA.
The DAQ
• must be able to integrate a GPU, as well as other potential new hardware components, into the host computer. The computer must be adequate in terms of physical
dimensions, power supply and number of available card slots;
• must be able to transfer data directly to and from the GPU.
Implementation of the CUDA RDMA function in the PCS requires a NVIDIA GPU compatible with CUDA v.5.0 or later [26]. Furthermore, the host, the device and the converters
have to be connected to a shared PCIe root complex to ensure that the allocation of memory
addresses functions properly [26]. Since the converters are connected via a common compact PCI backplane, it is necessary to establish a PCI to PCIe connection. Based on these
criteria, the following hardware upgrade is made
• a NVIDIA GeForce GTX 1060 6 GB GPU with 1280 CUDA cores (10 SMs, 128
cores/SM), compatible with CUDA v.6.1 [30].
The GPU is installed and is connected through a PCIe 2.0 x8 (x16 physical) slot on the host
computer.

6.2

The CUDA Architecture

CUDA toolkit v.8.0.61 software is installed together with the GTX 1060 GPU. The general
purpose computing platform CUDA (originally named Compute Unified Device Architecture)
provides an extension to the C/C++ language and makes the GPU accessible to the user
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with a special NVIDIA compiler called nvcc and a separate CUDA driver. Several additional
tools are also available, such as modified versions of common C/C++ libraries like BLAS
(basic linear algebra subroutines) and FFTW (fast Fourier transform in the west), as well as
the nvprof profiling tool for performance analysis. These features can also be accessed via
the included NVIDIA Nsight Eclipse program or the NVIDIA Visual Profiler tool.
As mentioned in Section 3.2, CUDA programming is centred around three dimensional thread
block and grid abstractions. The GPU is responsible for the physical mapping: the grid is
mapped on GPU level, blocks are mapped on SM level and threads are mapped on CUDA
core level, resulting in warps consisting of 32 threads that run simultaneously according to
the SIMT model. A warp cannot be split between blocks and the number of warps that
can run on one SM on the GTX 1060 is 64. However, due to the allocation of threads to
SPs a total of ≤ 4 warps can run simultaneously on a SM, meaning a maximum of 128
simultaneous threads that can run at a time. The GPU is designed to reduced stalling
and warps are switched with high speed so that the time spent on useful computations is
maximized. As a warp is launched regardless of the number of active threads, the GPU
delivers its best performance when utilized in such a way that all 32 threads in each warp
are being used. In practice this means that the number of threads on a block should be
a multiple of 32. The maximum number of threads that can be processed by a single SM
is 1024 and the maximum number of blocks is 32 per SM. The user needs to ensure that
a correct number of threads are assigned to a block and a grid. For the GTX 1060 the
maximal number of threads in one dimension of block naturally is 1024 and the maximal
number of threads in each dimension is Blockmax (x, y, z) = (1024, 1024, 64). The theoretical
maximum number of blocks in a grid is Gridmax (x, y, z) = (2147483647, 65536, 65536). The
hardware restrictions limits the use of some configurations. For instance, if one wanted to
launch 2,147,483,647 blocks of size 1024 simultaneously, one would need a single GPU with
2,147,483,647 SMs or an equivalent multi-GPU solution [17, 25].
Parallelization is achieved by invoking a kernel function on the GPU. The kernel function has
to be of type void and contain the qualifier global (the double underscore indicating
that it is reserved by the implementation). As indicated by the name, this function uses
the device global memory for data storage. It is possible to allocate other parts of device
memory from within the kernel, for instance the shared qualifier allocates shared memory.
Additional functions that are to be launched from within the kernel must contain the qualifier
device . Kernel code is written sequentially for a single thread and when it is executed
a number of threads run the code in parallel. A kernel can only be launched from the host
with a specified 3D block grid and thread block size, as well as the arguments that are to be
used on the device. In CUDA this is written as
kernelName<<<gridSize, blockSize>>>(d argument1,..., d argumentN);
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Each thread is identified with the built-in CUDA index variables. The ID of a thread within
a block is found with threadIdx.x (for the x-dimension). Similarly the block ID is extracted
with blockIdx.x. The total number of threads in a block is returned by blockDim.x. Thus,
each thread has a unique global integer ID, for example in a one dimensional grid of one
dimensional blocks:
const int globalID = blockIdx.x*blockDim.x + threadIdx.x;
The thread ID is required to map the three dimensional computational grid onto the one
dimensional physical hardware. It must be declared in the kernel in order to for the sequential
code to function properly.

6.3

Testing

The complexity of a parallel algorithm is dependent on the problem characteristics, what
type of device memory is used, and how memory allocation and copying is implemented.
The simplest algorithms are typically the fastest to implement but the slowest in terms
of execution time. While it is possible to write the code based on theoretical predictions,
there are two drawbacks to this approach: the need for an accurate GPU performance
estimation and its relation to the user’s objective. There are many parameters affecting a
GPU implementation, such as GPU type, PCIe bandwidth and CPU type, and this means
that it may be difficult to make accurate performance predictions in advance. Consequently,
there is a risk that the algorithm will be based on wrongful assumptions. If the goal of
parallelization is not to maximize the number of computations in the least possible time,
but rather to perform within certain limits or meet some performance criteria, there is a
risk that a lot of time will be wasted on unnecessary optimization as the desired result
may well be achieved with a simple algorithm. The APOD model avoids these potential
pitfalls by suggesting an iterative approach, which guarantees that parallel code will be tested
and evaluated on the system where it is intended to be used, starting from an elementary
CPU+GPU solution.
In the following sections, several performance tests are conducted on the GTX 1060 installed
in the host computer of the plasma control system. For all GPU performance tests in Sections
7 and 8, unless stated otherwise, the code is compiled with the nvcc compiler and profiled
using nvprof. The profiler is set to measure execution times with a 1 nanosecond resolution.
Device computing time is defined as equivalent to the kernel execution time. All test runs are
performed with 1000 iterations to mimic the effect of the 100 µs PCS sampling time and the
∼ 100 ms plasma pulse duration in the current EXTRAP T2R configuration [31]. Testing
is focused on finding the general behaviour of various solutions rather than conducting an
extensive data gathering of individual configurations. Therefore, data is presented for test
runs that are found to exemplify the nature of each operation. Tests have been carried out
using the single precision floating point number format.
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7

Parallelization of Algorithms

The most fundamental and therefore the most important part of any GPU parallelization
is the understanding of where parallel computing can be used to improve the performance
of an algorithm. In the case of the plasma control system, as little computing as possible
should be made during real-time operation so any code that is already executed during the
initialization process before the real-time operation begins does not have not be parallelized,
as it has no impact on the algorithm real-time cycle time. For example, computing the
Riccati equations in the LQG algorithm would most likely be faster using the GPU, but as
the computations yield constant matrices they only have to be performed once so there will
be no meaningful performance improvement from parallelization.
To efficiently parallelize multiple control algorithms one should first identify common features
that can be exploited. The most obvious similarity between the PID and LQG algorithms
is the computation of multiple matrix additions and matrix multiplications. Compared to
matrix multiplications, adding matrices requires much less operations, meaning that the
possible gains from parallelization are limited. On the other hand, CUDA implementation
of matrix addition is compact and constitutes a good introductory example to the CUDA
programming model. It will therefore be covered briefly in Section 7.1, before a closer study
on matrix multiplication is presented in Sections 7.2 and 7.3.
The CUDA version of the BLAS library is called cuBLAS and might also be used to perform
various matrix operations. There are two major advantages with using cuBLAS. The first
is improved programming efficiency, as the programmer only have to specify the inputs
and outputs in function calls to the cuBLAS context. The second is reduced testing times
since device thread block optimization is also handled by cuBLAS. The drawback is that
the programmer has less freedom adapting the algorithm for specific applications. Matrix
operations in the cuBLAS context are discussed in Section 7.4.
Data dependency was previously mentioned as a major inhibitor of parallelism and must be
considered, especially for computationally intense tasks. Data dependencies in the PID and
LQG control algorithms are discussed in Section 7.5.
Finally, from a CUDA point of view, the plasma control system has a number of input and
output signals which is exactly twice the size of a warp. Thus, as will be shown in the
following sections, thread usage optimization is not a major issue for the PID. Thread usage
in the LQG depends on the model dimensions: for example if one assigns 332 threads to
compute Ax̂(k), then there are few acceptable block size options as the number of threads
in a block must be a divisor of 332. It is possible to overcome this obstacle by using a
library context like cuBLAS or by other methods, of which one is discussed in Section 9 in
connection to the LQG algorithm implementation.
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7.1

Parallelization of Matrix Addition

An element-wise matrix addition C = A + B is possible only if A and B have the same
number of rows and columns. A simple kernel that handles this operation looks like
global

void add(float *d A, float *d B, float *d C, const int n){

row = blockDim.y*blockIdx.y + threadIdx.y;
col = blockDim.x*blockIdx.x + threadIdx.x;
d C[row*n+col] = d A[row*n+col] + d B[row*n+col];
}
The above code shows the implicit parallelization in CUDA, as the addition is written for
one element but will be executed by all indexed threads. In this case, there is a 2D grid of
2D blocks and the indexing is a consequence of CUDA storing matrices in row-major order.
The corresponding kernel launch process can be written as
dim3 blockSize(xThreads, yThreads, 1);
dim3 gridSize(n/xThreads, n/yThreads, 1);
add<<< gridSize, blockSize>>>(d A, d B, d C, n);
with the number of threads in each dimension equal to the number of elements in the
corresponding dimension in matrix C. Preferably, the total number of threads is a multiple
of 32. It becomes clear that block size may influence the performance of parallel performance
but the effect is less visible in the case of a simple addition where computational effort already
is modest. This is shown in Table 7.1 where kernel parallel execution time has been measured
for a few block sizes, using n × n matrices where n = 128.
Table 7.1: Kernel execution time.
Block Size
32 × 32
16 × 16
8×8

7.2

Max [µs] Avg [µs]
1.7
1.4 ± 0.02
1.7
1.4 ± 0.02
2.2
1.9 ± 0.02

Min [µs]
1.3
1.2
1.8

Parallelization of Matrix Multiplication

In a matrix multiplication C = AB where dim(A) = m × q, dim(B) = q × n and dim(C) =
m × n, each element of C is determined by
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q

Cij =

X

Aik Bkj

k=1



i = 1, ..., m
j = 1, ..., n


k = 1, ..., q.

(7.1)

The algorithm resulting from Eq. 7.1 can be exemplified as follows: the first element C11 is
obtained by multiplying each element of the row A1,k with each element of the column Bk,1
and then adding the results together. When repeated for all elements of C, a total number
of m×n×(2q −1) computations is reached. Matrix multiplication can parallelized by simply
computing all elements at once since each element Cij can be calculated independently from
all other elements of C. In CUDA, this can be implemented in several ways, the most
straightforward being assigning A and B to device global memory and letting m × n threads
each make 2q − 1 computations to get all elements Cij . This method is evaluated for generic
n × n matrices A, B and C and the resulting computation time as a function of block size
is shown in Fig. 7.1. A square shaped 2D grid of square shaped 2D blocks is launched,
totalling n × n threads, one for each element of C. It is confirmed that using thread blocks
significantly smaller than the warp size has a negative impact on performance. The 256
and 1024 thread block sizes (162 − 322 ) yield the best performance. This is equivalent to
launching 8 to 32 warps per block, each with 32 threads. Consequently computations are
completed in 2 to 4 warp cycles. Computation time increases with matrix size as expected.
Furthermore, the time variation is small as expected due to the deterministic nature of the
GPU. It is also observed that execution times tends to vary more with an increasing number
of launched blocks, as well as with the number of computations performed by each thread.
n = 64
60

n = 128
400

n = 256
3000

50

Min
Avg
Max

2500
300

40

2000

30

200

1500

20

1000
100

10
0

500
22

42

82

162 322

Block size

0

22

42

82

162 322

Block size

0

22

42

82

162 322

Block size

Figure 7.1: Execution time dependency on thread block size.
A fine-tuning of the thread launch might be required in order to maximize kernel performance, see Fig. 7.1. For a square matrix, this means that n × n threads have to be launched
in rectangular blocks where blockSize.x 6= blockSize.y. The total thread number should
still be a multiple of the warp size. The number of blocks in each dimension has to be adjusted to preserve the original grid size. The best performances of multiplication operations
using rectangular block sizes of 128 - 512 threads are comparable to those of square shaped
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thread blocks with 256 threads, thus defining the range of preferred block sizes. It is worth
noting that when implementing rectangular thread blocks, the relation between the x- and
y-dimensions seems to affect performance and a larger x-dimension block size generally is
shown to be favourable (Fig. 7.2). However, if rectangular blocks are to be used, it is important to test different configurations to ensure that the lowest possible computing time is
achieved.
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Figure 7.2: Average execution time depending on thread block size.
The main drawback of this parallelization scheme is that each thread have to read and write
to device global memory, which is slow compared to using shared memory. Increased matrix
sizes lead to more computations and read operations per thread, which has a negative impact
on performance, as can be seen in Fig. 7.1. In the next section it is discussed how shared
memory can be used to reduce matrix multiplication computational time.

7.3

Parallelization with Shared Memory

Shared memory can only be accessed from threads within the block where it resides and it
only lasts as long as the block does. Read and write operations are expected to be faster
than when using global memory [33]. The maximum shared memory per block is just below
50 kB in the GPU that is being used in this work, while the total global memory amounts
to over 2 GB.
The computing approach in this case have to be different since each thread only can use
value available to its block, meaning that for matrix multiplications it is not possible to use
Eq. 7.1 and assign an element Cij to a thread directly. Instead, the matrix C is treated as
a block matrix [34]
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Each submatrix Cαβ of C has the dimension pi × qj and in the case of a square matrix C,
one can simply let pi = qj , ∀ 1 ≤ i, j ≤ N . The submatrices Aαγ and Bγβ can be generated
in a similar fashion and in general, the dimension corresponding to index γ has to be the
same for all matrices, but in this case one can set it to pi . In order to get all elements of Cαβ
the sum of Aαγ Bγβ for γ = 1 : N is calculated, giving a row of blocks Aαβ and a column of
blocks Bγβ . This is written in a more condensed form as

Cαβ =

N
X

Aαγ Bγβ

1 ≤ α ≤ N,

1 ≤ β ≤ N.

(7.3)

γ=1

In CUDA each submatrix Cαβ is assigned to a thread block and each element is computed
by a single thread within the block. Each submatrix is transferred to shared memory by
invoking the shared command in the kernel. Each thread then calculates one element of
Aαγ Bβγ before the elements in the resulting submatrices are added together. A test code is
developed, based on the CUDA documentation on shared memory usage [33], and the results
presented in Fig. 7.3 showing the performance increase when using shared memory instead
of global memory. In particular, it can be observed that the improvement is larger for larger
matrices.
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Figure 7.3: Execution time depending on device memory usage.
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7.4

The cuBLAS Library

The cuBLAS library has inherited the structure of the original BLAS library and its compability with the Fortran programming language. As a result, column-major storage of
data and 1-based indexing are used, as opposed to the standard C++/CUDA row-major
storage and 0-based indexing. cuBLAS functionality is introduced by initialization of a
handle to the cuBLAS library context with the cublasCreate() function and ended with
cublasDestroy() [33].
Standard matrix multiplications for single precision floating point number in cuBLAS are
performed by the cublasSgemm function, which computes
C = α op(A)op(B) + β C

(7.4)

where α and β are scalars, A, B and C matrices of appropriate sizes while the op()operator indicates if the matrix should be transposed or not. The input matrices are
passed to the device with cublasSetMatrix() and the resulting matrix is retrieved with
cublasGetMatrix(). The behaviour of these data transfer operations are detailed in section
8.
The performance of the cublasSgemm function is in this section evaluated for three different
n×n matrix sizes, with α = 1 and β = 0. Execution times are compared with shared memory
matrix multiplication times and the ratio of measured average computation times as well as
the ratio of maximum computation times are shown in Fig. 7.4. While cublasSgemm clearly
outperforms the shared memory algorithm for the largest matrix size, it does not improve
increase the execution speed for smaller matrices.
In addition, cuBLAS provides separate matrix-vector multiplication functions. The cublasSgemv() function computes
y = α op(A)x + β y

(7.5)

where x and y are vectors and α, β and op() are defined as in Eq. 7.4. Vectors are passed
between host and device by calling the functions cublasSetVector and cublasGetVector,
respectively. Using a n × 1 vector with a n × n matrix yields computation times well below
10 µs as shown in Fig. 7.5. As with cublasSgemm, the variation in execution time is here
significantly larger for the small matrix sizes than when using shared memory, which in other
words means that computation times are less deterministic.
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Figure 7.5: Sgemv execution time depending on vector size.

Data Dependencies and Streams

The parallelism of matrix operations primarily resides in the computations of individual
elements. However, when an algorithm includes several matrices not all operations can be
made concurrently. For example, Ax̂(k), Bu(k) and Ky(k) in the LQG algorithm must be
calculated before x̂(k + 1) can be determined. This kind of dependency is unavoidable in
sequential code, but as the computations of Ax̂(k), Bu(k) and Ky(k) are independent of each
other they can potentially be made in parallel. The question is if it is necessary to implement
this level of parallelism? There answer is that it depends. There is an increased programming
effort associated with this level of parallelism and therefore initial parallelization should not
focus on eliminating all types of dependencies if it is not required to meet the performance
criteria set by the user.
Based on the results of computational times of the matrix operations presented in the previous sections it was deemed possible that a parallel PID algorithm would be able to achieve
computation times below 100 µs without the parallel execution of several independent matrix
multiplications. A more thorough assessment of data dependencies in the case of the LQG
algorithm was deemed necessary. A single kernel can be used to perform several matrix
multiplications sequentially, but often it is preferred to distribute matrix operations over
multiple kernel launches, or even different kernels, with different input arguments. Since
each kernel can be launched with a unique block size and grid size, it is possible to optimize
thread utilization for each matrix operation, a feature that adds flexibility and is particularly
useful when matrix sizes differ.
By default, kernels run in series since they are launched in the same stream. A stream is a
set of commands that are executed sequentially on the GPU. Multiple streams can be run
simultaneously in a way that creates a high-level concurrency beyond the thread concurrency
taking place in each stream [33]. The default stream guarantees host-device synchronization.
However, multiple streams always run asynchronously on the device so there is no guarantee
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that they will run in a specific order. Thus, one must make sure to explicitly synchronize the
kernels before using the outputs, or the execution will be prone to read-before-write errors.
Running multiple streams also enables the use of asynchronous memory copying, where data
needed by a kernel waiting in stream X can be copied while a kernel is running in stream Y.
The results from the kernel in stream Y can then be copied back to the host as the kernel
in stream X starts running.
In general, attempts at this kind of parallelization will only be successful if there are enough
GPU resources to run multiple kernels and it is necessary to first investigate how the number
of threads per kernel to be launched corresponds to the total available threads on the host.
A hardware upgrade might be needed to overcome some data dependency bottlenecks. In
this work an implementation of multiple streams was deemed to be ineffective due to the
data dependencies in the LQG algorithm.
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8

Data Transfer Optimization

Given the speed of computation achieved with shared memory and cuBLAS one would
assume that the the easiest way to parallelize the control algorithms is to simply assign data
to a suitable library function, and under normal circumstances that assumption would be
correct. But when dealing with a time restriction of a mere 100 µs, it is impossible to ignore
the data transfer time.
In this section, the data transfer time between the DAQ and the GPU is evaluated for
different transfer methods. In accordance with the APOD model, the properties of the
default hardware set-up is presented first. In this it is assumed that all data are passed
through host DRAM. The impact of the kernel launch process is also covered: this process is
not directly related to data transfers but contributes to the overall time latency introduced
by the GPU usage and therefore also must be assessed.

8.1

CPU+GPU

The traditional CPU+GPU set up involves data transfers between the host memory and the
device as well as the launching of a kernel. The kernel launch is the process where the host
is calling a ’function’ on the device, and should not be confused with the kernel execution,
which is the execution of the launched device function. The CUDA environment handles the
transfer process in three steps: i) the allocation of memory on the device, ii) the copying of
data from host to device and iii) the copying back of the resulting data from the device to the
host. The bandwidth between host memory and the device is generally much smaller than
between the device and device memory, which often results in performance bottlenecks. For
example, the GeForce GTX 1060 has a theoretical peak memory bandwidth of 192 GB/s,
compared to the 4 GB/s of the PCIe 2.0 x8 bus [30, 32]. The simplest way to implement the
data transfer is to call the host functions cudaMalloc() and cudaMemcpy() in the following
sequence:
1)

cudaMalloc((void**)&d data, sizeof(data));

2)

cudaMemcpy(d data, h data, sizeof(data),cudaMemcpyHostToDevice);

3)

cudaMemcpy(h data, d data, sizeof(data),cudaMemcpyDeviceToHost);

The first step creates a memory pointer with a certain size on the GPU to a specific part
of host memory, in this case the pointer d data. Data can then be transferred back and
forth between the host and the device by copying it to the right memory address with
cudaMemcpyHostToDevice or cudaMemcpyDeviceToHost. The impact on the overall performance by these operations is here studied by measuring the dependence of the transfer time
on the size of the data (and therefore the memory) to be transferred. For a generic n × n
matrix the base latency is found by simply allocating memory for the matrix, launching
a kernel and transferring data between host and device without implementing any kernel
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computations. The average time spent on memory allocation and kernel launches is not
significantly affected by the matrix dimensions, as shown in Fig. 8.1. The visual profiler is
used to produce a time chart including all operations. It reveals that the large spikes are
concentrated to the initial runs and are few in numbers: therefore having little effect on the
average run time. The memory copying operations on the other hand are discovered to be
highly dependent on matrix size and also exhibit a larger variation in execution time.
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Figure 8.1: Execution time dependency on n × n matrix size.
It is in our best interest to reduce the use of these operations as they all take up valuable
time that could be spent on computing, in fact it is the key to efficient CPU+GPU usage.
Any operation that not necessarily has to be performed in each cycle can be allocated
to a initiation part, before the program enters real-time operation. The kernel launch is
repeated for each computation cycle, and since the CPU controls the data transfers, and
the default stream is used, the kernel must finish before the data can be copied back to
host memory. Thus, in this context the kernel must be relaunched during the next cycle. If
GPU computation times are fast, the extra time added by launching this process will still
be acceptable, at least during an initial implementation. If multiple kernels are used i.e.
the number of kernel launches per cycle increases, the total kernel launch time will increase
accordingly.
In the case of cudaMalloc, the data size is constant so only one memory allocation for each
data set is necessary. This also removes the need for continuous deallocation of memory with
cudaFree(), otherwise required not to exhaust the device memory. Constant value matrices
such as the state space matrices A, B, C and D — and in the case of LQG also K and L —
would preferably be allocated and copied to device memory only once. The state variables
x̂(k) and x(k) are updated at each cycle and can be stored on the device as they are not
included in the output.
Some repeated copying of data to and from the device is unavoidable, but if it can be
limited to involve only the input and output vectors, which contain 64 elements each, the
added latency by GPU utilization will be significantly less than shown in Fig. 8.1. Tests
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show that the time spent on cudaMemcpy operations further decreases only if the input and
output vectors are transferred, compare Table 8.1 to Fig. 8.1. Once the minimal possible
standard copying time has been established, it is meaningful to look at some alternatives in
order to increase data transfer speed and determinism even further.
Table 8.1: Vector data copy time.
Vector Size
64 × 1

Max [µs] Avg [µs]
48.8
13.5

Min [µs]
8.4

Memory allocation in the cuBLAS complex is also carried out with the cudaMalloc call and
a profiling of a cuBLAS matrix function call reveals that Sgemm and Sgemv are initiated with
a standard kernel launch while default SetVector, GetVector, SetMatrix and GetMatrix
calls all use an underlying cudaMemcpy operation. Thus, default cuBLAS operation are
subjected to the boundaries of the standard CPU+GPU configuration.

8.2

Pinning Host Memory

The default memory path in the CUDA model require a part of the host DRAM to be reserved as a staging area for transfers to the device and this is the location that the device
pointer points to. The actual data is normally stored elsewhere in a part of the DRAM
called pageable memory. When data is copied, it must first be passed to the host staging
area before it can be transferred to the device. It is possible to avoid the internal host
transfer by allocating non-pageable memory on the host that can be used as a staging area.
This is referred to as pinning host memory, and it is used to streamline host-device interaction. Allocation of pinned memory on the host is done by adding a few extra lines
of code, while existing cudaMemcpy calls do not have to be modified as no syntax alterations are needed. Data will simply be put directly pinned memory instead of using the
default path. Pinning can be done in a few different ways, using either one of the functions
cudaMallocHost(), cudaHostAlloc() or cudaHostRegister(). The last option is used to
pin memory already allocated in pageable memory with a standard malloc() function, while
the former two are equivalent in the default configuration (more on this in the next section).
The amount of available non-pageable memory is limited, which means allocations might
fail long before pageable memory allocations would. Therefore it is a good idea to check for
allocation errors with the CUDA typedef cudaError t which will confirm a successful action. Unpinning memory after use is also good practice, this is done through cudaFreeHost
or cudaHostUnregister [33].
Using pinned memory indeed makes the copying of large chunks of data faster, as shown
in Fig. 8.2 for n × n matrices. However for smaller transfers this effect vanishes. If the
real-time operation of the plasma control system is restricted to transferring only vectors of
64 signals between the host and device, using pinned memory might not be advantageous:
the average transfer time for such a vector was measured to 16.2 µs with pinned memory,
which evidently is slower than the standard copying time determined in the previous section.
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Figure 8.2: Average memory copying time for different matrix sizes depending on host
memory allocation method.
Up to this point all described memory transfers have been initiated by the host. While
the lowest average transfer time achieved is acceptable for implementation in the plasma
control system, provided that the time spent on computations is small, it is still an extra
cost compared to the standard sequential operation of the system. Furthermore, the large
variation in execution time is unwanted as it reduces the computation time determinism.
The potential of the GPU in terms of computational speed and consistency has been proven,
but its resources cannot be fully exploited if the kernel launch and memory copy calls are
dominating the cycle time. The natural next step in order to improve this situation is to give
the device read and write privileges on host memory. This is done with a so-called direct
memory access (DMA) solution, often referred to as zero-copy [33].

8.3

Zero-Copy

In order for the GPU to access host memory, pinned memory has to be allocated but the
allocation also needs to be mapped into device memory address space. Pinning host memory
can look like
cudaHostAlloc(void** h pointer, size t memSize, unsigned int flags);
and by using the flag cudaHostAllocMapped it is indicated that the allocation is to be
mapped on the device. When a kernel is launched, the address of the allocated memory has
to be passed to the device and the device pointer to the memory in question is retrieved with
cudaHostGetDevicePointer. Once the mapping is complete, data transfers will be managed
directly and implicitly by the device, meaning that cudaMemcpy calls can be omitted from
the code. Since both the host and device now will have direct access to pinned host memory,
precautions must be taken to avoid unwanted overlapping read-write actions. By calling
cudaDeviceSynchronize on the host after the kernel is launched ensures that data have
been copied from all threads to host memory before the host can access the data.
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The impact on overall performance of zero-copying is measured by incrementing the input
vector (adding 1 to each element) as well as executing a matrix-vector multiplication y = Ax.
The results, shown in Fig. 8.3, highlight the characteristics of zero-copy: incrementing
each element of the input vector using 64 threads requires only one read and one write
operation per thread within the kernel and the memory transfer is fast. The vector-matrix
multiplication with 64 threads involves 64 read operations and one write operation per thread
and these additional data transfers have a deteriorating impact on kernel performance. The
visual profiler indicates that the synchronization process the complete host-device-host cycle
time.
When using the standard cudaMemcpy operations, the data transfer time is approximately
the same in both cases, leaving computational time as the only varying parameter.
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Figure 8.3: Zero-copy and cudaMemcpy average performance.
It can be concluded that zero-copy may improve certain parallel implementations but the
outcome is highly dependent on the algorithm structure. If host-device data transfers in
the plasma control system during real-time operation are limited to only include the inand output vectors, zero-copy is preferred over cudaMemcpy and therefore is the favourable
CPU+GPU data transfer solution for small transfers.
Zero-copy also introduces an interesting possibility: the removing of iterated kernel launches
during real-time operation. Since host-device data transfers are managed from the device
and the A/D-host and host-D/A data transfers are managed by the D-TACQ modules,
computations can be placed in a device function which is called from within the kernel. At
each iteration, GPU threads fetch data placed in host memory and perform the required
computations before the output is zero-copied to host memory where it is retrieved by
the modules. To prove that transfers do take place at each iteration, the previously used
increment algorithm is modified to include a row of column vectors Y = [y1 , ..., yk ] where k
is the number of iterations. The kernel is launched and at each iteration the incremented
element of the vector is copied to one column in Y. After the kernel has finished, each row of
Y contain the computations made by one tread and successful data transfers can then easily
be verified. Y can be reused as an input matrix to prove that iterated incrementing takes
place. The topic will be further discussed in relation to the relevant control algorithms in
Section 9.
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9

Algorithm Deployment and Implementation

Based on the results presented in the previous chapter, parallel algorithms are developed
and tested on the installed GPU. The algorithms for the PID and LQG controllers are
presented in Sections 9.1 and 9.2, while the comparison to the corresponding sequential
control algorithms is discussed in Section 9.3. Some aspects of integrating parallel code to
the existing system are also discussed in Section 9.4.

9.1

Parallelization of the PID Algorithm

The PID state space model that is outlined in Section 5.4 can be rearranged to make the
parallel implementation more efficient. It has been shown that matrix multiplication is
time consuming in the context of plasma control, so no such calculations should be made
unless necessary. The state space matrices can be divided into separate 64 × 64 diagonal
matrices and these can be stored as vectors, reducing the matrix-vector calculations to the
multiplication of individual vector elements. The PID model now looks like

xi1 (k + 1) = ai1 xi1 (k) + ei (k)
xi2 (k + 1) = ai2 xi2 (k) + ei (k)
i

u (k) =

ci1 xi1 (k)

+

ci2 xi2 (k)

i = 1, 2, ..., 64.

(9.1)

i i

+ d e (k)

64 threads can then be assigned to perform the computations in Eq. 9.1 in parallel. The
resulting kernel is found in Appendix A - PID Algorithms. Since the number of threads is
relatively small the threads can be launched in a single block. Integration of the anti-windup
and saturation steps to each thread can be done easily as it only involves a comparison of the
calculated value and a pre-defined limit representing the physical limits of the amplifiers.
The constant vectors a1 , a2 , c1 , c2 and d only need to be copied once, preferably before
real-time operation is initiated. The computation of the error signal is also easily added
if the reference (see Section 5.4) is constant, e.g. r = 0. Otherwise an additional vector
must be loaded onto the device ahead of real-time operation. The decoupling step requires
additional matrix operations but it is not considered at this point as it is a non-essential
part of the algorithm. The initial values of the state vectors are copied from the host during
the initialization process, and updated values are then stored on the device during realtime operation. Subsequently, only the transfer of vectors e and u is required to be done
iteratively.
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The resulting algorithm becomes
> Allocate memory on device and copy a1 , a2 , c1 , c2 and d vectors to device memory as well
as the initial state vectors.
> Initiate real-time operation
>

Receive y(k) in host memory at time t

>

On the device, for each thread

>

Compute x1 (k + 1)

>

Compute x2 (k + 1)

>

Compute u(k)

>

Anti-windup of x1 (k + 1)

>

Saturation of u(k)

>

Wait until time t + Ts

> Go to start of real-time loop.
The level of parallelism achieved is rather limited considering the amount of available threads
on the GPU. Further optimization of the computing algorithm is expected to yield only
modest performance improvements. A more pressing issue is the implementation of data
transfers, where a number of methods are available. Three versions of the PID algorithm are
developed, incorporating different data transfer options. A short description is given below.
The source code is found in Appendix A - PID Algorithms.
The most basic algorithm version is named pidExample0. It uses the standard memory
allocation and copying functions described in Section 8.1.
Since each thread perform a small amount of read and write operations, the input and output
vectors can be zero-copied in order to minimize transfer times. The mapping of host memory
addresses can also be done in a separate initiation process. The resulting parallel algorithm
is referred to as pidExample1.
By allocating the kernel computations from the global function to a device function
called from within the kernel the number of kernel launches are reduced from one per cycle
to one per operation lifetime. This is pidExample2. One must allocate all computations
to the device in order to fully integrate this option in the plasma control system, while
in the previous two examples a more transparent step-by-step integration is possible. A
performance assessment is key to determine if a function including a single kernel is needed
to meet the set target.
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9.2

Parallelization of the LQG Algorithm

During real-time operation the computations necessary are described in Eq. 5.11. To minimize the number of computations per cycle, let Anew = A − KC which simplifies Eq. 5.11
to

x̂(k + 1) = Anew x̂(k) + Bu(k) + Ky(k)
u(k) = −Lx̂(k).

(9.2)

Three separate parallel algorithm versions are developed. The source code of the examples here described is reported in Appendix B - LQG Algorithms. The cuBLAS function
cublasSgemv, implemented in lqgExample0, is used to perform each of the four matrix-vector
multiplications.
Making computations in cuBLAS introduces two unwanted features: launching of multiple
kernels and standard memory copy operations. A different approach is taken in lqgExample1.
The matrix-vector computations are made in shared memory with thread and block numbers
specified by the user. Computations are allocated to separate kernel launches and the main
reason for this is that the vectors x̂(k + 1) and u(k) have a different number of rows, and it
is desired to launch a different number of threads for the computations. The separation can
be done in a number ways. The simplest one is to launch a kernel for each part of Eq. 5.11,
these kernels are referred to as lqr and kalman. The two kernels have a similar structure.
The only difference is the vector addition step in the kalman filter.
Vectors and matrices that will be used are divided into subvectors and submatrices. A 1D
grid vector of 2D thread blocks is launched, where each block is responsible to compute the
elements of a subvector of u(k) and x̂(k + 1) respectively. To see why this block structure
is correct, one must remember that matrix-vector multiplication with shared memory is
actually the calculation of the sum of several submatrix-subvector multiplications performed
on different 1D blocks. The computations performed by each kernel are outlined in Eq. 9.3.

n/blockSize.x

kalman:

x̂isub (k

X

+ 1) =

q/blockSize.x
i×s s

A

x̂ (k) +

s=1

X


B i×t ut (k) + K i×t y t (k) ,

t=1

i = 1, ..., n/blockSize.y (9.3)
n/blockSize.x

lqr:

ujsub (k)

=−

X

Lj×v x̂v (k),

j = 1, ..., q/blockSize.y.

v=1

In the above equation i, j, n/blockSize.x and q/blockSize.x must all be integers, and as
n = 332 and q = 64 there is little room for block size optimization. To exemplify this issue,
consider a scenario where lqr is launched and one 2D block is assigned to each subvector of
u(k). All column of threads in a block are assigned to equally sized submatrices. To ensure
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that each row of threads in the block has access to the exact same number of elements,
the theoretically possible thread column sizes in a block are 1, 2, 4, 83, 166 and 332. The
theoretical number of rows in a block is any number that is a divisor to 64, but remember that
the maximum number of threads allowed per block is 1024 and that it would be preferred
that the block size is a multiple of the warp size. Thus, the maximum allowed block size
is 166 × 4 for kalman and 4 × 166 for lqr. The maximum block size that is a multiple of
the warp size is 64 × 4. If one wants to compute Ax̂(k) instead, the options are even more
limited, as it is not possible to set a block size that is a multiple of 32.
These limitations can be overcome by allowing the elements in some submatrices to be smaller
than the block size but under the condition that no thread in such a block tries to access
non-existing elements. Since it has been shown that square blocks of sufficient size yield
an acceptable performance, we set blockSize.x = blockSize.y = blockSize for simplicity. A
sufficient number of blocks must be launched, leading to a 1D grid which can be determined
with integer division in C++ such that
rowDim + blockSize − 1
≥ rowDim.
blockSize

(9.4)

As a consequence the kernel must be extended to include checks in the code to keep any
excessive threads idle. Using a number of if statements ensures that no thread with an
index greater than the the total amount of elements in the corresponding matrix is used
during the kernel runtime [35]. With the checks in place it is safe to launch square blocks
with 256 threads, leading to a column of 4 blocks for the lqr kernel and a total thread
number of 1024. The corresponding settings for the kalman kernel are 21 blocks and 5376
threads.
Furthermore, with lqgExample1, zero-copy of the input and output vectors is introduced. In
the lqr kernel an element of u(k) is written on host memory once by one thread in each
cycle, which reveals the suitability of the DMA solution. However in the kalman kernel
both u(k) and y(k) are inputs, meaning that each thread has to read each element in two
subvectors in each cycle. To avoid the repeated read actions, memory is allocated on the
device for two additional vectors for temporary storage of u(k) and y(k). The input values
are read once per thread from host memory and placed in a ytemp (k) vector which is used
in the state variable computation. The output vector is both zero-copied to the host and
stored in a utemp (k) vector which is used for computations in the subsequent cycle.
Due to the introduction of thread checks in the kernel, one might choose to simply launch
the number of threads required to compute the state estimation but extend the computation
to include both LQG controller equations. The kernels can then be fused into one, this
is lqgExample2. The relative success of using a single kernel instead of two depends on the
relation between the kernel launch time and the possible performance deterioration stemming
from making the LQR computation while a great number of threads remain idle.
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The resulting LQG algorithm structure is
> Load the state space model
> Allocate memory on device and copy A, B, K and L matrices to device memory, as well
as the initial state vector and input vector
> Map host memory addresses in device address space
> Initiate real-time operation
>

Receive y(k) in host memory at time t

>

Zero-copy y(k) to device memory

>

Launch kernel on device

>

For each thread in parallel

>

Compute u(k)

>

Saturation of u(k)

>

Compute x̂(k + 1)

>

Zero-copy u(k) to host memory

>

Wait until time t + Ts

>

Go to start of real-time loop.

Since zero-copy is being used, there is an option in both lqgExample1 and lqgExample2
to move computations to device functions only callable from within the kernel. Again, a
performance assessment of the algorithms has to be conducted as the relative gain of a
single kernel algorithm depends on the ratio between kernel launch time and computational
time per cycle.

9.3

Comparison to Existing Algorithms

It is not trivial to make an exact performance comparison between the developed parallel
algorithms and their existing sequential counterparts, for two main reasons. First, this would
require all parallel code to run, not only on the GPU on the system computer, but also to
be fully integrated into the relevant scripts in the plasma control system. This can cause
unwanted changes in functionality of the control system and requires alterations in both
old and new code. Second, the profiling tool used for device code is not designed for hostonly profiling and common CPU profilers like gprof in this case lack both the resolution to
distinguish any relevant changes in execution time and cannot profile code running on the
GPU [38].
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As a result, computation times of the implemented sequential algorithms are initially compared with those of the parallel algorithms running on the GPU, but not integrated in the
control system itself. A full integration is done for one PID algorithm and one LQG algorithm. The aim is to show that the parallel algorithms function as predicted by previous tests
and that they, when given a pre-defined input signal, will produce the same result as their
sequential counterparts, using the same control parameters. More general issues regarding
tuning of parameters and stability in the feedback loop are not taken into consideration.
The profiling issue is solved by using the clock gettime() function, as suggested by the
Linux manual pages, available on the host computer. The timer used is a high resolution perprocess CPU timer called with CLOCK PROCESS CPUTIME ID. Tests reveal a 1 ns resolution,
but this has to be treated with some caution as this value does not take any overhead into
account. For simplicity, during the initial comparison it is assumed that the difference in
overhead between the timers is small and can be ignored.
The implemented algorithms are tested for the intelligent shell scheme with the current
control mode in the plasma control system (see Section 5.2). The current induced in the
active coils can be used in the feedback loop by switching on the amplifiers and setting a
voltage reference signal. It is then possible to send a trigger pulse to the digitizers and
measure the output voltage in the amplifiers without having an actual plasma pulse. This is
similar to the feedback loop presented in Fig. 5.3 but with uA instead of y as the input signal
to the controller. After a reference signal has been chosen, the system is armed before the
current mode operation is initiated remotely with a trigger signal to the A/D-modules. The
sampling time is set to 100 µs and one run produces 10,000 samples, for a total time of 1 s.
The control algorithm is initiated after 4 ms of operation and is active during 960 samples
before being terminated after 100 ms. After termination, the system sample counter reveals
the number of times the calculation time has exceeded the 100 µs sample time, leading to the
reuse of old values in the D/A-modules. The sample counter does not provide information
on the exact execution time.

9.4

Remarks on Integration of CUDA code to Plasma Control
System

The first integration step is to determine how any type of parallel code can be integrated into
the existing system. The sequential C++ scripts containing the system definition and the
control algorithms are built, i.e. compiled and linked, from a makefile on the host computer
before real-time operation is initiated. A makefile in the UNIX environment is a script that
contains a set of rules, including which target files and which compiler should be used [37].
The sequential code is compiled with the g++ compiler v.4.4.7 compatible with the C++0X
standard [36]. The CUDA code must be compiled with nvcc. From an implementation point
of view it is desired to use the C++ source code and header files as a foundation on which
parallel features can be added to in a step-by-step process. The programmer can then avoid
having to implement the complete GPU code before any testing can begin. Nvcc can be
called to compile .cpp and .h files, even though nvcc compiler itself cannot compile C++
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code. In this case nvcc first parses the entire code in each script and host C++ code is
then forwarded to the g++ compiler. The resulting object files are then linked into a single
executable file.
By default, nvcc interprets code in .cpp files as C++, unless specified with a device
qualifier. Code that is to be accessible from both host and device can be specified with
device
host [33]. By simply editing the makefile the nvcc compiler can be used for
the relevant files. However, if this solution is to function properly, the nvcc must correctly
parse the C++ code. The CUDA toolkit v.8 supports parsing of C++11 code and later
standards, but not the earlier C++0X standard. Therefore it is made sure that the host
code are C++11 compatible and the host compiler is updated to g++ v. 4.8.2.
In some cases is might be desired to let a specific compiler be used for certain scripts in order
to minimize changes in the makefile or to maintain a certain functionality. In the scope of
this thesis, three different compiler arrangements have been successfully tested in the plasma
control system. These are:
• Allocating all device code and associated host code for kernel launching to separate
.cu scripts and keeping the main host code in .cpp scripts. Separate compilation with
nvcc and g++ is made. The resulting object files are used to make a single executable
file with g++ ;
• Integrating host and device code in the same .cpp source file and letting nvcc parse
the code and compile the relevant parts while passing host code to g++. The device
parts of the resulting object files are then linked in a separate object file with nvcc
before an executable file is made with g++;
• Assigning nvcc to master both compilation and linking to create a single executable
file. Object files are made from the .cpp scripts and host and device parts are linked
with nvcc in a second step.
The possible impact on the control system from the choice of compilation scheme is not
evaluated, as the main focus is on the relative performance of the parallel algorithms. Further
tests are needed to distinguish the difference in outcome between the makefile options. In
this initial implementation phase the only requirement is that a functioning makefile is in
place, and in this work a combination of nvcc and g++ (the second option) is used for all
device code implemented in the control system.
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10
10.1

Results
PID

The time it takes to compute the error signal and solve Eq. 9.1 using the GPU is short,
as can be seen in Fig. 10.1. The mean computation time for the pidExample0 test run is
1.61 µs and it is noticeable that while the first cycle executes in 2.05 µs, out of the following
999 samples all but one execute in the 1.57 - 1.67 µs interval. The computational speed and
consistency of the GPU is evident but it is also revealed, given what is known from Section
8, that any bottlenecks in the algorithm are most likely related to the data transfers.
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Figure 10.1: Parallel PID algorithm execution time.
How does the parallel algorithm perform compared to the sequential one? The sequential
execution is also fast. The average computation time in the selected test run is 2.1 µs, which
means that in terms of computations, the parallel algorithm reduces execution time by 23 %.
Furthermore, the sequential computation time variation is considerably greater than when
the GPU is used. The maximum recorded time for a single sample is 95.3 µs and there are
22 instances where the computation time is over 30 % above the mean time. With the GPU
there are none. The fitted probability density functions to the measurement data are shown
in Fig. 10.2 and confirm the increased computation time determinism achieved by the GPU
utilization.
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Figure 10.2: PID algorithm computation time fitted probability density functions.
The factor that ultimately determines if one can reap the benefits of GPU computing for
the PID algorithm is the host-device interaction. The total average execution times for the
different parallel algorithms, which is considered to be equal to the kernel execution time, are
shown in Table 10.1. For pidExample0, the computation time is only 4 % of the total program
execution time on average and for pidExample1 the corresponding value is 12 %, where in the
later example the kernel execution is included as a part of the cudaDeviceSynchronize call.
The computation time in pidExample2 is the average of all iterative cycles within the kernel.
The variation of the kernel execution time depending on the choice of data transfer suggests
one of the following two scenarios. There is some overhead related to each kernel execution,
or the profiler itself has an overhead related to each kernel execution time measurement.
At this point, the origin of the variation in question is of minor importance given the small
impact on overall performance. The pidExample2 represents a 33 % decrease in terms of
computation time compared to the sequential algorithm.
Table 10.1: Comparison of parallel PID algorithm average execution time.
Operation (Average Time)\Algorithm
cudaMemcpy [µs]
cudaLaunch [µs]
cudaSetupCalls [µs]
cudaDeviceSynchronize [µs]
Kernel ”pid” [µs]
Total [µs]

pidExample0
27.2
11.7
5.4
1.6
45.9

pidExample1
11.2
5.1
7.5
(2.9)
23.8

pidExample2
1.4/iteration
1.4

To prove the accuracy of the parallel algorithm, pidExample1 is implemented in the plasma
control system. Saturation of the output and anti-wind up of the state vector are parallelized
in form of if-statements in the kernel. The GPU profiler determines the average total hostdevice-host cycle time to 29.3 µs. During a following test run the CPU timer determines the
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average cycle time to 21.0 µs, see Fig 10.3. Both results are similar to the predicted result
in table 10.1. The sample counter does not register any cycle times above 100 µs, in either
of the test runs.
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Figure 10.3: CPU timer cycle time of implemented parallel PID algorithm.
The implemented algorithm is compared to the sequential PID in the current control mode.
A reference step signal set as a n = 1 mode with a 0.1 V amplitude and a 10 ms duration,
but due to limitations in the system, the actual signal is preceded and followed by ramps,
as can be seen in Fig. 10.4a. The output signal produced by the parallel algorithm is shown
in Fig. 10.4b. What causes the system output signals to not reach the reference voltage
level is not fully understood, but since this error is also found to be present in the sequential
algorithm it is probable that this is due to a scaling error in the data gathering process.
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Figure 10.4: Current mode control test results
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The deviation in the parallel PID output from the sequential PID is determined for voltages
greater than 1 mV to ensure that the measured output voltage is a product of the computations made in the control system computer. The absolute difference is below 0.1 mV for the
entire time the controller operate and the mean relative difference is 0.4 %, see Fig. 10.5.
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Figure 10.5: Deviation of parallel PID output from sequential PID output.

10.2

LQG

The LQG algorithms are more complex than their PID counterparts, which affects the computation time as well as the performance determinism. Fig. 10.6 reveals some interesting
fluctuations in the computation time for all tested LQG algorithms. When cuBLAS is used,
the computation time increases rapidly before stabilizing to just under 20 µs. Even though
the variation has increased compared to the PID kernel, the maximum time measured is less
than 2 µs above the mean value. The opaque nature of cuBLAS computations makes it a
challenging task to investigate the behaviour of the algorithm and it is outside the scope of
this thesis.
The two other LQG algorithms are more consistent regarding minimal time required but
exhibit a pattern of large spikes in the order of 10 µs. Since the algorithm structures are
similar in the sense that they both employ zero-copy, one can examine how each of these
choices impacts the variation in computation time by creating alternative algorithms that use
standard memory copying operations. When standard data transfer is used, the algorithms
exhibit a decrease in kernel execution time, as well as an increased deterministic performance,
as shown in Fig. 10.7.
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Figure 10.6: Parallel LQG algorithm computation time.
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Figure 10.7: Fitted probability density functions to parallel LQG algorithm kernel execution
time depending on data transfer method.
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The actual performances of the different parallel LQG algorithms are presented in Table
10.2 and it is evident that the increase in computation time associated with shared memory
usage compared to using cuBLAS was not only cancelled but reversed by the faster zero-copy
data transfers. One must bear in mind that the memory copy, launch, and synchronization
calls are managed by the host and are prone to large time variations. This means that
the increased computation time determinism stemming from standard data transfers, shown
in Fig. 10.7, has little impact on the overall performance determinism due to the time
variation associated with the actual transfer calls. The time variation can also cause cycle
times to exceed the sampling time. This is a great risk for lqgExample0 in particular since
the maximum measured memory copy time is close to 50 µs, see Table 8.1.
Table 10.2: Comparison of parallel LQG algorithm average execution time.
Operation (Average Time) \Algorithm
cudaMemcpy [µs]
cudaLaunch [µs]
cudaSetupCalls [µs]
cuBLAScalls [µs]
cudaDeviceSynchronize [µs]
kernel ”kalman” [µs]
kernel ”lqr” [µs]
kernel ”lqg” [µs]
Total [µs]

lqgExample0
13.7
44.4
9.6
19.6
87.3

lqgExample1
24.2
5.2
44.8
(22.5)
(13.6)
74.2

lqgExample2
12.1
4.5
42.2
(38.5)
58.8

The test results indicate that the parallel algorithms on average would decrease the cycle
time with 13 %, 26 % and 41 % respectively. In terms of computing time, the corresponding
numbers are 80 %, 64 % and 58 %.
The computational performance of the sequential LQG algorithm is measured with the CPU
timer and the registered mean computation time is 99.8 µs. During testing a repeated
discrepancy between the CPU timer and the sample counter was discovered; in the selected
test run, the CPU timer recorded 290 instances of cycle times above 100 µs, while the sample
counter reported 53 instances where samples had to be reused by the converters. It is clear
that even if the more forgiving view of the performance is taken a parallel computation would
still be preferred.
The lqgExample2 algorithm is implemented in the PCS and is tested in an open control
loop where a trigger pulse activates the control system, but the amplifiers are switched off
which prevents the current mode feedback from taking place. The GPU profiler determines
the average execution time to 54.6 µs while measurement data from the CPU timer yields a
mean time of 51.8 µs. Both values are slightly below the prediction shown in Table 10.2 and
correspond to a 45 - 48 % decrease in cycle time compared to the sequential algorithm. The
overall execution time determinism also increases somewhat, as can be seen in Fig. 10.8, but
is less clear than for the GPU computation time. This is believed to be a consequence of the
kernel launch and synchronization calls from the host, which are not included in Fig. 10.7.
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While the majority of the test runs show that the cycle time always is less than 100 µs, during
some of the tests, the sample counter detects one instance where the cycle time exceeds the
sampling time.
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Figure 10.8: Implemented LQG algorithm execution time fitted probability density functions.
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11

Discussion

It has been shown that matrix operations with matrices of dimensions relevant to the nature
of real-time feedback control can be performed on the GPU with sufficient speed and consistency to motivate the implementation of parallel computations in the EXTRAP T2R plasma
control system (PCS). As the computation time is short, the GPU kernel launch time and
the standard GPU data transfer time are of comparable lengths and therefore they both have
to be taken into consideration when developing the parallel control algorithm. The kernel
launch and the data transfers adds latency not present in the standard CPU configuration
and they are the primary sources of cycle time variation in the CPU+GPU configuration.
The success of a parallel algorithm is therefore highly dependent on the minimization of
these latencies.
Using the zero-copy DMA option enables fast data transfers and while the computation time
determinism decreases compared to when standard data transfers are used, the zero-copy
method gives an overall performance enhancement due to reduced host-device interaction.
Using zero-copy also creates an interesting opportunity: to let the data acquisition system
and the device get access to host memory meaning that host interaction during real-time
operation is eliminated. Initial tests indicate that this solution minimizes latencies in the
CPU+GPU configuration but more comprehensive testing is required to make sure that
read-write errors can be avoided.
The performance limits set by the CPU+GPU configuration and the benefits of certain
aspects of a zero-copy solution highlight the possible impact of a RDMA solution. With
RDMA, all latencies associated with the host-device interaction would be eliminated as data
would be passed directly to and from device memory. Before a GPU exclusive computing
model is pursued, the performance of the single kernel zero-copy solution must be determined
as this configuration might be sufficient to fulfil the specified requirements.
When evaluating the performance of the PID algorithms, the first question that must be
addressed is why one would bother to use a parallel PID algorithm in the PCS at all? Even
if it is shown that the computation time can be decreased with as much as a third compared to
the sequential algorithm and there is a clear improvement in computation time determinism,
specific considerations regarding data transfers must be taken into account in order to take
advantage of the increased computational performance. Implementation then becomes an
increasingly complex task. Most importantly, the sequential algorithm is already sufficiently
fast. But there are several reasons to proceed with the parallelization: the simplicity of the
algorithm makes it ideal to test the integration of GPU computing in the control system,
and the results can be used for implementation of other more demanding computations, such
as the MPC control algorithm. Furthermore if the PCS is later upgraded to include a full
GPU exclusive RDMA solution, all control algorithms that are to be used have to be altered
to fit the device context.
The main advantage that the parallel PID algorithm can provide, assuming a careful implementation, is its increasingly deterministic performance. This gives great flexibility with
respect to the sampling time. For instance, a higher sampling frequency can be set without
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an increased risk of cycle times exceeding the sampling time.
It is also worth noting that the developed PID algorithms have been designed for the intelligent shell scheme but they could be extended to include mode control functionality. Then
forward and inverse fast Fourier transform computations have to be made, adding additional
load on the processors. In this environment, where the computation time takes up a larger
share of the total execution time, the parallel algorithms are likely to have a better relative
performance, but further research is needed to conclude if this is the case.
The potential of the GPU in the plasma control system is more evident with the parallel
LQG algorithms since they all outperform the sequential algorithm in terms of average
cycle time. However, the variation in execution times generated by kernel launching and
synchronization calls prevent an absolute guarantee that cycle times are always kept below
100 µs. The parallel LQG algorithm implemented in the PCS is shown to reduce the cycle
time by nearly a half on average and computation times in do not exceed the sampling time,
with a few sporadic exceptions during some of the test runs.
Despite the more deterministic performance, the variation in execution times is by GPU
standards still large and greatly reduces the reliability of the parallel algorithms. To overcome
this issue, a single kernel zero-copy solution should be pursued and, if necessary, a full
RDMA implementation. These possible actions are motivated by the fact that the parallel
computations are more deterministic and made with increasing speed. The positive results
also encourage further research into parallel implementation of other model based controllers,
such as the MPC controller.
It has been shown that it is possible to make computations of control algorithms increasingly
deterministic and sufficiently fast and that there are methods to better optimize the performance once they are implemented in the PCS. It is important to realize that at the start
of each cycle of the optimization iteration suggested by the APOD model, a new evaluation
of possible bottlenecks is to be made, which not only includes actions directly to the device
but the entire system performance. For instance the limited PCIe bandwidth or latencies
related to the conversion of analogue and digital signals may have a larger relative impact
when an improved control algorithm is implemented. Iterative system evaluation is essential
to avoid inefficient optimization of the control system.
The obtained results are specific for the EXTRAP T2R configuration but the developed
algorithms can easily be implemented in control systems where the number of input and
output signals are in the same order of magnitude. As the algorithms are scalable all vector
and matrix sizes can be changed and the number of launched threads will change accordingly,
provided that enough hardware resources are present.
Control of plasma instabilities are required in future magnetic confinement fusion reactor
and the control system configuration is dependent on the reactor design (tokamak, reversed
field pinch) and the size of the reactor. The scalability of the algorithms then becomes an
important feature since it becomes possible to develop individual algorithms that each can
be implemented in multiple control system configurations.
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12

Conclusions

In fusion plasma devices, plasma instabilities known as resistive wall modes are suppressed by
counteracting magnetic fields, generated through a feedback control system where a digital
controller performs the necessary computations. The system computer is subject to strict
requirements regarding computational speed and cycle time determinism which can be met
by allocating computational tasks to a multi-core graphics processing unit (GPU).
PID and LQG control algorithms have been implemented on the GPU and its cores are
used to make parallel computations. In comparison to computations on a central processing
unit (CPU), the GPU delivers results faster and with less variations in computation time.
Additional performance enhancement is possible through the use of localized memory and
programming library functions.
Several implementations of LQG and PID algorithms exhibit an increase in performance
when computations are shifted from the CPU to the GPU. However, in order to fully exploit
the potential of the GPU, the latencies introduced by interaction with the CPU should
be minimized. This can be achieved by transferring the responsibility of the interaction
management from the CPU to the GPU. Future work should focus on this issue as well as
the parallelization of additional existing sequential algorithms.
Control of plasma instabilities is required in future magnetic confinement fusion reactors and
this work indicates that it is possible to achieve improved control system performance using
a GPU and parallel control algorithms in the EXTRAP T2R device. The scalable nature
of the developed algorithms makes it possible to apply the results on other plasma control
system configurations.
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P. Makijarvi, L. Zabeo, A GPU-based real time high performance computing service in a fast
plant system controller prototype for ITER, Fusion Engineering and Design, Volume 87, Issue
12, December 2012, Pages 2152-2155, ISSN 0920-3796
[21] V. M. Weaver, D. Terpstra and S. Moore, ”Non-determinism and overcount on modern hardware performance counter implementations,” 2013 IEEE International Symposium on Performance Analysis of Systems and Software (ISPASS), Austin, TX, 2013, pp. 215-224.
[22] Johnsson, L., Efficiency, Energy Efficiency and Programming of Accelerated HPC Servers:
Highlights of PRACE Studies,Part of the series Lecture Notes in Earth System Sciences pp
33-78, Jan 2013
[23] Inam R., An Introduction to GPGPU Programming - CUDA Architecture. Västerås:
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Appendix A. PID Algorithms
The source code in the Appendix is not presented in its in entirety. Relevant parts is selected
to highlight the unique features of the algorithms in question.

A.1 PID Kernel
__global__ void pid(float *d_e, float *d_x1, float *d_x2, float *d_u, float *d_A1,
float *d_A2, float *d_C1, float *d_C2, float *d_D, const int rowDim)
{
/* Indexing threads*/
const int row = blockDim.x*blockIdx.x + threadIdx.x;
/* Make sure number of threads = vector size */
if(row>=rowDim)
return;
d_x1[row] = d_A1[row]*d_x1[row] + d_e[row];
d_x2[row] = d_A2[row]*d_x2[row] + d_e[row];
d_u[row] = d_C1[row]*d_x1[row] + d_C2[row]*d_x2[row] + d_D[row]*d_e[row];
}

A.2 pidExample0.cu
#include
#include
#include
#include

"stdio.h"
"iostream"
"stdlib.h"
"math.h"

using namespace std;
#define BLOCK_SIZE 64
#define SAMPLES 1000
/* The PID kernel */
__global__ void pid(float *d_e, float *d_x1, float *d_x2, float *d_u, float *d_A1,
float *d_A2, float *d_C1, float *d_C2, float *d_D, const int rowDim){};
void cuda(float h_e[], float h_u[], float h_x1[], float h_x2[], float h_A1[],
float h_A2[], float h_C1[], float h_C2[], float h_D[], const int rowDim)
{
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/* Declare pointers for device*/
float *d_e, *d_x1, *d_x2, *d_u, *d_A1, *d_A2, *d_C1, *d_C2, *d_D;
/*Declare size of memory needed*/
const int size = rowDim*sizeof(float);
/* Allocate memory on device*/
cudaMalloc((void**)&d_u, size);
cudaMalloc((void**)&d_e, size);
cudaMalloc((void**)&d_D, size);
cudaMalloc((void**)&d_x1, size);
cudaMalloc((void**)&d_x2, size);
cudaMalloc((void**)&d_A1, size);
cudaMalloc((void**)&d_A2, size);
cudaMalloc((void**)&d_C1, size);
cudaMalloc((void**)&d_C2, size);
cudaMalloc((void**)&d_D, size);
/*Initial data copy to device*/
cudaMemcpy(d_A1, h_A1, size, cudaMemcpyHostToDevice);
cudaMemcpy(d_A2, h_A2, size, cudaMemcpyHostToDevice);
cudaMemcpy(d_C1, h_C1, size, cudaMemcpyHostToDevice);
cudaMemcpy(d_C2, h_C2, size, cudaMemcpyHostToDevice);
cudaMemcpy(d_D, h_D, size, cudaMemcpyHostToDevice);
cudaMemcpy(d_x1, h_x1, size, cudaMemcpyHostToDevice);
cudaMemcpy(d_x2, h_x2, size, cudaMemcpyHostToDevice);
/* Define grid and block sizes*/
dim3 dimBlock(BLOCK_SIZE, 1);
dim3 dimGrid(rowDim/BLOCK_SIZE,1);
int t = 0;
while (t<SAMPLES)
{
cudaMemcpy(d_e, h_e, size, cudaMemcpyHostToDevice);
/*Kernel launch */
pid<<<dimGrid, dimBlock>>>(d_e, d_x1, d_x2, d_u, d_A1, d_A2,
d_C1, d_C2, d_D, rowDim);
cudaMemcpy(h_u, d_u, size, cudaMemcpyDeviceToHost);
}
/*Free allocated memory*/
cudaFree(d_A1);
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cudaFree(d_A2);
cudaFree(d_C1);
cudaFree(d_C2);
cudaFree(d_D);
cudaFree(d_x1);
cudaFree(d_x2);
cudaFree(d_e);
cudaFree(d_u);
}
int main ()
{
const int rowDim = 64;
/* Declare vectors on the host*/
float h_e[rowDim]; float h_u[rowDim]; float h_x1[rowDim]; float h_x2[rowDim];
float h_A1[rowDim]; float h_A2[rowDim]; float h_C1[rowDim]; float h_C2[rowDim];
float h_D[rowDim];
cuda(h_e, h_u, h_x1, h_x2, h_A1, h_A2, h_C1, h_C2, h_D, rowDim);
return 0;
}

A.3 pidExample1.cu
using namespace std;
#define BLOCK_SIZE 64
#define SAMPLES 1000
/* The PID kernel */
__global__ void pid(float *d_e, float *d_x1, float *d_x2, float *d_u, float *d_A1,
float *d_A2, float *d_C1, float *d_C2, float *d_D, const int rowDim){};
void cuda(float h_A1[], float h_A2[], float h_C1[], float h_C2[], float h_D[],
const int rowDim)
{
/* Declare pointers on host*/
float *h_e; float *h_u; float *h_x1; float *h_x2;
/* Declare pointers for device*/
float *d_e, *d_x1, *d_x2, *d_u, *d_A1, *d_A2, *d_C1, *d_C2, *d_D;
const int size = rowDim*sizeof(float);
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/* Allocate host memory*/
h_x1 = (float* )malloc(size);
h_x2 = (float* )malloc(size);
/* Allocate host memory for device mapping*/
cudaError_t status0 = cudaHostAlloc((void**)&h_e, size, cudaHostAllocMapped);
if (status0 != cudaSuccess)
printf("Error allocating pinned host memory");
cudaError_t status1 = cudaHostAlloc((void**)&h_u, size, cudaHostAllocMapped);
if (status1 != cudaSuccess)
printf("Error allocating pinned host memory");
/* Pass pointer of pinned host memory to device*/
cudaError_t status2 = cudaHostGetDevicePointer(&d_e, h_e, 0);
if (status2 != cudaSuccess)
printf("Error accessing pointer from device");
cudaError_t status3 = cudaHostGetDevicePointer(&d_u, h_u, 0);
if (status3 != cudaSuccess)
printf("Error accessing pointer from device");
dim3 dimBlock(BLOCK_SIZE, 1);
dim3 dimGrid(rowDim/BLOCK_SIZE,1);
int t = 0;
while (t<SAMPLES)
{
pid<<<dimGrid, dimBlock>>>(d_e, d_x1, d_x2, d_u, d_A1, d_A2,
d_C1, d_C2, d_D, rowDim);
cudaDeviceSynchronize();
}
}

A.3 pidExample2.cu
using namespace std;
#define BLOCK_SIZE 64
#define SAMPLES 1000
/* The PID kernel */
__global__ void pidZc(float *d_e, float *d_x1, float *d_x2, float *d_u, float *d_A1,
float *d_A2, float *d_C1, float *d_C2, float *d_D, const int rowDim)
{
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/* Indexing threads*/
const int row = blockDim.x*blockIdx.x + threadIdx.x;
/* Make sure number of threads = vector size */
if(row>=rowDim)
return;
for(int t=0;t<SAMPLES;t++)
{
d_x1[row] = d_A1[row]*d_x1[row] + d_e[row];
d_x2[row] = d_A2[row]*d_x2[row] + d_e[row];
d_u[row] = d_C1[row]*d_x1[row] + d_C2[row]*d_x2[row]
+ d_D[row]*d_e[row];
}
};
void cuda(float h_A1[], float h_A2[], float h_C1[], float h_C2[],
float h_D[], const int rowDim)
{
float *h_y; float *h_u; float *h_x1; float *h_x2;
float *d_e, *d_x1, *d_x2, *d_u, *d_A1, *d_A2, *d_C1, *d_C2, *d_D;
dim3 dimBlock(BLOCK_SIZE, 1);
dim3 dimGrid(rowDim/BLOCK_SIZE,1);
pidZc<<<dimGrid, dimBlock>>>(d_e, d_x1, d_x2, d_u, d_A1, d_A2,
d_C1, d_C2, d_D, rowDim);
cudaDeviceSynchronize();
}
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Appendix B. LQG Algorithms
The source code in the Appendix is not presented in its in entirety. Relevant parts is selected
to highlight the unique features of the algorithms in question.

B1. lqgExample0.cu
#include
#include
#include
#include
#include
#include

"stdio.h"
"iostream"
"stdlib.h"
"math.h"
<cuda_runtime.h>
"cublas_v2.h"

#define BLOCK_SIZE 16
using namespace std;
/*Defining matrix/vector structure */
typedef struct { int width; int height; int stride; float* elements; }
matrix;

int main(){
/*Declare matrices on host*/
matrix h_A; matrix h_B; matrix h_K; matrix h_L; matrix h_x;
matrix h_y; matrix h_u;

/*Declare matrices for device*/
matrix d_A; matrix d_B; matrix d_K; matrix d_L; matrix d_x;
matrix d_y; matrix d_u;
/* Define
const int
const int
const int
const int

memory sizes needed*/
A_size = d_A.width*d_A.width*sizeof(float);
size =d_A.width*64*sizeof(float);
vecSize = 64*sizeof(float);
xSize = d_A.width*sizeof(float);

/* Use to set up CUDA environment*/
cudaFree(0);
/*Copy matrices and vectors to device*/
cublasStatus_t status0 = cublasSetMatrix(h_A.height, h_A.width, sizeof(float),
h_A.elements, h_A.height, d_A.elements, d_A.height);
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if (status0 != CUBLAS_STATUS_SUCCESS)
printf("MemCpy Error!");
cublasStatus_t status1 = cublasSetMatrix(h_B.height, h_B.width, sizeof(float),
h_B.elements, h_B.height, d_B.elements, d_B.height);
if (status1 != CUBLAS_STATUS_SUCCESS)
printf("MemCpy Error!");
cublasStatus_t status2 = cublasSetMatrix(h_K.height, h_K.width,
sizeof(float), h_K.elements, h_K.height, d_K.elements, d_K.height);
if (status2 != CUBLAS_STATUS_SUCCESS)
printf("MemCpy Error!");
cublasStatus_t status3 = cublasSetMatrix(h_L.height, h_L.width,
sizeof(float), h_L.elements,
h_L.height, d_L.elements, d_L.height);
if (status3 != CUBLAS_STATUS_SUCCESS)
printf("MemCpy Error!");
cublasStatus_t status4 = cublasSetVector(h_u.height, sizeof(float),
h_u.elements, 1, d_u.elements, 1);
if (status4 != CUBLAS_STATUS_SUCCESS)
printf("MemCpy Error!");
cublasStatus_t status5 = cublasSetVector(h_x.height, sizeof(float),
h_x.elements, 1, d_x.elements, 1);
if (status5 != CUBLAS_STATUS_SUCCESS)
printf("MemCpy Error!");
/*handle to cuBLAS environment*/
cublasHandle_t handle0;
cublasCreate(&handle0);
/*Declare and set cuBLAS parameters
float alpha, beta, beta2;
alpha = 1.0;
beta = 0.0;
beta2 = 1.0;
int t = 0;
while(t<SAMPLES)
{
cublasStatus_t vectorIn = cublasSetVector(h_y.height, sizeof(float),
h_y.elements, 1, d_y.elements, 1);
if (vectorIn != CUBLAS_STATUS_SUCCESS)
printf("Vector Copy Error!");
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/*LQG computation - Launch cuBLAS gemv functions*/
cublasStatus_t cublas0 =
cublasSgemv(handle0,
CUBLAS_OP_N,
h_L.height, h_L.width,
&alpha,
d_L.elements, h_L.height,
d_x.elements, 1,
&beta,
d_u.elements, 1);
if (cublas0 != CUBLAS_STATUS_SUCCESS)
printf("Cublas Error!");
cublasStatus_t cublas1 =
cublasSgemv(handle0,
CUBLAS_OP_N,
h_K.height, h_K.width,
&alpha,
d_K.elements, h_K.height,
d_y.elements, 1,
&beta,
d_x.elements, 1);
if (cublas1 != CUBLAS_STATUS_SUCCESS)
printf("Cublas Error!");
cublasStatus_t cublas2 = cublasSgemv(handle0,
CUBLAS_OP_N,
h_B.height, h_B.width,
&alpha,
d_B.elements, h_B.height,
d_u.elements, 1,
&beta2,
d_x.elements, 1);
if (cublas2 != CUBLAS_STATUS_SUCCESS)
printf("Cublas Error!");
cublasStatus_t cublas3 = cublasSgemv(handle0,
CUBLAS_OP_N,
h_A.height, h_A.width,
&alpha,
d_A.elements, h_A.height,
d_x.elements, 1,
&beta2,
d_x.elements, 1);
if (cublas3 != CUBLAS_STATUS_SUCCESS)
printf("Cublas Error!");
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cublasStatus_t vectorOut = cublasGetVector(h_u.height, sizeof(float),
d_u.elements, 1, h_u.elements, 1);
if (vectorOut != CUBLAS_STATUS_SUCCESS)
printf("Vector Copy Error!");
t+=1;
}
cublasDestroy(handle0);
return 0;
};

B.2 lqgExample1.cu
#define BLOCK_SIZE 16
#define SAMPLES 1000
using namespace std;
typedef struct { int width; int height; int stride; float* elements;}
matrix;
/*Kalman kernel*/
__global__ void kalman(const matrix d_B, const matrix d_K, matrix d_y,
matrix d_A, matrix d_x, matrix d_uTemp, matrix d_yTemp)
{
/*Block indexing*/
const int blockRow = blockIdx.x;
/*Thread indexing within each block*/
const int row = threadIdx.x;
const int col = threadIdx.y;
/*Global thread indexing*/
const int id = blockRow*blockDim.x + row;

/*Copy zero-copied data to temporary device vector*/
if(id < d_yTemp.height && col <d_yTemp.width)
{
d_yTemp.elements[id]= d_y.elements[id];
}
/*Declare submatrices and subvectors*/
matrix xnewsub; matrix Bsub; matrix ysub; matrix Ksub; matrix usub;
matrix Asub; matrix xsub;
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/*define memory range for state variable compuation*/
xnewsub.elements = d_x.elements + BLOCK_SIZE*blockRow;
/*For storage of new state variable value*/
float xnew=0;
/* Loop computations of Ax(k) for all subvectors of x(k+1)*/
for(int i = 0;i<((d_A.width+BLOCK_SIZE-1)/BLOCK_SIZE);++i)
{
/*Define elements of submatrix*/
Asub.elements = d_A.elements + BLOCK_SIZE*(blockRow+i*d_A.height);
/*Allocate shared memory for submatrix*/
__shared__ float Asm[BLOCK_SIZE * BLOCK_SIZE];
/*Define elements of subvector*/
xsub.elements = d_x.elements + i*BLOCK_SIZE;
/*Allocate shared memory for subvector*/
__shared__ float xsm[BLOCK_SIZE];
/*Ensure that no data is out of bounds*/
if(row < BLOCK_SIZE && col < BLOCK_SIZE && row + col*d_A.height
+ BLOCK_SIZE*(blockRow + i*d_A.height)<(d_A.height*d_A.width))
{
/*Put data in shared memory*/
Asm[row + col*BLOCK_SIZE]=Asub.elements[row + col*d_A.height];
}
if(row < BLOCK_SIZE && i*BLOCK_SIZE+row < d_x.height)
xsm[row]= xsub.elements[row];

/*Make sure all threads are synchronized before computations start*/
__syncthreads();
/*Compute each element in subvector of x(k+1)*/
if(row < BLOCK_SIZE)
{
for(int j =0;j<BLOCK_SIZE;++j)
{
if(j+i*BLOCK_SIZE <d_A.width)
xnew += Asm[row + BLOCK_SIZE*j]*xsm[j];
}
}
}
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/*Loop computations of Bu(k) and Ky(k) for all subvectors of x(k+1)*/
for(int i = 0;i<((d_K.width+BLOCK_SIZE-1)/BLOCK_SIZE);++i)
{
Bsub.elements = d_B.elements + BLOCK_SIZE*(blockRow+i*d_B.height);
__shared__ float Bsm[BLOCK_SIZE * BLOCK_SIZE];
Ksub.elements = d_K.elements + BLOCK_SIZE*(blockRow+i*d_K.height);
__shared__ float Ksm[BLOCK_SIZE * BLOCK_SIZE];
usub.elements = d_uTemp.elements + i*BLOCK_SIZE;
__shared__ float usm[BLOCK_SIZE];
ysub.elements = d_yTemp.elements + i*BLOCK_SIZE;
__shared__ float ysm[BLOCK_SIZE];
if(row < BLOCK_SIZE && col < BLOCK_SIZE && row + col*d_B.height +
BLOCK_SIZE*(blockRow + i*d_B.height)<(d_B.height*d_B.width))
{
Bsm[row + col*BLOCK_SIZE]=Bsub.elements[row + col*d_B.height];
Ksm[row + col*BLOCK_SIZE]=Ksub.elements[row + col*d_K.height];
}
if(row < BLOCK_SIZE && i*BLOCK_SIZE+row < d_uTemp.height)
{
usm[row]= usub.elements[row];
ysm[row]= ysub.elements[row];
}
__syncthreads();
/*Compute each element in subvector of x(k+1) and add to previous result*/
if(row < BLOCK_SIZE)
{
for(int j =0;j<BLOCK_SIZE;++j)
{
if(j+i*BLOCK_SIZE <d_B.width)
{
xnew += Bsm[row + BLOCK_SIZE*j]*usm[j]+Ksm[row +
BLOCK_SIZE*j]*ysm[j];
}
}
}
__syncthreads();
}

66

/*Set new state variable values*/
if(row < BLOCK_SIZE && row + blockRow*BLOCK_SIZE < d_x.height)
{
xnewsub.elements[row]=xnew;
}
}
/*LQR kernel*/
__global__ void lqr(const matrix d_L, matrix d_u, matrix d_x, matrix d_uTemp)
{
const int blockRow = blockIdx.x;
matrix usub; matrix Lsub; matrix xsub; matrix uTempSub;
usub.elements = d_u.elements + BLOCK_SIZE*blockRow;
uTempSub.elements = d_uTemp.elements + BLOCK_SIZE*blockRow;
float u=0;
const int row = threadIdx.x;
const int col = threadIdx.y;
for(int i = 0;i<((d_L.width+BLOCK_SIZE-1)/BLOCK_SIZE);++i)
{
Lsub.elements = d_L.elements + BLOCK_SIZE*(blockRow+i*d_L.height);
__shared__ float Lsm[BLOCK_SIZE * BLOCK_SIZE];
xsub.elements = d_x.elements + i*BLOCK_SIZE;
__shared__ float xsm[BLOCK_SIZE];
if(row < BLOCK_SIZE && col < BLOCK_SIZE && row + col*d_L.height +
BLOCK_SIZE*(blockRow + i*d_L.height)<(d_L.height*d_L.width))
{
Lsm[row + col*BLOCK_SIZE]=Lsub.elements[row + col*d_L.height];
}
if(row < BLOCK_SIZE && i*BLOCK_SIZE+row < d_x.height)
xsm[row]= xsub.elements[row];
__syncthreads();
if(row < BLOCK_SIZE)
{
for(int j =0;j<BLOCK_SIZE;++j)
{
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if(j+i*BLOCK_SIZE <d_L.width)
u += -Lsm[row + BLOCK_SIZE*j]*xsm[j];
}
}
__syncthreads();
}
if(row < BLOCK_SIZE && row + blockRow*BLOCK_SIZE < d_u.height)
{
usub.elements[row]=u;
uTempSub.elements[row]=u;
}
}
int main(){
/*Declare matrices on host*/
matrix h_A; matrix h_B; matrix h_K; matrix h_L; matrix h_x;
matrix h_y; matrix h_u; matrix h_uTemp; matrix h_yTemp;
/*Declare matrices for device*/
matrix d_A; matrix d_B; matrix d_K; matrix d_L; matrix d_x;
matrix d_y; matrix d_u;matrix d_uTemp; matrix d_yTemp;
cudaError_t status0 = cudaHost((void**)&h_y.elements, vecSize, cudaHostAllocMapped);
if (status0 != cudaSuccess)
printf("Error allocating pinned host memory");
cudaError_t status1 = cudaHostAlloc((void**)&h_u.elements, vecSize, cudaHostAllocMapped);
if (status1 != cudaSuccess)
printf("Error allocating pinned host memory");
/*Use to set up CUDA environment*/
cudaFree(0);
cudaError_t status2 = cudaHostGetDevicePointer(&d_u.elements, h_u.elements, 0);
if (status2 != cudaSuccess)
printf("Error accessing pointer from device");
cudaError_t status3 = cudaHostGetDevicePointer(&d_y.elements, h_y.elements, 0);
if (status3 != cudaSuccess)
printf("Error accessing pointer from device");
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dim3 dimBlock(BLOCK_SIZE, BLOCK_SIZE);
/*Set grid size for each kernel*/
dim3 dimGridLqr((d_L.height+BLOCK_SIZE-1)/BLOCK_SIZE);
dim3 dimGridKalman((d_B.height+BLOCK_SIZE-1)/BLOCK_SIZE);
int t = 0;
while(t<SAMPLES)
{
/*call kernels*/
kalman<<< dimGridKalman, dimBlock>>>(d_B, d_K, d_y,
d_A, d_x, d_uTemp, d_yTemp);
cudaDeviceSynchronize();
lqr<<<dimGridLqr, dimBlock>>>(d_L, d_u, d_x, d_uTemp);
cudaDeviceSynchronize();
t+=1;
}
return 0;
};

B.3 lqgExample2.cu
#define BLOCK_SIZE 16
#define SAMPLES 1000
using namespace std;
typedef struct { int width; int height; int stride; float* elements; }
matrix;
__global__ void lqg(const matrix d_B, const matrix d_K, matrix d_y,
matrix d_A, matrix d_x, matrix d_uTemp, matrix d_yTemp, const matrix d_L, matrix d_u)
{
const int blockRow = blockIdx.x;
const int row = threadIdx.x;
const int col = threadIdx.y;
const int id = blockRow*blockDim.x + row;
matrix xnewsub; matrix Bsub; matrix ysub; matrix Ksub; matrix usub;
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matrix Asub; matrix xsub; matrix Lsub; matrix uTempSub;
usub.elements = d_u.elements + BLOCK_SIZE*blockRow;
uTempSub.elements = d_uTemp.elements + BLOCK_SIZE*blockRow;
xnewsub.elements = d_x.elements + BLOCK_SIZE*blockRow;
if(id < d_yTemp.height && col <d_yTemp.width)
{
d_yTemp.elements[id]= d_y.elements[id];
}
float u=0;
float xnew=0;
for(int i = 0;i<((d_L.width+BLOCK_SIZE-1)/BLOCK_SIZE);++i)
{
Lsub.elements = d_L.elements + BLOCK_SIZE*(blockRow+i*d_L.height);
__shared__ float Lsm[BLOCK_SIZE * BLOCK_SIZE];
xsub.elements = d_x.elements + i*BLOCK_SIZE;
__shared__ float xsm[BLOCK_SIZE];
if(row < BLOCK_SIZE && col < BLOCK_SIZE && row + col*d_L.height +
{
Lsm[row + col*BLOCK_SIZE]=Lsub.elements[row + col*d_L.height];
}
if(row < BLOCK_SIZE && i*BLOCK_SIZE+row < d_x.height)
xsm[row]= xsub.elements[row];
__syncthreads();
if(row < BLOCK_SIZE)
{
for(int j =0;j<BLOCK_SIZE;++j)
{
if(j+i*BLOCK_SIZE <d_L.width)
u += -Lsm[row + BLOCK_SIZE*j]*xsm[j];
}
}
__syncthreads();
}
if(row < BLOCK_SIZE && row + blockRow*BLOCK_SIZE < d_u.height)
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{
usub.elements[row]=u;
uTempSub.elements[row]=u;
}
for(int i = 0;i<((d_A.width+BLOCK_SIZE-1)/BLOCK_SIZE);++i)
{
Asub.elements = d_A.elements + BLOCK_SIZE*(blockRow+i*d_A.height);
__shared__ float Asm[BLOCK_SIZE * BLOCK_SIZE];
xsub.elements = d_x.elements + i*BLOCK_SIZE;
__shared__ float xsm[BLOCK_SIZE];
if(row < BLOCK_SIZE && col < BLOCK_SIZE && row + col*d_A.height
+ BLOCK_SIZE*(blockRow + i*d_A.height)<(d_A.height*d_A.width))
{
Asm[row + col*BLOCK_SIZE]=Asub.elements[row + col*d_A.height];
}
if(row < BLOCK_SIZE && i*BLOCK_SIZE+row < d_x.height)
xsm[row]= xsub.elements[row];
__syncthreads();
if(row < BLOCK_SIZE)
{
for(int j =0;j<BLOCK_SIZE;++j)
{
if(j+i*BLOCK_SIZE <d_A.width)
xnew += Asm[row + BLOCK_SIZE*j]*xsm[j];
}
}
__syncthreads();
}
for(int i = 0;i<((d_K.width+BLOCK_SIZE-1)/BLOCK_SIZE);++i)
{
Bsub.elements = d_B.elements + BLOCK_SIZE*(blockRow+i*d_B.height);
__shared__ float Bsm[BLOCK_SIZE * BLOCK_SIZE];
Ksub.elements = d_K.elements + BLOCK_SIZE*(blockRow+i*d_K.height);
__shared__ float Ksm[BLOCK_SIZE * BLOCK_SIZE];
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usub.elements = d_uTemp.elements + i*BLOCK_SIZE;
__shared__ float usm[BLOCK_SIZE];
ysub.elements = d_yTemp.elements + i*BLOCK_SIZE;
__shared__ float ysm[BLOCK_SIZE];
if(row < BLOCK_SIZE && col < BLOCK_SIZE && row + col*d_B.height +
BLOCK_SIZE*(blockRow + i*d_B.height)<(d_B.height*d_B.width))
{
Bsm[row + col*BLOCK_SIZE]=Bsub.elements[row + col*d_B.height];
Ksm[row + col*BLOCK_SIZE]=Ksub.elements[row + col*d_K.height];
}
if(row < BLOCK_SIZE && i*BLOCK_SIZE+row < d_u.height)
{
usm[row]= usub.elements[row];
ysm[row]= ysub.elements[row];
}
__syncthreads();
if(row < BLOCK_SIZE)
{
for(int j =0;j<BLOCK_SIZE;++j)
{
if(j+i*BLOCK_SIZE <d_B.width)
{
xnew += Bsm[row + BLOCK_SIZE*j]*usm[j]+Ksm[row +
BLOCK_SIZE*j]*ysm[j];
}
}
}
__syncthreads();
}
if(row < BLOCK_SIZE && row + blockRow*BLOCK_SIZE < d_x.height)
{
xnewsub.elements[row]=xnew;
}
}
int main(){
dim3 dimBlock(BLOCK_SIZE, BLOCK_SIZE);
dim3 dimGridLqg((d_B.height+BLOCK_SIZE-1)/BLOCK_SIZE);
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int t = 0;
while(t<SAMPLES)
{
lqg<<< dimGridLqg, dimBlock>>>(d_B, d_K, d_y, d_A, d_x, d_uTemp,
d_yTemp, d_L, d_u);
cudaDeviceSynchronize();
t+=1;
}
return 0;
};
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