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Abstract

Evaluating the 2015 SMT competition

Sebastian Rautila

This thesis is an evaluation of the 2015 SMT Competition (SMT-COMP), a 
competition for Satisfiability Modulo Theories solvers. SMT-COMP has, since its 
inception in 2005, been key for standardising and evaluating the state of SMT. The 
thesis attempts to give a complementary view to the results of the competition with 
alternative measurements and viewpoints by examining the raw results of the 
competition.

One of main focuses of the thesis was the impact of the benchmarks used in the 
competition. It is concluded that the majority of the benchmarks in the competition 
are trivial. In under a second, some solver solved $95.7 %$ of the benchmarks and 
all solvers solved  $67.2 %$ of the benchmarks. These easy benchmarks impacts 
the main results of the competition. Another noteworthy conclusion is that there is 
a statistically significant difference between the difficulty of solving the satisfiable 
and unsatisfiable benchmarks in the competition, with unsatisfiable being easier in 
general.

The other main focus of the thesis was the performance of the solvers, where the 
conclusion is that that most participating solvers were better than all others on 
some benchmarks, either speed-wise or by being the only one solving it. Two 
solvers stand out in particular, Yices2 for its excellency in speed and Z3 for its 
breadth. The thesis also concludes that for SMT-COMP 2015, parallelism has little 
to none impact on the results.
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1 Introduction

Satisfiability Modulo Theories (SMT) is a constraint satisfaction problem, much similar
to the Boolean Satisfiability Problem. Constraint satisfaction problems occur in many
fields, including verification of a programs correctness, packing, scheduling and graph
problems [1]. A brief introduction to the SMT problem and the standard used to describe
instances of it is given in Section 2.

In order to solve instances of the SMT problem, a multitude of specialised solvers have
been implemented. To encourage future progress of the solvers and the state of SMT, the
annual Satisfiability Modulo Theories Competition (SMT-COMP) is held. This thesis,
which evaluates the 2015 edition of SMT-COMP, is largely built on evaluations of prior
years of SMT-COMP and evaluations of the state of SMT in general. The prior work
done is evaluated in Section 3 with primary focus on the more recent 2013 evaluation
and 2014 competition.

1.1 Problem statement

The primary goal of this thesis is to evaluate the data from the 2015 SMT-COMP,
which is an evaluation of solvers for the SMT problem. This evaluation attempts to give
a complementary view to the main competition results.

The evaluation is split into three parts: an evaluation of the structure of the compet-
ition and how it affected the results seen in Section 5.1, an evaluation of the benchmarks
used in the competition seen in Section 5.2, and an evaluation of the solvers performance
in the competition seen in Section 5.3.

The evaluation of the benchmarks had two main focus points. The first focus point
was the difficulty of the benchmarks in terms of how many solvers solved them and
how fast they were solved. The second focus point were on the statistical differences in
competition results between satisfiable and unsatisfiable benchmarks.

For the solver performance part, a couple of different approaches were attempted:
the competition was re-run on subsets of benchmarks based on the earlier benchmarks
evaluation, the run-time on unsolved benchmarks was examined, the speed of the solv-
ers was examined, a measure for each solvers contribution to the state of the art was
attempted, and a brief examination of how the solvers utilised parallelisation was done.

2 Satisfiability modulo theories

The core problem of Satisfiability Modulo Theories (SMT) is deciding whether some
formula in first order logic over some background theory can be satisfied. To be more
specific, SMT problems are usually expressed in a version of many-sorted first-order logic
with equality. Breaking this down, many-sorted means that functions and variables are
typed in a similar way as with programming. Example sorts can be integer, list, array
or reals. A theory is a set of sorts and additional symbols with additional restrictions.
An example would be the theory of integers which contains integers as a sort and the
arithmetic operations and inequalities as functions which operate on the integer sort [2].
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The underlying logic defined in the SMT-LIB standard (see the following section)
does not directly define any logical symbols other than the quantifiers. Instead, logical
connectives, equality, negation, relation symbols, variables and functions are all viewed
as functions in the underlying many-sorted logic. Logical connectives and equality are
binary all-Boolean functions, negation is a unary Boolean function, relation symbols are
n-ary functions returning a Boolean and variables are functions of some sort with arity
zero. The regular logical symbols are defined as the core theory of the language and are
implicitly included in every other theory [2].

An example SMT problem using the theory of integers would be whether the formula
2 − 5x ≥ 4 is satisfiable and the answer would be yes. An assignment satisfying this
formula would be x := −7. Such an assignment of all symbols is called a model. If a
formula is not satisfiable it has no model. For a formula to be valid in first-order logic
it needs to return a Boolean so 4 + 3 is not a valid formula and neither is f(x) for any
function f not returning a Boolean. More complicated formulas can be expressed in a
combination of background theories such as handling integers in arrays [1].

SMT provides a level of abstraction in between propositional logic and pure first
order logic. Propositional logic would require all formulas to be represented in Boolean
form while SMT allows more general representations such as integers or bit-vectors.
On the other side, first-order logic in general is undecidable, meaning that there is
no algorithm which always will answer if a first-order formula is satisfiable. Therefore
constructing a general first-order logic-solver is not feasible. However, by restricting
first-order logic formulas to a specific theory and adding additional restrictions such as
disallowing quantifiers, decidability can be reached and also special purpose algorithms,
such as Simplex for Linear Arithmetic, can be used [1] [3]. SMT focuses on theories which
are decidable and with specialised algorithms for different theories, efficient solvers can
be implemented [4].

A theory combined with eventual additional restrictions is usually called a logic as a
shorthand for sublogic of the full SMT logic. It can be seen as such since it restricts the
possible models based on the theory and the set of allowed formulas based on restrictions
in input language [2].

2.1 SMT-LIB standard

As an initiative to collect a library of SMT benchmarks the Satisfiability Modulo Theor-
ies Library (SMT-LIB) project was started in 2003. The current version 2.5 was released
in 2015 as a backwards compatible extension of the 2.0 standard from 2010. The bench-
marks in SMT-LIB are predefined SMT problems, meaning each benchmark is essentially
a first order logical formula restricted to some logic. SMT-LIB drew inspiration from
similar libraries for propositional satisfiability (SAT) and for theorem proving which
had pushed progress in those areas. The hope was that with a standardised library for
evaluating and comparing SMT solvers, similar progress would be made for SMT.

SMT-LIB defines a concrete Lisp-like syntax, called the SMT-LIB language, for ex-
pressing SMT problems. The language is split into three parts: background theories,
(sub)logics and scripts for expressing SMT problems and interacting with solvers.
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2.1.1 Background theories and logics

One part of the SMT-LIB standard is specifications for background theories. The the-
ories are specified independent of the benchmarks and each benchmark refers to the
underlying theories used. A standard format for expressing the theories is defined,
where only the signature is required to be expressed formally and the rest of the the-
ory can be expressed either with axioms or in natural language [5]. The reason for not
requiring formal definitions is mainly because the specifications are intended for human
reading but also some parts of the specifications may not be finitely axiomatizable due
to the limited expressive power of the logic used by SMT-LIB. For this reason, even the
signature may not be expressed formally in some cases [2].

A list of theories specified by the current SMT-LIB 2.5 is given in Table 1. The
core theory, which defines the standard Boolean connectives and an if-then-else oper-
ator, is implicitly included in all other theories. As an example the signature from the
specification of the theory of integers is given in Listing 1. The signature is followed by
a description of the set of values a variable of the Int sort can have and definitions of
the functions in the signature, both written in natural language.

1 (theory Ints
2
3 :smt−lib−version 2.0
4 :written by ”Cesare Tinelli”
5 :date ”2010−04−17”
6
7 :sorts ((Int 0))
8
9 :funs ((NUMERAL Int)

10 (− Int Int) ; negation
11 (− Int Int Int :left−assoc) ; subtraction
12 (+ Int Int Int :left−assoc)
13 (∗ Int Int Int :left−assoc)
14 (div Int Int Int :left−assoc)
15 (mod Int Int Int)
16 (abs Int Int)
17 (<= Int Int Bool :chainable)
18 (< Int Int Bool :chainable)
19 (>= Int Int Bool :chainable)
20 (> Int Int Bool :chainable)
21 )
22 )

Listing 1: SMT-LIB specification of functional arrays with extensionality
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Theory Description

ArraysEx Functional arrays with extensionality
FixedSizeBitVectors Bit vectors with arbitrary size
Core Core theory, defining the basic Boolean operators
FloatingPoint Floating point numbers
Ints Integer numbers
Reals Real numbers
Reals Ints Real and integer numbers

Table 1: Theories defined in SMT-LIB 2.5

Figure 1: Tree of logics currently included in the SMT-LIB 2 standard ordered by
inclusion [6]

SMT-LIB also contains specifications for sublogics, restricting the input language to
some parts of the language. Most solvers only work with certain logics and different
algorithms are often used for solving SMT problems of different logics.

A tree of the different sublogics and how they are related is seen in Figure 1. From
the left are more restricted logics and an arrow to the right means that an expression in
the left logic is a valid expression in the right logic as well. QF stands for quantifier free
which is a common restriction since by disallowing quantifiers an undecidable theory
may become decidable or the algorithm for deciding satisfiability becomes simpler or
more efficient.

Definitions of all logics can be found on the SMT-LIB website. As an example we
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can examine the chain which starts with QF IDL: Difference Logic over the integers.
In QF IDL only formulas with logical connectives, equality and and subformulas on the
form x−y op c where x and y are integer variables, op is an inequality operator and c is a
constant integer are allowed. An expression in QF IDL is also an expression in QF LIA,
quantifier free linear integer arithmetic, which also allows inequations between linear
polynomials over integer variables. Next we have QF NIA, which allows for all integer
arithmetic, not just linear and then NIA which allows quantifiers as well. UFNIA allows
free function and sort symbols and finally the very general AUFNIRA which allows all
real numbers and the theory of functional arrays as well.

2.1.2 The scripting language and benchmarks

The scripting language of SMT-LIB is a sequence of commands used for solver inter-
action and to express SMT problems, including the SMT-LIB benchmarks, in a way
interpretable by the solvers. The interaction ranges from an answer whether a formula
is satisfiable, to models proving satisfiability and proofs proving unsatisfiability.

An example script is given in Listing 2. The example uses Linear Integer Arithmetic
and first declares a constant function x of the sort integer. The assert command adds
logical formulas to a global assertion-set stack. When the check-sat command is sent
the stack is evaluated by the solver and a response whether the formulas on the stack
is satisfiable is sent from the solver. In the example there are three different states
of the stack which are evaluated. Firstly, only the formula 2 − x ≥ 5 is evaluated.
Secondly, there are two formulas on the stack: 2−x ≥ 5 and 0 < x which are clearly not
satisfiable together. Then the second formula is popped and instead −3 > x is added.
The formulas are now satisfiable and the command get-model is used to retrieve a model
where the formulas hold. Set-option can be used to configure the solver to produce
models, unsatisfiability proofs, setting random seeds for the solver and more. Set-info is
used to add meta-data such as SMT-LIB version, source, author, whether a benchmark
is known to be satisfiable or unsatisfiable and more. The responses from running the
example on the SMT solver Z3 is given in Listing 3 with comments.

A benchmark is more specifically an SMT-LIB language script describing a set of
closed formulas over a set of constant or function symbols. A solution to the benchmark
is an assignment of all symbols that satisfying all the assertions in the script. The task
of the solver is then to either find a solution, thus determining the problem is satisfiable,
or determine that there is none, thus determining the problem is unsatisfiable [4]. Thus,
for all the benchmarks used in the SMT Competition, their satisfiability must be known.

As there are solvers that does not support the assertion-set stack, the ordinary bench-
marks in SMT-LIB only allow one check-sat command. Benchmarks with multiple
check-sat commands are called application or incremental benchmarks and are cat-
egorised separately. In June 2014 there were 130 000 regular benchmarks and 10 000
incremental benchmarks in the SMT-LIB repository with sizes ranging from bytes to
several gigabytes [4].
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1 (set−logic QF LIA)
2 (set−option :produce−models true)
3 (set−info :smt−lib−version 2.0)
4 (declare−fun x () Int)
5 (assert (>= (− 2 x) 5))
6 (check−sat)
7 (push)
8 (assert (< 0 x))
9 (check−sat)

10 (pop)
11 (assert (> −3 x))
12 (check−sat)
13 (get−model)
14 (get−info :all−statistics)
15 (exit)

Listing 2: Example SMT-LIB script

1 sat ;response to 2 − x >= 5
2 unsat ;response to 2 − x >= 5 and 0 < x
3 sat ;response to 2 − x >= 5 and −3 > x
4 (model
5 (define−fun x () Int
6 (− 4))
7 )
8 ;statistics from the execution given by the solver
9 (:arith−conflicts 1

10 :assert−lower 1
11 :assert−upper 2
12 :conflicts 1
13 :final−checks 1
14 :memory 0.94
15 :num−checks 2
16 :time 0.00)

Listing 3: Response when the example was run on the solver Z3

3 The international SMT competition

When the first version of SMT-LIB was released in July 2004, it was not much more
than a definition, as no solvers supported it and the benchmark library was empty. As
with SMT-LIB itself, inspiration could be drawn from the success in similar fields, the
SAT competition for propositional reasoning and the CASC competition for first order
reasoning. Thus, the idea of the Satisfiability Modulo Theories Competition (SMT-
COMP) spawned. The first competition was held in July 2005 and was a great success.
From having no support at all six months earlier, SMT-LIB now had 1,352 benchmarks
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over seven logics and support from twelve solvers which entered the competition [7].
Through the entire history of SMT-LIB, SMT-COMP has been an important factor in

its success by spurring benchmark collection and pushing solvers to support the standard.
Solvers gain visibility by participating in the competition and in order to participate they
need to support the standard. The authors of SMT-LIB believe that SMT-COMP has
been a great factor in getting support for the standard, with two large steps being the
initial version and then SMT-LIB 2.0 which was released in 2010 and featured in the
competition the same year.

Every competition also issued a call for benchmarks and a part of the competition
organisers responsibility have been to collect, correct and curate the newly submitted
benchmarks for each competition. While the benchmarks may have been written for
unrelated reasons this have been the primary way that benchmarks have been added to
SMT-LIB [3].

In this section we will first examine the general structure of the competition in
Section 3.1. After that, parts of the 2013 evaluation and 2014 competition which are
relevant for this report are examined in Section 3.2 and 3.3.

3.1 General structure of the competition

While the competition has evolved over the years, the core has always been solvers
determining the satisfiability of benchmarks within some time and memory limit. This
means that for a benchmark to be eligible in the competition, its answer needs to be
known. For each correct answer, the solver receives one point. The solver may also
answer unknown if it determines it can not find the answer to a problem. Incorrect
answers lead to penalties, which have been handled differently throughout the history
of the competition.

As described in Section 2.1.2 the benchmarks are categorised by the logic they belong
to and this is also how the competition is split up. For each logic there is a division in the
competition and each division has a winner. As the number of logics defined have been
growing with solver support, the number of divisions has been growing as well. In 2005
the competition had 7 divisions, 12 participating solvers and 3 solvers winning different
divisions. In 2015 new logics had been added and old had been split up leading to a
total of 28 competitive divisions and 23 solvers participating. The 2015 competition also
included an Application Track for incremental benchmarks with 7 competitive divisions
and 13 solvers participating.

Another core concept of the competition is that it has been running live at a sponsored
conference, showing the results as in real time and culminating in the presentation of the
winners for each division. The reason for this is to build interest for participants and the
broader research community. Also, SMT-LIB and SMT-COMP have historically always
been associated with the yearly SMT workshops (formerly PDPAR) where the initial
proposal for SMT-LIB was first put forward.
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3.2 The 2013 evaluation

2013 marked the first year since its beginning that SMT-COMP was not held. Instead
an evaluation [8] of benchmarks and solvers was held which allowed focus on other goals
than the organisation of the competition. It allowed breathing room for competitors, a
wider evaluation of the state of SMT and the ability to move over to the new StarExec
computational infrastructure without the pressure of organising a competition an a brand
new infrastructure.

Some of the key conclusions of the evaluation were:
The variation when running a benchmark multiple times on the same solver is mostly

negligible and does not affect the final result of the competition. Solve times for repeated
runs of the same benchmarks will roughly differ less than 10%, 50% of the time. The
variation of run times is not judged to be solver dependent and is thus expected to
balance out when enough benchmarks are run. This means that the accuracy of the
performance measurements in the competition is quite well. For solvers which have a
non-deterministic approach, the inaccuracy is seen as a part of such a solvers design.

However, the accuracy of the final results of the competition depend highly on the
benchmarks in some logics. Selecting different subsets of benchmarks lead to a large
variation of winners in some logics. One reason for this is that for some logics, many
benchmarks are not solved by some solver and the benchmarks which are not solved
varies between solvers. Since the winner is chosen by the number of benchmarks solved
this may impact the standings in a division with high percentage of unsolved bench-
marks. The authors suggested that the best way to tackle this inaccuracy is to include
as many benchmarks as possible in the competition. Another way that different choices
of benchmarks affect the results is that different solvers are fast at different problems
and choosing a different subset of benchmarks is likely to change which solver that had
the lowest run time.

The evaluation further concludes that in some logics the need is dire for more and
better benchmarks. In 2013 most logics only had a small fraction of problems which
required long time to solve. The suggestion was to try to determine if currently unknown
benchmarks were satisfiable and this was done in 2014 [4] where 75% (35923) of the
unknown non-application benchmark got a confirmed result by at least two solvers.
An evaluation of the quality of the benchmarks for the 2015 competition is seen in
Section 5.2.

The evaluation contained a virtual competition using only the benchmarks which all
solvers solved within the time limit was run. The same competition was run in this report
for the 2015 edition in Section 5.3.3. However, the randomisation part was removed as
the competition is no longer run on subsets of the benchmarks.

A metric introduced in the evaluation was the State of the Art Contribution (SotAC).
For each benchmark, the metric gives 1/(the number of solvers that solve that bench-
mark) points to each solver which solves it. This means that a solver solving many
problems will earn more points and a solver solving problems which no other solver
solves will earn much for each problem. For the 2015 competition, the SotAC of the
solvers are examined in Section 5.3.4.

10



In the evaluation a series of questions about the parallel performance of solvers was
asked: Which solvers use parallel computation? What speedup is gained? Does the
results of the competition get affected by multicore performance? These questions are
examined for 2015 in Section 5.3.5. This report did not examine the overhead of parallel
performance as no run times for purely sequential runs was available.

3.3 The 2014 competition

In 2014 SMT-COMP came back and was for the first time run on the StarExec cluster.
The competition had a main track running regular benchmarks and an application track
for incremental benchmarks. Because of the migration to StarExec, parallel performance,
unsat cores and proof generation were not included in the competition unlike in 2012.
The authors of the 2014 report [4] recommends that these tracks should be rejuvenated
in the future.

A notable change from 2012 is that the time limit for benchmarks was 40 minutes
instead of 25. The impact of different timeouts is analysed in the report and for the
QF BV benchmarks diminishing returns is noted. By 10 seconds 62% of the benchmarks
are solved and by 40 minutes 88% are solved. However, the authors note that the
benchmarks are not representative of practical problems and if the solvers knew the
timeout they would be able to adjust their strategy to increase the likeliness of solving
the benchmark. The impact of the time limit for the 2015 competition is examined in
Section 5.1.

Like in the 2013 evaluation, there was a call to emphasise time performance of solvers.
Also the time for solvers to respond unknown or time-out was not included in the total
time of a solver in a division. From a user perspective this makes little sense since a user
would have to wait for time-outs and unknowns as well as any other response. Thus,
the authors suggest that all run time should be included, which it was for the 2015
competition. The time performance of solvers for 2015 is examined in Section 5.3.3

Another request in the report was to encourage solvers that have breadth of logics
and add new content which are important to users such as support for logics containing
string and floating point computations. The authors suggested that this could be done
using the State of the Art Contribution metric used in the 2013 evaluation. The SotAC
metric applied to the 2015 competition is seen in Section 5.3.4.

The 2014 competition was a part of a greater competition called the FLoC Olympic
Games which spanned over many disciplines of computational logic. For this competition
a gold, silver and bronze medal were given. The bronze medal was given to the solver
which performed best in the fixed size bit vector division (QF BV) since it was deemed
the most significant one. The gold and silver medal were given to solvers performing best
in a combined metric over all divisions they participated in. The metric used put largest
impact in the number of errors and secondly in number of problems solved compared
to the total problems attempted. The authors note that this measurement might not
be optimal and if a global metric is needed again it should be reviewed. The combined
metric was again used in the 2015 competition and is used in various evaluations in this
report, mainly for comparison purposes in the benchmark and solver evaluations.
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4 Methodology

This thesis is a quantitative analysis of the results of the 2015 SMT competition. The
main results of the competition are publicly available [9] and not presented in this report.
Instead, various alternative measurements based on the raw results of the competition
are presented.

The raw results consists of 980235 rows for the main track of the competition and
48380 rows for the application track. Each row describes the result of a solver-benchmark
pair (job). For both tracks the results contained which division the benchmark belonged
to, run time in both CPU-time and wall clock-time, memory usage, and final status of
the job. For the main track each result also contained whether the solver determined
the benchmark satisfiable or unsatisfiable and the expected result. As the application
track contained multiple check-sat commands, the results for each job in it contained
the number of wrong and correct answers instead. To complement the results, the
meta-data of the benchmarks used was parsed and added to some measurements. For
comparison, the raw results from 2014 which had identical structure were used as well.
All results presented in this report are derived from these data sources.

The main inspiration for the methodology was based on the related work for previous
SMT competitions, which was described in the previous Section 3. Many of the meas-
urements used were based on used or suggested measurements of previous evaluations.

The data from the competition was processed using the well-established R program-
ming language for statistical computing and all graphs where produced using the open
source library Plotly.

In Section 5.2.2 a couple of statistical hypothesis tests are used. In a statistical test, a
null hypothesis is tested against an alternative hypothesis. The hypothesises are usually
referred to as H0 and H1 respectively. The methodology of testing is to let H0 be the
hypothesis we want to dismiss in favour for H1 which we want to establish. Then show
that given H0, the probability of getting the results shown (p-value) is below a certain
threshold (significance level). The p-value is typically computed from the test statistic
which defines the test used.

In this thesis two statistics are used. The Z-test statistic which under the null hy-
pothesis follows standard normal distribution. Meaning that the value of the statistic is
the number of standard deviations from the expected result under H0. The other test
statistic used is Pearson’s χ2 test of independence which assumes the null hypothesis fol-
lows the χ2 distribution. The p-value is obtained by examining the probability of getting
the value computed from the test statistic in the χ2-distribution. A third statistical test
is done, Fisher’s exact test. Fisher’s exact test does not use a test statistic or assume
any distribution, but computes the exact probability-value of the results under the null
hypothesis [10].
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5 The 2015 SMT competition

The 2015 SMT Competition was the 10th edition of SMT-COMP and was held as a part
of the SMT Workshop 2015. The competition featured 23 solvers over 28 competitive
divisions for the main track and 13 solvers over 7 competitive divisions for the application
track. Additionally, there were 12 non-competitive divisions in the main track and 7 in
the application track. The non-competitive divisions were deemed so because they did
not have two substantially different competitive solvers participating and were thus not
included in the results of the competition. Two solvers, Z3 and MathSAT 5 were not
submitted by their creators but was included as non-competitive solvers for comparison
since they are widely used and support many logics. They were not included in the
final rankings of the competition but in this report we consider all divisions and solvers
equally unless stated otherwise.

Some of the participating solvers were based on the same core but modified for
specific divisions or were versions with bigger differences but submitted by the same
research group. Grouping the solvers which either have the same core or were submitted
by the same research group yields 12 different solver groups for the entire competition.
The groups are seen in Table 2 and will be referred to in the results as grouped by core.
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Group Solver

AProvE AProvE

Boolector
Boolector (QF AUFBV)
Boolector (QF BV)

CVC
CVC3
CVC4 Experimental
CVC4

MathSAT 5 MathSAT

OpenSMT2
OpenSMT2
OpenSMT2 (parallel)

raSAT raSAT

SMT-RAT
SMT-RAT
SMT-RAT-PARL

SMTInterpol SMTInterpol

STP

STP-CMSat4 (mt-v15)
STP-CMSat4 (v15)
STP-CMSat4
STP-MiniSat4 (mt-v15)

veriT veriT

Yices2
Yices2
Yices2-NL

Z3
Z3 (ijcar14)
Z3 (FP)
Z3

Table 2: Solvers grouped by core

The competition was, like the previous and following year, run on the StarExec
cluster which opens up for comparisons of solver performance.

5.1 Rules and consequences

The full set of competition rules was released as a document [11] well ahead of the
competition and what follows is a summary of the rules and results which followed from
the rules.

The competition contained two tracks, the main track and the application track. The
main difference between them is that, in the main track only one check-sat command
is allowed for each benchmark, while in the application track a benchmark can have
multiple check-sat commands. In the main track the solvers are simply run on each
benchmark and the result which is given in the solvers standard output channel is com-
pared to the known answer for the benchmark. However in the application (incremental)
track a benchmark may contain multiple check-sat commands and rather than running
the entire benchmark on the solver in one go the solver will be fed the benchmark on
it’s standard input channel in a incremental fashion. The purpose of this is to simulate
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application usage of SMT solvers while preventing the solvers from looking ahead in the
benchmarks.

Figure 2: Diminishing returns of increased wall-clock time in the main track

A time limit of 40 minutes in wall-clock time per benchmark was set for both the
main track and the application track. In the main track there was a total of 980235
benchmark/solver pairs (hereinafter referred to as jobs) and 3.8% of them exceeded the
time limit. However, as seen in Figure 2, diminishing returns of having a long time limit
can be noted as 86% of the jobs terminated in 1 second and 95% had terminated within
5 minutes.

In the application track 3.9% of the 48380 jobs timed out. For this track a more
notable gain is seen for a longer time limit as only 51.2% of the benchmarks were done
in 1 second. However after 11 minutes 95% of the jobs had terminated in the application
track as well and the return of a longer run time was small.

The competition had a memory limit of 60 GB. Nearly all jobs ran below this, with
0.1% of the jobs in the main track and none in the application track terminating due to
exceeding the memory limit.

Each timeout and memout was neither counted as correct nor an error in the final
scores, even though a solver might have responded correctly or incorrectly after timing
out or running out of memory. In 99.3% of the benchmarks the solver responded that
the satisfiability of the benchmark was unknown after timing out but some jobs from
the solvers Boolector, SMT-RAT, raSAT and OpenSMT2 (parallel) gave an answer after
timing out. This was the case for 273 jobs and 28 of these, all from the solver raSAT,
returned an incorrect result after timing out.
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Solver Share of time spent on unsolved

AProVE 0.98
Boolector (QF AUFBV) 0.61
Boolector (QF BV) 0.57
CVC3 0.96
CVC4 Experimental 0.70
CVC4 0.72
MathSAT 5 0.74
OpenSMT2 0.50
OpenSMT2 (parallel) 0.62
raSAT 0.97
SMT-RAT 0.95
SMT-RAT-PARL 0.98
SMTInterpol 0.88
STP-CMSat4 (mt-v15) 0.99
STP-CMSat4 (v15) 0.69
STP-CMSat4 0.71
STP-MiniSat4 (mt-v15) 0.86
veriT 0.96
Yices2 0.85
Yices2-NL 0.90
Z3 (ijcar14) 0.73
Z3 (FP) 0.80
Z3 0.87

Table 3: Proportion of wall-clock time spent on benchmarks not yielding correct result
in the main track

The 2015 competition was the first one which included the run time of results which
were not correct (unknowns, time outs and errors) in the total run times for each solver.
The percentage of time spent on benchmarks which the solver did not solve is seen in
Table 3.
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5.2 Benchmarks evaluation

Division Total
Category Status

unk. industrial crafted random check sat unsat

ALIA 42 0 42 0 0 0 1 41
AUFLIA 4 0 1 3 0 0 1 3
AUFLIRA 19849 0 19649 200 0 0 100 19749
AUFNIRA 1050 0 1050 0 0 0 4 1046
BV 85 0 85 0 0 0 29 56
LIA 201 0 201 0 0 0 10 191
LRA 339 0 261 0 78 0 20 319
NIA 9 0 9 0 0 0 6 3
NRA 3788 0 3788 0 0 0 0 3788
QF ABV 14720 0 14366 354 0 0 10076 4644
QF ALIA 134 0 103 31 0 0 54 80
QF ANIA 6 0 6 0 0 0 0 6
QF AUFBV 37 0 37 0 0 0 6 31
QF AUFLIA 1009 0 19 989 0 1 493 516
QF AUFNIA 21 0 21 0 0 0 6 15
QF AX 551 0 0 551 0 0 272 279
QF BV 26414 94 24914 1402 0 4 9242 17172
QF BVFP 7 0 0 0 0 0 1 6
QF FP 34413 0 0 34364 0 0 17200 17213
QF IDL 2094 0 1074 958 60 2 1278 816
QF LIA 5839 0 4102 768 964 5 2999 2840

Table 4: The number of benchmarks by division, category and result for the 2015 SMT-
COMP main track
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Division Total
Category Status

unk. industrial crafted random check sat unsat

QF LIRA 6 0 6 0 0 0 1 5
QF LRA 1626 0 1624 0 0 2 993 633
QF NIA 8475 0 8308 167 0 0 8273 202
QF NIRA 2 0 2 0 0 0 0 2
QF NRA 10184 0 10104 80 0 0 5249 4935
QF RDL 220 0 145 73 0 2 107 113
QF UF 6649 0 3 6646 0 0 2549 4100
QF UFBV 31 0 31 0 0 0 0 31
QF UFIDL 441 0 422 19 0 0 106 335
QF UFLIA 598 0 367 231 0 0 403 195
QF UFLRA 1627 0 727 0 900 0 774 853
QF UFNIA 7 0 7 0 0 0 0 7
QF UFNRA 34 0 34 0 0 0 16 18
UF 2839 0 2380 459 0 0 800 2039
UFBV 71 0 71 0 0 0 18 53
UFIDL 68 0 68 0 0 0 6 62
UFLIA 8404 0 8017 386 0 1 27 8377
UFLRA 25 0 20 5 0 0 5 20
UFNIA 2319 0 2319 0 0 0 1 2318
Total 154238 94 104383 47686 2002 17 61126 93112

Table 5: The number of benchmarks by division, category and result for the 2015 SMT-
COMP main track (continued)
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Division Total

QF ALIA 44
ANIA 3
ALIA 24
UFLRA 5358
QF BV 18
QF UFNIA 1
QF UFLRA 3331
QF NIA 10
QF AUFLIA 72
QF ANIA 5
QF LIA 65
LIA 6
QF LRA 10
QF UFLIA 905

Table 6: The number of benchmarks by division for the 2015 SMT-COMP application
track.

The main track consisted of a total of 154 238 different benchmarks, out of which 99.7%
were solved by some solver. The distribution of the benchmarks over the divisions of
the competition is seen for the main track in Table 4 and 5. As can be seen, the number
of benchmarks in each division varies quite heavily. The majority of benchmarks are
industrial for most divisions. For the 5 divisions where the majority were not industrial;
QF AUFLIA, QF AX, QF FP, QF UF and QF UFLRA there was a notable lack of hard
benchmarks. As can be seen in Table 11, for the first 3, almost no benchmark was not
solved in under a second by some solver and for the last 2, only about one percent was
not solved in under a second. QF BV had 94 benchmarks for which the category was
not set, all in the Sage2 set of benchmarks.

Table 4 and 5 also shows the number of satisfiable and unsatisfiable benchmarks in
each division. For most of the divisions, the distribution is quite even. However, some
divisions lack satisfiable benchmarks, most notably AUFLIRA, AUFNIRA and NRA
which have a healthy amount of unsatisfiable benchmarks.

For the application track, all benchmarks were of the industrial category. The number
of benchmarks for each division is given in Table 6. Since they contain numerous check-
sat commands, only the numbers of benchmarks are given.

For this benchmark evaluation, two focus points where chosen: the difficulty of
the benchmarks which is evaluated in Section 5.2.1 and eventual differences between
satisfiable and unsatisfiable benchmarks which is evaluated in Section 5.2.2.
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5.2.1 Benchmark difficulty

Division #2014 #2015 2014 all 2015 all 2014 any 2015 any

ALIA 29 42 0.00 0.00 1.00 1.00
AUFLIA 4 4 0.00 0.25 0.75 0.75
AUFLIRA 10791 19849 0.94 0.97 1.00 1.00
AUFNIRA 564 1050 0.91 0.95 1.00 1.00
BV 0 85 - 0.00 - 1.00
LIA 46 201 0.09 0.73 1.00 1.00
LRA 171 339 0.39 0.21 1.00 1.00
NIA 9 9 0.00 0.00 1.00 1.00
NRA 3747 3788 0.00 0.00 0.99 0.99
QF ABV 6457 14720 0.08 0.98 1.00 1.00
QF ALIA 97 134 0.70 0.12 1.00 1.00
QF ANIA 0 6 - 1.00 - 1.00
QF AUFBV 37 37 0.89 0.92 1.00 1.00
QF AUFLIA 610 1009 0.01 0.01 1.00 1.00
QF AUFNIA 0 21 - 1.00 - 1.00
QF AX 335 551 1.00 0.01 1.00 1.00
QF BV 2488 26414 0.58 0.32 0.97 1.00
QF BVFP 0 7 - 1.00 - 1.00
QF FP 0 34413 - 0.84 - 1.00
QF IDL 1315 2094 0.74 0.71 0.94 0.95

Table 7: The fraction of benchmarks completed by the solvers for the given year and
logic
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Division #2014 #2015 2014 all 2015 all 2014 any 2015 any

QF LIA 4381 5839 0.28 0.29 0.99 0.99
QF LIRA 0 6 - 0.50 - 1.00
QF LRA 1343 1626 0.88 0.71 0.99 0.99
QF NIA 8327 8475 0.00 0.00 1.00 1.00
QF NIRA 0 2 - 0.50 - 1.00
QF NRA 10121 10184 0.00 0.17 0.98 0.99
QF RDL 132 220 0.96 0.91 1.00 1.00
QF UF 4124 6649 0.98 0.97 1.00 1.00
QF UFBV 31 31 0.39 0.39 1.00 1.00
QF UFIDL 311 441 0.90 0.93 0.99 1.00
QF UFLIA 484 598 0.90 0.81 1.00 1.00
QF UFLRA 1176 1627 0.93 0.95 1.00 1.00
QF UFNIA 7 7 0.00 0.00 1.00 1.00
QF UFNRA 32 34 0.53 0.56 0.84 0.88
UF 2830 2839 0.43 0.46 0.98 0.99
UFBV 0 71 - 0.00 - 1.00
UFIDL 49 68 0.00 0.00 1.00 1.00
UFLIA 5766 8404 0.00 0.00 0.99 0.99
UFLRA 25 25 0.80 0.80 0.84 0.80
UFNIA 1587 2319 0.40 0.44 0.99 1.00

Table 8: The fraction of benchmarks completed by the solvers for the given year and
logic (continued)
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Division # Median 80th percentile 90th percentile 95th percentile

ALIA 29 0.02 0.02 0.04 0.06
AUFLIA 4 2.57 963.07 1681.54 2040.77
AUFLIRA 10791 0.01 0.01 0.01 0.02
AUFNIRA 564 0.01 0.01 0.04 0.13
LIA 46 0 0.01 0.01 0.01
LRA 171 0.01 0.01 0.01 0.01
NIA 9 0.01 0.01 0.01 0.01
NRA 3747 0.01 0.01 0.01 0.01
QF ABV 6457 0 0.01 0.08 0.24
QF ALIA 97 0.09 0.86 2.16 3.09
QF AUFBV 37 0.01 0.04 0.08 0.09
QF AUFLIA 610 0.01 0.01 0.02 0.03
QF AX 335 0 0.02 0.03 0.04
QF BV 2488 0.21 3.56 33.13 523.75
QF IDL 1315 0.32 2.42 28.95 2400
QF LIA 4381 0.13 0.74 2.33 5.11
QF LRA 1343 0.01 4.85 20.48 43.49
QF NIA 8327 0.01 0.04 0.37 1.52
QF NRA 10121 0.01 0.02 0.04 0.14
QF RDL 132 0.87 8.57 24.28 74.61
QF UF 4124 0.01 0.08 0.14 0.24
QF UFBV 31 118.68 510.69 1168.86 1210.63
QF UFIDL 311 0.14 1.03 2.26 3.96
QF UFLIA 484 0 0.01 0.03 0.04
QF UFLRA 1176 0 0.02 0.04 0.09
QF UFNIA 7 0 0 0.01 0.01
QF UFNRA 32 0.01 462.09 2400 2400
UF 2830 0.08 40.56 42.17 85.69
UFIDL 49 0.01 0.03 0.11 0.12
UFLIA 5766 0.04 0.09 0.35 20.6
UFLRA 25 0 1.24 2400 2400
UFNIA 1587 0.14 2.01 38.14 88.75

Table 9: Distribution of winning benchmark times by logic for the 2014 SMT-COMP
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Division # Median 80th percentile 90th percentile 95th percentile

ALIA 42 0.01 0.04 0.05 0.06
AUFLIA 4 0.31 960.36 1680.18 2040.09
AUFLIRA 19849 0.01 0.01 0.01 0.02
AUFNIRA 1050 0.01 0.01 0.02 0.07
BV 85 0.02 0.03 0.04 0.17
LIA 201 0 0.01 0.01 0.01
LRA 339 0.01 0.01 0.04 0.07
NIA 9 0.04 0.04 0.04 0.04
NRA 3788 0.01 0.01 0.01 0.01
QF ABV 14720 0 0.01 0.05 0.13
QF ALIA 134 0.02 0.22 1.07 2.71
QF ANIA 6 0.08 4.02 4.07 4.1
QF AUFBV 37 0.01 0.03 0.05 0.07
QF AUFLIA 1009 0.01 0.02 0.04 0.05
QF AUFNIA 21 0.09 0.3 0.3 0.56
QF AX 551 0 0.01 0.03 0.05
QF BV 26414 0 0.03 0.09 0.87
QF BVFP 7 0.35 1.27 4.2 6.32
QF FP 34413 0 0 0 0
QF IDL 2094 0.31 5.47 67.18 1985.9
QF LIA 5839 0.12 0.91 2.76 5.95
QF LIRA 6 0.11 0.24 34.18 51.15
QF LRA 1626 0.01 4.41 20.98 58.71
QF NIA 8475 0.01 0.02 0.21 1.51
QF NIRA 2 5.93 9.49 10.67 11.26
QF NRA 10184 0 0.01 0.02 0.08
QF RDL 220 0.23 3.85 13.55 46.43
QF UF 6649 0.01 0.05 0.1 0.17
QF UFBV 31 20.82 77.48 125.55 133.82
QF UFIDL 441 0.06 0.42 1.43 2
QF UFLIA 598 0 0.01 0.02 0.05
QF UFLRA 1627 0.01 0.02 0.03 0.06
QF UFNIA 7 0.01 0.01 0.01 0.01
QF UFNRA 34 0.06 74.67 1739.48 2400
UF 2839 0.1 20.24 22.2 40.82
UFBV 71 0.03 0.04 0.07 3.74
UFIDL 68 0 0.04 0.04 0.14
UFLIA 8404 0.04 0.09 0.16 1.09
UFLRA 25 0 480 2400 2400
UFNIA 2319 0.17 0.89 18.51 62.43

Table 10: Distribution of winning benchmark times by logic for the 2015 SMT-COMP
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We begin the examination of the benchmarks difficulty by examining the percentage of
benchmarks which was solved by any and all solvers for each division in 2014 and 2015.
The results are seen in Table 7 and 8. As can be seen, there are many divisions where
all solvers solved almost all benchmarks. For 20 out of 40 divisions, at least 50% of the
benchmarks were solved by all participating solvers and this result is without considering
that CVC3 were entered in a couple of divisions were it did not solve a single benchmark
(ALIA, NIA, NRA, BV, QF UFNIA, UFBV, UFIDL).

In Table 10, the distribution of the winning benchmark times for each division is
given. If no solver solved the benchmark, the best time for it is counted as the timeout
of 2400 seconds. The table gives an overview of how hard the benchmarks are for the
best solvers in each division. For most divisions, 90% of the benchmarks are solved in
just a couple of milliseconds by the fastest solver. Mostly, these results follow up to
the 95th percentile. In only 11 of the 40 divisions the 95th percentile reaches above 10
seconds.

For comparison, the distribution for the 2014 competition is given in Table 9. When
comparing with the 2015 results we can see that the median and most percentiles went
down for almost all divisions. For a few divisions where more benchmarks were added,
such as QF LIA and QF LRA, the upper percentiles increased.
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Division
Total
benchmarks

Time > 1 s. for some Time > 1 s. for all
Count Percent Count Percent

ALIA 42 15 35.71% 0 0%
AUFLIA 4 4 100% 1 25%
AUFLIRA 19849 668 3.37% 62 0.31%
AUFNIRA 1050 53 5.05% 20 1.9%
BV 85 74 87.06% 4 4.71%
LIA 201 17 8.46% 0 0%
LRA 339 52 15.34% 2 0.59%
NIA 9 0 0% 0 0%
NRA 3788 107 2.82% 39 1.03%
QF ABV 14720 1941 13.19% 302 2.05%
QF ALIA 134 78 58.21% 14 10.45%
QF ANIA 6 5 83.33% 2 33.33%
QF AUFBV 37 7 18.92% 0 0%
QF AUFLIA 1009 248 24.58% 1 0.1%
QF AUFNIA 21 8 38.1% 0 0%
QF AX 551 102 18.51% 0 0%
QF BV 26414 18507 70.07% 1251 4.74%
QF BVFP 7 5 71.43% 2 28.57%
QF FP 34413 23 0.07% 13 0.04%
QF IDL 2094 1819 86.87% 710 33.91%
QF LIA 5839 5176 88.65% 1109 18.99%
QF LIRA 6 6 100% 1 16.67%
QF LRA 1626 842 51.78% 459 28.23%
QF NIA 8475 1699 20.05% 363 4.28%
QF NIRA 2 1 50% 1 50%
QF NRA 10184 4075 40.01% 274 2.69%
QF RDL 220 198 90% 69 31.36%
QF UF 6649 3462 52.07% 67 1.01%
QF UFBV 31 31 100% 31 100%
QF UFIDL 441 343 77.78% 60 13.61%
QF UFLIA 598 384 64.21% 6 1%
QF UFLRA 1627 742 45.61% 18 1.11%
QF UFNIA 7 0 0% 0 0%
QF UFNRA 34 17 50% 15 44.12%
UF 2839 1666 58.68% 874 30.79%
UFBV 71 61 85.92% 5 7.04%
UFIDL 68 15 22.06% 2 2.94%
UFLIA 8404 2306 27.44% 430 5.12%
UFLRA 25 5 20% 5 20%
UFNIA 2319 1301 56.1% 436 18.8%

Table 11: Table showing, division-wise, the number of benchmarks which took more
than 1 second to solve for some and all solvers.
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For most divisions, the fastest solver solved most benchmarks, if not within a few
milliseconds, at least in a few seconds. So the next step is to examine the amount
which was difficult for at least some solver. As was shown in Section 5.1, for the entire
competition, only 14% of the jobs ran for more than 1 second. 67.2% of the benchmarks
were solved by all solvers participating in their division in under a second. Furthermore,
95.7% of the benchmarks were solved by some solver in under a second. This leaves 32.8%
and 4.3% benchmarks which will be referred to as non-trivial and hard respectively. A
division by division distribution of the difficulties is shown in Table 11. The same criteria
for difficulty is used, if a benchmark took more than 1 second for some solver it can be
considered non-trivial and if it took more than 1 second for all it is hard. As can be seen
there is a notable lack of non-trivial benchmarks for certain divisions as well. 20 of the
40 divisions have less than 50% non-trivial benchmarks.

5.2.2 Differences between satisfiable and unsatisfiable benchmarks

There were 61126 satisfiable benchmarks and 93112 unsatisfiable benchmarks in the
competition. Out of these some solver solved 99.7% of the benchmarks in both categories.
However if we instead look at each individual job in the competition the difference is
more noticeable. For the satisfiable jobs, 85.7% gave the correct answer and for the
unsatisfiable jobs 90.8% gave the correct answer.

We test if the probability for a job to be solved correctly is the same for satisfiable
and unsatisfiable jobs using a two-proportion z-test with normal approximation. Let p1
be the probability for satisfiable jobs and p2 be the probability for unsatisfiable jobs and
test the following hypothesis:

H0 : p1 = p2 versus H1 : p1 6= p2

The z-test statistic for this hypothesis is:

z =
p̂1 − p̂2√

p̂(1− p̂)( 1
n1

+ 1
n2

)

where p̂ is the percentage of jobs that terminated overall and n1 and n2 are the total
amount of unsatisfiable jobs and satisfiable jobs respectively. Calculating z gives us

z = 78.31469 > 3.8906 = λ0.00005

which means that even with a 0.01 significance level we can dismiss H0 so it’s very
unlikely that the probability of the jobs terminating follows from the same distribution.

Moreover, both with Pearson’s chi-squared test of independence and Fisher’s exact
test, we get a p-value less than 2.2e − 16 that the probability of a job terminating
is independent on whether it is satisfiable or unsatisfiable. So we can reject the null
hypothesis at any reasonable significance level and confidently claim that there is a
difference between the probability for a satisfiable and a unsatisfiable job to terminate
if we examine the entire competition.
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Table 12 gives the p-values by division for the same tests of independence between
the two categories satisfiable and unsatisfiable. As can be seen from the table, it is
not necessarily the case that all divisions follow the trend of different difficulty between
satisfiable and unsatisfiable benchmarks.
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Division Total jobs
Satisfiable Unsatisfiable p-value

Total Correct Total Correct χ2 Fisher

ALIA 210 5 2 205 149 0.27 0.1362
AUFLIA 20 5 0 15 13 0.0029 0.0014
AUFLIRA 99245 500 108 98745 98186 0 0
AUFNIRA 4200 16 6 4184 4092 0 0
BV 340 116 87 224 162 0.6894 0.6985
LIA 1005 50 36 955 898 0 0
LRA 1695 100 61 1595 1292 0 0
NIA 36 24 6 12 9 0.0121 0.0103
NRA 15152 0 0 15152 11204 NaN 1
QF ABV 88320 60456 60251 27864 27421 0 0
QF ALIA 938 378 316 560 487 0.1783 0.1558
QF ANIA 18 0 0 18 18 NaN 1
QF AUFBV 222 36 36 186 183 1 1
QF AUFLIA 7063 3451 2958 3612 3111 0.6402 0.6319
QF AUFNIA 63 18 18 45 45 NaN 1
QF AX 3857 1904 1632 1953 1682 0.7494 0.7459
QF BV 290554 101662 93406 188892 174485 0 0
QF BVFP 21 3 3 18 18 NaN 1
QF FP 103239 51600 48765 51639 48794 0.9255 0.9239
QF IDL 12564 7668 6529 4896 4341 0 0
QF LIA 46712 23992 19933 22720 18306 0 0
QF LIRA 36 6 6 30 25 0.6664 0.5638
QF LRA 13008 7944 7382 5064 4609 0.0001 0.0001
QF NIA 67800 66184 47169 1616 769 0 0
QF NIRA 8 0 0 8 7 NaN 1
QF NRA 71288 36743 19541 34545 25987 0 0
QF RDL 1320 642 623 678 653 0.56 0.5402
QF UF 66490 25490 25478 41000 40607 0 0
QF UFBV 186 0 0 186 155 NaN 1
QF UFIDL 2646 636 636 2010 1903 0 0
QF UFLIA 4186 2821 2710 1365 1362 0 0
QF UFLRA 11389 5418 5349 5971 5933 0.0006 0.0004
QF UFNIA 28 0 0 28 21 NaN 1
QF UFNRA 136 64 17 72 72 0 0
UF 14195 4000 1695 10195 8888 0 0
UFBV 284 72 54 212 155 0.8736 0.8772
UFIDL 340 30 8 310 243 0 0
UFLIA 42020 135 39 41885 31004 0 0
UFLRA 125 25 0 100 100 0 0
UFNIA 9276 4 2 9272 7626 0.3017 0.1475

Table 12: Division by division p-values for tests that the probability that a job is solved
is independent of whether the benchmark is satisfiable or unsatisfiable. Rounded to 4
decimal points. 28



Finally, examining the differences between satisfiable and unsatisfiable benchmarks
using the difficulty criteria from the previous Section 5.2.1. We can see that, for some
solver, 25.1% of the satisfiable and 33.0% of the unsatisfiable benchmarks took more than
a second to solve. For all solvers, 5.6% of the satisfiable and 3.5% of the unsatisfiable
benchmarks took more than a second to solve.

5.3 Solvers evaluation

At the end of SMT-COMP, a ranking of the solvers is given. In this section we attempt
to give a complementary view to this ranking by examining alternative ways to judge
and measure solver performance. The solvers performance is examined in a couple of
ways: in Section 5.3.1 the competition-wide ranking is rerun excluding easier bench-
marks, in Section 5.3.2 the run time taken to give an unknown response is examined,
in Section 5.3.3 the speed of solvers is examined, in Section 5.3.4 the contribution of
solvers to the state of the art is examined and in Section 5.3.5 the parallel performance
of solvers is evaluated.

5.3.1 Solver performance on hard benchmarks

As mentioned in Section 5.2.1 67.2% of the benchmarks where solved by all solvers in a
second in wall clock time or less. Excluding these universally easy benchmarks makes a
difference when re-running the parallel competition-wide as can be seen in Table 13. Note
that the ranking does not include non-competitive divisions, but the non-competitive
solvers are ranked. As can be seen the top and bottom of the competition wide scoring
remains unchanged but the middle of the board has been noticeably impacted by the
exclusion.
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Solver Score Change

Z3 108.39 -
CVC4 87.52 -
CVC4 (exp) 84.2 -
Yices 66.79 -
MathSat 49.81 -
SMTInterpol 37.66 +1
veriT 25.98 -1
raSAT 13.32 +2
Boolector (QF BV) 8.77 +2
AProVE 8.73 +5
STP-CMSat4 8.54 +1
Boolector (QF AUFBV) 8.27 -3
Yices2-NL 8.25 +1
SMT-RAT (parallel) 6.96 +2
CVC3 4.97 -7
OpenSMT2 2.63 -3
OpenSMT2 (parallel) -4.2 -
SMT-RAT -109.5 -
STP-CMSat4 (mt-v15) -127.19 -
STP-CMSat4 (v15) -145.37 -
STP-MiniSat4 (mt-v15) -145.37 -

Table 13: Competition-wide parallel rankings excluding benchmarks which all solvers
solved within a second (ranking changes includes non-competitive solvers but not non-
competitive divisions)

Taking it one step further, we exclude the 95.7% of all benchmarks which was solved
within a second by some solver. This leaves only benchmarks which can be seen as
universally hard. The rankings using only these benchmarks are seen in Table 14. The
remaining subset was small and some divisions had no eligible benchmarks at all.
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Solver Score Change

CVC4 (exp) 56.13 +2
Z3 52.80 -1
Yices 45.27 +1
CVC4 44.58 -2
MathSat 29.10 -
SMTInterpol 20.78 +1
veriT 16.06 -1
Boolector (QF AUFBV) 8.27 +1
Boolector (QF BV) 5.50 +2
AProVE 5.20 +5
STP-CMSat4 (v15) 4.89 +9
STP-CMSat4 4.60 -
STP-MiniSat4 (mt-v15) 3.28 +8
OpenSMT2 2.63 -1
Yices2-NL 0.84 -1
raSAT 0.73 -6
CVC3 0.17 -9
SMT-RAT (parallel) 0.02 -2
STP-CMSat4 (mt-v15) 0 -
OpenSMT2 (parallel) -4.2 -3
SMT-RAT -67.91 -3

Table 14: Competition-wide parallel rankings excluding benchmarks which some solver
solved within a second (ranking changes includes non-competitive solvers but not non-
competitive divisions)
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5.3.2 Run time for unknown responses

Solver # Logics affected

CVC3 118
AUFLIRA, AUFNIRA, BV, QF NIA,
QF NRA, UF, UFNIA

CVC4 (exp) 50 NRA, QF BV, QF NIA, UFLIA

CVC4 21 QF ABV, QF BV, UFLIA

raSAT 50 QF NRA

SMT-RAT 50 QF BV

SMTInterpol 14 QF IDL, QF LIA, QF UF

STP-CMSat4 (v15) 4 QF BV

veriT 440
AUFLIRA, QF LIA, QF UFIDL, QF UFLIA,
UF, UFIDL, UFLIA, UFLRA

z3 436
AUFLIRA, AUFNIRA, NRA, QF UFNRA,
UF, UFLIA, UFNIA

Table 15: Number of completed unknown answers which took longer than 33 seconds to
determine

An important time saving matter in practical use cases is how fast the solver manages
to determine that it is not capable of solving a benchmark. 64.6 % of the unknown
responses from the solvers in the 2015 competition were not timeouts nor memouts.
Most of these were found quickly; 94.3 % in 1 second and 97.2 % within 33 seconds.
The remaining 2.8 % are cases were it took long for a solver to determine that it wasn’t
capable to solve the problems. The solvers which had such instances and the amount is
given in Table 15.

5.3.3 Solver speed evaluation

The speed of a solver has been a low priority subject for all SMT-competitions, as the
focus has always been on solving more benchmarks. For this reason, solver speed has not
been examined that closely in previous reports. In this section we attempt to evaluate
the solver speeds in various ways for the 2015 competition.

Speed for benchmarks solved by all solvers. As was done in the 2013 evaluation,
one way to compare the speed of solvers is to measure how fast they solve benchmarks
solved by all other solvers. Results for the divisions were the total wall-clock time
exceeded 100 seconds for at least one solver are given in Tables 16-32.
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Solver CPU time Wall clock time

CVC3 340.8152 356.4754
CVC4 (exp) 1341.6076 1395.0104
CVC4 1350.8881 1401.7107
veriT 5453.2812 5500.2726
Z3 650.1929 654.0114

Table 16: AUFLIRA - Number of benchmarks solved by all solvers: 19250 (97.0%)

Solver CPU time Wall clock time

CVC3 1307.3763 1308.1238
CVC4 (exp) 383.1561 385.9282
CVC4 383.3001 386.0566
Z3 183.1991 183.4298

Table 17: AUFNIRA - Number of benchmarks solved by all solvers: 994 (94.7%)

Solver CPU time Wall clock time

Boolector (QF AUFBV) 12707.12 12748.34
CVC4 (exp) 14979.00 14998.87
CVC4 79580.79 79501.30
MathSat 61030.86 60985.26
Yices 15386.86 15448.72
Z3 29731.38 29715.10

Table 18: QF ABV - Number of benchmarks solved by all solvers: 14402 (97.8%)

Solver CPU time Wall clock time

Boolector (QF BV) 356.74383 403.16410
CVC4 (exp) 771.52533 464.71976
CVC4 878.99055 523.62780
MathSat 520.86716 529.77318
SMT-RAT 821608.65091 821192.44081
STP-CMSat4 (mt-v15) 82.31017 98.25693
STP-CMSat4 (v15) 81.32026 97.86594
STP-CMSat4 95.37899 104.14857
STP-MiniSat4 (mt-v15) 80.70127 97.61455
Yices 30.99088 87.86602
Z3 2714.84993 2718.53979

Table 19: QF BV - Number of benchmarks solved by all solvers: 8570 (32.4%)
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Solver CPU time Wall clock time

MathSat 684.5751 716.7179
Z3 (ijcar14) 2159.5511 2239.7443
Z3 (FP) 1753.2331 1871.7222

Table 20: QF FP - Number of benchmarks solved by all solvers: 28738 (83.5%)

Solver CPU time Wall clock time

CVC4 (exp) 42434.45 42407.27
CVC4 42390.00 42375.91
SMTInterpol 148240.31 129683.53
veriT 168675.00 168611.41
Yices 11128.04 11124.77
Z3 12917.39 12913.01

Table 21: QF IDL - Number of benchmarks solved by all solvers: 1486 (71.0%)

Solver CPU time Wall clock time

CVC4 (exp) 8005.426 7998.990
CVC4 8035.423 8032.690
MathSat 4901.309 4865.056
SMT-RAT 163096.133 163041.843
SMTInterpol 22223.356 17370.930
veriT 19737.797 19726.532
Yices 5966.243 5968.523
Z3 3978.121 3976.979

Table 22: QF LIA - Number of benchmarks solved by all solvers: 1715 (29.4%)

Solver CPU time Wall clock time

CVC4 (exp) 5300.5370 5302.1768
CVC4 5296.9148 5298.5389
MathSat 8956.1797 8954.6218
SMT-RAT 61223.9508 61166.3383
SMTInterpol 9722.8208 7790.8053
veriT 3384.3561 3388.1261
Yices 661.5098 664.9824
Z3 25017.6154 25009.2662

Table 23: QF LRA - Number of benchmarks solved by all solvers: 1156 (71.1%)
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Solver CPU time Wall clock time

CVC3 311.43180 312.83047
CVC4 (exp) 65.16540 69.24958
CVC4 65.52734 69.41186
raSAT 2144.91504 2187.78335
SMT-RAT 4342.59702 4343.84448
Yices2-NL 18.58912 24.83539
Z3 374.63042 375.36894

Table 24: QF NRA - Number of benchmarks solved by all solvers: 1774 (17.4%)

Solver CPU time Wall clock time

CVC4 (exp) 4413.5329 4412.6661
CVC4 4432.8181 4431.8349
SMTInterpol 21986.2606 18851.2418
veriT 2786.2075 2785.5944
Yices 634.4974 629.7666
Z3 3177.4474 3176.3776

Table 25: QF RDL - Number of benchmarks solved by all solvers: 200 (90.9%)

Solver CPU time Wall clock time

CVC4 (exp) 11519.9485 11529.2010
CVC4 11441.3459 11448.7587
MathSat 6742.0500 6746.1916
OpenSMT2 43445.7232 43414.9812
OpenSMT2 (parallel) 56296.5768 17350.9194
SMT-RAT 31152.5204 31133.4942
SMTInterpol 31349.6203 22164.4051
veriT 679.1228 685.5383
Yices 473.5573 485.7771
Z3 6997.7051 6991.0146

Table 26: QF UF - Number of benchmarks solved by all solvers: 6449 (97.0%)
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Solver CPU time Wall clock time

Boolector (QF AUFBV) 76.85536 76.85409
CVC4 (exp) 423.64555 423.49645
CVC4 13446.86350 13441.27480
MathSat 976.06476 975.71068
Yices 170.05115 170.03222
Z3 291.76366 291.69083

Table 27: QF UFBV - Number of benchmarks solved by all solvers: 12 (38.7%)

Solver CPU time Wall clock time

CVC4 (exp) 18803.9695 18760.9908
CVC4 18884.7947 18858.1243
SMTInterpol 12104.1706 10640.4067
veriT 14516.0380 14511.3251
Yices 222.6487 223.4191
Z3 365.8171 365.7455

Table 28: QF UFIDL - Number of benchmarks solved by all solvers: 409 (92.7%)

Solver CPU time Wall clock time

CVC4 (exp) 392.54881 393.45708
CVC4 393.33878 394.20462
MathSat 230.75769 229.19382
SMTInterpol 1043.80873 577.68218
veriT 32128.93484 32117.32414
Yices 22.47304 24.26449
Z3 29.58106 29.70465

Table 29: QF UFLIA - Number of benchmarks solved by all solvers: 484 (80.9%)

Solver CPU time Wall clock time

CVC4 (exp) 198.4013 202.04602
CVC4 198.8221 202.31074
MathSat 175.3168 176.93375
SMTInterpol 3130.2706 1530.51597
veriT 24557.6134 24552.68582
Yices 33.5323 39.19082
Z3 101.1672 101.50448

Table 30: QF UFLRA - Number of benchmarks solved by all solvers: 1549 (95.2%)
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Solver CPU time Wall clock time

CVC3 9913.957 9914.212
CVC4 (exp) 1621.095 1622.882
CVC4 1558.217 1551.883
veriT 13381.475 13363.391
Z3 5768.665 5767.026

Table 31: UF - Number of benchmarks solved by all solvers: 1295 (45.6%)

Solver CPU time Wall clock time

CVC3 46408.842 46393.210
CVC4 (exp) 47813.724 47976.902
CVC4 46488.495 46662.431
Z3 6678.077 6676.173

Table 32: UFNIA - Number of benchmarks solved by all solvers: 1018 (43.9%)

Under-performing solvers. The majority of the benchmarks were solved by some
solver within a second. Typically, if two solvers solved the same benchmark then they
both performed well, and only in a few outlier cases, a solver performed much worse
time-wise on the same benchmark.

Examining these outliers, in which division and how often they occur is an interesting
metric for how solvers can improve their performance relative to the others. Table 33-35
shows, for some hand-picked divisions, on how many benchmarks a solver performed at
least 5 times worse than the best one, excluding benchmarks with run times within 1
second wall clock time.
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Solver /
Division

QF ABV QF BV QF IDL QF LIA QF LRA

AProVE - - - - -
Boolector
(QF AUFBV)

423 (0.03%) - - - -

Boolector
(QF BV)

- 1641 (0.06%) - - -

CVC3 - - - - -
CVC4 1322 (0.09%) 2681 (0.1%) 971 (0.53%) 2884 (0.51%) 312 (0.19%)
CVC4 (exp) 866 (0.06%) 2730 (0.1%) 970 (0.53%) 2884 (0.51%) 314 (0.2%)
MathSat 792 (0.05%) 1268 (0.05%) - 2289 (0.4%) 326 (0.21%)
OpenSMT2 - - - - -
OpenSMT2
(parallel)

- - - - -

raSAT - - - - -
SMT-RAT - 8392 (0.51%) - 866 (0.39%) 386 (0.3%)
SMT-RAT
(parallel)

- - - - -

SMTInterpol - - 1350 (0.82%) 4213 (0.75%) 427 (0.33%)
STP-CMSat4 - 1294 (0.05%) - - -
STP-CMSat4
(mt-v15)

- - - - -

STP-CMSat4
(v15)

- 1053 (0.04%) - - -

STP-MiniSat4
(mt-v15)

- 726 (0.03%) - - -

veriT - - 794 (0.48%) 628 (0.29%) 268 (0.17%)
Yices 474 (0.03%) 587 (0.02%) 37 (0.02%) 543 (0.1%) 46 (0.03%)
Yices2-NL - - - - -
Z3 380 (0.03%) 1005 (0.04%) 336 (0.17%) 2441 (0.44%) 313 (0.21%)

Table 33: Table 1/3 showing division-wise the number of solved benchmarks which took
more than a second to solve and five times more time than the fastest solver (and
percentage of total solved by solver).
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Solver /
Division

QF NIA QF NRA QF RDL QF UF

AProVE 63 (0.01%) - - -
Boolector (QF AUFBV) - - - -
Boolector (QF BV) - - - -
CVC3 2 (0.01%) 371 (0.1%) - -
CVC4 7 (0.09%) - 87 (0.41%) 925 (0.14%)
CVC4 (exp) 405 (0.05%) - 87 (0.41%) 922 (0.14%)
MathSat - - - 431 (0.07%)
OpenSMT2 - - - 1879 (0.28%)
OpenSMT2 (parallel) - - - 1794 (0.27%)
raSAT 560 (0.07%) 318 (0.04%) - -
SMT-RAT 382 (0.05%) 703 (0.08%) - 1269 (0.19%)
SMT-RAT (parallel) 238 (0.03%) - - -
SMTInterpol - - 176 (0.87%) 3378 (0.51%)
STP-CMSat4 - - - -
STP-CMSat4 (mt-v15) - - - -
STP-CMSat4 (v15) - - - -
STP-MiniSat4 (mt-v15) - - - -
veriT - - 65 (0.3%) 25 (0%)
Yices - - - 15 (0%)
Yices2-NL - 254 (0.03%) - -
Z3 468 (0.06%) 274 (0.03%) 59 (0.28%) 870 (0.13%)

Table 34: Table 2/3 showing division-wise the number of solved benchmarks which took
more than a second to solve and five times more time than the fastest solver (and
percentage of total solved by solver).
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Solver /
Division

QF UFIDL QF UFLIA UF UFNIA

AProVE - - - -
Boolector (QF AUFBV) - - - -
Boolector (QF BV) - - - -
CVC3 - - 193 (0.11%) 252 (0.22%)
CVC4 191 (0.46%) 73 (0.12%) 216 (0.08%) 852 (0.39%)
CVC4 (exp) 191 (0.46%) 73 (0.12%) 215 (0.08%) 855 (0.39%)
MathSat - 63 (0.11%) - -
OpenSMT2 - - - -
OpenSMT2 (parallel) - - - -
raSAT - - - -
SMT-RAT - - - -
SMT-RAT (parallel) - - - -
SMTInterpol 320 (0.76%) 234 (0.39%) - -
STP-CMSat4 - - - -
STP-CMSat4 (mt-v15) - - - -
STP-CMSat4 (v15) - - - -
STP-MiniSat4 (mt-v15) - - - -
veriT 68 (0.16%) 211 (0.44%) 89 (0.06%) -
Yices 2 (0%) 3 (0.01%) - -
Yices2-NL - - - -
Z3 1 (0%) 4 (0.01%) 93 (0.05%) 33 (0.02%)

Table 35: Table 3/3 showing division-wise the number of solved benchmarks which took
more than a second to solve and five times more time than the fastest solver (and
percentage of total solved by solver).

Number of won benchmarks. Examining only benchmarks solved by all solvers
will exclude ”hard” benchmarks, so it might be less interesting for an overall judgement
of the solvers. If we instead give a solver 1 point for each benchmark it’s the fastest
on, solvers are rewarded for both solving many benchmarks and being competitive on
benchmarks solved by many solvers. The results for all divisions are seen in Table 36.
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Solver Benchmarks won

AProVE 510
Boolector (QF AUFBV) 3602
Boolector (QF BV) 4606
CVC3 1909
CVC4 (exp) 5779
CVC4 5293
MathSat 255
OpenSMT2 0
OpenSMT2 (parallel) 0
raSAT 7106
SMT-RAT 1795
SMT-RAT (parallel) 40
SMTInterpol 41
STP-CMSat4 (mt-v15) 33
STP-CMSat4 (v15) 327
STP-CMSat4 56
STP-MiniSat4 (mt-v15) 142
veriT 26525
Yices 53695
Yices2-NL 8783
Z3 (ijcar14) 15131
Z3 (FP) 31688
Z3 8692

Table 36: Number of benchmarks across all divisions each solver was the fastest on

5.3.4 State of the art contribution

State of the art contribution (SotAC) is a measure introduced in the section about
competitiveness of solvers in the 2013 evaluation [8]. For each benchmark a solver solved,
the solver gets 1/(the number of solvers that solve that benchmark) points. Thus the
scoring of the solver is dependent on how unique it’s contributions are.
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Solver SOTAC
Mean over
all attempted

Mean over
all solved

Benchmarks
uniquely solved

Z3 49023.10 0.32 0.32 6122
CVC 28432.08 0.24 0.25 1433
MathSat 24112.95 0.26 0.28 18
Yices2 12882.82 0.18 0.18 84
veriT 11549.14 0.22 0.27 7
SMT-RAT 7384.87 0.12 0.17 12
Boolector 7041.87 0.17 0.17 33
STP 4037.10 0.15 0.15 11
raSAT 3515.02 0.19 0.22 2
SMTInterpol 3210.29 0.15 0.16 1
AproVE 1735.45 0.20 0.21 1
OpenSMT2 835.32 0.13 0.13 0

Table 37: State of the art contribution across all divisions for solvers grouped by core

Solver SOTAC Benchmarks uniquely solved

Z3 20942.31 450
CVC4 (exp) 19236.92 6
CVC4 17717.32 2
MathSat 16955.56 18
Z3 (ijcar14) 12417.67 0
Z3 (FP) 12417.67 0
Yices 7873.67 38
veriT 7787.24 7
SMT-RAT 5949.53 12
CVC3 5721.54 70
raSAT 3142.27 2
SMTInterpol 2677.89 1
Boolector (QF BV) 2623.84 22
STP-CMSat4 (v15) 2591.15 5
STP-CMSat4 2576.17 2
STP-MiniSat4 (mt-v15) 2502.02 2
Boolector (QF AUFBV) 2494.20 11
Yices2-NL 2384.76 46
STP-CMSat4 (mt-v15) 1671.07 0
AProVE 1493.71 1
SMT-RAT (parallel) 1254.47 0
OpenSMT2 667.44 0
OpenSMT2 (parallel) 657.61 0

Table 38: State of the art contribution across all divisions for solvers
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The SotAC scores for the solvers grouped by core are given in Table 37. The second
and third column gives the mean score over all attempted and all solved benchmarks
respectively. The purpose of the means is to show which solvers did well within the
divisions they participated in, while the general SotAC score emphasises breadth.

For reference, the SotAC score without grouping by core is given in Table 38.

5.3.5 Solver parallel performance

Solver 1.1x Wall clock 2x Wall clock

AProVE 0.98 0.05
CVC4 (exp) 0.17 0.01
CVC4 0.16 0.01
OpenSMT2 (parallel) 0.21 0.16
SMT-RAT (parallel) 0.72 0.00
SMTInterpol 0.95 0.32

Table 39: Share of benchmarks for which the solver used at least 1.1 and 2 times as
much CPU Time as Wall-clock Time

For the 2015 competition, the time limit was only set in wall-clock time and each pro-
cessor had four cores available for parallel computation. So in theory this allowed solvers
to use four times as much CPU time as wall-clock time. In practise only 0.27% of the
jobs exceeded the wall-clock time limit by 10 seconds or more and only 0.02% of the jobs
gave a correct result after exceeding the wall-clock time limit by 10 seconds or more.

The first thing we examine is which solvers actually utilise parallelism. For the rest
of this section we define a parallel job as a job utilising at least 1.1 times more CPU
time than Wall-clock time. Table 39 shows the percentages of benchmarks from which a
solver utilised more CPU time than Wall-clock time, for all solvers where the percentage
was greater than 0.00%.

There wasn’t a single case were a solver won a benchmark in Wall-clock time, but
not CPU time. Figure 3-7 gives a view of how well the solvers utilised the additional
CPU time by showing the distribution of CPU time used divided by the Wall-clock time
used for all parallel jobs.
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Figure 3: Utilisation of available CPU time for AProvE

Figure 4: Utilisation of available CPU time for CVC4

Figure 5: Utilisation of available CPU time for CVC4 Experimental
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Figure 6: Utilisation of available CPU time for OpenSMT2 (parallel)

Figure 7: Utilisation of available CPU time for SMTInterpol

Figure 8: Utilisation of available CPU time for SMT-RAT-PARL
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6 Discussion

The results presented gives various perspectives on the structure of the 2015 SMT-
COMP, the benchmarks used and the solvers entered. A brief analysis of the result of
each measurement is given in the following subsections.

6.1 Consequences of the rules

Time limit. While the increased time limit gave diminishing returns, one might argue
that any additional solved benchmark adds to the value of the total results. Each
result gives more information about solver performance than a time-out. This matters
especially much for measures such as SotAC.

Memory-limit. The memory limit did not seem to be a limitation at all for the solvers
as 99.9% of the jobs did not run out of memory.

Inclusion of unknown response times. The decision to include run times of bench-
marks which the solver did not solve made a considerable difference in total run times
of the solver as the majority of time spent for all solvers was on unsolved benchmarks.

6.2 Benchmarks evaluation

Benchmarks solved by any/all. As was seen, almost all benchmarks were solved by
some solver. This result is sensible considering the result for each benchmark must be
known for it to be included in the competition and the solver(s) which solved it probably
participated and could do so again with the, shown to be generous, time limit. What is
more interesting, is the slight trend in many divisions of more benchmarks being solved
by all solvers. However, no strong conclusions should be drawn from this without a closer
study as solver participation varies yearly and only one solver failing many benchmarks
could affect the percentages.

Solve time percentiles. A clear lack of hard benchmarks was seen for many divisions,
with the 95th percentile of the fastest solve times distribution being below 1 second
in over half of the divisions. When comparing with the percentiles for the previous
2014 SMT-COMP, there is a notable improvement across the board. This indicates an
overall improvement in solver performance. However, a caveat is that for some divisions
many benchmarks were added for 2015 which might have affected the percentiles. One
such division was QF BV for which a tenfold increase in the number of benchmarks
coincided with exceptional improvements in the solve time percentiles. However, for the
related division QF UFBV the same level of improvements was seen but without any
new benchmarks being added.
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Satisfiable versus unsatisfiable benchmarks. For the comparison of satisfiable
and unsatisfiable benchmarks, the probability to solve a unsatisfiable job was statistically
significantly higher. For the satisfiable benchmarks which were solved, a noticeably larger
percentage took over a second to solve than for unsatisfiable. Overall, this indicates that
satisfiable benchmarks are both harder and more time-consuming to solve. However, this
was not necessarily true on a division based level.

6.3 Solvers evaluation

Solver performance on hard benchmarks. Excluding the benchmarks solved by all
solvers in under a second re-arranged the middle of the overall rankings quite noticeably.
As the top and bottom stands while including them, the impact of doing so should not
be over-stated. However, when excluding the benchmarks solved by any solver in under
a second, the entire scoreboard changes. As the remaining subset is so small, the author
would advise against any definite conclusions. What can be said is that nearly all
solvers brings something to the table by solving hard benchmarks. Furthermore, the
measurement could be used to see which solvers did well on hard benchmarks.

Run time for unknown responses. The measure of run times for unknown responses
was done in order to find out if some solver was under-performing when determining it
was not capable to solve a problem. From the results we can see that this was not the
case in general and the number of outliers were few.

Speed for benchmarks solved by all solvers. There was some noticeable differ-
ences in total run times on the same benchmarks between solvers in all divisions. It
was common for different solvers to out-perform each other in different divisions. For
example, Z3 and CVC4 had large differences in run times between each other in different
divisions. The implication is that, raw performance-wise, all solvers have much to learn
from each other. The solver Yices did exceptionally well, being the fastest in 8 of 11
divisions it was measured in.

Under-performing solvers. When examining the difference in solve speed on each
benchmark individually instead of in total, the difference is less noticeable. The measure-
ment set up for finding under-performing solvers in Table 33-35 gives us a much smaller
subset of benchmarks than what was used to compute the total runtime. What was
searched for was when the solvers performed exceptionally worse compared to others.
As can be seen, this occurred rarely. However, there is clear room for improvement for
many solvers, including the overall top performers CVC4 and Z3. One noticeable divi-
sion is QF LIA where there is clear room for performance improvement for all solvers
relative to Yices. Again, Yices performed exceptionally well across the board.

Number of won benchmarks. All solvers except OpenSMT2 being the fastest on
some benchmark is remarkable as it implies all solvers are doing something better than
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the others at some point.

State of the Art Contribution - by core. The State of the Art Contribution
measurement reflects the results of the competition-wide scoring, with the exception of
SMT-RAT which got negative scores in the competition due to wrong answers. The
SotAC-scoring also shows the value and breadth of Z3. As an example, Z3 had 5672
uniquely solved benchmarks in the non-competitive QF FP division. Out of these, only 2
took more than 1 second in wall-clock time to solve (12 and 7 seconds).

State of the Art Contribution - by solver. The SotAC without grouping by core
showed that there were differences between solvers in some cores. Z3 and Boolector got
uniquely solved benchmarks since the different versions were used in different divisions.
For CVC4 and STP, different builds solved different above-300 seconds wall-clock time
benchmarks in the same divisions. Also for the CVC core, the older version is still the
only one which solves some problems.

Parallelism. When it comes to parallelism, the state of SMT still has ways to go.
Only 6 solvers utilised 1.1 times Wall-clock time in CPU time for benchmarks and it
never lead to a solver outperforming others in Wall-clock time. Hence, parallelism was
never the deciding factor but rather a means of self improvement for the solvers. The
only solver utilising more than 2 times the Wall-clock time was OpenSMT2 and it was
not the fastest solver for any benchmark.

7 Conclusion and future work

This evaluation has touched on many aspects of the 2015 edition of SMT-COMP. What
follows is a summary of some of the primary conclusions of the benchmarks and solver
evaluation.

In the benchmark evaluation it was noted that the industrial benchmarks are a major
factor in SMT-COMP and divisions lacking them also lacked hard benchmarks overall.

A good sign for the state of SMT solvers is that for many of the divisions, all or
almost all solvers solved the majority of benchmarks within the time limit. On the flip-
side, this indicates that more hard benchmarks are required and the yearly effort to to
continue find and incorporate benchmarks into SMT-LIB should continue. Only 14% of
the jobs run in the competition ran for more than 1 second. In under a second 67.2%
and 95.7% of the benchmarks were solved by all and some solver respectively.

The evaluation also showed that there is a statistically significant difference between
the difficulty to solve satisfiable and unsatisfiable benchmarks in the current state of the
competition, with unsatisfiable benchmarks being easier in general.

The benchmarks solvable in under a second has noticeable impact on the competition-
wide scoring. Excluding the ones solvable by all in under a second only impacted the
middle of the scoreboard, but excluding the benchmarks solvable by some solver in under
a second made great difference in the final results.
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Including run times for not correct benchmarks, made a significant difference in the
total run times and allowed a more fair measurement of the real usage performance of the
solvers. A remarkable speed difference between solvers was seen for all divisions, with
large variations between total times of solvers in different divisions. The clear exception
was Yices 2 which performed exceptionally overall. For quite a few divisions, the fastest
solver was over five times as fast as others on a significant amount of benchmarks.

All of the solvers submitted to SMT-COMP 2015 brought something to the table.
Nearly all managed to solve benchmarks which were hard for others. Also, nearly all
solvers were the fastest on some benchmark. All solvers except OpenSMT2 managed to
uniquely solve some benchmark. However, Z3 clearly stands out as the solver with the
biggest impact to the state of the art with most benchmarks uniquely solved. Mainly
due to it being one of the two solvers supporting quantifier free floating point logic.

Utilisation of parallelism in SMT still has ways to go with only a minority of the
solvers even supporting parallelism at all. Those which did only managed to utilise
two cores effectively. There was no case in the entire competition of a solver won a
benchmark by CPU time but not wall-clock time.

The authors also suggest that the focus on state of the art contribution of solvers
and the variations in solve speed should be kept as a valuable addition to the main
competition.

7.1 Future work

Many more aspects of the SMT Competition can be evaluated. A good starting point
would be to apply the methods of this report from alternative perspectives. For example,
a more rigorous definition of benchmark difficulty could be used to re-run many of the
measurements in this report.

Furthermore, it might be interesting to examine the various categories and sets of
benchmarks used in the competition in an effort to determine what types of benchmarks
solvers struggle with and if any type of benchmarks is overrepresented in the competition.
As the scoring of the competition is highly dependent on the number of benchmarks
solved, overrepresentation would directly impact the results of it.

Another question to ask is what the impact of individual benchmarks are. Does hard
benchmarks have a certain type, file size or anything else that defines them?

This report only touches parallelism lightly, a more in-depth study of when and how
parallel solving is utilised could also be interesting. However, as was shown, the current
utilisation of parallelism is minimal.

A low hanging fruit would be to examine the distribution of the winning solvers across
benchmarks within a logic. Such a measure would give an overview of the competitiveness
of the division. On the same note, an interesting measure would be to make a division-
wise competition of a solvers time divided by the fastest time for each benchmark. If the
number of solved benchmarks is somehow taken into account, it might be an interesting
less raw numbers-related performance measure.
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7.2 Reflection

As was the main goal set out, numerous measurements complementing and examining the
2015 SMT-COMP was introduced. While it was not explicitly stated in the specification,
it was implied that the thesis would give a complete outlook of the 2015 SMT-COMP.
However, due to the sheer amount of content, the author decided to avoid repeating
the work done by the competition organisers. Thus, the main competition results was
excluded from the report.

The limitation to only analyse the results of the 2015 SMT-COMP and not the
state of SMT in general gave a clear line when defining measurements for the report.
While some of the bullet points from the specification, such as memory usage of solvers
and the relation between benchmark size and solve time, were dismissed during the
progress of the thesis, others, such as the difference between satisfiable and unsatisfiable
benchmarks and principled selection of benchmarks, served as a solid basis for the thesis.
Overall, additional measurements were added naturally to the report thanks to the solid
foundation done by previous evaluations of SMT-COMP. The usefulness of said previous
evaluations was underestimated in the planning stage of this thesis as they were the
inspiration of many of the measurements used.

A challenge when doing an evaluation based on a single massive data file of meas-
urements was that distinguishing notable results was sometimes hard. A couple of
measurements were made and then scrapped as they were not substantial enough or did
not show anything interesting. Also, using only a pre-measured data set made some
measurements very complicated to do as, for example it was not possible to repeat the
runs to examine variations. Doing an evaluation and measuring the raw data would have
allowed for a more comprehensive view of the state of SMT, but would also have been
more time consuming.
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