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Abstract

Author profiling

Elias Lundeqvist, Maria Svensson

The task of analyzing a text of interest in order to find demographic 
information of an unknown author based on how the text is written, 
called author profiling, has become a problem of growing interest. 
Author profiling can for instance be used in crime investigations to 
gain more information about a possible suspect, which could for 
example be a potential violent lone actor that reveals an intention 
of committing targeted violence. 

Machine learning algorithms offers an efficient approach to perform
author profiling. Previous work in author profiling have mostly used 
traditional machine learning algorithms where features are manually 
extracted, which the algorithms base their prediction on. However, 
in this thesis we compare two different approaches towards author 
profiling, one where the features are manually extracted using the 
learning algorithms Support Vector Machine and Feed-Forward Neural
Networks and one where the features are learned from raw data 
using the learning algorithms Convolutional Neural Networks and Long 
Short-Term Memory. These learning algorithms were used to predict 
the gender, age and native language from a text of an unknown author. 
Also, to get an understanding of how well author profiling works in 
the wild, we tested our models on a different domain than they were 
trained on.

The results showed that in our setting, manually extracted features 
worked better for author profiling. Also, applying learning algorithms to 
a different domain than they were trained on significantly decreased the 
performance. In addition, the results showed that the characteristics of 
the datasets and the chosen hyperparameters for each learning algorithm 
were essential for the performance.
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Populärvetenskaplig sammanfattning

Kommunikation över sociala medier är n̊agot som har blivit alltmer vanligt.

Sociala medier erbjuder olika grader av anonymitet. Syftet med denna anony-

mitet är till grunden bra, d̊a det kan användas som ett verktyg för yttrandefri-

het och internetaktivism, men anonymiteten kan även utnyttjas för kriminella

ändamål och v̊aldsbejakande extremism.

Författarprofilering är en metod vars syfte är att profilera olika igen-

känningstecken av en anonym författare genom att analysera texter skrivna

av författaren. Vanligt profilerade igenkänningstecken är demografiska igen-

känningstecken s̊asom kön och ålder. Det finns många användningsomr̊aden

för författarprofilering. Författarprofilering kan exempelvis användas under en

polisutredning för att f̊a ut mer information om en misstänkt ensamagerande

gärningsperson som har avslöjat sina avsikter p̊a sociala medier. Att utföra

författarprofilering i en större skala kan bli väldigt tidskrävande om det görs

manuellt. Maskininlärning kan användas för att e↵ektivisera författarprofilering.

Maskininlärning utforskar studier och konstruktioner av algoritmer som kan

lära sig av och göra förutsägelser gällande data.

Denna rapport syftar till att utvärdera olika maskininlärningsalgoritmer

för att utföra författarprofilering av kön, ålder och modersmål. Tv̊a olika

tillvägag̊angssätt jämförs. Det ena tillvägag̊angssättet har använts i tidigare

studier inom författarprofilering. I det tillvägag̊angssättet extraheras särdrags-

vektorer manuellt fr̊an författarnas texter som maskininlärningsalgoritmerna

använder sig av för att avgöra igenkänningstecknen. De algoritmer vi använder

för detta tillvägag̊angssätt är ett enkelt neuronnät samt en stödvektormaskin.

I det andra tillvägag̊angssättet ges författarnas texter till algoritmerna di-

rekt. Algoritmerna lär sig sedan att hitta särdrag som karaktäriserar igen-

känningstecknen p̊a egen hand. De algoritmer vi använder för detta tillväga-

g̊angssätt heter faltande neuronnät och återkopplande neuronnät. För att f̊a

en först̊aelse för hur bra författarprofilering med hjälp av maskininlärnings-

algoritmer fungerar i praktiken, har vi undersökt hur pass domänoberoende

algoritmerna är. Detta är gjort genom att träna algoritmerna p̊a författartexter

fr̊an en specifik domän och testa algoritmerna p̊a författartexter fr̊an en annan

domän.

Resultaten i denna rapport visar att de maskininlärningsalgoritmer som

använder sig av extraherade särdragsvektorer presterar bättre än de algo-

ritmer som hittar särdrag p̊a egen hand. Resultaten visar även att maski-

ninlärningsalgoritmerna presterar sämre när de tränas p̊a en domän och testas
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p̊a en annan, vilket gör algoritmerna domänberoende. Slutligen visar vi att

maskininlärningsalgoritmernas optimala prestanda är starkt beroende av de

valda hyperparametrarna för algoritmen samt egenskaperna hos datasamling-

en.
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1 Introduction

Author profiling is used to create a profile of an author of a text. Such a

profile can include the age, gender, native language and the personality traits

of the author. In author profiling, linguistic features are used to determine

the profile of an author and the most common techniques that are used are

di↵erent kind of machine learning techniques.

Author profiling is an important task in many di↵erent domains. For in-

stance, from a marketing perspective, companies may be interested in knowing

more about anonymous reviewers written on various product review sites. In

forensic linguistics, author profiling can be used to determine the linguistic

profile of an author of a suspicious text. This is something that can be valu-

able for evaluating suspects and as a support in investigations [2].

From an intelligence perspective author profiling can be used to gain more

information about a possible suspect - this could for example be a potential

violent lone actor that reveals an intention of committing targeted violence

in a online setting, something that research has shown is the case in previous

attacks [3]. Using author profiling to extract as much information as possible

about an author may increase law enforcement’s chances to advance in their

investigations. However, it is important to mention that the use of author

profiling with the aim to reveal an author’s identity is something that should

be handled carefully and with knowledge of what such techniques can and

cannot do.

Machine learning is the most common approach for author profiling. How-

ever, there are some challenges when using these kind of techniques in realistic

scenarios. First of all, the availability of labeled data that is used to train

machine learning models on is limited. Secondly, the machine learning models

may work well on the domain that they are trained and tested on but it is very

di�cult to predict how they will work on other domains. Therefore, it is very

di�cult to estimate the accuracy of the results when using author profiling in

real-life scenarios. An important note here is to always involve human analysts

in the usage of author profiling and only consider this kind of techniques as a

support for humans in their analysis.

This master thesis is done in conjunction with The Swedish Defense Re-

search Agency (FOI), as a part of the project ASGARD (analysis of raw gath-

ered data). The overall goal with ASGARD is to provide law enforcement

with new technologies to increase their capability of solving crimes. Author
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profiling is one of the techniques that is investigated within the project.

1.1 Problem statement

In this thesis the focus is on the following questions:

• To what extent can machine learning models be used to discern gender,

age and native language from an author’s text?

• Which factors, such as characteristics of the dataset, preprocessing and

hyperparameters, are important when performing author profiling?

• Can artificial neural networks, who must learn features from raw data

themselves, compete with traditional machine learning models where

feature vectors are manually extracted and used?

• Which machine learning model performs best for the use of author pro-

filing?

• How does machine learning models for author profiling perform on do-

mains they are not trained on (domain independence)?

1.2 Delimitations

To limit the scope of this thesis, we will only consider author profiling of

gender, age and native language on texts written in English. Furthermore,

only on a limited number of di↵erent machine learning models are evaluated.

The architecture of the models are kept simple and an in-depth analysis of

each and every hyperparameter, of all the models, will not be provided due to

the time limitation of this project.

1.3 Background on machine learning

Machine learning is a type of artificial intelligence which explores the study

of algorithms that can learn from and make predictions on data. Machine

learning systems appears in many di↵erent types of applications: from con-

tent filtering in social networks to transcription of speech-to-text. Traditional

machine learning techniques, such as support vector machines (SVMs), are

limited in their ability to process raw data, i.e. without feature extraction,

which is something artificial neural networks (ANNs) is more suitable for.

2



For decades, the development of ANNs has been limited due to insu�cient

computational power- and data available to train the networks with, which

are two key requirements to develop a successful real-life application of ANNs.

LeCun et al. [4] were one of the early ones to develop a successful application

with a neural network in 1990 that could recognize hand-written digits.

During the last decade, data has become more available as society has

adapted to new technologies, such as smartphones, social networks and internet-

of-things devices. Moreover, there has been an exponential growth in compu-

tational power, according to Moore’s Law [5] as well as improvements in fast

graphical processing units (GPUs) [6].

Today, we have reached a point where ANNs can solve more intelligence

required tasks and specialized neural networks have been developed, such as

convolutional neural network (CNN) and recurrent neural network (RNN).

Machine learning can be used to solve natural language processing (NLP)

tasks. The area of NLP explores how computational techniques can be used to

understand and manipulate natural language text and speech. One instance

of NLP is text classification. Text classification is usually done by extract-

ing observable patterns in word structure and word frequency, and letting a

machine learning model classify based on those patterns. Author profiling is

one example of text classification. Another example of text classification is

sentiment analysis in which the model aims to determine the attitude of a text

subject.

1.4 Ethical considerations

Using machine learning models for author profiling raises several ethical con-

cerns since it can be used as a deanonymization technique, which poses a

threat towards the personal integrity and privacy of authors that wish to re-

main anonymous. Even so, author profiling can be an invaluable resource in

many areas. It is important to ponder the balance between the usefulness and

intention before using a deanonymization technique such as author profiling.

Using author profiling in law enforcement and intelligence agencies to analyze

individuals that poses a threat towards the security of the society makes per-

haps more sense than using author profiling in business to generate personal

advertisement.

Developing models for author profiling requires a vast quantity of user-

written data. Many social media platforms, for example Twitter, Facebook

and di↵erent web forums consist of this type of data. This provides researchers
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with an opportunity to gather and label data that otherwise would have taken

much time and resource to obtain. However, obtaining data from social media

platforms comes with a responsibility and it is important to have the ethical

guidelines in mind to ensure that the data is obtained and used according to

ethical standards. In this thesis, the framework for ethical research with social

media data, provided by Towsend and Wallace, was followed to ensure that a

high ethical standard was used [7].

Examples of actions taken to ensure the users’ integrity was to use an

anonymized dataset provided by a third party named PAN1. The users in the

dataset were, and remained, anonymous during the work of the thesis. Also,

the data has neither been re-distributed nor exposed to new audiences.

1
http://pan.webis.de
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2 Related Work

In this chapter, work related to this thesis is summarized. The articles are

arranged in two sections. The first section summarizes a mix of di↵erent text

classification tasks whereas the second section is focused on author profiling.

2.1 Text classification

One commonly used machine learning algorithm for text classification is SVM.

Thorsten Joachims was one of the early adopters of SVM within text classifi-

cation who compared SVMs (with a polynomial- and a RBF kernel) with four

popular learning algorithms used for text classification. Joachims used the

SVM to categorize texts by topic. The SVMs outperformed the other learning

algorithms and the study resulted in both theoretical and empirical evidence

that SVMs are well suited for text classification [8]. Abdul-Mageed et al.

used SVM to perform subjectivity- and sentiment classification on texts from

four di↵erent domains (among other experiments) and their results suggested

that domain specific features had a measurable impact on the performance [9].

With these studies in mind, SVM will be used in the experiments of this thesis.

There are numerous di↵erent learning algorithms that can be used for

text classification. One popular algorithm for text classification is random

forest. Klema et al. presented a study of categorizing texts into three degrees

of fanaticism (non-fanatic, code-attitude and code-red) regarding terrorism,

using random forest as learning algorithm. In the study, bag-of-words were

extracted and used as feature vectors. The performance of the random forest

was compared with Naive Bayes, SVM and C4.5. Random forest got the

highest accuracy of 69 % and the authors concluded that random forest was

the most reliable classifier [10].

ANN models such as LSTM and CNN has recently shown to be promising

within the area of text classification [11, 12, 13, 14]. CNN, which was initially

designed for processing images, showed in a study by Kim Yoon to achieve

state-of-the-art within multiple text classification tasks using a simple one-

layer CNN [13]. By training the model on several datasets such as movie

reviews, Standford Sentiment Treebank and customer reviews, the CNN model

improved state-of-the-art on 4 out of 7 tasks. Also, Yoon’s study proved that

pretrained word vectors trained on top Word2vec is an essential part for the

performance of text classification tasks. Because this simple, one-layer CNN

showed to be a powerful model for text classification tasks, it will be used as
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one of the models for the experiments in this thesis.

Most of the techniques used for text classification are based on words. How-

ever, in 2015, LeCun et al. presented a character-level CNN which showed to

be an e↵ective method for text classification [12]. The authors stated that

CNNs does not require the knowledge about the syntactic or semantic struc-

ture of a language. One other approach taken for text classification based on

characters is the work by Douglas Bangall who showed that a simple character-

level RNN can be a useful model for text classification [14]. Bangall used a

character-level RNN for deciding whether or not a document of unknown au-

thorship was written by authors from a small set of documents. This work

was a part of the author identification task arranged by the scientific event

PAN in 2015. Bangall achieved the highest average accuracy of 62.8% among

18 submissions [15]. A similar model as Bangall’s character-level RNN will be

used in this thesis because of the promising results the model achieved.

Hyperparameter-tuning is an essential part of obtaining an optimal ma-

chine learning model. The paper by Zhang et al. presented an practical and

empirical guidance of finding the best configuration of a simple CNN [1]. This

paper was used as a guideline when tuning the hyperparameters for the CNN

model in this thesis.

2.2 Author profiling

One of the first studies on performing author profiling with machine learning

techniques was done by Argamon et al. [16]. The study concluded that with

the right combination of linguistic features it is possible to discern the gender,

age, native language and personality traits of an author’s text. The results

demonstrated the potential of performing author profiling with machine learn-

ing techniques, since the performance was significantly better than the random

baseline.

The scientific event PAN have during the last few years arranged several

author profiling tasks, welcoming anyone with interest to participate. The

author profiling aspects that have been considered are gender, age, native

language and personality traits. SVMs have been used by the majority of

the participants [17, 18, 19, 20, 21, 22], but also random forest [23], logistic

regression [24] and many more algorithms have been used.

The most recent author profiling task arranged by PAN was in 2016. The

task involved classifying both gender and age in English, Spanish and Dutch.

Vollenbroek et al. and Modaresi et al. were the top 2 out of 22 submis-
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sions. Vollenbroek et al. achieved the highest average accuracy of 52.58 %

by extracting features such as N-grams, function words, part-of-speech tags

and various styleometrics - which were used in a linear SVM [25]. However,

Modaresi et al. also extracted part-of-speech taggings, various styleometric

and in addition, lexical features, but used those features to train a logistic

regression classifier. Modaresi et al. got average accuracy of 52.47 % and con-

cluded that part-of-speech taggings were not suitable features when testing on

domain independence [26]. Beacuse Vollenbroek et al. achieved the highest

accuracy in the author profiling task with a linear SVM, we decided to use this

model in our experiments. Also, domain independence is a field of interest in

our thesis and we were therefore inspired by the work of Modaresi et al.. These

studies were a source of inspiration when deciding which features to extract

when building the feature vectors used in this thesis.
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3 Theory

This chapter provides an introduction to all the machine learning models and

techniques used in this thesis. Feed-forward neural network (FFNN), one of the

most basic ANN architectures, and two specialized ANN architectures namely

CNN and RNN, are described in this section as well as the more traditional

machine learning model SVM.

3.1 Artificial neural network

The study of ANNs is motivated by their similarity to the biological nervous

system. The biological nervous system consist of neurons, the basic units

of the nervous system, which have the capability to process information in

parallel [27].

The human brain is estimated to consist of approximately 100 billion neu-

rons, which are interconnected through electrochemical connections, called

synapses. The communication between the neurons is done by sending elec-

trical impulses over the synapses. Each neuron receives impulses from other

neurons, where the voltage of each impulse is determined by the strength of

its synapses. The electrical impulses that are being sent over the synapses

will eventually reach the neuron’s cell body where they are being integrated

or summed together [28]. If a su�cient amount of impulses are received and

a threshold is reached, the neuron generates an action. ANNs attempt to

simulate this decision process inspired by the biological neurons [27].

The artificial equivalent of the biological nervous system consist of a large

number of artificial neurons, which are structured in layers. The neurons are

fully connected, meaning that all the nodes in every layer is connected with

all the nodes in their adjacent layers. Each connection is associated with a

parameter, called weight, which represents the importance of the connection,

corresponding to the biological synapse.

Training an ANN for a particular problem involves finding the best weight

values which describes the problem. Finding the best weight values is done by

optimizing a non-convex function. This means that it is not guaranteed that

the global minimum of the function will be reached. Which minimum (local or

global) the network reaches depends on the values the weights are initialized

with. A common approach is to randomly initialize weights from a normal

distribution.

The most basic ANN architecture is the one just described, called FFNN.
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The FFNN consist of an input layer, an output layer and a number of

hidden, fully connected, layers in-between. An illustration of this architecture

can be seen in Figure 1.

Figure 1: Example of a FFNN architecture, consisting of one input layer, two

hidden layers and one output layer.

Increasing the number of hidden layers could be used to derive a greater

level of abstraction from the input layer if the given task to solve is complex

enough [29, 30]. However, using too many hidden layers could lead to over-

fitting (more about overfitting in Section 3.1.1) and make the network su↵er

from the vanishing gradient problem (more about vanishing gradient problem

in Section 3.3).

Each neuron of a neural network is a mathematical function. The input of

a neuron is a weighted sum S derived from multiplying each output from the

neurons of the previous layer x
1

, x
2

, ...x
n

with its respective weight w
1

, w
2

, ...w
n

and summarize the products:

S =
nX

i=1

w
i

x
i

(1)

A nonlinear function, known as the activation function, is then applied to

the weighted sum S. The whole process of a neuron producing an output is

illustrated in Figure 2.
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Figure 2: Process of an artificial neuron producing output, given its inputs

and weights.

The purpose of using an activation function is to introduce nonlinearity

to the network. Real world data is often nonlinear and by introducing non-

linearity the network increases the ability to learn patterns from real world

data

Sigmoid(�), hyperbolic tangent (tanh) and rectified linear unit function

(ReLU) are three commonly used activation functions. Taking a real-valued

input and then performing a mathematical operation on it is something they

all have in common [6].

The sigmoid activation function limits the input to a range between 0 and

1, seen in the middle graph in Figure 3:

�(S) =
1

1 + e�S

(2)

whereas the tanh activation function limits the input into a range between -1

and 1, seen in the rightmost graph in Figure 3:

tanh(S) =
e2S � 1

e2S + 1
(3)

ReLU is one of the more recent popular activation functions. It has shown that

ReLU learns much faster in networks with many layers compared to smoother

nonlinearities such as tanh [6]. ReLU sets negative input values to zero, and

the positive input values are kept constant, seen in the leftmost graph in

Figure 3:

ReLU(S) = max(0, S) (4)
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1
1

1

ReLU Sigmoid Tanh

Figure 3: Illustration of activation functions, starting from the left: ReLU,

sigmoid and tanh.

However, in a classification task, the output (final) layer uses a di↵erent

kind of activation function, called softmax. The softmax activation function is

also known as multinomial logistic regression and is used to get a categorical

probability distribution among the classes of the task. In an output layer

consisting of N neurons (one per class), the probability for each class i =

1 . . . N is calculated as:

f(S)
i

=
eSi

P
N

j=1

eSj
(5)

Multinomial logistic regression is used to predict a nominal dependent vari-

able given at least one other independent variable. More information about

multinomial logistic regression in William H. Greene’s book Econometric Anal-

ysis [31].

3.1.1 Training artificial neural networks

A common method for training a neural network is backpropagation [32]. Back-

propagation is a numerical method with the goal to optimize the internal

parameters (weights) so the network learns to correctly map inputs to the

outputs. More specifically, it computes the error gradients by looking for the

minimum of an loss function and propagates the gradients backwards through

the network [33]. The gradients are then used in a gradient descent method,

which uses the computed gradients to update the weights.

When presenting an input x from the training set to the neural network,

it produces an output ŷ, which in general di↵ers from the targeted output

y. The gradient error value between y and ŷ can then get computed with a

loss function [34]. One commonly used loss function is the mean squared error

(MSE), which is defined as:

MSE(ŷ, y) =
nX

i=1

1

2
(ŷ � y

i

)2 (6)
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MSE is commonly used in regression tasks, where the network outputs a nu-

merical value. When the network outputs a distribution, for example in clas-

sification tasks where the output is made up of a distribution of probability

values, cross entropy (CCE) is a commonly used loss function, which is defined

as:

CCE(ŷ, y) = �
nX

i=1

y
i

· log(ŷ) (7)

Since the neurons in each layer are fully connected, where each connection

is given its own weight, the number of parameters (i.e weights) of the network

grows quickly with the size of the network. With a high number of parameters,

the network introduces the risk of becoming too complex for the actual task

and looses its ability to generalize to new inputs (i.e the network starts to

overfit) [29]. To overcome this problem, di↵erent regularization techniques can

be applied. L2-regularization [35] sums and squares the weight values which

is added as a penalty term to the loss function. L2-regularization penalizes

peaky weights (unusually high-valued weights) and favors to learn from di↵use

weights (similar-valued weights).

Another regularization technique is called dropout, which is a simple and

e↵ective technique recently developed by Srivastava et al. [36]. With dropout,

a specified potion of the neurons of a layer is randomly picked and temporarily

dropped to the next layer, for each input.

Backpropagation can be separated into two distinct sections forward pass

and backward pass [6]. The goal with the forward pass is to produce the output

ŷ, which is done by propagating the input, layer by layer, from the input layer

to the output layer. Propagating the input means performing the process

illustrated in Figure 2 for each neuron. The goal with the backward pass is

to propagate the gradient value calculated by the loss function backwards,

starting from the output layer, giving each neuron a gradient value which

roughly represents its contribution to the output. The backward pass is done

using the chain rule in conjunction with a gradient descent method which

updates each weight with the given gradient values.

An example of a single neuron with a sigmoid activation function have the

output ŷ = �(S). When an input has been propagated forward through the

neuron, the error E is calculated with a loss function. If backpropagation is

done in conjunction with the commonly used gradient descent method stochas-

tic gradient descent (SGD), one input sample at a time is processed. Using the

error from the loss function E, the gradient value with respect to each weight
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w
i

is calculated [37]:
@E

@w
i

=
@E

@ŷ
· @ŷ
@S

· @S

@w
i

(8)

Each weight is then updated using the gradients with SGD:

wnew

i

= wold

i

� �
@E

@w
i

(9)

where the learning rate � defines the step size to take along the gradients

(opposite) direction.

Regarding di↵erent gradient descent methods, an ideal method would be

to first forward propagate the entire training set of inputs as a big batch,

compute the error, and then propagate the error backwards. However, doing

so becomes very time consuming. The contrast to the ideal method is to

use SGD, which process one single input at a time, but doing so results in

updates with high variance. A compromise between these two methods is to

use mini-batch gradient descent, which updates the gradients over n samples.

Using gradient descent methods introduces some challenges. Choosing a

proper learning rate with a good convergence rate is di�cult. A too large

learning rate can hinder convergence whereas a too small learning rate leads

to a very slow convergence [38]. More sophisticated gradient descent methods

tries to overcome this problem, such as Adam [39] and RMSprop [40].

When training a neural network, feeding it the whole training set exactly

once does not always guarantee convergence. If no larger training set is avail-

able, the existing training set can be fed to the neural network multiple times.

This introduces the concept of epochs. Epochs is a measure of how many times

the entire training set have been trained on.

3.2 Convolutional neural network

CNN had its breakthrough in computer vision where the network have achieved

state-of-the-art results and is today the dominant approach for almost all

recognition and detections tasks [6].

CNNs are similar to traditional neural networks such as FFNNs discussed

in Section 3.1, since both consist of neurons with learnable weights and bi-

ases [29]. However, the neurons in a FFNN are fully connected, which does

not take the spatial structure into consideration and could therefore treat in-

put pixels that are far apart and close together on the same footing. For

instance, if a FFNN would process an image of size 120⇥ 120⇥ 3 (120 width,

120 height 3 color channels), the number of weights would have been 43 200.
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This number might be manageable for the network to handle but as the size

of the image grows, the number of weights grows very quickly due to the fully

connected architecture. Unlike FFNN, the CNN takes advantage of the spatial

structure of the input data which makes the CNN fast to train and scale very

well on images. This architecture brought the CNN to a great success within

computer vision tasks [6].

In the case of image classification, the CNN processes inputs of three di-

mensions such as width, height and depth, where depth refers to the depth of

the input volume not the depth of the neural network. However, it is worth

mentioning that the design of a CNN is not restricted to process images of

maximum three dimensions. It can also process additional dimensions such as

geometric depth (holograms) or time (video), or even both.

3.2.1 Architecture

The architecture of a typical CNN is composed of three types of layers: con-

volutional layer, pooling layer and fully connected layer. This architecture is

illustrated in Figure 4.

In the first layer (the convolutional layer), the filters transforms the input

volume into feature maps. These feature maps are then processed in the next

layer, the pooling layer, where the parameters are reduced. The final layer,

fully connected layer, holds the output i.e. class scores.

Figure 4: Illustration of a basic CNN architecture in a three dimensional

space. Each layer in the network transforms a 3D input volume to a 3D

output volume. In this example, the input represents a three dimensional

image. The height and width of the input corresponds to the dimensions of

the image. The depth of the input corresponds to the three color channels;

red, green and blue.
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The most common form of CNNs are composed of a series of stages where

the convolutional layer followed by the pooling layer are repeated. The ad-

vantage of stacking convolutional layers is that the model can develop more

complex features of the input volume. Last, fully connected layer is added to

produce an output. Also here, it is possible to stack fully connected layers

together. This could result in finding more sophisticated combinations of the

features which can improve the result of the output [41].

3.2.1.1 Convolutional layer is always the first layer in the architecture

of a CNN where the input volume is connected to the layer of the hidden

neurons. Here, the CNN connects each neuron in the hidden layer with a

small region in the input volume through a set of weights named filter (or

kernel). The filter is used to detect a feature (e.g. edge or curve) in the input

volume. The depth of the filter is always equal to the depth of the input

volume [41].

The connection between the hidden neurons and the local connections is

done by convolving (sliding) the filter across the width and height of the input

volume, hence the name of the layer. The convolution preserves the spatial

relationships between the input volume: the connections are local in space

(along with and height), but always full along the entire depth of the input

volume [41]. The convolution results in a feature map or activation map where

all the neurons in the feature map is connected with local connections in the

input volume [29].
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Figure 5: The process of convolving where the filtering operation transforms

the high dimensional input to a lower by convolving around input volume. A

filter of size 3 ⇥ 3 and stride 1 (moving the window by 1 cell) is used in this

example.

The neurons in the feature map share the same filter. Di↵erent feature

maps use di↵erent filters. This architecture is based on the idea that if a

motif appears in one part of the input image, it could appear anywhere. Thus,

sharing the same weights and detecting the same patters in di↵erent parts of

the image [6]. Thinking in terms of a FFNN, at each application of the filter

on the input volume, edges from the other input nodes other than those to

which the filter is applied to are zero.

Mathematically, the process of convolving around the input volume and

produce the j, kth hidden neuron HN
j,k

is defined by:

HN
j,k

= �

 
b+

2X

l=0

2X

m=0

w
l,m

a
j+l,k+m

!
(10)

where w
l,m

is a 3 ⇥ 3 filter of shared weights, a
x,y

is the input neurons at

position x, y and finally a non-linearity such as ReLU or Sigmoid is applied on

the local weighted sum. HN
j,k

will result in one single number which represent

the input neurons at a certain location a
j+l,k+m

. This process will be repeated

for every location on the input volume [29].

3.2.1.2 Pooling layer is often used between convolutional layers to reduce

the amount of information while preserving the most important information

from the output of the convolutional layer. More precisely, each neuron in the

pooling layer summarizes a local region of e.g. 2 ⇥ 2 in the feature map and
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preserves whether (or to what extent) the feature was found anywhere in the

area. Pooling (also called downsampling), can be of di↵erent types such as

max, average and L2.

In the case of max pooling, which is the most common method for pooling,

the output is the maximum activation of the local region (in this case 2 ⇥ 2

window) in the feature map [29]. See Figure 6. Max pooling can be seen

as saving the most relevant information (highest activation) in the output

from the convolutional layer, thus reducing the number of parameters in the

network.

Figure 6: Illustration of max pooling with filter size 2⇥2 and stride 2 (moving

the window by 2 cells)

Average pooling calculates the average of all the elements in the local region

and L2 pooling calculates the square root of the sum of the squares of the

elements in the 2⇥ 2 window [29].

3.2.1.3 Fully connected layer is the final layer of the network. The

fully connected layer in the CNN is the same as in FFNN (see Section 3.1).

Each neuron in the fully connected layer is connected with each neuron of the

previous layer, hence the name fully connected. In this layer, we are essentially

doing classification using a FFNN based on the discovered features.

Here, the layer computes the class scores of the input volume. Basically,

the layer takes an input volume and outputs a k dimensional vector where k

refers to the number of output states (classes). For instance, when analyzing

images of cats and dogs, the output vector from the fully connected layer using

a softmax approach (see Section 3.1) could for example be [0.2 , 0.8]. This

represents 20% probability that the image is a cat and 80 % probability that
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the image is a dog.

3.2.2 CNN architecture for text classification

When performing text classification with CNNs, instead of processing matrices

containing pixels as input (as for image classification), the input matrix con-

tains word vector representations, such as word embeddings (see Section 3.5.2).

More specifically, rows in the input matrix are word embeddings representing

a token (often a word or character) of the input text. If k is the length of

the embedding vector and n is the length of the input text, the size of the

input matrix will result in n ⇥ k. For a text containing 10 words using a

100-dimensional embedding vector, we would have a 10⇥100 matrix as input.

The main di↵erence between processing an image as an input and process-

ing text as an input, is how the filters convolves (see Section 3.2.1.1) over the

input matrix. When convolving over a matrix containing word embeddings,

the filters slides over the full rows of the matrix instead of local regions. Be-

cause each row in the input matrix represents a token, the spatial structure in

the matrix is not taken into consideration as for image classification. It is thus

reasonable to use filters with width equal to the dimensionality of the word

vectors (i.e., k) [1, 13]. This process is described in more detail in Figure 7.
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Figure 7: Illustration of a CNN architecture for text classification. In this

example, three filter region sizes are used; 2,3,4, whereas each region size has

2 filters each. Convolution is performed over the text matrix which generates

feature maps. This is followed by 1-max pooling where the largest number in

each feature map is recorded. The largest number in each feature map is con-

catenated, forming a feature vector. Finally, the fully connected layer receives

this feature vector and uses it to classify the text. In this example, binary

classification is done, hence, the network has two possible output states [1].

3.3 Recurrent neural network

In the previous sections, only acyclic ANN architectures have been consid-

ered. Acyclic ANN architectures’ ability to process a sequence of inputs and

extract information in the sequence itself is limited. This is because the state

of the ANNs gets lost once an input sample has been processed [42]. If the

acyclic constraint of a neural network architecture gets relaxed, RNNs can be
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obtained. A RNN di↵ers from the previous models in that, at each time step,

the output of the current state (i.e. the hidden layers) of the network is for-

warded and concatenated with the input at the next time step of the sequence.

In theory, this allows all the states to persist in the network throughout the

whole sequence, which can be seen as a ”memory”, giving the network more

contextual awareness similar to a biological brain. This kind of behavior is

useful in many NLP tasks, since languages uses a sequence of words to form a

sentence. For example, in a language model that predicts the next word in the

sentence ”the clouds are in the . . . ”, the previously predicted word ”cloud” is

a major pointer that the next word should be ”sky” [43].

Studying the architecture of a RNN with a single cell (i.e. a single neu-

ron), illustrated in Figure 8, which shows an alternative way to visualize the

architecture by unrolling the network at each time step in the input sequence.

When doing so, it can be seen as a very deep FFNN in which all the layers

share the same weights [6].

Figure 8: An illustration of how a single RNN cell (left of the equal sign) can

be visualized as unrolled (right of the equal sign).

The RNN architecture is formalized [44] as follows: given a sequence of

input vectors (x
1

, . . . , x
T

), the RNN computes a sequence of hidden states

(h
1

, . . . , h
T

) and a sequence of outputs (o
1

, . . . , o
T

) by iterating the following

equations for t = 1, . . . , T :

h
t

= tanh(W
xh

x
t

+W
hh

h
t�1

+ b
h

) (11)

o
t

= W
oh

h
t

+ b
o

(12)

In the above equations, W
xh

is the input-to-hidden weight matrix, W
hh

is the

hidden-to-hidden weight matrix, W
oh

is the hidden-to-output weight matrix
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and b
h

and b
o

are biases. As the name recurrent suggest, the same operations

are performed at each time step. In Equation 11, tanh is used as activation

function, but the activation functions mentioned in Section 3.1.1 can be used

as well.

Training a RNN is done through a generalized version of the backpropaga-

tion algorithm used for FFNNs, called backpropagation through time (BPTT).

The di↵erence from the standard backpropagation is when the backward pass

updates a weight. Instead of calculating the gradients for each weight just

once, they are calculated several times, once for each time step, and then

summed. [45]. However, as the number of time steps in the sequence grows

large enough, the network can su↵er from a problem called the vanishing gra-

dient [46, 47]. Even if BPTT computes a large gradient value, the impact

on the network’s output will be very small, because the gradient value will

gradually vanish (get smaller) as it gets propagated to earlier time steps. This

problem is caused by the small gradient value ranges of commonly used activa-

tion functions in conjunction with the nature of the chain rule, which is used

when backpropagating the gradients. As an example, the activation function

tanh limits its gradient values, i.e. the derivative of tanh, into the range (0, 1).

Computing the gradient for a neuron means using the chain rule, that is, mul-

tiplying the gradient recursively with the gradients of the neurons from all the

previous layers. This means the gradient will eventually vanish. Thus, a large

gradient was calculated at the earliest time step will get multiplied with a very

small value which makes no impact to the network. The e↵ect of the vanishing

gradient problem is illustrated in Figure 9.
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Figure 9: A unrolled RNN processing an input sequence of 4 time steps, il-

lustrating the impact of the gradients of each time step, assuming the same

gradient is derived at each time step. The darker color, the less impact on the

network.

The vanishing gradient problem makes it hard for the RNN to learn long-

term dependencies. Going back to the example of the model trying to predict

the next word in a sentence: the model might only be able to keep the last

couple of words in memory and thus not perform very well, because the mean-

ing of a sentence often relates to words that are relatively far apart from each

other.

3.3.1 Long short-term memory

To overcome the vanishing gradient problem described in the previous section,

a more sophisticated RNN architecture, long short-term memory (LSTM), was

developed in 1997 by Hochreiter and Schmidhuber [48]. LSTMs have proved to

be more e↵ective than standard RNN, especially on long input sequences [6].

Speech-recognition [49], video-to-text [50], machine translation [51] and pre-

dicting visually-indicated sounds [52] are just a few interesting applications

where LSTMs have successfully been used.

In a standard RNN, a single recurrent output h
t

, is used with a single tanh

layer. In contrast, the LSTM introduces a second recurrent output C
t

, called

cell state, together with four layers with di↵erent kinds of purposes which

allows the network to explicitly control what information to forward and what

to forget to the next time step. A LSTM cell can be visualized in an unfolded

manner, just like a standard RNN cell. An illustration of an unfolded LSTM

cell’s architecture can be seen in Figure 10 and is explained below [43].
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Figure 10: The architecture of a single LSTM cell.

The two horizontal lines are the two recurrent outputs running through

the network. The top line is the cell state C
t�1

, which is controlled by all the

layers. The bottom line is the hidden state h
t�1

, which is concatenated with

the input vector, x
t

, at each time step and is the input to all the layers.

Starting from the left, the first layer is called the forget gate layer, which

determines what information in the current cell state that should be forgotten,

using a sigmoid layer (�):

f
t

= �(W
f

· [h
t�1

, x
t

] + b
f

) (13)

where W
f

is the forget layer weight matrix and b
f

is forget layer bias. The

output of f
t

is in a range between 0 and 1, where a 0 represents forget every-

thing and 1 represents keep everything. Note that square brackets is used to

notion concatenation of vectors.

The second layer is called the input gate layer and decides what information

from the input should be added to the new cell state. This is done in two parts:

i
t

= �(W
i

· [h
t�1

, x
t

] + b
i

) (14)

fC
t

= tanh(W
C

· [h
t�1

, x
t

] + b
C

) (15)

The first part decides which values to update and is calculated through a
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sigmoid layer, just like the forget gate layer, but using its own input layer

weight matrix W
i

and bias b
i

. The second part calculates new values fC
t

, using

a tanh layer instead of sigmoid layer, and have its own weight matrix W
C

,

which are later added to the current values.

Now that the forget gate layer and input gate layer is calculated, it is time

to calculate new cell state:

C
t

= f
t

⇤ C
t�1

+ i
t

⇤fC
t

(16)

First, the old cell state is scaled (multiplied) with respect to the forget gate

layer. Next, the new candidate values are scaled with respect to the input gate

layer, and then added to the cell state.

The last layer is called the output gate layer and decides what values will

be outputted:

o
t

= �(W
o

· [h
t�1

, x
t

] + b
o

) (17)

Just like the forget gate layer and input gate layer, the output gate layer uses

a sigmoid layer, but has its own weight matrix W
o

and bias b
o

.

Finally, to calculate the new hidden state h
t

, the values of the new cell

state are squashed to values between 0 and 1 through a tanh layer, and scaled

with the output gate layer:

h
t

= o
t

⇤ tanh(C
t

) (18)

The hidden state h
t

is sent as output of the network at the current time step

and sent as input to the network in the next time step.

3.4 Support vector machine

The support vector machine is a well established model used for linear clas-

sification, and is considered to be among the best ”o↵-the-shelf” supervised

learning models [53]. SVMs have a theoretical basis derived from statistical

learning theory [54]. SVMs have been successful in applications such as text

classification [8], handwritten digit recognition [55] and in bioinformatics [56].

The SVM was originally designed for binary classification. It can however

be extended for multiclass classification by breaking the problem down to

several binary classifiers, following either one-against-one or one-against-all

strategy [57].

Training a SVM involves optimization of a concave function, i.e. finding
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a unique solution, in contrast to ANNs, where di↵erent local optima can be

found, depending on which values the network is initiated with. The important

milestones of the SVM are presented by Boser, Guyon and Vapnik in [58]:

For a binary classification problem, assume that we have a training data

set with the input vectors x =
�
x
i

 
n

i=0

where x
i

2 IRN and their corresponding

labels y =
�
y
i

 
n

i=0

where y
i

2
�
+ 1,�1

 
. The SVM has two main problems

to solve:

1. Find a hyperplane in IRN�1, that divides the input space into two sub-

spaces. One subspace for each class.

2. Maximize the margin from the dividing hyperplane to the border vectors,

also called support vectors, of both subspaces.

The equation of a hyperplane is:

w · x+ b = 0 (19)

where w is called the weight vector, defining the orientation of the hyperplane

and b is called the bias, defining the o↵set of the hyperplane from the origin.

An illustration of several di↵erent hyperplanes that divides a input space by

the classes can be seen in Figure 11 below.

Figure 11: Three di↵erent hyperplanes that divides the input space by the

classes.

To calculate the margin between the subspaces, two hyperplanes are de-

fined. One hyperplane for each class. These hyperplanes are parallel to the

dividing hyperplane with at least one input vector of each class laying on the

surface of the corresponding class’s support vectors. Rescaling the hyperplane
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so that the margins are of size 1, the hyperplane can be described by the

equations:

w · x+ b = 1 and w · x+ b = �1 (20)

where the right-hand side of the equations corresponds to the class. The

support vectors are illustrated in Figure 12 below.

Figure 12: A separating hyperplane with its parallel support vectors.

If both equations in 20 are multiplied with y
i

, they can be combined. For

i = 1 . . . n:

y
i

(w · x
i

+ b) � 1 (21)

The distance between the support vectors (to be maximized) is given by
2

kwk , which implies minimizing kwk. The minimization can be formalized as a

optimization problem, for i = 1 . . . n:

Minimize
w

1

2
kwk2

s.t. y
i

(x
i

· w + b) � 1
(22)

The above equations applies to whats called the hard-margin SVM. With

the hard-margin SVM, zero error (hence no noise) is tolerated, which makes

nonlinearly separable problems unsolvable. The zero error constraint can be

relaxed to a soft-margin SVM by introducing a slack variable ⇠
i

> 0 for each

input vector. Adjusting Equation 21 to soft-margin gives the following equa-

tion:

y
i

(w · x
i

+ b) � 1� ⇠
i

(23)

With the slack variables, input vectors are allowed to be on the wrong side of

the margins. An illustration of a soft-margin SVM allowing input vectors to
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be inside the class margins can be seen in Figure 13.

Figure 13: A soft-margin SVM allowing input vectors (green points) to lie

inside the class margins.

Updating the minimization problem in Equation 22 to a soft-margin SVM

gives the following, for i = 1 . . . n:

Minimize
w

1

2
kwk2 + C

nX

i=1

⇠
i

s.t. y
i

(x
i

· w + b) � 1� ⇠
i

(24)

Note that another variable C > 0 is introduced which determines the trade-o↵

between how far input vectors are tolerated to be away from the class margins

and the models’ complexity. A small value for C increases the tolerated range,

whereas a large C leads to a behavior similar to a hard-margin SVM.

Equation 24 is the primal formulation of a convex quadratic programming

optimization problem. To compute the maximum margin, the problem can

first o↵ get simplified even further by solving the Langragian dual. For i =

1 . . . n:

Maximize
a

nX

i=1

a
i

� 1

2

NX

i,j=1

a
i

a
j

y
i

y
j

(x
i

· x
j

)

s.t. 0  a
i

 C and
NX

i=0

a
i

y
i

= 0

(25)
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where a
i

are defined such that the weight vector of the SVM can be obtained:

w =
nX

i=1

a
i

y
i

x
i

(26)

Finally, the SVM classifier is defined as f(x) = sgn(w · x+ b).

A grid search approach can be used to find the optimal value for C, or

any other parameter of the SVM, for example the kernel parameter of RBF

(Section 3.4.1). When performing a grid search, the operator of the SVM

specify a range of candidate values for each parameter. Then, for each possible

combination of candidate values, a SVM classifier is defined. Finally, the best

SVM classifier is picked based on a scoring function. The scoring function

could be measuring for example the accuracy, precision, recall or F1-score

(described in Section 4.3.2).

3.4.1 Kernels

In many real-life problems, the input vectors are linearly inseparable. In such

cases, the SVM can use a mapping function �(x
i

). The mapping function

maps the input vectors into a higher dimensional space where the vectors are

more likely to be linearly separable. The SVM can then define the hyperplane

in the higher dimensional space. This is illustrated in Figure 14 below.

Figure 14: SVM using a kernel to linearly separate a non-linearly separable

input space.

Mapping the input vectors into a higher, possibly infinite, dimensional

space and then measure some kind of similarity between them can be com-

putationally expensive. However, by using a kernel we can overcome this

problem. A kernel is the inner product of two vectors in a higher dimen-
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sional space. Hence we can calculate this inner product using the kernel with-

out ever actually projecting into the higher dimensional space. This is also

known as the kernel trick. Hence, we define a kernel function that satisfies

k(x
i

, x
j

) = �(x
i

) · �(x
j

) for every pair i, j 2 1, . . . , n. If a kernel is used, then

Equation 25 is rewritten as:

Maximize
a

nX

i=1

a
i

� 1

2

NX

i,j=1

a
i

a
j

y
i

y
j

k(x
i

, x
j

)

s.t. 0  a
i

 C and
NX

i=0

a
i

y
i

= 0

(27)

where a
i

are defined such that the weight vector of the SVM can be obtained

with:

w =
nX

i=1

a
i

y
i

�(x
i

) (28)

Two di↵erent types of kernel functions are used in this thesis:

• Linear: k(x
i

, x
j

) = x
i

· x
j

. With this kernel, the input vectors are not

projected to a higher dimension, which can be useful when the number

of dimension are larger than the number of input vectors.

• Radial Basis Function: k(x
i

, x
j

) = exp(��|x
i

� x
j

|2) where � > 0 is

a kernel parameter.

3.4.2 Input vector

The input to the SVM is in the form of a vector x 2 IRN , where the number

of dimensions of the vector N corresponds to the number of features used to

classify the given task. Depending on the given task, the number of features

can become very large, which can be computationally time consuming and can

hinder the SVM classifier’s ability to generalize. To prevent this, feature selec-

tion can be done by discarding features that make no significant impact to the

classifier. Choosing the features with low value from a �2-test [59] can be done

to find out which features to discard. The �2-test is a statistical test of inde-

pendence to determine dependency of two variables given the null hypothesis.

This can be applied to feature selection by measuring the dependency between

the class and each feature. If the dependency between a feature and the class

is lower than a specified threshold, it can be discarded, otherwise it is kept.

The �2-test have been successfully used in text classification [60] previously.
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3.5 Text representation

3.5.1 One-hot vectors

A simple approach to represent a collection of texts is to tokenize the texts

on either character- or word-level granularity and give each unique token a

index. A text can then be represented by converting each token to a vector of

N dimensions, where N corresponds to the number of unique tokens. All the

scalars of the vector is set to 0, except for one 1 at the index corresponding

to the tokens’ index, hence the name one-hot vector. Using one-hot vectors on

word-level granularity can become very memory intense if a large collection

of texts is used, since the number of unique words is large. However, using

one-hot vectors on character-level granularity is much more memory e�cient

since there are normally not many unique characters.

3.5.2 Word embeddings

Using one-hot vectors as text representation provides little information to the

learning algorithms. Using the right text representation for the a NLP task

can improve the performance of the learning algorithms drastically. An al-

ternative approach on word vector representation is to use word embeddings.

Word embeddings provides syntactic and semantic information to the learning

algorithms by grouping similar words of a text collection in a vector space.

With such a property, algebraic operations can be performed on with the em-

beddings [61].

In order to produce accurate word embeddings the vector space must be

trained on a set of texts. There are di↵erent algorithms to train a vector space.

One popular algorithm uses a shallow, two-layer, neural network to train and is

called Word2vec, developed by Tomas Mikolov’s team at Google [61]. Another

popular algorithm is GloVe, developed at Stanford University [62].
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4 Method

This chapter describes the experimental setup used to test the author profiling

approach. First, the approach taken to prepare the data for the experiments is

described. This is followed by the design of the learning algorithms and finally

a description of how each learning algorithm was evaluated in the experiments.

4.1 Data processing

4.1.1 Datasets

The majority of datasets used in the experiments was provided by PAN2, which

is a series of scientific events and shared tasks on digital text forensics. All

datasets are listed in Table 1 and are described in more details below.

Google-blogs is a balanced (1305 samples of each class) dataset containing

blog posts in English. The blog posts are labeled by gender. The dataset was

collected by web crawling open blogs on the platform blogger.com filtered by

the country United Kingdom. Each blog text had to be at least size of 1 kB

and published within six months.

PAN14-blogs was released in 2014. This dataset consist of blog posts la-

beled with age in ranges 18-24, 27-34, 35-49, 50-64, 65+. The blog posts were

manually collected by searching on LinkedIn for authors who shared their

personal blog URL. We merged the age classes 50-56 and 65+ into one class

50+ due to consistency between di↵erent datasets. The resulting dataset is

therefore labeled with the age classes: 18-24, 27-34, 35-49 and 50+.

PAN14-blogs is a small, unbalanced dataset consisting in total of 2278

blog posts. The posts have the following distribution: age 18-24 consist of 100

posts, age 27-34 consist of 832 posts, age 35-49 consist of 853 posts and lastly,

50+ consist of 493 posts [63].

PAN14-sm was released in 2014. This dataset consist of posts from di↵erent

social media platforms such as Netlog3. The posts are labeled with age in

ranges of, 18-24, 27-34, 35-49, 50-64, 65+ and the length of the posts are

greater than 100 words. Authors who appeared to be fake by selling the same

2
http://pan.webis.de/data.html

3
A social network service that is not longer in use.
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products (e.g. ads) or having high rate of text reuse, were manually removed

from the dataset.

The social media corpus is balanced by gender [63]. As for PAN14 blogs,

we merged the age ranges 50-56 and 65+ into one class 50+ which resulted

in the age classes: 18-24, 27-34, 35-49 and 50+. In total, PAN14-sm consist

of 146 843 posts. The posts have the following distribution: age 18-24 consist

of 29 154 posts, age 27-34 consist of 40 436 posts, age 35-49 consist of 42 732

posts and lastly, 50+ consist of 34 523 posts.

PAN15-twitter was released in 2015. This dataset consist of Twitter posts

labeled with both gender and age. The age is labeled in ranges of 18-24, 25-

34, 25-34, 35-49, 50+. The age and gender information were reported by the

Twitter users themselves.

The distribution of the age classes is unbalanced whereas the gender classes

are balanced [64]. In total, PAN15-twitter consist of 14 166 posts. The posts

have the following age distribution: age 18-24 consist of 5588 posts, age 27-34

consist of 5624 posts, age 35-49 consist of 1865 posts and lastly, 50+ consist of

1089 posts. The gender distribution is: male consist of 6986 posts and female

consist of 7180 posts.

PAN17-twitter was released in 2017. This dataset consist of Twitter posts

labeled with gender and their specific variation of their native language English

(Australia, Canada, Great Britain, Ireland, New Zealand, United States). The

specifics of the dataset has not been released in the time of writing.

The distribution of the classes are balanced. In total, PAN17-twitter con-

sisted of 360 000 posts with a distribution of 60 000 posts for each class.
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Name Labels # of posts Label distribution

Google-blogs Gender 2610
Female 50 %

Male 50 %

PAN14-blogs Age 2278

18-24 4.4 %

27-34 36.5 %

35-49 37.5 %

50+ 21.6 %

PAN14-sm Age 146 843

18-24 19.9 %

27-34 27.5 %

35-49 29.1 %

50+ 23.5 %

PAN15-twitter

Age

14 166

18-24 39.5 %

27-34 39.6 %

35-49 13.2 %

50+ 7.7 %

Gender
Female 49.3 %

Male 50.7 %

PAN17-twitter
Native

language
360 000

Ireland 16.7 %

Canada 16.7 %

Great Britain 16.7 %

New Zealand 16.7 %

United States 16.7 %

Australia 16.7 %

Table 1: Overview of the datasets used in the experiments.

4.1.2 Preprocessing

Preprocessing is one of the key components in text classification. With pre-

processing, the data of a given dataset is transformed from its raw form into

a form which enables the learning algorithms to understand the data. Prepro-

cessing also provides the opportunity to remove noise from the data, which

can give more accurate learning algorithms.

The datasets used in this thesis consists of texts loaded from multiple files,

either in raw text- or in xml-format, and are preprocessed di↵erently depending

on which learning algorithm is used. However, they all share a common initial

phase. In the initial phase HTML-tags are removed from the texts and are then
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tokenized with a specialized tokenizer4 for Twitter documents. The Twitter

tokenizer takes tokens such as URLs, hashtags, smileys into consideration (the

tokenizer works well for non-tweets as well).

In all the learning algorithms but SVM and FFNN, URLs in the texts were

changed to a URL-token. This was done with the motive that each unique

URL usually have a relatively low usage frequency compared to words, which

could result in an insignificant impact to the learning algorithms. With a

URL-token, the learning algorithms learns that a URL is given in the text,

not where the actual website the URL leads to. E-mails and Twitter mentions

were handled in the same manner.

4.1.3 Feature extraction

Once the datasets had been preprocessed, the features that the learning al-

gorithms uses to classify are extracted. Di↵erent kinds of features are used

depending on which learning algorithm is used. More detailed specifics about

the learning algorithms will be explained in Section 4.2.

SVM & FFNN uses term frequency-inverse document frequency (TF-IDF) [65],

which is a common information retrieval method intended to reflect the im-

portance of each word in a dataset. This means that there will be as many

features as there are unique words in the dataset. However, when calculat-

ing the TF-IDF of each word, words with a frequency lower than a specified

threshold- and higher than a specified threshold can be excluded, which re-

duces the number of features. In addition to TF-IDF, part-of-speech tagging

(POS-tagging) is performed and then counted. POS-tagging is the process

of marking the words by their word class (noun, verb, adjective, etc.) based

on its definition and context. The POS-tagging was made with the Natural

Language Toolkit5 using the Penn Treebank POS-tagset6. Furthermore, vari-

ous stylometrics (smileys, word lengths, special symbols and every alphabetic

character) and function words of the texts are counted. A function word can

be defined as a word with a particular grammatical role but little identifiable

meaning, such as or, but and the. All the features were standardized by re-

moving the mean and scaling to unit variance. Every feature that is extracted

is presented in Table 2.

4
http://www.nltk.org/api/nltk.tokenize.html

5
http://www.nltk.org/

6
https://www.ling.upenn.edu/courses/Fall 2003/ling001/penn treebank pos.html
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Features extracted

Word length 1 to 20

Alphabetic characters a to z

Special characters .?!,;:()”-’

Smileys :’), :-), ;-), :P, :D, :X, <3, :), ;), :@, :*, :j, :$, %)

POS-tags Penn Treebank POS-tagset

Function words Function words category by LIWC7

TF-IDF TfidfVectorizer provided by Scikit8

Table 2: The features extracted from each input into a feature vector. The

feature vector is extracted from the input by counting the occurrences of each

feature, that is, occurrence of the alphabetic character ’a’, ’b’, etc. The feature

vectors are used in the SVM and FFNN learning algorithms.

W-LSTM & CNN uses Word2vec to produce word embeddings (which was

explained in Section 3.5.2). Word embeddings gives the learning algorithms

means to better understand the semantic relations between di↵erent words.

The word embeddings were not pretrained on a di↵erent, independent, dataset

before.

C-LSTM converts each character to a one-hot vectors, which is described

in more detail in Section 3.5.1.

4.2 Learning algorithms

SVM: Experiments were done with a linear- and RBF kernel. L2 regular-

ization was used to prevent overfitting. �2-test was used for feature selection.

Grid parameter search was used to select best value for C and �. SVMs have

been used within author profiling previously and thus takes the role as base

line learning algorithm [25, 18].

FFNN: Tested with a varying amount of hidden layers and varying amount

of neurons per hidden layer. Each hidden layer uses ReLU as activation func-

tion and is followed by a dropout layer. The purpose of this learning algorithm

was to see how a neural network behaves with feature vectors as well as to
7
http://www.liwc.net/LIWC2007LanguageManual.pdf

8
http://scikit-learn.org/stable/
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have a second learning algorithm that uses feature vectors to compare the

SVM with.

CNN: The CNN used in this thesis consist of a simple CNN architecture

based on previous work by Kim Yoon [14]. The CNN architecture consist

of one convolutional layer followed by a pooling layer, fully connected layer

and last a output layer. A sentence is comprised of concatenated Word2vec

embeddings.

LSTM: The network is modeled with one hidden layer with varying amount

of LSTM cells. The hidden layer is followed by a dropout layer to prevent

overfitting. The LSTM was experimented with two di↵erent text represen-

tations: character-level tokenization (C-LSTM) and word-level tokenization

(W-LSTM). The purpose of these two approaches was to find di↵erent char-

acteristics in the text. The idea of C-LSTM was to better capture variations

in words (misspellings, contractions, etc.) and to capture subwords in words

(if they occur). With W-LSTM, the idea was to, with help from word embed-

dings, capture the semantic relations between di↵erent words and to be more

contextual aware.

4.2.1 Hyperparameters

All the learning algorithms, even the simple ones, require practitioners to

specify hyperparameters. A SVM requires to at least specify a kernel and a

value for C. The neural networks shares several hyperparameters such as: input

word vector representation, activation function(s), optimizer, learning rate and

regularization. In addition to all the shared parameters of the neural network,

each specific type of neural network have even more hyperparameters. Making

good choices for all these parameters requires experience and tuning them time

consuming, therefore not every possible combination of every hyperparameter

is tested.
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Hyperparameters SVM

C 2�12, 2�9, 2�7, 2�5, 2�3, 2�1, 21, 23, 25

� 2�12, 2�9, 2�7, 2�5, 2�3, 2�1, 21, 23, 25

% features 10, 20, 30, 40, 50, 60, 70, 80, 90, 100

min df 0, 0.01, 0.05, 0.1, 0.5, 1, 5, 10, 20

max df 70, 80, 90, 99, 100

Table 3: The hyperparameter values chosen to tune the SVM. min df and

max df is the minimum and maximum document frequency used for the TF-

IDF feature extractor (See Section 4.1.3). % features defines what percentage

of the most relevant features to select and train the SVM with.

The hyperparameters and values of the SVM are listed in Table 3. C

and �, were inspired by the recommendation from Chih-Wei Hsu’s guide ”A

Practical Guide to Support Vector Classification” [66] which recommended a

grid search on exponentially growing sequences. The � parameter is only used

in the case of RBF kernel. Feature selection with granularity of every 10th

percentage was a good balance between computational time to train a learning

algorithm and still cover the whole spectrum of features. Di↵erent values of

min df and max df, i.e. removing the least frequent words and removing the

most frequent words. This is because if the dataset is not very large, the

least frequent words may not represent the true frequency and the learning

algorithm performs better without those features. The most frequent words

are usually stop-words regardless of text domain, which might as well get

removed from the feature vectors [65].

Hyperparameters FFNN

Layer layout (100), (200), (500), (1000), (100, 100),

(200, 200), (500, 500), (1000, 1000)

Optimizer SGD, Adam

Learning rate 0.0001, 0.001, 0.01, 0.1

Dropout 0.2, 0.5

Table 4: The hyperparameter values chosen to tune the FFNN. A layer layout

is defined by the content of a parenthesis, where each number in the parenthesis

corresponds to a hidden layer with the specified number of neurons.

The hyperparameters and values of the FFNN are listed in Table 4. When
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experimenting with the FFNN, di↵erent hidden layer layouts was used in order

to find a good fit for the datasets and classification tasks. The layouts varied

between 1 and 2 layers and with between 100 to 1000 neurons per layer. This

was chosen with a rule-of-thumb [67] in mind saying that number of hidden

neurons should be between the number of input neurons and number of output

neurons. The maximum number of neurons per layer was 1000 due to memory

limitations. SGD was chosen as a baseline optimizer, since it is commonly

used with FFNNs, whereas the Adam is a slightly more sophisticated optimizer

(computes adaptive learning rates, in proportion to the specified learning rate,

for each weight), which is something the network could benefit from. Di↵erent

rates of dropout was experimented with because the network was prone to

overfitting.

Hyperparameters W-LSTM & C-LSTM

LSTM cells 5, 25, 50, 100, 125

Embedding layer 32

Optimizer RMSprop, Adam

Learning rate 0.0001, 0.001, 0.01, 0.1

Dropout 0.2

Sequence length 200

Table 5: The hyperparameter values chosen to tune W-LSTM and C-LSTM.

Sequence length describes the maximum number of characters per input.

The same values of all the hyperparameters, which are listed in Table 5,

were chosen for both the W-LSTM and C-LSTM. The number of LSTM cells

varied between 5 and 125, with the motive that a higher number of cells allows

the network to capture more patterns in the text. The RMSprop optimizer

was recommended to use with LSTM by the machine learning framework used

in this thesis. Adam optimizer was used for the same reason as with the FFNN

learning algorithm. The dropout of 0.2, embedding layer of 32, sequence length

of 200 and batch size of 64 remained fixed during tuning due to time limitation

or because they did not make a significant di↵erence on the performance.
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Hyperparameters CNN

Hidden layer 50, 100, 200, 300

Optimizer SGD, Adam

Learning rate 0.0001, 0.001, 0.01, 0.1

Embedding layer 20, 50, 70, 100, 200 ,300

Dropout (0.25, 0.5), (0.25, 0.25)

Sequence length 56, 100, 150, 200, 300, 400, 500, 600

Region size (2, 5), (3, 8), (3, 4), (5, 10), (3, 4, 5)

Number of filters per region 1, 3, 5, 7, 10, 15, 20, 30, 50

Table 6: The hyperparameters tuned for the CNN is presented in this table.

Dropout was used twice in the network, hence the parenthesis.

The values chosen for tuning the hyperparameters was inspired by Alexan-

der Rakhlin’s CNN implementation9. The values Rakhlin used in the imple-

mentation can be seen in Table 6 marked with bold text. In addition to the

hyperparameters shown in Table 6, some parameters that was remained fixed

during the tuning are: activation function ReLU, max pooling with window

of length 2, convolution with stride 1 and batch size of 32. Beside the SGD

optimizer Rakhlin used in the CNN implementation one popular and recom-

mended optimizer named Adam was also used [41].

4.2.2 Tuning the hyperparameters

Choosing proper values of each hyperparameter is important for the perfor-

mance. There are di↵erent, more or less systematic, approaches to search

for the proper values. In this thesis, the values of the hyperparameters were

searched for in a linear fashion, meaning that the hyperparameters were tuned

one at a time. In some exceptions values was tested manually, due to time

limitation or when significant changes in performance of a certain hyperpa-

rameter was discovered. After the linear tuning, some fine-tuning was made if

needed.
9
https://github.com/alexander-rakhlin/CNN-for-Sentence-Classification-in-

Keras
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4.3 Evaluation

4.3.1 Train, validate and test

When training a learning algorithm a model is obtained. It is often desired to

obtain a model with optimal generalization performance. Achieving a model

and measuring the performance involves using a dataset. The dataset is par-

titioned into three di↵erent sets: a training set, a validation set and a test

set.

During the training phase, the learning algorithm adjust the internal pa-

rameters based on the training set. The validation set is used for estimating

the performance of the learning algorithm during the training phase. However,

the validation set is never used for parameter adjustment. Finally, the test

set is used for evaluating the finished model. When training, validating and

testing the learning algorithms on one single dataset, the dataset was parti-

tioned in sets of: training (56.25%), validation (18.75%) and testing (25%).

This partitioning was achieved by first dividing the complete dataset into 25%

for testing the model and 75% for training and validating the model. The 75%

was then further divided into 25% validation which resulted in 18.75% of the

whole dataset and 75% into training, which resulted into 56.15% of the whole

dataset.

In case of domain independence, when training and validating on a dataset

from one domain and testing on a dataset from another the dataset were

partitioned into testing (75%) and validating (25%).

In case of the neural networks, one major concern during the training

phase was overfitting; the learning algorithms often learns the training set in

detail which has a negative impact on the performance on unseen data. A

technique called early stopping was used in our experiments for preventing

overfitting. This approach uses the validation set for detecting overfitting

during the training phase. First, we trained the learning algorithm on the

training set and evaluated the learning algorithm using the validation set.

This was done for every epoch (one forward pass and one backward pass of all

the training examples, see Section 3.1.1). As soon the training accuracy was

larger than the validation accuracy, which is an indication of overfitting, we

stopped training the learning algorithm, hence the name early stopping [68].

In case of the SVM, the training set and validation set were initially merged

to a set that will be referred to as the training set. To train the SVM, the

technique called k-folded cross validation (k = 5 in this case) was used. With
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k-folded cross validation, the training set was divided into k equal sized subsets

and k SVMs were trained. Each time one of the SVMs was trained, one of

the subsets was used as validation set and the remaining subsets were used

as the training set. Each subset was used as validation set exactly once. In

the end, all the k SVMs are tested against the testing set and the results were

accumulated and averaged.

4.3.2 Performance matrix

Using classification accuracy alone when evaluating the performance of the

classification algorithm could be misleading, especially if the dataset is unbal-

anced or contains more than two classes. Hence, a confusion matrix was used

to evaluate the results of the experiments.

The confusion matrix M is a N -dimensional matrix, where N is the num-

ber of classes, that summarizes the classification performance of a classifier

with respect to test data (and validation data as in our case). Each column of

the matrix represents predicted classifications and each row represents actual

defined classifications [69].

True Positive (TP) = A sample is positive and is classified as positive

False Negative (FN) = A sample is positive but is classified as negative.

False Positive (FP) = A sample is negative but is classified as positive.

True Negative (TN) = A sample is negative and is classified as negative.

Actual

Predicted

Positive Negative

Positive TP FN

Negative FP TN

Table 7: The confusion matrix M of a 2-class problem with relationship be-

tween actual samples and predicted samples.

When evaluating the results in the experiments in Chapter 5 accuracy, pre-

cision, recall and F
1

-score was taken into consideration. In the following

definitions, each sum is indexed from 1 to the number of classes N .

Accuracy is the most commonly used performance measure which mea-

sures the proportion of all predictions that are correct. Accuracy achieved by

dividing the values in the diagonal with the total sum of the confusion matrix.

It can be formalized as follows:
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Accuracy =

P
i

M
iiP

i

P
j

M
ij

(29)

Precision is calculated class-wise and is a measure of how many predictions

of a class were predicted correctly. Precision of class c can be formalized as:

Precision
c

=
M

ccP
i

M
ci

(30)

Recall is just as precision calculated class-wise and is a measurement of

how many instances of a class was predicted correctly. Recall of class c can be

formalized as:

Recall
c

=
M

ccP
i

M
ic

(31)

However, when the precision and recall of an experiment is presented in this

thesis, the precision score as well as the recall score are averaged over all classes.

The averaged precision and recall can be used to calculate F
1

-score, which is

achieved by calculating the harmonic mean between the average precision and

recall. It can be formalized as follows:

F
1

-score = 2⇥
precision

avg

⇥ recall
avg

precision
avg

+ recall
avg

(32)
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5 Experiments

For each learning algorithm described in Section 4.2 one model is produced.

The purpose of this chapter is to evaluate how the models behave in di↵er-

ent classification tasks. The classification tasks are gender-, age- and native

language classification.

First, the optimal model for each classification task was found by training,

validating and testing on the same domain. The hyperparameter-tuning is

done in order to optimize the performance for each model. This was followed

by testing the domain independence of the models by using the hyperparameter

combinations that were tuned for a particular classification task and dataset,

on a di↵erent classification task and dataset. If using the model ”in the wild”,

a domain dependent model would be in favor if a lot of data in a specific

domain was available and the model would only be used in the same domain,

whereas if the model would be used in multiple di↵erent domains a more

domain independent model would be in favor.

5.1 Experiment 1: gender classification

5.1.1 1a) Hyperparameter-tuning

In this experiment gender classification was performed. Each model was

hyperparameter-tuned to find the optimal model for this classification task.

The models were trained, validated and tested on the Google-blogs dataset

(see Table 1). Table 8 presents the results on the testing set for each model.

Models Accuracy Precision Recall F1

FFNN 0.7912 0.79 0.79 0.79

CNN 0.7654 0.76 0.77 0.76

W-LSTM 0.7690 0.77 0.77 0.77

C-LSTM 0.6252 0.62 0.63 0.61

SVM-linear 0.8333 0.83 0.83 0.83

SVM-RBF 0.5193 0.72 0.52 0.38

Table 8: Results on the test set of all the models when classifying gender after

hyperparameter-tuning, training and validating. The Google-blogs dataset

was used.

The results in Table 8 shows that the SVM-linear got the highest scores
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in every metric, followed by the FFNN. These two models were both using

manually extracted feature vectors. However, the model with the lowest score

was the SVM-RBF who used the same feature vectors. In-between the SVM-

linear and SVM-RBF were W-LSTM, CNN and C-LSTM. The W-LSTM and

CNN got nearly identical scores and the C-LSTM was the neural network who

got the lowest scores. The ranking of the models were the same on all the

metrics.

5.1.2 1b) Domain independence

This experiment evaluates the models performance on gender classification

when training the models on one domain (blogs) and testing the models on

another (Twitter). The models were trained on the Google-blogs dataset and

tested on the PAN15-twitter dataset. The results in Table 9 presents perfor-

mance of each model using the PAN15-twitter dataset as test set.

Models Accuracy Precision Recall F1

FFNN 0.5186 0.52 0.52 0.51

CNN 0.5748 0.57 0.57 0.57

W-LSTM 0.5287 0.55 0.53 0.46

C-LSTM 0.5224 0.53 0.52 0.51

SVM-linear 0.5585 0.56 0.56 0.56

SVM-RBF 0.5413 0.55 0.54 0.52

Table 9: Results from the experiment on domain independence when training-

and validating on the Google-blogs dataset while testing on the PAN15-twitter

dataset.

The results in Table 9 shows that the CNN model got the highest scores in

all metrics. The CNN is followed by SVM-linear and SVM-RBF respectively,

with a small decrease in all of the metrics. After the SVM models: W-LSTM,

C-LSTM and FFNN are ranked in the given order with respect to the accuracy,

but alternated between the rankings of the remaining metrics.

5.2 Experiment 2: age classification

5.2.1 2a) Using the gender hyperparameters

In this experiment, the models were trained using the hyperparameter com-

binations that were tuned in gender classification (Experiment 5.1.1). This
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experiment was made under the assumption that the datasets in both exper-

iments used the same domain. The purpose of this experiment was to inves-

tigate the importance of hyperparameter-tuning between di↵erent classifica-

tion tasks. Each model was trained, validated and tested on the PAN14-blog

dataset. Table 10 presents the results on the test set.

Models Accuracy Precision Recall F1 Zero-cols.

FFNN 0.3908 0.33 0.36 0.33 1/4

CNN 0.3909 0.28 0.39 0.29 2/4

W-LSTM 0.3725 0.14 0.37 0.20 3/4

C-LSTM 0.3575 0.35 0.36 0.23 1/4

SVM-linear 0.4028 0.37 0.40 0.35 1/4

SVM-RBF 0.3940 0.31 0.39 0.30 2/4

Table 10: Results of the models when classifying age with the same hyperpa-

rameters used for gender classification, when training-, validating- and testing

on the PAN14-blogs dataset. The rightmost column defined the number of

zero-columns in the confusion matrix (the number of unpredicted age classes).

The results show that all the models performed poorly since no model

managed to predict all the age classes. The models got at least one zero-

column (the number of unpredicted age classes). SVM-linear, C-LSTM and

FFNN managed to predict all but one of the classes. The SVM-RBF and CNN

managed to predict half of the classes while W-LSTM only predicted one of

the classes. Regarding accuracy, precision, recall and F1-score - SVM-linear,

SVM-RBF, CNN and FFNN got nearly identical accuracies while W-LSTM

and C-LSTM got slightly lower accuracies. Overall, the scores of precision

and F1-score were significantly lower than the scores of accuracy and recall.

W-LSTM got a remarkably low score on precision.

5.2.2 2b) Hyperparameter-tuning

In order to predict every class in the PAN14-blogs dataset labeled with age,

tuning the hyperparameters of the models was crucial. Since tuning the hyper-

parameters of each model was very time consuming, two models were selected.

The selected models were CNN and SVM-linear since those two had the high-

est scores in the previous experiments and we wanted to compare the perfor-

mance of a model using manually extracted feature vectors (SVM-linear) and
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a model who alone extracts features from raw data (CNN). In this experiment,

CNN and SVM-linear are hyperparameter-tuned on the PAN14-blogs dataset.

Table 11 presents the results when each model is tested on the test set.

Models Accuracy Precision Recall F1 Zero-cols.

CNN 0.3400 0.34 0.34 0.33 0/4

SVM-linear 0.4361 0.42 0.44 0.42 0/4

Table 11: Results on the test set of the di↵erent models when classifying

age after hyperparameter-tuning, training and validating. The PAN14-blogs

dataset was used.

The results show that SVM-linear performed better than the CNN, with a

9.69 % di↵erence in accuracy. In both models, all the scores are almost identi-

cal. Although the result in this experiment might suggest that the CNN per-

forms better before the hyperparameter-tuning (Experiment 5.2.1), the CNN

was only able to classify two classes before tuning compared with four classes

after tuning the hyperparameters in this experiment.

5.2.3 2c) Additional experiment with more data

This experiment was made under the assumption that PAN14-blogs dataset

used in experiment 5.2.2 was too small and too unbalanced. One hypothesis

was that using a larger and more balanced dataset would achieve better results

and therefore PAN14-sm was used in this experiment. PAN14-sm is a much

larger and balanced dataset than PAN14-blogs and was therefore used in this

experiment. The CNN and a SVM were trained, validated and tested using

the same hyperparameters as in the experiment above (Experiment 5.2.2).

Table 12 presents the results on the test set for each model.

Models Accuracy Precision Recall F1 Zero-cols.

CNN 0.3207 0.32 0.32 0.30 0/4

SVM-linear 0.3613 0.37 0.36 0.35 0/4

Table 12: Results on the test set of the di↵erent models when classifying age

after training and validating. The PAN14-sm dataset was used.

The results show that SVM-linear got all the scores higher than the CNN,

with a 4.06 % di↵erence in accuracy. All the scores of the SVM-linear were
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almost identical. Likewise with the CNN.

5.2.4 2d) Domain independence

This experiment was done to evaluate the models performance of age classifi-

cation when training the models on one domain (blogs) and testing the models

on another (Twitter). The models were trained on the PAN14-blogs dataset

and tested on the PAN15-twitter dataset. The results in Table 13 presents the

testing results on the PAN15-twitter dataset.

Models Accuracy Precision Recall F1

CNN 0.2397 0.17 0.24 0.19

SVM-linear 0.3537 0.24 0.35 0.23

Table 13: Results from the domain independence experiment when training-

and validating on the PAN14-blogs dataset while testing on the PAN15-twitter

dataset.

The results show that SVM-linear got all scores higher than the CNN, with

a 11.40 % di↵erence in accuracy. In the SVM-linear, recall had almost identical

score to accuracy whereas the precision and F1-score were significantly lower.

Likewise with the CNN.

5.3 Experiment 3: native language

5.3.1 3a) Hyperparameter-tuning

This experiment evaluates how well a models can discern a native language

from an author’s text. The models are hyperparameter-tuned, trained and

tested on the PAN17-twitter dataset (see Table 1). However, it is not possible

to evaluate domain independence on the native language dataset because we

do not have any suitable dataset only from another domain to test on.

Models Accuracy Precision Recall F1

CNN 0.3509 0.35 0.35 0.35

SVM-linear 0.4031 0.43 0.40 0.40

Table 14: Results on the test set of the di↵erent models when classifying

native language after hyperparameter-tuning, training and validating. The

PAN17-twitter dataset was used.
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The results in Table 14 show that SVM-linear got all scores higher than

the CNN, with a 5.2 % di↵erence in accuracy. The CNN got identical scores

in all the metrics whereas the SVM-linear got identical scores in all metrics

except precision which was slightly higher.
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6 Discussion

This chapter is divided into two sections. First, the most important observa-

tions that was found during hyperparameter-tuning are presented. After that,

the results of the di↵erent classification tasks are discussed.

6.1 Hyperparameters

Before running all the experiments, we believed that the default hyperparam-

eters provided by the machine learning frameworks used in this thesis would

give good enough performance and tuning the hyperparameters was therefore

not necessary - especially not hyperparameter-tuning between di↵erent classi-

fication task. This belief turned out to be false, since tuning the hyperparam-

eters gives an significant increase in performance. Therefore, hyperparameter-

tuning was made for each classification task. The resulting hyperparameter

combinations for each classification task can be found in the appendix. How-

ever, the hyperparameter combinations are not generic for gender-, age- and

native language classification. Using di↵erent datasets for the same tasks will

most likely require hyperparameter-tuning again.

The tuning process often gave very incoherent performances, especially in

the ANN models. Tuning a parameter to optimal performance could make

another parameter, that previously been optimally tuned, not optimal any-

more. Also, it is worth to mention the possibility that the absolute optimal

parameter values may been missed due the granularity of the tested values.

Clear trends in the hyperparameters were often di�cult to find due to oscil-

lation. The trends of a parameter were often dependent on the current set of

parameter values.

One hyperparameter common for all the neural network models was the

learning rate of the optimizer, which had a great impact on the performance.

A too low learning rate caused a slow convergence to the local minimum and

the network required therefore more epochs. Also, one theory is that with a

low learning rate, the optimizer could get stuck in a very small local minimum

which prevented the network to reach a di↵erent, much better minimum, which

was right behind the small minimum. If the learning rate was too high the local

optima was overshot, over and over again, which resulted in no convergence,

or even a divergence.

The sequence length, a parameter used by C-LSTM, W-LSTM and CNN,

which describes the length of the input sequence, had an significant impact of
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the performance (especially for the CNN). The length of the blog posts were

much longer than the Twitter posts. Therefore, shortening the blog posts

turned out to increase the overall performance.

Some highlights regarding the hyperparameters of each model will be dis-

cussed:

FFNN: The performance varied a lot when changing the number of neurons

per layer. However, the model gave slightly better performance when using

two layers compared to one layer. One hypothesis for this could be that, since

the feature vectors had a very high number of dimensions, the FFNN managed

to find another level of abstraction in the features.

CNN: The number of filters per region had an impact of the overall per-

formance when tuning the hyperparameters. The performance of the model

worsened if a low number of filters per region size was chosen. One hypoth-

esis for this observation is that the filters were not able to find any pattern

in the data with a low number of filter. However, when increasing the num-

ber of filters, the model could find more patterns witch improved the overall

performance.

SVM-linear: In each experiment with the SVM-linear, low values of the C

parameter gave the best performance. In the great majority of all the tests

that were made, the value C = 2�12 gave best results and in the remaining

tests C = {2�7, 2�9}. This could be because the feature vectors were very

large compared to the number of training samples, thus the classification tasks

were already linearly separable and (almost) no missclassification tolerance was

needed. The parameters min df, max df and feature selection percentage were

very important to tune because they could change the performance drastically.

However, no clear trend in the values for any dataset was found.

SVM-RBF: Training a SVM-RBF model took a very long time and the

hyperparameters were therefore not tuned as carefully. The C parameter gave

the best performance with large values, C = {21, 22, 23}, which could be be-

cause the features in the transformed kernel space were not linearly separable

and therefore needed a higher value of C. � = 2�9 gave best performance every

time, which means that the decision boundaries gets influenced from features

that are far from the the decision boundaries.
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W-LSTM: The most interesting hyperparameter of LSTM, apart from op-

timizer and learning rate, was the LSTM cell size. When experimenting with

this hyperparameter, the accuracy increased with the cell size, but only to a

certain point, where the accuracy dropped again. The point where the accu-

racy started to drop varied depending on what values the other hyperparam-

eters were set to and which dataset was used. The reason why the accuracy

increased could be because with more LSTM cells used, more patterns could

be captured by the model. However, with a too large cell size, the model

captures too many patterns and looses it ability to generalize.

C-LSTM: The same observation that was discovered in W-LSTM, regarding

LSTM cell size, applied to the C-LSTM as well, but not as explicit.

6.2 Experiment observations

6.2.1 Gender classification

The results in Experiment 5.1 showed that the models generally performed well

when classifying gender, achieving up to 83.33 % accuracy (random baseline

of 50 %). However, this experiment had beneficial characteristics of both

the classification task (binary classification) as well as the dataset (perfectly

balanced).

One hypothesis why the models performs well when it comes to classify gen-

der is that gender can be discriminated by word usage, which has been shown

in previous studies. For example, in regards with function words: women tend

to more personal pronouns, conjunctions, and auxiliary verbs whereas male

uses articles and prepositions more frequently [70]. This hypothesis can be

applied to our models because the manually derived feature vectors includes

function word frequencies. Furthermore, the CNN and W-LSTM who uses

word embeddings may grasp such patterns. C-LSTM on the other hand who

use one-hot vector representation, with little information in them may not

be able capture such patterns, since function words can be a subword of a

non-function word (for example, ”he” is a subword of ”helicopter”).

6.2.2 Age classification

The result in Experiment 5.2 showed that the models generally found it more

di�cult to classify age, achieving at best 43.62 % accuracy on the PAN14-blog

dataset with a random baseline of 37.5 %.
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Tuning the hyperparameters was crucial for the performance of the models.

This was because none of the models were able to predict all the age classes

before tuning the hyperparameters. The CNN was only able to classify two

classes before hyperparameter-tuning compared to four classes after tuning and

the SVM could only classify three classes before the hyperparameter-tuning

compared to four classes after tuning.

One theory why the models found it di�cult to discern age from an au-

thor’s text was because of the size of the dataset and that the dataset was

unbalanced. However, in experiment 5.2.2 and 5.2.3 two di↵erent datasets

were used (PAN14-blog and PAN14-sm) and the experiments showed that this

was not the case. Although PAN14-sm was more balanced and larger than

PAN14-blogs, the results even worsened for both CNN and SVM. This leave

us with the conclusion that classifying age with this dataset is a di�cult clas-

sification task. Maybe, the range of the age classes in this dataset was di�cult

to distinguish between and merging the age classes further (into two or three

classes) could have made an improvement in the performance. Or maybe,

the level of mental and social development is not always corresponding to the

biological age which could make this classification task hard to classify.

6.2.3 Native language classification

The native language was a perfectly balanced dataset consisting of six di↵er-

ent English spoken countries. This result in a random baseline at 16.67 %.

The experiment in Section 5.3 showed that the SVM with 40.31 % accuracy

outperformed the CNN with 35.09 % accuracy. The models found the native

language classification task less di�cult to classify compared to age classifica-

tion.

One hypothesis why native language classification performed better than

age classification is that the native language is more distinguishable by word

usage and spelling. Di↵erent English spoken countries spell words di↵erently

(or even completely di↵erent words), for example colour in British and color

in American. Also, it is possible that authors write more about places and

landmarks from their native country than from a foreign country. This can be

taken advantage of to classify the native language.

6.3 Overall observation

Even if the neural networks managed to learn important features from basically

any data structure without having to manually derive features, the linear SVM

54



outperformed the neural networks in six out of seven experiments (as presented

in Chapter 5). Hence, it seems like the linear SVM is the most suitable model

for our use cases.

The characteristics of the datasets played a big part of the overall results.

This was especially true for the neural networks. Characteristics such as the

size of the dataset or if dataset was balanced or not were some factors that was

crucial for the performance of the models. Some of the datasets e.g. PAN14-

blogs was very unbalanced. To overcome this problem we tried to balance this

dataset, using the same amount of blog posts for each class, which resulted in a

dataset of 400 blog posts instead of 2278. This only worsened the performance

because the resulting dataset, after balancing the data, was too small and the

neural networks was not able to find any patterns in the data.

Tuning the hyperparameters is essential since the performance of the mod-

els dropped significantly when testing them on a dataset from a di↵erent do-

main, making the models too unreliable to use in real scenarios. One reason

why the models who used feature vectors had such a high drop in performance,

switching from the blog domain to the Twitter domain, could be because of the

di↵erence in text lengths. Twitter posts are limited to 140 characters long,

whereas the blog posts could have up to 10 000 characters long. Deriving

feature vectors (i.e. counting function words, POS-tags, etc) from short text

such as Twitter posts, results in features with very low frequencies compared

to when deriving feature vectors from blog posts, which make little impact to

the models when classifying.

We believe that discerning information from an authors text is possible as

long as there are available datasets for the classification task which are large

and balanced enough. However, we believe that the language in social media

changes over time. Today, it is for instance common to talk about politics

on social media platforms, which may not be the case in a few years. Our

belief is that datasets from social media platforms are perishable and training

models on ”outdated” social media data could result in bad performance ”in

the wild”.
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7 Conclusion

The aim of this thesis was to investigate to what extent machine leaning algo-

rithms, especially ANNs who must learn features from raw data themselves,

can be used for discerning gender, age and native language from an author’s

text.

In addition, we aimed to investigate how the models performed on domains

they have not been trained on. By comparing a number of di↵erent machine

learning models for author profiling using several datasets, we were able to

find the best performing model for our use cases.

Out of six evaluated models, the results showed that the overall best per-

forming model was the linear SVM which outperformed the other models,

SVM-RBF, FFNN, CNN, C-LSTM and W-LSTM, in six out of seven experi-

ments. Based on our analysis in this thesis, the linear SVM is the most e↵ective

method for performing author profiling.

How well each model performs on author profiling depends on many factors

such as: the size of the dataset, how balanced the dataset is, the chosen

hyperparameters and how the preprocessing of the raw data is performed.

However, we have shown that even if a large and balanced dataset is used, the

classification task can be di�cult to perform well, as in the age classification

task.

The results in this thesis showed that the models performed poorly on

domains they have not been trained on. This leave us with the conclusion

that the models tend to become highly domain dependent when training the

models on a certain domain. This is especially true when the models are

trained on a relatively small dataset. Using a bigger dataset could mitigate

the domain dependency.

7.1 Future work

There are many potential extensions of the scope of this thesis. One potential

extension, which was left out due to the time constraints of the thesis, would

be the extension of feature extraction in the word-based neural networks (CNN

and W-LSTM). Pretrained word embedding vectors could be used instead of

training the word embeddings while training the neural network. Two avail-

able pretrained word embedding vector spaces are Facebook’s FastText10 and

10
https://research.fb.com/projects/fasttext/
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GloVe11. Using pretrained word embeddings could give a broader representa-

tion of semantic relations between words, which in turn could result in more

domain independent models.

The SVM can be investigated further by extending the features or extract-

ing a di↵erent set of features. One possible extension to the feature vectors

used in this thesis is to add more styleometric features that distinguish the

classes of a classification task. For example, counting the number of sentences

that start with a capitalized letter could distinguish the age of an author. A

di↵erent approach is to build up the feature vectors using word embeddings,

perhaps in combination with TF-IDF, which could provide more semantic-

centered features to classify on. Also, the feature vectors could be used on

other learning algorithms that are used for classification, for example ensem-

ble learning techniques such as Random Forest or boosting techniques such as

AdaBoost.

Finally, this thesis was delimited to author profiling of gender, age and

native language on text written in English. A potential extension would be to

perform author profiling on text in other languages such as Spanish, Dutch and

Arabic using similar models as used in this thesis. Also, another potential ex-

tension could be to discern information as personality traits, such information

was for example included in the PAN 2015 dataset.

11
https://nlp.stanford.edu/projects/glove/
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Appendix

Optimal combination of hyperparameters

Gender classification

The best performing combination of hyperparameters for gender classification

of each model are presented below.

SVM-linear

C Feature selection % min df max df

2�12 40 0.5 90

SVM-RBF

C � Feature selection % min df max df

21 2�9 20 0.5 90

FFNN

Layer layout Learning rate Optimizer Batch size Dropout

(1000) 0.0001 Adam 64 0.2

W-LSTM

LSTM cells Learning rate Optimizer Batch size

100 0.0001 RMSprop 32
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C-LSTM

LSTM cells Learning rate Optimizer Batch size

25 0.01 Adam 64

CNN

# filters

/region

Region

size

Lr Seq # neurons Batch

size

Emb. Dropout Opt.

15 (3,8) 0.0001 500 50 32 70 (0.25, 0.25) Adam

Age classification

The best performing combination of hyperparameters for age classification are

presented below.

SVM-linear

C Feature selection % min df max df

2�12 20 0.1 0.8

CNN

# filters

/region

Region

size

Lr Seq # neurons Batch

size

Emb. Dropout Opt.

15 (3,8) 0.001 150 100 32 50 (0.25, 0.25) Adam

Native language classification

The best performing combination of hyperparameters for location classification

are presented below.

SVM-linear

C Feature selection % min df max df

2�12 20 0.0 1.0
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CNN

# filters

/region

Region

size

Lr Seq # neurons Batch

size

Emb. Dropout Opt.

15 (3,8) 0.001 200 100 32 70 (0.25, 0.25) Adam
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