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Abstract

Identifying intended and unintended errors in financial
transactions: a case study

Zahra Rabiei

An internal audit group of a bank aims to identify the intended and unintended errors
in the datasets from various sections such as the stock market. The identification is 
provided using various heuristics and data analysis techniques. One of the 
challenges in the audit group is to find efficient and mostly automated detection 
techniques. The best identification method would reduce the man-hour needed 
to process the data and eradicate the errors in detection. In this article, we 
produce an efficient error detection method based on data mining techniques 
which alleviates theses difficulties to some extent. We provide a Matlab 
script that employs the built-in  implementation of the hierarchical clustering 
algorithm and clusters the transaction data from SwedBank. We confirm the 
effectiveness of the algorithm and the meaningfulness of the results in financial terms.
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1 Introduction
Data mining is an automated process aiming to discover useful information from massive data
warehouses where the databases usually are erroneous, incomplete and/or unstructured. Data
mining applies statistical and machine-learning techniques to automatically extract unknown and
implicit knowledge, the information concealed in the complex relations in the database or the
knowledge that is invisible to the naked eyes because of the sheer size of the data [1, 2, 3].

The definition of fraud in Oxford Dictionary is “ Wrongful or criminal deception intended to
result in financial or personal gain ”. Fraud detection is the process of identifying fraudulent
transactions as soon as possible once it has been committed. Fraud constantly evolves since as
soon as the criminals become aware of the in-place detection methods, they adapt their strategies
to avoid detection. As one may expect, new criminal strategies are continuously surfacing, as a
result, we must also consider the formerly employed detection tools as well as the ones we develop
[4].

The so-called fraud detection is a more general phenomenon studied in other fields with various
names. In the engineering context, it is investigated as fault detection or change detection, [5, 6, 7,
8] while in the context of econometric and financial markets, one speaks of fraud detection, [9, 4].
In the field of Machine Learning, often working in the context of Support Vector Machines (SVMs),
one usually refers to this task as anomaly detection, see e.g. [10] and the references therein. In
computer science, one talks about intrusion detection instead, [11]. In a context of statistics, this
is related to the work on outlier detection, [12].

Data mining methods are generally grouped into two categories, namely, supervised and unsu-
pervised algorithms [14, 13]. Supervised methods are based on (manual) labeling of transactions as
both ’fraudulent(negative)’ and ’non-fraudulent (positive)’. The algorithm learns from the labeled
data and assigns new observation into one of the two classes (See for instance [14, 15]). Employing
the supervised methods requiers a high confidence level in the accurate classification of the original
data used to build the model. The final model can be, at best, as accurate as the data used to
train from, hence favouring accurate, labour-intensive labels. Moreover, these algorithms can only
be used to detect the types of fraud which occurred at least once before. In contrast, unsuper-
vised methods simply try to find the objects which are different from the norm. These methods
are descriptive and only require unlabeled samples.Hence, one can use these to discover the more
complex kinds of abnormalities which have not been noticed before [14, 15, 4].

This project fits within an effort of the internal audit group at Swedbank. The general aim of
this group is identifying intended and unintended erroneous transactions, either the ones committed
by customers or in the stock market, inland or abroad, by the bank or the companies, to reduce
liability. The Institute of Internal Auditors International Professional Practices Framework (IPPF)
defines fraud as:“... any illegal act characterized by deceit, concealment, or violation of trust. These
acts are not dependent upon the threat of violence or physical force. Frauds are perpetrated by
parties and organizations to obtain money, property or services; to avoid payment or loss of services,
or to secure personal or business advantage”. To detect fraud and identify errors, the datasets,
obtained from numerous sources in its various sectors, has to be monitored by the group.

Identifying unintended errors and detecting frauds in the bank are performed by some means,
manually, using database queries or exporting those into data sheets (such as Excel) and plotting
and exploring the patterns visually. However, this way of detecting fraud is not efficient since
data visualization can be tricky and may suggest the presence of simple patterns, not representing
the more complex kinds of frauds. Furthermore, the number of daily transactions is enormous,
hundreds of thousands of entries, which means that the process of manual detection is likely to
miss fraudulent observations or produces lots of false positives.

The purpose of this project is to initialize efforts to study how data mining and machine-learning
can be utilized to analyze the data, find the patterns of their behavior, identify the unintended
errors and detect the fraudulent transactions.

The outline of this article is as follows. Section 2 discusses thoroughly the unsupervised al-
gorithms that we have tested. Section 3 describes the dataset, its features and the methods of
the data cleaning. We present the results and the interpretations in section 4. Section 5 gives
the discussion of the methods used in the article. Finally, we conclude the article and give some
outlooks for future work in section 6.
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2 Unsupervised algorithms
In the unsupervised data analysis, also known as clustering, unlabeled data is used [16, 17, 18].
The purpose of the clustering is to automatically divide unlabeled objects into finite and separate
subsets with natural, hidden data structure, where the similarities between observations in the same
categories are more than the similarities between objects in different groups [18, 21, 20, 15, 19, 20].

Most clustering approaches can be classified as either hierarchical or partitional. Hierarchical
clustering algorithms seek to cluster observation either in agglomerative mode or divisive mode. In
the agglomerative mode, the algorithm starts with considering each object as a separate cluster and
merge them based on their similarities. In the divisive mode, we assume that all the objects are in
one cluster and divide the cluster into smaller clusters recursively. In comparison with hierarchical
clustering algorithms, partitional clustering algorithms explore to partition the observation into a
pre-specified number of clusters without imposing a hierarchical structure [15].

The most common hierarchical algorithms are single-link and complete-link; the simplest and
most popular partitional algorithm is K-means. Below we will discuss both algorithms in detail.

2.1 K-means clustering
Let Xn = {xi}ni=1 be the set of n points to be clustered. To perform K-means clustering, first we
must specify the desired number of clusters K; then each observation is assigned to exactly one of
the K clusters. Let {Ci}, i = 1, ...,K denote the sets containing the indices of the object in each
cluster such that

Ci ̸= ∅, i = 1, · · · ,K (1)
K!

i=1

Ci = Xn, (2)

Ci ∩ Cj = ∅, i, j = 1, · · · ,K, i ̸= j. (3)

The algorithm finds a partition such that the squared error between the empirical mean of a cluster
and the points in the cluster is minimum. Let µk be the average of the cluster Ck then the squared
error is computed as

J(Ck) =
"

xi∈ck

∥xi − µk∥2. (4)

Note that here ∥.∥2 is the squared Euclidean norm. We aim to assign the dataăinto K clusters, so
that the following cost becomes minimal: K clusters,

J(C) =
K"

k=i

"

xi∈ck

∥xi − µk∥2. (5)

The steps of K-means clustering are summarized in Algorithm 1 [18]:

Algorithm 1 K-means Algorithm
1. Select an initial partition with K clusters.

2. Assign a number from 1 to K randomly to each of the observations.

3. Iterate until cluster membership stabilized.

(a) For each of the K clusters, compute the cluster centroid. The kth cluster centroid is the
vector of the mean of f features for the objects in the kth cluster.

(b) Assign each observation to the cluster whose centroid is closest and generate a new
partition.

The K-means algorithm requires specifying its parameters such as the number of clusters,
cluster initialization, and distance metrics. The most critical parameter is the number of clusters.
While there exists no perfect mathematical criterion, a number of heuristics are available to choose
K [22]. Different choices of K and partitions can lead to various final clusters since K-means
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only converges to a local minimum. A general way to overcome the local minima is to run the
algorithm multiple times with random initial partitions for a given K and choose the partition
with the smallest square error [16, 15].

2.2 Hierarchical Clustering
Pre-specifying the number of clusters is often a disadvantage of K-means clustering. Hierarchical
clustering is an alternative path which does not require to commit to a particular number of
clusters. In this section, we describe this method.

The most common type of hierarchical clustering is the agglomerative or bottom-up method.
This approach begins by considering each object from the n observations as separate clusters.
Next, the dissimilarity of the clusters is measured based on a metric. The choice of the metric has
an impact on the final clustering. Let x ∈ Rm and y ∈ Rm be two points; we define their distance
d in various metrics,

• Euclidean distance:

d =

#$$%
m"

i=1

(xi − yi)2.

• Square Euclidean distance: is the square of the Euclidean distance

• City block distance:
d = Σm

i=1|xi − yi|.

Based on this distance measure, the two clusters that are more similar to each other are fused
which means we have n− 1 clusters. The new clusters might have more than one observation. A
linkage denotes which is constructed to find the dissimilarity between two groups of observations.
The four most common types of linkages are briefly described as follows:

• Complete: compute the distances between the objects in cluster A and the objects in cluster
B and record the maximum of the distances as the dissimilarity.

• Single: calculate the distances between the objects in cluster A and the objects in cluster B
and record the minimum of the distances as the dissimilarity.

• Average: compute the distances between the objects in cluster A and the objects in cluster
B and record the average of these as the dissimilarity.

• Centroid: compute the distance between the centroid for cluster A and the centroid for
cluster B.

The two new clusters that are most similar, according to one of the metrics above, to each other are
fused again. The algorithm proceeds iteratively until all of the observations belong to one single
cluster. In Algorithm 2 the summary of the hierarchical steps is represented (see for instance [22]).

Algorithm 2 Hierarchical Algorithm
1. Begin with n observation and treat each of them as its own cluster.

2. Define a distance measure and calculate the dissimilarity of all the
&
n
2

'
= n(n − 1)/2 pair

combinations.

3. For i = n, n− 1, ..., 2 :

(a) Calculate all pairwise inter-cluster distances among all i clusters and identify the pair
of clusters that are most similar. Merge these two clusters.

(b) Compute the new pairwise inter-cluster dissimilarities between the i− 1 remained clus-
ters.
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The dissimilarity computed in step 3(b) in the hierarchical algorithm depends on the type of
linkage used, as well as on the choice of the distance measure. Note that in the Matlab implemen-
tation, the dissimilarity vector is computed and stored which makes the memory usage O(N2).
This memory usage may become a limitation especially in the case of datasets where the number
of transactions may easily reach several hundred thousands records.

The results of a hierarchical clustering can be represented in a tree-based illustration, called
dendrogram. Figure 1 shows a simple example of the hierarchical tree. In Figure 1 the dissimilarity

Figure 1: hierarchical tree

metric is the Euclidean distance. Each node is considered as a single cluster. Next, we see that
the two pairs of observations (3, 4) and (1, 2) are similar and fuse them as two new clusters. In
the next step, we use the single linkage method and merge the new clusters that are more similar
to each other. Finally, we join observation five to the other groups thus creating a single cluster.
Since all the objects belong to a cluster, the algorithm is finished.

2.3 Cluster Evaluation
The stability of a clustering algorithm can be tested by determining the optimal number of clusters
that the data should be grouped in. Stability in clustering refers to a characterisation how well the
cluster solution is preserved when perturbing the dataset. To measure the stability, we compute
index values using different evaluation criteria, such as Davies-Bouldin, Calinski-Harabasz, Gap
and Silhouette.

• Davies-Bouldin - This criterion is based on a ratio of intra-cluster and inter-cluster distances.
The optimal clustering solution is the one that has the smallest Davies-Bouldin index value.
For more information see [26]

• Calinski-Harabasz - Sometimes called the variance ratio criterion (VRC), measures the between-
cluster and within-cluster variance and finds the first local maximum of the ratio. Thus, the
solution with the highest Calinski-Harabasz index value has the optimal number of clusters.
To read more see [30]

• Gap value - A common graphical approach for cluster evaluation is plotting an error measure-
ment versus the number of clusters and locating the “elbow” of this plot. The gap criterion
estimates the location of the “elbow” as the number of clusters with the largest gap value.
Therefore, the optimal number of clusters is when the local or global gap value is the largest.
See [29] for more information.

• Silhouette - This value measures how similar the points are in a cluster comparing with points
in other clusters. A high silhouette value for a point indicates that it is well-matched in its
cluster and poorly-matched to other clusters. More information in [27, 28]

2.4 Considerations for better clustering efficiency and accuracy
There are some points to consider when performing a clustering algorithm. Prior to starting the
process of data mining, the data must be preprocessed. Data pre-processing is a crucial step in
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data mining which may affect the outcome of the methods greatly. One of the initial steps is to
rescale the data. Rescaling is generally of two types, normalization and rescaling. Rescaling a
dataset maps its values to quantities between zero and one

(X =
X −Xmin

Xmax −Xmin
,

while in normalization we transform the data to a new set with zero mean and unit variance

)X =
X − µ

σ(X − µ)
. (6)

Rescaling the data is necessary for methods with distance metrics since for the algorithm to have
a fair comparison, the scales of the involved features should be similar. The dissimilarity metric
may provide multiple valid clustering on the same data. It is important to study the resulting
outcomes and find the one that explains the data well.

To summarize we gather the steps in the following list.

• Before starting the clustering process, we have to rescale the observations.

• We must choose a dissimilarity measure in hierarchical clustering.

• The number of clusters in K-means needs to be specified.

The considerations mentioned above, require careful study and attention since they have a strong
impact on the outcome of the algorithms. A good way to proceed is to test several options and
study their effects on the results. The most promising set of parameters which provide the best
interpretation and usefulness may be used for further examination of datasets. Note that since the
clustering methods group unlabeled data, there is no single correct solution. Studying a solution
based on set parameters may reveal a new, hidden and intriguing perspective on the data.

3 Dataset Visualization
In this section, we illustrate the attributes of the dataset, describe the utilized features and explain
how they have been rescaled.

Feature selection is the process of choosing a subset of relevant features in the context of
machine learning and data mining. It is also known as variable selection, attribute selection or
variable subset selection. [16]

Often, datasets contain many features that are either redundant or irrelevant. With the process
of feature selection we aim to distinguish between important and unimportant observations and
choose only those that would benefit the algorithm. Moreover, during the process of feature
extraction, we may create novel and useful features from the original data by transforming or
combining its properties.

A good feature selection can decrease the workload of the data mining algorithm greatly. An
optimal set of features should present the necessary diversities in the data so that the algorithms
can differentiate between the existing clusters with ease even in the presence of noise.

The dataset used for the experiments in this article is a stock market dataset which contains
more than fifty attributes. The size of observations (transactions) varies case to case based on the
duration that they have been recorded.

As the first step, we remove the features that are zero for most of the transaction. There also
exists attributes that are not relevant to find the outliers in the context of identifying the errors
in the audit sector in Swedbank. These features are not used further in this study.

Important features of transactions in stock market trading datasets are following;

• Trading ID - the unique identification of the transaction.

• Trader ID - the unique identification of a trader who brings buyer and seller together so that
assets can be exchanged. There are different types of traders;

– Flow traders who use client funds to trade stocks, bonds, currencies and other resources.
– Agency traders who only execute orders for and place trades on behalf of clients.

7



– Other traders engage in trades on behalf of their firms as proprietary traders or take
the other side of a trade when there is no buyer or seller.

– Investment Bankers who work as traders plus performing additional functions.(more in
[23])

• International Securities Identification Numbering (ISIN) - an international standard set up by
International Organization for Standardization (ISO), used for numbering specific securities,
such as stock, bonds, options and futures. An ISIN code has 12 characters in total. The first
two digits represent the original country of the security.

• Instrument Description - a short description of the traded securities. Each unique ISIN has
a single instrument description.

• Trading Date or Transaction Date - the date that the trade is executed in the market. The
trading date can be applied to the buy, sale or transfer of bonds, equities, commodities,
futures, foreign exchange instruments and other transactions.

• Unit Price - the price per unit of the security. Securities with the same ISIN must have a
single unit price on the date that they have been traded.

• Quantity - the volume of the security that has been traded.

• Settlement Date or Payment Date - The date that the trade must be settled and the payment
must be made. In the finance market, it is known by T + 1, T + 2 and T + 3, which means
one, two or three business day after the trading date.

– Stocks and Bonds is T + 2

– Exchange-Traded Funds (ETFs) is T + 3

– Mutual funds is T + 1

– Options is T + 1

– Futures is T + 1

(more informations in [24, 25])

Knowing the important features in the transactions dataset, we first created a new attribute named
ProcTime which is the difference between the trading date and the settlement date. This feature
may indicate any anomalous behavior in the processing time of a transaction. When constructing
this feature, one has to take care not to include the days that the market is closed. Moreover, we
include the unit price and quantity attributes and perform a logarithmic normalization on them
for sell and buy objects separately. Since the transaction records has zero values in both quantity
and unit prices, we increase them by one to keep the logarithm bounded,

z = log(1 + x),

where x is the quantity and unit price. Figure 2 and 3 represent the unit price and volume before
and after normalizations.

To understand how the data is distributed, the histogram of the normalized unit price and
quantity are plotted in figure 4. It is evident from the plots that unit price follows a uniform
distribution while quantity is an instance of the normal distribution. We present the same figures
for buy securities in the Appendix section (Figures 26, 27, 28).

ISIN is the next attribute which we have prepared. As explained before , ISIN consist of 12
characters where the first two digits represent the country of origin. In order to use the ISIN in the
algorithm, it should be converted to numerical values. Hence, we replace each unique value with
a number. Table 1 shows a small example of the process. Another attribute which is of interest is
the Trader. It is a character attribute which we prepared in the same way as ISIN and is added to
the features.

Additionally, the country of origin is separated from the ISIN and presented as an additional
feature. This feature is also changed to an integer value and is called Lands.
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Figure 2: Unit Prices before and after normalizations

Figure 3: Quantities before and after normalizations

Figure 4: Histogram of Unit Price and Quantity

Table 1: Example of Replacing ISIN by Numbers
ISIN Real Value
SE0009104581 1
SE0009006471 2
SE0009006471 2
SE0008704555 3
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4 Results and Interpretations
In this section, the results of running the implemented algorithms in Matlab are presented. More-
over, we present the financial interpretation and the insight gained from the results.

4.1 Clustering Implementations
We start by using the K-means algorithm as our clustering method. To proceed, we have to provide
the number of clusters, K, which has an impact on the way the clusters are created. As we shall
see in this section, having more clusters does not necessarily provide a better clustering.

To gain insight on the actual number of clusters, we plot the normalized dataset in three
dimensions. Note that, in our studies, rescaling is not a useful technique since it scales the normal
data to a tiny interval to make the outliers of the features fit in the unit interval. Figure 5 displays
the shape of normalized data where ProcTime, UnitPrice and Quantity are the features used in the
algorithm. From Figure 5, we expect to have four clusters with a few outliers. Hence, we assign

Figure 5: 3D Plot of Normalized Sell Data

K = 4 initially. Note that the algorithm utilizes square Euclidean distance by default. Figure 6
represents the result of K-means clustering with the initial number of clusters set to four. We mark
various clusters with seperat colors and also present the centroid for each cluster as black circles.
Figure 6 illustrates that requesting four clusters from the K-means algorithm does not produce

Figure 6: K-means with four clusters and the radius of centroids

well-separated groups in the dataset. It is visible that the set of transactions that should be in one
cluster, are distributed in all four clusters. Therefore, we iterate the number K from one to eight
and peruse the results to see with which value we would have group-structured clusters. Figure 7
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illustrates the plots for K = 1 and K = 2. We see that with two clusters the group has divided
into two parts and the outliers are included in both of them. In Figures 8,9 and 10 the results of

Figure 7: K-means with one and two clusters

K-means clustering, where the value of K is between three to eight, are represented. We can see

Figure 8: K-means with three and four clusters

that even with three clusters, the data is not well-represented by different groups.

Figure 9: K-means with five and six clusters
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Figure 10: K-means with seven and eight clusters

The above results indicate that K-means algorithm is not appropriate to discover the clusters and
detect the outliers. For this specific dataset, K-means algorithm is not an adequate option here
since it does not provide a meaningful financial explanation.

In order to have a clustering that separates the outliers and meets our financial aim, next, we
implement the hierarchical agglomerative algorithm. To begin with, we employ the algorithm using
three features which are ProcTime, UnitPrice and Quantity. We use single as the method and city
block as the metric in Matlab.

Figure 11: Hierarchical tree

The results are illustrated in Figures 11 and 12 as the hierarchical tree of the distances and
scatter plot of the transactions respectively. Results for buy transactions are presented in Figures
28 and 29 in the Appendix. We see that there are three well-separated clusters, presented by colors
blue, green and red. Moreover, there exists a black cluster that holds the outliers as well as the
future options specified by “f” in the plots. In section 4.2, We provide the cluster information in
more details.

To measure the stability of the clustering, we use the Matlab function evalclusters. It
evaluates the optimal number of clusters utilizing different criterion. Figure 13 shows the result
of using evalcluster with the gap criterion in Matlab. The global maximum of the gap values
indicates that there should be seven clusters present without taking the local maximums into
account. The non-monotone behavior is because of the sub-clusters within larger well-separated
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Figure 12: Hierarchical 3D plot and rotation of it to show more clear

Figure 13: Gap Evaluation of Three Dimensional Hierarchical Algorithm

clusters. It means that by requesting more clusters we only break the big (red) cluster into smaller
groups without discovering any new structure. Therefore, we consider the entire gap curve. Since
we expect to have four clusters and the index values corresponding to four and five clusters are
very close to each other, we propose that the optimal number of clusters is four.

In the next step, three more features are added which are ISIN, Trader, and Lands. As the
dissimilarity method, we employ the average and use the Euclidean distance as the measure. Figure
14 represents the hierarchical tree and the 3D plot. (The results of applying the algorithm to the
buy securities are presented in the Appendix, Figure 30.)

The Matlab functions scatter or plot3 cannot visualize correctly datasets with more than
three dimensions since the plotted features may not present the most important information.
The way to show a tree with more than three dimensions is to use principal component analysis
(PCA) visualization. PCA returns principal components scores to represent the data in principle
components space.

The tree of the hierarchical clustering is visualized in Figure 14 which shows that the data is
categorized into four groups (More details are reported in section 4.2). We calculate the stability
for this case using DaviesBouldin criterion in Matlab and plot the index values in Figure 15.
According to the definition of this criterion, the optimal solution is the smallest index value which
here corresponds to four clusters.

4.2 Fault Detection
We see from the 3D plot in Figure 12 that the algorithm finds four, well-separated, clusters. The
red cluster which is the biggest one contains the transactions with ProcT ime = 2. The green and
blue clusters are the group of transactions with ProceT ime = 3 and one respectively. There is a

13



Figure 14: a)Hierarchical tree,b)PCA visualization, 6 features, Sell Transactions

Figure 15: DaviesBouldin Evaluation of Six Dimensional Hierarchical Algorithm

black cluster which consists of the future transactions, specified with “f” on the plots, and also the
anomalies. Here we list the captured anomalies;

• Transaction with ProcT ime = 36.

• Transaction with ProcT ime = 12.

• Transactions with ProcT ime = 0, where the settlement dates are not mentioned in the data,
so we put it’s date to the same date as the trading date.

• Transaction with a huge Quantity of 7.4513e+ 07 and with zero UnitPrice.

• Transaction with Quantity = 4e+ 05 where the UnitPrice is 15.5

• Transactions with high UnitPrices, one of them have the price 9720 and the other two are
priced 5020.

From the hierarchical tree in Figure 14(a), we see that there exist four clusters. The black
cluster here is consisted to be the outliers. The transactions corresponding to these outliers are
presented in Table 2. We see that the duration for the two trades are more than the usual trading

Table 2: Faulty Transaction
UnitPrice. Quantity ISIN Instrument Description Trader ProcTime

224.5 10 ’SE0000412371’ ’TERMIN MTGB 161118’ ’xxxx’ 36
3.05 41000 ’NULL’ ’STSPEC1324J16’ ’yyyy’ 12
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time. Also, the ISIN of the second faulty transaction is not written in the dataset.
Additionally, inspecting Figure 14(b), we see that there exists a group of transactions in the

black cluster which is separated from the other trades. The following is their specifications;

• Settlement date : “October 19th, 2016”

• Trader : “XXX”

• Strike price : “0”

• Trading timestamp : “17-Oct-2016 16:18:24”

UnitPrice. Quantity ISIN Instrument Description
201.4 57 SE0000113250 SKANSKA B
201.4 244 SE0000113250 SKANSKA B
201.4 49 SE0000113250 SKANSKA B
201.4 58 SE0000113250 SKANSKA B
201.4 340 SE0000113250 SKANSKA B
201.4 248 SE0000113250 SKANSKA B
201.4 387 SE0000113250 SKANSKA B
201.4 694 SE0000113250 SKANSKA B
201.4 423 SE0000113250 SKANSKA B
201.4 700 SE0000113250 SKANSKA B
78.35 800 FI0009007611 STORA ENSO R

This particular trader has executed only these trades in these specific transactions and the algo-
rithm has successfully captured them. Note that the mentioned records are not faulty transactions
since the unit price for the same ISINs is the same. Although, they are not unusual from the
financial point of view, it can be effective in dealing with big transaction datasets to detect these
kinds of anomalies automatically.

4.2.1 Evaluation on Artificial Transaction
To see how sensitive the algorithm is, we make up a few mock records in the dataset and study if
and when the algorithm retrieves those. We describe two scenarios in this section.

Artificial transactions in the dataset with different ISINs

• There are various instruments with unit prices that may be immense or small.

• In our dataset maximum unit price in sell data is 9720 and for the buy data it is 1.0527e+04.

• Most of the transactions have the unit price between zero to 1000.

• The mean value of the unit prices is around 130.

• Figure 16 shows the range of the unit price in the whole data (both sell and buy).

Figure 16: Plot of the Unit Price and the Histogram of it
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From the points above we see that in this case, we need to change some random transactions’ unit
prices to more than 1000, otherwise they would be grouped in one the four standard clusters, but
not as a separate outlier.

First, we change the unit price up to the maximum value in the dataset and plot the results.
Comparing the solution from this test in Figure 17 with the results from Figure 14, we see that

Figure 17: Dendrogram of Test ’One’ with the 3D visualization

nothing specific has changed in the way the data is grouped. This behavior is due to two records
with unusual procetimes which cause the algorithm to lose sensitivity to smaller changes. As a
result, the algorithm clusters the two unusual cases as the anomalies and the random mock records
do not appear in the outliers.

Figure 18: Dendrogram of Test ’Two’ with the 3D visualization

To alleviate the effect of the two records with big proctime, next we rescale procetime, rerun
our test and present the results in Figure 18. We see from Figure 18 that although the unit prices
and quantities of a fraction of the transactions were augmented, the clustering is still unaffected
which is due to the fact that the algorithm is more directed towards the trader features. Thus, we
remove the trader feature and test the algorithm in five dimensions. The results shown in Figure 19
represent the artificial anomalies in black cluster plus the transaction with the maximum amount
of unit price and the transaction with the maximum quantity. Table 3 is the details of the outliers.
Note that the unit prices are increased up to the maximum unit price (unitprice(random)+9720)
and the mean value of the quantity (1.5027e+ 04) is added to their quantities.

Next, we reduce the dimension to have only three features and run the algorithm on the artificial
dataset. Results from Figure 20 presents that the five random mock transactions are grouped into
two separate clusters. In the green cluster, the objects that have bigger volume are present while
in the blue cluster the transactions with smaller quantities are grouped. Note that with the three-
dimensional dataset and different ISINs we increase the unit prices up to 5000. Also, the quantities
have not been changed. Table 4 displays the details of the five artificial transactions plus the two
original ones. Since they are in the same range of unit prices as the mock transactions, they are
grouped together.
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Figure 19: Dendrogram of Test ’Three’ with the 3D visualization

Table 3: Faulty Transaction in Test run
UnitPrice Quantity ISIN Instrument Description Trader ProcTime

9735.0 15687 SE0000567539 POOLIA B A 2
9734.5 15151 SE0009164023 PROBI TECKNINGSRATT 2016 A 2
9722.7 16371 SE0009163660 NIBE INDUSTRIER TECKN.RATT B 201 B 2
10262.0 15127 SE0005704053 SAS PREF A 2
9844.5 15028 SE0000616716 DUNI A 2
9720.0 1 DK0010244508 AP MOLLER-MAERSK B A/S A 2

0.0 7.4513e+07 SE0007981634 SWEB081 KB STENA KUPONG 220120 C 2

Figure 20: Dendrogram of Test ’Four’ with the 3D visualization

Artificial transactions in the dataset having one ISIN

• There are around 41000 observations in this dataset traded in five months.

• Maximum unit price is 99.85 for sell and 99.75 for buy securities. Mean price for both is
around 85.

• Maximum quantity is 999400 for both buy and sell objects.

• Figure 21 demonstrates the span of the unit price and quantities during the trading time.

Having a dataset with one ISIN means that we should remove the ISIN feature as well as the
Lands feature. Hence, we run the algorithm on the artificial dataset with three features. Figure 21
illustrates that the unit price changes around 70 to 100 in five months. Figure 22 demonstrates the
clustering before changing the transactions. There are three clusters here which are grouped based
on the limit of the unit prices. Next, we add 50 to the unit prices of five random mock objects
and plot the results in Figure 23. We see from the figure that all the objects are clustered in three
groups where most of them are in the blue and green clusters. All the five mock transactions are
gathered in the red cluster.
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Table 4: Faulty Transaction in Test run
UnitPrice Quantity ISIN Instrument Description Trader ProcTime

5171.5 10 SE0002252296 BAHNHOF B A 2
5020.0 10 SE0005133220 PREMIEOBL.2013:1 BL 180516 A 2
5020.0 10 SE0005794393 PREMIEOBL.2014:1 BL 190507 A 2
5092.3 20 SE0008374250 FINGERPRINT CARDS B A 2
5048.3 1367 SE0000108656 ERICSSON B A 2
5000.0 2400 SE0009161425 GAMING CORPS TECKN.RATT 2016 A 2
5003.1 8000 GB00B635TG28 ENQUEST PLC A 2

Figure 21: Unit Price and Quantity Changes during Trading Date

Figure 22: Dendrogram Tree and Scatter Plot on Original Data for Sell Items

Figure 23: Dendrogram Tree and Scatter Plot on Artificial Data for Sell Items
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5 Discussion
Analyzing the results presented in the previous sections, we believe that the hierarchical clustering
is more suitable, for our datasets, than K-means clustering algorithms. From Figure 5, which
is the visualization of the normalized sell data structure, we expect to have three to four distinct
clusters. However, results from K-means implementation is not resulting in financially interpretable
insight. Thus, a hierarchical algorithm is applied. The agglomerative hierarchical algorithm is
implemented on the three-dimensional dataset first. The used features are UnitPrice, Quantity,
and ProcTime. We see that the algorithm finds three separate clusters as well as one cluster
containing the outliers. From the stability analysis of the clustering algorithm, numerical results
indicate that the hierarchical algorithm has also found the optimal number of clusters.

We have demonstrated that by carefully choosing additional features we still can find the outliers
in the data. Further, we showed that the algorithm captures the outliers in the transactions when
three more features are added. Moreover, our implementation found peculiar trades which are not
an instance of an anomaly but may need special considerations in the future. Results indicate that
the algorithm is finding the optimum number of clusters.

However, as is shown before, the sensitivity of the algorithm may be reduced towards smaller
discrepancies in the data, meaning that, to capture these little differences we work with ISINs one
at a time. It is worth mentioning that the insensitivity of the algorithm is only seen when mock
data has been added to the dataset.

6 Conclusion and Future Work
This article studies the application of an unsupervised clustering technique for identifying intended
and unintended errors in a dataset of financial transactions. To this end, two clustering algorithms,
K-means, and Hierarchical clustering have been applied to the data. We found that the K-means
algorithm does not work properly on this dataset. Next, we implemented the hierarchical clustering
algorithm. Using this algorithm, we successfully identified the anomalies in several datasets and
have confirmed with the bank the correctness of the detection. Moreover, we were able to detect
unusual transactions which were hidden in the data and needed attention from the audit group at
the bank.

As a continuation of this work, we can expand our analysis to other datasets from the bank
such as the Anti-Money Laundering (AML) dataset.

Moreover, it is notable that the memory requirement for the Matlab implementation of the
hierarchical clustering is of O(n2) where n is the number of transactions. The high memory
demand of the hierarchical clustering algorithm is a serious limitation for the data accumulated
in more than few days which implies that to fully utilize the data mining techniques we either
have to implement hierarchical algorithms with linear memory requirement or turn to parallel
and distributed tools and implementations of the data mining algorithms. In the two choices, the
former may still not be feasible if the amount of data is enormous which is the situation in case of
banks.

Another consideration is to see if supplementing additional features would benefit the clustering.
For instance, instrument description is one of the attributes that changes when ISIN changes.
Adding this feature would not provide more information since it is considered a redundant feature.
Other features may be of interest to add if they present a financial interpretation. For instance if
we want to flag countries as allies or enemies we may create a weighted LANDS feature according
to this specification. The same reasoning may be applied to various objects that are traded.
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A Results for Buy Transactions
In this section, the results acquired from the hierarchical clustering algorithm applied to the data
with “buy” securities are shown. The results for “buy” and “sell” are almost the same since in the
dataset for each buy transaction there exists a sell deal and vice versa. Figure 24 visualizes the
dendrogram tree of sell and buy transactions in 6D illustrating the similarity of the results. A few
of the transactions may not be present in both buy and sell categories. This phenomenon has a
financial explanation which is not within the scope of this article.

Figure 24: Dendrogram Tree of Sell and Buy Transactions in 6D

Figure 25: Unit Prices before and after normalizations
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Figure 26: Quantities before and after normalizations

Figure 27: Histogram of Unit Price and Quantity

Figure 28: Hierarchical tree
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