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Decoupled Access-Execute(DAE) is an innovative approach to optimize energy
consumption of computer programs by splitting the program into two tasks; the first
task is to access data, this is profoundly memory-bound and can be done with energy
efficient cores. The second task is to execute and compute the data, which is
compute-bound and can be done with powerful cores. This thesis work aims to
develop a profiling tool that can measure the efficiency of DAE by investigating the
cache misses in the original code and the DAE code (in the access and execute
phases). This was achieved by measuring the cache loads and memory accesses for
the DAE transformation for the benchmarks done by a previous study that targets
DAE on Arm's HMP architecture, big.LITTLE. The data obtained from this study show
that DAE on big.LITTLE has a potential for energy savings, especially with applications
that feature indirection in memory accesses. Arm DynamIQ opens up new
possibilities for DAE code transformation. New levels of energy efficiency can be
reached with a finer-grained Dynamic Voltage Frequency Scaling(DVFS), a more rapid
power, state transition mechanism and a shared cache for 'big' and 'LITTLE' CPUs.
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Introduction

For the last half-century, computers have had an exponential increase in performance.
This phenomenal progress is often referred to as Moore’s law. This has created an
expectation of continued progress at a similar rate. [1]
Big steps have been taken towards more mobile computing with the introduction of
smart phones and other smart devices for instance, wearable devices. With these
portable and smaller devices, scientists have to focus more on power-conserving technologies.
The focus on the computational speed of the CPU[2] has resulted in long complex
pipelines. This complex architecture utilizes more transistors and does not necessarily
help to conserve power.
In the last decade, the company Advanced RISC Machine(Arm)1 has become successful with the shift to more mobile battery power computing systems. Arm uses a
Reduced Instruction Set Computing (RISC) architecture. The RISC approach makes
it possible to be implemented in a simple low-powered design, using fewer transistors.
Arm has traditionally had low power designs[3]. To increase the performance of CPUs
more intricate designs of the RISC architecture were developed. This created faster
but more power hungry cores.
The company identified a trend towards mobile devices that have a very high computational demand in some situations, followed by low computational need, which made
Arm create the Arm big.LITTLE architecture[4].
The big.Little architecture combines fast power hungry CPU with ultra energy efficient cores with lower computational capability on the same System on a chip(SoC).
Power consumption and compute performance for a Cortex-A15(big)[5] and a CortexA7(little)[6] is illustrated in Figure 1.
The computational speed of today’s CPUs is exceptional. This has put more pressure
on memory speeds to be able to supply information quickly enough. This problem
is solved with different types of fast cache. If the information is not in the cache a
typical CPU stalls and this waiting waste energy without doing any computing.2
To reduce the stalling time there is a technique called Decoupled Access-Execute
(DAE)[7]. DAE splits a program into two tasks; first task is to access data, this is
heavily memory-bound and can be done with energy efficient cores. The second task
is to execute and compute the data, which is compute-bound and can be done with
powerful cores. Since Arm big.LITTLE is a Heterogeneous Multi-Processing (HMP)
platform with simple, low powered cores and more advanced faster, power hungry
cores on the same SoC. The simple cores can be used for the access phase and the
powerful cores for the execute phase.
One system that uses the Arm big.LITTLE technology is the ODROID XU4. The
ODROID XU4 computing board has a Samsung Exynos5422[8] Cortex-A15 2Ghz and
Cortex-A7 Octa core CPUs. Exynos5422 cores are divided into two clusters: one with
four A15 cores and the other one with four A7 cores. Each cluster has its L2 cache
but can fetch data from L2 caches in other clusters[9].
How to measure/profiling cache loads and memory accesses is an important part of
understanding the system operation and evaluation of effectiveness such as the DAE
transformation.
1 http://www.arm.com
2 This is true for in-order execution or out-of-order that does not find independent instructions to
execute in between.
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A previous study by Anton Weber[10] that, target DAE on Arm:s HMP architecture
big.LITTLE[4] has implemented transformation pattern for a selection of benchmarks
in the SPEC CPU 2006 suite3 . However, the goal of DAE is to move most of the
misses in the Access phase, while Execute runs without misses. To find out whether
this aim has been accomplished or not, this thesis work focuses on writing a profiling
tool that can measure the efficiency of DAE by investigating the cache access/misses
and CPU cycles in the original code and the DAE code (in the access and execute
phases). This is done by measuring the cache loads, and memory accesses for the
DAE transformation for the benchmarks done by the study mentioned.
The profiling tool provides information about the memory accessing behavior of the
application, such as the number of memory access and refills for L1 cache, L2 cache,
L2 of the other cluster per unit of time/per phase and how DAE behavior is influenced
by the microarchitectural configurations.

Figure 1: Power consumption for Cortex-A15 and Cortex-A7[11].
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Background

2.1

Decoupled Access-Execute

To improve performance and decrease time interval between stimulation and response
when accessing data from main memory, cache and hardware prefetchers have been
introduced. However, the effect on capacity is still limited in current computer architecture. The processor will have to wait for data to arrive this affects both the
overall runtime of programs in a negative way, but it also causes unnecessary energy
consumption, which is partly explained by the fact that the processor remains at full
frequency while it waits for new data to compute. If the frequency were lower during
stalls, energy consumption would be reduced but at the cost of slower computations
and more time for program execution.
Spiliopoulos et al. [12] studied whether it was possible to execute memory bound
instructions that stall the CPU at a low frequency and during the compute-bound
3 Libquantum,

LBM and CIGAR
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parts of a program would let the processor run at high frequency. To do so, the authors
devised a method that both detects compute and memory bound regions of a program
and scales the frequencies of the CPUs. This approach was only successful when the
regions were coarse enough, to prevent DVFS from rapid frequency switching.
Koukos et al. [7] suggested a solution to this problem through decoupled Access
Execute (DAE). This approach combines memory and calculated instructions into a
program, which creates larger code regions thereby reducing the number of required
frequency switches. This yields two separate phases, called access (memory-bound)
and execute phase (compute-bound).
A set of compiler passes in LLVM was created by Jimborean et al. [13] making these
transformations being performed at compile-time. The execute phase is simply the
original code while the access phase is created by removing all none memory reads or
address computations.
The difficulties in transforming general purpose applications are dealt with Software
Multiversioned Decoupled Access-Execute (SMVDAE) [14]. It is hard to statistically
measure the efficiency of the transformations, because of complex control flow and
pointer aliasing. DAE targets large loops within the programs to create coarse-grained
code regions. These loops are split into smaller slices that typically consist of several
iterations of the original loop; this is done to maximize the amount of prefetch data
that can be utilized in the execute phase. The ideal size for the chunk, the granularity,
is cache and application dependent, as the amount of data accessed in the execution
depends on the task.

2.2

Arm big.LITTLE

Arm has created a technology big.LITTLE, witch combines ultra energy efficient
CPUs cores with high-performance cores in a heterogeneous multi-processing architecture. The design allows the devices to conserve power during simple tasks, idle
states, and simultaneously delivers high-performance on-demand. The ’big’ and ’LITTLE’ cores use two different micro-architectures, but use the same Instruction Set
Architecture(ISA) to be able to run the same code. A ’big’ core is typically an OoO
superscalar architecture to deliver performance, while the ’LITTLE’ core uses ultra
energy efficient simple in-order designs.
Arm ’big.Little’ configuration CPUs are grouped in two clusters; L2 cache is shared
cluster. An interconnect connects the clusters and other peripherals such as GPU to
the main memory, as shown in figure 2.
Arms Advanced Microcontroller Bus Architecture (AMBA) used for the interconnect
for system-wide coherency through the AMBA AXI Coherency Extensions (ACE) and
ACE-Lite [16]. These protocols allow memory coherency across CPUs and snooping,
one of the prerequisites for big.LITTLE processing [4].
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Figure 2: The big.LITTLE processing system[15].
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2.3

Decoupled Access-Execute on Arm big.LITTLE

The Arm ’big.LITTLE’ technology provides fast power hungry ’big’ cores together
with ultra energy efficient ’LITTLE’ cores on the same SoC. The DAE splits the
program in the ’access’ and ’execute’ phase, the first is memory-bound having a lowperformance requirement and the second compute-bound with a high-performance
requirement. If the access phase is migrated to the ’LITTE’ core energy can be saved
due to ultra energy efficient architecture without performance sacrifices. The execute
phase can execute at high-frequency on the ’big’ core without having to wait for data
minimizing time on the fast but power-hungry core.
Weber et al.[17] demonstrate a method for a thread-based DAE implementation that
specifically targets the hardware features or ARM big.LITTLE. The implementation
spawns two threads for the ’access’ and ’execute’ phase; the first is pinned to a
’LITTLE’ core and the second to a ’big’ core. This is done for hot-loops[18] that are
the target for transformation in Weber’s work. Loops is also chunked in the same
way as seen in Koukos et al.[14] SMVDAE, this is illustrated in Figure 3. To keep
the threads synchronized between phases Weber et al. used mutex locks shown in
Figure 4. The methodology/transformation was applied manually to a selection of
benchmarks.

Figure 3: Splitting and chunking loop in DAE on big.LITTLE implementation[10].
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Figure 4: Synchronization between individual phases, DAE on big.LITTLE by
Weber[10].
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Related work

Marciniwski[19] uses a modified version of Fiasco.OC revision r62, to obtain time with
measurements on Cortex-A9. The kernel was modified, allowing user-mode access to
a performance counter for measurements number of cycles performed by the CPU.
Emanuele et al.[20] investigate how HSA asymmetric multiprocessor system can be
used to save energy. The latter proposed, workload-aware run-time resource management policy, optimizing the system power consumption while maintaining Quality
of Service. The result was evaluated on an Odroid-XU3 that is power by Samsung
Exynos5422 that is also found in Odroid-XU4. The proposed policy was hade a higher
throughput and power efficiency than current heterogeneous schedulers.
Hahnel et al.[21] investigate the energy characters of Odroid XU+E and the if energyaware resource management has any potential on such platform. The Odroid XUE feature a Samsung Exynos5 with four Cortex-A15 and four Cortex-A7 in Arm
big.LITTLE configuration. Hahnel et al. found out that the optimal CPU and frequency are very application dependent.
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4

Methodology

This section describes the implementation of the profiler tool developed for measuring
cache uses with Arm Performance Monitoring Unit(PMU).

4.1

Implementation of framework for collecting memory access events using Arm PMU

The profiling tool constructed in this paper was written in C together with inline
assembly, which was chosen for the implementation due to the need of low-level hardware accesses in conjunction with low overhead.[22].
The performance counter can be accessed and configured through CP15 system control
coprocessor or external Advanced Peripheral Bus(APB) interface. For this study the
CP15 coprocessor for accessing the PMU was used. This was motivated by the fact
that only the CP15 coprocessor method was available on our hardware.
The Cortex-A7 has four 32bit event counters and one 32bit clock cycle, counter illustrated in Figure 8. While the Cortex-A15 has six 32bit event counters but also one
32bit clock cycle counter. Each event counter can be set to listen to one event type
(refer Table 1). An armed/activated counter was incremented on each time an event
occured.

4.2

Enable user space access

The performance counters are not accessible from user space by default due to security
concerns. To access the counter from user space PMUSERENR.EN bit has to be set
in the User Enable Register, as they are only writable in Privileged mode. Writing
this bit can be done by constructing a small driver, that serves the purpose to set the
latter. Figure 5 shows the assembly command for setting PMUSERENT.en where
<Rd> is a register containing 1 for setting the bit or 0 for clearing the needed to set.
Figure 6 contains source code for the driver described above.
MCR p15 , 0 , <Rd > , c9 , c14 , 0

Figure 5: Write PMUSERENR Register

7

// Code based on http :// neocontra . blogspot . se /2013/05/ user
- mode - performance - counters - for . html
# include < linux / module .h >
# include < linux / kernel .h >
# include < linux / init .h >
# include < linux / smp .h >
# define DRVR_NAME " e n a b l e _ a r m _ c p u _ c o u n t e r s "
static void e na b l e_ c p u_ c o un t e rs ( void * data )
{
uint32_t r = 0;
uint32_t pmcr ;
/* Enable user - mode access to counters . */
asm volatile ( " mcr p15 , 0 , %0 , c9 , c14 , 0 " :: " r " (1) ) ;
/* Program PMU and enable all counters */
pmcr = 1; // enable
pmcr |= 2; // reset all counters
pmcr |= 4; // reset CCNT
pmcr |= 8; // cycle divider
asm volatile ( " mcr p15 , 0 , %0 , c9 , c14 , 1 " :: " r " (0 x0 ) ) ;
asm volatile ( " mcr p15 , 0 , %0 , c9 , c12 , 0 " :: " r " ( pmcr ) ) ;
asm volatile ( " mcr p15 , 0 , %0 , c9 , c12 , 1 " :: " r " (0
x8000000f ) ) ;
}
static void d i s a b l e _ c p u _ c o u n t e r s ( void * data )
{
/* Disable PMU */
asm volatile ( " mcr p15 , 0 , %0 , c9 , c12 , 0 " :: " r " (0) ) ;
/* Disable user - mode access to counters . */
asm volatile ( " mcr p15 , 0 , %0 , c9 , c14 , 0 " :: " r " (0) ) ;
}
static int __init init ( void )
{
on_each_cpu ( enable_cpu_counters , NULL , 1) ;
return 0;
}
static void __exit fini ( void )
{
on_each_cpu ( disable_cpu_counters , NULL , 1) ;
}
module_init ( init ) ;
module_exit ( fini ) ;

Figure 6: userspace mode driver

4.3

Access PMU registers

The Performance Monitoring Unit(PMU) is managed by the p15 coprocessor. Interfacing with the relevant register on the CP15 can simply be done using the assembler
instructions MRC(Move from Coprocessor) and MCR(Move to Coprocessor). There
exists a parameter for the MCR and MRC for each register that is used by the PMU,
refer Table 2.

8

Table 1: Selection of Cortex-A15 Performance monitor events
number mnemonic
0x00
SW INCR
0x01
0x02
0x03
0x04
0x05
0x08
0x09
0x0A

L1I CACHE REFILL
L1I TLB REFILL
L1D CACHE REFILL
L1D CACHE
L1D TLB REFILL
INST RETIRED
EXC TAKEN
EXC RETURN

0x0B

CID WRITE RETIRED

0x10

BR MIS PRED

0x11
0x12
0x13
0x14
0x15
0x16
0x17
0x18
0x19
0x1A
0x1B
0x1C

CPU CYCLES
BR PRED
MEM ACCESS
L1I CACHE
L1D CACHE WB
L2D CACHE
L2D CACHE REFILL
L2D CACHE WB
BUS ACCESS
MEMORY ERROR
INST SPEC
TTBR WRITE RETIRED

0x1D
0x40
0x41
0x42
0x43
0x46
0x47

BUS CYCLES
L1D CACHE LD
L1D CACHE ST
L1D CACHE REFILL LD
L1D CACHE REFILL ST
L1D CACHE WB VICTIM
L1D CACHE WB CLEAN

0x48
0x4C
0x4D
0x50
0x51
0x52
0x53
0x56
0x57

L1D
L1D
L1D
L2D
L2D
L2D
L2D
L2D
L2D

0x58
0x62
0x63
0x64
0x65

L2D CACHE INVAL
BUS ACCESS SHARED
BUS ACCESS NOT SHARED
BUS ACCESS NORMAL
BUS ACCESS PERIPH

Event name
Instruction architecturally executed, condition code check pass, software increment
Level 1 instruction cache refill
Level 1 instruction TLB refill
Level 1 data cache refill
Level 1 data cache access
Level 1 data TLB refill
Instruction architecturally executed
Exception taken
Instruction architecturally executed, condition code check pass, exception return
Instruction architecturally executed, condition code check pass, write to CONTEXTIDR
Mispredicted or not predicted branch speculatively executed
Cycle
Predictable branch speculatively executed
Data memory access
Level 1 instruction cache access
Level 1 data cache write-back
Level 2 data cache access
Level 2 data cache refill
Level 2 data cache write-back
Bus access
Local memory error
Instruction speculatively executed
Intruction architecturally executed, condition
code check pass, write to TTBR
Bus cycle
Level 1 data cache access, read
Level 1 data cache access, write
Level 1 data cache refill, read
Level 1 data cache refill, write
Level 1 data cache write-back, victim
Level 1 data cache write-back, cleaning and
coherency
Level 1 data cache invalidate
Level 1 data TLB refill, read
Level 1 data TLB refill, write
Level 2 data cache access, read
Level 2 data cache access, write
Level 2 data cache refill, read
Level 2 data cache refill, write
Level 2 data cache write-back, victim
Level 2 data cache write-back, cleaning and
coherency
Level 2 data cache invalidate
Bus access, Normal, Cacheable, Shareable
Bus access, not Normal, Cacheable, Shareable
Bus access, normal
Bus access, peripheral

CACHE INVAL
TLB REFILL LD
TLB REFILL ST
CACHE LD
CACHE ST
CACHE REFILL LD
CACHE REFILL ST
CACHE WB VICTIM
CACHE WB CLEAN
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Table 2: Selection of PMU register internal CP15 interface[5]
CRn
c9
c9
c9
c9
c9
c9
c9
c9
c9
c9
c9

4.4

Op1
0
0
0
0
0
0
0
0
0
0
0

CRm
c13
c13
c13
c12
c12
c12
c12
c14
c12
c14
c12

Op2
2
0
1
1
1
3
4
3
0
0
5

Name
PMXEVCNTR
PMCCNTR
PMXEVTYPER
PMCNTENSET
PMCNTENCLR
PMOVSR
PMSWINC
PMOVSSET
PMCR
PMUSERENR
PMSELR

Type
RW
RW
RW
RW
RW
RW
WO
RW
RW
RW
RW

Description
Event Count Register
Cycle Count Register
Event Type Select Register
Count Enable Set Register
Count Enable Clear Register
Overflow Flag Status Register
Software Increment Register
Overflow Status Set Register
Control Register
User Enable Register
Event Counter Selection Register

Using performance counters

To use the PMU, the Performance Monitor Control Register(PMCR) must be set to
0x06 which will disable and reset the performance counters. The counter overflow bit
also needs to be cleared, which is done by writing 1 at bit[n] (where n corresponds to
a counter) for each overflow bit to be reset to Overflow Flag Status(PMOVSR).
Configuring what event to be monitored by an event counter are done by selecting
the counter to be configured with Event Counter Selection Register (PMSELR), followed by writing the event number to be monitored to Event Type Select Register
(PMXEVTYPER).
Start counters by setting bit[n] in Performance Monitors Count Enable Set Register
PMCNTENSET. For example enabling counters, 0-3 are done by writing 0b1111
to PMCNTENSET. Stop counters are done in the same way as for start counter
except Performance Monitors Count Enable Clear Register (PMCNTENCLR) is used
instead. Reading a counter value is done by selecting a counter to be read, followed
by reading Event Count Register PMXEVCNTR.
Figure 7 shows a code for using the PMU.
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write_PMCR (0 b0110 ) ; // disable and reset counters
write_PMOVSR (0 b11 ) ; // clear overflow bits for counter 0 -1
write_PMSELR (0) ; // select counter0
write_PMXEVTYPER (0 x03 ) ; // configure counter0 for 0 x03
events
write_PMSELR (1) ; // select counter1
write_PMXEVTYPER (0 x04 ) ; // configure counter1 for 0 x04
events
write_PMCNTENSET (0 b11 ) ; // start counters 0 -1
// //
// code to be mesured
// //
write_PMCNTENCLR (0 b11 ) ; // stop counters 0 -1
write_PMSELR (0) ; // select counter0
printf ( " L1D cache refill : % u \ n " , read_PMXEVCNTR () ) ; //
read and print counter 0 value
write_PMSELR (1) ; // select counter1
printf ( " L1D cache access : % u \ n " , read_PMXEVCNTR () ) ; //
read and print counter 1 value

Figure 7: Code using PMU for capturing L1D cache refill and L1D cache access

Figure 8: Cortex-A7 PMU block diagram[6]

4.5

CCI-400 Cache Coherent Interconnect

The Cortex-A7 (LITTLE) cluster is connected to the Cortex-A15 (big) cluster by the
CCI-400. Any snoop data will be transferred over the bus by CCI-400. The CortexA7 and Cortex-A15 do not have any PMU events that capture snooping between the
CPU-clusters4 . The CCI-400 have an own PMU that can capture snoop-rete between
clusters. However, measurements from CCI-400 PMU were not obtained in this study,
due to limitations in the kernel used5 . Another obstacle is that documentation and
4 Cortex-A7

have event type for capturing snooping within the cluster.
3.10.96 kernel was used which was the latest available version during the start of this project
and also the kernel used for the prior work by Anton Weber[10].
5 The
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resources such as the implementation guide(IG) are confidential and is only available
to licensees[23].

5

Evaluation

5.1

Environmental setup

The benchmark was run on the ODROID-XU4 with Ubuntu 16.04 kernel 3.10 LTS.
The core 3 and 7 was disabled from the Linux task scheduler and the benchmarks
were pinned to use these cores witch were run at the maximal frequency. The settings
for the benchmark runs were stored in a remote MongoDB database, a Python script
picks a task(benchmark setup and what to measure). A benchmark was compiled
with the settings from the task witch was then executed. The result was exported
in JavaScript Object Notation(JSON) form and stored in the database. This setup
supports running on multiple ODROID-XU4 in parallel speeding up the time for
getting results.

5.2

Benchmark description

libquantum
The libquantum6 benchmark is a quantum computers simulation and part of the
SPEC CPU2006 benchmark suite[24]. For this benchmark, a hot loop with a regular
memory access pattern was targeted for the DAE code transformation. On each loop
iteration, a bitwise XOR operation is performed on a struct member; this is computationally simple. With a simple access pattern of the loop, hardware-prefetchers
should be able to predict what data to fetch, which makes DAE transformation not
useful in this case.
LBM
LBM is a benchmark from SPEC CPU2006[25] that simulate incompressible fluids in
a three dimensions space with the Lattice Boltzmann Method[26]. DAE transformation was done on a hot loop[18] featuring irregular memory accesses and conditional
branching with limited influence on the control flow. This if-condition only affects
what operation is performed on the data and not what data are used. With this
limited control flow, it becomes effortless to know what data to prefetch in the access
phase.
CIGAR
The CIGAR benchmark is a genetic algorithm search which injects problem specific knowledge obtained from previous solutions to reduce search time[27][28]. DAE
transformation was applied to a function with memory accesses with a high degree of
indirection. The loop performs swapping of two values in an integer array and two
value in a struct are compared to determine a new maximum.
6 http://www.libquantum.de
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5.3

Result

This section addresses what impact DAE has on CPU cycles and cache behavior;
what it means for performance and energy, how caches are affected by prefetching.
The snoop rate will not be addressed since it was not possible to obtain on the current
platform.

Figure 9:

Red:
Blue solid:
Blue dashed:

Original code(execute phase without prefetching)
DAE execute phase(prefetching by the access phase)
DAE access phase(prefetching for the execute phase)

Figure 9 illustrates CPU cycles for the access/execute with or without prefetching. It
can be seen that for CIGAR and LBM the access phase prefetching causes a reduction
in CPU cycle on the ’big’ core, that is important for saving energy. A fine-grained
approach yielded the best result for the benchmarks CIGAR and LBM with an observed reduction of CPU cycle up to 29% and 23% respectively, for the execute phase.
With the introduction of prefetch, additional CPU cycles are introduced on the energy efficient ’LITTE’ core in the access phase. The combined execution of ’access’ +
’execute’ has a higher value than CPU cycle for the execute phase without prefetch.
For the CIGAR benchmark with the lowest granularity, ’access’ + ’execute’ phase
has a combined CPU cycles of 5.6 + 6.4 = 12 (1e11) for prefetching and 9 (1e11)
without prefetching for the lowest granularity. That gives a difference for the execute
phase that is 9 − 6.4 = 2.6, in the best case. To be able to save any energy we need
5.6 ∗ A7 energyP erCycle ≤ 2.6 ∗ A15 energyP erCycle, which means the Cortex-A7
need to be more than 2.15 (= 5.6/2.6) times energy efficient than Cortex-A15 at this
task. DAE transformation shows a promising result for both CIGAR and LBM with
a higher IPC for the execute phase.
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Figure 10:

Red:
Blue solid:
Blue dashed:

Original code(execute phase without prefetching)
DAE execute phase(prefetching by the access phase)
DAE access phase(prefetching for the execute phase)

Figure 10 shows that CIGAR’s execute phase with prefetching have the best IPC at
the lowest granularity at approximately 0.25 IPC. With no prefetching, the IPC is
down to 0.176-0.183 IPC. It can also be observed that for the LITTLE core access
phase we have a higher IPC than the execute phase on the big core running without
prefetching. with the no prefetching on the big core. For the LBM benchmark IPC
has the highest value of 0.52 IPC for the execute phase with prefetching and 0.39 IPC
for the same phase without prefetching. The access phase has the lowest IPC value
for LBM with 0.13 IPC.
The libquantum benchmark does not seem to have any benefits of the DAE, according
to IPC in Figure 10 that shows 1.4 IPC for the execute phase. Cortex-A15 has a
superscalar architecture that makes it possible for execution with higher than one
that instruction per cycle[5][29].
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Figure 11:

Red:
Blue solid:
Blue dashed:

Original code(execute phase without prefetching)
DAE execute phase(prefetching by the access phase)
DAE access phase(prefetching for the execute phase)

Figure 12:

Red:
Blue solid:
Blue dashed:

Original code(execute phase without prefetching)
DAE execute phase(prefetching by the access phase)
DAE access phase(prefetching for the execute phase)
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Figure 13:

Red:
Blue solid:
Blue dashed:

Original code(execute phase without prefetching)
DAE execute phase(prefetching by the access phase)
DAE access phase(prefetching for the execute phase)

Figure 14:

Red:
Blue solid:
Blue dashed:

Original code(execute phase without prefetching)
DAE execute phase(prefetching by the access phase)
DAE access phase(prefetching for the execute phase)
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The CIGAR benchmark has an irregular access pattern and seems to benefit the
most of DAE, according to IPC, (Figure 10). All L1 and L2 cache access and refills,
Figure 11, 12, 13 and 14 have higher values for no prefetching execute phase, in the
CIGAR. This result could mean that snooping of data over CCI course is a reduction
in cache refills for L1 and L2 cache in the Cortex-A15 cluster. Also, the decrease in
refills causes cache access to be lowered. A low cache utilization can be a problem for
performance, due to the longer access time for uncached data. This is however not
seen for CIGAR, according to Figure 10, that instead shows a performance increase.
Accessing memory that is not available in the cluster will broadcast snoop request
on CCI-400 bus. Receiving a snoop request will trigger a cache lookup and will be
answered if the requested data are available. Otherwise, if the requested data are
not available, they will be fetched from main memory, which has the highest latency.
The higher performance IPC Figure 10 demonstrates that the time saved by avoiding
fetching data from main memory exceeds the negative effect of snooping from the
other cluster in this case.
Figure 14 shows that libquantum has no L2 misses for the original version, when no
software prefetching is performed. This indicates that the hardware prefetcher has
successfully prefetched the required data, which is expected given the simple memory
access pattern of libquantum. It is unclear why L2 misses increase with software
prefetching done by the LITTLE core, but it could be due to the software prefetcher
interfering with the hardware prefetcher. However, this does not affect the runtime
according to Figure 9 and Figure 10.

6

Conclusions and future work

This thesis desscribes a profiler that monitors the Performance Monitoring Unit(PMU)
of the CPUs measuring L1/L2 access and misses; it can also capture a variety of different events, that are supported by Cortex-A7 and Cortex-A15 PMUs, see Table
1. However, the profiler is not able to measure snoop-rate between clusters due to
hardware limitations of the ODROID-XU4. It is shown that DAE on big.LITTLE
has a potential for energy savings, especially with applications that feature indirection in memory accesses. A limitation of the current platform used is that ’big’ and
’LITTLE’ core are not in the same cluster and don’t share a common cache. All
data transferred between the access and execute thread are currently snooped over
the CCI-400[23], which can cause a limitation in performance depending on the CCI
bandwidth. Next-generation big.LITTLE Cortex-A CPU clusters can mix ’big’ performance CPUs with high efficiency LITTLE CPUs in the same cluster with a shared
coherent LLC memory. Arm calls this new technology DynamIQ big.LITTLE[30].
Arm DynamIQ opens up new possibilities for DAE code transformation. New levels
of energy efficiency can be reached with a finer-grained DVFS, a more rapid power,
state transition mechanism and a shared cache for ’big’ and ’LITTLE’ CPUs. The
DynamIQ is a new technology with a promising future with DAE code transformation.
The overhead stemming from the spawning of threads and thread synchronization
was not studied in this thesis. The implementation used for synchronization was
performed by Anton Weber[10] by making use of mutex locks and pthreads[31]. It
would be interesting to study if synchronization can be accomplished more efficiently.
For example, using the Interrupt Controller to trigger synchronization between the
phases/cores[32], that is an essential part the of a real world implementation. This
study is left for future work.
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