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Abstract

Classification of High Content Screening Data by Deep
Convolutional Neural Networks

Karl-Johan Leuchowius

In drug discovery, high content screening (HCS) is an imaging-based method for
cell-based screening of large libraries of drug compounds.  HCS generates enormous
amounts of images that need to be analysed and quantified by automated image
analysis. This analysis is typically performed by a variety of algorithms segmenting cells
and subcellular compartments and quantifying properties such as fluorescence
intensities, morphological features, and textural characteristics. These quantified data
can then be used to train a classifier to classify the imaged cells according to the
phenotypic effects of the compounds. Recent developments in machine learning have
enabled a new kind of image analysis in which classifiers based on convolutional neural
networks can be trained on the image data directly, bypassing the image quantification
step. This has been shown to produce highly accurate predictions and simplify the
analysis process. In this study, convolutional neural networks (CNNs) were used to
classify HCS images of cells treated with a set of different drug compounds. A set of
network architectures and hyper-parameters were explored in order to optimise the
classification performance. The results were compared with the accuracies achieved
with a classical image analysis pipeline in combination with a classifier. With this
dataset, the best CNN-based classifier achieved an accuracy of 91.3 %, whereas
classical image analysis combined with a random forest classifier achieved a
classification accuracy of 78.8 %. In addition to the large increase in classification
accuracy, CNNs have benefits such as being less biased when it comes to image
quantification algorithm selection, and require less hands-on time during optimisation.

Tryckt av: Reprocentralen ITC
IT 17071
Examinator: Olle Gällmo
Ämnesgranskare: Carolina Wählby
Handledare: Liam O\'Connor



Contents

1 Introduction 1
1.1 High content screening . . . . . . . . . . . . . . . . . . . . . . . . . 1
1.2 Artificial neural networks . . . . . . . . . . . . . . . . . . . . . . . . 1

1.2.1 Deep neural networks . . . . . . . . . . . . . . . . . . . . . . 3
1.2.2 Convolutional neural networks . . . . . . . . . . . . . . . . . 5
1.2.3 Regularisation . . . . . . . . . . . . . . . . . . . . . . . . . . 6

2 Project aim 8

3 Materials and Methods 9
3.1 High content screening assay . . . . . . . . . . . . . . . . . . . . . . 9
3.2 Classical image analysis . . . . . . . . . . . . . . . . . . . . . . . . 9
3.3 Classification of quantified data . . . . . . . . . . . . . . . . . . . . 11
3.4 Image pre-processing and augmentation . . . . . . . . . . . . . . . . 11
3.5 Convolutional neural nets . . . . . . . . . . . . . . . . . . . . . . . 12

4 Results and Discussion 17
4.1 Classical image analysis combined with classifier . . . . . . . . . . . 17
4.2 Convolutional neural networks . . . . . . . . . . . . . . . . . . . . . 22

5 Conclusions 25

References 26



1 Introduction

1.1 High content screening

High Content Screening (HCS) is a class of methods used in drug- and target-
discovery, in which high-throughput automated microscopy is used to capture
images of cells [1]. The cells can be grown in microtiter plates and treated with
small-molecule compounds or genetic modifiers such as RNAi or CRISPR reagents
from a large library [2]. HCS can then be used to screen through the library to
identify those reagents that cause the cells to react in a desired way, e.g. causing
cell death or upregulating some protein of interest. This reaction can be in the
form of morphological changes (e.g. a difference in cell size), kinetic changes (e.g.
how the cells move), or other phenotypic changes such as protein relocalisations
or modifications [1]. The automated capturing of images generate vast amounts
of image data that need to be analysed and quantified. For this, automated im-
age analysis is used. Typically, traditional image analysis algorithms are used to
detect and segment the cells and their subcellular compartments, and to measure
features such as cellular morphology, fluorescence intensities, textural properties,
etc [3, 4]. There are many software available that are specialized in analysing and
quantifying HCS images, for instance the open-source software CellProfiler from
the Broad Institute [4]. All of these quantified properties can then be normalized
and summarized and explored to reveal compounds or reagents of interest – so
called “hits”. This exploration can be performed manually by different data vi-
sualization tools such as TIBCO Spotfire, but can also be analysed by machine
learning approaches [5]. In addition to identifying hits from screens, HCS can
be used to group compounds together based on the effect they elicit in the cells,
so-called image-based profiling. This can be a powerful way of identifying the
mechanism of action (MOA) of compounds with unknown MOA by comparing
their profiles with the profiles of compounds where the MOA is known, even when
only using general stains [6, 7].

1.2 Artificial neural networks

Artificial neural networks are machine-learning methods whose basic design is in-
spired by how the human brain is thought to function (reviewed in [8] and [9]).
The networks are built by basic units, artificial neurons, mimicking the neurons
of the brain. The artificial neurons can be connected, much like synapses connect
real-life neurons. Each neuron can receive multiple input which are summed up.
If the sum of the inputs are higher than a specified threshold, the neuron “fires”,
i.e. activates, and transmits an output.
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The inputs are weighted by trainable weights that can be modified during
the training of the network. For a single neuron, this output s can be described
mathematically as equation 1 where wi is the weight associated with input xi and
b is the bias (the activation threshold). For a layer of neurons, this can simply be
described as the dot product between the weights matrix W and the input vector x,
with the bias vector b added, i.e. for layer (l+1) it can be written as Equation 2. To
calculate the layer activations, an activation function is used (Equation 3), where
f(·) is the activation function. This is important as it adds non-linearity to the
network, without which the network would lose much of its power to model complex
data [8,10]. Traditionally, a sigmoidal function was used as it outputs an activated
output signal in the [0, 1] range which is analogous to real neurons where 0 could be
interpreted as “not activated” and 1 as “fully activated” [8]. Mathematically it can
be described as Equation 4 (Figure 1a). An alternative to the sigmoidal activation
function is the tanh activation function (Equation 5, Figure 1b), which gives an
output that is zero-centred in the range [-1, 1]. A problematic feature of these
activation functions is that when the signal is very high or very low, the gradient
of the function is close to zero which causes a “vanishing gradient” problem during
the backpropagation step of the network training [11]. This can slow down the
gradient-based training and prevent the network from learning [11]. Because of
this, sigmoidal and tanh activation functions have lost their popularity and have
largely been replaced by the rectifying linear unit (ReLU) (Figure 1c) [12]. The
ReLU function simply thresholds the signal at zero (Equation 6) and has a few nice
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Figure 1: Common activation functions

features such as being computationally very efficient to calculate. It has also been
shown to lead to much faster convergence during training with stochastic gradient
descent [13]. One thing to keep in mind when using ReLUs is that neurons can
get stuck, or “die”, if their summed input is below zero [14]. This means that they
will always output zero and not be able to update their associated weights, as the
derivative of the neuron will also be zero which blocks the updating of the weights
during the back-propagation step (described in the next paragraph).

Training of the neural networks used in this work consists of several
steps. The first step is the feed-forward propagation step where all the weight
multiplications and signal activations are done to calculate the activations of all
the neurons in the neural net, including the output layer. Next, a cost is calculated
which is usually defined as the difference between the calculated output of the final
layer and the true or desired values using some measurement such as cross entropy
or mean square error (MSE). To the cost, regularization terms can be added which
are used to decrease the size of the weights and help prevent overfitting. To be
able to update the weights in order to reduce the cost, a gradient descent optimiser
(such as stochastic gradient descent [15]) is used. The optimiser uses the partial
derivatives of all the trainable parameters (weights and biases) to update the
parameters, multiplied by a scalar known as the learning rate. As a reference, the
mini-batch version of the stochastic gradient descent equation is shown in Equation
8, where J is the function to optimise (the cost function) with parameters θ, xi and
yi are the training examples and labels, η the learning rate, and n the number of
examples in the mini-batch. The derivatives can be calculated efficiently through
the back-propagation algorithm [16].

1.2.1 Deep neural networks

Deep neural networks are an extension of the neural network concept, in which
multiple hidden layers are stacked on top of each other, using the output of one
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Figure 2: A schematic of
a simple multi-layer neu-
ral network showing the
different layers.

hidden layer as the input to the next layer (if all the neurons in one layer are
connected to all the neurons of the previous layer, the layer is referred to as
“fully connected”) (Figure 2). The stacking of multiple layers has been shown
to improve the performance of the neural network as more abstract features can
be learned [13]. Multi-layered feed-forward neural networks were first described
in the 1960s (the history of neural networks has been extensively reviewed in [9])
and gained popularity in the following decades as many seminal discoveries were
made, such as the introduction of the backpropagation algorithm to train the
networks [16]. In the 1980s, enthusiasm around neural networks was very high;
however, although many theoretical advances were made, practical gains were
generally disappointing. Interest in neural networks begin to wane in the 1990s
with the focus instead shifting to other machine learning approaches, such as
Support Vector Machines [17].

Despite the reduced interest (and funding), research in neural networks
continued, and gradully began moving towards the use of neural networks with
more hidden layers, so-called deep neural networks. These deeper networks contin-
ued to provide improved practical performance [18, 19] and the big breakthrough
come in 2012 with Hinton et al ’s deep network performing considerably better
than the previous state-of-the-art approaches in the ImageNet competition (with
a top 5 test error of 15.4 % vs 26.2 % for the second best entry) [13]. This sparked
a renewed interest in neural networks, and many of the initial difficulties with deep
neural networks have now been addressed by gradual improvements such as using
ReLU activation functions (which reduces the “vanishing gradient” problem), im-
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provements to the training methods (e.g. the use of stochastic gradient descent,
variable learning rates and mini-batching [15, 16]), batch-normalisation [20] and,
not least, by the computational speed-ups afforded by modern GPUs. These im-
provements, among others, have enabled the use of very deep neural networks with
hundreds of layers [21].

input image convolution
�lter

Figure 3: A schematic of
a convolution layer. The
cyan-coloured area rep-
resents the input image
(three channels), the yel-
low area the convolution
filter (3 × 3 pixels with
four features), and pur-
ple the area of the in-
put image currently con-
volved by the filter.

1.2.2 Convolutional neural networks

When using images as input to a neural net, the number of weights needed for a
fully connected layer becomes very large. An image of size 1, 000 × 1, 000 pixels
and three image channels would for instance require 1, 000×1, 000×3 = 3, 000, 000
weights which would make the training very challenging from a memory and com-
puting power perspective. In addition, the fully-connected layer ignores the spatial
information inherent to the 2D image data. Therefore, so-called convolutional neu-
ral networks (CNNs) are normally used to classify image data. CNNs were first
described by Fukushima in 1980 (The Neocognitron) [9], and use convolutional
layers in addition to the fully connected neural layers previously described. Con-
volutional layers utilize convolution filters or kernels to process the two-dimensional
input data. The kernel is simply a small subset of the full image, e.g. 3× 3 pixels,
that is used as a window sliding over the full image (“convolving” the image),
calculating an activated value for the data within that particular window using
trainable weights and biases and an activation function (Figure 3). The idea be-
hind this is that features that can describe one area of the image likely can describe
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other areas as well. The features the trained network typically learns to identify
include for instance edges and corners. This is analogous to how the neurons in
the animal visual cortex operate (the kernels are similar to the so-called receptive
fields in the retina) [22]. The size of the kernels can be varied, but it has been
shown that it is better to use several layers with small kernels (such as 3×3 pixels)
rather than a smaller number of layers with larger kernels [23]. As the weights
are shared between the different patches of the image, the number of weights
can be reduced significantly compared to a fully connected layer, requiring only
3 × 3 × 3 × 32 = 864 weights for a 3 × 3 pixel kernel processing a three channel
images, calculating 32 different features.

Convolutional networks commonly also use down-sampling layers, e.g.
max pooling [13, 24], with the purpose of reducing the resolution of the feature
maps (output of the convolution layers) to increase the robustness of the feature
learning and reduce computational complexity. A max pooling layer has no train-
able weights but merely down-samples the input by replacing non-overlapping
patches of pixels (normally 2 × 2) with the maximum value within that patch.
Thus, the resolution is halved.

1.2.3 Regularisation

To prevent overfitting of the network to the training data, different strategies have
been employed. They are collectively known as regularisation techniques. One such
simple technique is dropout, in which the outputs are randomly set to zero for a
proportion of the neurons during training [25]. This forces the neurons to learn
more robust features as they cannot depend on other neurons (preventing neural
co-adaptation). An alternative way of viewing the effect of dropout is to consider it
an averaging of many different networks using shared weights. Another approach
is to distort the feature vectors by applying random noise [26]. Weight decay or
L2 regularisation are also commonly added to the cost function during training to
try to keep the sum of the weights small and in doing so has a regularizing effect
on the network [27,28]. It can be described mathematically as Equation 7, where
C0 is the unregularised cost function, w are the weights, n the size of the training
set and λ the regularization parameter. Because the weights are kept small, the
impact of each individual input will be limited and the network will instead try to
model general trends in the data. This means that the network will have difficulties
modelling local noise, which in many cases translates to less overfitting.

Batch normalisation is a way of normalizing the mean and variance of
each mini-batch to speed up training of neural networks by ensuring that each mini-
batch belongs to the same distribution [20]. As the mini-batches are randomized,
the individual inputs will be normalized differently depending on the other inputs
in the batch. This means that for every time the input is seen by the network dur-
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ing training, it will be slightly different. Because of this, batch normalization has
a regularizing effect that in many cases makes the use of dropout superfluous [20].
Increasing the number of training examples also reduces the likelihood of overfit-
ting. However, it can often be a difficult or expensive task to obtain more labelled
images. Instead, the number of training examples can be artificially expanded by
different techniques [29]. The input images can for instance be randomly modified
by affine transformations, e.g. rotations, translations, reflections or scaling. This
simple technique can have a large impact on the performance of the convolutional
neural network, and is therefore widely used (see for instance [13,21,30–34]).
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2 Project aim

Convolutional neural networks have achieved great results in different image clas-
sification tasks and competitions such as the ImageNet Large Scale Visual Recog-
nition Challenge or COCO, but have so far had limited use in the classification
of images from high content screening. Dürr and Sick [30] have used deep CNNs
to classify cellular phenotypes, based on images of compound-treated cells and
compared their results with results achieved with conventional image analysis.
They used extracted images of single cells as the training and evaluation data,
and showed improved classification accuracy compared to their baseline approach.
Using a different approach, Godinez et al [31] instead used whole-well images to
classify cell images using a multi-scale network architecture with good results.
Kraus et al have used CNNs to analyse images of yeast cells and classify them
based on subcellular features [35].

In this work, my aim was to investigate whether deep CNNs could offer an
improvement upon our existing image- and data-analysis pipeline based on classical
image analysis methods. The idea was to use a single-cell based approach, similar
to Dürr and Sick, but investigate if the performance could be increased even further
by using the latest developments in the deep learning field.
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3 Materials and Methods

3.1 High content screening assay

HCT116 cells were maintained in DMEM with 10 % FBS in a humidified incuba-
tor at 37 ◦C with 5 % CO2. For the assay plates, 250 cells per well were seeded
into CellCarrier 1536 plates (PerkinElmer) on a MultiDrop Combi (Thermo) and
incubated overnight for the cells to adhere. Compounds (Table 1) were diluted
in DMSO and a 1:2 dilution series (10 points) was set up on an automated liq-
uid handler (Janus, PerkinElmer). Compounds were added by pintool addition
(100 nL) into an intermediate 384 well plate, mixed and added to the assay plates.
Compound-treated plates were incubated for 72 h in a humidified incubator at
37 ◦C with 5 % CO2. Cells were then fixed with 3.7 % (final concentration)
paraformaldehyde (PFA) for 30 minutes at room temperature. The PFA was
removed and replaced with Tris buffered saline (TBS) and stored at 4 ◦C until the
plates were ready for immunofluorescence staining. The cells were blocked with
5 % goat serum (Sigma) and permeabilised with 0.3 % Triton X100 (Sigma) in
TBS for 1 h at room temperature. The blocking buffer was then replaced by pri-
mary antibodies (anti-histone H3 1:20,000, Sigma C8487; anti-caspase 3 (phospho
S10) 1:10,000, Abcam ab14955) diluted in TBS with 1 % goat serum and 0.05
% Tween-20 (Sigma). The plates were incubated at 4 ◦C overnight before being
washed twice with TBS with 0.05 % Tween-20 on a BlueWasher (BlueCat Bio).
Secondary antibodies (anti-rabbit Alexa 488 1:2,000, Cell signaling #4410; anti-
mouse Alexa 647 1:2000, Cell signaling #4412) and Phalloidin-TRITC (1:10,000
of 0.5 mg/mL in DMSO, Sigma) and Hoechst 33342 (1:2,000 of 10 mM in DMSO,
Sigma) were diluted in TBS with 1 % goat serum and 0.05 % Tween-20. Plates
were incubated with the secondary antibodies for 1 h at room temperature, then
washed twice with TBS with 0.05 % Tween 20. Plates were imaged on an Opera
Phenix (PerkinElmer) high content imager, using a 10X air objective (0.3 NA) and
the appropriate lasers and filters. Images were binned using 2 × 2 binning. The
images were uploaded to a Columbus server (v2.7.1, PerkinElmer) for storage and
analysis.

3.2 Classical image analysis

Images were analysed in Columbus. Briefly, the nuclei were identified and seg-
mented from the Hoechst image channels. The Hoechst fluorescence intensity
and nuclear morphology were quantified and used for excluding artefacts such as
hairs and fibres from the analysis. The cytoplasms were then segmented from the
TRITC channel images using the identified nuclei as seeds. Fluorescence intensity
properties were calculated in the Alexa 488 and 647 channels in the whole cell
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Table 1: Cellular properties quantified. Properties marked with an asterisk were
strongly correlated to other properties and were removed from the analysis.

Property name  
Cell TRITC SER Dark 0 px Intensity Cell Alexa 647 Contrast 
*Cell TRITC SER Bright 0 px Intensity Cell Alexa 647 CV [%] 
Cell TRITC SER Saddle 0 px Intensity Cell Alexa 647 Sum 
Cell TRITC SER Valley 0 px Intensity Cell Alexa 647 Minimum 
Cell TRITC SER Ridge 0 px Intensity Cell Alexa 647 Maximum 
Cell TRITC SER Edge 0 px Intensity Cell Alexa 647 Median 
Cell TRITC SER Hole 0 px Intensity Cell Alexa 647 StdDev 
Cell TRITC SER Spot 0 px Intensity Cell Alexa 647 Mean 
Cell Ra�o Width to Length Nucleus Ra�o Width to Length 
Cell Length [Âµm] Nucleus Length [Âµm] 
Cell Width [Âµm] Nucleus Width [Âµm] 
Cell Roundness Nucleus Roundness 
Cell Area [ÂµmÂ²] Nucleus Area [ÂµmÂ²] 
Intensity Cell Alexa 488 Contrast Intensity Nucleus HOECHST 33342 Contrast 
Intensity Cell Alexa 488 CV [%] Intensity Nucleus HOECHST 33342 CV [%] 
Intensity Cell Alexa 488 Sum Intensity Nucleus HOECHST 33342 Sum 
Intensity Cell Alexa 488 Minimum *Intensity Nucleus HOECHST 33342 

Minimum 
*Intensity Cell Alexa 488 Maximum *Intensity Nucleus HOECHST 33342 

Maximum 
*Intensity Cell Alexa 488 Median *Intensity Nucleus HOECHST 33342 Median 
Intensity Cell Alexa 488 StdDev *Intensity Nucleus HOECHST 33342 StdDev 
Intensity Cell Alexa 488 Mean Intensity Nucleus HOECHST 33342 Mean 

 

Table 2: Compounds used for the creation of the dataset.

Compound name Compound label 
(class) 

Top concentra�on IC50 

5-FU 1 100 µM 1.1 µM  
Bortezomib 2 10 µM 1.9 nM 
Erlo�nib 3 100 µM No ac�vity 
Oxalipla�n 4 100 µM 2.8 µM 
Regorafenib 5 10 µM No ac�vity 
SN-38 6 10 µM 1.1 nM 
Staurosporine 7 10 µM 32.4 nM 
DMSO (solvent) 8 N/A N/A 
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region (nucleus + cytoplasm). Morphology properties (area, roundness, width,
length, ratio width to length) of the identified cells were measured. Texture anal-
ysis (SER features: SER Spot, SER Hole, SER Edge, SER Ridge, SER Valley,
SER Saddle, SER Bright, SER Dark) was performed on the TRITC channel using
Kernel normalization and a 0 pixel scale. A full list of the quantified properties
can be found in Table 1.

The quantified single-cell data, along with the acquired images, were
downloaded from the Columbus server through the server REST interface using
a custom Python script. A subset of plate wells were labelled into eight different
classes depending on the compound used (Table 2). Only wells with a compound
concentration above the IC50 were used. With compounds that didn’t show any
effect (Erlotinib, Regorafenib), the wells with the highest compound concentrations
were used. From the selected wells, cells were randomly selected for the training
set (50,000 cells) and the evaluation set (10,000 cells) with equal representation of
all classes. The compound solvent (DMSO) was included as a class of its own.

3.3 Classification of quantified data

The randomly selected cells were loaded and analysed in R. First, a correlation
matrix was calculated between all the measured properties, and highly correlated
properties (> 0.95) were removed (Table 1). The properties were then normalized
by subtracting each property mean and dividing by the standard deviation. A
random forest classifier with 500 trees was trained on the training data using the
R package randomForest (which uses Breiman’s random forest algorithm [36]).
A classifier based on Fisher Linear Discriminant Analysis (LDA) was also trained
on the training set using the R package MASS. The confusion matrix is shown
in Table 3. A support vector machine (SVM) classifier with a linear kernel was
trained using the R package e1071. The cost parameter c was optimised within
the range [2−10, 210] using ten-fold cross validation on the training set. Confusion
matrices were created for the three classifiers by classifying the validation set and
comparing the true labels with the predicted labels.

3.4 Image pre-processing and augmentation

For the CNN analysis, images of single cells were extracted from the acquired full
images by extracting a 32 × 32 pixel square around the midpoint coordinates of
each detected cell nucleus. Each image contained four channels of monochromatic
fluorescence data. The edges of the images were padded with zeros. The pixel-wise
mean and standard deviation were calculated per channel across all the images in
the training set and were used to normalize the images in both the training set and
the evaluation set by subtracting the mean and dividing by the adjusted standard
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deviation (Equation 9) where x equals the pixel values and n the number of images.
The 16-bit images were then converted to 8-bit by dividing each pixel intensity by
256, and all imaged were saved in an HDF5 file.

Where image augmentation was used, images were randomly flipped left-
to-right and up-and-down, and then rotated in multiples of 90 degrees. They were
then padded by four zeros on each side and randomly cropped to a final size of
32× 32 pixels.

3.5 Convolutional neural nets

The convolutional neural networks were set up in TensorFlow 1.0.1 running under
Python 3.5.2 on a CentOS 7.2.1511 virtual machine with CUDA 8.0 and cuDNN
5.1.5 installed on the Walter+Eliza Hall Institute high performance computing
cluster Milton. An Nvidia Tesla M60 card with 8 GB of RAM was used for the
GPU-based computation to speed up the training. Some training was performed
on a similar setup, using a p2.xlarge instance with an Nvidia Tesla K80 GPU
with 12 GB of RAM on the Amazon Web Services. Several different network
architectures and hyper-parameters were tested and are summarized in Table 3.
For the training, the training and evaluation image sets were loaded into memory
to reduce disk access latency. The image sets were run as mini-batches with a
batch size of 100 and using random shuffling. During training, the performance
was regularly evaluated on the evaluation set after each epoch (complete image
set, i.e. 50,000 images). The performance of the evaluation set was not used to
optimise the training of the CNN, but merely to monitor its performance. The
networks were trained to reduce the average total loss of the network, calculated as
the sum of the cross entropy loss between the predicted labels and the actual labels,
and the L2 regularization of the network weights. The networks were trained for
a total of 500 epochs each.

12



Table 3: Details of the network architectures and hyper-variables tested.

CNN model 1 
Layer Size Weights 
Input [32, 32, 4] N/A 
Convolution 1 [32, 32, 32] 

3x3 kernels 
stride 1 

3*3*4*32 

Convolution 2 [32, 32, 32] 
3x3 kernels 
stride 1 

3*3*32*32 

Max pooling 1 [16, 16, 32]  
Convolution 3 [16, 16, 64] 

3x3 kernels 
stride 1 

3*3*32*64 

Convolution 4 [16, 16, 64] 
3x3 kernels 
stride 1 

3*3*64*64 

Max pooling 2 [8, 8, 64]  
Convolution 5 [8, 8, 128] 

3x3 kernels 
stride 1 

3*3*64*128 

Convolution 6 [8, 8, 128] 
3x3 kernels 
stride 1 

3*3*128*128 

Max pooling 3 [4, 4, 128]  
Fully connected 200 4*4*128*200 
Fully connected 200 200*200 
Fully connected 50 200*50 
Fully connected (output) 8 50*8 
   
Additional information 
Weight initialiser Xavier [30] 
Weight regulariser L2 regulariser (0.01) 
Dropout layer keep 
probability 

0.7 

Batch normalisation Not used 
Optimiser Stochastic Gradient Descent, learning rate: 0.01 
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CNN model 2 
Layer Size Weights 
Input [32, 32, 4] N/A 
Convolution 1 [32, 32, 16] 

3x3 kernels 
stride 1 

3*3*4*16 

Convolution 2 [32, 32, 16] 
3x3 kernels 
stride 1 

3*3*16*16 

Max pooling 1 [16, 16, 16]  
Convolution 3 [16, 16, 32] 

3x3 kernels 
stride 1 

3*3*16*32 

Convolution 4 [16, 16, 32] 
3x3 kernels 
stride 1 

3*3*32*32 

Max pooling 2 [8, 8, 32]  
Convolution 5 [8, 8, 64] 

3x3 kernels 
stride 1 

3*3*32*64 

Convolution 6 [8, 8, 64] 
3x3 kernels 
stride 1 

3*3*64*64 

Max pooling 3 [4, 4, 64]  
Fully connected 200 4*4*64*200 
Fully connected 200 200*200 
Fully connected 50 200*50 
Fully connected (output) 8 50*8 
   
Additional information 
Weight initialiser Xavier [30] 
Weight regulariser L2 regulariser (0.01 or 5e-4) 
Dropout layer keep 
probability 

0.7 

Batch normalisation Decay 0.9, “in place” updates 
Optimiser Adam [31], learning rate: 1e-4 
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Layer Size Weights 
Input [32, 32, 4] N/A 
Convolution 1 [32, 32, 16] 

3x3 kernels 
stride 1 

3*3*4*16 

Convolution 2 [32, 32, 16] 
3x3 kernels 
stride 1 

3*3*16*16 

Convolution 3 [16, 16, 16] 
3x3 kernels 
stride 2 

3*3*16*16 

Convolution 4 [16, 16, 32] 
3x3 kernels 
stride 1 

3*3*16*32 

Convolution 5 [16, 16, 32] 
3x3 kernels 
stride 1 

3*3*32*32 

Convolution 6 [8, 8, 32] 
3x3 kernels 
stride 2 

3*3*32*32 

Convolution 7 [8, 8, 64] 
3x3 kernels 
stride 1 

3*3*32*64 

Convolution 8 [8, 8, 64] 
3x3 kernels 
stride 1 

3*3*64*64 

Convolution 9 [4, 4, 64] 
3x3 kernels 
stride 2 

3*3*64*64 

Fully connected 200 4*4*64*200 
Fully connected 200 200*200 
Fully connected 50 200*50 
Fully connected (output) 8 50*8 
   
Additional information 
Weight initialiser Xavier [30] 
Weight regulariser L2 regulariser (0.01 or 5e-4) 
Dropout layer keep 
probability 

0.7 

Batch normalisation Decay 0.9, “in place” updates 
Optimiser Adam [31], learning rate: 1e-4sd 

CNN model 2
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ResNet model 
Layer Size Weights Multiplier 
Input  [32, 32, 4] N/A  
Convolution 1 [32, 32, 16*k] 

3x3 kernels 
stride 1 

3*3*4*16*k  

ResNet block 1 [32, 32, 16*k] 
3x3 kernels 
stride 1 

3*3*16*16*k*N N 

Convolution 2 
(pooling layer) 

[16, 16, 16] 
stride = 2 

3*3*16*16  

ResNet block 2 [16, 16, 32*k] 
3x3 kernels 
stride 1 

3*3*16*32*k*N N 

Convolution 3 
(pooling layer) 

[8, 8, 32] 
stride = 2 

3*3*32*32  

ResNet block 3 [8, 8, 64*k] 
3x3 kernels 
stride 1 

3*3*32*64*k*N N 

Convolution 4 
(pooling layer) 

[4, 4, 64] 
stride = 2 

3*3*64*64  

Convolution 5 [4, 4, 10] 3*3*64*10  
Fully connected 
(output) 

8 4*4*10*8  

    
Additional information 
Weight initialiser Xavier [30] 
Weight regulariser L2 regulariser (0.0005) 
Batch normalisation  Decay 0.9, “in place” updates 
Dropout layer keep 
probability 

0.7 

Optimiser Adam [31], learning rate: 1e-4 
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4 Results and Discussion

4.1 Classical image analysis combined with classifier

The HCS images (shown in Figure 4) were analysed using a previously established
image analysis pipeline, developed in Columbus. The quantified single-cell data
were split into a training set and an evaluation set with 50,000 and 10,000 images,
respectively. Three different classifiers (Random Forest, Fisher Linear Discrimi-
nant Analysis (LDA), and Support Vector Machines (SVM)) were trained using
the training set and evaluated with the evaluation set. Random forest and LDA re-
quired no optimisation, and reached an accuracy of 78.8 % and 50.0 %, respectively.
For the SVM classifier, the cost parameter c was optimised using the training set.
With the optimal cost parameter c set to 100, the accuracy of the SVM classifier
reached 55.0 %. The confusion matrices are shown in Table 4. Using traditional
image analysis combined with a classifier trained on a subset of the quantified
data, the maximum classification accuracy achieved on the evaluation set was 78.8
%, using the random forest classifier. The reason the accuracy is not higher is
due to a large number of misclassifications, mainly between classes 3 (Erlotinib,
Figure 4d), 5 (Regorafenib, Figure 4f) and 8 (DMSO, Figure 4a) as seen in the
confusion matrix (Table 4). Erlotinib and Regorafenib didn’t seem to have much
of an effect on the phenotype of these cells, hence the misclassification of the data.
Visual inspection of the images confirmed this. However, it is possible that there
could be subtle differences between the images that are not captured by the image
analysis parameters used in this case, and that are too subtle to be discerned by
visual inspection. In this case, texture analysis was only performed on the TRITC
channel as that channel was the channel deemed most likely to benefit from such
quantification. However, it is possible that the classification performance could be
increased further by including texture analysis of the other channels as well. Also,
the texture analysis could be performed at multiple pixel scales to provide even
more information to the classifier.

A number of different network architectures and hyper-parameters were
evaluated and the results are summarized in Figure 5 and Table 5. A more detailed
description of the CNN models evaluated is available in Table 5. The training and
evaluation graphs from the training of the models are available in Appendix 1.
With the tested deep learning network architectures, the networks based on the
residual networks structure performed better than the simpler networks proposed
by Dürr and Sick [30] (which, in turn, is based on the VGG network [23]). Indeed,
the Dürr and Sick network (hereafter referred to as CNN model 1) turned out to
perform very poorly in this case. In their publication, they use an image size of
72×72 pixels which is considerably larger than the 32×32 pixel images used in this
study, which could explain the poor performance. The performance was improved
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Figure 4: Sample images from the dataset used. The cells were treated with (a)
DMSO (solvent control), (b) 5-Fluorouracil, (c) Bortezomib, (d) Erlotinib, (e)
Oxaliplatin, (f) Regorafenib, (g) SN-38, and (h) Staurosporine. The white bar
indicates 100 µm.
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Table 4: Confusion matrices from classified cells using quantified image data.

Random forest classifier confusion table 
 1 2 3 4 5 6 7 8 
1 1173 22 1 24 0 17 13 0 
2 26 1183 6 7 2 6 17 3 
3 14 20 843 53 141 12 31 136 
4 108 25 18 981 19 61 14 24 
5 17 9 162 61 836 13 12 140 
6 20 16 3 12 3 1184 9 3 
7 16 30 13 5 2 14 1166 4 
8 16 22 344 61 245 13 33 516 
 
LDA classifier confusion table 
 1 2 3 4 5 6 7 8 
1 491 172 18 274 13 214 55 13 
2 178 821 55 39 15 42 99 1 
3 13 20 616 60 283 34 28 196 
4 200 54 49 651 91 107 20 78 
5 8 10 182 55 794 12 19 170 
6 174 122 23 129 16 667 93 26 
7 100 198 61 35 22 154 656 24 
8 24 21 382 80 389 32 22 300 
 
SVM classifier confusion table 
    1 2 3 4 5 6 7 8 
1 677 132 9 205 8 163 54 2 
2 100 993 31 28 7 31 56 4 
3 17 23 803 32 164 19 28 164 
4 188 42 30 767 34 102 24 63 
5 14 12 190 52 783 9 27 163 
6 181 101 19 103 9 747 78 12 
7 62 142 29 24 17 57 910 9 
8 18 33 467 62 293 13 31 333 
  

greatly by reducing the weight L2 regularization, and reached a top classification
accuracy of 83.13 %. The proposed network model was slightly modified by halving
the number of feature maps to account for the lower image resolution, as well as
introducing the use of batch normalization [20] (the network is referred to as CNN
model 2). This resulted in the classification accuracy increasing very slightly to
83.91 %. However, in addition to the slight increase in accuracy, the network
converged much faster due to the use of batch normalization.
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Table 5: Summary of the accuracies achieved with the different network architec-
tures and hyper-parameters tested.

Network 
architecture 

L2 
regularisa�on 

Dropout Image 
augmenta�on 

Batch 
normalisa�on 

% Accuracy 
(evalua�on set) 

CNN model 1 0.01   
 

23.25 

CNN model 1 5e-4    83.13 

CNN model 2 5e-4    83.91 

CNN model 2 5e-4    75.44 

CNN model 2 5e-4  
  

79.69 

CNN model 2 5e-4    86.34 

CNN model 2 5e-4  
 

 80.79 

CNN model 3 5e-4    86.79 

CNN model 3 5e-4    84.62 

ResNet model  
(n=4, k=1) 5e-4 

 
  87.63 

ResNet model  
(n=4, k=2) 5e-4    90.27 

ResNet model  
(n=4, k=4) 5e-4    91.02 

ResNet model 
(n=4, k=8) 5e-4    91.1 

ResNet model  
(n=8, k=1) 5e-4    76.92 

ResNet model 
(n=8, k=1) 5e-4    83.19 

ResNet model  
(n=8, k=1) 5e-4    88.95 

ResNet model  
(n=8, k=1) 5e-4    85.81 

ResNet model  
(n=8, k=2) 5e-4    90.68 

ResNet model  
(n=8, k=4) 5e-4    91.3 

ResNet model  
(n=8, k=4) 5e-4    88.6 

ResNet model  
(n=8, k=8) 5e-4    91.17 

ResNet model  
(n=16, k=1) 5e-4    89.71 

ResNet model  
(n=16, k=2) 5e-4    90.85 

ResNet model  
(n=32, k=1) 5e-4    89.46 
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Figure 5: A graph of the accuracies achieved with the different network architectures and hyper-parameters tested.
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4.2 Convolutional neural networks

It has been proposed [32] that the interleaved max-pooling layers traditionally
used in CNNs have little effect and that they can be replaced by 2D convolution
layers with a stride larger than 1. This effectively has the intended effect of re-
ducing the image/feature map resolution but simplifies the network architecture.
To test this hypothesis, the max pooling layers in CNN model 2 were replaced by
2D convolution layers with a stride of 2, resulting in CNN model 3. This resulted
in an increased classification accuracy of 84.62 %. So-called Deep Residual Net-
works (ResNets) received much attention when presented in 2016 by He et al at
Microsoft Research Asia [21], reaching state-of-the art results in image classifica-
tion and winning the ImageNet and COCO competitions. The idea is to stack
so-called residual blocks, consisting of a couple of convolution layers with batch
normalisation and activation in between, and shortcut connections in between the
blocks.

The shortcut connections reduce the problem of vanishing gradients for
deep networks (i.e. that the gradients calculated in the backpropagation step get
too small for the layers far away from the output layer to change the weights during
the training), enabling the training of very deep convolutional networks. Since the
original ResNet was published, further optimisations to the residual block structure
have been proposed, altering the order of batch normalisation and activation of
the convolutional layers and removing the activation of the shortcut connections
(Figure 6) [37]. Because the optimisations have been shown to greatly improve
performance, only the latter network structure was used in this study.

Overall, the use of image augmentation increased the classification accu-
racy of the networks. This is not surprising, as it effectively increases the training
set greatly which reduces the risk of overfitting. Indeed, as can be seen from the
training data, when image augmentation is not used the networks quickly reach
high accuracies for the training data, whereas for the evaluation data the accuracy
initially increases (and the loss decreases) but starts to drop off after extended
network training (with a concomitant increased loss). On the other hand, the use
of dropout layers in the residual network to improve learning robustness did not
increase the classification accuracy on the evaluation set. Instead, the opposite
was observed with a marked reduction in accuracy when dropout was applied.
Interestingly, the opposite was observed by Zagoruyko and Komodakis in their
models [33]. With the training of the simpler CNN models used in this study,
inclusion of the dropout layer also lowered the classification accuracy.

It has been shown that the use of batch normalisation often eliminates
the need for dropout layers, as the normalisation itself acts as a regulariser [20].
To test this, CNN model 2 was trained with and without batch normalization and
dropout layers, and it was found that without batch normalization, the inclusion
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of a dropout layer is beneficial (75.44 % vs 79.69 % accuracy with and without
dropout, respectively). However, when batch normalisation was used, the use of
a dropout layer had the opposite effect (83.91 % vs 86.34 % accuracy with and
without dropout, respectively).

Figure 6: A schematic of a Residual Net-
work block, showing the order of the con-
volution, batch normalisation and activa-
tion layers, as well as the shortcut con-
nections.

The use of convolutional neu-
ral networks was shown to increase the
accuracy of the classification of cells ac-
cording to their compound treatment,
as compared to classical image analy-
sis in combination with a random for-
est classifier. However, there are cer-
tain limitations that apply to CNNs
which makes classical image analysis
more useful in certain cases. For HCS
image analysis, relevant controls are
often lacking which means that there
are no labelled data that can be used
for the training of the networks. In
those cases, unsupervised learning such
as clustering must be used. The re-
search on CNNs have largely been fo-
cused on supervised learning and meth-
ods for unsupervised learning are cur-
rently lacking. Methods such as con-
volutional autoencoders have been sug-
gested [38], where CNNs are trained to
recreate the input data as faithfully as
possible on unlabelled data. However,
this is done on a pixel level and while
the autoencoders can learn to some-
what recreate the input images, the
features learned aren’t necessarily the
most relevant features for anything other than image recreation. Thus, autoen-
coders have found little practical use (one application is image denoising [39]).
Another approach that might be more useful could be to combine CNNs with
clustering, similar to what has previously been done with autoencoders and k-
means clustering [40]; however, training of the networks will likely prove to be
very challenging.

In this work, classical image analysis was used to identify single cells
from which images were subsequently extracted and used to train the CNN. It
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is also possible to bypass this step and instead use the whole images as training
examples. The benefit would be a greatly simplified setup and the avoidance
of the potential issues of the cell identification step. With some images, robust
identification of single cells can be very difficult, for instance where nuclear staining
of the cells has not been performed, or when low-contrast brightfield images are
used. To be able to capture objects or features of different sizes, a multi-scale
approach can be used where the CNN is trained with images downsampled to
different scales [31]. This was shown to be a very powerful approach classifying
HCS images according to different treatments (and even treatment concentration).
The downside of this approach is that the training requires a large number of
images, and that information on the single-cell level can be lost (e.g. if there are
subpopulations of cells in a particular well).

One challenging aspect when classifying cells based on their morphology
is that the morphology can be dependent on the cell density. When the cells
grow sparsely they tend to spread out; however, when they grow densely, the
cells are unable to spread out because of neighbouring cells and tend to assume
a more spindle-shaped morphology. This means that if a treatment has an effect
on the number of cells (e.g. if it slows down the growth rate of the cells) it will
in many cases also have an impact on the morphology of the cells. This makes it
difficult to distinguish differences in cellular morphology caused by direct effects
from differences caused by indirect effects (cell density). One way of compensating
for this can be to include information on the cellular density, e.g. a measurement
of distances to neighbouring cells or what proportion of the cellular perimeter is
touching other cells.

With the CNN trained on a particular dataset, it’s not necessarily very
good at classifying a completely different dataset. To be able to use it on other
datasets, it might require re-training. However, since many of the low level features
(such as edges) are likely similar between the datasets, the network might only need
some fine-tuning of the pre-trained weights. In the same way, published network
architectures (such as AlexNet [13] or Inception [34]) with pre-trained weights
may be useful as starting points for building a classifier for HCS data. However,
since these networks are designed for three channel images, they will require some
modification.
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5 Conclusions

Here, I have investigated the use of deep convolutional neural networks in classi-
fying high content screening images. The performance of the CNNs was compared
to the performance achieved with a classical image analysis approach combined
with a random forest classifier. Using a deep and wide residual network model
trained on labelled image data directly, it was shown that a superior classification
accuracy could be achieved with the CNNs compared to the classical approach
(91.3 % vs 78.8 % test set classification accuracy, respectively).

Deep convolutional neural networks have gained considerable interest in
the past few years with their superior image classification performance, and I
believe they will play an important role in the analysis of high content screening
images. However, the use of these approaches is currently hampered by the fact
that they require supervised training which, in turn, requires relevant controls.
These controls are in many cases are very difficult to obtain. Because of this, CNNs
are currently not able to replace classical image analysis approaches fully. Further
research into unsupervised training of CNNs is thus warranted, and will hopefully
lead to improved algorithms, expanding the applicability of CNNs further.
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