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Abstract

S3DA: A Stream-based Solution for Scalable Data 
Analysis

Preechakorn Torruangwatthana

Data processing frameworks based on cloud platforms are gaining significant attention 
as solutions to address the challenges posed by the 3Vs (Velocity, Volume and 
Variety) of BigData. Very large amounts of  information is created continuously, giving 
rise to data streams. This imposes a high demand on the stream processing system to 
be very efficient and to cope with massive volumes and fluctuating velocity of data. 
Existing systems such as Apache Storm, Spark Streaming and Flink rely on messaging 
systems to handle unreliable data rates with a trade-off of additional latency. In 
contrast, data streams arising from scientific applications is often characterized huge 
tuple sizes, and might suffer in performance from the intermediate layer created by 
the messaging systems. The processing system should be scalable enough to 
overcome the fluctuation of data velocity while maintaining quality of service with low 
latency and high throughput. It should also provide flexibility in its deployment to 
work well for fog-computing scenarios where data is generated and handled close to 
the scientific infrastructure generating the data. In this thesis, we would like to 
introduce a framework called HarmonicIO, designed for scientific applications. We 
show that an optimized data flow and real-time scaling (as seen in HarmonicIO) can 
reduce the cost per operation while maximizing throughput with low latency.
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1. Introduction 

Data stream processing in cloud computing is becoming more popular, due 
to an emergence of new technologies that drive data velocity and size to 
greater heights. Legacy systems such as standalone processing units are inef-
ficient due to endless computation times. Substantial information is created 
continuously by the Internet of Things, stochastic simulation, tweeting and 
even more by scientific application, human activities and sensors. This im-
poses a high demand on the Stream Processing System to be very efficient 
and to cope with gigantic volumes and fluctuating velocity of data. Many 
stream-based processing frameworks were introduced to address these de-
mands. The existing systems such as Apache Storm, Spark and Flink were 
designed specifically with many unique features. For example, Apache 
Storm was designed for complex processing by using Topology as a transfer-
ring model for processed results to be processed by another worker. On the 
other hand, Spark Streaming also has a unique feature of resilient distributed 
datasets (RDD) that support quality of service and fault tolerance. However, 
these unique features and complex design suits with a use-case that each 
framework designed for. Hence, each framework might not suit every appli-
cation requirement. The existing systems such as Apache Storm, Spark 
Streaming and Flink have a complex data transmission model. These sys-
tems rely on messaging systems to handle unreliable data rates with a trade-
off of additional latency. In contrast, a scientific application which has a 
characteristic of huge tuple sizes might suffer from an intermediate layer of 
messaging systems. Through these reasons, we realize that a scientific appli-
cation might need an alternative solution that is concerned with high 
throughput and low latency. 
 
According to this, we would like to introduce an alternative system that fo-
cuses particularly on data flow optimization and real-time scaling. The scope 
of this study does not only deal with streaming data analysis, but also data 
relational discernment. In this project, we aim to create a framework for 
streaming data analysis that allows practitioners to stream data directly from 
data sources to be processed directly in worker. The processed data will be 
stored in a data repository which will then be retrieved for generating a pre-
view result in a timely manner. With this approach, the users can preview the 
analysis result without waiting for a complete dataset. In this study, we use 
raw data from intercellular biochemical reaction networks as tuples. The size 
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of the generated tuples can be vast, depending on the number of parameters, 
range of variation and the time span. The size of realization ranges from 2 to 
10 megabytes for each individual realization. The size of the dataset can 
reach a terabyte or more, depending on the granularity of the swept parame-
ters. This represents the case of scientific applications which have large tuple 
sizes and are also virtually unlimited in dataset size. According to the com-
plex structure of data domains, the study proposed by Fredrick W. [9] sug-
gests that feature extraction can reduce the amount of data to be processed 
into fewer dimensions for feasible computation. The extracted features can 
be aggregated based on feature’s functions. Hence, the processing for large 
datasets from the URDME model results in a feasible computation. The pro-
posed method by Fredrick W. [9] is used in this study as a method for tuple 
processing. 
 
The technique for data discernment is also based on the study of “An Ex-
plorative Parameter Sweep: Spatial-temporal Data Mining in Stochastic Re-
action-diffusion Simulations” by Fredrick W. [9]. The author proposed a 
method of data normalization and hierarchal aggregated clustering for 
knowledge discovering. With these methods, the implementation of this 
study would represent the use case of scientific application that deal with 
large datasets and complex computation. 
 
The goal of this study is to create a streaming data analysis framework that 
takes the output from data sources and performs data analysis in a cloud 
environment. The imposed requirements are that the system should perform 
data analysis and provide some previews to practitioners with low latency 
and high throughput. The correctness of an analysis result is a major con-
cern. The system should be able to scale-up or our-out in the cloud environ-
ment during runtime to overcome the fluctuation of data velocity while 
maintaining quality of service with low latency and high throughput. The 
system must be designed to support scientific applications from various data 
sources and knowledge discovery algorithms as well as processing tech-
niques. Our implemented framework, named HarmonicIO, supports a wide 
range of scientific applications that deal with large data processing. With 
this, we believe that scientists, researchers and practitioners would gain 
some advantages by analyzing the preview results as soon as the tuples are 
created while maximizing the processing performance as well as optimizing 
operation cost. 
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2. Theoretical Backgrounds 

Many prototypes [1, 2, 3, 4, 11] in streaming data analysis have been studied 
and proposed to academic fields with many useful features. Those applica-
tions have a similar design and share some common techniques. Neverthe-
less, the existing prototypes have been made for a particular use. Medusa [1] 
is made for indoor-object tracking by using RFID readers, antennas and sen-
sors for generating notifications. The application supports scalability over 
multiple nodes, high-availability and load spike. Borealis [2], which claims 
to be a second generation of Medusa, focuses particularly on effective data 
querying and quality of service where context of sensors is in consideration. 
Aurora [3] emphasizes real-time monitoring and has a unique data model. 
Aurora introduces a concept of maintaining quality of service by the design 
of a data model. StreamFlex [4] is built for real-time intrusion detection and 
their techniques are mainly focusing on optimization either in high-level 
(programming) or low-level (real-time garbage collector). Infopipes [11] is a 
media streaming application that concerns itself with the quality of stream-
ing and user experience. The application can adjust the quality of streaming 
data based on the quality of the network in an unreliable network capacity. 
These applications propose solutions to streaming services in many aspects. 
In this study, the design of S3DA was scrutinized through the concept of 
streaming data analysis even though the purpose of this study is different 
from the existing prototypes [1, 2, 3, 4, 5, 6 ,7, 11].  
 
When we consider the design of the Stream Processing System, the applica-
tion domain can be divided into four main subareas. Stream Processing En-
gine (SPE) serves as a data processing unit. Data Model (DM) enables effi-
cient data querying in the working environment. Load Shedding (LS) con-
siders which action the system acts on given the request. Scheduling plays a 
major role in task distribution and workload management. There are some 
other techniques that have not been mentioned, but these four aspects are the 
basic components of the efficient Stream Processing Application (SPA). 
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2.1 System Model 
When we consider an efficient system in Streaming Data Analysis, there are 
many aspects to consider which influence the design in several ways. The 
explanation can be seen in the following section. 
 
  
2.1.1 Data Models 
For stream processing applications, the data can be generated from sensors 
or computed from models or simulations. An operational unit that generates 
data can be referred to as a data source and the element of the data itself is 
generally referred to as tuple, immutable data. Some applications [1, 2, 3, 4, 
5] cope with Time-Series Data. The important aspect of time-series data is 
usually infinite. The requirement for tuples analysis and tuples querying is in 
real-time. For instance, the sensors generate tuples and transmit them to the 
system, then the system stores the tuples in a window frame. When the new 
data arrives into the system, the existing data will be squeezed out or stored 
in the log file. For example, the window frame has four bytes and each tuple 
consumes one byte. The buffer already contains three tuples and one buffer 
is unoccupied. When the system receives two tuples from the sensors, the 
first tuple will be pushed out and the two new tuples will be stored in the 
window frame. With this design, the data querying from the buffer would be 
relatively fast since the query is made in the memory and the data explora-
tion is limited within the windows frame. As a consequence, the data query 
in the expired period must be done through checking log files. When using 
this design, every query will not give the exact same result because the sen-
sors generate tuples continuously. This is a side-effect of Aurora [3] where 
the query correctness only concerns a recent time period. From this, we can 
see that the design of the Aurora data model does not suit our requirement 
since the results of the query are assessed based on the recent inputs. 
 
Data Stream Management Systems (DSMSs) is a concept that has been pro-
posed by Sabina Surdu [5]. The concept of the data model which is used by 
Aurora is also a DSMS. The author [5] suggests that DSMSs are a dedicated 
system that process the continuation of incoming data. DSMSs perform bet-
ter than Database Management Systems (DBMS) in the content of data 
streams and continuous queries because they address fundamental demands 
of real-time applications. Continuous queries provide results in a real time 
manner, with a low latency requirement. DBMS relies on all their available 
data to compute exact query answers. However, DSMSs can only compute 
approximate answers, based on the windows of data that their query consid-
ers. The feature of DSMS is to deal with transient data streams, which can 
come from various data sources.  
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The main distinction between data streams and data from traditional DBMSs 
is the fact that the DBMSs does not have a built-in notion of time. For data 
streaming, time is an essential feature, as data sources produce their elements 
as time goes by. Therefore, each element is associated with a time-based 
value to indicate when the element was produced [5]. The data streams are 
also infinite and hence cannot be stored as the system resources are limited. 
Traditional DBMSs perform on-shot queries on their input data. These que-
ries are executed against stored, finite data relations and they complete in a 
finite amount of time.  
 
According to this theory, the author [5] suggests that DSMS outperforms 
DBMS in data stream processing. Sabina Surdu also introduces the concept 
of Scientific Data Stream Management System (Sci-DSMS) which can be 
seen below. 
 

• Instead of receiving the input streams and archive or store the ele-
ments for later use, an on-the-fly processing technique that encom-
passes both summarization and results computation should be de-
signed. 

 
• If individual element storage is necessary, one could store tuples up 

to a certain moment in the past. Past that moment, all tuples should 
be either summarized or discarded.  

 
• It should be possible to correct previously arrived data on the input 

streams, as inspired by Borealis. 
 

Regarding the proposed concept of Sci-DSMS, our requirements do not suit-
able for any principals of Sci-DSMS. According to the first principle, sum-
mary refers to a process of feature extraction from an individual realization. 
With the number of extracted features, we can see the exhibit patterns of the 
summarized tuples by performing knowledge discovery. Once the patterns 
are formed, the system needs to probe into a number of parameters for each 
realization which is not included in an individual summary. This is due to 
the fact that the extracted features do not contain a notion of the parameters 
setting. Hence, an extracted feature still needs to be referred to as a raw tuple 
since the summary does not contain sufficient information.  
 
The second principle suggests an elimination of the stored tuple. This im-
poses the problem that the system cannot know which tuples need to be 
stored and which one should be discarded, since the summaries and tuples do 
not contain any semantic difference until knowledge discovery has been 
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performed on the complete dataset. Therefore, Sci-DSMS is not a valid solu-
tion according to our requirement.  
 
Regarding the characteristics of the data from our application, the total num-
ber of tuples from simulation is finite and does not have a built-in notion of 
time. Therefore, DBMS remains applicable for our design but the estimation 
of required space must be pre-calculated in advance to ensure that the system 
has sufficient room for storing the large, but finite, dataset. 
 
 
2.1.2 Data Query Models 
Since the infinite tuples cannot be entirely stored and are virtually unlimited 
in size, the author [5] suggests that the query can perpetually run over their 
continuous input data. The system can run and update its results based on 
new input data it receives. The study which is proposed by Jianjun Chen et. 
al. [7] categorizes continuous queries into two aspects. 
  

• Change-based continuous queries which executes whenever a new 
element appears on the data stream.  

 
• Timer-based continuous queries which executes at specified time in-

stants. This way, system resources as memory and CPU are saved. 
 
The study [7] suggests that change-based continuous query can provide an 
instantaneous update of the query result with a better response time. Timer-
based continuous queries would satisfy users who would like to check the 
result in a specific time interval. In addition, the latter approach supports for 
more efficient resource usage.  
 
Regarding the existing studies, Aurora [4] data models which were adopted 
by Medusa [2] and Borealis [1] suggests its usage for monitoring applica-
tions where the role of the DSMS is to detect abnormalities and alert hu-
mans. The real time requirement is a critical factor in implementing monitor-
ing applications. Hence, the query is triggered from the arrival of a tuple, 
that is a change-based continuous query. 
 
The study, conducted by Don Carry et. al. [10] also suggests two types of 
triggers: Human-Active, Data-Passive (HADP) and Human-Passive, Data-
Active (HPDA). In a conventional database system, the model of HADP is 
used while a HPDA triggering model is used by the monitoring applications. 
From this, we can see that there are two questions that affect the design of 
the application.  
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• Change-based continuous query or Timer-based continuous query? 
 

• Human-Active, Data-Passive or Human-Passive, Data-Active? 
 
For the concept of active querying, it is obvious that a stream processing 
application requires a HPDA approach for automatic querying. Unfortunate-
ly, the requirements of our application is not equal to those of monitoring 
applications. Therefore, HADP or HPDA approach is a matter of user expe-
rience. We realize that HPDA would satisfy practitioners more since they 
can see the approximate results while the simulation is running. The exact 
result will be given when the knowledge discovery has performed data min-
ing on the complete dataset. In term of query triggers, the change-based con-
tinuous query would cause too much overload to the system since the data 
source can create many tuples per second. Tuples processing and knowledge 
discovering on the summaries also take some time. Therefore, timer-based 
continuous query would suit our requirements more. 
 
 
2.1.3 Load Shedding 
The Internet of Things (IoT) collects a huge amount of data from sensors and 
processes a large amount of tuples to detect abnormalities and causes a noti-
fication. The application of IoT can be ranged from fire alarm monitoring, 
nuclear reactor abnormality detector, Real-time Intrusion Detection System 
(IDS) and much more. These applications cope with a high velocity of data 
and have an important requirement that the data must be processed with less 
latency. Otherwise, the system would fail to detect abnormality and could 
not satisfy its requirement. Therefore, Quality of Service (QoS) is a major 
concern for real-time application. Aurora [3] provides the priority system on 
request. A tuple, which is created from sensors, will be dropped with less 
degradation in QoS by some approaches which are listed below.  
 

• Use dynamic load shedder by giving high priority tuples to the 
scheduler and tolerate the missing tuples from a data source caused 
by communication failure by relocating the queue. 

 
• Semantic load shedding by dropping less important tuples. The tu-

ples importance is calculated by estimating the expected utility and 
identifying the lowest utility interval for filtering unimportant tuples. 
The lowest utility interval will be updated until it converges. 

 
With these approaches, we can see that tuples have been dropped due to the 
pressure from the change-based continuous trigger. In our application, real-
time analysis in not a critical factor because our requirements do not concern 
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abnormality detection. Therefore, we design the application and avoid load 
shedding by using timer-based triggers which will query the tuples over a 
certain amount of time. 
 
 
2.1.4 Stream Processing Engine 
In the section of stream processing engines, it generally refers to a module 
that comprises of DM, LS and Scheduling. However, in our design which is 
an application that runs in a cloud environment, we distributed these compo-
nents into each instance and construct a Processing Engine (PE) as an inde-
pendent module, referring SPA as a whole system instead of SPE. Some 
applications [1, 2, 3, 6, 7] maintain QoS by focusing on the design. Alterna-
tively, StreamFlex [4] achieves its QoS by optimization. For example, tuning 
the performance of java virtual machines by using a real-time garbage col-
lector and use a shared memory area. Many studies were developed with 
strengths in the specific area to support the requirement of the streaming 
application. The explanation of the design of SPEs can be seen below. 
 
Aurora [3] explains that their system was designed for monitoring purposes.  
Aurora uses Data-Active-Human-Passive (DAHP) and DSMS with the im-
plementation of continuous query and ad-hoc query. Real-time scheduling 
and load shedding were used in their solution.  
 
Medusa [2] is a distributed DSMS and uses Aurora as a single node pro-
cessing engine. The application claims its quality in facilitating data query 
and composition. The system provides high availability, load management 
and is scaled over multiple nodes. Moreover, they have an offline contract 
feature that a participant pays for processing unit loads. Medusa can also 
push event streams to any participant nodes. 
 
Borealis [1] is a framework that derived processing techniques from Aurora 
and distributed functionality from Medusa, therefore Borealis is a distributed 
DSMS. Nevertheless, Borealis uses a different method in achieving the 
overall performance optimization between nodes. It considers scheduling 
and load shedding into its system in the same way as Aurora and Medusa. 
Furthermore, Borealis optimizers contain three levels of optimization: local 
optimizer, neighbor optimizer, and global optimization. Both Borealis [1] 
and Medusa [2] share the same characteristic; that nodes communicate to 
each other via Remote Procedure Call (RPC). Nevertheless, data streaming 
was implemented by using IOQueue, not parallel streaming. 
  
StramFlex [4] was made particularly for intrusion detection system (IDS). Its 
purpose is to target for high-throughput and low-latency applications with a 
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strengthened quality of service requirements. StreamFlex is a single node 
system and requires microsecond latencies as well as low packet drop rates. 
In a stream processing unit or PE, the program is a collection of filters con-
nected by data channels. The author [4] states that filters are independent and 
isolated from one another. Hence it is also possible to schedule in parallel 
without concern about data races or other concurrent programming pitfalls 
that plagues shared memory-concurrent programming. Moreover, the author 
of StreamFlex also suggests that the high performance stream processing 
systems that deal with large volumes of data should be designed to fulfill at 
least the following two key requirements. 
 

• Keep the data moving: messages must be processed with as little 
buffering as possible. 

 
• Respond instantaneously: any substantial pause may result in a 

dropped message and must be avoid. 
 
From these two suggestions, we realize that a large buffer size can result in 
long time data searching. For the tuple size, writing data into the memory, 
retrieving and storing in cache level one, two and three can cause negligible 
latency. Unfortunately, when the tuple size is too large, the number of items 
stored in the caches would be less drastically respecting to the cache level. 
The author [4] also suggests that the number of pauses should be minimized 
since it can degrade the overall performance. We realize that this point is 
particularly important for the real-time system since blocking operations can 
degrade overall quality of the system. Even though the requirement of our 
system has less restriction in real-time design. We also agree with the author 
and impose our design by using less blocking methods.  
 
Zero-copy message is also implemented by StreamFlex. It allows mutable 
data objects to be transferred along linear filter pipelines without requiring 
copy. The implementation of this technique is done by using a sharing 
memory region. StreamFlex also relies on the notion of priority preemptive 
threads that can safely preempt all other Java threads, including the garbage 
collector. With the technique in programming optimization and parallelism, 
we realize that zero-copy massage passing is an ideal technique for data 
transferring inside the application. 
  
Infopipes [11] which is an application that is designed for media-streaming 
suggests that the correct execution of stream-media applications is often 
critically dependent on the available bandwidth between the server and cli-
ent. For example, the application streams the video in High-Definition (HD) 
when the users have sufficient bandwidth, and degrades to Standard-
Definition (SD) when the users open some other applications that require 
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data transfer or instable network connections. The author [11] also suggests 
through their own experiences that building real-time streaming applications 
needs the ability to monitor and control properties dynamically in applica-
tion-specific terms. This capability enables applications to degrade or up-
grade their behavior gracefully in the presence of fluctuations in available 
resource capacity. With our technique, which aims for parallel streaming, the 
overall performance can degrade drastically if the system does not concern 
itself with the total bandwidth. Therefore, we realize that the suggestion 
from the author [11] leads to a consideration in designing a system with fluc-
tuation in resource capacity. 
 
 
2.2 Cloud Revolution 
When people began to use inexpensive commodity hardware for gigantic 
data processing, stream data analysis was moved and deployed in the cloud 
environment with an aim to overcome the 3V challenge: data velocity, varie-
ty and volume. This allowed platforms for large dataset analysis, such as 
Hadoop and Spark, to be run on top of computer clusters. Similarly, current 
stream data analysis is also challenged by 3V and this drives stream pro-
cessing frameworks to be available on the cloud as well. There are some 
well-known frameworks such as Apache Storm, Flink, Spark Streaming and 
Samza. A study which was conducted by Guenter H. and Martin L. [20] 
reviewed these technologies and the explanations are described in the fol-
lowing section. 
 
 
2.2.1 Apache Storm 
Apache Storm, which is used by Twitter, proposed a system that uses a 
graph model. A graph is comprised of edges and vertices and a graph can be 
called topology. Vertices represent computational nodes or workers and edg-
es represent data flow between nodes [21]. There are also two types of verti-
ces: Spout and Bolt.  
 

• Spout acts as a data source in a topology (It usually represents by a 
tap symbol). Spout generally takes input from Messaging Systems 
(MS) such as ZeroMQ, which is used by Apache Storm by default 
[20]. 
 

• Bolt responses for data processing (usually represented by a thun-
derbolt symbol). Processed tuples can be redirected to another Bolt, 
previously defined in a topology when the users submit topology in-
to the Nimbus. 
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Nimbus is a master node in Apache Storm design where a client can connect 
and manage their executions, including task distribution and execution of the 
cluster nodes [21]. It also responds to the overall progress where users can 
monitor the throughput of the system [21].  
 
ZooKeepers are required by Apache Strom to maintain the availability of the 
workers’ node by using the heartbeat mechanism. Worker nodes (Supervi-
sors) send their status and available resources to ZooKeeper. The design of 
Apache Storm can be seen in Figure 1. 

Figure 1: The Design of Apache Storm [20] 
 
In regards to Spout and Bolt designs, data sources would send tuples for 
storage in the Messaging System (MS). ZeroMQ is a brokerless MS which is 
used by default for Storm. Brokerless MS would transmit data in a peer-to-
peer manner. Therefore, Spout would receive tuples from the DS, buffer and 
transmit to Bolts for processing. This means that tuples would be transferred 
via three nodes and at least 2 hops for data transmission before the actual 
processing could take place. The illustration of dataflow can be seen in Fig-
ure 2. Apache Storm relies on brokerless MS and the system would be able 
to handle fluctuating throughput of data sources by using message queue in 
Spout as a temporary storage. This ensures that the system would prevent 
back pressure in the data source and load shedding in the processing engine. 
On the other hand, message queue introduces latency before tuples would 
arrive at the processing node (Bolt). 
 

 
 

Figure 2: Data Flow in Apache Storm 
 
In addition, Scientific Applications, which generally deal with large tuple 
sizes, might not suit the Apache Storm design due to an additional latency 
caused by data transfer from one node to another, message queue and data 
copying between threads [27]. Furthermore, latency in data copying from 
large tuple size imposes a time required for their operation. A study conduct-
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ed by Guenter H. and Martin L. [20] also claims that Apache Storm has a 
lower throughput rate compared with Spark Streaming and Flink.  
 
In order to maintain QoS of Apache Storm, over provisioning is required to 
guarantee the QoS. This means that the system does not use resources effec-
tively since the number of resources they occupy determines the QoS of the 
system. With these drawbacks and limitations, we believe that Apache Storm 
might not suit our requirements. 
 
Recently, Apache Storm introduced Apache Heron as a replacement. How-
ever, the framework is not available for the public usage yet and the design 
of Heron still relies on the concept of Topology. Heron framework concerns 
more about resource utilization, optimization and QoS [27]. However, we 
believe that the concept of topology with Spout and Bolt working along with 
MS might not be a good solution for our requirements. 
 
 
2.2.2 Apache Spark Streaming 
A fundamental pattern that is used within Spark Streaming derives from 
Spark where the system relies on Resilient Distributed Datasets (RDD). 
Spark raises it as a feature where the processing data can be recomputed 
when workers fail or could not produce the result in time. This allows Spark 
to conserve its reliability and maintain overall QoS. Spark is comprised of 
three main components: Driver Program, Cluster Manager and Worker. The 
design of Spark can be seen in Figure 3. The explanation of each component 
is described below. 

Figure 3: The Design of Apache Spark [20] 
 

• Driver Program is an application that executes on top of Spark. 
There can be many applications running within the cluster but the 
main program, called Spark Context, is responsible multiple client 
processes coordination [20]. The execution scheduling is also done 
by the Driver Program [20, 25]. 
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• Cluster Manager supports resource management by Mesos or 
YARN. Its main task is providing executors to applications as soon 
as a Spark Context has started [25]. 

 
• Worker is a node in which actual computations take place. Executor 

processes only work for one program at a time and stay alive until it 
has finished [25]. A downside of this concept is related to the data 
exchange between different programs or Spark Context objects, 
which can only be done through indirections like writing data to a 
file system or database [25]. 

 
Spark Streaming provides Discretized Streams (D-Stream) which is an ab-
straction for data streams. D-Stream object consists of an RDD sequence, 
whereby each RDD contains data of a certain stream interval. When the data 
arrives at D-Stream in the master node, Spark will create a batch for a certain 
interval input and submit the batches in the workers for processing. For Sci-
entific Applications, data discretization must be done manually due to un-
known object sizes and because the tuples are in serialized object form. 
Therefore, discretization by D-Stream does appropriate for big large object, 
but text stream. In addition, when the master node receives streaming data 
and forms an RDD object (which is an immutable type), we have to merge 
the RDDs by ourselves. At this point, we realize that this is an expensive 
process because the application has to create a new RDD just for merging 
many segmented RDDs, so they become a complete RDD that can be de-
serialized in workers.  
 

 
Figure 4: Data Flow in Apache Spark Streaming 

 
When we consider Spark Data Flow, tuples are collected into a master node 
for task distribution into worker nodes. The illustration can be seen in Figure 
4 above. The master node can get data directly from data sources, however 
that would result in back pressure or tuple dropping when the worker node 
cannot process the incoming tuple (Figure 4 – The Bottom Figure). In the 
case that data is collected by a messaging system, it would result in using the 
messaging system and latency would present (Figure 4- The Top Figure). 
 
In terms of programming techniques, practitioners can program a micro-
batch to receive data directly from the data sources or messaging system. 
This is theoretically possible, but users also need to merge the streaming data 
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repeated into a valid deserializable format. Therefore, we believe that Spark 
Streaming might not be appropriate for Scientific Applications where the 
streaming data is not present in text format. Furthermore, Spark also requires 
over provisioning for QoS in the same way as Apache Storm does. 
 
There are also drawbacks to using the micro-batch design by Apache Spark. 
The advantage of micro-batch is a clear separation for each task. However, it 
can increate latency for each execution due to execution context initializa-
tion. The Spark team responded to this statement by claiming that the impact 
is marginal [29]. At this point, we are concerned that the performance of 
micro-batch initiation can be impacted by the complexity of the required 
modules. When the module is large and results in substantial latency, overall 
performance is clearly affected. Moreover, with the gigantic number of tu-
ples which that need processing, the delay from context initialization would 
become substantial. Hence, we believe that a micro-batch design provides a 
clear advantage but can impact the overall performance through the com-
plexity of required modules. Therefore, we would like to introduce a persis-
tent micro-batch design for avoiding latency in importing required modules 
in the micro-batch. Further information about the impact of module com-
plexity can be seen in the discussion section. 
 
Please note that Spark developer team is developing Tungsten as a Spark 
replacement. However, the details of Tungsten and its improvements will not 
be covered within this report. 
 
 
2.2.3 Apache Flink 
Apache Flink was originally named as a Stratosphere project. Flink supports 
batch processing as well data stream processing and can guarantee exactly-
once-processing [20]. Flink also uses the master-worker pattern design, 
which is similar to Apache Strom and Spark Streaming. Flink design is com-
prised of two components: Job Manager or Master and Task Manager or 
Worker.  
 

• Job Manager is an interface to client applications and has similar re-
sponsibilities as Storm’s master node. In particular, those include re-
ceiving assignments from clients, scheduling of works for Task 
Managers as well as keeping track of the overall execution status 
and the state of every worker [20].  

 
• Task Manager is responsible for executing the assigned tasks or sub-

tasks and information exchange among workers in case it is needed 
[22]. Each Task Manager provides a certain number of processing 
slots to the cluster, which are used for parallelizing tasks. The num-
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ber of processing slots conforms to the number of vCPUs in each in-
stance [20]. 

 
By comparing Flink (in Figure 5) and Storm (in Figure 1) designs, it is clear 
that Apache Storm requires ZooKeeper in the middle between master and 
workers [21, 22]. However, Flink communicates information about instances 
status and heartbeat without using ZooKeeper. Flink sends that information 
along with the data. The design of Apache Flink can be seen in Figure 5 
below. 

Figure 5: The Design of Apache Flink [20] 
 
Flink also relies on the messaging system such as Apache Kafka and the 
tuples can be retrieved directly by workers without passing through the mas-
ter node. However, it can introduce delays in the system and the implemen-
tation without the messaging system would result in back pressure in the 
data source. At this point, we realize that messaging systems should be used 
only when slots are not available. Therefore, we believe that Flink design is 
very useful but there might be some other approaches for achieving better 
performance.  
 
From what we mentioned about the technology of Apache Storm, Spark 
Streaming and Flink, we would like to propose an alternative Streaming 
Data Analysis Framework called HarmonicIO. It was designed particularly 
for overcoming an issue of fluctuated data rate without overprovisioning. 
The theories that inspired our design are available in the following section. 
 
 
2.3 Design Model 
In the software design, data flow determines how you design programs and a 
slight change can result in drastic changes in the overall design [12]. This 
notion influences how we should design the application with scalable data 
flow to achieve efficient applications on the physical devices. The theories 
and relevant techniques are described below. 
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2.3.1 Data and Instructions 
With the concernment in software design, the computer programs which can 
be written in C, C++, Java, Python and other programming languages. Codes 
are compiled and translated into machine instructions. Some of program-
ming languages are pure interpreted or hybrid-implementation. The machine 
instructions will be executed by the Arithmetic Logic Unit (ALU) in the 
microprocessor. According to Von Neumann architecture which is widely 
used in the microprocessor that we use today, it can be described that the 
data doesn’t move [12]. It can be set or changed but the location remains the 
same [12]. In contrast, processor commands work mainly for assigning a 
value to the address and find what command would be executed next. This 
implies that, data copying from place to place costs execution time. This is a 
reason why zero-copy message passing can help to improve the overall per-
formance, by saving the execution cost.  
 
 
2.3.2 Threading or Forking 
There is another factor that needs to be considered when designing the appli-
cation, threading or forking. For a multi-threads program, accessing the same 
data can be a problem since many threads might want to update or retrieve 
the value at the same time. In order to maintain the correctness of the data, 
programmers are usually forced to use blocks. As a consequence, blocking 
operation result in latency and the system performance can be degraded. 
Moreover, applications of this designs are not scalable and push too much 
burden to get it right by blocking. This notion has been supported by 
StremFlex [4] which suggests that substantial pauses should be avoid. In 
contrast, forking is different from threading as the application cannot access 
the shared memory because the sub-processes execute in their own memory 
contexts. Therefore, the sub-processes cannot access data in the parent and 
sibling processes. This leads to a consideration of which option for parallel-
ism should be used in the implementation. 
 
 
2.3.3 Global Interpreter Lock 
The application that has been developed in this study is based on Python 
2.7.11 and 3.5. In python documentation either in version 2.7, 3.2 or its re-
cent stable released version, it states that threads in python are controlled by 
Global Interpreter Lock (GIL). It helps to ensure the correctness of the pro-
gram execution and threads will be executed one by one by GIL [14]. Re-
garding this, GIL would cause non issues in synchronization or the effect of 
race condition because there is no parallel execution under the GIL control-
ler. On the other hand, threading applications in Python could not take ad-
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vantage of multi-core processors and achieve the true parallelism perfor-
mance. In order to sidestep this problem, Python introduced multiprocessing 
modules since the release of python 2.6. This module fully leverages multi-
ple processors by using sub-processes instead of threads [13]. This imposes a 
challenge in designing our application since threads in python are not truly 
parallel and sub-processes are not allowing to access the main process 
memory context. 
 
 
2.3.4 Low-Level Network Interface 
According to socket streaming in Python, there are two main protocols for 
streaming: Transmission Control Protocol (TCP) and User Datagram Proto-
col (UDP). UDP is a connectionless protocol that has no handshaking, no 
guarantee of delivering, ordering, or duplicate protection [14]. On the other 
hand, TCP has handshaking, guarantees on reliability of communication over 
the network [14]. The only advantage of using UDP is to reduce the latency 
that TCP has for handshaking. In our application, the requirement imposes 
on the quality of the service in which data correctness determines the success 
of practitioners. Hence, TCP is used in our implementation to make sure that 
there is no mishap during data transfer. The additional information about 
data correctness is also available in the discussion section. 
 
In the area of dealing with requests for connection for streaming, Python 3.5 
provides ThreadingTCPServer which supports multiple requests by using 
threads in Python. Alternatively, ForkingTCPServer also provided for the 
purpose of truly parallelism. For ForkingTCPServer, each new request will 
be forked into sub-processes while ThreadingTCPServer would create a 
thread for handling a particular request. As mentioned in the GIL section, 
threading and forking also have their own benefits and drawbacks. In the 
design of our application, we implemented either threading and forking. The 
explanation can be seen in the methodology section. 
 
 
2.3.5 Linearity 
During data transmission between computers, the control system manipu-
lates data transmission rates by maintaining linearity [17]. The role of linear-
ity is to ensure that the system is always in the linear range. For example, the 
system continues to be linear when the feedback error is small. However, 
when the feedback error rate is high due to network congestion, packet lost 
from overflowing or any circumstances that cause the system to be non-
linear, linearity will apply the control rule by reducing data transmission 
rates until the number of packets lost restores as normal. Hence, the trans-
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mission rate will be reduced until the number of packet lost is negligible 
[17]. 
 
In our design, we also consider the linearity system which manipulates the 
throughput of the data transmission. The explanation about our technique 
with linearity is available in the discussion section. 
 
 
2.3.6 Reactive System 
Nowadays, computers are much faster than in the past, however, the demand 
for responsiveness, resilience, elasticity and message driven systems is un-
deniable. These four aspects can be combined and called Reactive system 
[16], the concept can be seen in Figure 6. With these components, the system 
claims to be flexible, loosely coupled and scalable. In addition, they are tol-
erant of failure. Lastly, it gives users effective interactive feedback [16].  

Figure 6: Reactive System Components [16] 
 

• Responsive: the system responds rapidly and detects problem quick-
ly and effectively. Responsive is also the corner stone of usability 
[16]. 

 
• Resilient: the system stays highly-available. The document suggests 

the concept of achieving resilience by replication, containment, iso-
lation and delegation [16]. 

 
• Elasticity: the system is still responsive under the workload with a 

varying input rate. This implies that the design should not have any 
bottlenecks [16]. 

 
• Message Driven: the system relies on asynchronous message pass-

ing. Non-blocking communication allows clients to consume re-
source while active, leading to system less overhead [16]. 
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These concepts and advantages of reactive system influence the design of 
our application. The explanation can be seen in the methodology.  
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3. Methodology 

Many prototypes [1, 2, 3, 4, 5, 6, 7] of SPEs were designed for standalone 
applications or distributed applications. Due to the requirements of our ap-
plication, many components were designed to support high throughput from 
the data sources for processing. PEs are also designed to support parallel 
distributed processing engines. With this approach, the system can cope with 
high data velocity and can effectively perform data processing on multiple 
instances. The number of PEs can be increased to cope with higher data rates 
from multiple data sources. The instance flavor can also be inhomogeneous 
among units. Hence, the design of PE systems can either scale up or scale 
out upon the available resources and user demands. The design of our SPA 
can be divided into five units: data sources, master node, worker nodes or 
processing engine, data repository and knowledge discovery unit. Data Re-
pository and Knowledge Discovery units are not a component of the stream-
ing framework. These units are responsible for collecting results and provid-
ing preview results to users, which is one of our application requirements. 
The overview of the system components can be seen in Figure 7.  

Figure 7: Component Overview 
 
Arrows in Figure 7 indicate the data transmission strategy: push or pull 
based. In Figure 7, when there’s data available in the data sources, they will 
send a stream request to the master node. The master would respond back 
with a streaming end-point. Thereafter, data sources will push tuples into the 
persistent micro-batch to workers for processing. Persistent micro-batch can 
also be referred as a processing slot. The raw tuples can be pushed to long 
term storage while the processed data is stored in the data repository. In this 
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study, we did not implement raw data storing. Meanwhile, knowledge dis-
covery will continually pull the data from the data repository for generating 
previews based on the available data in the repository. With this approach, 
practitioners would be able to see the previews of analyzed results. The 
technical detail of each unit is described in the following paragraphs. 
 
 
3.1 Conceptual Design 
In this section, we describe the design model and support reasons that influ-
ence our design of SPA. 
 
 
3.1.1 Data Model 
When we consider the design of the data model, the design of the existing 
systems [1, 2, 3, 4, 5] were implemented for an infinite time-series data. As a 
consequence, an expectation for querying data which provides an exact an-
swer is infeasible. The systems store only recent tuples in the data frame and 
the existing tuples would be displaced by the new tuples. In addition, storing 
tuples are inapplicable due to the whole dataset being virtually unlimited in 
size. This implies that the characteristics of the data and application re-
quirements impose the design of the data model. The existing applications 
[1, 2, 3, 4, 5] were designed based on DSMS. Our application imposes dif-
ferent requirements from those studies. Tuples are created from parameter 
sweeps and data is created based on the model computation. Data character-
istics are finite and in spatial-temporal domains. This means that the dataset 
is limited in size and potentially can be stored in the volume. In addition, 
query correctness is a major concern for our application. With these re-
quirements, we realize that DSMS which provides an approximate answer, 
but is faster in operation, does not suit our system. The concept of Sci-
DSMS was also introduced with an aim to support scientific applications 
with notions of data summarization and obsoleted tuples withdrawal. Never-
theless, an individual summary contains insufficient information and re-
quires a linkage to refer back to the raw tuple for accessing neglected infor-
mation. Therefore, Sci-DSMS also not suit with our design since our appli-
cation requires accessing raw tuples that cannot be discard. 
  
As a result, a traditional DBMS with HPDA sufficiently meets the require-
ment of our application. The query correctness is a concern for DBMS by 
providing the exact answer for every query in the same dataset. The DBMS 
data model was implemented in the DR unit and the data query will be trig-
gered by the KD unit. 
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3.1.2 Data Query Model 
Since our application copes with a large dataset in which tuples can be creat-
ed continuously in an unpredictable rate. Continuous query that run and up-
date the result overtime is adopt by our design. Change-based trigger does 
not suit with our design since the data velocity is relatively high. This can 
cause system overhead and results in an overall performance degradation in 
data repository. It needs to deal with features storing from a number of PEs. 
Timer-based continuous queries would be proper for our design since DR 
unit will pull the extracted features in a timely manner. With timer-based 
continuous query, our application can also support for reactive system by 
providing HPDA over a traditional DBMS. 
 
 
3.1.3 Load Shedding 
With an imposed requirement in real-time notification in many studies [1, 2, 
3, 4, 5], load shedding which ignores or processes only prioritized tuples is 
required for maintaining QoS. This is a crucial aspect that makes our appli-
cation different from the existing prototypes. Tuples in existing studies [1, 2, 
3, 4, 5] contain tuples’ semantic, either implicit or explicit. On the other 
hand, our application focuses on tuples processing for feature extraction and 
tuples have no semantic difference. Therefore, every tuple must be processed 
for feature extraction by PEs since priority of the tuples cannot be deter-
mined. According to this, load shedding is not appropriate in our application 
since it can result in unreliability in the feature suggestion.  

 
 

3.1.4 Stream Processing Engine 
The design of the SPE in our application is different from the existing stud-
ies [1, 2, 3, 4, 5, 6, 7] since we separate SPE components, from one inde-
pendent application, into dependent processing units in the cloud environ-
ment, where each unit works on its own instance. Hence, we would like to 
infer the whole framework as a Stream Processing Application (SPA), which 
should not be confused with the term Stream Processing Engine (SPE) - a 
whole system in one machine or every component in one machine in a dis-
tributed system. 
 
The design of the processing engine is based on the benefit of utilizing in-
stances in the cloud environment to be very scalable by considering a num-
ber of instances for feature extraction. The processing time for feature ex-
traction in PEs can vary based on the complexity of realizations. Hence, we 
designed SPA into a distributed system with a notion of maximizing work-
load on every single instance. When we consider aspects that determine a 
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streaming framework design, the study which was conducted by G. Hesse 
and M. Lorenz [26] concludes that latency and can be used to determine 
efficiency of a streaming network. 
 

• Throughput refers to the number of inputs that are completed per 
time unit [31]. 

 
• Latency refers to the time difference between consuming a message 

and the end of its processing [31]. 
 
Hence, low latency and high throughput are desired for the performance of 
stream processing. According to this, we designed our streaming framework 
by analyzing the factors that affect performance and optimizing based on 
that analysis. 
 
Throughput is determined by the number of processed tuples per time unit. 
This indicator is also affected by latency. The more latency a system has, the 
lower its throughput. We realize that the number of parallel processes direct-
ly affects the throughput indicator. Therefore, we designed the system to 
support parallelism in two distinct ways: 
 

• First, we parallelize tasks according to the number of available 
vCPU to make sure that we use every single processing core.  

 
• Second, we allow the system to scale-out during runtime to increase 

the amount of parallelism in the cluster.  
 
We implemented a built-in messaging system to cope with the fluctuating 
data rates. In the same time, we used this information to assist with system 
scale-outs and to maximize system throughput, while minimizing message 
storing in queues as much as possible. 
 
Latency is determined by how fast the tuples can be processed. This indica-
tor can be affected by many factors. The explanation can be seen below. 
 

• Micro-batch model which is used by Apache Spark would introduce 
latency into the system from execution context initialization. There-
fore, we changed the data treatment from batch to stream to avoid 
the redundant latency. The further information can be found in the 
discussion section.  

 
• Messaging systems (MS) help the system to cope with fluctuated tu-

ple rates from the data source without causing back pressure to the 
data source. As a trade-off, messaging system introduces additional 
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latency in the form of message storing and retrieving. In addition, 
MS would introduce at least two hops from the data source to MS 
and from MS to streaming end-point.  The advantage of MS is clear, 
but should be used as sparingly as possible. 

 
• Data Flow deals with how the tuples travel from data sources to be 

processed at the worker. The data flow should be short to make sure 
that there is less data transfer either inside the node or outside the 
node. Therefore, we designed the framework to allow data sources 
to stream data directly to the processing channel in the worker with-
out passing through the master node or messaging system. 

 
• Implementation techniques also affect latency of the system. The in-

formation regarding to implementation technique can be found in the 
Design Model section. 

 
Regarding latency and throughput, there is another aspect to think about 
when the system is used in production - cost of operation. The number of 
instances and its resources determine how expensive the computations are. 
The existing systems such as Apache Storm requires overprovisioning to 
guarantee the high throughput rate [27]. However, this is not desired since 
some instances are not being used. Therefore, we designed the system to be 
able to scale-out for coping with high tuple rates and scale-in when the tuple 
rates decline. With this, the system does not require overprovisioning since it 
can scale-out during runtime. Similarly, it can scale-in to reduce the cost of 
operation. Therefore, the cost of operations would be optimized according to 
tuple rate while maintain high throughput rate. 
 
 
3.2 Technical Design 
There are five main modules that build up the whole system. A technical 
explanation of each unit’s design is given in the following paragraphs. 
 
 
3.2.1 Network and Locality 
The design of our system was impacted by scientific applications where data 
sources are generally located in a private network. When data sources and 
SPA are in the same private network, there would be no problem with net-
work connection. On the other hand, when data sources are in a private net-
work, the SPA would be able to run in public networks to stream from those 
data sources. This is possible by using push-based requests from data 
sources. In this study, we would suggest that the data sources and workers 
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should be located in the same private network while master is located in a 
public network. With this, we can access the master to see the overall 
streaming processing. 
 
3.2.2 Data Source 
Data Source is a unit that connects to an instrument for signal measurement. 
For scientific computation, data sources can be processing workers which 
creates data based on simulation models. In this study, the data source is 
from pre-created stochastic simulations of species oscillation representations 
in a spatial-temporal domain. In practice, tuples are created from computer 
nodes in the cloud environment. Hence, there are more than one data 
sources. Therefore, we designed the system to allow data streaming from 
multiple data sources. The design of the Data Source that we use for this 
prototype consists of 2 components which can be seen in Figure 8 below. 

Figure 8: Design of Server Stream 
 
 
Tuples 
This unit represents the availability of the data which will be transferred for 
analysis in a worker node. When the data arrives, the system can send data to 
a Stream Connector for streaming. 
 
 
Stream Connector 
A part of data streaming in the data source. A Stream Connector streams 
data through TCP socket to an end point, which can be a persistent micro-
batch or a messaging system. Stream Connector is comprised of 3 compo-
nents: Connector API, REST Caller and Socket. The design of the Stream 
Connector can be seen in Figure 9 below. 
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Figure 9: Design of Stream Connector 
 
 
Connector API 
This unit acts as an interface for the stream connector which enables a client 
application to stream data for processing. The data source or client applica-
tion can call the Stream Connector API and pass a tuple to be streamed and 
processed in the micro-batch. 
 
 
REST Caller 
This unit inquires the master node for the streaming end-point. The commu-
nication is done one-way and only by the stream connector. The reason be-
hind this design is based on the requirement that the data sources are located 
in a private network. The responses from the master node are composed of 3 
pieces of information: an end-point IP address, end-point port number and 
tuple id. The master node generates a new tuple id each time the stream con-
nector requests streaming. This helps the system identify which tuples have 
been created before or after other tuples. The response or streaming end-
point can be a micro-batch or a messaging system. This is subject to availa-
bility of processing channels.   
 
 
Socket 
After an end-point inquiry from the master node, stream connector would 
create a client TCP socket with a specified end-point to stream a tuple.  
 
 
Streaming End-Point 
The master node sends an end-point response based on the availability of PE 
channels. This can be divided into two cases: A PE channel is available and 
No PE channels are available. 
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Case: PE Channel is Available 
When the master node receives a streaming request, the master would check 
for the availability of the processing channel. If the channel is available, the 
status of the PE channel will be flagged to occupied. Thereafter, the master 
node would generate a new tuple id and respond with processing channel 
identity and tuple id to the stream connector. In this situation, the data source 
would stream data to a persistent micro-batch directly. The request flow can 
be seen in Figure 10. 
 

Figure 10: PE Channel is Available 
 
 

Case: No PE Channels are Available 
When the master node receives a stream request string from the stream con-
nector, it creates a new tuple id and responds to the stream connector with 
messaging system identity as well as tuple id. The stream connecter would 
stream data to the messaging system instead of micro-batches when every 
processing channel is busy. Therefore, any tuples streamed to the messaging 
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system would be stored and wait for retrieval from the micro-batch. When 
the micro-batch informs the master its channel is available for processing, 
the master would respond with a tuple in the messaging system. In this case, 
the data source would not be able to stream data to a persistent micro-batch 
as long as the stored tuples in MS is not empty. This affected the end-design 
to ensure that the order of tuples is coherent and conforms to time series. 
When the knowledge discovery unit calculates a preview result, the result 
will be consistent.  The request flow can be seen in Figure 11. 
 

 
Figure 11: PE Channels are not available 
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3.2.3 Master Node 
This unit is the heart of task distribution in the system. The master node will 
try to assign a task to a processing channel of a certain worker by utilizing 
the vCPU’s as efficiently as possible. The system assigns tasks to PE’s by 
trying to maximize CPU usage in each worker node. When the worker nodes 
have no task for processing, the master node can decide to scale-in the sys-
tem by reducing the number of worker nodes. On the other hand, when every 
micro-batch is busy and the data sources stream tuples for temporary storage 
in the messaging system and when the number of tuples in the messaging 
system exceeds a threshold, the master can decide to scale-out to maintain 
overall quality of service. The design of master node is comprised of 4 units: 
REST API, Messaging System, Channel Manager and Tuple Identifier. The 
design can be seen in Figure 12. 

Figure 12: Design of Master Node 
  
 
 
REST API 
In the master node, REST API is responsible for the communication with 
data sources and persistent micro-batches. There are two scenarios for com-
munication with master node. Data sources request to stream tuples and per-
sistent micro-batch informs its status. 
 
 
Messaging System 
Master node is also comprised of a built-in messaging system. The messag-
ing system can be designed to run in a separate instance. However, this 
would cause an additional communication from the master, to messaging 
system, to stream, and to a persistent micro-batch. Therefore, we would like 
to reduce dataflow and communication as by implementing a built-in mes-
saging system into the master node. The reason is when the persistent micro-
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batch updates its status to a master node, the master node would respond 
back with a tuple which is stored in the messaging system to eliminate the 
latency in client socket creation and additional communication. 
 
There are some advantages that influence the design of built-in messaging 
system. 
 

• Guarantees that the system would not cause back-pressure in the da-
ta source. 
 

• Allows the system to deal with fluctuating data rates more effective-
ly. 

 
• Allows the system to know when the system needs more worker 

nodes. 
 

• Allows the data sources to be located in a private network. 
 
 
Sockets in Messaging Systems 
Server sockets will be opened and wait for a request for streaming from data 
sources. The implementation of Sockets for the messaging system is based 
on Threading TCP Server. The purpose of using Threading TCP is to build 
an asynchronous handler for supporting multiple requests from multiple data 
sources. When the master gets a request from a data source, the server socket 
will create a thread for handling a particular request. Another reason to use 
ThreadingMixIn instead of ForkingMixIn (which can provide true parallel-
ism) is that ThreadingMixIn allows us to write data into the messaging sys-
tem directly. In contrast, ForkingMixIn has its own memory context and 
passing content in memory levels is infeasible or requires a special method. 

 
 
Channel Manager 
This unit is used to store the status of PE Channels. This allows the master to 
know the status of the available PE channels and perform task assignment 
for each of the processing slots. In this prototype, we implement a simple 
task distribution by trying to assign tasks in alphabetical order, based on the 
processing channel identity. 
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Tuple Identifier 
This module assigns id to tuples based on the order of creation. The data 
type for id used in the system is unsigned long which supports up to 
9,223,372,036,854,775,807. With the concernment of unlimited number of 
tuples, when the id value exceeds its maximum that the system can support, 
the system should reset the id to 0. However, we did not cover this in this 
phase of development.  In order to avoid confusion in tuple order in the mes-
saging system among id set. The messaging system assigned a task to a per-
sistent micro-batch by using queue and feed tuples based on the order of first 
come first serve.  
 
Please note that Python guarantees no integer overflow for long data type 
[30]. However, we add tuple id into the payload header with fixed-length of 
8 bytes. Therefore, integer overflow which is supported by Python is not 
available in this implementation. 
 
 
3.2.4 Worker 
Clients or processing engines have been designed to be very lightweight and 
independent from other processing engines. A worker is comprised of two 
units: a controller unit and a persistent micro-batch. Controller unit is re-
sponsible for the availability of processing channels. A persistent micro-
batch is an external independent module for workers where the processing of 
data, such as feature extraction, takes place. A persistent Micro-batch can be 
referred to as a processing channels which will start automatically when the 
controller program starts. The number of processing channels is designed to 
conform to the number of available vCPU’s in each instance. Controller unit 
is composed of two components: REST module and Task Controller.  The 
design of the processing engine can be seen in Figure 13. 
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Figure 13: The Design of Processing Engine 
 
 
REST API 
This module is responsible for retrieving load information from the instance 
which are inquired by the master. The requests for updating status will be 
made in a timely manner from the server. 
 
 
Task Controller 
When the controller program starts, task controller will launch persistent 
micro-batches. The role of the task controller is to maintain availability of a 
persistent micro-batch when it has been killed due to an internal error. We 
designed in a way that separates persistent micro-batches out from the do-
main of the controller due to several reasons. 
 

• To provide resilience and robustness to the system. If a micro-batch 
consumes too much memory and has been forced by the operating 
system to terminate, the client engine would still stay alive since the 
client engine and micro-batch are independent from each other. 

 
• To support true parallelism by processing micro-batches in an inde-

pendent sub-process. The micro-batch tasks are controlled by the 
task controller process pool. 

 
• To enable the practitioner to develop feature extraction or data 

summary in any programming language, without code modification 
in the client engine. However, the exit code must conform to the task 
controller agreement. 

 



 42 

• To provide security via modularity, where memory context is not 
shared. Since the practitioners can develop a micro-batch inde-
pendently, the scope of applications is clearly separate and practi-
tioners’ code can not cause any harm to the controller system. 

 
 
Persistent Micro-batch 
Persistent micro-batch is an independent sub-application that is run continu-
ously once invoked by the task controller. The task of persistent micro-
batches is to retrieve tuples from the data source or messaging system in the 
master node and to process them. According to the requirement, the pro-
cessing channels would perform feature extraction from the fetched tuple. 
Persistent Micro-batch is comprised of 3 units: Stream Tap, Stream Pro-
cessing and Drainer. The design of a persistent micro-batch can be seen in 
Figure 13. 
 

• Stream Tap is a unit that fetches tuples from data sources or messag-
ing systems, for processing. The design of a Stream Tap can be seen 
in Figure 14. It’s comprised of two units: REST Caller and Socket. 
REST Caller is responsible for updating its channel status to the 
master, while the Socket unit is responsible for tuple streaming from 
the data source.  

 
Figure 14: The Design of Stream Tap 

 
 

• Stream Processing is a unit that performs data processing. The pro-
cessing algorithm can be changed or modified from this unit. 

 
• Drainer is a unit that deals with processed data and raw data. A per-

sistent micro-batch will push the processed data into data repository. 
 
A persistent micro-batch will run from the streaming tap through stream 
processing and drainer as a circle. With this, a micro-batch would keep run-
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ning - which helps to avoid redundancy in execution context initialization. 
More information can be found in the discussion section. 
 
The underlying reason for relocating socket servers into a persistent micro-
batch lies in the problem of latency, which is influenced by Borealis and 
StreamFlex.  Since the size of tuples can be very large, copying data from 
the main engine to feature extraction can take some time. The concept of 
pass by reference or zero-message copy would suggest solutions. However, 
the true performance of parallelism could not be achieved by using threads 
in Python. Therefore, forking has been used, but passing by reference or 
zero-message copying cannot be made into a sub-process. We avoid these 
problems by retrieving tuples into the same memory context of stream pro-
cessing units. Feature extraction can then be performed directly, right after 
fetching the data. 
 
In the design of a persistent micro-batch that we have implemented, the ex-
tracted feature will be pickled, compressed and submitted to a Data Reposi-
tory. We design the application to compress the features for two purposes.  
 

• To reduce usage of bandwidth which would allow other applications 
or working units to transfer more data under the limited network ca-
pacity in the data repository.  

 
• To reduce the space used for storing the extracted features in the da-

ta repository. 
 
For the raw tuples, the users can decide whether to store them in the long 
term repository or simply discard them. In our implementation, we simply 
discard them because we still have original copies in the data source.  
 
 
Parallel Streaming 
Because data sources can stream tuples to workers in parallel, each data 
source in our framework streams data to an individual processing channel. 
This approach can have a drawback in that the performance of streaming can 
be degrade drastically when the number of parallel streaming is relatively 
high. However, the streaming content is finite and the low-linearity would 
not be applied to a new transmission. On the other hand, we consider the 
potential benefits:  
 

• Parallel streaming can avoid data segmentation errors in a continu-
ous streaming with byte count.  
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• Parallel streaming supports true parallelism by design and prevents 
data copying issues. 

 
• Parallel streaming supports the implementation of built-in load bal-

ance by controlling the number of active sub-processes and the 
number of processing tasks.  

 
• Parallel streaming allows the application to take an advantage of 

nonlinearity. Once the application starts transferring data, the appli-
cation will transfer high data rate content, and the data rate reduces 
until the number of lost packet is negligible. During the high transfer 
data rate, the application will take advantage of instability in linearly 
by finishing data transfers faster than single stream.  

 
• When the connection is not stable, the data transfer would be de-

graded and remain linear. This implies that when the data transfer 
rate goes down, it will not go up and result in a slow data stream. 
With parallel streaming, every data transfer channel will not remain 
in linearity with low data rate. 

 
 
3.2.5 Data Repository 
Data repository is an engine that contains raw tuple meta data and extracted 
features which can be used by the Knowledge Discovery unit. The infor-
mation that has been submitted from the micro-batches will be inserted into 
the features table. The data model this study adopts is the object store 
DBMS. There are three components in this unit. The design of data reposito-
ry can be seen in Figure 15. 

Figure 15: The Design of Data Repository 
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REST API 
Pushing features from micro-batches to the data repositories, as well as fea-
ture requests from the Knowledge Discovery unit, are performed via the 
REST API. When the knowledge discovery unit has performed hierarchal 
cluttering, the knowledge from the features will be pushed back into the data 
repository via this channel. 
 
 
MongoDB  
Since the data model that we adopt in the design is DBMS, which supports 
exact result querying, we decided to use MongoDB for storing information 
about the features and knowledge from KD unit. The database has been de-
signed to not contain any indexes or partitions. As a result, a query from the 
database would result in full-scan, except for counting total records which is 
stored in a meta data table. Hence, querying data from the table would be 
slow due to no index hit. The reason that influences this design is due to the 
fact that the data repository units tend to deal with many requests for extract-
ed features insertion. Indexing can result in performance degradation since 
indexing requires time to find a place to insert an index in the right order. 
This process is blocking operations and could cause backpressure on the 
micro-batches. Consequently, the performance of the overall system can be 
degraded. In addition, when a table contains many indexes, the performance 
would further degrade.  
 
 
File Storage 
There is also another data unit named file storage. We decided to store the 
extracted features in the local file system instead of databases due to several 
reasons. First, extracted features can be very large. When the database grows 
to a certain size, scalability and performance degradation become explicit 
and can be noticed from querying time. To avoid this problem, the database 
will store the path of the extracted features rather than the feature object. 
This helps the system to be more scalable without the impact of size of ex-
tracted features.  
  

 
3.2.6 Knowledge Discovery 
Knowledge Discovery is a unit that pulls the extracted features from the data 
repository for processing. The system will pull the data in a timely manner 
and the interval can be specified by users. In our implementation, we de-
signed the knowledge discovery unit to pull the data every 60 seconds. Sys-
tem design has three components and can be seen in Figure 16. 
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Figure 16: The Design of Knowledge Discovery Unit 
 
 
Query Engine 
This unit will send a request to the data repository for retrieving features. 
The data repository will send a tarball that contains only the compressed 
features back to the data repository. The query will be triggered every 60 
seconds. 
 
 
Data Preparation and Knowledge Discovery 
When the system retrieves data from the data repository, decompresses the 
content and un-serializes features, data preparation will be performed. A 
prepared data will be passed to the knowledge discovery module to perform 
hierarchal clustering. Thereafter, the knowledge will be pushed back to the 
data repository. 
 
The design of the system for these two modules is not processed in parallel  
because, when each module performs its task, memory will be required to 
store the data in memory. If these two modules are processing at the same 
time, it can cause insufficient memory problems because these two modules 
each contain a copy of a dataset. In addition, the system is designed to have a 
latency in data querying from the data repository. Continuous-triggers with 
timer-based mechanism would suit our requirements more because this can 
provide an up-to-date preview result without resource overconsumption.  
 
With the design of the distributed components in SPA, the holistic view of 
the connected components can be seen in Figure 17. 
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Figure 17: The Connected Components of SPA 
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4. Result 

We performed testing on the design of our SPA in SNIC cloud in project 
c2015003, regionOne. There are four main components that are running 
during the experiment: data sources, master node, worker nodes and data 
repository node. The number of instances and resources of each instance can 
be seen in Table 1. Please note that the resources for worker nodes do not 
need to be homogeneous for an actual usage. 
 

Table 1: Instance Number and Resources 
Group # Instances # vCPUs Memory 

Data Source 2 4 8 GB 
Master 1 8 16 GB 
Worker 4 4 8 GB 

Data Repository 1 8 16 GB 
 
For the number of tuples, there were 1,000 tuples that had been pre-
generated. They were split into data source node 1 and data source node 2 
equally, 500 tuples each. The average size of each realization is about 6.3 
MB and the total size of 1,000 tuples is 6.28 GB. The network IP addresses 
that we use during the experiment are all private IP address. Nevertheless, 
the design supports public IP address as well. 
 
In this experiment, we aim for probing the capability of the system that al-
lows for handling of unreliable tuple rates from the data source while mini-
mizing latency and maximizing throughput. We expected to see three phases 
in the experiment, each of which represents a desired framework capability: 
 

• Phase 1, data velocity is less than the capability of the system. This 
phase represents the situation when the number of worker nodes are 
exceeding the number of required workers at that moment. When the 
system gets into this phase, it should terminate unused instances to 
reduce cost of operation. 

 
• Phase 2, data velocity conforms to the system capability. This repre-

sent the situation when the number of worker nodes are sufficient 
and every worker node is working at full capacity. 
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• Phase 3, data velocity is greater than the capability of the system. 

This represents the situation when the data rate is greater than every 
running worker can process at that moment. When the system gets 
into this phase, the tuples will be stored in the messaging system in 
the master node. This phase represents the situation that the system 
should spawn a new worker to maximize throughput. 

 
In this experiment, we expected to see the appearance of these three phases 
which would imply that HarmonicIO framework can handle fluctuating data 
velocity while minimizing data flow latency and maximizing throughput 
(through runtime scaling). With an expectation to see the appearance of 
above three phases, we varied two variables: tuple rates and number of 
workers. Each data source can create 12 tuples within 1 minute. We vary the 
number of tuple rates by the amount of running data sources. For example, 
we run data source 1 to create a tuple rate of 12 tuples per minute. Then, we 
increase the tuple rate to 24 by running another data source. For the worker 
node, each worker contains 4 processing slots which conform to the number 
of available vCPU. This means that each worker can process 4 tuples at the 
same time. When we vary the number of worker from 1 to 4, the system will 
have more processing slots (4 to 16). This would allow the system to handle 
greater tuple rates from multiple data sources. 
 
We started to test our framework by running 1 worker before running any 
data sources (Figure 18). From periods 1 to 3, we can see that the number of 
available channels is greater than the queue length. In this period, we did not 
start streaming from the data source yet, but it is an initial state that shows 
the framework ready for operation. Therefore, phase 1 can also represent the 
initial state of the system.  
 
After that, we ran 1 of the data source to start streaming to the client. The 
illustration of information can be seen in Figure 18, period 3 to 21. The 
number of available processing channels were reduced to 0 with a fluctua-
tion in number of tuples in queue from 0 to 4. This represents the situation 
when every processing channels was occupied while a tuple was created. 
When the channels finished and are ready for the new task, tuples in queues 
were fetched to be processed. This results in a saw tooth pattern that workers 
can process tuples conforms to tuple rates but with a small latency. This 
represents the situation in phase 2 where the number of tuples in the queue 
did not exceed the number of existing channel, which is 4. In this phase, the 
system can process tuples in time but tuples have to be stored temporarily in 
queue – they are not processed directly by a worker. At this point, one more 
worker can be added to eliminate the latency during processing time gap. 
This would result in returning to phase 1. 
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Figure 18: Information Illustration 
x-axis represents time period (10 seconds for each period) 

y-axis represents number of workers or tuples 
 
At the time point of 23 to 31 in Figure 18, we simulated a rise in tuple rate 
from 12 to 24 by running data source 2. The system at that time currently 
had 1 worker which was processing at full capacity of 12 tuples per minute. 
This results in an increase queue tuples stored for processing. At this point, 
the number of items in the queue exceeds the number of existing channels. 
This represents phase 3. It’s a sign that the system should spawn a new 
worker to cope with higher velocity.  
 
Thereafter, we run 3 more workers to deal with a higher data rate from two 
data sources. In Figure 18 from period 33 to 37, we can see a reduction in 
number of tuples in the queue as well as an increase in the number of work-
ers. Thereafter, from period 39 to 53 in Figure 18, the system returned to 
phase 1 again. At this point, 16 channels are open - more than the system 
actually needs since each worker can cope with 1 data source. The system 
has 2 data sources with 4 workers which is more than the system needs. 
Therefore, the system should scale down by terminating some unused work-
ers to save cost of operation.  
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Figure 19: Processing Channel Illustration 
x-axis represents time period (10 seconds for each period) 

y-axis represents number of processing channels 
 
From the view of the number of available channels in Figure 19, we can see 
in the 1 to 3 period that every channel in a worker is available. This is an 
initial phase and we cannot decide to terminate any worker since we have 
only one worker running. Then, we tested the system to go through phase 2 
and 3 until period 31. In period 31, we added three more workers to the sys-
tem and none of available channels presented due to every added channels 
were processing tuples from queue. This caused the system to return to phase 
1. In Figure 19 from period 38 to 53, we can see that many processing chan-
nels were available and not used for processing, especially with processing 
engine 3 and 4. After period 40, we can see clearly that none of the channels 
in processing engine 3 had been used. Therefore, we can decide to terminate 
the workers based on the number of available channels is each worker. 
 
Please note that instance creation and termination are not covered in this 
phase of development. 
 
We can see that the system capability to cope with unreliable tuple rate ve-
locity by increasing the number of workers during run time, and the possibil-
ity to terminate unused instances while the system is running. The system 
will start at phase 1 and maintain its processing capability at phase 2. In 
phase 2, we can decide to add one worker to increase throughput. In phase 3, 
it is necessary to add new workers to maintain QoS and throughput rate. 
Figure 20 shows phases transition and actions that cause transition to another 
phase. 
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Figure 20: System Phases and Transitions 
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5. Discussion 

When we consider the holistic of the system where SPE compositions are 
distributed in the cloud environment, instances communication is the key 
that allow distributed nodes to be able to communicate and work effectively. 
This means that each node has to communicate via a physical network. Nev-
ertheless, the challenge in the distributed system is a limitation with a physi-
cal level where computer networks are limited in its network capacity as 
well as reliability on the data transfer. 
 
 
5.1 Transmission Reliability 
In terms of reliability of the transferred data, we experimented by hashing 
realizations from the server side and comparing it with a hash value from the 
client side. In the experiment, we found that there is no message digest dif-
ference between server side and client side. At this point, we can claim that 
TCP which provides check sum conserving reliability over the network. 
Therefore, in our implementation, we do not perform any kind of integrity 
check. In the case that the payload has been altered during transmission, the 
micro-batch would fail to unserialize the realization and cause the micro-
batch to be relaunched and request for streaming again. On the other hand, 
we also realize that hashing causes an overhead to the system. We experi-
mented the process by performing parallel streaming with processes time 
logging and the result can be seen in Table 2. 
 

Table 2: Probing of Processing Time 

# Samples Avg Socket 
Int 

Avg Re-
quest Time 

Avg Data 
Received 

Avg Has-
ing 

End – Start 
Time 

800 1.02 ms 2.58 µs 72.41 ms 41.86 ms 11.73 s 
 
According to Table 2, we can see that hashing introduces latency to the sys-
tem. Message digest creation took about 42 microseconds while data transfer 
took merely 72 microseconds, on the localhost testing. Therefore, we decid-
ed to not perform any integrity check in the design of SPA with an aim to 
reduce latency in the system. In addition, hashing must be done either server 
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side and client side and this can lead to double hashing latency as well as 
processing overhead. 
 
 
5.2 Linearity 
In order to make sure that parallel streaming takes advantage over nonlinear-
ity state, we also performed an experiment by comparing the performance of 
sequential streaming and parallel streaming. The result can be seen in Table 
3. The experiment was made in the SNIC cloud, g2015016 regionOne. 
 

Table 3: Sequence Streaming and Parallel Streaming 
Streaming Total Time 

Instance 1 
Tran. Rate 
Instance 1 

Total Time 
Instance 2 

Tran. Rate 
Instance 2 

Sequential 38.89 s 159 MB/s 36 s 171.8 MB/s 
Parallel 30.03 s 205.96 MB/s 32 s 193.28 MB/s 

 
According to Table 3, the transmission rate for parallel streaming is greater 
than sequential streaming for 20%. This suggests that parallel streaming 
takes an advantage in nonlinearity state during data transmission.  
 
 
5.3 Large Scale Parameter Sweep 
In a fine grain simulation, the dataset can be too large to be stored in a long 
term repository and the number of extracted features can be too large to be 
maintained by the data repository. With an extremely large scale of parame-
ter sweeps, DBMS would be impractical for implementation. However, the 
challenge in knowing which tuples are important cannot be known in ad-
vance without performing a knowledge discovery on a complete dataset. 
Therefore, DSMS, which is an ideal solution for SPEs, would suit our design 
when the exact query result is not the first importance. 
 
 
5.4 Summary with Sufficient Information 
This concerns the concept of Sci-DSMS where the concept of summarization 
has been proposed. Our design can be changed to fit with Sci-DSMS when 
the summary contains sufficient information. According to the summariza-
tion process, the parameter values which are used in calculating the copy 
number should be included in the summary. Once the parameters are includ-
ed, we can discard the raw tuples since we can refer back to the raw tuples 
by recalculating the model with the given parameters. 
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5.5 Tarball in Memory 
Regarding the design of the data repository in Figure 7, the compressed ex-
tracted features will be tarballed in memory. We tarball the extracted fea-
tures due to the reason that sending many files over TCP can waste too much 
time with the handshaking processes. With this, we decided to send features 
in one tarball file which can save time by performing only one handshaking 
process. We do not perform tarball file by file and write to the storage to 
reduce the disk I/O latency. In addition, the system has to read the file into 
memory for transmission anyway. Therefore, we decided to perform tarball 
in memory to reduce the time in disk operation. However, this can cause an 
issue when that total size of compressed features is too large to be stored in 
memory. Therefore, we would like to propose a future work by modifying 
the system to transfer just the new features that have not transmitted into the 
data repository. Since the query from the Knowledge Discovery (KD) will 
be made in a timely manner, this also supports the design. In the future de-
sign of the data repository, file storage will be introduced to store the ex-
tracted features. The design can be seen in Figure 21. 

Figure 21: Future Design of KD unit 
 
According to Figure 21, while the process of knowledge discovery is run-
ning, the query engine would retrieve only new features from DR unit and 
combines with the features that have been stored in the KD unit. With this 
approach, it can improve performance for several reasons. 
 

• It would save the bandwidth for the data repository since this unit 
handles many requests for pushing features into the system. 

 
• This design enables the system to be able to tarball the compressed 

extracted features from an extremely large dataset in memory. This 
can be done by tarball only the extracted features that have not been 
transferred to KD unit.  
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• The design also provides a redundant back up for the extracted fea-
tures which are available either in data repository or knowledge dis-
covery unit. 

 
 
5.6 In-Memory Database and Model Architecture 
This concerns the design of data repository in Figure 7, when the knowledge 
discovery makes a query for fetching new features for processing. The de-
sign should compose of an in-memory database which stores information 
regarding the new features that have not been transmitted to the knowledge 
discovery unit. Originally, we designed the feature table to contain infor-
mation about this. However, the feature table contains no index and querying 
would result in full-scan. We realize that this can cause latency to the system 
when the table contains tremendous records. Therefore, the design of in-
memory database is introduced into the future design for storing about fea-
tures information that can be queried without accessing a disk. The design 
can be seen in Figure 22. 

Figure 22: Future Design of DR Unit 
 
With the new design of data repository in Figure 22, model module also 
introduces as an interface for databases. This design allows the data reposito-
ry to have a clear separation between control and model from each other. 
Therefore, this will improve flexibility in the application for further devel-
opment or modification.   
 
 
5.7 Micro-batch Performance Review 
We realize that micro-batch is the process that requires time for processing 
rather than any other parts of the system. Micro-batch is a small program 
that streams the data from server sockets and extract features from the tuples. 
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We further probed down into the process of micro-batch and execution times 
can be seen in Table 4. 
 

Table 4: Execution Time in Micro-batch 
Execution Time (s) Process 

0.145 Import standard library 
0.841 Import pyurdme 
0.058 Stream data from server 
10.498 Deserialization 
17.736 Feature extraction 
0.377 Push extracted feature to DR 

 
According to Table 4, it is clear that feature extraction is the process that 
took more time than other processes by taking 17 seconds. In contrast, 
stream data from servers took less time than any other by using 0.058 sec-
ond. The interesting information from Table 4 is the execution time of dese-
rialization which took approximately 10.5 seconds for an average size of 
serialization object with size of 6.2 MB. In the implement, we used cPickle 
module which is suggested to be a very efficient serialization module [19]. 
Therefore, we realize that serialization and deserialization is a process that 
should be avoid since it requires processing time unnecessary. Imported 
modules also affect the performance of micro-batch, for pyurdme, the sys-
tem took approximately 0.8 seconds just for import this single module. 
However, we need more experiments to probe into memory caching for im-
porting modules. Therefore, we would not conclude the effect of large mod-
ule size in this study. 
 
As we can see in Table 4, the over processing time for each micro-batch is 
about 30 seconds, including redundancy in importing that same modules 
every time the batch in calling. At this point, we decide to eliminate modules 
importing time by changing a model of batch into a persistent micro-batch 
by up running forever to import the require module just only once. 
 
 
5.8 Benchmark Review 
In this study, we did not perform benchmark comparison of the systems per-
formance. However, we refer to the study conducted by G. Hesse and M. 
Lorenz [26], which probed into the conceptual design of these frameworks 
and provide a result (Table 5). 
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Table 5: Summarized Overview of the Compared Data Stream Processing 
System [26] 

Criteria\Systems Apache Storm Apache Flink Apache Spark 
Streaming 

Written in Java, Closure Java, Scala Scala, Java, 
Python 

Message Treatment Streams Stream(s) and 
Batches Small Batches 

Latency Very Low Very Low High 

Throughput Low High High 

Messaging Processing At-least-once 
processing 

Exactly-once 
processing 

Exactly-once 
processing 

 
The information in Table 5 suggests that the design of Flink is more efficient 
than Apache Strom and Spark Streaming. HarmonicIO was to resemble 
Apache Flink design. One of the main distinction of HarmonicIO is that it 
allows data sources to stream data for processing directly, without passing 
through the messaging system and master node if necessary. This results in 
shortening the time of message transmission. This leads to a conclusion that 
we should perform a benchmark for quantitative comparison. However, the 
result can be biased due to two reasons. First, if we do a performance 
benchmark comparison with the other three systems, our system (Python-
based) would be affected by the fact that HarmonicIO would be purely inter-
preted for execution while the other framework such as Storm, Spark 
Streaming and Flink would gain an advantage from hybrid interpretation. On 
the other hand, the CPU can compile HarmonicIO for direct execution by 
using Cython. This can result in a performance advantage due to an absence 
of partial interpretation. According to this, benchmark results can be biased 
and should be avoided for the implementation of this version. 
 
In the same time, the system enables scaling during runtime to support unre-
liable data velocity while the other frameworks require overprovisioning. 
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6. Conclusion 

A stream-based solution for scalable data analysis in the cloud environment 
can be designed to support large datasets for scientific application to be 
highly efficient by implementing different techniques and design. Many 
existing frameworks (e.g. Apache Storm, Flink and Spark Streaming) are 
designed to use the messaging system as a main data source. These frame-
works also allow users to retrieve data from TCP or UDP sockets. However, 
overprovisioning or load shedding would be a trade-off of the design [27]. 
For these reasons, HarmonicIO was designed by considering the factors that 
impact throughput and latency. 
 
According to the experiment in Figures 18 and 19, we realize that an opti-
mized dataflow and real-time scaling (as seen in HarmonicIO) can provide a 
solution to the industry by lowering the cost of operation while maximizing 
throughput with less latency. 
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