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Abstract

This thesis concerns numerical methods for mapping of multiple quan-
titative trait loci, QTL. Interactions between multiple genetic loci in-
fluencing important traits, such as growth rate in farm animals and
predisposition to cancer in humans, make it necessary to search for
several QTL simultaneously. Simultaneous search for n QTL involves
solving an n-dimensional global optimization problem, where each eva-
luation of the objective function consists of solving a generalized least
squares problem. In Paper A we present efficient algorithms, mainly
based on updated QR factorizations, for evaluating the objective func-
tions of different parametric QTL mapping methods. One of these
algorithms reduces the computational work required for an important
function class by one order of magnitude compared with the best of
the methods used by other authors. In Paper B previously utilized
techniques for finding the global optimum of the objective function
are compared with a new approach based on the DIRECT algorithm
of Jones et al. The new method gives accurate results in one order of
magnitude less time than the best of the formerly employed algorithms.
Using the algorithms presented in Papers A and B, simultaneous search
for at least three QTL, including computation of the relevant empirical
significance thresholds, can be performed routinely.



This thesis is a summary of the following reports. They will be referred to
as Paper A and Paper B.

A. Ljungberg, K., Holmgren, S., and Carlborg, Ö. (2002). Efficient al-
gorithms for quantitative trait loci mapping problems. Journal of
Computational Biology, 9:793–804.

B. Ljungberg, K., Holmgren, S., and Carlborg, Ö. (2003). Simultaneous
search for multiple QTL using the global optimization algorithm DI-
RECT. Technical Report 2003-043, Dept. of Information Technology,
Uppsala University, Uppsala, Sweden. Submitted to Bioinformatics.



1 Introduction

Everyone has met someone suffering from diabetes, cardiovascular disease,
or cancer. These are some of the major health problems in the industrialized
world. It is known that these illnesses are partly inherited. A physician’s
standard question when assessing the future risk of contracting e.g. heart
disease is whether there is a family history of such problems. It is also known
that lifestyle, such as diet and exercise habits, is of critical importance.

In contrast to e.g. Huntington’s disease, the ailments listed above are not
connected to a single, faulty gene. Instead they are the results of combina-
tions of processes in the body, and thus depend on combinations of genes.
A disease affected by multiple genes is said to be polygenic. Traits such as Polygenic: influenced by

multiple genes.height, weight and muscle strength are also polygenic and affected by the
environment. Trait: a (partly) inherited

characteristic.

It is desirable to find the genes affecting individual traits, for example in the
context of treating disease in humans and increasing the yield of farm prod-
ucts by informed selection of animal and plant lines. However, the complex
interaction of multiple genes and environmental factors makes the search
very difficult. Genes often work in teams. The effect of them combined
cannot be deduced from looking at each one of them individually, just as
the quality of a soccer team cannot be judged without seeing the athletes
play together. The non-genetic effects could be reduced when searching for
genes in plants and animals by placing them in a controlled environment,
but experiments must not be performed on humans and this adds an addi-
tional difficulty in those studies. Therefore often mice and rats are used as
model organisms for human disease, as they share many genes with us.

A statistical analysis of an experimental animal population can reveal the
locations of genes affecting a trait. However, searching for multiple genes
simultaneously makes the analysis computationally very demanding. Stan-
dard methods can only be used for searching for at most two genes at the
same time. This thesis presents computational tools for simultaneous search
for three or more genes in experimental populations.

2 Basic genetics

To be able to describe the type of genetical experiments studied here, some
basic genetics is needed. More detailed descriptions can be found in standard
textbooks such as (Alberts et al., 1994).
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2.1 Building blocks of hereditary information

Each cell in an organism contains deoxyribonucleic acid, or DNA for short.
The DNA is a long chain of molecular building blocks, nucleotides. ThereDNA: A double-stranded

chain of nucleotides that en-
code the genetic informa-
tion.

are four different nucleotides, called A, T, G and C, and they make up
the alphabet used for the hereditary information. The DNA chain has two
strands of nucleotides twisted around each other in a helix, and each nu-
cleotide is paired up with a specific one at the other strand. A is always
connected with T, and G with C. Because of this structure, the double he-
lix can always be reconstructed from a single strand by adding the correct
complementary nucleotide at each position.

When a cell divides in two, both daughter cells must receive a copy of all
the DNA, i.e. the whole genome. During replication the two strands of theChromosomes: Orga-

nized DNA structures.
Humans have 23 pairs.

mother cell DNA are separated, and new nucleotides are put together to
make two double helices identical to the original one, see Figure 1.

T−A
A
G−A−C−C−G

A−T
T
C−T−G−G−C

C−C−G

T−G−G−C
. . . .

. . .

. .
A−T−T−C−T−G−G−C
T−A−A−G−A−C−C−G. . . . . . . .

Figure 1: When DNA is replicated, two double chains identical to the orig-
inal one are created.

Gene: DNA sequence en-
coding one substance.

The human genome consists of approximately 3 billion nucleotide pairs.
The chain is divided into segments called chromosomes. A gene is a short
segment of a chromosome where the nucleotide sequence gives the blueprintLocus (pl. loci):The po-

sition on a chromosome of
a gene or other chromosome
marker; also, the DNA at
that position.

for a particular substance in the body, for example insulin. Only a small
fraction of the DNA consists of genes. In between the genes there are long
non-coding regions of which the function is largely unknown. A position on

Homologous chro-
mosomes: A pair of
chromosomes containing
the same linear gene
sequences, each derived
from one parent.

a chromosome is called a locus and every gene has its fixed locus.

A human has 23 pairs of chromosomes, i.e. 46 in total. In each pair one chro-
mosome has been inherited from the mother and the other from the father.
The chromosomes in a pair are said to be homologous. They have the same

Allele: any of the alterna-
tive forms of a gene. genes at the same loci, but they may have different variants, different so

called alleles, of the gene. Recall the eye color example from standard high
school texts on genetics. We inherit one eye color allele from each parent,Heterozygosity: Different

alleles at the same locus on
pair of homologous chromo-
somes.

either a blue eyes allele or a brown eyes allele. A person who has the same
allele on both chromosomes, e.g. blue eyes - blue eyes, is said to be homozy-
gous at that locus. If the two alleles are different the person is heterozygous.
Different alleles still have very similar nucleotide sequences, and may differGenotype: (part of) an

individual’s combination of
alleles.

in as little as only one nucleotide pair. Different allele combinations are
referred to as different genotypes.
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Genetic polymorphisms is the general term for differences between nucleotide
sequences at the same locus. Polymorphisms can occur anywhere in the
genome. For some of them there are relatively simple laboratory tests that
can reveal which variant of the polymorphism an individual has inherited
on each homologous chromosome. Such detectable polymorphisms are ex-
amples of so called genetic markers. Marker: a sequence of

bases at a unique physi-
cal location in the genome,
which varies in a detectable
way between individuals.2.2 Crossover

Germ cells, i.e. sperm cells and egg cells, differ from all other cells in that
they contain only half the genome of the individual, 23 single chromosomes
in human germ cells instead of 23 pairs. Germ cells originate from 46-
chromosome cells, and a sophisticated process called meiosis ensures that ex-
actly 23 chromosomes, and exactly one from each homologous pair, ends up
in each daughter cell. Before the homologous chromosomes are distributed
to the daughter cells they are paired up side by side. While they are posi-
tioned close together a process called crossover often occurs, see Figure 2.
The homologous chromosomes randomly exchange large chunks of DNA. As Crossover: Homologous

chromosomes randomly ex-
change large segments when
germ cells are formed.

a result, each chromosome that a child has inherited from a parent will most
often contain segments from both grandparents.
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Figure 2: When homologous chromosomes are lined up next to each other,
crossing over often occurs. The resulting chromosomes then move to different
germ cells.

For example, there are on average 2-3 crossovers per chromosome during
human meiosis. Thus the possible number of germ cell variants is much
greater than 223 ≈ 8.4 million, which is the number of different ways of
picking one chromosome from each of 23 pairs.

2.3 Genetic linkage and distance measures
Linkage: Two loci that are
close enough on the same
chromosome to have a ten-
dency to stay together dur-
ing meiosis.

Two loci are said to be linked if there is a tendency for them to be inherited
together. Loci on different chromosomes are always unlinked, since different
chromosomes are distributed independently of each other during meiosis.
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If the loci are located close together on the same chromosome they are
linked, i.e. they will often be inherited together, but not always because of
occasional recombination in between the loci. If this occurs, the two loci end
up on different chromosomes in the homologous pair. The further apart the
loci are, the more likely it is that a recombination event occurs, and if they
are very far apart the chance of them being separated equals the chance of
them staying on the same chromosome, and then the loci are again unlinked.

The likelihood of recombination is not the same everywhere on the chro-
mosomes. For example there is less recombination in the so called cen-
tromere region, which plays a crucial role in meiosis and therefore must be
kept undisturbed. Thus the number of recombination events is not directly
translatable to a certain number of nucleotide pairs.

Using markers, the pattern of inheritance can be tracked through families.
For example, analyzing a marker linked to the eye color gene in several
generations, it is possible to determine from which grandparents a child has
inherited its eye color alleles. More importantly, finding a marker linked to
a disease can lead to location of the faulty gene causing the disease. Finding
the gene is very valuable in the search for the cure.Physical distance: The

number of nucleotide pairs
in between two loci.

The distance between two loci can be expressed either as physical or genetic
distance. The physical distance is the number of nucleotide pairs between
the loci. Physical distance is very time-consuming and expensive to measure
since it requires sequencing of the DNA. The genetic distance is the aver-
age crossover frequency between the loci, and is expressed in Morgan, M,
or centi-Morgan, cM. Note that the observed crossover frequency cPQ be-Genetic distance: An ad-

ditive measure of crossover
frequency.

tween two markers P and Q is not the same as the true crossover frequency,

Morgan: the unit of ge-
netic distance.

because if there has been two crossover events between P and Q then no re-
combination will be observed. For the same reason, if we have three markers
ordered A-B-C, then cAC will be smaller than the sum of cAB and cBC . In
order to get an additive distance measure a logarithmic function of the num-
ber of crossovers is used, for example Haldane’s mapping function. If the
observed recombination frequency is c and the genetic distance is d, usingMapping function: how

observed crossover frequen-
cies are translated to ge-
netic distances.

Haldane’s function we get d = −(0.5 ln(1− 2c)) · 100 cM. This function only
gives an approximation of the true crossover frequency, and is dependent
on some assumptions. More details are given in (Liu, 1998). Compared to
physical distance, genetic distance is easier to measure since it is enough to
perform a marker analysis over generations, counting how often two markers
located on the same chromosome in the parental generation are separated
in the next generation. The fact that the genetic distance is a measure of
the crossover frequency is important for the discussion in Section 6.3.
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2.4 Phenotypes and genotypes

Phenotype is the visible character of an individual. Hair color, weight, health
status and blood group are all phenotypes. The phenotype depends on two Phenotype: the visible

properties of an organism
that are produced by the
interaction of the genotype
and the environment.

things, the individual’s genotype and environment. With environment we
mean everything that has happened to and surrounded an individual from
time of first cell division. Individuals with the same genotype can have
radically different phenotypes. The more similar the environment is, the
more similar they will be.

The relative influence of the genotype and the environment varies between
different traits. Height is mostly genetically determined, even though e.g.
malnutrition can cause arrested growth. In contrast, lung cancer is almost Heritability: the propor-

tion of observed variation in
a particular trait that can
be attributed to the geno-
type in contrast to environ-
mental factors.

exclusively caused by environmental factors like cigarette smoke and as-
bestos, although some people are more sensitive than others because of their
genotype. The fraction of the phenotypic variation that is caused by genes
is called the heritability of the trait.

2.5 Quantitative traits
Quantitative traits:
traits that vary continu-
ously in a population.Quantitative traits are traits that can be measured on a continuous scale.

Examples are weight and predisposition to diabetes. Most traits have con-
tinuous distributions. Many of the quantitative traits show a normal distri-
bution within a population. Discrete traits can be sorted into well defined
bins. One example is blood group where the bins are A,B,AB and 0. Of-
ten, discrete traits are governed by a single gene, while quantitative traits
depend on many genes acting together as a team.

To illustrate how a number of genes together can give a continuously dis-
tributed trait, we use a simple example. Assume that the trait is affected by
n genes. For each gene there are two alleles, one allele Q with (normalized)
effect 1 on the phenotype and one allele q with effect 0. Assume further
that the two alleles are equally common in the population, and that the
the total effect equals the number of Q alleles. Then the relative number
of individuals with effect k will equal

(
2n
k

)
. Figure 3 shows histograms over

the number of individuals with a certain phenotype. In the first three sub-
plots the heritability is set to 1, i.e. all variation in the trait is caused by
the genotype. In the last subplot the heritability is less than one. Only
part of the total variation depends on the genotype, because some normally
distributed noise has been added to the phenotypes.

When increasing the number of genes involved, we soon obtain something
that reminds of the familiar normal distribution. This is an illustration to
the important central limit theorem of statistics. If the environment has
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Figure 3: Histograms of phenotypes depending on different numbers of
genes.

a very small importance relative to the genotype, i.e. the heritability is
large, many genes are needed to give a continuous distribution, while if the
variation caused by the environment is large, i.e. the heritability is low, the
trait can be continuously distributed even if only a very small number of
genes is involved.QTL: a locus where the

genotype affects a quantita-
tive trait. The concept of quantitative trait loci is central to this thesis. A quantitative

trait locus, or QTL, is a locus where there is a gene or gene regulatory
element that affects a quantitative trait.

2.6 Genetic effects

For some genes the effect of the alleles on the phenotype is purely additive,
i.e. the total effect is the sum of the individual effects. Then an individ-Additive effect: the effect

of n alleles equals the sum
of the individual effects.

ual with genotype Qq will have a phenotype which is the exact average of
phenotypes for genotypes QQ and qq. This is illustrated in Figure 3.Dominance effect: devia-

tion from additivity at one
locus. Genetic dominance means deviation from additivity, i.e. the phenotype of

the heterozygote is different from the mean of the homozygotes. Consider
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the simple example of a certain flower with a color that is determined by
the genotype at a single locus. If we assume qq genotype gives white flowers
and QQ genotype red flowers, then if Qq genotype also gives red flowers, it
means that the Q allele is completely dominant. Epistasis: deviation from

additivity between different
loci.

Dominance concerns alleles at the same locus. When the the total effect of
multiple loci is different from the sum of the individual effects it is called
epistasis. In the example in Figure 3 there was no epistasis involved, since
the total effect was equal to the sum of the individual effects. Epistasis is
believed to be very common and important. This is a reasonable conclusion,
since genes encode substances that interact in the body, and changes in one
substance presumably can affect a whole chain of reactions.

2.7 Experimental crosses
Inbred line: animals ho-
mozygous at all loci.

An individual that is homozygous at all loci is said to be inbred. Here we use
animals as an example, but the concept is also used for plants. Controlled
crosses between inbred lines is a useful tool for understanding the genet-
ics behind a trait. For inbred populations, when crossover occurs during
meiosis it does not result in new genetic combinations, since the homolo-
gous chromosomes carry the same alleles. All germ cells will be identical,
and the offspring of two inbred animals from the same family, or line, will
be genetically identical to the parents. Starting with inbred lines, different F1: cross between two dif-

ferent inbred lines.kinds of experimental populations can be obtained. Crossing animals from
two different inbred lines gives offspring that are heterozygous at all loci.
The parent generation is called P1 and the offspring generation is called F1. F2: cross between animals

from the same F1 family.When the F1 animals form germ cells, crossover will cause chromosomes to
contain segments from both P1 animals. Intercrossing F1 animals gives the
F2 generation. The F2 animals can be homozygous for either grandparental
genotype as well as heterozygous, see Figure 4. Backcross: a cross be-

tween animals from F1 and
either of two P1 lines.

Crossing an F1 animal with one of the P1 lines gives a so called back-cross.
The backcross generation will be either heterozygous or homozygous for the
P1 parent genotype at all loci, but never homozygous for the other inbred
line.

There is no genetic variation among individuals of an inbred line, whereas
so called outbred lines present great genetic variation. An F2 cross from two
outbred lines can still be useful if the two lines are homozygous for different
alleles at all the QTL affecting the interesting trait.
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since inbred lines. Crossover occurs
but changes nothing.

Germ cells from P1 are all identical,

All F1 animals are genetically identical, heterozygous everywhere. The germ
cells from the F1 generation will vary immensely because of crossover.
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F1

F2

P1

Figure 4: F2 experimental cross.

2.8 Finding QTL

Most traits, including predisposition to most major diseases in the industri-
alized world and growth rate in crops and farm animals, are quantitative.
Therefore it is desirable to find the underlying QTL. There can be many
genes involved and the heritability can be low, making the search a chal-
lenging task. In a population of humans the environmental influence makes
studies extremely difficult, unless the heritability is unusually large, and
controlled crosses cannot be made.

In experimental populations of e.g. mice, the heritability can be increased
by keeping the environment more constant. In addition, an F2 cross between
two inbred lines that differ greatly in the trait of interest will give animals
with large phenotypic variation, and this will make QTL more easy to detect.
However, when many QTL of small individual effect are involved, they can
still be very hard to find. Also, there are inbred lines of only some animals.
Larger mammals, such as the economically important pigs and cows, are
only available in outbred lines.

When epistasis is involved, it might not be possible to simplify the analysis
by searching for one QTL at a time. That would be like forming a soccer
team by selecting the players who do best at penalty kicks. It is not an
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irrelevant test, but the most important part, how the players interact and
perform together, is lost. In this case it is necessary to simultaneously search
for multiple QTL, so that the interaction effects can be discovered.

3 QTL models

There is a whole collection of methods and genetic models, both parametric
and non-parametric, that have been utilized in the efforts to find QTL.
The first parametric genetic model of the currently most common type was
presented in (Fisher, 1918). Standard models are described in (Liu, 1998).
In this section we list the ones used in the later parts of the thesis. It should
be noted that there exists many other models, see e.g (Cockerham, 1954).

3.1 Single QTL mapping

As an introduction to simultaneous mapping of multiple QTL, which is the
main topic of this thesis, we consider mapping of single QTL. The first QTL
mapping techniques were based on linkage analysis between single markers
and phenotypes. Early papers include (Soller et al., 1976) and (Weller,
1986). A major problem with this kind of analysis is that it is not possible
to distinguish between a QTL of small effect closely linked to a marker and
a loosely linked QTL of large effect.

An important improvement came with interval mapping (Lander and Bot-
stein, 1989), (Martinez and Curnow, 1992; Haley and Knott, 1992; Knapp
et al., 1990). Using this technique, it is possible to estimate both the effect
and the position of a QTL, provided that the genotype of the markers flank-
ing the QTL is known. This requires a genetic marker map, i.e. the order
of the markers on the chromosomes must be known. In the simplest models
the phenotype depends on one QTL only.

As an example, we consider an F2 population. Denote the alleles at the
QTL by Q and q. Then the possible genotypes are qq, qQ and QQ. Denote
the additive effect badd and the dominance effect bdom. The phenotype is
denoted yi, the average phenotype of the population when not including
effect of the QTL is bµ, and the error depending on environment is εi. We
obtain the following phenotypes for the different genotypes:

qq: yi = bµ − badd + εi

qQ or Qq: yi = bµ + bdom + εi

QQ: yi = bµ + badd + εi
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This can be written in one expression as

yi = bµ + ai
addbadd + ai

dombdom + εi, (1)

where the coefficients are ai
add = −1 and ai

dom = 0 for genotype qq, ai
add = 0

and ai
dom = 1 for genotypes qQ and Qq, and ai

add = 1 and ai
dom = 0 for

genotype QQ. We can estimate three parameters, bµ and badd and bdom.
The additive effect is defined as the average phenotype effect of substituting
a q allele for a Q allele. Computing this (assuming that the average of ε
equals 0) using (1) we obtain

(yi
QQ − yi

qq)/2 = ((bµ + badd)− (bµ − badd)) /2 = badd,

which in accordance with the definition of badd. The dominance effect is
defined as the deviation of the heterozygote phenotype from the mean of
the homozygotes, which using (1) is

yi
Qq − (yi

QQ + yi
qq)/2 =

bµ + bdom − ((bµ + badd) + (bµ − badd)) /2 = bµ + bdom − 2bµ/2 = bdom,

which agrees with the definition of bdom.

In a backcross population there are only individuals with genotypes QQ and
qQ. Then there is only enough information to estimate bµ and one more
parameter. We could proceed by assuming that bdom = 0, and obtain

yi = bµ + ai
addbadd + εi, (2)

where ai
add = 1 for genotype QQ and ai

add = 0 for genotype qQ. In this model
the phenotype difference between the heterozygote and the QQ homozygote
is badd. If the assumption bdom = 0 is not valid, the estimate of badd will not
match the definition of an additive effect.

3.2 Maximum likelihood (ML) and linear regression (LR)

The genotypes are only known at the markers, at best, but we want to search
for QTL in between markers too. There are two main methods for estimat-
ing the regression parameters in the model at a locus between markers. In
maximum likelihood (ML) interval mapping (Lander and Botstein, 1989),
estimation of the parameters and genotype coefficients a is performed simul-
taneously, assuming that the phenotypes for the different genotype classes
are normally distributed with equal variance σ2, and treating the genotypes
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as missing data. Using this method the genotype probabilities depend on b,
the genotypes at the flanking markers and the mapping function (e.g. Hal-
dane’s), and the parameter estimation is a nonlinear problem which must be
solved iteratively. Often the EM (Dempster et al., 1977) or ECM algorithm
(Meng and Rubin, 1993) is used.

In the linear regression (LR) method (Haley and Knott, 1992; Martinez and
Curnow, 1992), expression (1) with ai

add equal to either −1, 0 or 1 and ai
dom

equal to either 0 or 1 is replaced by

yi = bµ +
{
P i(QQ)− P i(qq)

} · badd +
{
P i(qQ) + P i(Qq)

} · bdom + εi, (3)

where P i(QQ) is the a priori probability that individual i has genotype QQ,
etc. This expression is equivalent to (1) if the genotypes are exactly known,
i.e. if it holds that P i is either 0 or 1. Then the parameter estimates will also
be the same as with maximum likelihood estimation. In between markers the
a priori genotype probabilities are calculated using the mapping function,
see Section 2.3, and marker genotype information. These probabilities are
then used directly in (3). The backcross LR model is

yi = bµ +
{
P i(QQ)

} · badd + εi, (4)

which is equivalent to (2) when P i equals 0 or 1.

In crosses between outbred lines there is often also uncertainty about the
marker genotypes. In the LR method information about markers further
away is used to calculate flanking marker genotype probabilities. These are
then carried over to probabilities at the QTL (Haley et al., 1994).

3.3 Comparing LR and ML

Linear regression methods are much less computationally expensive than
maximum likelihood methods, since each ML parameter estimation problem
must be solved iteratively. This fact becomes increasingly important when
many QTL are included in the model (see below) and multidimensional
searches are performed. Today true multidimensional global QTL searches
using ML methods are not feasible. Simplifications such as local searches in
preselected regions (Kao et al., 1999) must be made.

LR and ML methods give equal parameter estimates when the QTL geno-
types are exactly known. When there is uncertainty in the genotypes, which
is always the case when the QTL are located in between markers, the meth-
ods give different results. In (Kao, 2000) it is concluded that the differences
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correlate strongly to the difference in a priori genotype probabilities, used
in LR, and a posteriori probabilities used in ML. When the likelihood can
be much increased by changing the genotype probabilities the differences in
the results increase. This happens when there is room for large changes in
the probabilities, e.g. when the marker intervals are large and the QTL are
located towards the center, or when the effect of even a small change in the
genotype probability is large, e.g. when the effect of the QTL is large or
epistasis is very strong. However, the study in (Kao, 2000) does not take
into account possible violation of model assumptions when analyzing real
data. In (Persson, 2003) the situation when the phenotype variance differs
between the genotype classes is studied. Simulation and theoretical studies
in (Martinez and Curnow, 1992) and (Haley and Knott, 1992) indicate that
the differences are very small when the QTL are well separated, but that the
LR method using one-QTL models gives biased results when two or more
QTL are linked. On the other hand, in practice multiple QTL models are
more easily studied using LR because of the lower computational demand,
so explicitly including more QTL in the model is a possible remedy.

The resolution in QTL search is poor because of experimental limitations. A
small bias in the estimation of QTL location and effect parameters is of little
practical importance if the main object is detection of important regions for
further experimental study. Linear regression methods make it feasible to
try several different multiple QTL models.

3.4 Interval mapping of multiple QTL

One-QTL models can be generalized to multiple QTL (Moreno-Gonzalez,
1992; Jansen, 1993; Zeng, 1993, 1994) by adding more terms to the model.
It is also possible to include epistasis. A model where the phenotype depends
on more than one locus but is not affected by epistasis is defined by summing
n one-locus models.

For an F2 population we have

yi = bµ +
n∑

j=1

aij
add · bj

add +
n∑

j=1

aij
dom · bj

dom + εi, (5)

where the genotype coefficients aij
add and aij

dom are defined as in the one-
locus model. When the linear regression method is used, aij

add and aij
dom are

replaced with a priori probability expressions as described in Section 3.2.

Epistasis can be included in the model by adding terms which are products
of coefficients for the effects at individual loci, (Mather and Jinks, 1982). For
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example, additive by dominance interaction between loci j and k is modeled
with a term aij

add ·aik
dom ·bjk

ad, or
{
P ij(QQ)− P ij(qq)

} ·{P ik(qQ) + P ik(Qq)
} ·

bjk
ad in the LR method (Haley and Knott, 1992). Here bjk

ad is the parameter
representing the epistatic effect. A model including all pairwise interactions
is

yi = bµ +
n∑

j=1

aij
add · bj

add +
n∑

j=1

aij
dom · bj

dom+

n∑

j=1

n∑

k=j+1

(
aij

add·aik
add·bjk

aa+aij
add·aij

dom·bjk
ad+aij

dom·aik
add·bjk

da+aij
dom·aik

dom·bjk
dd

)
+εi,

(6)

where the usual substitutions are performed if the linear regression method
is used. Equation (6) can be written as a dot product,

yi = āi
QTLb̄QTL + εi, (7)

where āi
QTL is a row vector with first entry = 1, corresponding to the coeffi-

cient for bµ, and b̄QTL is a column vector. To model three-way interactions,
triplets of coefficients are multiplied.

The number of parameters in the different models can be calculated using a
general formula. Let n be the number of QTL, k the number of interacting
loci in the parameter coefficient, and p the number of parameters for one
locus. With an F2 population p = 2 (badd and bdom), and with a backcross
population p = 1 (badd only).

The mean bµ results in p0
(
n
0

)
= 1 parameter. The additive and dominance

effects at each locus gives p1
(
n
1

)
= p · n parameters. Including all pairwise

epistatic interactions requires p2
(
n
2

)
parameters, etc. This means that, in

total, we get
∑maxk

k=0 (pk
(
n
k

)
) parameters. It is also possible to choose a subset

of the parameters, e.g. only look at certain types of epistatic interactions.
A general rule is that it is important to have many observations per param-
eter in order to obtain reliable parameter estimates, i.e. the experimental
population must be large.

3.5 Fixed effects

As explained in Section 2.8, we would like to keep the environment con-
stant for all individuals in the experimental population, but this is often not
possible. There will be phenotype variation that does not depend on the
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QTL in the model. It is not a good alternative to divide the population into
smaller groups within which all non-QTL influence is constant, because, as
remarked above, many individuals are needed to give enough observations
for reliable parameter estimation. The sought QTL are the same for all in-
dividuals even though there is much noise in the data. Some of the variation
can be easily predicted. For example, if growth is studied, we want to find
the QTL that make some individuals bigger than other individuals of the
same sex. These QTL can be assumed to be the same in both males and
females, but regardless of QTL genotype there is a systematic size differ-
ence between the sexes. The solution is to add a so called fixed effect to
the model. In this case, a term ai

fixbi
fix is added, where ai

fix = 1 if animal
i is a male and 0 otherwise. The parameter bi

fix will be an estimate of the
systematic size difference between males and females.

The coefficients for the fixed effects are constant regardless of in which
marker interval the QTL is located. The mean bµ is usually regarded as
a fixed effect, since the coefficients are constant and equal to 1. In practice
the number of fixed effects can vary between 1 and ∼ 30.

3.6 Genetic background effects and forward selection

It is computationally expensive to search for many QTL simultaneously, and
therefore methods have been developed for one-QTL searches that still take
into account the effect of other QTL believed to be present, e.g. (Jansen,
1992, 1993; Zeng, 1993). When a QTL has been identified, it can be included
in the model as a fixed effect when searching for additional QTL. This is the
method of forward selection, which drastically reduces the computational ef-
fort compared with simultaneous mapping of multiple QTL. However, using
forward selection it is not possible to detect QTL that only have effect on
the phenotype through epistatic interactions (Carlborg et al., 2003). Also,
coefficients for a set of markers can be included as genetic cofactors. The
parameters for these cofactors will give estimates of the phenotype effect of
linked QTL not included in the model. The cofactors are excluded when too
close to the QTL, because otherwise the cofactor parameters would absorb
also the effect of the modeled QTL. The number of cofactors usually lies
somewhere in the range 0− 30.

3.7 Significance

Now we have described models of how a phenotype value yi is affected by n
QTL. Given the genotypes at the n QTL, we can estimate the effects of each
locus, but in a real experiment the QTL positions and thus also the flanking
marker genotypes are unknown. Therefore a search is performed. We can
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set up the hypothesis that the true positions are x̄ = [x1 x2 . . . xn], where
x1 is the position of QTL 1, etc. Then we evaluate how well the model,
using the genotypes at the hypothetical QTL positions, fits the data. Given
a model with n QTL, the most likely positions x̄ of the QTL, is the x̄ that
gives the best model fit.

There will always be a x̄ giving the best model fit, but the question is
whether there truly exists any QTL at those positions xi. To investigate
this a hypothesis test is performed. If a large number of assumptions are
made about for example the phenotypic distributions in the lines used for
the experimental cross, it is possible to derive theoretical significance thresh-
olds. The thresholds give information about the probabilities that random
fluctuations in the data give good model fits without there actually existing
any QTL. For example, the 1% threshold is defined so that there is a 1%
probability that a model fit value is better than the threshold value due
only to random variation in the data. However, the assumptions made in
the theoretical analysis are often not valid, and then the derived thresholds
may be of little value. Therefore it is desirable to compute empirical sig-
nificance thresholds for each experimental population and model. In the
randomization testing method (Churchill and Doerge, 1994), a large num-
ber of analyses of randomized data are explicitly performed. The results are
ranked, and the 1%, 5%, and 10% thresholds etc are obtained. This is a ro-
bust and appealing method. However, it may be very time consuming, since
e.g. at least 1.000 searches are needed to obtain a stable estimate of a 5%
significance threshold. Additional thresholds are needed to compare models
with different number of QTL and different sets of interaction parameters
(Doerge and Churchill, 1996; Carlborg and Andersson, 2002).

4 The computational problem

Numerical experiments show that multidimensional search is necessary for
finding QTL which lack significant marginal effects but are involved in
epistatic interactions, and that the the signal to noise ratio increases also for
non-epistatic QTL (Carlborg et al., 2000; Carlborg and Andersson, 2002).
Several analyses of real data have revealed important epistatic interactions,
some of which were detected only by simultaneous search (Carlborg et al.,
2003; Shimomura et al., 2001; Sugiyama et al., 2001). In (Uitterlinden et al.,
2001) it is shown that the vitamin D receptor gene and the collagen Iα1 gene
interact and together give a large effect on bone density and osteoporosis in
humans, while the individual effects of the genes are small. Simultaneous
search is computationally expensive, hence efficient computational methods
are needed.
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Sections 2 and 3 give the necessary background and models for formulating
the general numerical problem for parametric QTL mapping. Let m be
the number of individuals in the experimental population, which equals the
number of observations. Let k be the total number of parameters in the
model. Let y the vector of m phenotype observations, b the vector of k
regression parameters, and ε the vector of m residual errors. We then define
a general model by

y = Ab + ε (8)

where the matrix A is the m×k matrix of coefficients for fixed effects, marker
cofactors and QTL. The number of rows m equals the number of phenotype
observations, while k = kfix +kcof +kQTL is the total number of parameters
in the model. A can be partitioned by columns as A = [AfixAcofAQTL]
where Afix ∈ Rm×kfix is constant, Acof ∈ Rm×kcof is constant except for
when cofactors must be excluded from the model when too close to the
hypothetical QTL, and AQTL ∈ Rm×kQTL depends on the positions x̄ =
[x1 x2 . . . xn] of the n hypothetical QTL. Thus the entries of AQTL are
functions of x̄.

Regardless of model it is possible to use either linear regression or maximum
likelihood for estimation of the vector b. A typical number of phenotype
observations m, i.e. the number of individuals in a population, can lie
between 200 and 1.000. The number of fixed effects kfix, cofactors kcof , and
QTL parameters kQTL were discussed in Sections 3.5, 3.6 and 3.4.

The best model fit is given by the point x̄opt that minimizes the variance
of the residual error ε in (8). Thus we have two numerical subproblems in
parametric QTL mapping:

• Evaluate the objective function, i.e. compute the error variance for a
given x̄.

• Minimize the objective function, i.e. find the x̄opt which minimizes the
error variance.

5 Evaluating the objective function

5.1 General linear models for QTL mapping

The first numerical problem is to evaluate the objective function, i.e. the
fit of the QTL model given the putative QTL position(s) x̄. This problem
is treated in Paper A in this thesis. The formula for evaluating the model
fit depends on the method used, but the objective function for the most
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common parametric mapping methods are all related to general linear mod-
els. In (Björck, 1996) general Gauss-Markoff linear models are described.
They are of the form (8) where ε is a random vector with zero mean and
covariance matrix σ2V , and V is a symmetric nonnegative definite matrix.
In the case where V is nonsingular, the least squares estimates of the vector
b in (8) and of σ2 are given by

min
b

mσ2 = (Ab− y)T V −1(Ab− y), (9)

where m is the number of rows in A. To simplify the notation, in (9) and
the expressions below, we denote the estimates of the true values of the
variance σ2 and parameter vector b by σ2 and b. In Paper A we show that
the objective function for the QTL mapping problem using both LR and
ML is of the form (9).

The LR method (Haley and Knott, 1992) is the simplest example of how the
general linear model is used. There the error ε is assumed to be normally
distributed, implying that V = I, but in (Haley and Knott, 1992) it is also
noted how non-normal distributions, for example binomial distributions for
threshold traits can be handled using this approach. Regardless of how V is
chosen, the entries of A are the a priori genotype probabilities at the putative
QTL plus coefficients for fixed effects and marker cofactors as described in
Section 3.

In (Zeng, 1993, 1994) a maximum likelihood method, which we will call the
Zeng ML method, is used. There the mathematical problem formulation
is very different from (9), but in Paper A we show how also the Zeng ML
problem can be written in this form, making it possible to use more efficient
numerical methods.

The maximum likelihood method described in (Jansen, 1992, 1993), which
we will refer to as the Jansen ML method, handles the uncertainty regarding
the putative QTL genotypes by formulating a weighted least squares prob-
lem, which also results in an objective function of the form (9). For one
individual, one row with genotype coefficients as in Section 3 is introduced
in an augmented A matrix for each possible QTL genotype. For example,
in a backcross experiment two rows are included, one where aadd = 0.5 and
one where aadd = −0.5. Both the corresponding rows in the augmented
phenotype vector y contain the phenotype value for that individual. V is a
positive diagonal matrix of weights, where the weights are decided by the a
posteriori probabilities of the respective genotypes. The probabilities are in
turn dependent on the regression parameters, and the parameter estimation
problem is nonlinear. In (Jansen, 1992, 1993) it is also discussed how general
linear models can be used when analyzing non-normally distributed data.
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5.2 Numerical methods for linear regression

When using the linear regression method, V = I, and evaluating the objec-
tive function reduces to solving the standard least squares problem

min
b

mσ2 = (Ab− y)T (Ab− y), (10)

where A is defined as in (8). The genotype coefficients in AQTL for additive
and dominance effects are linear functions of x̄, while the coefficients for
epistatic interactions are nonlinear functions of x̄.

The problem (10) can be solved using any standard algorithm for least
squares problems. In (Haley et al., 1994) the NAG software library routine
G02DAF is used, (Carlborg, 2002) solves the normal equations and uses LU
factorization of AT A, and in the QTL analysis package QTL Cartographer
(Basten et al., 2001) the LINPACK routines SQRDC and SQRSL are used.
In Paper A we derive a more efficient scheme. First we note that, as de-
scribed in e.g. (Björck, 1996), it is not necessary to compute the parameter
vector b, which is done in all three examples above, to obtain mσ2. Instead
we compute the residual error r = (Ab − y) using the QR factorization of
A. Assuming full rank we obtain

r = (Ab− y) = (y −QRb) = (QT y −Rb) =
([

QT
1 y

QT
2 y

]
−

[
R1b
0

])
, (11)

where b is chosen to minimize rT r, i.e. (QT
1 y − R1b)T (QT

1 y − R1b) = 0.
Thus r = QT

2 y and b is not needed. Furthermore, in Paper A we point
out that since Afix does not depend on x̄, and Acof is almost constant,
much computational work can be saved by updating the QR factorization
for each new point x̄, instead of solving the complete problem for every
new point as in the software mentioned above. Updating techniques for QR
factorization of matrices with a number of constant columns is described in
(Björck, 1996). The details of the updating for the QTL mapping problem,
using Householder and Givens transformations, are given in Paper A.

If A is (almost) rank deficient, i.e. there are columns in A which are (al-
most) linearly dependent, the Householder QR factorization procedure used
in Paper A still works. However, it is necessary that the algorithm includes
a safeguard against division by zero in the normalization step, as in the
algorithm given in (Golub and Loan, 1996) which we have used. Neverthe-
less, user-friendly software should notify the user when A is rank deficient,
as this implies that there is a problem with either the model or the data.
Linearly dependent columns in A imply that two or more QTL genotype
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coefficient columns are almost the same. This can occur for example when
two putative QTL too close together are considered. Then, there will be
no (or very few) recombination events between the putative QTL positions,
and the corresponding columns in AQTL will be identical (or very similar).
In this case there is not enough information in the data to accurately model
the effects of two putative QTL. Rank deficiency can also occur when the
marker genotype data is insufficient and the uncertainty leads to equal a
priori genotype probabilities for many individuals.

The gain in arithmetic operations from using updated QR factorizations
depends on the number of individuals m and the number of parameters
k = kfix + kcof + kQTL. In the following we assume kcof = 0, however
in terms of arithmetic complexities adding cofactor columns is essentially
equivalent to increasing kfix.

The QR factorization of Afix requires about 2(kfix)2(m − (kfix)/3) arith-
metic operations. The complete factorization of A without updating re-
quires ∼ 2k2(m−k/3) arithmetic operations.Computing QT y requires about
3k(m − (k + 1)/2) operations. By storing the appropriate constants and
vectors all of the work required to factorize Afix and compute QT

fixy, ap-
proximately 2k2

fix(m − kfix/3) + 3kfix(m − (kfix + 1)/2) operations, can
be saved when computing QT y using updating. The memory traffic might
increase slightly, but there is no extra computational cost. This estimate
is more favorable for updating, and concerns an improved implementation,
than what is presented in Paper A. The relative gain introduced by employ-
ing the updating algorithms is roughly proportional to (kfix/k)2.

When kgen = 2 and kfix = 31, a real example examined in Paper A, the
number of arithmetic operations is reduced by ∼ 88%. For a small ratio
(kfix/k) the gain is only about 1%, and then it can in practice be faster to
perform a regular factorization without updating.

Figure (5) shows the total CPU time required for solving the least squares
kernel problem in a full genomic scan for two one-QTL and two two-QTL
models. The GO2DAF times are extrapolated from smaller numbers of
function evaluations. The gain in using UQRLS, the updating algorithm
presented in Paper A, instead of G02DAF, used in (Haley et al., 1994),
is dramatic. The difference is 2 − 3 orders of magnitude for all problem
sizes tested. UQRLS requires 20 and 2 h 40 minutes respectively for the
two-dimensional scans, while G02DAF would need 45 hours and 54 days,
respectively. The differences depend both on the reduction of work intro-
duced by the updating procedure and the extra calculations performed by
G02DAF. Comparing SQRDC/SQRSL, used in (Basten et al., 2001), and
G02DAF shows that the unnecessarily detailed analysis and robustness of
G02DAF are responsible for a 1− 2 orders of magnitude increase in compu-
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Figure 5: CPU times for the kernel problems

tational effort, compared to a routine that computes the QR factorization
using the standard algorithm. Hence, a comparison of SQRDC/SQRSL and
UQRLS demonstrates the gain of our updating algorithm. Updating reduces
the CPU time by approximately one order of magnitude for the one-QTL
models and slightly less for the two-QTL models. Note that this corresponds
well to the gain in arithmetic operations derived above.

5.3 Numerical methods for maximum likelihood methods

In Paper A we show that also the Zeng ML method can be formulated as a
problem of type (9). In the Zeng ML approach, the phenotypes of the indi-
viduals in a certain genotype class are assumed to be normally distributed
with mean given by the model as described in Section 3 and variance σ2.
The standard approach is to assume equal variance for all genotype classes.
The likelihood is maximized treating the putative QTL genotypes as miss-
ing data, and the coefficients ai

fix and ai
cof are known. We will use the F2

one-QTL model as an example, and assume kcof = 0. More details are given
in Paper A. Let α, γ and β denote the qq, Qq/qQ and QQ genotypes. The
goal is to maximize the likelihood function as formulated in (Zeng, 1993).
After differentiating the likelihood function and setting the derivatives to
zero, a nonlinear system of equations is obtained, which in (Zeng, 1993) is
solved iteratively using the ECM algorithm, a Gauss-Seidel type method.
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We show in Paper A how by rearranging the system of equations we obtain
the equivalent problem

min
bfix

mσ2 = (Afixbfix − y)T V −1(Afixbfix − y), (12)

where V −1 = (I−PgenN−1P T
gen) and Pgen = [(pβ−pα) pγ ] is a two-column

matrix. Also, N = diag((pβ + pα)T 1̄, pT
γ 1̄) is a diagonal 2× 2 matrix, 1̄ is a

vector of all ones, and pβ etc are the vectors of a posteriori probabilities of
genotypes β etc. The probabilities are defined by expressions like (13) below,
involving σ2 and rfix = (Afixbfix − y), making (12) a nonlinear problem.
V −1 is very similar in form to a projection onto the subspace orthogonal to
Pgen, with the difference that the projection is not fully performed unless
the entries of Pgen are all equal to either zero or one. This corresponds to
the case when the genotypes are exactly known, and then the standard least
squares method also gives the maximum likelihood solution. This implies
that the general linear model interpretation (12) always is valid.

The vectors of a posteriori probabilities are defined by

pi
γ =

pi′
γ fγ(yi)

pi′
αfα(yi) + pi′

γ fγ(yi) + pi′
βfβ(yi)

, (13)

where pi′
α, pi′

γ and pi′
β are the a priori probabilities of individual i having geno-

type α, γ and β, given the marker genotypes. The a priori probabilities are
the same as are used in the linear regression method. The functions fα(y),
fγ(y) and fβ(y) specify the probability densities for the random variables yi.
They are normal distribution functions with equal variance σ2 defined by
(12) and means µα = ai

fixbfix−ba, µγ = ai
fixbfix+bd and µβ = ai

fixbfix+ba.

When the problem is formulated as (12) we can use the EM algorithm to
find the value of the objective function. Minimizing mσ2 for a fixed matrix
P corresponds to the M-step in the algorithm, and in Paper A we present
a fast method for this step using the fact that V −1 is only a small rank
modification of the identity. Computing a new matrix P given the solution
to the M-step represents the E-step. The residual vector rfix is needed in
the calculations, but the vector bfix is never explicitly used. This resembles
the situation for the LR method described in Section 5.2.

In Paper A we also compare the performance of the ECM algorithm applied
to the formulation in (Zeng, 1994) with the EM algorithm applied to (12),
using a model where m = 190, kfix = 31, kcof = 0 and kQTL = 2 as a test
example. Three different ways of choosing the initial values are tried, namely
using the null hypothesis parameter estimates, the least squares estimates
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and the estimates from the previous position. This is explained further in
Paper A.
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Figure 6: Normalized numbers of iterations needed for a full genomic scan

Figure 6 shows the normalized numbers of iterations for the two algorithms.
The computational work needed for one iteration is very similar for the EM
and ECM algorithms. The results show that the EM algorithm converges
in less than half the number of iterations on average. This is not surprising
since the ECM algorithm is an approximation of the EM algorithm. There
are many other algorithms that could be applied for solving the nonlinear
ML problems, but we have not investigated this issue further.

With the Jansen ML method (Jansen, 1992) the objective function is equi-
valent to a weighted least squares problem

min
b

= (Aaugb− yaug)T V −1(Aaugb− yaug), (14)

where Aaug and yaug is the augmented genotype coefficient matrix and phe-
notype vector as described above, and V −1 is a diagonal matrix of weights
determined by the a posteriori genotype probabilities defined in a similar
way as in the Zeng ML method. In (Jansen, 1992) the EM algorithm is used
to iteratively find the solution. The updating method proposed in Paper
A for the Zeng ML method is not applicable here, since the weight matrix
represents a full rank modification of the unity. There are many numerical
methods for weighted least squares problems described in (Björck, 1996),
but we have so far not pursued that problem.
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6 Finding the global optimum

As described in Section 4, the second numerical problem in parametric QTL
mapping is to find the point x̄ that minimizes (9). This problem is treated
in Paper B. The optimization algorithms considered can be used together
with any variant of the objective function. In the paper we have used the
LR method. Given a genetic model, the most likely positions x̄ of the n
QTL is then taken as the x̄ that gives the smallest value of (10), i.e. the x̄
that minimizes

f(x̄) = min
b

(A(x̄)b− y)T (A(x̄)b− y), (15)

where some entries of A are linear and possibly nonlinear functions of x̄.
Because of how the genotype probabilities are derived from the marker
genotypes and the mapping function, A(x̄) is a continuous function within
chromosomes, but discontinuous at the boundaries between chromosomes.
Also, A(x̄) is continuously differentiable within marker intervals, but the
derivative has discontinuities at the markers.

There are two varieties of the global problem, finding the optimal position
x̄opt in original data, and calculating the optimal function value of random-
ized data when performing randomization testing.

6.1 Global optimization algorithms

A general problem with global optimization is determining when the opti-
mum has been found, i.e. when performing a computation on real data it
is difficult to know when to stop. It is in general impossible to know when
a potential solution is sufficiently close to the exact global optimum of a
continuous function, unless some additional information of the function is
available. Interval analysis (Moore, 1966) can give rigorous bounds on the
remaining error, but often the given error range is too large for practical
use.

The inherent “unsolvability” of the global optimization problem implies that
there is no single best way to search for the optimum. A wide variety
of algorithms have been developed that are suitable for different types of
problems. There are purely deterministic and purely stochastic algorithms,
as well as hybrid algorithms including both stochastic and deterministic
approaches. A collection of current algorithms is found in (Pardalos and
Romeijn, 2002).

A brute-force method to find the global optimum of (15) is to perform an
exhaustive grid search in small steps, e.g. 1cM . This is referred to as the
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enumerative strategy in (Pardalos and Romeijn, 2002). Given the infor-
mation that the grid of search points resolves the fastest variation in the
objective function this method is guaranteed to work, however it will of-
ten be very computationally expensive. An exhaustive n-dimensional grid
search in a L cM genome requires

(
L
n

)
function evaluations. In a typical ex-

periment L ≈ 2.500. Then a three-dimensional search amounts to ∼ 3 · 109

evaluations, and a four-dimensional search ∼ 2 · 1012 function evaluations.
Exhaustive three-dimensional grid search is possible using the LR method,
but very computationally demanding and a parallel computer is needed.
Four-dimensional searches are in practice impossible using today’s compu-
tational methods without access to many hundreds of processors. In Paper
B we perform a number of exhaustive three-dimensional searches in real
data sets using an efficient implementation on a parallel computer, in order
to know when the global optimum has been located when testing the more
advanced methods later. For these computations we extended the updating
methods from Paper A and used them also for parts of AQTL. When x1 and
x2 are fixed and x3 varies, the factorization of columns affected by only x1

and x2 does not change and can be saved between function evaluations.

The most simple example of a purely stochastic algorithm is Monte Carlo op-
timization, where a large number of randomly selected points are evaluated,
and the one with the lowest function value is taken as the optimum. More
advanced stochastic methods include Simulated Annealing, see e.g. (Lo-
catelli, 2002), and Genetic optimization algorithms, see e.g. (Smith, 2002).
In the latter algorithm, a population of solutions is created randomly. The
solutions are evaluated and assigned a fitness value. Solutions with high
fitness are randomly combined and modified to create new solutions, and
this process is iterated. A genetic optimization algorithm has been used
for simultaneous mapping of two QTL (Carlborg et al., 2000), and in Pa-
per B we use the same algorithm on (15) for mapping two and three QTL
simultaneously.

The advantage of the genetic algorithm is that it is a general purpose
method, which is easy to implement for widely different optimization prob-
lems and problem dimensions. Also, standard software packages are avail-
able. The drawbacks include slow local convergence and a large number of
parameters that need to be well-tuned for good performance. The parame-
ters must often be set differently for very similar problems. Furthermore it
can be difficult to take advantage of additional knowledge about the objec-
tive function.

There is a large collection of hybrid optimization methods, combining stochas-
tic, deterministic and/or local methods. In so called two-phase methods,
e.g. (Schoen, 2002), the search is initiated by selecting a number of starting
points, either randomly or according to a defined pattern. Then a local
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search can be performed from each point, e.g. using standard algorithms
such as Nelder-Mead or Newton´s method described in e.g. the textbook
(Nocedal and Wright, 1999). A variant is to use the information from the
starting points to guide the continued search. A simple way is to cluster
points believed to lie close to the same local optimum and only perform a
local search from one point in each cluster (Becker and Lago, 1970). A more
elaborate approach is to use the points to build a model of the landscape
and then concentrate the search to the “valleys” of the model landscape, see
e.g. the CGU method (Phillips et al., 1995).

In (Horst et al., 2000) some theory and methods on deterministic global op-
timization is collected. An important class of global methods is Branch and
bound, where the search space is divided into smaller and smaller regions.
In each iteration the choice of which regions to divide further is made based
on computed limits on the function values in each region. So called greedy
algorithms always choose the region with the currently best estimate for
division, while other algorithms also consider the potential of improvement
in each region. In Lipschitz optimization limits on the function values are
computed using a global maximum K on the rate of change of the objective
function. Lipschitz optimization is further described in (Horst et al., 2000).
A special Lipschitz optimization algorithm called DIRECT is presented in
(Jones et al., 1993), and in Paper B we have used this algorithm for problem
(15).

6.2 The DIRECT algorithm

The original DIRECT algorithm searches for the global minimum of a Lip-
schitz continuous function f(x̄). The search is performed within a d-dimen-
sional box defined by li ≤ xi ≤ ui, and the box is step by step selectively
subdivided into smaller ones. The choice of which boxes to divide further
in each iteration is based on an estimate of the lowest function value that
could possibly be obtained in each box.

The box selection step is illustrated in Figure 7. Each box is represented
by a dot in the diagram. The y-coordinate equals the function value at
the center of the box, and the x-coordinate equals the distance between the
center and the vertices. Assume that the maximal rate of change of f(x̄)
is K. A straight line with slope K through one of the box-dots will then
intersect the y-axis at the smallest possible value that f(x̄) could attain
in that box. For a given value of K, the box with the smallest limit on
the possible function values is the one through which a K-slope line has
the smallest y-coordinate when it intercepts the y-axis. In Figure 7 lines
for K = 0.5 and K = 0.2 are shown, drawn through the dots representing
the boxes giving the smallest y-intercepts for these two K-values. In the
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Figure 7: Graphical interpretations of DIRECT region selection.

algorithm K is varied from zero to infinity, and all boxes which give the
smallest intercept for any of these K are selected for further division. This
corresponds to determining the lower convex hull of the cloud of box-dots,
which is a computationally easy task. The selection step is further simplified
by the regular box division pattern, which results in many boxes having the
same size. For example, in Figure 7 there are three box-dots at x-value
(distance from center to corner of box) equal to 1, and regardless of the
value of K the box-dot with the smallest function value will always give the
lowest y-intercept of these three.

6.3 DIRECT applied to QTL mapping

In Paper B we apply DIRECT to the QTL mapping problem (15). We
make sure that the Lipschitz continuity condition is fulfilled and define the
appropriate search space.

The genotype probability entries in AQTL are calculated as sums and differ-
ences of map function terms, which are continuous functions of the distances
to the flanking markers (see Section 2.3), which in turn are continuous func-
tions of x̄ within chromosomes. This leads to (15) also being continuous
within, but discontinuous at the boundaries between, chromosomes. In a
computation, the value of (15) cannot exceed yT y nor be lower than 0.
Since the maximal resolution in the calculations is 1cM , (15) is in practice
Lipschitz continuous within chromosomes with K ≤ yT y/cM .
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The QTL search space can be viewed as a collection of n-dimensional inde-
pendent boxes, where each edge represents a specific chromosome. We refer
to these boxes as cc-boxes, where cc stands for chromosome combination,
in order to separate them from the DIRECT boxes described in Section
6.2. Changing the order of the QTL corresponds to reordering the columns
of AQTL. The value of the objective function is independent of this, and
thus only one of the n! possible ways of ordering the edges of each cc-box
are considered. If all edges represent different chromosomes, the cc-box is
rectangular. If one or more edges correspond to the same chromosome, the
cc-box is symmetric and only the unique part is searched, e.g. in two di-
mensions only half of a square symmetric along the diagonal. Also, two
QTL must not be placed too close to each other, for example in the same
marker interval, since there is not enough data to give reliable parameter
estimates in this case. This is related, but not equivalent, to A being close
to singular. In the context of the symmetric cc-boxes, this represents that
segments along the symmetry axes are removed.

The Lipschitz continuity condition of DIRECT is used for bounding f(x̄)
within the current set of DIRECT boxes only. In order to fulfill the condition
when using the algorithm in Paper B, the center of each cc-box is sampled
at initiation. After this step, the cc-boxes can be subdivided as general
DIRECT boxes, with the exception of some special routines for symmetric
cc-boxes.

There is no well-defined convergence criterion for DIRECT, and in Paper B,
as well as in (Cox et al., 2001) and (Bartholomew-Biggs et al., 2002), it is
observed that the local convergence of DIRECT is rather slow. We have cho-
sen to run DIRECT for a fixed number of iterations and then perform a local
exhaustive search as a refinement step. In the three-dimensional searches an
intermediate DIRECT phase is performed on the best chromosome combi-
nation after the initial set of iterations. An important future improvement
is to implement a more efficient local search. We have implemented the
algorithm for general n-dimensional optimization, and preliminary results
indicate that the refinement steps will be increasingly important in higher
dimensions.

The results in Paper B show that DIRECT accurately finds the global op-
timum in all real data test cases, and that the computations are performed
about one order of magnitude faster than when using the genetic optimiza-
tion algorithm.

Figure 8 shows the average CPU times and accuracy over 9 phenotypes of a
real data set, denoted JF/WL and described further in Section 7. The mod-
els used are 2:m, a two-QTL model including only additive and dominance
effects, and 2:m+p model, where also all pairwise interaction effects were
included in addition to the 2:m effects. An exhaustive search with the 2:m
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Figure 8: CPU time for two-dimensional searches as a function of the per-
centage of successful localizations of the global optimum.

model requires about 20 minutes, and 46 minutes with the 2:m+p model.
DIRECT finds the global optimum in less than 3 and 7 seconds respectively.
GA(75k), GA(20k) and GA(6k) denote the genetic optimization algorithm
with parameter settings using 75.000, 20.000 and 6.000 function evalua-
tions, respectively. GA(75k) finds the global optimum in close to 100% of
the runs, with CPU time 34 and 76 seconds. Using GA(6k), the genetic al-
gorithm with the same number of function evaluations and thus practically
the same CPU time as DIRECT, reduces the accuracy from close to 100% to
around 60%. GA(20k), the settings of (Carlborg et al., 2000) give interme-
diate results. The genetic algorithm has more difficulties finding the global
optimum when epistasis is included in the model. It was observed already
in (Carlborg et al., 2000) that the genetic algorithm sometimes failed when
a QTL pair lacked significant marginal effects. This can be explained by the
forward selection property of the algorithm as discussed in Paper B.

As stated in the beginning of this section, the goal when analyzing real data
is to find the optimal position x̄opt, while when analyzing randomized data
the goal is to determine the value f(x̄opt) accurately enough to give usable
empirical significance thresholds. In Paper B we find that DIRECT does not
always locate the exact optimum when applied to randomized data, which is
not surprising since the randomization will in general “smear” the features
of the function landscape and make global optimization more difficult. Still,
we show that the computed significance thresholds are accurate enough for
practical use.
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An interesting point, and a motivation for using a Lipschitz type algorithm
as DIRECT for QTL mapping, is that genetic distance, as opposed to phys-
ical distance, is a measure of change in the genotypes. A short distance
corresponds to few crossover events and little change, while a large distance
corresponds to many crossover events. The distance can obviously not be
directly translated to difference in objective function value since the change
in the objective function depends also on the phenotypes of the individuals
in the marker genotype classes. There however is a correlation, and this
could be exploited in future work.

7 Data sets

In Papers A and B we have tested the new computational methods on real
data sets from two F2 crosses between outbred lines. The first is a wild
boar × domestic pig intercross (Andersson et al., 1994) with 191 individuals
and a genome size of approximately 2300 cM , and the second is a white
leghorn × red jungle-fowl intercross (Schütz et al., 2002) with 852 animals
and a genome size of 2500 cM . All the studied traits were growth related,
for example bodyweight at eight days of age in the chicken, and ham weight
(including meat, fat and bone) in the pig.

8 Future work

A recent survey (Korstanje and Paigen, 2002) lists genes, connected with
e.g. cancer and cardiovascular disease, that have been identified in humans
and other mammals using mapping of single QTL as a first step in the anal-
ysis. However, since many traits are the results of process networks in the
organism, epistatic interactions between multiple QTL may explain a signi-
ficant part of the observed phenotypic variation. Such examples are given in
several articles mentioned earlier in this thesis, and also in (Korstanje and
Paigen, 2002).

An example of current interest demonstrates the need for the more com-
putationally intense multidimensional searches of the type studied in this
thesis. In an experimental study of broiler chickens, one-dimensional QTL
scans have failed to identify QTL explaining more than a small fraction
of the very large heritable size variance of the chickens (Leif Andersson,
personal communication). It is believed that epistatic interactions between
QTL lacking marginal effects play an important role in this population. A
simultaneous search for multiple QTL using DIRECT is planned for this
data set.
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The optimization methods considered in this thesis could be improved, for
example by selecting an appropriate local optimization algorithm with faster
convergence to use once DIRECT has located the correct region in the search
space. Another idea, directed more towards the global phase of the opti-
mization, is to compute Lipschitz constants, possibly using interval analysis,
for the chromosome combination boxes. The constants could be used to im-
pose restrictions on which boxes to choose for subdivision in each DIRECT
iteration.

Using more information about the objective function might open for a new
perspective on the optimization problem. There are indications that the
objective function is close to quadratic on each marker interval (Whittaker
et al., 1996), and this could possibly be exploited.

Traditional QTL mapping suffers from low resolution. The genome region
identified as a QTL may contain as many as 100 genes. A way to circum-
vent this problem is to perform QTL mapping in genetically heterogeneous
stocks (Mott et al., 2000). New numerical problems are connected with this
approach.

Finally, a major issue is finding a robust method to select the proper para-
metric model for each QTL mapping study. This issue is partly addressed
in (Broman and Speed, 2002), where the suggested method requires large
scale multidimensional searches.
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