
IT Licentiate theses
2002-008

Implementation and Real-world
Evaluation of Routing Protocols
for Wireless Ad hoc Networks

HENRIK LUNDGREN

UPPSALA UNIVERSITY
Department of Information Technology





Implementation and Real-world Evaluation of
Routing Protocols for Wireless Ad hoc Networks

BY

HENRIK LUNDGREN

December 2002

DEPARTMENT OFINFORMATION TECHNOLOGY

COMPUTERSYSTEMS

UPPSALA UNIVERSITY

UPPSALA

SWEDEN

Dissertation for the degree of Licentiate of Philosophy in Computer Science
with specialization in Computer Communication

at Uppsala University 2002



Implementation and Real-world Evaluation of
Routing Protocols for Wireless Ad hoc Networks

Henrik Lundgren

Henrik.Lundgren@it.uu.se

Department of Information Technology
Computer Systems
Uppsala University

Box 337
SE-751 05 Uppsala

Sweden

http://www.it.uu.se/

c
�

Henrik Lundgren 2002
ISSN 1404-5117

Printed by the Department of Information Technology, Uppsala University, Sweden



Abstract

A wireless ad hoc network consists of a number of mobile nodes that tem-
porarily form a dynamic infrastructure-less network. To enable communica-
tion between nodes that do not have direct radio contact, each node must
function as a wireless router and potentially forward data traffic on behalf
of the others. New routing protocols are needed as the existing protocols
used in wired networks adapt too slowly to the frequent topology changes
induced by mobility and are inefficient in terms of resource consumption.
During the last five to ten years more than 60 different ad hoc routing
protocols have been proposed, optimized and partially compared based on
simulation studies. However, we believe that these simulation studies need
to be complemented with real-world experiments in order to gain practical
experience and reveal real-world effects that may not be visible in simula-
tions.

This thesis surveys the field of ad hoc routing and related real-world
testbeds. We also describe our research results from three included papers:

In our active networking approach to ad hoc routing, protocol logic is
carried inside data packets, which enables new protocols to be independently
deployed at run-time. As a proof of concept, we have implemented two ad
hoc routing protocols and successfully used them for routing a real-time
sensitive audio stream. This prototype gave us a good understanding of
the practical aspects of wireless networking and prepared good ground for
protocol comparisons.

We have implemented a testbed called APE which enables easy man-
agement and analysis of real-world experiments. In real-world experiments,
with up to 37 mobile nodes, we used the APE testbed to assess the repro-
ducibility between repeated testruns and compared three different routing
protocols. This testbed has become a crucial tool for discovering flaws in
proposed protocols, as well as for benchmarking different routing styles.

During our implementation of the AODV protocol we discovered a per-
formance problem that we could relate to some invalid assumptions about
the wireless link characteristics. We explored this “communication gray
zone” problem and implemented three countermeasures which we compared
by using the APE testbed. As a result we could eliminate the performance
discrepancy between simulated AODV and its implementation in the real-
world.

Keywords: ad hoc networking, wireless networks, routing protocols, pro-
tocol evaluation, testbed, active networks.



2



Acknowledgments

I would like to acknowledge a few people who have been on the path of my
journey so far. First, I would like to thank my two supervisors. My main su-
pervisor, Per Gunningberg, for his mentorship and continuous support, and
my co-supervisor, Christian Tschudin, for his engagement and for continu-
ously working closely together with me, both in Uppsala and from/in Basel.
I would not have made it this far without both of them! I am very grateful
for the contributions and the social company of the MSc thesis students
and assistants who have been working in our projects: Henrik Gulbrandsen,
David Lundberg, Erik Nordström, Mattis Fjällström, Josh Fenessey, Johan
Nielsen, Björn Wiberg and Stefan Lindström. Special thanks goes to Erik
Nordström who, after his MSc thesis, continued to work part-time on our
project and have contributed with great implementation efforts.

I am grateful for being part of the Communication Research (CoRe)
group who’s members have played an important role, both socially and
scientifically, in the daily life at work. Thanks to all of them, especially the
senior researchers Mats Björkman and Arnold Pears, and my PhD-student
colleagues so far: Björn Knutsson, Thiemo Voigt, Bob Melander and Richard
Gold. I also thank Arnold Pears and Mats Björkman for proof-reading this
thesis. Thanks to all other people at DoCS.

I acknowledge NUTEK/VINNOVA for funding our projects. I acknowl-
edge Ericsson AB for partly funding our initial project and for donating the
wireless ORiNOCO PCMCIA cards. I also acknowledge PCC++ for partly
financing my graduate studies.

I thank my parents Inger and Björn, as well as my sister Lotta and
Martin for querying me about what I do, so that I have to explain my
research in an understandable way. Finally, my deepest thanks goes to my
fiancée Chrissie who makes my life meaningful outside work.

3



4



List of Included Papers

Paper A Christian Tschudin, Henrik Gulbrandsen and Henrik Lundgren,
Active Routing for Ad-hoc Networks, Published in IEEE Commu-
nications Magazine, Special issue on Active and Programmable
Networks, April 2000.

Paper B Henrik Lundgren, David Lundberg, Johan Nielsen, Erik Nord-
ström and Christian Tschudin, A Large-scale Testbed for Repro-
ducible Ad hoc Protocol Evaluations, In Proceedings of The Third
Annual IEEE Wireless Communications and Networking Confer-
ence 2002 (WCNC 2002), March 2002.

Paper C Henrik Lundgren, Erik Nordström and Christian Tschudin, Cop-
ing with Communication Gray Zones in IEEE 802.11b based Ad
hoc Networks, In Proceedings of The Fifth ACM International
Workshop On Wireless Mobile Multimedia 2002 (WoWMoM 2002),
September 2002.

Comments on my Participation

Paper A: In the work related to paper A, I participated in implementing
two active routing protocols and parts of an audio streaming demo setting.
I co-authored the sections on the routing protocol description and the im-
plementation.

Paper B: I am the principal author of paper B. All co-authors have par-
ticipated in the practical work with different effort and focus. I have par-
ticipated in all parts, with focus on design and implementation of scenarios,
implementation of analysis tools, conducting tests and performing the anal-
ysis.

Paper C: I am the principal author of paper C and participated in all
parts. This work includes an implementation of an ad hoc routing protocol
where I initially took part in the implementation phase and later focused on
verification and validation.

5



6



Contents

1 Introduction 9
1.1 Problem Areas . . . . . . . . . . . . . . . . . . . . . . . . . . 11
1.2 Research Problems Addressed in This Thesis . . . . . . . . . 12
1.3 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . 13
1.4 Thesis Organization . . . . . . . . . . . . . . . . . . . . . . . 14

2 Routing in Ad hoc Networks 15
2.1 Proactive Routing . . . . . . . . . . . . . . . . . . . . . . . . 16
2.2 Reactive Routing . . . . . . . . . . . . . . . . . . . . . . . . . 17
2.3 Other Approaches . . . . . . . . . . . . . . . . . . . . . . . . 17

3 Evaluations and Testbeds 19
3.1 Evaluation Techniques . . . . . . . . . . . . . . . . . . . . . . 19
3.2 Existing Real-world Testbeds and Experiments . . . . . . . . 20

4 Active Networking 23

5 Summary of Papers 25
5.1 Paper A: Active Routing for Ad-hoc Networks . . . . . . . . 25
5.2 Paper B: A Large-scale Testbed for Reproducible Ad hoc Pro-

tocol Evaluations . . . . . . . . . . . . . . . . . . . . . . . . . 26
5.3 Paper C: Coping with Communication Gray Zones in IEEE

802.11b based Ad hoc Networks. . . . . . . . . . . . . . . . . 28

6 Summary and Conclusions 31

Paper A 41

Paper B 49

Paper C 59

7



8



Chapter 1

Introduction

Wireless mobile communication for personal use is, and will continue to
be, part of our everyday life. Standards for wireless communication have
boosted the market; manufactures equip everything, from powerful laptops
to small embedded devices, with hardware support for different radio tech-
nologies. The deployment of IEEE 802.11b [12, 13] wireless networks has
increased dramatically the last few years, both in industry and in home
networking. Bluetooth [27] is another technology, that aims at being small,
cheap and built-in in almost everything. Both IEEE 802.11b and Bluetooth
utilize the license-free 2.4 GHz frequency band and can operate in so called
ad hoc mode (see below). The work presented in this thesis focuses on the
ad hoc mode of IEEE 802.11b.

The term “ad hoc” often means improvised or for the needs of the mo-
ment for a specific purpose. In computer networking, we think of an ad
hoc network as a wireless network without any infrastructure, e.g., wireless
base stations. More thoroughly described, an ad hoc network consists of a
number of nodes with wireless communication capabilities, that potentially
move around and cause the network topology to change frequently. The type
of device in ad hoc networks can range from embedded systems like sensors
to powerful computers inside vehicles. The nodes can be scattered so that
all nodes are not within radio range of each other. As per definition there is
no available infrastructure, the nodes must rely on each other to relay the
data packets in a multi-hop situation. Figure 1.1 illustrates the two types of
networks; one with an infrastructure where traffic between the two clusters
is forwarded and transported with help of base stations and pre-installed
wires, and one infrastructure-less ad hoc network where intermediate nodes
help to forward traffic. An ad hoc network often works autonomously, in
isolation from other networks, but can very well be connected to other net-
works, e.g., the Internet, via a gateway. Unless stated otherwise, I will in
this thesis work with the assumption that our ad hoc networks are isolated.

A typical usage scenario for ad hoc networks is a disaster area where pre-
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Figure 1.1: In the upper diagram the mobile nodes communicate via a man-
aged infrastructure for wireless terminals. In the lower diagram the nodes
form a wireless ad hoc network by themselves.

existing communication infrastructures have been eliminated due to e.g.,
an earthquake or a terror attack. Emergency personnel needs to quickly
establish communication to different rescue teams as well as to people in
distress. Given the maturity of the technology, an ad hoc network would
be a good choice for deployment. All nodes – carried by people and/or
vehicles – would continuously organize themselves and co-operate in order
to forward each others traffic when needed. Another usage area for wireless
ad hoc technology are sensor networks. For example, sensors can be dropped
from airplanes over contaminated areas or earthquake zones and be used to
register activity. Military scenarios can easily be imagined, e.g., a number of
mobile units that need to maintain contact. A less dramatic example would
be a university campus area with no, or limited, wireless LAN coverage,
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where student groups might wish to establish temporary wireless networks
in order to work on collaborative projects or laboratory exercises.

Possible applications in an ad hoc network do, of course, depend on the
scenario. For a disaster area or a military scenario it could be voice commu-
nication or transmission of camera snap shots. In a sensor network it might
be periodic transfer of collected measurement data, while at a conference or
spontaneous meeting the applications could be file sharing, or in cases where
Internet connectivity is present, even web browsing and email. In this thesis
we use applications like ping, multimedia streaming and web browsing for
our experimental work.

1.1 Problem Areas

The characteristics of ad hoc networks and the nodes of which they are com-
posed impose a number of interesting design and evaluation problems. The
nodes in an ad hoc network are normally battery-driven and therefore it is
important to design a system with energy conservation in mind. Another
scarce resource is the shared wireless medium which has links with lim-
ited and variable bandwidth. This puts constraints on the bandwidth con-
sumption for both control overhead and applications. The wireless medium
also imposes a number of security threats like eavesdropping and denial-of-
service attacks. For stub networks, where the nodes have Internet access
via a gateway, the addressability of nodes inside the ad hoc network from
nodes outside the network is not straightforward. Other configuration issues
of ad hoc networks are complex too: the nodes need to agree on frequency
channel and addresses, advertise services such as gateway functionality and
possibly exchange cryptographic keys.

However, the most fundamental and probably the hardest problem, which
in high degree is related to the issues above, is routing. A routing protocol
uses some kind of distributed algorithm to acquire information about how
to reach other nodes in the network and uses this to build up a routing
table. A node consults the routing table whenever it has to decide how to
forward a packet towards its destination. Today’s standard Internet routing
protocols do not perform well for volatile network topologies. The main
problems with using such protocols in the ad hoc context are slow conver-
gence and high bandwidth consumption. Besides this, CPU processing time
and battery power are limited resources that must be taken into account,
e.g., by designing routing protocols that permit nodes to go into sleep mode
occasionally.
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1.2 Research Problems Addressed in This Thesis

It is a commonly accepted view that new routing protocols have to be de-
signed to cope with the unique requirements of wireless ad hoc networks.
We believe that given the diverse scenarios and applications for ad hoc net-
working it is impossible to design a single protocol that is best suited for
every situation. Our initial work was driven by the question:

• How can we design and implement more flexible and adaptive ad hoc
routing protocols?

Our approach is to utilize the concept of active networking. By using a
hybrid active networking approach the forwarding state is still maintained
in the routers but the routing logic is moved out of the routers and into
the data packets. We call this active routing. This approach enables the
nodes to define and deploy routing logic at run-time in order to adapt to
special circumstances and requirements. It is also possible to run several
routing protocols in parallel. We have built an experimental testbed and
implemented two routing protocols to demonstrate the feasibility of this
approach. We continued our experimental work and focused also on ordinary
(“passive”) ad hoc routing protocols.

Standardization work is ongoing within the Mobile Ad hoc Networking
(MANET) working group in the Internet Engineering Task Force (IETF) [52]
and currently there exist about a dozen “classical” protocol proposals. These
protocol proposals must be carefully evaluated before any standardization
decision can be taken. So far, most evaluations and comparisons have been
performed in simulation environments. One of the main benefits of simu-
lations is that one can easily alter different parameters, like the number of
nodes and their mobility pattern. This kind of evaluations are crucial in
the early design phase of the protocols as one quickly can explore the pa-
rameter space of a new protocol and determine its viability in the context
of other protocol proposals. The importance of accurate models increases
as the protocols become mature and the research community strive towards
reaching consensus regarding standardization. Existing simulation models
have problems to accurately model the physical and link layers. We ar-
gue that real-world experiments are necessary and will provide most useful
insights as well as providing knowledge how to improve simulation mod-
els. Experiments must be carefully designed and the results compared with
simulations.

When planning experiments aimed at comparing different protocols the
objectives and goals of an experiment are often clear. However, carrying out
an experiment is far from trivial. One of the most difficult challenges that
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will, to some extent, be dealt with in this thesis is:

• (How) can we make the real-world mobile ad hoc routing experiments
reproducible?

We present the Ad hoc Protocol Evaluation testbed (APE) and a new mobil-
ity metric called virtual Mobility that is based on signal quality variations as
perceived by the nodes. An experimentation environment was established
at the Uppsala University IT department where the department provides
IT students with laptops. The Communication Research group [14] pro-
vides wireless cards in exchange for the students’ participation in our ad
hoc networking research experiments. We present results from experiments
involving up to 37 nodes where we successfully assessed the reproducibility.

While some design flaws may be obvious in simulation, other context
problems may not be discovered until one is faced with technical implemen-
tation details and real-world conditions. Furthermore, some shortcomings
may be subtle and require high confidence in the protocol implementation
under test. Our third question is:

• How can we identify and capture the impact of real-world effects that
are not visible in simulations?

The first step towards finding answers to this question is to start “doing the
real thing”. We spent much effort in implementing a routing protocol for
which we performed extensive testing to assure compliance to the specifi-
cation. During the evaluation of that protocol we discovered performance
behaviors that did not correspond to simulation results. Further investiga-
tion revealed that the broadcast HELLO beacons, necessary for the protocol,
are not completely dependable as an indicator of communication potential
in certain areas which we call “communication gray zones”. An incomplete
link layer implementation prevented this effect from manifesting itself during
protocol simulations.

1.3 Contributions

The main contributions in this thesis are:

• We have experimentally demonstrated the feasibility of using an ac-
tive networking concept in an ad hoc networking context. Data is
passively forwarded at layer 2.5 (i.e. below IP) while active packets
(mobile programs) are responsible for adjusting the nodes’ forwarding
behavior.

• We have implemented a real-world testbed for ad hoc routing proto-
col evaluation with the means to assess experimental reproducibility.
The testbed has been made publicly available and has so far been
downloaded approximately 800 times [3].
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• A high quality implementation of the AODV routing protocol for the
Linux operating system was produced. It was successfully tested at the
First AODV Interop Event [5] and has been made publicly available
with around 1000 downloads [2] so far.

• We have experimentally shown that IEEE 802.11b based ad hoc net-
works potentially suffer from communication gray zones and examined
the effectiveness of three suggested techniques for addressing this prob-
lem.

1.4 Thesis Organization

This thesis is organized as follows. Section 2 gives an introduction to ad
hoc routing. Section 3 describes different evaluation techniques and com-
pares existing real-world testbeds. Section 4 introduces the concept of active
networking. Section 5 summarizes the papers included in this thesis. Con-
clusions and an outline of future work appear in Section 6 before the reprint
of the three published research papers.

14



Chapter 2

Routing in Ad hoc Networks

It is the task of the routing protocol to create, maintain and re-create routes
which preferably should be durable. To run smoothly, an ad hoc network
requires a quick and adaptive routing protocol that at the same time does
not consume too much of the already scarce wireless bandwidth.

Existing routing protocols used in the Internet do not function well in
such an environment. More specifically, the Routing Information Proto-
col (RIP) [49] suffers from slow convergence and the well-known count-to-
infinity problem. The Open Shortest Path First (OSPF) [55] converges only
slightly faster than RIP and in addition it has high bandwidth consumption.

Over the years several candidate protocols have been proposed both
inside and outside the IETF MANET WG [52] and more than a handfull
of prominent candidates are still active. These protocols must now face the
next step towards standardization, namely real-world implementation and
interoperability. One of the requirements for an Internet Draft for moving to
Experimental RFC is that there must exist several independent real-world
implementations that interoperate.

The multitude of independent implementations assesses the readability
and completeness of the protocol description. On the other hand, real-world
implementations also force the protocol designers to deal with specific real-
world implementation issues. For example, several protocol proposals use
link-layer feedback as a way to determine connectivity with neighbors. This
is easy to implement in a simulation environment, but currently there is no
hardware support for this information to be retrieved from wireless network
adapters. Therefore, the protocols are forced to use their secondary choice
for this functionality, usually neighbor sensing through periodic broadcast
HELLO beacons. It is important to realize that real-world constraints affect
the protocol design and thereby also potentially its performance.

There exist a number of strategies to choose from when designing an ad
hoc routing protocol. One design decision to take is whether to be proactive
and always maintain routes to every possible destination, or to be reactive

15



and only discover and maintain routes on demand. Another decision is to
choose between flat and hierarchal routing structures. The use of geographic
location data (e.g., via GPS) and the exchange of this information between
nodes is another choice among even more possibilities. The goal is to design
a protocol that has one or more of the following properties: low overhead,
quick adaptation, power-awareness, reliability, security and scalability.

2.1 Proactive Routing

The concept of proactive routing means that all nodes (routers) exchange
route information periodically, or whenever the network topology changes, in
order to maintain a consistent, complete and up-to-date view of the network.
Each node uses the exchanged route information to calculate the costs to
reach all possible destinations. Thus, if a destination can be reached, a route
is always at hand; which avoids the delay associated with finding a route on
demand.

Proactive routing techniques can be divided into either distance vector
or link-state algorithms. Both techniques require each router to periodically
broadcast route information and to calculate the shortest path to others.
In distance vector, each router maintains a vector with the distance to all
routers and periodically broadcasts this vector to each of its neighbor routers.
Each router updates its own routing table by calculating the shortest path
to each router using the distance vectors received from others.

In link-state, the relationship between whom to collect state about and
whom to disseminate this information to is reversed compared to distance
vector; each router maintains the state of its links to its neighbors only
and broadcasts this information to all other routers. Using the link-state
information from all other routers, each router computes a complete picture
of the network and calculates the shortest path to all nodes.

The main advantage with proactive routing schemes is that there is no
initial delay when a route is needed. On the other hand, they typically
have higher overhead and longer route convergence time than the reactive
schemes presented in the next subsection, especially in the case of high mo-
bility. For better performance in ad hoc networks both distance vector and
link-state algorithms have been modified. Examples of distance vector pro-
tocols are Routing Information Protocol (RIP) [49], Destination-Sequenced
Distance Vector (DSDV) [67, 66] and Wireless Routing Protocol (WRP) [56].
Examples of link-state protocols are Open Shortest Path First (OSPF) [55],
Optimized Link State Routing (OSLR) [11, 36], Topology Broadcast Reverse
Path Forwarding (TBPRF) [59], Source Tree Adaptive Routing (STAR) [21],
Global State Routing (GSR) [35], Fisheye State Routing(FSR) [64, 24] and
Landmark Routing Protocol (LANMAR) [65, 23].
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2.2 Reactive Routing

Reactive routing is generally not dependent on exchanges of periodic route
information and route calculations. Instead, whenever a route is needed the
node has to perform a route discovery (disseminate a route request through-
out the network and wait for a route reply) before it can send any packets
to the destination. The route is maintained thereafter until the destina-
tion becomes inaccessible or is no longer needed. Thus, a reactive protocol
does not spend resources on exchanging route information or maintaining
inactive routes. On the other hand, the route discovery process adds a
significant initial delay to a transmission and has high resource consump-
tion. In fact, if there are many data sources in the network the overhead
increases and will be comparable with, or even exceed, those for proactive
schemes. Examples of reactive protocols are Ad hoc On-demand Distance-
Vector (AODV) [68, 69], Dynamic Source Routing (DSR) [39, 38], Asso-
ciativity Based Routing (ABR) [82, 81], Signal Stability based Adaptive
routing (SSA) [18], Temporally Ordered Routing Algorithm (TORA) [62]
and Relative Distance Micro-discovery Ad hoc Routing (RDMAR) [1].

2.3 Other Approaches

There exist several other approaches to the design of ad hoc routing proto-
cols. For example, there are hybrid approaches like the Zone Routing Proto-
col (ZRP) [63, 31] which utilize both proactive and reactive concepts: each
node maintains a zone (e.g., with a 2 hop radius) wherein it uses proactive
routing [29], while for nodes outside this zone it uses reactive routing [30, 28].
The overhead is limited as the proactive route maintenance only concerns
the local neighborhood of a node and the reactive route search is limited to
querying a set of selected nodes.

It is common that the routing protocol has a flat architecture, but some
protocols are based on clustering and hierarchical architectures, such as
Clusterhead Gateway Switch Routing (CGSR) [10] and Distributed Mobility-
Adaptive Clustering (DMAC) [4]. Advantages with such schemes are more
robust routes and generally fewer routing control messages, although they
might require periodic messages to maintain the clusters. A clear disadvan-
tage is the centralization of routes through cluster leaders which put heavy
load on these nodes and at the same time makes them “single points of fail-
ure” (of course, in the case of failure, etc. they are replaced but that takes
time and many data sessions are affected simultaneously).

The route discovery procedure in reactive protocols like AODV and DSR
is based on some variation of flooding and is usually relatively costly (despite
various optimizations). The LAR [42] protocol aims at limiting this cost
further by using location information e.g, via GPS. A source node can then
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determine the expected location of a destination node. Based on this, it
defines a request zone and intermediate nodes only forward a route request
if it is located within the request zone. The drawbacks of this scheme are
that it does not take obstructions for radio transmission into account and
that the exchange of location information increases the overhead.

Another way of reducing the costly discovery procedure is to have multi-
ple paths available as a backup, thereby reducing the need for a new search
when a route breaks. DSR has this built-in by adding destinations from
overheard transmissions to a route cache, while there exists no similar func-
tionality in AODV. AODV-BR [43] and AOMDV [53] experiment with the
use of multiple paths for AODV and report on improvements for scenarios
with high mobility and low to moderate traffic load.

Reduced control overhead usually means better scaling and less power
consumption. There exist several approaches that relate more closely to
power consumption. PAR [77] is an approach that takes battery life time
into account and selects routes that favor long overall battery life. Another
approach is to adapt (minimize) the transmit power, which also reduces
interference and increases the spatial reuse. Usually such power-aware pro-
tocols work in close cooperation with the underlying MAC protocol. For
example, PARO [25, 26] assumes that the nodes can adjust the transmission
power per packet and uses this to create routes with low power consumption.
However, the transmit power has to be carefully selected; different transmit
power levels in the network potentially introduce uni-directional links and
lowering the transmit power increases the risk of bit-error. There are also
approaches to power consumption that are not directly related to routing,
e.g., to temporarily put the wireless card into sleep mode when the node
will not participate in a nearby transmission [76].

Normally the basic protocol designs do not take security into account.
They simply assume that all nodes are friendly and behave well. However,
this assumption may not be true in a real-world situation. Interest in this
area has increased lately and efforts have been spent on identifying security
threats together with counter-measures in general [7, 92, 34, 90] and for
routing in particular [54, 33, 32, 89, 75].

The survey above includes relevant examples of different routing pro-
tocols. However, it is not a complete list of all ad hoc routing protocols
that ever existed. See [46, 87] for a list with more than 60 routing protocol
proposals, including old out-dated Internet drafts. Additional surveys on ad
hoc routing protocols and techniques can be found in [73, 74, 20].
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Chapter 3

Evaluations and Testbeds

A number of evaluation considerations are discussed in RFC 2501 [15]. This
RFC document lists quantitative metrics like end-to-end data throughput
and delay, route acquisition time, out-of-order delivery percentage and ef-
ficiency in terms of number of data and control bits transmitted compared
to data bits delivered. It also points out that the networking context is im-
portant; with parameters like network size, network connectivity (i.e., the
average number of neighbors), rate of topological change, traffic patterns
and mobility as key elements. Other metrics exist and could for example
be application specific. The metrics selected for investigation in a given ex-
periment should be chosen in relation to the scenario, the applications used
and the purpose of the experiment.

3.1 Evaluation Techniques

The most common technique used to evaluate ad hoc routing protocols is to
perform experiments in a simulation environment [58, 22, 61]. Simulation
enables repeatable experiments and variables to be easily altered and exam-
ined. However, the accuracy of simulation results depends heavily on the
quality of the models used for the physical layer and the link layer. Results
in [78] show that depending on the modeling of the physical layer, simula-
tion results can vary significantly and even change the relative ranking of
the compared routing protocols. The authors in [9] state that standalone
simulations do not really fit the actual needs of wireless application devel-
opers and that there is an important lack of real experiments that prove the
feasibility of wireless protocols. Another important issue is that the routing
protocol implementations are often tailored to the simulation environment
and do not take the interaction with the ordinary protocol stack into ac-
count. Typical studies that have used simulations include [6, 37, 70, 16, 44].

Another approach is to evaluate protocols in their native OS environment
and to emulate the lower protocol layers in order to steer connectivity in a
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controlled way [40, 91, 19]. This removes the unwanted uncertainty associ-
ated with varying radio conditions, but also hides potential effects thereof.
The mobility has to be artificially generated by changing the network topol-
ogy using some kind of MAC address filtering utility. Thus, with controlled
mobility and a signal propagation model it is possible to reproduce testruns
in “emulation mode”.

An alternative to MAC address filtering is to collect traces from simu-
lations or real-world experiments, and use them to run trace-based emula-
tions [57].

To cover all aspects of protocol behavior it is ultimately necessary to
run experiments in real-world settings. Only then can all implementation
aspects be taken into account and inaccurate models of the physical layer
and the link layer be eliminated. The main drawback is that radio conditions
are difficult to control, which makes reproducibility a difficult task. There
is also a cost consideration here, as the size of the test network topology is
often limited by the availability of hardware and manpower.

3.2 Existing Real-world Testbeds and Experiments

Most real-world ad hoc testbeds described in the literature work in small-
scale settings and are often tied to a specific routing protocol. Large-scale
testing imposes the problems of hardware availability, software configuration
and participant management.

The CMU testbed [51, 50] is built upon a FreeBSD implementation of the
DSR protocol [39] and consists of five moving nodes, two stationary nodes
and one additional moving node running Mobile IP. The moving nodes are
transported in cars at 25km/h to 40km/h in an area 700 by 300m. As the
experiments took place outdoors they equipped each node with a GPS unit
and logged GPS information together with other information in order to be
able to replay the testruns in a visualization tool. In the experiments the
authors used UDP communication to emulate a “push-to-talk” communica-
tion and FTP to perform file transfers. Packet loss rate and packet jitter was
examined as well as an heuristic for adapting the retransmission timer. The
authors pointed out the importance of in-lab testing and for this purpose
they implemented a simple MAC-filter utility.

At Georgia Tech they report on a five node testbed [83]. Their setting
is stationary and mobility is generated by unplugging the network cards
and thereby forcing topology changes. The authors evaluated their ABR
implementation [82] and measured end-to-end delay, throughput and route
discovery time with respect to varying packet size, beaconing interval and
hop count. The main conclusions drawn were that beaconing had very little
impact on the measured metrics, but packet size affects the end-to-end delay.

In the DAWN testbed at BBN [72] specialized hardware is used that is
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based on Nokia Wireless Routers. The authors report on real-world exper-
iments with up to ten nodes where ping throughput and ping round trip
time were examined with varying offered load on the network. Emulation
was used to scale up the number of nodes when evaluating a variety of their
own link state routing protocols. The authors noted that the throughput was
only about 1/10 of the nominal bit rate and that after a certain threshold
of offered load the throughput decreased drastically.

“Testbed on a desktop” [41] is a small scale testbed built for wireless or
wired ad hoc networks. The wireless testbed consists of nodes with low-gain
antennas and special shielding hardware that enable experimenters to set-up
multi-hop configurations within just a few meters. The wired part of the
testbed emulates the wireless channel over special cables with attenuators
and combiners/splitters, thereby controlling the radio propagation effects.
As these cables are connected directly to the wireless network interface the
nodes can still use real wireless network interface cards and real wireless
network interface drivers. As the testbed consists solely of hardware it is
independent of protocol and operating system. It could be used in any of
the previous described testbeds, but requires an external antenna interface
on the wireless network interface card. The authors outline a few possible
multi-hop configurations, but the flexibility of the wired part of the testbed
is limited by the 3-port signal combiners.

In Table 3.1 we compare our APE testbed (described in Section 5.2 and
paper B) with the above testbeds except for “Testbed on a desktop” since,
in contrast to the other, it only consists of special hardware.
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CMU GA tech BBN APE
Properties:
Real-world yes yes yes yes
Wireless
emulation yes no1 yes yes
Hardware laptops + GPS laptops Nokia Rooftop laptops
OS FreeBSD Linux DAWN/FreeBSD Linux 5

Routing
Protocol DSR ABR NLS 3 Independent 6

Visualization yes no no yes
Analysis tools yes yes2 yes4 yes
Software
Distribution no no no yes
Reproduc. no no no yes
Experiments:
Environment outdoor outdoor outdoor indoor
Mobility cars NIC removal walking walking
# nodes 8 5 10 37
Protocol(s) DSR ABR NLS AODV, OLSR,

DSR, TORA,
LUNAR

Traffic ping, ftp, ping ping ping, ftp,
synthetic voice http, MP3

Metrics packet loss, throughput, throughput, packet loss,
jitter e2e delay, RTT, QoS hop count,

route disc. time comm. gray zone

Table 3.1: A comparison of real-world ad hoc testbeds including reported
experiments

1Not reported on, but should generally be possible.
2Not reported on, but at least some limited form of tools must exist.
3Near-sighted Link-state and other link-state variants.
4Not reported on, but at least some limited form of tools must exist.
5APE boots directly from a CD and does not require any pre-installed OS.
6Any protocol developed under Linux can be incorporated.
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Chapter 4

Active Networking

A basic hypothesis would be that the flexibility which ad hoc routing pro-
tocols must demonstrate is best matched by flexibility in the way one im-
plement these protocols. This link between wireless and active networking,
which 3 years ago was the starting point of our studies in the field of ad hoc
routing, was also recently picked up e.g. in [71]. In this section we briefly
recapitulate the major elements of the active networking approach.

Active networking is a concept where customized programs can be in-
jected into the network in order to steer or extend the functionality of a given
active net. This is achieved by inserting program code into data packets.
The code in the data packets can then be processed at a remote node or even
at every node it traverses (see Figure 4.1 for an illustration). This enables
remote programming and configuration of network nodes. The nodes in the
network can in turn perform computations based on the packet’s content,
modify the packet content or create new packets. Generally, the concept of
active networking enables quick adoption of new standards and algorithms,
easy extension of network nodes and protocol flexibility because of instant
deployment.

Protocol logic Ordinary (passive) data paket exchange

Active data packet exchange

Routing logic Routing logic

EE EE

EE = Execution Environment

Protocol state

Protocol state

Protocol state

Protocol state

Figure 4.1: The routing logic is moved out of the routers and into the data
packets (which carries executable code and thus become active).
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The first use of active networking was within the SOFTNET distributed
packet radio network [88]. Packets in SOFTNET contain programs which
are executed as soon as they arrive. As an example, it is possible for packets
to retransmit themselves to other nodes. However, SOFTNET’s active net-
working approach fell into disuse. Ten years later the messenger paradigm of
communication was presented in [84]. The protocol stack with its machinery
and passive protocol data units were replaced with an execution environment
and messenger packets that carried code that instructed the node how to
proceed, e.g., change states within the node and how to interpret incoming
messengers.

The term “active networking” was first coined in [80]. The authors dis-
tinguished between two common approaches of active networking: the pro-
grammable switch approach and capsule approach. In the programmable
switch approach one sends special packets to inject programs into network
nodes. These packets contain a special tag within each packet which will trig-
ger processing of a packet’s content. In the capsule approach every packet
is a program. This approach is somewhat similar to the Messenger concept.
Each packet has a set of instructions which are executed at the host machine.
Capsules can leave states or even a complete program on each node. A net-
work node executing capsules can for example act on data or output new
capsules. Good surveys over active networking efforts are available in [79, 8].

A third alternative is to use a hybrid approach between these two. We
utilize this in paper A to perform active routing. In our case, the routing
state is kept at each node in form of special forwarding entries, while the
complete routing logic is carried as code inside active control packets. These
packets are executed at each node they traverse, modifying the routing state
of those nodes. The application data packets are still ordinary (passive)
packets.

The motivation behind bringing active networking into the ad hoc net-
working field is based on our belief that no single ad hoc routing protocol
can be universally pre-eminent or best suited for all different situations. By
using an active networking approach it is possible to deploy new or context
specific routing protocols at run-time and run instances of different protocols
in parallel. Beside the task of expressing ad hoc routing protocols by means
of mobile programs only, another interesting challenge was the use of slow
active packets that steer the forwarding of delay sensitive audio packets.
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Chapter 5

Summary of Papers

This section contains summaries and retrospective discussions of the papers
included in this thesis.

5.1 Paper A: Active Routing for Ad-hoc Networks

We have implemented a hybrid active networking environment where active
routing packets are used to configure a passive data forwarding layer. The
paper describes the forwarding architecture, our active networking execution
environment and one of the implemented active routing protocols used for
routing a delay sensitive audio stream.

With hybrid active networking we mean that the routing state is parti-
tioned. Routers maintain special forwarding entries, but the routing logic
and routing data is carried inside active control packets which are used to
set up these forwarding entries. Passive data packets can then choose to use
these special forwarding entries. In order to distinguish these special for-
warding entries an additional packet header field is needed. We have chosen
to adopt the simple active packet format (SAPF) [17] and use it at ”layer
2.5” between the link layer and network layer. The SAPF header consists of
a single 63 bit selector field and the selector is used to index entries in the
forwarding information data base. The entries can point to e.g. outgoing
interfaces, special packet processing software such as the IP stack, or sockets
from which applications can read the packet’s payload. Using SAPF at layer
2.5 can speed up forwarding decisions as e.g. IP header processing can be
avoided.

The execution environment we have implemented simply listens on a
SAPF socket for incoming active control packets. As a first programming
language for the active control packets we chose Unix Bash scripts: A sep-
arate UNIX process is started to execute each received bash script. As a
first active ad hoc routing protocol we implemented an ”active” version of
Cellular IP that we call ACIP. It is composed by three sub-protocols; a
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neighbor discovery, a Minimum Spanning Tree (MST) wave-algorithm and
the delivery path setup using the entries installed by the MST wave.

The use of Unix Bash scripts as a programming language is a rather crude
approach and suffers from slow performance and security issues. However,
our experiments show that this is sufficiently fast to track topology changes
and do active routing in an ad hoc environment. With a demo we showed
that it is even possible to stream delay sensitive audio in a dynamic ad hoc
network without major hick-ups.

Discussion

We have implemented two active routing protocols as proof of concept. Al-
though debugging BASH scripts is not a pleasant activity, the implemen-
tation was relatively straightforward as it avoided kernel programming and
interaction with the IP-stack. However, to seriously continue on the inter-
esting track of active ad hoc routing using SAPF the primary issue would
be to change the programming language to achieve better performance and
to enhance the security properties of the protocols.

5.2 Paper B: A Large-scale Testbed for Repro-
ducible Ad hoc Protocol Evaluations

During the work described in paper A we gained experience in both im-
plementing and running (active) ad hoc routing protocols. From this point
forward our work shifted towards protocols proposed within the MANET
working group in the IETF, while still keeping our focus on real implemen-
tations. In paper B we describe the architecture and implementation of our
Ad hoc Protocol Evaluation (APE) testbed and define a new mobility metric
that we use in the analysis of our experiments.

Simulation is a natural and necessary step in the design and development
of ad hoc protocols. However, these simulations need to be complemented
with real-world experiments, as existing simulations do not accurately model
the dynamics of real-world propagation and tend to dismiss issues of a real
implementation e.g., how to implement a link-layer notification. Previous
testbed projects report on experiments with 10 nodes or less, and often
use stationary settings when measuring performance. To the best of our
knowledge, no testbed project reports on how to reproduce physical mobility
or on comparisons of different protocols.

The APE testbed has a modular architecture allowing an experimentalist
to plug in different protocols and traffic generators. We use strict choreog-
raphy instructions to the participants. A new mobility metric, derived from
measured signal quality, gives us means to assess the reproducibility of re-
peated non-stationary testruns, independent of the routing protocol used.

26



The measured signal quality data can also be used to replay the topology
changes during the testrun in our tool called APE-view. Furthermore, we
expect such data to be useful when validating simulation models e.g., for
running trace-driven simulations.

APE is designed for easy installation, deployment and handling. In-
stallation is as simple as “downloading and extracting” a single file. It is a
self-contained system that can be booted on arbitrary machines independent
of pre-installed operating systems. During the testruns the participants only
need to follow on-screen movement instructions and afterwards the collected
measurement data is uploaded to a collect-node, all with minimal user in-
tervention. This enables us to scale up experiments without significantly
increased administrative overhead. At the time of writing paper B, three
protocol implementations MAD-HOC AODV [48], OLSR-INRIA [60] and
UMD-TORA [85] were available and supported by the APE testbed. We
report on our initial experiments where we scaled up to 37 node settings
and used the new mobility metric to assess the reproducibility. Analysis of
successful Ping request/reply during mobile scenarios revealed that OSLR-
INRIA behaves as expected with successful delivery over multiple hops and
up to 10 seconds re-route time, while MAD-HOC AODV often fails to re-
route in multi-hop topologies. UMD-TORA was unstable and we experi-
enced problems with crashes. Therefore, further comparative analysis was
limited at the time. We conclude that the APE testbed enables accurate
side-by-side protocol comparisons in mobile settings and that it also can be
useful in the early debugging phases of a protocol implementation. To make
full use of the APE testbed we now needed fully functional routing protocol
implementations.

Discussion

We have planned for a “grand comparison” to test all available protocol
implementations. However, this test has not yet taken place. A number
of factors have delayed this activity. First, the number of high quality im-
plementations is still very low. There are a number of good AODV imple-
mentations, but we want to compare different protocols. Also, the imple-
mentations often seem to be a one time effort and as Internet Drafts are
continuously changing the implementations soon get outdated which makes
potential results less useful. Second, the cost of involving a large number
of people and obtaining sufficient hardware is still high. A large-scale test
requires substantial planning and a clear picture about the value of the ex-
pected outcome. Third, simple traffic patterns have to be replaced with
advanced traffic generators, which in turn requires enhanced analysis tools.
Fourth, TCP has to be more thoroughly investigated in small-scale settings
first, because TCP severely suffers from the interactions with ad hoc routing
even in small-scale settings.
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Our virtual Mobility metric (vM ) provided relatively good grounds for
assessing the reproducibility. When running small-scale test and with nodes
placed on wheel-tables, the similarities were very clear. However, during
large-scale tests the result can become “blurred” as such tests involve many
people and all people may not move exactly in the same way throughout all
testruns. In such situations we have found that analysis of the link changes
during the testrun can provide additional useful insights.

An open issue with the vM metric is whether to take signal strengths
into account only from adjacent nodes or to include signal strengths over
several hops. Another issue is whether to calculate vM over all links or
over links that were used to forward traffic. When providing vM -graphs
for testruns we have scaled the values according to a path loss formula for
the indoor environment. Another formula has to be developed and applied
before performing tests outdoors.

We have noted that extensive logging potentially affects the routing dae-
mons’ behavior. For example, the sending of beacons may be delayed if the
processor is loaded with other OS tasks. Therefore, one must carefully think
about what and how to log.

5.3 Paper C: Coping with Communication Gray
Zones in IEEE 802.11b based Ad hoc Net-
works.

We implemented the AODV protocol and used our APE testbed to evaluate
its performance. At specific geographic locations we observed that although
the neighbor sensing mechanism indicated reachability, data packets were
not necessarily successfully transmitted to or from that node. We call these
areas “communication gray zones”.

For AODV, in particular, this problem lies hidden in the properties of
the HELLO messages that real-world AODV implementations are forced to
use for neighbor sensing. When transmissions occur at lower bit rates each
bit contains more energy than it would at higher rates. Thus, transmis-
sions at lower bit rates reach further than at high rates. HELLO messages
are broadcast at a basic bit rate and unicast data transmissions are sent at
higher rates (up to 11Mbit/s in IEEE 802.11b) which is the main reason why
gray zones appear. Furthermore, broadcast messages are not acknowledged
and hence receiving a HELLO message is not a guarantee of a bidirectional
link. Over weak links, the reception of a HELLO message does not necessarily
indicate a useful link as AODV’s HELLO messages are small in size and thus
have higher probability than ordinary (longer) data packets of being success-
fully transmitted. Finally, fluctuating links at the transmission borderline
can lead to spurious HELLO messages which, once received, do not reflect
correctly whether persistent communication between two nodes is possible
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or not. As a consequence this means that stable and longer routes may be
replaced by shorter but unreliable ones.

Three different mechanisms that help neighbor sensing and reduce gray
zones were evaluated in a real-world setting: First, Exchanging neighbor sets
enables receiving nodes to deduce whether the link to the sender is bidirec-
tional or not. This addresses the unidirectional link problem, but not the
difference between unicast and broadcast transmissions. Second, Request-
ing N consecutive HELLO messages from the same source before accepting
it as a neighbor will bring stability into the changes in neighbor sets and
ultimately the routes. Typically, N would be set to 2 or 3. This addresses
the problem of fluctuating links, but not the difference in unicast/broadcast
sensitivity. Finally, a third way to improve neighbor sensing is to set a SNR
threshold for control packets: control packets are discarded when they are
received with a signal quality that is below some threshold. Intuitively this
will counteract the gray zone problem as it forces AODV to choose a longer
route when link quality is so bad that data supposedly cannot get through
while HELLO messages still can.

The negative effect of gray zones decreases for all three mechanisms and
the SNR threshold approach performed best. For simple ping traffic the
successful packet delivery ratio increased from 91.9% to 99.1% and for a
streaming MP3 application it increased from 97.9% to 99.7%.

Discussion

The SNR threshold approach yielded the best result. The first two ap-
proaches also significantly increased the performance: Their advantage is
that they do not need driver specific SNR information. However, the ”Ex-
changing Neighbor Sets” and ”Requesting N-consecutive HELLO” introduce
a delay in the neighbor sensing. In mobile scenarios this delay helps to shrink
the gray zone area, but it would not have the same effect if nodes were sta-
tionary inside a gray zone. The SNR threshold approach is not affected by
this problem.

The 99.1% packet delivery ratio for the SNR approach is higher than
what is achieved in simulation of plain AODV. It is also better compared
to what we generally expect from back-of-the-envelope calculations. This
indicates that there is a gain in using signal-to-noise information provided
by lower layers. In our case the improvement stems from the fact that
when control packets are artificially discarded the data packets may still be
delivered until the route times out. This is a kind of connectivity change
prediction and could be enhanced by e.g., proactively searching for new
routes once an existing route’s link quality drops below a certain threshold.
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Chapter 6

Summary and Conclusions

This thesis presents three publications that document my experimental re-
search within the area of wireless mobile ad hoc networks. In the first paper
we demonstrated the use of active networking as a way of performing ad hoc
routing. Although the active networking approach is surprisingly well suited
and provides benefits like flexible routing and easy implementation, issues
like performance and security remain to be more thoroughly investigated.

Our APE testbed covered in the second paper enables easy testing and
comparison of routing protocols. The virtual Mobility metric enables as-
sessment of the degree of similarity between repeated testruns. From our
experiments we conclude that this method provides good grounds for such
an assessment, but could benefit from being complemented with an analysis
of link changes.

In the third paper we have explored a real-world problem that we call
communication gray zones. An approach where we discard control packets
with too low signal-to-noise quality very effectively eliminated the gray zone
problem for AODV. We conclude that all ad hoc routing protocols where
broadcast messages are involved in neighbor sensing must be revisited in
order to investigate how gray zones affect them.

My overall conclusion is that ad hoc networking still contains important
research issues to be addressed in the coming years. The importance of
mature implementations and real-world experiments for protocol compar-
isons will increase in the next 2 to 3 years. Two crucial issues that need to
be solved before ad hoc networking could be adopted by the public is easy
configuration and interworking with the fixed Internet. A somewhat longer
term issue is the interaction of multiple wireless technologies (e.g., IEEE
802.11, Bluetooth and GPRS) to provide seamless mobility.

In the next phase of my PhD research I will continue with the real-world
evaluations and complement these studies with simulations and trace-based
simulations [86]. One goal is to use the APE testbed and perform a “grand
comparison” that includes all available ad hoc routing protocols.
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ABSTRACT

Ad hoc networks are wireless multihop net-
works whose highly volatile topology makes the
design and operation of a standard routing pro-
tocol hard. With an active networking approach,
one can define and deploy routing logic at run-
time in order to adapt to special circumstances
and requirements. We have implemented several
active ad hoc routing protocols that configure
the forwarding behavior of mobile nodes, allow-
ing data packets to be efficiently routed between
any two nodes of the wireless network. Isolating
a simple forwarding layer in terms of both imple-
mentation and performance enables us to stream
delay-sensitive audio data over the ad hoc net-
work. In the control plane, active packets perma-
nently monitor the connectivity and setup, and
modify the routing state.

INTRODUCTION
Ad hoc networking is a very challenging and still
open research field for the design of routing
protocols. The connectivity among mobile
devices is constantly changing and leads to per-
manent adaptation and reconfiguration of the
routing state. The Mobile Ad Hoc Networking
(MANet) group of the Internet Engineering
Task Force (IETF) has generated and is review-
ing several proposals for ad hoc routing proto-
cols, but consensus is difficult to achieve [1]. Our
basic hypothesis is that there is no best ad hoc
routing protocol suitable for all circumstances.
Too many constellations, link characteristics,
quality of service (QoS) requirements, and secu-
rity concerns would need to be considered. We
therefore suggest using an active networking
(AN) approach where a multitude of routing
protocols can be chosen among and run in paral-
lel. We observe that first, the AN approach has
no software deployment problem and allows us
to experiment with different active routing pro-
tocols in an easy way. Second, adaptive deploy-
ment of routing protocols enables us to choose
the best protocol candidate depending on the
network’s current topology, traffic patterns, and
so on. Third, AN supports customization of rout-
ing protocols: instead of relying on a common
routing service, applications can run their own
routing protocol, actually creating a private vir-
tual (routing) network.

In this article we report on our testbed for
active routing protocols and on a demo applica-

tion featuring the streaming of time-sensitive
audio data. We discuss the network architecture
for active (ad hoc) routing. We go into the
details of an active routing protocol called active
cellular IP and later report on the implementa-
tion and demo experiences.

This work was done in the Active Routing
and Resource Control for Ad Hoc Networks
(ARRCANE) [2] research project funded by
NUTEK (project #P11766) and Ericsson
Research, SwitchLab.

A FORWARDING ARCHITECTURE FOR
ACTIVE ROUTING

Routing protocols in the Internet are part of the
“hidden” activities going on in the network.
Their task is to collect connectivity information
and to set the forwarding state in all Internet
nodes in order to provide end-to-end connectivi-
ty. Routing is a common service available to and
shared by all applications, wherefore access to
routing state is critical: control over routing pro-
tocols, and their configuration and management,
is the responsibility of the network managers.

Active networking proposes to open the inter-
face to network nodes. In the capsule approach,
each data packet is replaced by an active packet
that contains instructions on how to process the
packet’s payload. Ideally, capsules can be self-
routing, making them independent of shared
routing state.

A middle ground between private routing at
the capsule level and common forwarding via the
route table consists of partitioning the routing
state. Active packets can create private forward-
ing entries through which passive data packets
are routed without any active packet processing
overhead. Applications are then free to either
choose “standard” forwarding services or the pri-
vate virtual routing world controlled by active
packets. In fact, what we need is a programmable
infrastructure supporting different network per-
sonalities that share the route table resource.

THE SIMPLE ACTIVE PACKET FORMAT
In order to distinguish packets belonging to dif-
ferent private “forwarding circuitry,” we need an
additional packet header field. One possibility is
to add a new protocol layer at the application
level and rely on the router’s forwarding engine
to consider this field when forwarding the pack-
et. However, we chose to go to the lowest level

Christian Tschudin and Henrik Lundgren, Uppsala University

Henrik Gulbrandsen, Ericsson Research

ACTIVE, PROGRAMMABLE, AND
MOBILE CODE NETWORKING



IEEE Communications Magazine • April 2000 44

possible, and to add a single field between link
and networking layer. According to this view, IP
forwarding becomes just one network personality
among others.

The header format used for demultiplexing
different networking personalities is the simple
active packet format (SAPF) [3]. It features a
single selector field based on which the router can
make fast forwarding decisions (see the text box
on SAPF). IP traffic, for example, is tunneled
inside SAPF packets; the corresponding SAPF
selector merely points to the IP forwarding mod-
ule (see Fig. 1 for a schematic block diagram of
an SAPF-enabled router node). Active packets
are also carried in SAPF packets, but their selec-
tors point to their respective execution environ-
ment. Note that it is also possible to place SAPF
headers at higher levels in the protocol hierarchy
by using a tunneling approach, for example, in
situations where there is no possibility of intro-
ducing a new protocol at the link layer.

The SAPF packet format fits the hybrid
router approach well where a fast forwarding
plane for passive packets is controlled by asyn-
chronously processed active signaling packets
[4]. In fact, SAPF aims to reduce the forwarding
layer to a minimal set of functionality, leaving all
configuration aspects to active packets.

Routing at Level 2.5 — Placing the SAPF
demultiplexing layer below the IP stack makes
sense for high-speed active networking because:
• Forwarding is streamlined [5].
• Bandwidth-consuming IP headers can be

avoided for applications that use native
SAPF packets.

IP tunnels can also be made bandwidth-efficient
if header compression is used, in which case the
SAPF selector plays the role of a compression
context identifier. Surprisingly enough, locating

SAPF at a low level also makes sense for ad hoc
networks. Bandwidth savings is an argument
here too. The other reason is that IP routing
protocols behave poorly in a highly dynamic ad
hoc environment [6], so it is better to fool IP
about the ad hoc situation and do routing at
“level 2.5.” This creates the illusion of a classical
IP subnetwork for which IP routing need not
become active.

SAPF Operation — The behavior of the SAPF
forwarding layer is defined by the content of the
nodes’ forwarding information base (Fig. 1). The
selector of an incoming packet is used as an
index into the forwarding information base
(FIB), where different entry types can be found.
Plain forwarding (FWD) entries let a packet be
copied to one or more remote nodes, possibly
rewriting the SAPF selector if requested. Entries
can also point to operating-system-dependent
data structures like sockets, from which applica-
tions can read the packet’s payload. A third pos-
sibility is to let FIB entries point to special
packet processing software (e.g., an IP stack) or
special router plugins that process a packet
before it is handed back to the SAPF forwarding
engine. Finally, FIB entries can also be “branch-
and-forward” instructions which conditionally
forward packets along two different paths. This
FIB entry type will be discussed later when
describing the routing procedure under control
of the active ad hoc routing protocol.

Entries in the FIB are linked to an expiration
time, after which the entry will be removed by
the system (soft state). An exception to this rule
are “delivery sockets” which are only removed
when the socket is destroyed.

The semantics of the SAPF layer is that of
forwarding (and possibly duplicating) datagrams.
This forwarding can be redefined and redirected
in arbitrary ways. Thus, unlike UDP, where the
datagram carries an end node address, an SAPF
header only selects the entry in the next down-
stream node. Whether this entry contains a list
of sockets or forwarding and header rewriting

■ Figure 1. The SAPF node architecture is centered around the forwarding
information base.
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data, or points to some other protocol stack is
not specified. The SAPF header provides late-
binding semantics to forwarding: forwarding
behavior is defined at runtime by active packets
that put state into the FIB.

ACTIVE ROUTING IN AN
AD HOC NETWORK

The task of active routing packets for ad hoc
networks is to set up virtual “paths” quite similar
to a connection. These paths are not connections
in the classical sense, which would behave like
privately owned virtual links between two appli-
cations. Instead, paths in an ad hoc network are
more like highways where cars can jump in and
out as long as a path leads to the right destina-
tion. A major question, whose answer depends
on the actual network topology, is how these
paths should best be arranged.

For example, a path network can be organized
in a star topology. From the center (imagine
Paris) ray-like delivery paths exist toward each
possible destination. There are also paths from
each node toward the center. For routing, data
packets are sent toward the center where they will
be redirected to the desired delivery path. Alter-
natively, we can imagine a fully decentralized con-
figuration where each node is the center of a
separate star network from where delivery paths
stretch out to each node in the network.

The highway analogy seems to imply that the
delivery path infrastructure is permanently avail-
able, that is, active packets proactively maintain
full routing connectivity all the time. However,

there are also reactive approaches to ad hoc
routing where a path is only created when there
is actual demand for data delivery (e.g., AODV
[7]). We have implemented both types of active
routing protocols, but concentrate in the follow-
ing on a proactive variant called active cellular IP
(ACIP). First, we briefly review the cellular IP
protocol which inspired the design of ACIP.

CELLULAR IP
Cellular IP (cIP) is not an active protocol, nor is
it a routing protocol for ad hoc networks; but it
has some novel elements that make it attractive
and easy to translate into an active version.

cIP is an access protocol that allows wireless
IP devices to do fast handoffs from one base sta-
tion to another [8]. Base stations are statically
arranged as a logical minimum spanning tree
(MST): a mobile device has to periodically send
location information to the base station to which
it wishes to attach. This information is propagat-
ed uptree until it reaches the MST root node.
During this back propagation, device-specific
path information for delivery is put into each
routing table. Handoff is simply achieved by let-
ting the mobile device send its location informa-
tion to another base station.

For ACIP we ue a similar division of labor.
An MST provides a default core of routing
paths; mobile nodes are responsible for keeping
delivery paths alive. Note, however, that we have
no base stations in the ad hoc network. Mobile
devices do not attach to leaf nodes; instead, they
are part of the MST and can find themselves in
any position in this tree. The layout of the MST
depends on the reachability among nodes of the
ad hoc network: it has to be dynamically recom-
puted all the time.

ACTIVE CELLULAR IP
ACIP is an activated version of cIP; the main
difference is that all routing state is managed by
active packets. Active packets are used to create
the MST, and a different set of active packets is

■ Figure 2. Routing paths from one mobile device to another (see top plane) are
the side effect of three different and concurrent active protocols that build on
each other: a) neighbor discovery; b) minimum spanning tree; c) delivery paths.

(c)

(b)
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CODE ON DEMAND IN AN
AD HOC NETWORK?

Ad hoc networking challenges assumptions that
are often implicitly made when routing is con-
sidered. This directly affects those active networking
platforms that provide routing-dependent for-
warding functionality.

Consider the “code-follows-capsule” approach,
used, for example, in ANTS [10], where a node that
does not know about a new capsule’s code has
to request the code from the sending node. This
scheme may fail in an ad hoc network because wire-
less links, unlike most links in common wireline net-
works, are not necessarily bidirectional. We are
using active packets that have an explicit code por-
tion (messengers). In the case of the three
active subprotocols described in this article we
made each active packet fully self-contained
(i.e., it contains all instructions required for its
processing). We can also use “code-precedes-
capsule” (i.e., download and cache some code por-
tion ahead) in order to minimize the code sent with
every active packet.
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responsible for creating the delivery paths from
the MST root to each possible destination (Fig.
2b and c). One addition to cIP is a neighbor dis-
covery service, which adds a third active packet
type to the protocol. In fact, ACIP is a combina-
tion of three different subprotocols that we
describe in turn.

Neighbor Discovery — Any routing protocol
ultimately depends on connectivity information.
The active discovery packets collect this informa-
tion and store it on neighbor nodes. In fact, our
neighbor discovery packets are more complex,
since they also announce interface names and
link status information.

Each node in the ad hoc network periodically
broadcasts an active beacon packet whose task is
to announce the node’s presence. This is done
by putting information in the persistent data
storage area of all neighbor nodes. The most
important information is the sending node’s and
outgoing interface’s names. At arrival, the bea-
con packet will also add a timestamp (expressed
in local time), making it possible to reason about
the freshness of the stored data.

Besides basic originator-related data, each
active beacon packet also copies the accumulat-
ed connectivity information that was imported by
other beacon packets. The net effect is that a
node learns its full two-hop neighborhood for
free. Most important, we learn which interface
and address have to be used on a remote node
in order to create a simple round-trip active
packet. All data copied to a remote place include
timestamp information; in order to avoid clock
synchronization problems, time values are con-
verted to a relative format (i.e., age) and, at the
remote node, converted back to an absolute time
value according to the local clock.

Minimum Spanning Tree — ACIP’s MST is
constructed with a wave algorithm. The designat-
ed root node periodically broadcasts an active
MST packet which, on each node, leaves a foot-
print and rebroadcasts itself. Before rebroadcast-
ing, however, it checks for existing footprints
meaning that another MST active packet already
arrived at this node, in which case the packet

terminates. As the wave spreads and advances,
two SAPF back pointers are installed on each
node in the form of entries in the FIB. One back
pointer points to the uptree active execution
environment, creating an MST control path
toward the root node. The active delivery path
packets described below make use of this path in
order to find their way to the next node toward
the MST root. The second back pointer points
to the same uptree node, but uses a special
branch-and-forward (BAF) entry. This creates
an MST data path toward the root node which
will be used for passive data packets. How rout-
ing is actually done is described further below.

The root of the MST is statically configured
and, in our case, is also the gateway to the fixed
network. It is possible to write active MST pack-
ets that decide at runtime which is the optimal
node to assume this role. Decisions could be
made to, for example, minimize the tree depth,
or favor special nodes as in our case, where we
assume that quite some traffic will go through
the gateway anyway. It is also conceivable to add
robustness to the MST subprotocol such that two
MSTs would form in case of a network partition,
and two MSTs would gracefully merge in case of
partition healing [9]. Such changes to the MST
subprotocol can be introduced without changing
or restarting the two other active packet popula-
tions. We repeatedly exploited this protocol com-
position feature when we replaced the MST
implementation after bug fixes, for example.

Most operations of the MST packets do not
need connectivity information since the wave
automatically gathers this information during its
expansion phase. However, the MST packets can
make use of the information collected by the
neighbor discovery packets in special circum-
stances. More specifically, when existing back
pointers should be changed, we check connectiv-
ity information. Only if the signal strength of the
potential new link is substantially bigger than the
signal quality of the existing link will we accept
the establishment of new MST pointers. This
avoids changing the MST layout because of a
spuriously lost MST packet and also provides an
elegant handover functionality.

■ Figure 3. Routing via branch-and-forward and forward entries in the SAPF FIBs: node C is the first node where we cross the destina-
tion’s delivery path; hence, packets will travel downtree from this node on.
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The Delivery Path — End nodes must establish
a data delivery path from the root node to them-
selves. To this end they periodically send out
active delivery path (DP) packets along the MST
control pointers so that they reach the active
execution environment of the uptree node. At
each node they install forwarding entries point-
ing to where the DP packet came from. See
plane c of Fig. 2 for the resulting paths.

Routing of Passive Packets — Routing of
passive data packets in ACIP is a two-step pro-
cedure. First, the sender has to prepare a data
packet with two SAPF headers back to back
(Fig. 3). The outermost header selects the MST
data path. The second SAPF header contains the
destination-specific address. Since SAPF only
defines selectors, not addresses, we use the
selector of the delivery path that leads to the
desired destination as an address.1

The two-header SAPF packet is injected into
the MST data path. On each node, the special
BAF entry in the routing table will examine the
second header. If the FIB contains an entry that
matches the packet’s second header, we will
drop the first header whose function was to
select the BAF entry and reforward the trimmed
packet according to the found table entry. This
means that the two-header data packet will trav-
el uptree until the first time it hits the destina-
tion ’s downtree delivery path (see also the
example in the top plane of Fig. 2) from where it
continues with a single SAPF header.

IMPLEMENTATION
We built an active routing testbed which consists
of Wavelan-equipped PC notebooks running
Linux. SAPF was implemented as a kernel mod-
ule and provides the CPU isolation essential for
the forwarding of delay-sensitive audio streams.
The test application consisted of running one or
more MP3 streamers for the generation of audio
streams, as well as MP3 players that listen on
their specific SAPF selector for incoming MP3
frames (see the text box). The three ACIP sub-
protocols run in the background and establish
the forwarding paths between sender and receiv-
er nodes.

MOBILE BASH
As the programming language for our active sig-
naling packets we chose a rather crude approach
which consists of shipping standard UNIX bash
scripts (bash: “Bourne again shell”). A simple
execution environment was written that waits on
an SAPF socket with a well-known selector value

for the incoming bash script. Each received
“mbash” script is executed by a separate UNIX
process, and the UNIX file system is used as the
persistent data storage area. The data storage
area is subject to a softstate policy wherein a
background task periodically scans the data area
and removes files that have not been touched for
a fixed time period. Mbash packets are trans-
ported in compressed form and decompressed
before being started at a remote node.

MBASH PERFORMANCE
In order to test the overhead of shipping, receiv-
ing, and interpreting bash scripts, we wrote a
simple active packet for measuring the round-
trip time. The following list explains the result-
ing sequence of actions:
• At the sender site we fetch the local time.

An active packet is composed that contains
the local time, the return address, and a
return script.

• The packet is compressed and sent out.
• The packet is received at the remote site

and decompressed.
• A UNIX shell is started that executes the

bash script. This script composes a return
packet which is compressed and sent back.

• Back at the originating site, the return pack-
et fetches the local time and computes the
difference, storing the result in a file.
Using 366 MHz Pentium II laptops equipped

with 2 Mb/s Wavelan cards, we obtained round-
trip times between 40 and 60 ms. This is suffi-
ciently fast to track topology changes and do
active routing in an ad hoc environment.

EXPERIENCES AND DISCUSSION
The streaming of MP3 works very well. Because
active mbash packets run in user space, SAPF
forwarding at the kernel level does not suffer
from competition for active packet processing
time. The reaction timescale of 20–80 ms gives
satisfactory results. Reducing it further would not
change things because the forwarding gaps dur-
ing ad hoc network reconfigurations are mainly
determined by the frequency of MST and deliv-
ery path packets (which were in the 1–3 s range).
Fading problems can easily be produced by walk-
ing around, resulting in packet loss although no
routing configuration change is happening. Mov-
ing to smaller audio packet sizes may help reduce
the packet loss rate due to fading.

The active packets used for ACIP are rather
small: the neighbor discovery, MST, and delivery
path packets are all in the range of 50–100 lines
each, which includes the instructions to periodi-
cally send these packets out. On the wire, these
compressed mbash scripts translate to a few hun-
dred bytes.

A hard problem is old active packets, which
can easily occur if a node’s OS thrashes. It is
rather difficult to make active packets aware of
their own age and the rate of their progress,
since these activities also use CPU time and can-
not be guaranteed to be carried out in some
fixed amount of time. The symptoms of this are
that old active packets apply changes to the
routing state based on old network conditions.
This makes the design and implementation of
self-stabilizing routing algorithms a difficult task.

1 We assume that there is
a mapping service that
translates destination
names to selector values.
Our current approach is
to apply a cryptographic
hash function to the
node’s name and take the
lower 63 bits of the result-
ing hash value as this
node’s “address.”

MP3 STREAMING AND SAPF
MP3 is the layer 3 audio encoding scheme of the MPEG-1 and 2 digital

media stream standards. MP3 streams have a constant bit rate requirement;
128 kb/s is most commonly used for stereo hifi quality. The constant bit rate
makes it easy to compute the send deadline of an MP3 packet. Our sender-
paced MP3 streamer looks at the bit rate defined in the MP3 audio file and
combines it with each audio frame size in order to determine the frame’s
send time. MP3 frames are put directly into an SAPF packet. The SAPF header
specifies which forwarding entry applies to this packet and, at the destina-
tion node, to which application the packet has to be delivered.
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We will need explicit support from the active
execution environment:
• For dropping packets that become too old
• For providing execution quanta of guaran-

teed CPU time
Because of the inherently parallel execution

of active protocols, it is easy to extend a running
system. For example, we wrote a simple topology
discovery tool (JARRCVIEW) based on a wave
algorithm: Mbash scripts collect all reachability
information available in the ad hoc network as
well as delivery path data. The gathered infor-
mation is fed to a Java application which contin-
uously maps this data in graphical form.

CONCLUSIONS
Separating active signaling from the task of for-
warding leads to novel network architectures that
are well suited to high-speed and ad hoc net-
works. Because complexity in this hybrid network
architecture is moved to the active packet layer,
we can radically simplify the forwarding layer.

In ad hoc routing each node becomes a router.
The challenge is to write active routing packets
that consistently set the state of the mobile SAPF
forwarding engines. Our active cellular IP (ACIP)
routing protocol consists of three different active
subprotocols of rather small size: with a total of
approximately 200 lines of mobile bash scripts we
were able to implement an ad hoc routing service
that allows streaming of delay-sensitive audio
data. The routing world created by these active
packets can be called a “network personality”
analogous to the term used in the operating sys-
tem world. Other network personalities, such as
the IP protocol suite or customized virtual pri-
vate networks, can also be mapped to this hybrid
router architecture.

An important implementation aspect of the
architecture induced by the SAPF packet format
is the ability to isolate the network personalities:
for this, packet queues and scheduler configura-
tion must be made accessible to active packets.
Work in this direction is underway and will allow
us to experiment with the important class of QoS-
aware routing protocols for ad hoc networks.
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A Large-scale Testbed for Reproducible Ad hoc Protocol Evaluations

Henrik Lundgren, David Lundberg, Johan Nielsen, Erik Nordström, Christian Tschudin

Abstract—We have built an Ad hoc Protocol Evaluation testbed
(APE) in order to perform large-scale, reproducible experiments.
APE aims at assessing several different routing protocols in areal-
world environment instead of by simulation. We present the APE
testbed architecture and report on initial experiments with up to
37 physical nodes that show the reproducibility and scalability of
our approach. Several scenario scripts have been written that
include strict choreographic instructions to the testers who walk
around with ORiNOCO equipped laptops. We introduce a mobil-
ity metric called Virtual Mobility that we use to compare different
testruns. This metric is based on themeasuredsignal quality in-
stead of the geometric distance between nodes, hence it reflects
how a routing protocol actually perceivesthe network’s dynamics.

Index Terms— Ad hoc networking, routing protocols, protocol
evaluation, routing testbed, implementation benchmarking.

I. I NTRODUCTION

AD HOC networks consist of a number of wireless mobile
nodes that dynamically form a network without any pre-

existing communication infrastructure. As the nodes may move
arbitrarily and unpredictably, the network’s topology will be
subject to constant changes. Special routing protocols are re-
quired in order to coordinate the forwarding of data packets sent
by neighboring nodes. Conventional routing protocols used in
the Internet today perform poorly under such circumstances.

There exist several ad hoc routing protocol proposals both
inside and outside the IETF WG MANET [1]. Some of these
proposals are evaluated through simulations like in [2], [3] but
only a few of them through (small-scale) tests [4], [5], [6], [7].
We believe that after so many years of study it is time to ex-
pose these routing protocols to real environments. Our Ad hoc
Protocol Evaluation testbed (APE) specifically aims at experi-
ments at larger scale and enables a direct comparison of routing
protocols by ways of the controlled reproducibility of testruns.

Previous testbed projects report on experiments with 10
nodes or less. In [5], [6], [7] they examine performance using
only stationary settings (mobility is emulated in [6] by remov-
ing the wireless adapter). In [5], [6] they use off-the-shelf hard-
ware while specific hardware is used in [7]. In [4] they use a
mix of both stationary and mobile nodes and point out the prob-
lems of real-world, outdoor radio propagation. None of these
testbeds report on the possibility to run different protocols or
reproducing mobile testruns.

Scaling to larger node numbers is achieved in the APE
testbed by making the installation as easy as possible, even for
settings with 50 mobile nodes and persons; per-node choreogra-
phy instructions and internal scripts enable to specify arbitrary

H. Lundgren, D. Lundberg, E. Nordström and C. Tschudin are with the IT
Department, Uppsala University, Sweden. E-mail: henrikl@docs.uu.se

J. Nielsen is with Ericsson Research/Switchlab, Stockholm, Sweden.

mobility patterns and traffic conditions. With the APE’s modu-
lar architecture we can alter kernel versions, routing protocols,
and traffic generators.

Our approach with a strict choreography, combined with a
special “virtual Mobility metric” which is derived from mea-
sured signal quality, allows us to create verifiably reproducible
experiment settings. Our long term goal is assess statements
like “under some network condition characterized by Virtual
Mobility v, protocol A behaves better than protocol B”. How-
ever, today such a comparison is beyond the scope of this paper
due to the quite limited availability of working implementations
of ad hoc routing protocols. Nevertheless, we report in this pa-
per on our experiences and insights from first experiments with
up to 37 nodes.

The rest of the paper is outlined as follows. The architecture
and implementation of the testbed is presented in Section II.
Section III describes the computation of the virtual mobility
metric. In Section IV the physical environment is described
together with three tested scenarios. Section V discusses the
analysis of the experiments. Finally, we conclude and outline
future work in Section VI.

II. APE ARCHITECTURE AND IMPLEMENTATION

The APE testbed comprises tools for choreography configu-
ration, network interface data collection, uploading of all mea-
surement results to a central machine as well as post-run ana-
lysis and chart generation. The testbed is based on Linux; any
routing protocol implemented under Linux can be inserted into
the testbed. We have successfully run the APE testbed with
three different routing protocols; AODV [8], [9], OLSR [10],
[11] and TORA [12], [13].

Figure 1 shows an overview of the APE software that runs on
each node during a testrun. The choreography script interpreter
parses scenario files (see Figure 2) and controls the startup
of traffic generators and the time synchronization application
(TSB). A modification to Lucent Technologies’ ORiNOCO
driver [14] enables to log signal qualities fromall packets that
a node can detect.

A. Choreography and Data Traffic Generation

The scenarios are strictly choreographed; after the initial
“ready-set-go” testbed participants only need to follow the in-
structions that appear on the screen on when and where to move.

Different traffic generators can be inserted independently and
would then simply be launched from within the choreography
script. Normal Ping, for example, generates useful traffic as
we can record packet routes, end-to-end delay, and packet loss.
Other types of traffic in the network are beaconing traffic from
the time synchronization applications and from the routing dae-
mons.
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(modified)
driver

/proc/net/superspy

/proc filesystem

Wireless Network Interface
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/var/log/superspy
promisuous mode
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filter

apts

Kernel space

User space

Hardware

iwtool

Harddisk

TSB daemon

Routing daemon(s)

Traffic generator(s)

ORiNOCO

Fig. 1. Overview of software components running on each node in the APE
testbed.

node.0.action.0.msg=Test is starting...
node.0.action.0.command=start_spyd
node.0.action.0.duration=1
node.0.action.1.command=ping_node 1 660
node.0.action.1.msg=Stay at this location. 
                    You are pinging node 1. (30sec).
node.0.action.1.duration=30
node.0.action.2.msg=Start moving! Go to the 
                    end of House 1 (DoCS). (75 sec)
node.0.action.2.duration=75

Fig. 2. Excerpt from the scenario file for a Double Lost’n’Found scenario.
(see Section IV-B for scenario description)

B. Data Gathering Tools

Data is time stamped and logged both at the Ethernet and
the IP layer. Using a user-space utility, the ORiNOCO driver
is set in promiscuous mode to enable our spy routine. We get
the MAC address from the Ethernet frame, and signal and noise
levels from ORiNOCO driver. Each node logs the result of its
own IP traffic. After an experiment the log files are directly
uploaded by the participants to a mobile “collect node”.

C. Data Analysis Tools

Sorting and synchronization scripts are used to merge all log
files and to adjust them for clock skews. This results in single
log files for the Ethernet as well as for the IP packet level where
all entries are globally ordered in time. Analysis scripts enable
to extract a testrun’s salient features as for example the virtual
mobility metric, connectivity in terms of number of neighbors,
link changes per second, packet loss and hop count.

A log-driven animation tool called APE-view was written
that allows to replay scenarios by positioning the nodes on the
screen based on the logged signal quality between node-pairs
(see also Section V-A.2 and the figure at the end of this paper).

D. Testbed Distribution

Due to the large number of nodes and persons involved, the
configuration of each mobile node must be very simple. We
assume that participants download on an experiment basis a
pre-made software package. The package to install is identi-
cal for everybody and can be used on a host computer running
either the Windows98 or Linux operating systems. No harddisk

re-partitioning is required: under Windows it suffices to exe-
cute a self-extracting file which makes the computers reboot to
Linux, reading and writing to a filesystem image included in
the distribution. Under Linux, participants only need to run a
single script that adds a boot option in the Linux boot loader
and makes the computers reboot to the testbed environment. A
set of special “software package fabrication programs” allows
us to easily generate packages for different routing protocols,
Linux kernels and choreography scripts.

III. C APTURING MOBILITY IN AD HOC NETWORKS

A mobility metric is useful for characterizing the state of
the network and its dynamics. Geometric mobility metrics like
those described in [3], [15] require that the nodes’ physical po-
sitions are known at all times. Real-world settings require GPS
or triangulation techniques to achieve this in outdoor or indoor
environments, respectively. Looking at route changes due to
link breakages is the basis of another mobility metric proposed
in [15]. More (and less binary) information can be obtained by
monitoring the link quality, as we will show below.

A. A “Virtual Mobility” Metric

Background noise, obstacles and even small movement can
influence the signal quality. Instead of using the real distance
between two nodes, we propose to compute a “virtual distance”
from the perceived signal quality. This metric captures the real
world dynamics as perceived by the nodes. In this section we
define this new mobility metric; in Section V we show that
this metric gives a “fingerprint” of the link quality changes that
characterizes a testrun.

1) Path Loss Model: The definition of our mobility metric
relies on “virtual” distances which we base on themeasured
signal quality. The path loss model mentioned in [16] is used to
relate signal quality and distance: for the far field case (indoor)
it proposes a path loss coefficient of 3.3:

Q in dB = α− 33 ∗ log(dist/β) (1)

which, after calibration with the signal quality range of the
ORiNOCO card and our measurements, results in the follow-
ing inverse path loss formula:

Dj(nodei) = 4 ∗ 10
40−0.9∗Qj(nodei)

33 (2)

whereQ is the signal quality (0. . . 75) for a packet received
from nodej at nodei. D is in the range of 0.5 to 65 m. We
only considered the far field model as our experiments focus on
large movements and long distances with nodes going out of
reception range.

2) Calculating vM: Virtual Mobility betweennodei and
nodej is calculated fornodei as follows. For a given time inter-
val tk we average the virtual distances obtained from all packets
heard from a specificnodej . We defineDk

j , the mean virtual
distance tonodej for time slottk, as

Dk
j (nodei) =

1
P k

j

Nk
j∑

a=1

Da
j (3)
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whereP k
j is the number of packets received fromnodej during

tk andDa
j is the virtual distance obtained from the signal qual-

ity of packeta that was received fromnodej during interval
tk.

The virtual mobilityvM for nodei with respect tonodej for
time intervaltk+1 is simply the change in mean virtual distance,
namely

vMk+1
j (nodei) = |Dk+1

j (nodei)−Dk
j (nodei)| (4)

and the average virtual mobility perceived bynodei at timetk
is

vMk
avg(nodei) =

1
S

S∑

l=1

vMk
l (nodei) (5)

where S is the number of nodes vM is calculated over.
Finally, letnetworkvirtual mobility for timetk be

vMk =
1
N

N∑

i=1

vMk
avg(nodei) (6)

where N is the number of nodes in the network.
This basic definition yields themeannetwork vM-value at

every time interval. It represents how an average node moves
during a test. The upper and lower quantiles of this mean
value reflect the movement heterogeneity and can reveal differ-
ent movement patterns within the network. Depending on the
focus of interest, the basic vM definition can be altered in order
to take multiple hops into account, to use active links only, or
to weight links differently etc.

IV. EXPERIMENTAL SET-UP

A. Physical Environment

We have created scenarios for both outdoor and indoor en-
vironments. To stress the vM metric with as complex signal
propagation patterns as possible we here choose to focus on
the experiments performed indoors. The indoor experiments
took place in three interconnected buildings on campus shown
in Figure 3. The three buildings have a combination of offices
and lecture halls. The white paths through the buildings are
the corridors and bridges connecting the buildings. The letters
[A. . . H] marked in the corridors refer to specific spots where
nodes will be placed during different scenarios described be-
low. The buildings stretches over totally 174 meters. The walls
within the buildings are very thick and radio signals are ef-
fectively damped when loosing line-of-sight. The nodes move
at normal walking speed, in this case meaning slightly above
1 m/s.

B. Scenario Descriptions

Three scenarios will be described briefly below for which we
will show measurement results in Section V. Figure 4 in con-
junction with Figure 3 give an overview of the exact movements
and times within these three scenarios.

1) Lost’n’Found: The purpose of this scenario is to examine
how different movements and link breakages can be captured
by the vM metric. The scenario is choreographed in the follow-
ing way. Assume a group of nodes that resides at location D.
After a while the group splits into two clusters and one of the
clusters moves away towards location A. At some point when
the moving cluster is between location D and A the two clusters
lose radio contact with each other. The remote cluster stays at
location A for a while before returning to D. The data traffic in
this scenario consists of all nodes sending broadcast Ping.

2) Double Lost’n’Found: This scenario focuses on how dif-
ferent movement patterns are visualized by the vM metric. The
differences from the Lost’n’Found scenario are that here there
are three clusters residing at E and two of them are “lost” si-
multaneously when moving towards A and H, respectively, but
“found” at different times when moving back towards E. The
traffic in this scenario consists of unicast Pings from each clus-
ter to the other two clusters.

3) Double Split: The goal with this scenario is to create a
multi-hop setting and to stress the routing daemon with weak
and fluctuating link qualities. Assume two groups of nodes,
one located at point C and the other at point F. There should
be radio contact between point C and point F. After a while the
two groups split into equally sized clusters. One of the clus-
ters located at C starts moving towards point B, and one of the
clusters located at point F starts moving towards point G. Dur-
ing the stay at the remote destinations these clusters will only
have radio contact with the other neighbor cluster at their re-
spective place of origin, i.e., each group has radio contact with
only their adjacent group(s). After some time the remote clus-
ters start moving back towards their respective place of origin
and the other cluster. The traffic in this scenario consists of
unicast Pings from each cluster to the other three clusters.

V. FIRST RESULTS

We will present results from repeated experiments using the
AODV Mad-hoc implementation [9] and Inria’s OLSR imple-
mentation [11] with the number of participating nodes ranging
from 9 to 37 nodes. The focus in section V-A will be on using
thevM metric as a tool for capturing movements within the net-
work and comparing repeated testruns. In section V-B we focus
on the ping success ratio and IP packet hop count calculations.
The size of some of the log files used to extract these results
reached 70 MB and contained time stamped entries for more
than 3 million packets.

A. vM Analysis

Figures 5, 6 and 7 in this section show the network virtual
mobility (m/s) as a function of time (s). The solid line repre-
sents the mean value. The upper quantile and lower quantile are
represented by dotted and dashed lines, respectively. These are
here called vM-high and vM-low.

Although all nodes at some point are standing still according
to the choreography, the vM value will indicate small move-
ments. This is simply the normal fluctuation of the radio signal
quality between nodes standing closely together. Inherent ra-
dio propagation properties like reflection as well as very small
movements by participants could cause signal quality changes.
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Fig. 4. Time-space diagrams for the three experimental scenarios discussed in Section IV-B.
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1) Characterizing a Testrun with vM:Figure 5 shows vM
for a Lost’n’Found scenario with 20 nodes. The two peaks at
time 60 and 125 correspond to when the two groups start los-
ing and regaining radio contact with the other group. During
the time when the two groups are out of radio range of each
other the mean-value curve is back to approximately the same
level as when the two groups were standing right next to each
other. This vM graph together with the known choreography
represents the character of this testrun.

2) Deriving Topological Positions from Signal Quality Infor-
mation: It is possible to recreate the topological correct config-
uration of an experiment using the collected signal quality data.
This allows us to visualize logical connectivity for each node
and to provide an intuitive background for understanding met-
rics like virtual mobility, packet loss, and optimal route set-up.
In Figure 12 we have taken a snapshot of APE-view every 25
seconds during a replay of the Lost’n’Found scenario.

0

2

4

6

8

10

12

14

16

0 50 100 150 200 250 300 350 400

N
et

w
or

k 
V

irt
ua

l M
ob

ili
ty

Time (s)

Scenario: Double Lost_n_found (33 nodes) AODV (madhoc)
Performed: 2001-03-23 15:13:54

vM-average
vM-low

vM-high

Fig. 6. The virtual mobility for scenariodouble lost’n’foundwith 33 partici-
pating nodes.

3) Discerning Different Movement Patterns Among Nodes:
Figure 6 shows the vM values for a Double-Lost’n’Found sce-
nario run with 33 nodes. The three peaks represents the split
(at time 80) and the two re-connections (at time 170 and 260).
The split event gets the highest average mobility factor because
the number of nodes that lost their contact with neighboring
nodes during the split is higher than the number of nodes that
did regain contact with other nodes during each of the two re-
connections.

The vM-low curve in Figure 6 has no peak during the first
re-connection around time 170, indicating low mobility among
some of the nodes. This is perfectly reasonable because the
third group, still standing still at the remote location at this
time, did not have contact with any of the other two groups
and should not yield any significant mobility. Hence, we can
use the vM-low and vM-high values to test whether different
groups have different mobility patterns during a testrun.
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pating nodes.

4) Reproducing Testruns: We repeated testruns several
times in order to examine how well we canreproduceresults.
Figure 7 show the second run of the Double Lost’n’Found sce-
nario (compare with Figure 6). The only difference to the first
testrun is that the second testrun comprises 34 nodes instead of
33 (which was due to a computer crash). The participants get
exactly the same instructions in both testruns and thus should
move in the same way. Comparing our first testrun (Figure 6)
with the second testrun (Figure 7) we can see that the over-
all shape of the curves match well and to some extent also the
value of the vM. We conclude that our choreographed approach
ensures that the participants move in the same fashion and that
the vM can reveal whether the signal quality fluctuations in two
testruns are similar enough to make results from further perfor-
mance analysis comparable.

B. Packet Loss and Hop Count Analysis

Figure 8 shows the Ping success ratio for theDouble
Lost’n’Found scenario with 34 nodes, using the Mad-hoc
AODV [9] implementation that is based on AODV draft ver-
sion 5. The Ping success ratio starts to decrease right after
the nodes start to move (compare with Figure 7). At time 65
the slope of the Ping curve becomes steeper which is right in
the middle of the first peak in Figure 7. During time 90 and
160 no Ping packets get through between the groups. This is
the time when the three groups have no radio contact. During
the re-connection phase of the first groups the ping success ra-
tio increases and stabilizes around 0.5 until time 250 when the
second group enters into radio range and all nodes gradually
regain full connectivity. Figure 9 shows the connectivity over
time and one can clearly see the different phases of the Double
Lost’n’Found scenario.

One would expect that – as the two clusters at the edges move
apart from each other – they would re-route their traffic via the
middle cluster. However, analysis of the hop count reveals that
this is not the case for the Mad-hoc implementation (see Ta-
ble I). In a Double Split scenario where the clusters retain con-
tact with their adjacent groups, we even observed that Mad-hoc
did not find ping paths longer than 2 hops at all.

Hop Count Analysis – Mad-hoc-AODV vs. OLSR-Inria:We
repeated the Double Lost’n’Found and Double Split testruns,
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with 9 and 8 nodes, respectively, with the Mad-hoc-AODV soft-
ware and the OLSR-Inria implementation [11] which is based
on OLSR draft version 3. The Figures 10 and 11 show the link
changes per second during the Double Split scenario for Mad-
hoc and OLSR-Inria, respectively: The graphs indicate that the
implementations have been exposed to similar degrees of fluc-
tuating links.

In the tables II to V we compare the number of hops that
pings were taking during the testruns. The results shown in
these tables confirm our intuitive finding: The OLSR-Inria im-
plementation runs smoothly and has no problem to set up multi-
hop paths. For example, it managed to set up 4-hop paths (7
hops when counting forth and back path) in the Double Split
scenario. Mad-hoc-AODV, on the other hand, seems to fail in
detecting link breakages and setting up new multi-hop routes in

1 hop 2 hops 3 hops
Request paths 1127 1 –
Reply paths 1127 1 –
Complete pings n/a 1126 2

TABLE I
NUMBER OF SUCCESSFUL PINGS CLASSIFIED BY THE NUMBER OF HOPS,

FOR MAD-HOC IN Double Lost’n’FoundWITH 34 NODES

55



1 hop 2 hops 3 hops
Request paths 2940 1 –
Reply paths 2940 1 –
Complete pings n/a 2939 2

TABLE II
NUMBER OF SUCCESSFUL PINGS CLASSIFIED BY THE NUMBER OF HOPS,

FOR MAD-HOC IN Double Lost’n’FoundWITH 9 NODES

1 hop 2 hops 3 hops 4 hops
Request paths 3009 40 – –
Reply paths 2974 71 4 –
Complete pings n/a 2963 53 33

TABLE III
NUMBER OF SUCCESSFUL PINGS CLASSIFIED BY THE NUMBER OF HOPS,

FOR OLSR-INRIA IN Double Lost’n’FoundWITH 9 NODES

mobile scenarios. Hence, although the OLSR-Inria implemen-
tation seems stable and capable of setting up multi-hop routes,
we have to conclude for the moment that a direct comparison
of the protocol performances is not yet possible.

VI. SUMMARY AND FUTURE WORK

After many years of simulations and in order to become ac-
cepted Internet protocols it is important to test ad hoc routing
protocols with a large number of nodes in real world settings. In
this paper we report on the Ad hoc Protocol Evaluation testbed
(APE): It is based on choreographed testruns which enables to
accurately repeat experiments. APE has a modular architec-
ture allowing us to plug in different routing protocols and traffic
generators. So far APE was used for testruns with 3 different
protocols and up to 37 nodes. Our experiences are that quality
and maturity of protocol implementations differs heavily and al-
though we have AODV, TORA and OLSR working inside APE,
we need more (and more stable) implementations to make full
use of APE. However, our experiments show that APE can also
be used for examining implementation behavior, as in the side-
by-side comparison between Mad-hoc AODV and OLSR-Inria.
We plan to make the APE testbed distribution available to other
research institutions [17].
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Fig. 10. Link changes per second for Mad-hoc in theDouble Splittestrun with
8 nodes.

1 hop 2 hops 3 hops
Request paths 2962 2 –
Reply paths 2959 5 –
Complete pings n/a 2957 7

TABLE IV
NUMBER OF SUCCESSFUL PINGS CLASSIFIED BY THE NUMBER OF HOPS,

FOR MAD-HOC IN Double SplitWITH 8 NODES

1 hop 2 hops 3 hops 4 hops
Request paths 2892 371 100 15
Reply paths 2894 380 98 6
Complete pings n/a 2870 46 336

5 hops 6 hops 7 hops 8 hops
Complete pings 26 86 14 –

TABLE V
NUMBER OF SUCCESSFUL PINGS CLASSIFIED BY THE NUMBER OF HOPS,

FOR OLSR-INRIA IN Double SplitWITH 8 NODES

As a part of our APE efforts we have developed a new mobil-
ity metric called “virtual mobility” (vM); It is based on changes
in the measured signal quality and characterizes a network’s
mobility condition. This metric provides the basis for assessing
the reproducibility of testruns in comparison experiments. Our
choreography approach turned out to be successful under this
metric; Virtual distances can also be used to reconstruct topo-
logical network configurations without additional positioning
information. We expect the gathered signal strength data to be
further useful for validating existing simulation models and for
running trace-driven simulations.
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ABSTRACT
Our experiments with IEEE 802.11b based wireless ad hoc
networks show that neighbor sensing with broadcast mes-
sages introduces “communication gray zones”: in such zones
data messages cannot be exchanged although the HELLO mes-
sages indicate neighbor reachability. This leads to a system-
atic mismatch between the route state and the real world
connectivity, resulting in disruptive behavior for multi-media
data transfer over ad hoc routing protocols. Concentrating
on AODV we explore this issue and evaluate three different
techniques to overcome the gray zone problem. We present
quantitative measurements of these improvements and dis-
cuss the consequences for ad hoc routing protocols and their
implementations.

Categories and Subject Descriptors
C.2.1 [Computer-Communication Networks]: Network
Architecture and Design—wireless communication

; C.2.2 [Computer-Communication Networks]: Net-
work Protocols—routing protocols

General Terms
Design, Experimentation, Measurement, Performance

Keywords
Communication gray zone, gray zone, IEEE 802.11b, MANET,
mobile ad hoc networks, real-world experiment, routing pro-
tocols

1. INTRODUCTION
Wireless ad hoc networks consist of autonomous mobile

nodes which provide a joint network service. The involved
routing protocols must detect multihop paths and, in the
range of a few seconds or below, react on changes in the
topology. Such timing requirements and the characteristics

Permission to make digital or hard copies of all or part of this work for
personal or classroom use is granted without fee provided that copies are
not made or distributed for profit or commercial advantage and that copies
bear this notice and the full citation on the first page. To copy otherwise, to
republish, to post on servers or to redistribute to lists, requires prior specific
permission and/or a fee.
WoWMoM’02,September 28, 2002, Atlanta, Georgia, USA.
Copyright 2002 ACM 1-58113-474-6/02/0009 ...$5.00.

of wireless links make conventional Internet routing proto-
cols inappropriate for ad hoc networks.

Several ad hoc routing protocols like DSR [6], AODV [13]
or OLSR [5] have been proposed in the last 5 to 10 years.
These protocols have been subject to intensive evaluations
through simulation, but far less effort has been documented
on the evaluation of the corresponding protocol implementa-
tions. When we measured the performance of our own fully
conformant AODV implementation (called AODV-UU [2]),
we observed an unexpected high amount of packet loss, es-
pecially during route changes. We found that the increased
amount of packet loss coincided with specific geographic lo-
cations that we call communication gray zones. Inside gray
zones the packet loss is severe and applications with contin-
uous packet flow, like streaming multi-media and large file
transfers, will suffer severe performance losses under such
circumstances.

Reproducing our tests and comparing them with the be-
havior of the implementations of OLSR [12] and LUNAR [8]
confirmed AODV-UU’s poor results. OLSR and LUNAR
were chosen for comparison because of their availability and
their different routing strategies. AODV is a reactive proto-
col which discovers and maintains routes on demand. When
a route to an unknown node is needed AODV broadcasts a
route request that is disseminated through the network. If
the destination, or a fresh route to the destination, is found
a route reply is unicasted back to the source. During this
process routes are set-up inside the traversed nodes’ routing
tables. In addition, periodic broadcast HELLO beacons are
used to sense neighboring nodes and based on this routes
can be added, deleted or updated. OLSR is a proactive pro-
tocol which senses the network topology in the 10-second
range using broadcast messages. LUNAR is a hybrid proto-
col as the on-demand discovery is combined with a proactive
route re-discovery every third second. As with AODV, the
route requests are broadcasted while the route replies are
sent via unicast.

In this paper we show that gray zones are linked to the dif-
ference between messages that are broadcasted (e.g., AODV’s
HELLO messages) and the other unicast data packets. Three
different schemes counteracting the communication gray zones
were added to AODV-UU, and their effectiveness was vali-
dated through controlled real world measurements with Ping,
MP3 streaming and intermittent HTTP traffic. We discuss
these findings and how they relate to other ad hoc routing
protocols in general.
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The rest of the paper is outlined as follows. In Section 2
we explain the gray zone problem and why it appears. In
Section 3 we describe three mechanisms that reduce or elim-
inate the gray zone problem. Results from experiments with
the enhanced AODV-UU implementation are reported in
Section 4 before discussing and concluding our findings in
Sections 5 and 6, respectively.

2. COMMUNICATION GRAY ZONES
Comparisons of MANET routing protocols based on sim-

ulations, which often present AODV in a favorable man-
ner with good performance, are readily available, such as
those in [4] and [7]. However, these findings could not be
reproduced in real world: We observed strange performance
problems of the AODV-UU implementation. In this sec-
tion we explain how the problem of “communication gray
zones” manifests itself and why AODV’s standard HELLO

messages are inappropriate for neighbor sensing when us-
ing IEEE 802.11b. We also discuss why this problem is not
evident in simulations using ns-2.

2.1 Performance Problems of Original AODV
We compared the performances of AODV-UU with those

for OLSR [12] and LUNAR [8] in identical scenarios. In most
cases AODV-UU performed better than OLSR, but that was
what we expected because OLSR suffers from a 10 seconds
re-route time. LUNAR and AODV-UU were approximately
on par in most tests, but as the LUNAR implementation in-
dicated some problems in stressed multi-hop configurations
we had expected AODV-UU to win those contests. However,
a more careful analysis of the AODV-UU results indicated
that in some specific locations a node could have a valid
route in its routing table, but no data got through to that
next hop. We call the areas where we experienced this prob-
lem communication gray zones. In such gray zones, a node
will experience considerable packet loss. The magnitude of
the packet loss is larger than what can be explained by the
re-routing that would occur when a node loses contact with
its next hop.

Our measurements were made with a simple in-door mo-
bility scenario that we call “Roaming node” (see Figure 1).
The scenario is strictly choreographed and the experiments
were performed using the APE testbed [3, 9]. The experi-
mental setting consists of a total of four nodes where three
of them are stationary (GW, C1 and C2), while a forth mo-
bile node (MN) is moving at a speed of approximately 1 m/s
and “roams” the network. The MN is constantly commu-
nicating with the gateway node GW and will theoretically
always have a possible route towards the GW. The scenario
is run in a time period spanning 290 seconds: During this
time traffic is routed over one, two and three hops via inter-
mediate stationary nodes C1 and C2. This scenario lets us
isolate and examine the route change phenomenas that we
had experienced in testruns under various other conditions
and configurations.

2.2 Conditions for the Forming of Communi-
cation Gray Zones

AODV relies on neighbor sensing to keep track of those
nodes which are used as relay points for data transmissions.
The neighbor sensing algorithm must therefore be able to
detect when a link to a neighboring node can forward data.
To this end, AODV uses periodic HELLO messages. These
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Figure 1: A simple “roaming node” scenario for a
wireless multihop stub network.

HELLO messages have several salient properties that differ-
entiate them from data packets and that contribute to the
occurrence of “gray zones”: while HELLO messages can be
heard, the same is not true for data packets to be exchanged
between two “neighbors”.

a. Different Transmission Rate – In IEEE 802.11b,
broadcasting is always done at a basic bit rate while
data transmissions normally are sent at higher rates
(up to 11 Mbit/s in IEEE 802.11b). Transmissions at
lower bit rates are more reliable and can reach further
than at higher rates. As HELLO messages are broad-
casted, this is the main cause to why gray zones ap-
pear.

b. No Acknowledgments – Broadcast messages in IEEE
802.11b are transmitted without acknowledgments. HELLO
messages are therefore not guaranteed to be sent over
bidirectional links i.e., receiving a HELLO message is no
indication that transmissions are possible in the oppo-
site direction.

c. Small Packet Size – The size of a HELLO message
is small compared to a data packet. Small packets
are less prone to bit errors since there are less bits
to transfer than in large packets. Also, they have a
smaller probability of colliding with the usually longer
data packets. This makes it more likely for a HELLO

message to reach a receiver than a data packet, espe-
cially over weak links.

d. Fluctuating Links – At the transmission borderline,
communication tends to be unreliable due to fluctu-
ating quality of links. This leads to spurious HELLO

messages which, once received, do not reflect correctly
whether consistent communication between two nodes
is possible or not. As a consequence this means that
stable and longer routes can be replaced by shorter but
unreliable ones.

All these elements together contribute, in various degrees,
to the occurrence of communication gray zones.
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2.3 The Shape of Communication Gray Zones
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area covered
by the ad hoc
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GW C1 C2

MN

reach of unicasts
reach of broadcasts

gray zone traversals

gray zones

Figure 2: Communication gray zones for the “roam-
ing node” scenario.

Figure 2 depicts in an idealized way where in the “roaming
node” scenario communication gray zones can be experi-
enced (the union of the three circles shows the area where
the mobile node potentially can route to any of the three
stationary nodes). In its journey from the place of C1 over
C2 to its rightmost position, the mobile node will traverse
two gray zones, namely when losing contact to the gateway
node GW and when losing contact with the intermediate
node C1. Similarly, two gray zone traversals are experienced
when moving back, namely when regaining contact with C1
and GW, respectively.

These four traversals are easily found in the ping success
charts shown in the appendix and discussed in Section 4.

2.4 Unrealistic ns-2 simulations
The implementation of IEEE 802.11 in ns-2 [11] does all

transmissions at a bit rate of 2 Mbit/s, whether it be uni-
cast or broadcast transmissions. Connectivity is also im-
plemented as an on/off switch, where transmission suddenly
breaks at a specified distance. In such a model, all properties
mentioned above (except c) are not represented. This leads
to uniform transmission ranges regardless of transmission
rate, type and time, effectively preventing communication
gray zones to emerge.

3. ELIMINATING GRAY ZONES
In this section we present three different modifications

to AODV-UU that we experimented with to help neighbor
sensing and reduce gray zones. The modifications are not in
the AODV draft, but to some degree have all been proposed
and discussed on various mailing lists, such as the AODV
Implementors list or the IETF MANET mailing list.

We have added the suggested modifications to the AODV-
UU implementation and then evaluated them in the APE
testbed. In Section 4 we will then present how these modi-
fications affect the performance of AODV.

3.1 Exchanging Neighbor Sets
To address the problem of unidirectional links when using

broadcast HELLO messages, nodes exchange their neighbor
set in an extension field of the HELLO messages. A node
receiving such a HELLO message can then tell, by looking for
its own address, if the link to the sender is bidirectional.

A new potential problem is introduced insofar as HELLO

messages become variable in size, which in turn makes the
success rate of HELLO messages depend on how many neigh-

bors a node detects. Furthermore, using a neighbor set ex-
tension will introduce a handshake-like procedure into the
neighbor detection system of AODV. When two nodes dis-
cover each other as neighbors, they must acknowledge the
other node’s HELLO message through the neighbor set exten-
sion before the detection process is complete. This will intro-
duce a latency which may affect AODV’s ability to quickly
adapt to changes in connectivity. Finally, this approach does
not address the difference between unicast and broadcast
transmissions.

3.2 N–ConsecutiveHELLOs
It has been proposed to request that a node should receive

N consecutive HELLO messages from the same source before
accepting it as a neighbor. N is typically set to 2 or 3. The
idea is to bring stability into the changes in neighbor sets
and ultimately the routes. On the other hand, this will in-
troduce a latency which may hurt the on-demand properties
of the protocol. This approach is again based on broadcasts
only and is not sensitive to unicast/broadcast differences.
However, it addresses the problem of fluctuating links.

3.3 SNR Threshold for Control Packets
The third way to improve neighbor sensing that we have

evaluated is to use signal quality from the IEEE 802.11b
driver as a criteria for “weak” control messages: control
packets are discarded when they are received with a signal
quality that is below some threshold1. Intuitively this will
counteract the gray zone problem, by forcing AODV to de-
tect a longer route when link quality is so bad that data
supposedly cannot get through while HELLO messages still
can. Using a link quality criteria for broadcast messages
will also minimize the probability of unidirectional links be-
ing present, although it cannot guarantee links to be bidi-
rectional.

The down-side of this approach is that when cutting off
AODV control traffic, AODV might not always be able to
do a “best effort” attempt at delivering messages over a
poor link, when no other alternative is available. Therefore
one could expect that although the overall experience of the
routing is smoother, there are times when AODV using link
quality bias will not be able to deliver data while original
AODV would.

4. RESULTS
We present results from experiments using the neighbor

sensing extensions discussed in Section 3. For each protocol
and each protocol variant dozens of test runs were performed
and analyzed for establishing the qualitative basis of our
findings. The actual quantitative numbers are extracted and
averaged from two test series using the “Roaming node”
scenario (see Figure 1).

The analysis focuses on gray zones and packet delivery
success. First we analyze Ping delivery success in detail
and compare the unmodified AODV-UU with the proposed
neighbor sensing extensions. Next, we examine how gray

1In our implementation we had to approximate this behav-
ior: the 802.11b driver does not provide SNR values for
individual packets wherefore we read the last value recorded
for a given sender. Although we do this for each broadcast
packet received, there is a slight chance that the SNR value
belongs to some unicast packet that was received more re-
cently.
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zones affect two potential ad hoc networking applications:
MP3 streaming and HTTP-based webpage requests. The
active communication session in these experiments is always
between the MN and the GW node.

4.1 Ping Delivery Success
Here we present detailed results of round trip packet de-

livery success when running a Ping application. Data traffic
load consists of node MN sending 512-byte pings with the
Record Route option which sums up to 580-byte IP packets
(including IP header) to the GW node, at a rate of 10 pack-
ets/s. As this is a moderate traffic load and pings are sent
at larger intervals than the round trip time, we know that
packet losses are not due to the load put on the network.
Ping delivery success ratio is calculated as the number of
received ping replies divided by the number of sent ping re-
quests during a one-second interval. The breadth and the
depth of the dips in ping delivery success ratio indicates the
range and severity of the gray zones. In the following discus-
sion we present one representative testrun for each approach
(see appendix for figures) –averaged numbers obtained from
repeated testruns can be found in Table 1.

4.1.1 Original AODV-UU
Theoretically one would expect close to zero packet losses

throughout the test because there is no self–colliding traf-
fic and connectivity is always available. In order to verify
this, we have modeled the “roaming node scenario” in ns-
2 and have placed the AODV-UU code into the simulation
environment. The (preliminary) results are that AODV-UU
should successfully deliver more than 98% of the ping traffic.
However, it is clear from inspecting figure 3 and the log files
that AODV-UU running in the real world experiment did
not live up to such expectations: The ping delivery success
ratio for the original AODV-UU implementation documents
severe packet losses during all moving periods.

Detailed inspection of the logs reveals the following. Be-
tween time 49 and time 56 it loses 10% to 100% of the pack-
ets. The second dip is between time 110 and time 124 where
the ping delivery success varies from 12% and 100%. Dur-
ing time 172 to 193 the ping delivery success goes down to
a minimum of 50%. During the short time period between
242 and 243 there is a complete loss of packets. The overall
ping delivery success ratio is 91%. During three of the four
gray zones we experience a complete drop out of packet de-
livery, while in one case it drops to 50%. Gray zones seem
to stretch from approximately 5 to 20 seconds.

4.1.2 Exchanging Neighbor Sets
Including the neighbor set in HELLO messages should avoid

uni-directional links as it requires the incoming HELLO mes-
sages to contain its own address, otherwise the sender is not
considered to be a neighbor. In fact, we can see in Figure 4
that both the breadth and the depth of most dips in ping de-
livery success ratio are smaller than in the original version.
The overall ping delivery success ratio raised from 91% to
97%.

4.1.3 3-ConsecutiveHELLOs
A visual comparison between the Figure 4 and Figure 5

clearly indicates less packet loss for the 3-Hello approach.
Both the depth and breadth are significantly smaller. Specif-
ically, one can see a reduction in packet loss during the pe-

riod when the mobile node MN is moving back and switches
to a shorter route: during the gray zone traversals, packet
loss is now below 10% on average. The original AODV-
UU suffers from spurious HELLO messages in these cases be-
cause it directly installs new routes that not necessarily in-
dicate stable and reliable transmission capability. The 3-
consecutive HELLO approach successfully addresses this prob-
lem as it requires the new, shorter routes to become stable
before replacing the existing ones. The overall ping delivery
success ratio in this particular testrun was 99% but other
repeated testruns have shown slightly less success.

4.1.4 SNR–Threshold for Control Packets
Setting the SNR threshold to 8 dBm and discarding con-

trol packets below this level produces the least packet loss
of the three different approaches (see Figure 6 and Table 1).
This can be explained by the fact that not only the problem
of longer transmission range for broadcasted HELLO messages
is addressed but also the problems of unidirectional links and
spurious HELLOs: the probability of links being unidirectional
decreases as we have logically shrunk the transmission bor-
der. Furthermore, spurious HELLO messages do not necessar-
ily disrupt communication anymore. If logically we have an
unstable link, indicated by the reception of spurious HELLOs,
chances are still good to successfully transmit data packets
to the next hop. Thus, this SNR threshold approach de-
creases the probability that installed routing entries do not
reflect the true communication capabilities.

Detailed log inspection reveals the following. At the first
dip we observe a ping delivery success ratio of 50%, but
only during a one second interval. During time 101 to 118
there are several occurrences of minor packet loss but they
are mostly around 10%. Although we are ignoring control
messages below some signal quality threshold, we can see in
our logs that the route change does not occur until time 113
which indicates that we could increase the threshold even
more. However, further experiments with different threshold
values have not produced significantly better performances.
This indicates that it is hard to obtain completely smooth
route changes when switching to longer routes. During route
changes while moving back there are only singular packets
lost at two occasions.

4.1.5 Ping Experiment Summary
Table 1 shows a summary of the total packet delivery ratio

for the different approaches, averaged over several repeated
testruns. We see that all three modifications to AODV-
UU increase the delivery success ratio significantly. Most
effective is the SNR threshold approach although it does
not achieve lossless route changes.

Table 1: Overall Ping Delivery Success Ratio for
the AODV-UU modifications (“Roaming node” sce-
nario).

AODV-Original 91.9%
AODV-Neighb. set 97.7%
AODV-3-Hellos 98.0%
AODV-SNR thresh. 99.1%
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4.2 Continuous MP3 Streaming
In this setting we continuously send MP3 music from the

GW node to the MN node throughout the testrun. The MP3
music file used was encoded at 128 Kbit/s. We measured the
percentage of successfully and in-order delivered MP3 pack-
ets. Apart from testing a real application, MP3 streaming
differs from Ping in that the MP3 sessions are one-way only
and do not accept out-of-order delivery of packets. There
was not a single MP3 packet delivered out-of-order in any of
the experiments. In comparison, the original AODV-UU had
a few out-of-order deliveries during the Ping experiments.

Table 2: Overall MP3 packet delivery success ra-
tio for AODV-UU modifications (“Roaming node”
scenario).

AODV-Original 97.9%
AODV-Neighb. set 98.6%
AODV-3-Hellos 98.9%
AODV-SNR thresh. 99.7%

Table 2 shows the results from continuous MP3 streaming
in the Roaming node experiment. The perceived playback
quality during the testruns corresponds well to the results
in Table 2: the SNR threshold and 3-HELLO approaches
sounded very good with only minor “glitches” (<1s) in the
music while the glitches in Neighbor Set Extension and Orig-
inal AODV occurred more often and overall had longer du-
ration (1-3s).

4.3 Intermittent HTTP Requests
Although not as conclusive as with Ping and MP3 experi-

ments, we report on the AODV’s routing performance using
HTTP traffic. Our simple web user model uses a static think
time of 8 seconds and a data set size of 34 KB. These values
are loosely based on [10] and [1] (10 to 15 seconds median
user think time and 10 to 39 KB average data transfer). We
counted the number of successful cycles and measured the
request completion time. If the node is located in a gray
zone at the moment it requests the webpage the TCP SYN
packet will potentially not reach the destination. TCP will
try to re-send the SYN packet after 3 seconds, 9 seconds, 21
seconds – after 30 seconds the request fails. This affects the
number of successful requests as well as the average access
time.

Table 3: Overall number of successful webpage ac-
cesses and average access time for AODV-UU mod-
ifications (“Roaming node” scenario).

HTTP avg. access
Protocol cycles time (sec)
AODV-Original 33 0.84
AODV-Neighb. set 34.5 0.43
AODV-3-Hellos 33 0.90
AODV-SNR thresh 34 0.54

Table 3 shows a summary of the HTTP request exper-
iments. The higher average access times for the Original

AODV-UU and the 3-HELLO extension is due to HTTP re-
quest failures. The Neighbor Set and SNR threshold exten-
sions had a few TCP SYN retransmission but no failures.
If we instead consider the median access time we can see in
our log files that it only differed by 0.02 seconds among all
the different approaches. We conclude that short intermit-
tent traffic bursts are not as sensitive to gray zones as traffic
with continuous data flows.

5. DISCUSSION
In this section we present results from comparisons with

OLSR and LUNAR. Furthermore, we discuss the implica-
tions of gray zones for OLSR and LUNAR as well as for ad
hoc protocols in general.

5.1 Comparison Against OLSR and LUNAR
We repeated all tests with the OLSR and LUNAR proto-

cols, as a point of reference. Figure 7 and 8 show the Ping
delivery success charts for OLSR and LUNAR, respectively.
Table 4 summarizes the comparison results from all three
experiments (Ping, MP3 and HTTP access).

Table 4: Comparison against OLSR and LUNAR for
all three experiments (“Roaming node” scenario).

success ratio HTTP
Protocol Ping MP3 cycles
OLSR 89.0% 91.9% 32.5
LUNAR 96.5% 96.8% 31.5
AODV-UU 91.9% 97.9% 33
AODV-UU+SNR 99.1% 99.7% 34

5.2 Protocols without Gray Zone Problem
It seems that OLSR and LUNAR are less sensitive than

AODV to communication gray zones for two different rea-
sons.

Although OLSR uses broadcasts to disseminate its routing
table data, it is possible that a mobile node does not stay
sufficiently long in the gray zone for OLSR to be able to react
(wrongly) on this. Thus, OLSR’s low overall Ping/MP3
success ratio is mainly due to the slow discovery of topology
changes because of its proactive routing approach.

LUNAR does not rely on a broadcast neighbor sensing al-
gorithm. Instead, it re-discovers delivery paths every third
second. Thus, the creation of new routing table entries is
solely based on unicast route replies, which mitigates the
gray zone problem for LUNAR. Note that AODV too cre-
ates routing table entries based on unicast RREP messages.
However, when using HELLO messages (instead of link layer
notification), original AODV also adds routing table entries
based on broadcasts. The lower overall performance of LU-
NAR can be explained by its 3-seconds “forget and re-learn”
approach which potentially leads to longer packet loss peri-
ods.

An interesting future research topic is the problem of han-
dling (intermediate) nodes which happen to be permanently
located in a gray zone or which stay there for an extended
period of time. In such cases it would be useful to make rout-
ing decisions based on the end-to-end quality of the routing
path instead of local decisions only.
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5.3 IEEE 802.11b is not Bidirectional
Successful reception of messages over IEEE 802.11b does

not always imply that links are bidirectional. We have
shown for AODV that such an assumption, currently built
into simulation models, has adverse performance effects. Rout-
ing protocols that, without access to link level notifications,
have to use HELLO like broadcast messages, need to be revis-
ited and have to explicitly cope with communication gray
zones. This can be in form of a mixed broadcast/unicast
approach as in LUNAR, or signal quality based measures
as we experimented with for AODV. One problem of the
latter is that determining the exact cut-off level could be
context specific. Ideally we would like the cut-off level to
always logically reduce the range of broadcasts to match
the range of unicasts. Reducing the range too much may
prevent some otherwise acceptable communication, but will
still make AODV resistant to communication gray zones.

6. CONCLUSIONS
In this paper we provide evidence for IEEE 802.11b based

wireless ad hoc networks suffering from “communication gray
zones”: In such zones it is possible to receive broadcasts but
it is unlikely to successfully send or receive unicast mes-
sages. This leads to invalid routing table entries for proto-
cols that establish their neighbor set using HELLO beacons,
as e.g. AODV.

We have explored this problem and implemented three dif-
ferent gray zone work-arounds in the AODV-UU software.
Their effect was evaluated in controlled real world experi-
ments which showed that all three modifications substan-
tially increase the packet delivery ratio. Only by enabling
these modifications we were able to obtain real world perfor-
mance figures that matched the simulation results. The ap-
proach that introduces a signal quality threshold for AODV
control packet acceptance almost totally eliminates the ef-
fect of communication gray zones. In mobile scenarios, this
gray zone elimination is most important for applications
with continuous, real-time packet flows e.g., multi-media
streaming.

In conclusion we state that ad hoc routing protocols which
operate over IEEE 802.11b need to explicitly address com-
munication gray zones. It could be by design of the protocol
using broadcasts and unicasts in appropriate ways, by artifi-
cially limiting the range of broadcast messages or by basing
routing decisions on the end-to-end quality instead of relying
on local decisions.
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Figure 3: Original AODV-UU

0

0.2

0.4

0.6

0.8

1

0 50 100 150 200 250 300

Time (s)

Ping Success Ratio
Scenario: Roaming Ping Node (4 nodes)

2002-05-15 20:32:56 (steplen=1)

Neighbor Set Ext.

Figure 4: AODV-UU with exchanging
neighbor sets
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3-Hellos

Figure 5: AODV-UU with 3-Hello ex-
tension
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Figure 6: AODV-UU with SNR thresh-
old for control packets=8 dBm
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Figure 7: OLSR
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Figure 8: LUNAR
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