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Populärvetenskaplig
Sammanfattning
Internet har fått en allt större roll som nyhetsmedium, och är idag den primära källan till nyheter och samhällsinformation för en stor andel människor. Samtidigt har
idén om ett krympande urval av information vuxit sig allt starkare de senaste åren.
Detta är till följd av att ett större utbud av information kräver manuell eller algoritmisk sortering av innehållet, och förflyttar ansvaret för att välja ut nyheter från nyhetsredaktioner till individer och deras sociala nätverk. Trots den enorma mängden
information tillgänglig på internet, befarar man att behovet av att fokusera informationsflödet begränsar exponeringen av information som motsäger vad vi redan tror
på, vilket resulterar i en intellektuell isolering i kulturella eller ideologiska bubblor.
Året 2016 kantades av två stora politiska händelser i världen: i Storbritannien
röstade man för att lämna den europeiska unionen, och i USA valdes Donald Trump
till president. Baserat på nyhetsrapporteringen kring händelserna verkar världen ha
försatts i chock två gånger under samma år, och i svallvågorna av vad som hänt
har sättet vi använder internet på för att ta del av och delta i politiska diskussioner
starkt ifrågasatts. Anklagelser har riktats mot sociala medier och hur sociala plattformar premierar att visa innehåll som redan är i linje med vad användaren tycker,
vilket fostrar en miljö där användare exponeras mer och mer av innehåll från andra
likasinnade personer. I det extrema fallet uppstår en “Echo Chamber”, ekokammare, i vilken en användare ser sina åsikter om och om igen upprepas och bekräftas
som ett eko, utan att bli ifrågasatta eller bemötta med utmanande alternativ.
Syftet med detta examensarbete är att studera i vilken utsträckning ekokammare
existerar i sociala nätverk på Twitter i en politisk kontext. På grund av Twitters roll
som både ett socialt nätverk och ett informationsnätverk, är studien uppdelad i två
delar. Den första delen fokuserar på det sociala nätverket på Twitter och undersöker
om personer tenderar att använda samma kanaler för nyheter som sina vänner. Här
utnyttjas den tydliga uppdelningen i brittisk media kring bevakningen av Brexit
kampanjen, och personer som exklusivt följer tidningar av den ena eller andra vinklingen jämförs med varandra. Den andra delen fokuserar på hur Twitter används
för att delta i politiska diskussioner, och försöker besvara frågan om personer hellre
interagerar inom ideologiskt homogena grupper än med oliktänkande. Även denna
delen är kopplad till ett politiskt tema, och i detta fall studeras Twitterkommunikation i samband med the brittiska valet som ägde rum i juni 2017.
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1 Introduction
1.1

Background

On Thursday 23 June, 2016, a referendum was held to decide whether the United
Kingdom (UK) should leave or remain in the European Union (EU), and leave won
by 51.9% to 48.1% of the votes. The UK’s prospective withdrawal from the EU is
commonly referred to as Brexit.
The, to many, surprising outcome of the referendum has been associated with the
e↵ect of ”Echo Chambers”; where individuals are exposed only to information from
like-minded. Concerns have been raised that the devoid of attitude-challenging content on social media platforms such as Twitter and Facebook may harm democracy
[1, 2].
Digital media has become a primary source of news and civic information, which
are more and more mediated through people’s personalized, online social networks
[3]. The abundance of information available online o↵ers an unprecedented number
of choices when it comes to what information to consume and who to talk to. Hence,
in contrary to their o✏ine counterparts, a person’s online environment is shaped
through manual, or algorithmic, sorting rather than geographical constraints or the
variety of newspapers available. Even though the internet has the potential to
expose people to a diverse range of viewpoints [4], which many argues is crucial
for developing well informed and tolerant citizens [5], it also has the potential to
limit the exposure of cross-cutting content, which in turn could lead to political
polarization towards ideological extremes [6, 7].
Selective exposure describes the phenomenon whereby people select information
or sources already aligned with their own beliefs, whilst filtering out others [8]. In the
same way, content presented to an individual can be selected by algorithms based
on the viewers previous behaviours, commonly referred to as the ”filter bubble”
phenomenon [9]. Both concepts are important as they are closely related to the
creation of echo chambers, which can stifle political debate and contest the function
of digital media as a public sphere, where a diversity of opinions come together and
interact.
In this work, online social networks on Twitter are used to address this issue,
by analyzing the structure of echo chambers during two major political events; the
EU referendum and the British general election in June 2017. Twitter is used as
the source of data in both cases, as it is the only major social media platform that
publicly share a large portion of their data for free, but di↵erent approaches are used
to explore it. Underlying ideas from Big Data Analysis, Graph Theory and Social
Network Analysis (SNA) are used in either study.
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1.2

What is Twitter?

Twitter is a microblogging service that allows its users to communicate on the
platform in short messages called tweets. A tweet is limited to 140 characters with
the intention to roughly correspond an idea or a thought. Only registered users can
post tweets, but anyone can, without being a registered user, read what other people
writes. This, in combination with Twitters asymmetric following model, makes it
stand out from other social websites. Twitter apply very little governance of what
a Twitter account can be. That is, a Twitter account need not be a real person,
but can represent just about anything, for example a company, a music group, a
sports team or a newspaper. Twitter users follow and are being followed by others,
but the relationship of following and being followed is not reciprocal. Twitter allows
users to protect their accounts, which means that the user approve or deny every
following request, and their posted tweets are only visible to approved followers.
The terminology is that if user A follows user B, then A is Bs follower, and B is As
followee.

1.2.1

The Asymmetric Following Model

Twitters asymmetric following model makes Twitter into both a social network and
a news media; users want to both stay in contact with their friends as well as to
keep up with celebrities, sport teams, politics or news [10]. Thus, following a twitter
account is no implication of a real-world connection, which is usually the case for
other social networking sites, e.g. Facebook or LinkedIn. By following an account
the user receives all tweets posted by the followed account. As a twitter user, one
can then react to the tweets in several ways, which will be covered in more depth in
a later section, the most common way being to retweet. Retweeting a post makes
it appear to your followers, allowing the tweet to reach beyond the original posters
followers. In this way, the retweet mechanism gives the users a tool to spread
information of their liking in their own networks.

1.2.2

Twitter Markup and Timelines

As mentioned above, tweets are the basic, atomic buildings blocks of Twitter, and
a well-defined markup vocabulary has evolved around them. For example a @ sign
followed by a users screen name is used to address that user, referred to as a mention,
and a # sign followed by a word represents a hashtag [11].
User mentions and hashtags are examples of metadata in a tweet. There are
two types of metadata: entities and places. Tweet entities are, in addition to user
mentions and hashtags, also URLs or any type of media that may be linked in the
tweet such as images or videos. Places are real world locations that are associated
to the tweet, e.g. the location from where the tweet was authored or a reference to
a place described in the tweet. [12]
Another central part of the Twitter platform are timelines, which are collections
of tweets displayed in a chronological order. There are two types of timelines: the
home timeline and the user timeline. The home timeline is individual to each user
and contains all the tweets from users that are followed by the particular user. The
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user timeline is the collection of tweets from only a certain user, and it looks the
same independently of who is accessing it.

1.2.3

Communication on Twitter

A tweet can be responded to in di↵erent ways on Twitter, either by commenting
directly on the tweet, known as a reply tweet, or by publicly sharing a tweet as
either a retweet or a quoted tweet. As long as the account responding to a tweet is
not protected, all three types of responses are public, but for reply tweets only users
that are part of the conversation will see the reply on their Home timelines [13]. The
retweet function is the simplest way to share information on Twitter, as the original
tweet is shared unaltered to the retweeter’s followers. The retweeter can choose
to comment on the retweeted message, making it into a quoted tweet. Retweets
indicate interest and trust in the message and author as well as endorsement [14,
15], whereas reply tweets and quote tweets can be used in disagreement. Thus,
analyzing all communication on Twitter would involve natural language processing
algorithms, and the uncertainty associated with them, which can be circumvented
by focusing only on the retweet network.

1.2.4

The Twitter API

Twitter allows developers to acquire and analyze Twitter data through their Application Programming Interface (API). In order to use the Twitter API one will
need to register as a developer at Twitters developers platform, and register an application. Open Authorization (OAuth) credentials are then generated, which are
used in the application to gain authorization to query the API without sharing any
sensitive information or passwords.
Tweets comprises a rich set of metadata and the anatomy of a tweet is more
complex than what is first suspected from the 140 characters. In table 1.1 some
important fields of the tweet object are highlighted and a complete list of all fields
can be found in [16]. Entities, Places and Users, are in turn objects of their
own and contain additional fields. The Entities object found in a tweet object
can contain any of the following entities: media, URLs, user mentions, hashtags,
symbols etc. The Places, when present, and the Users objects contain information
about a place the tweet is associated with (but not necessarily originated from) and
information about the user who posted the tweet respectively. [16–19]
Twitter limits the number of queries that can be issued per time to reduce abuse
of the resources. The rate limiting of the API is primarily on a per-user basis
(per user access token), but the rate limits can also be determined globally for the
entire application which is considered separately from per-user limits. Rate limits
are divided into 15 minute intervals, called rate limit windows. Di↵erent methods
allows for a di↵erent number of requests per rate limit window, see table 1.2 for a
selection of the methods.
Twitter o↵ers also a streaming API, for monitoring and processing of Twitter’s
global stream of data in real time. The default access level allows developers to
track up to 400 keywords, and 5,000 users, as long as the traffic does not surpass
1% of the total data volume.
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Table 1.1: A selection of the fields of the Tweet object. The types marked with (*),
Entities, Places and Users, are the metadata objects, and contains additional
fields.
Entities

Type

entities
Entities*
favourite count Int
id
Int
place
Places*
retweet count
Int
retweeted
Boolean
text
String
user
User*

Description
Entities in the text of the Tweet.
Number of times the tweet has been liked.
Unique integer identifier for this tweet.
A place that is associated to the tweet.
Number of times the tweet has been retweeted.
Whether or not a tweet has been retweeted.
The text of the actual content in the tweet.
The user who posted this tweet.

Table 1.2: Rate limits for a few API methods. The rate limits described in this table
refer to read-only/GET methods. The requests given are per rate limit window of
15 minutes.
Method

Resource Type

Requests (user)

Requests (app)

GET
GET
GET
GET

followers/ids
friends/ids
friendships/show
users/lookup

followers
friends
friendships
users

15
15
180
900

15
15
15
300

1.2.5

Tweepy

Tweepy is a Python library for accessing the Twitter API. Tweepy implements an
API class that provides access to the Twitter API methods. When invoking an
API method most of the time what is returned back will be a Tweepy model class
instance, which will contain the data returned from Twitter.
Tweepy supports OAuth authentication, which is handled by the OAuthHandler
class. After the OAuth credentials are generated, a OAuthHandler instance can be
created into which the credentials are passed. The OAuthHandler also needs to be
equipped with the access token and the access token secret. Once this is ready, the
OAuthHandler instance can be used to create an instance of the API class, which is
ready the query the Twitter API.

1.3

Outline

This thesis is divided into three parts. The first part, including chapter 1 and
2, gives an introduction to the problem, and the theoretical framework needed to
understand the methods used in the two other parts. This part provides support
to the rest of the thesis; and if the readers is already familiar with graph theory,
network analysis and online social media this part can be skimmed through swiftly.
The two other parts, chapter 3 and chapter 4 together with the conclusion
in chapter 5, constitutes the main part of the thesis. Chapter 3 looks at the
4

follower/followee-network on Twitter in the context of the Brexit debate, while
chapter 4 examines communication on Twitter associated to the United Kingdom
general election in June 2017. As the two chapters comprises two di↵erent data sets
and di↵erent methods, a division of the two felt like the most natural structure.
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2 Theory
2.1

Graph Theory

A graph G = (V, E) consists of a set of nodes, also called vertices, V , and a set of
links, also called edges, E ✓ V ⇥ V , which connects pairs of nodes. A graph may be
directed or undirected, unipartite or bipartite, connected or disconnected and the
edges can be weighted, figure 2.1.
Definition 2.1.1. (Directed and Undirected Graph). A directed graph G = (V, E),
is a graph where every edge (i, j) 2 E is an ordered pair of nodes. An undirected
graph H = (V, E) is a graph where (i, j) 2 E =) (j, i) 2 E.
Definition 2.1.2. (Unipartite and Bipartite Graph) A graph G = (V, E) is called
bipartite if the set V can be partitioned into two disjoint sets V1 and V2 , where
V1 \ V2 = Ø and V = V1 [ V2 such that there are no edges between nodes in the
same partition, i.e. (i, j) 2 E =) i 2 V1 and j 2 V2 . For a unipartite graph,
the node set can not be partitioned into disjoint sets such that there are no edges
between nodes in the same partition.
Definition 2.1.3. (Connected and Disconnected Graph) In a connected graph there
is a path from any node to any other node in the graph. A graph that is not
connected is said to be disconnected.
Definition 2.1.4. (Multigraph, Self Edges and Simple Graph) A multigraph is a
graph where multiple edges are allowed to connect the same two vertices. A self
edge, or a loop, is an edge that connects a vertex to itself. A simple graph is a
undirected in which both multiple edges and self-edges are prohibited.
1

2

3

8

(a)

(b)

(c)

(d)

Figure 2.1: Example of (a) directed graph, (b) undirected graph, (c) weighted graph
and (d) bipartite graph.
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A way to represent a finite graph is with an adjacency matrix. The adjacency
matrix, A, of a simple, unweighted graph, g = (V, E), is a square |V | ⇥ |V | matrix
with elements Aij such that:
(
1, if there is an edge from vertex i to vertex j,
Aij =
(2.1.1)
0, otherwise.
For example:
0
1
0 1 1
A = @1 0 1A , represents the graph:
1 1 0

(2.1.2)

Two properties of the adjacency matrix are that, first for a graph with no self-edges
the diagonal matrix elements are all zero, and second for an undirected graph the
adjacency matrix is symmetric.
In a similar way, an adjacency matrix can be used to represent a non-simple
graph or a weighted graphs, then the elements Aij becomes equal to the multiplicity
or the weight of the edge between vertex i and j, respectively.
Because Aij is 1 when there is an edge from vertex i to vertex j, it follows that
the product Aik Akj is 1 only when there is a path (i ! j ! k), and so the total
number of paths from i to j, via any other vertex is given by:
n
X

Aik Akj = [A2 ]ij .

(2.1.3)

k=1

This can be generalized to paths via an arbitrary number of intermediate vertices,
and so the matrix An has the property that the element [An ]ij gives the number of
paths of length n from vertex i to vertex j.

2.1.1

Graph Traversal Algorithms

The goal of a graph traversal is, generally, to find every node reachable from a
given source node. A common application of graph traversal algorithms is to find
the shortest path between two nodes in a graph. In this section a few standard
algorithms are presented.
Breadth-First Search
Breadth-first search finds the shortest path from a given source vertex to every other
vertex within the same component of the graph. It works by starting with a given
vertex, the root, and expanding outwards layer per layer, where the vertices in the
first layer are the immediate neighbours of the starting vertex. The vertices in the
next layer are the neighbours of the vertices in layer one, with distance 2 to the
starting node, and so forth, see figure 2.2.
A first-in, first-out queue is used to keep track of the nodes on the frontier. Every
time a new node is pushed onto the queue it is given a distance k + 1 from the root
until all the nodes at distance k are gone, after which k is incremented by one.
7

Root

0

1

1

2

2

2

1

2

2

Figure 2.2: A breadth-first search starts at the root and explores the graph outwards
in layers. All the nodes in the first layer, marked with 1, are explored before moving
on to the nodes marked with 2.
The time complexity of the breadth-first search algorithm is O(|V | + |E|), where
|V | is the number of vertices and |E| is the number of edges in the graph. First, it
takes O(|V |) time to set up the distance array, which has one element per node in the
graph. Then, each node in the queue has on average O(|E|/|V |) neighbours, which
are either added to the queue or they are already known in which case nothing
is done. Either way the operations take O(1) time. Thus, for all vertices in the
graph this takes |V | · O(|E|/|V |) = O(|E|) time to complete, which gives the time
complexity O(|V | + |E|) for the whole algorithm. [20]
Express in di↵erent terms, let b be the average out-degree of each node in the
graph, called the branching factor of the graph. Then, each node will generate on
average b new nodes when expanded, each of which generates b nodes, yielding b2 ,
and so forth. Thus, the time complexity for finding all nodes at a specific distance,
d, is O(bd+1 ).
Depth-First Search
In contrast to a breadth-first search, the depth-first search uses a last-in, first out
queue to track the frontier, i.e. it starts at the root and explores as far as possible
along each branch of the graph, before backtracking and considering other nodes
on the stack. The time complexity is the same as for the breadth-first search for
traversing the whole graph.

Bi-directional Search
A bi-directional search algorithm is uses when the source and target nodes are
explicitly defined. Bi-directional search proceeds two simultaneous searches: one
forward from the source node, and one backward from the goal node, stopping when
the two meet in the intersection point [21], figure 2.3.
Using breadth first search in both directions ensures completeness and optimality of the algorithm. Since both searches will run the same amount of time and
meet in the middle, each search only needs to expand O(bd/2 ) nodes. Thus, the
time complexity for the whole algorithm is O(bd/2 ), which for a large d, or a large
branching factor, can be many orders of magnitude faster than for a regular breadth
first search.
8

2

2
Intersection Point

1

2

1

Root 1

0

1
Root 2

1

0
1

1
2

1
2

Figure 2.3: The bi-directional search algorithm starts from two nodes: the source
node and the target node. When an intersection point is found, the shortest path is
computed. The gray nodes are the start points of the search, and the digits in the
nodes gives how far away a node is from the root.

Dijkstra’s Algorithm
Like breadth-first search, Dijkstra’s algorithm finds the shortest paths between a
starting vertex and every other vertex in the same component, but for weighted
graphs, i.e. it takes the edge lengths into account. Let s 2 V , a vertex in a weighted
graph G = (V, E), be the starting vertex. Assign to every other node in V a tentative
distance of +1, and mark the distances as uncertain. The algorithm then proceeds
as follows.
1. Find the vertex, v, with the smallest tentative distance from s.
2. Mark this distance as certain.
3. Consider the neighbourhood of v, and compute the distance from s via v to
each neighbour, by summing the weights of the intermediate edges. If the
computed distance is smaller than the current estimated distance, it replaces
the older one.
Step 1 trough 3 are repeated until the distances to all vertices are flagged as being
certain. The correctness of the algorithm can be proved by contradiction.
Claim. The smallest distance recorded to any vertex among the vertices which are
marked uncertain, is in fact the smallest possible distance to that vertex.
Proof. Suppose v is the node in step 1, i.e. the next unexplored vertex that has the
smallest estimate distance, (v), to s, and assume that there is a path, p = (s !
u1 ! u2 ! ... ! v), from s to v that is shorter than the current estimate, see
figure 2.4. Since the path, p, is shorter than the estimate, the distance along the
path, to each vertex on the path must also be less than the estimate. Furthermore,
somewhere along the path there must be a pair of vertices, x, y, such that x’s
distance to s, d(x), is flagged as being certain and y’s is not.
Suppose now, that y and v are the same vertex, then a shorter path to v must
already have been found when the neighbourhood of x was explored (remember
9

d(x) < (v)) and v’s distance would have been revised. Since this has not happen,
if follows that y and v are distinct vertices. However, x does not need to be distinct
from s.
Now, the distance to y will be at most equal to its distance along p, but since the
distance to each node on the path is less than the distance to v by assumption, it
follows that y’s distance is shorter than v’s which is a contradiction to the assumption
that v is the vertex with shortest estimate distance.

2.2

Social Network Analysis

SNA is the fusion of two fields: graph theory and sociometry, and is the practice
of investigating structures in social networks. A social network is represented by a
graph, where the nodes are people, and the edges represents some social interaction
connecting them, e.g. friendship.

2.2.1

Measures and Metrics

An important concept in SNA is the notion of centrality, which refers to a group
of metrics that measures particular features of the network topology. In general
a centrality measure aims to quantify the importance, or influence of a particular
node in the network. The notion of ”importance” in a network, can of course have
many possible meanings, and correspondingly there are many di↵erent definitions
of centrality. Formally, centrality is a real-valued function acting on a graph, that is
only depending on the structure of the graph and no other contextual information.
Definition 2.2.1. (Degree Centrality) The degree centrality of a node v in an
undirected graph is defined as:
cd (v) = deg(v),

(2.2.1)

i.e. the number of edges connected to it. For a directed graph one usually separates
between in-degree and out-degree centrality, that is the number of in-going and
outgoing edges respectively.
Definition 2.2.2. (Closeness Centrality) The closeness centrality cc (v) of a vertex
v in a connected graph is the reciprocal of the mean shortest path, d(v, u), from v
to u, averaged over all vertices u in the network:
cc (v) = P

N
u2V

1
,
d(v, u)

(2.2.2)

where N is the number of vertices in the graph.
Definition 2.2.3. (Betweenness) The betweenness centrality, cb (v), of a node v is
the sum of the fraction of all pairs’ shortest paths that passes through v:
X (s, t|v)
cb (v) =
,
(2.2.3)
(s,
t)
s,t2V
where (s, t) is the number of shortest paths from vertex s to vertex t and (s, t|v)
is the number of those paths passing through v. If s = t then (s, t) = 1 and if
v 2 {s, t} then (s, t|v) = 0.
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Hypothetical shorter path

y

x

s

v
Known distances

Figure 2.4: Illustration to the proof of the correctness of Dijkstra’s algorithm. If
vertex v is the vertex with smallest estimated distance to s, than the estimated
distance is the real distance.
The above centrality measures does not consider the influence of the neighbouring
vertices; but in many circumstances a vertex importance is strengthened by being
connected to other influential vertices. The centrality measure known as PageRank,
which is a trade name given by Google, takes this into consideration.
Definition 2.2.4. (PageRank) The PageRank centrality, x(v), of a node v is defined
in matrix form as:
x = D(D ↵A) 1 1,
(2.2.4)
where D is a diagonal matrix with elements Dii = max(ki , 1), ki being the out degree
of vertex i and 1 is the vector (1, 1, ...). The parameter ↵ is called the dampening
factor and is generally set to 0.85, but can vary between di↵erent studies [22].

2.2.2

Clustering

A relation is said to be transitive if a b and b c implies that a c. A network
is said to be transitive if connection by an edge is a transitive relation. That is,
if u is connected by an edge to v and v is connected to w, then it follows that
u is also connected to w. Perfect transitivity occurs only in networks where each
component is a fully connected subgraph (i.e. all nodes are connected to each other),
which is not a very interesting feature of the network. Instead the concept of partial
transitivity can be much more useful: a friend of a friend is not guaranteed to be my
friend, but it is more likely than some randomly chosen person of the population.
The level of transitivity is also called the clustering coefficient, C.
Definition 2.2.5. (Transitivity) The transitivity of a graph is is defined as the
fraction of paths of length 2 that are closed:
C=3

number of triangles
,
number of triads
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(2.2.5)

where triad refers to a triple, u, v, and w, with edges (u, v), (v, w) (the edge (u, w)
can be present or not), see figure 2.5.

2.2.3

Assortative Mixing

A common property of social networks is that attributes of vertices correlate across
edges. That is, people have a tendency to form social interactions with other who
are similar to them, e.g. in age, nationality, language, political beliefs etc. This
tendency is called assortative mixing.
Attributes of vertices can be represented by an enumerative value, i.e. discrete
characteristics such as color or shape, or as a scalar value. In both cases there is a
way of quantifying assortative mixing.
Enumerative Attributes
The measure for quantifying assortative mixing in networks with enumerative attributes, i.e. attributes that lack any particular ordering, is called modularity.
Definition 2.2.6. (Modularity) Modularity, Q, is a measure of the extent to which
like things are connected, and is defined as the sum of the di↵erence between the
observed and the expected fractions of edges if the edges were placed at random for
each pair of attributes:
✓
◆
1 X
ki kj
Q=
Aij
(ci , cj ),
(2.2.6)
2m i,j2V
2m
where m is the total number of edges in the network, ki is the degree of vertex i, ci
is the label attribute of vertex i and (ci , cj ) is the Kronecker delta function which
equals 1 when ci = cj .

The inner term of equation (2.2.6) is the di↵erence between the observed number
of edges between pairs of vertices of the same type, which is Aij (ci , cj ), and the
expected number of edges between pairs of vertices of the same type under a random
graph, ki kj (ci , cj )/2m (there are by definition 2m ends of edges in the graph, and
the probability of an edge connected to i to be connected to j is thus kj /2m, counting
all ki edges attached to i gives the total number of expected edges between i and
v

u

v

w

u

(a) Triad

w

(b) Triangle

Figure 2.5: The path uvw is said to be closed if the edge (u, w) (dashed line i panel
(a)) is present. A closed triad is also called a triangle, panel (b).
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j: ki kj /2m). To account for the fact that in the sum the every vertex pair (i, j) is
counted twice a factor 1/2 is needed, and to get the fraction of all edges the sum is
divided by m which gives the leading factor 1/2m in equation 2.2.6.
The modularity measure, (2.2.6), takes positive values when there are more edges
between similar vertices than what would be expected under a random graph. Negative values means indicates disassortative mixing, i.e. there are more edges between
dissimilar vertices than what would be expected under a random graph. Figure
2.6 illustrates two networks showing assortative mixing and disassortative mixing
respectively. The measure yields zero either in the trivial case, all vertices are of the
same type, or when there is no assortativity, i.e. the same as for a random network.
It is also strictly less than 1, and depending on the size of the network and
the degree distribution the maximum value of Q can be considerably less than 1.
As a remedy, Q can be normalized by dividing it by its maximum value, i.e. the
modularity for the perfectly mixed network. For perfect mixing, every edge falls
between vertices of the same type. Hence, in a perfectly mixed network (ci , cj ) =
1 () Aij = 1, and (2.2.6) becomes:
✓
◆
X ki kj
1
Qmax =
2m
(ci , cj ) ,
(2.2.7)
2m
2m
and the normalized value of the modularity is: Q/Qmax .
Scalar Attributes
Networks can also show assortative mixing based on scalar valued attributes, e.g.
age, weight or income. In this case, the values of the characteristics come in a
particular order, hence it is not only interesting when two vertices has exactly the
same value, but also when they are close in value.
To quantify scalar assortative mixing, first an adaption of covariance to a network
context is used as follows. Let xi denote the scalar quantity of an attribute of interest
of vertex i then:
P
µ)(xj µ)
i,j2V Aij (xi
P
cov(xi , xj ) =
(2.2.8)
i,j2V Aij

(a)

(b)

Figure 2.6: Panel (a) and (b) shows two identical networks but with di↵erent labeling. Network (a) exhibits high assortative mixing; white nodes are likely to connect
to other white nodes and gray nodes are likely to connect to other gray nodes. The
modularity of network (a) is 0.77. On the other hand, the modularity of network
(b) is -0.56, hence network (b) exhibits disassortative mixing; white nodes are more
likely to connect to gray nodes and vice versa.
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The mean value, µ, of x at either end of an edge is the observed value weighted with
the number of edges connected to it:
µ=

1 X
ki x i ,
2m i2V

(2.2.9)

where, as before, m is the total number of edges in the network and ki is the degree
of vertex i. first consider the covariance of the values, xi and xj of vertices i and j.
Together with (2.2.9) equation (2.2.8) can be simplified to:
✓
◆
1 X
ki kj
cov(xi , xj ) =
Aij
xi xj .
(2.2.10)
2m i,j2V
2m
Definition 2.2.7. (Assortativity Coefficient) The normalized covariance (2.2.10) is
called the assortativity coefficient, and is given by:
⌘
P ⇣
k i kj
Aij
xi xj
2m
i,j2V
⌘
r= P ⇣
,
(2.2.11)
ki kj
ki ij
x
x
i j
2m
i,j2V

which is the covariance divided by the variance.

The assortativity coefficient ranges from -1, for a perfectly disassortative network
to 1, for a perfectly assortative one, and is zero if the values at the ends of edges are
uncorrelated.
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3 The Twitter Friendship Network
and the EU Referendum
3.1

Background

It is commonly known that Britain has a highly partisan press, and surveys has
shown that there is a strong correlation between press readership and voting patterns
[23]. The media bias during the coverage of the EU referendum became a hot topic
during, and after, the vote, and researchers uncovered that the majority of the
national press were heavily skewed in favor of Brexit during their coverage of the
campaign [24].
Comparing the five biggest tabloids and mid-market papers; The Sun, The Daily
Mail, The Daily Star, The Daily Express, and The Daily Mirror as well as the
four broadsheets; The Times, The Guardian, The Financial Times and The Daily
Telegraph, shows that the position between the newspapers vary greatly, figure 3.1.
The Daily Express, The Daily Mail, The Daily Telegraph, The Daily Star and The
Sun, in that order, included the most pro-leave articles. On the other hand, the
newspapers including the most pro-remain articles were, in order, The Daily Mirror,
The Guardian and The Financial Times, leaving The Times relatively balanced, but
with a slight favor for pro-leave articles. The Daily Express and The Daily Mirror
include the smallest portion of articles from the other point of view. [25]
In this part, the news consumption around Brexit on the social media platform
Twitter, is addressed. Looking at the social networks of users who selectively expose
themselves to a polarized news diet, the following questions are being treated:
Q1. Are individuals who selectively follow only newspapers of one political slant
more inclined to also connect to other individuals with the same exposure?
Q2. Does the immediate neighbourhood of an individual’s online social network
exhibit assortative mixing, see 2.2.3, based on political beliefs?
Q3. Are there any structural di↵erences between networks of pro-leave supporters
compared to pro-remain supporters?
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Daily Express
Daily Mail
The Sun
Daily Telegraph
Daily Star
The Times
Financial Times
The Guardian
Daily Mirror
-100%
Mixed

-50%
Pro Leave

0%
Pro Remain

50%

100%

No Position

Figure 3.1: Article position by newspaper, based on 2378 articles focused on the
referendum. Data obtained from [25].

3.2
3.2.1

Method
Data Collection

All followers of the major newspapers described in the above section, are downloaded
using Twitter’s API, which in total amounted to more than 11 million Twitter
users. Three sets of accounts are constructed based on which newspaper they follow.
Accounts only following pro-remain newspapers (Financial Times, The Guardian or
Daily Mirror) are grouped in a set and accounts only following pro-leave newspapers
(Daily Express, Daily Mail, The Sun, Daily Telegraph, Daily Star and the Times)
are grouped into another. Accounts following newspapers from both the pro-leave
and pro-remain sides are grouped into a third set of mixed accounts, which will
be referred to as neutral accounts. Among the three sets the pro-leave set is the
largest with about 3 million accounts, followed by the pro-remain set with 2.5 million
accounts and the neutral set with 1.5 million accounts. However, the pro-remain
newspapers have a bigger overlap of followers who follow two or more of the proremain newspapers, with 286,000 accounts compared to the pro-leave side, with
183,000 accounts.
In order to filter out organizations, companies or other non human accounts, the
sets are further filtered based on the account’s number of followers and followees.
The average number of followers per twitter user is 208 [26] and the median is
61 (when excluding inactive users) [27]. Twitter has also imposed a follow limit to
restrain unreasonable usage. The account-based follow limit is by default 5000 users,
but is individually determined for each account based on the user’s own number of
followees; the more followees a user have the higher the follow limit [28]. The reason
for this is partly because aggressive following is a common tactic among spammers
and automated accounts (bots) [29]. So, in order to limit the number of non human
accounts in the data, without imposing a too strict constrain on what a human
account could be, the maximum number followers is set to 2000.
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3.2.2

Mathematical Model of the Twitter Network

Mathematically, the twitter accounts in the data sets can be modeled as a directed
graph, G = (V, E), where V is the set of accounts, and E ⇢ V ⇥ V is the set of
directed connections between users. A directed edge, e = (A, B) 2 E, from user
A to user B means that A is a follower of B. For user pairs with a reciprocal
connection between them it is more probable that a real world connection exists
than for directed connections [30, 31], and it represents a more trustful relationship
[32]. Nodes connected by recprocal edges will be referred to as friends and the graph,
G, will be referred to as the Twitter network.
Definition 3.2.1. (Friend and Friendship Network) Let G = (V, E) be a Twitter
network. A user B 2 V is a friend1 of user A 2 V if B follows A and A follows B
back, i.e. A and B are friends if (A, B) 2 E =) (B, A) 2 E. The undirected edgeinduced subgraph, G0 = (V 0 , E 0 ), of G, where e = (A, B) 2 E 0 () (A, B) 2 E
and (B, A) 2 E, is called the Friendship network.
Users in the Friendship network are investigated using two two di↵erent approaches. First, the immediate neighbourhood of the user, called the Ego Network,
is analyzed. Second, the network is expanded to include the paths from each user
to each of the nine newspapers discussed in section 3.1, adapting the concept of six
degrees of separation.

3.2.3

Ego Networks

A straightforward approach to answer Q1 is to examine the composition of the ego
networks for accounts in the three sets described in 3.1. Ego networks, or egocentric
networks, consists of a focal node (ego), the nodes that are directly connected to
that node (alters) and the edges, if there are any, among the alters. The attraction
of ego networks is the ease of collection of data, as collecting data for all the nodes
in the three sets would be an infeasible task given Twitter’s API restrictions.
The ego network can be represented by a directed graph, if the follower/followee
network is considered, or as a undirected graph if only reciprocal connections in the
friendship network are considered.
Centrality in Ego Networks
The concept of centrality is concerned with identifying the most important actors
within a network, see section 2.2.1. The question is, if information from the local
properties of the ego network can be related to properties of the whole network, from
which the ego network is drawn. This is not clear, since many centrality measures
act on the whole graph, and thus the centrality of a node may di↵er considerably
depending on if its ego notwork or the whole network is considered. For example,
closeness centrality, definition 2.2.2, considers the shortest paths from a vertex to
every other vertex in the graph. For a focal node in an ego network this is trivial,
since the shortest path is 1 to every other node by definition, and the measure is
simply not applicable in this context. Clearly, PageRank, definition 2.2.4, is also
1

Twitter’s own definition of a friend di↵ers from this one. In the Twitter documentation a
friend is a followee, see section 1.2 for more information.
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problematic, as it considers the connectivity of the alters. On the other hand, for
the degree centrality, definition 2.2.1, there is no issue, since it is a local property of
the vertex, and thus the degree centrality of an ego is the same in the ego network
as in the whole network.
Betweenness, definition 2.2.3, measures the extent to which a vertex is between
other vertices within the graph. If a vertex is between two other vertices, it follows
that there is no connection between its alters lying on the shortest path (which
would otherwise form a shorter path). In figure 3.2, the ego lies on the shortest path
between vertex v and vertex w since there is no connection between its alters along
this path, however it is not on the shortest path between u and v since here there is
a path between the alters. Therefore, it follows that the betweenness centrality of a
vertex in the ego network has a meaningful relation to the betweenness of the same
vertex in the whole network. It has been shown that, even if it is hard to exactly
quantify this relation, there is a strong correlation between ego-betweenness and
betweenness in the whole network especially in scale-free networks [31], i.e. networks
whose degree-distribution, p(k), asymptotically follows a power law: p(k) ⇠ k ↵ for
some parameter ↵. Furtunately, like most social networks, the part of the Twitter
network investigated here is scale-free [10], and thus it is reasonable to conclude that
ego betweenness gives a good measure for betweenness on the whole network.
The ego betweenness can easily be computed due to advantages in the structure
of the egocentric network compared to the whole network. In an egocentric network,
the path between vertices is either of length 1 or 2. For every pair of non-adjacent
alters there must be a path of length 2 via the ego, which is the shortest path. Let
A be the adjacency matrix of an egocentric network G = (V, E), then [A2 ]ij is the
number of paths of length 2 from vertex i to vertex j. Furthermore, let v be the
ego of the network, then is (i, j|v) at most 1 (there can only be one shortest path
through the ego node of length 2), and non-zero only when the vertices i and j are
not adjacent, hence shortest paths of length 1 will not contribute to the betweenness
score. The number of shortest paths of length 2 joining vertices i and j is given by
[A2 (1 A)]ij , where 1 is a matrix with 0 on the diagonal and 1 everywhere else
([1 A]ij is 1 only when the vertices i and j are not adjacent, otherwise 0), and
thus the betweenness centrality of v in equation (2.2.3) becomes:
cb (v) =

X

i,j2V

(i, j|v)
1 X
1
=
.
2
(i, j)
2 i,j2V [A (1 A)]ij

The sum needs to be divided by 2, because the matrix A2 (1

3.2.4

(3.2.1)

A) is symmetric.

Network Building Blocks of an Echo Chamber

For an ego network to be an echo chamber it must demonstrate high levels of
transativity, 2.2.5, meaning that information can be passed from one actor in the
network to another indirectly following many di↵erent paths. This is what is called
the ”chamber” mechanism, i.e information from one source can reach a destination
via multiple di↵erent paths [33]. Simultaneously, the network must exhibit assortative mixing, section 2.2.3, i.e. users viewpoints correlate across edges. The sharing
of information between like-minded users is what constitutes the ”echo”. Thus, assortative mixing, together with the ”chamber” mechanism are what characterizes
an echo chamber.
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u

Figure 3.2: The Ego network of the focal node (labeled Ego) is the graph of white
nodes in the figure, containing the focal node and its immediate neighbourhood.
The gray nodes are not directly connected to the ego, and are thus not a part of the
ego network.

3.2.5

Degrees of Separation

The degree of separation between two nodes in a network is the distance, measured
as the number of connections, between the nodes. It is claimed that today, any
two people in the world are connected through six or less real world connections,
famously known as ”six degrees of separation” or the ”small world phenomenon”
[34]. For virtual networks on social media this number has been shown to be much
smaller, and for twitter the average distance is 4.67 [35]. In a social network, it is
more likely that information from a source will disseminate to a target node if the
number of intermediate steps are few. Thus, the degrees of separation to each of the
major news sources discussed in section 3.1 is computed for a sampled population
of accounts in each of the three sets of pro-remain, pro-leave and neutral accounts.
A script is developed in Python to compute the degree of separation between two
Twitter accounts. Twitter’s API is accessed through the Python package Tweepy,
for more information see section 1.2.5. Computing the degrees of separation between
nodes on Twitter is an unusual graph traversal problem, and it is important to take
the following facts into consideration when developing an e↵ective algorithm:
1. Making an API call is many orders of magnitude more expensive compared
to a CPU cycle. In addition the number of API queries are limited per ratelimit window, see 1.2.4. Thus, the number of API calls needs to be kept to a
minimum.
2. The twitter network has small diameter and a large average branching factor
[10, 31].
A bredth-first, bi-directional search can e↵ectively be used to address point 2, as
described in section 2.1.1. However, dealing with point 1 is a bit more problematic,
why a heuristic and probabilistc search algorithm is developed.
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The Probabilistic Bi-directional Search Algorithm
In this project a similar, but adjusted implementation of the bi-directional, probabilistic search algorithm developed in [36] is used. The algorithm relaxes the constraint of finding the optimal solution to heavily reduce the search e↵ort. First, a set
of nodes on the periphery is chosen with a probability distribution that favors the
nodes closer to the source. The probability of nodes with depths d being selected,
p(d), is:
e↵d
p(d) = PD
,
(3.2.2)
↵i
e
i=1
where D is the maximum depth of the nodes on the periphery and ↵ is a parameter
that controls for the magnitude of the probability di↵erence between depths. After
selecting the nodes on distance d from the source, the node with the maximum
out-degree is chosen for expansion.
The algorithm has been shown to perform well compared to an optimal breadthfirst, bi-directional search algorithm, and only using a fraction of the API calls, 9.5
on average compared to 165 [36]. The reduction in API calls makes the probabilistic
algorithm the only feasible choice for a large scale investigation. To further minimize
the number of API calls a heuristic function that ranks the vertex alternatives for
expansion, is implemented. The function retrieves the geographical information of
all available vertices, and promotes expansion of accounts which have provided a
geographical location in the UK. The idea is that, it is quicker to follow a branch
with British citizens, as they are presumably more likely to be followers of British
newspapers.
Two other major modifications has also been done to the algorithm for this
project. First, when expanding a node’s connections, only the new nodes with less
than 2000 followers and with a reciprocal connection to the parent node are selected.
Unfortunately, this is done to the cost of one extra API request per expansion,
since both the node’s followers and followees must be downloaded in order to find
the connections that are reciprocal. Secondly, since the algorithm is applied to a
population of accounts in each of the three sets (pro-remain, pro-leave, and neutral
accounts) information of the already downloaded nodes are saved to further minimize
the number of API calls necessary. In addition, more meta data about the accounts
is collected while the network is traversed, for more statistical analysis.

3.2.6

Principal Component Analysis

Each account in the test population is now associated with a high dimensional profile
vector; representing the degrees of separation from the account to any of the target
newspapers. Principal Component Analysis (PCA) is applied to reduce the high
dimensional profile vectors for each observation to a one dimensional scalar value.
The objective of PCA is to reduce the dimensionality of the data by transforming it to a smaller number of uncorrelated variables, called principal components.
The first principal component is made to account for as much of the variation in
the data as possible, and each succeeding component accounts for as much of the
remaining variation as possible, under the constraint that it is orthogonal to the
other components. Formally, let x be a p dimensional row vector of the data X,
i.e. an observation of the experiment, then the transformation of x to a new vector
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of principal component scores z = (z1 , z2 , ..., zm ), m  p, is given by:
zk = x · w(k) ,

(3.2.3)

for k = 1, 2, ..., m and where w(k) is a p dimensional unit vector, called
vector. It turns out that the loading vectors w, that maximize variance,
eigenvectors of X T X. Thus, the full principal components decomposition
given by:
Z = XWm ,

loading
are the
of X is
(3.2.4)

1

1

0

0

-1
-1

z2

x2

where Wm is a p by m matrix whose columns are the m first eigenvectors corresponding to the m largest eigenvalues of X T X. [37]
The left panel of figure 3.3 shows an example plot of 100 observations on two
highly correlated variables x1 , x2 , with some variation in both variables. By transforming the data to principal components z1 and z2 , the plot in the right panel of
figure 3.3 is obtained. It is clear that there is greater variation in the direction of z1
than in either of the original variables, but very little variation in the direction of
z2 .

0
x1

-1
-1

1

0
z1

1

Figure 3.3: Left panel: plot of 100 observations on two variables x1 and x2 . Right
panel: plot of the 100 observations from the left panel with respect to their principal
components z1 and z2 .
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3.3

Results

3.3.1

Ego Networks

Examining the local properties of individual ego networks reveals some levels of
homogeneity, table 3.1. Alters of accounts sampled from the pro-leave set were
equally likely, about 8%, to be other pro-leave accounts or pro-remain accounts.
Most of the alters, 76%, did not belong to any of the three sets, meaning that
they did not follow any of the nine selected newspapers. Similar statistics were
observed for pro-remain accounts, where about 14% of the alters were other proremain accounts, but only 3.5% were pro-leave. Both groups have about the same
distribution, about 8%, of neutral accounts among their alters. There are more
pro-remain than pro-leave accounts among the alters of neutral accounts.
Table 3.1: Average composition of ego networks from the three sets of pro-Leave,
pro-remain and neutral accounts.

Leave
Remain
Neutral

Leave

Remain

Neutral

Neither

8.18%
3.45%
6.42%

7.34%
14.24%
11.93%

8.16%
8.78%
13.14%

76.32%
73.53%
68.51%

Network Structure
Figure 3.4 displays four examples of ego networks. The two top networks come
from the pro-remain set, and the two bottom networks from the Pro Leave set. All
four networks have a densely connected cluster, and a few connections to nodes
that are isolated from all other alters. The shade of the nodes corresponds to their
principal component score, see the next section, and network (a) and (b) clearly
show some level of scalar assortative mixing based on the shade of the nodes. Table
3.2 displays the average of some topological features of networks from each of the
three sets, pro-remain, pro-leave and neutral accounts.
On average the ego node’s betweenness centrality and transitivity are indi↵erent
of which set it is sampled from, with slight edge in favor of pro-remain users when
it comes to centrality, meaning that these users are be expected to be slightly more
connected in the whole network than accounts from either the neutral or pro-leave
Table 3.2: Topological features of the ego networks from the three sets of Pro Leave,
Pro Remain and Neutral accounts.
Assortative Mixing
Leave
Remain
Neutral

Betweenness

Transitivity

Enumerative

Scalar

0.88
1.08
1.00

0.25
0.27
0.26

-0.38
-0.36
-0.33

0.15
0.06
0.15
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sets. The transitivity is around 0.26 which is quite common numbers for social networks [20]. This is important, since it further indicates that the reciprocal friendship
network does in fact show evidence of being a social network in the regular sense,
compared to the whole Twitter graph, which has been shown to be very untypical
for a social network due to its asymmetric following model [10].
Interestingly, all networks show some levels of scalar assortative mixing, but
disassortative mixing in the enumerative case. The reason for this is likely due to
the high number of accounts that does not belong to any of the three sets, that
is accounts not following any of the selected newspapers, see table 3.1. This will
contribute negatively to the assortative mixing since there will be a majority of
edges between dissimilar nodes (the ego network is of di↵erent type than about
70-80% of its alters). Interestingly, pro-remain networks exhibits lower level of
scalar assortative mixing than their pro-leave counterparts. This indicates that Pro
Remain accounts are more likely to belong to many di↵erent communities.

3.3.2

Degrees of Separation

The degrees of separation between users and each of the nine selected newspapers;
The Sun, The Daily Mail, The Daily Star, The Daily Express, The Daily Mirror,
The Times, The Guardian, The Financial Times and The Daily Telegraph have been
computed for 1600 accounts.
The average degree of separation between a user and each newspaper is presented
in table 3.3. Here the degrees of separation between two accounts that are directly
connected is 0. Pro-leave accounts are closest connected to The Daily Mail (DMi),
The Sun (S) and The Daily Telegraph (DT), and interestingly further away to
The Daily Star (DS) and The Daily Express (DE) than to any of the Pro Remain
newspapers. Pro-remain accounts were in turn on average very closely connected to
The Guardian (G) and The Financial Times (FT). Similar to the pro-leave accounts,
pro-remain accounts were the furthest away from The Daily Star and The Daily
Express. Neutral accounts are on average closest to the tabloid papers The Daily
Mirror, The Sun and The Daily Mail (DM).
Table 3.3: Average distance to each of the newspapers for the three sets of Pro
Leave, Pro Remain and Neutral accounts.
DMi
Pro Leave 1.52
Pro Remain 1.48
Neutral 0.71

G

FT

T

DS

DT

S

DMa

DE

1.24
0.12
0.85

1.76
0.32
1.42

1.08
1.56
1.28

2.16
2.2
1.85

0.96
1.40
2.00

0.88
1.52
0.71

0.6
1.44
0.71

1.96
2.04
1.86

Principle component analysis is performed on the high dimensional profiles of
all ego networks, and the correlation between the first, second and third principal
component and the original variables, i.e. distances to each of the nine newspapers,
are shown in table 3.4. The original variables, i.e. distances to newspapers, are thus
replaced by the new principal components. The first principal component explains
35% of the overalll variability; the second one explains 17% of it; and the 3rd one
explains 16% of it. This means that by projecting the high dimensional data onto
the three first principal components, about 70% of the data can be reconstructed.
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(a)

(b)

(c)

(d)

Figure 3.4: Four example ego networks. The top row, network (a) and (b), come
from the Pro Remain set, and the bottom row, network (c) and (d) come from the
Pro Leave set. The shade corresponds to the node’s first principal component score.
A more densely connected community is present in all four networks, and in network
(a) and (b) most connections run between nodes with similar shades.
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Table 3.4: The correlations between the first principal component and the original
variables.
Component DMi
First 0.43
Second 0.14
Third -0.28

G

FT

T

DS

DT

S

DMa

DE

0.02
-0.35
-0.24

-0.09
-0.50
-0.64

0.17
-0.45
0.29

0.36
-0.14
-0.15

0.12
-0.49
0.58

0.46
0.28
-0.03

0.31
0.18
0.12

0.58
-0.16
-0.04

The first principal component does not reflect any di↵erences between newspapers of di↵erent political slant; instead there is some di↵erent feature that is
responsible for the largest part of the variation. The second component, which
explain 17% of the variance reflects the division between tabloids and broadsheet
papers. The four broadsheet papers The Financial Times, The Guardian, The Daily
Telegraph and The Times are found among the newspapers associated with negative values. The Daily Star and The Daily Express are also given negative values
in the second principal component, but much lower values than the others. The
third component, which explains about the same amount of variation as the second
component, captures the di↵erence in political slant between the newspapers. All
pro remain newspapers are associated with negative values, and all pro leave newspapers except two are associated with positive values. Again The Daily Star and
The Daily Express are the newspapers that are behaving unexpectedly.
Figure 3.5 shows the correlation between the original variables, i.e. the distance
to each newspaper in degrees of separation, and the principal components in the
space of first and second component in the left panel and in the space of the second and third component in the right panel. Variables are grouped together when
they are positively correlated, and far apart when they are negatively correlated.
Examining the left panel it is clear that the four broadsheet papers are positively
correlated, and negatively correlated to the five tabloids in the first and second component. There are no clear clusters in the space of the second and third principal
component, but the newspapers featuring the most pro leave articles are grouped
on the top half of the graph, and respectively, the newspapers featuring the most
pro remain articles are on the bottom half of the graph.
The full principal component decomposition of all profiles along the third principal component is shown in figure 3.6. The x-position is given by the first principal
component score of the ego account, and the y-position is the average score of its alters. Ego accounts are represented by white markers if they are drawn from the pro
leave set (indi↵erent of the belonging of the alters), with black markers if they are
drawn from the pro remain set and with gray markers if they are from the neutral
set. The shaded area corresponds to a 90% confidence bound for the alters’ scores,
i.e. if all alters were plotted (instead of just the means) 90% would lie within the
shaded area. There is a clear division between pro leave and pro remain supporters,
while neutral accounts are scattered across the whole spectrum.
A model is constructed through linear regression, and is plotted (dashed line)
together with the data in figure 3.6. The model is given by:
y = 1.30 + 0.40x,

(3.3.1)

and a linear relationship is clear. However, through the construction of the experi25
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Figure 3.5: The original variables (distance to newspapers) in the space of the first
and second principal component (left panel) and in the space of the second and
third principal component (right panel). Positively correlated variables are grouped
together, and negatively correlated variables are positioned on opposite sides of the
plot origin (opposed quadrants).
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Figure 3.6: The principal decomposition along the third principal component. The
x-position is the third principal component score of the ego’s profile vector, and the
y-position is the average score of the alters. Pro Leave accounts are represented by
white markers, Neutral by gray and Pro Remain accounts by black. The shaded area
represents a 90% confidence bound, encapsulating the values of 90% of all alters per
ego. The linear fit (dashed line) has equation y = 0.41 + 0.27x.
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ment, a positive linear relationship between the ego score and the average alter score
is to be expected. The alters can, of course, only be one degree closer, one degree
further away or at the same distance as their ego from any other account. So, any
alter will have profile vector:
p̃ = (p0 + m0 , p1 + m1 , ..., pn + mn ),

(3.3.2)

where mi 2 { 1, 0, 1}, p = (p1 , p2 , ..., pn ) is the profile of the corresponding ego
and pi + mi 0 (cannot have negative distances). Then, after principal component
decomposition, the profile is associated with a scalar value, x = p · z(0) , where z(0)
is the principal component. In the same way, the alter is associated with a value:
y = (p + m) · z(0) = p · z(0) + m · z(0) = x + m · z(0) .

(3.3.3)

Now, to make sense of the graph in figure 3.6 it needs to be compared to a null
model, assuming that the alters follow other accounts completely at random. For a
given ego with score x, the average of the alters’ scores is computed. Disregarding
the fact that pi + mi
0 gives an average score of x, since the expected value of
mi is 0 for all i = 0, 1, ..., n (P (m = 1) = P (m = 0) = P (m = 1) = 1/3, by
assumption). Thus, the null model expects the average alter score to be directly
proportional to the ego score, with a slope of 1. However, negative distances are not
feasible and must be accounted for. Including this constraint to the model gives:
ỹ = 1.0 + 0.14x.

3.4
3.4.1

(3.3.4)

Discussion
Ego Networks

In the crude classification between pro-remain, pro-leave and neutral accounts based
on newspapers, it is clear that people tend to connect with others with the same
exposure, as can be seen in table 3.1. This might partly answer Q1, but one must
treat this result with caution, as the overwhelming majority of the friends, in either
case, does not follow any of the selected newspaper. This does not mean that
these users does not follow news at all, but simply that they chose other sources
of information. Table 3.2 shows that the ego networks does not exhibit assortative
mixing based on this classification. This is expected, since the majority of the alters
are neither pro-leave, pro-remain or neutral, and thus dissimilar to the ego.
The fact that most alters are not direct followers of any of the selected newspapers
can be circumvented by looking at the degree of separation between the accounts
and the newspaper. Assuming that information is disseminating through the edges
of the network, accounts are more likely to be reached, and possibly influenced, by
a source if they are closer to it. Based on the degree of separation between accounts
and the newspapers, the ego networks does in fact show some levels of assortative
mixing, and the e↵ect is higher among Pro Leave supporters. So to answer Q2;
assortative mixing is present in the scalar case, but not much can be said for the
enumerative case due to a design of the experiment. Classifying users based on more
attributes than just the readership of nine selected newspapers might have revealed
a di↵erent result for the enumerative case.
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In general are there no major topological di↵erences between networks from the
di↵erent sets, table 3.2. On average a user’s influence on the whole network, based on
its betweenness centrality, is indi↵erent of which newspaper the person follows. The
transitivity is a bit higher for pro-remain accounts, meaning that they tend to form
denser communities. However, the scalar assortative mixing for pro-remain accounts
is lower than for pro-leave accounts, and so pro-remain accounts tend to be part of
communities of other users dissimilar from themselves. This may at first appear
contradictory with regards to the result in table 3.1, which reports that remain
users are the most likely to connect to similar peers. However, in the principal
component analysis di↵erent variables (degrees of separation from newspapers) are
given di↵erent weights, and thus accounts within the same group can yet be scored
very di↵erently.

3.4.2

Degrees of Separation and Principal Component Analysis

The first and second principal component reflects the di↵erence between classical
broadsheet and tabloid newspapers. Newspapers in the UK are generally split into
two categories: the quality press, commonly known as broadsheets due to their
printed format, and the popular press, commonly referred to as tabloids for the
same reason. Figure 3.5 reveals that there is a division in readership between the
broadsheets and the tabloids. This is not very surprising since the broadsheet papers
are considered more serious and intellectual, and will thus appeal a similar selection
of readers, and in the same manner the tabloids, which tend to report soft content
such as celebrity news and entertainment, appeal to another type of readers.
Interestingly, the third principal component seem to in some degree reflect the
di↵erence in political slant between the di↵erent newspapers, why it used in the
analysis shown in figure 3.6. However, The Daily Star and The Daily Express are
not grouped with the other pro leave newspapers. This could partially be explained
with other factors. For example, The Daily Star features very few political articles,
and is the newspaper with the fewest articles mentioning the referendum during the
campaign [24]. Therefore, it is sensible to believe that people do not follow The
Daily Star for its political content, why its third principal component score might
be misleading in this sense. The Daily Express did not feature many articles on the
referendum either, only about half as many compared to the top newspapers; The
Daily Mail, The Daily Telegraph, The Times and The Financial Times, but it had
the highest portion of pro leave articles among all the papers. However, as can be
seen in table 3.3, The Daily Express has the highest average degree of separation
within each of the groups. It should therefore not contribute much to the variation,
why it is given a score very close to zero in the third component.
The x-position in figure 3.6 does in some way reflect how polarized a user, which
is the focal node in the ego network, is in its news consumption. A low score
implies that the user is close to the pro-leave newspapers, and possibly also to The
Daily Mirror, and far away from the pro-remain newspapers The Guardian, The
Financial Times and The Daily Mirror. This is because the degree of separation
to a newspaper is multiplied with the corresponding variable in the first principal
component. Similarly, a high score implies that the user is polarized towards proremain newspapers.
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The y-position in figure 3.6 does, in the same way, reflect the polarization among
the ego’s alters. Therefore, a strong positive trend would imply that the more
polarized a user is in its new consumption, the more likely is the person to connect
to others with a similar polarization. In extreme cases this leads to echo chambers,
where a person with one belief is mostly connected to like-minded individuals.
Since the slope in equation 3.3.1 is considerably steeper than that for the null
model 3.3.4, the null hypothesis can be rejected. And so, to address question Q1;
there seem to be evidence of people being more inclined to follow others with a
similar selection of news, but is that equivalent of being in an echo chamber? Not
really, as being part of an echo chamber corresponds to a more extreme case; in an
echo chamber everyone, or at least almost everyone, in a person’s social sphere share
the same beliefs. Therefore, the shaded area in figure 3.6, within which 90% of the
alters are contained, must also be considered. The vertical width of the area at a
specific point on the x-axis indicates how like-minded the alters of the ego are; the
narrower the more like-minded.
The width of the confidence bound is relatively even across the whole spectrum,
but the left side is perhaps slightly wider in general. This implies that people
following more pro remain slanted newspaper tend to connect to other like-minded
people slightly more than people following the pro leave slanted newspapers.

3.4.3

Method and Limitations

The concept of six degrees of separation is old, and has many times been adopted
to online social media. However, applying it to investigate the echo chamber phenomenon, is to my knowledge a novel approach, and it comes with some limitations.
More people than ever turn to social media for news, but at the same time, conventional media production is challenged by new emerging digital media organizations
[38]. With the great supply of di↵erent news sources this o↵ers, it is maybe naive to
think that people will stick to the digital counterparts of the conventional press in
this transition. The choice of the nine newspapers were however very beneficial for
the purpose of this project, as the political position of each newspaper, regarding
the Brexit referendum, is well documented [25]. Including more new media sources
would simply be infeasible due to the project’s time frame.
The heuristic search model was crucial in conducting this experiment, but even
if the number of API calls were limited to less than 15 per account on average, the
total time for collecting data from one whole ego network amounted to a few hours.
This did of course put some constraints on how much data that could be collected,
and for further studies one would want to reserve more time for this.
In addition, many newspapers does not have only one twitter account, but might
have several accounts responsible for one type of news each, e.g. domestic news,
world news, sport and entertainment etc. For example The Guardian has in addition
to the main account @guardian the following accounts:@guardiannews, @guardiantech,
@GdnPolitics and @guardianscience. In these cases, since not all accounts can be
chosen (which would imply even longer computation times), the main account is
selected, e.g. @guardian.
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4 Structure of the Twitter Retweet
Network and the UK Election
4.1

Background

In the wake of two unanticipated political decisions during 2016: UK deciding to
leave the EU and Donald Trump becoming president of the United States, many
fingers has been pointed in blame at the role of social media in shaping the environment for political discussions online. The Internet has inevitably changed the way
people participate in political debate, and critics claim that the change is causing
fragmentation in political discussions [39]. In order to address this issue, the the
United Kingdom general election is examined for evidence of echo chambers in the
way people discuss this political event.
The United Kingdom general election took place on 8 June, and resulted in
a hung parliament with no party winning the absolute majority of the seats. The
election was called early, after Prime Minister Theresa May announced her intentions
on 18 April 2017 for a snap election; hoping to secure a larger majority for the
Conservative Party in the forthcoming Brexit negotiations. [40]
In the previous part, chapter 3, the news consumption and homogeneity of Twitter users’ social networks are studied surrounding the Brexit debate. In the following
section the communication on Twitter is in focus, and in particular the following
questions:
Q1. To what extent do people with di↵erent ideological affiliations communicate
with each other on social media?
Q2. Is there a di↵erence in what information is shared among like-minded people
of di↵erent ideologies?
The following project is conducted using Apache Spark; an open source, cluster computing platform for large-scale data processing. The development of Spark
started as a research project in the University of California, Berkeley AMP Lab,
with the design purpose to promote speed, ease of use and generality. Spark can be
more than 100 times faster than the popular MapReduce model, by exploiting in
memory computation and other optimizations [41]. Its API has support for Java,
Python, Scala, and R.
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4.2
4.2.1

Method
Design of the Twitter Data Collector

By utilizing Twitter’s streaming API, section 1.2.4, a Twitter-collector is designed to
gather all communication events related to some specified users, hashtags or other
key words, as they occur in real time (up to what Twitter’s public streams with
unknown proprietary algorithms will allow one to collect).
The collector is constructed using the Spark Streaming component, which provides an API for processing of live streamed data [41]. The Twitter streaming API
has been extended for Apache Spark as a part of the Meme Evolution Programme
[42]. Using the extend twitter utilities provided by [42], all communication associated with the tracked accounts or key words can be collected in real time and
classified based of what type of communication event it is (e.g. tweet, retweet, reply
tweet etc.).
During a 10-day period, one week before the election date and 3 days after, over
5.8 million tweets from 1.1 million unique twitter accounts were gathered. Among all
the tweets 2.2 million were retweets, between 0.8 million unique users. The activity
during the collection period is shown in Figure 4.1, where the dashed line represents
the number of events captured during the streaming and the solid line the total
number of events after retrospective data augmentation, section 4.2.2. Three major
events occur during the time of collection, which are reflected in the data. First, on
the evening June 2, BBC held a debate between the Labour leader Jeremy Corbyn
and Tory leader Theresa May in the TV programme ”Question Time”. Second, on
4 June Theresa May held a statement in the wake of the London terror attack, that
took place on 3 June. The largest activity occurred during the election night, when
the first results were declared.
The collector was specified to gather all communication from and to a list of
accounts containing members of parliament, political candidates, journalists, newspapers, political bloggers and other influential people on Twitter. The list of tracked
users contained 2582 accounts.

4.2.2

Retrospective Data Augmentation

The twitter-collector is only recording events that are directly linked to the tracked
key accounts. In order to fill in the gap of the graph with communication between
the active but not tracked users additional tweets are collected retrospectively using
the regular Twitter API. A selection of users is obtained from the accounts that
were active during the debate between Jeremy Corbyn and Theresa May on June 2
(marked with † in figure 4.1). From each user in the set the 200 most recent status
updates are downloaded. Focusing on the night of the debate increases the chance
of finding politically active users.
The augmented data is further used in order to potentially detect more influential
accounts, that were originally overlooked in the design of the collector. Hence, the
timelines for the top 5000 most retweeted accounts (that are not already present in
the original list och tracked users), were retrospectively downloaded and added to
the data. Through this method, an additional 5.2 million communication events are
collected retrospectively.
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Figure 4.1: Timeline during the 10-day period around the British election. The
dashed line represents the frequency captured during the streaming and the solid line
is total frequency after augmentation. Three major spikes in the data are registered
corresponding to; † BBC Question Time with Jeremy Corbyn and Theresa May, ‡
PM statement following London terror attack, and ⇤ the first result of the election
is declared.

4.2.3

Representation of the Retweet Network

In similar way as for the Twitter network in section 3.2.2, the communication network can be represented by a graph. From the data, only communication through
retweets is filtered out and kept, and the users who posts the original tweets and
the retweeters are selected as nodes of a directed multi-edged network, with each
retweet representing a directed edge from the original tweeter to the retweeter. Note,
since one can retweet any tweet posted by a user several times, multiple edges between tweeter-retweeter pairs are allowed. The out-degree and in-degree of a node
in the network represents the number of times the user is retweeted and the number of times the user retweets others respectively. Similarly, the out-neighbourhood
and the in-neighbourhood of a user gives the number of unique retweeters and the
number of unique users who are retweeted by the user respectively.
The reason to limit the study to retweets is because retweeting implies a personal
endorsement of the original tweet, and demonstrates engagement with the author.
Thus, by focusing on retweets the ambiguity of other communication forms on Twitter, which can be used in disagreement, is circumvented. This is further discussed
in section 1.2.
K-means Clustering
Apache Spark supports many clustering algorithms, out of which k-means is the most
commonly used, and is also the one used in this project. The algorithm implented
in Spark’s machine learning library is the k-means|| algorithm, which is a parallel,
scalable and optimized version of the original algorithm [43].
The algorithm aims to partition the set of objects X = {x1 , x2 , ..., xn } into
clusters C = {C1 , C2 , ..., Ck }, such that the within-cluster sum of squares (WCSS) is
minimized:
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arg min
C

k X
X

i=1 x2Ci

||x

µk ||2 ,

(4.2.1)

where µi is the cluster centroid of cluster Ci . This is done through the following
steps: (i): place k initial cluster centroids into the space spanned by the objects
that are being clustered, (ii): assign each object to the cluster that has the closest
centroid, (iii): when all objects are assigned to a cluster, recalculate the position of
the cluster centroids, (iv): repeat (ii) and (iii) until the centroid positions converges
[44]. It can be proven that this procedure always terminates, however it is not guaranteed to find the optimal configuration, corresponding to the global minimum of
the objective function [45]. The algorithm is significantly sensitive to the placement
of the initial cluster centroids, which is accounted for in the k-means|| algorithm by
obtaining an initial set of centriods that is provably close to the optimum solution
[43].
Influential Users
The centrality of each node in the retweet network is then computed using the
PageRank algorithm, see 2.2.4, on the reversed network. That is, in the retweet
network a influential user should be someone who is often retweeted, meaning a large
number of out-going edges, but in the PageRank algorithm an influential vertex has
alot of in-going edges, thus must the edges first be reversed before applying the
algorithm. Table 4.1 lists the ten accounts with the highest PageRank score, as well
as their in- and out degrees, and in- and out neighbourhoods. Table 4.2 and 4.3
shows the top most retweeted members of parliament and newspapers respectively,
and their PageRank scores.
URL Sharing in the Retweet Network
To gain further insights about the conversations concerning the elections, the retweets
containing Uniform Resource Locations (URLs) are separated for additional investigation. In the collected data 560,000 retweets contains a URL, out of which more
than 30,000 are unique URL paths. In order to get something more manageable to
work with, each URL is mapped into its net location, e.g. http://bbc.in/2riLlBM
! www.bbc.co.uk.
On online social media, and especially on Twitter where there is a limit to the
number of characters allowed in a post, it is very common with URL shortenings.
This is a technique that makes URLs substantially shorter while still directing to
the same page. This needs to be accounted for when doing the mapping, so that
a shortened link is correctly mapped to its unshortened counterpart’s net location.
The 30,000 URL paths are mapped to 3341 unique net locations.

4.2.4

Degrees of Separation in the Geometric Network

In order to understand how the retweet network is connected; the concept of six
degrees of separation from section 3.2.5 is revisited, but here the mutual relationship
of being a friend is replaced by the asymmetric relationship of being a retweeter.
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Table 4.1: Retweet Network statistics for the top 10 accounts ordered by PageRank
scoring.
Screen Name

In-degree

In-nbhd

Out-degree

Out-nbhd

PageRank

@jeremycorbyn
@Independent
@piersmorgan
@RichardDawkins
@OwenJones84
@jonsnowC4
@britainelects
@MayorofLondon
@Telegraph
@LordBuckethead

21
681
157
3
261
40
15
44
95
8

20
22
128
3
192
18
14
17
15
8

446586
182212
110467
23577
162140
79638
120310
26496
57631
31765

177664
64369
77358
16309
70450
51039
45187
19605
28801
27702

32976.8
14905.7
14601.5
9030.9
8315.8
6978.2
6770.1
6757.5
6312.4
5841.6

Table 4.2: Retweet Network statistics for the top 5 most retweeted members of
parliament
Screen Name

In-degree

In-nbhd

Out-degree

Out-nbhd

PageRank

@jeremycorbyn
@theresa may
@AngelaRayner
@LordBuckethead
@DavidLammy

21
0
101
8
29

20
0
68
8
21

446586
41455
40450
31765
30502

177664
30468
14154
27702
21928

32976.8
5821.2
3908.7
5841.6
3579.9

Table 4.3: Retweet Network statistics for the top 5 most retweeted newspapers
Screen Name

In-degree

In-nbhd

Out-degree

Out-nbhd

PageRank

@Independent
@Telegraph
@MailOnline
@TheSun
@FT

681
95
594
149
149

22
15
10
23
65

182212
57631
31429
25679
23571

64369
28801
15649
13321
12580

14905.7
6312.4
4118.7
3078.5
2194.6
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Thus, there may exist several paths from one user to another, while there is no path
in the reversed direction.
A few key users are picked out, such as politician, newspapers or other influential users, and the directed degrees of separation between each user to each of
the key users is computed. The key users can be chosen either through a data
driven approach, by simply looking at the most influential users based on some centrality measure, or manually by picking accounts that are of most interest for the
experiment.
Since the retweet network is multi-edged (a user can retweet someone several
times), Dijkstra’s algorithm, section 2.1.1, is used. However, here the idea from
[46] is adopted, where the degrees of separation measured by the length of the most
retweeted path is of interest, and not simply the shortest path. Thus, the strength
of the connection between two vertices, u and v, i.e. the number of times v retweets
u, must be accounted for. Let ru,v denote the observed number of retweets between
u and v, i.e. the multiplicity of the edge from u to v in the retweet network.
The retweet network can then be transformed into a weighted network throught the
mapping m : ru,v 7! 1/(1+ru,v ), see figure 4.2. Hence, the new network, G = (V, E),
will have edge weights: {pu,v = (1 + ru,v ) 1 : 8(u, v) 2 E}, and the set of edges E
is the same as for the original multi-edged network. This network will be referred
to as the geometric retweet network since the edge weights now corresponds to the
probability parameter of a geometrically distributed random variable.

4.2.5

Neighbour Joining and the Classification Tree

Based on the degree of separation between each user and each of the key accounts;
a classification tree can be constructed, with each branch of the tree representing
users with the same path lengths from the key accounts. Since all user on the same
branch are similarly connected to influential accounts in the retweet network, the
theory goes that they are also likely to share similar ideological beliefs in general.
The technique is borrowed from bioinformatics, where it is used to cluster DNA or
protein sequence data. It is constructed through a neighbour joining algorithm [47],
that starts with a unresolved tree, where all, n, branches are connected together via
a single hub vertex. Then, by looking at the distance between the profiles associated
with each branch, the algorithm proceeds by iterating through the following steps
w

w

m
u

v

1
4

1
5

u

1
2

v

Figure 4.2: Illustration of the transformation of the multi-edged retweet network
to geometric retweet network through the mapping m : ru,v ! (1 + ru,v ) 1 . In
the left figure the most retweeted path from u to v is through the vertex w, which
corresponds to the shortest path in the geometric network to the right.
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until the whole tree is resolved:
1. Compute the matrix D⇤ from the distance matrix D:
D⇤i,j

= (n

2)d(i, j)

n
X

d(i, k)

k=1

n
X

d(j, k),

(4.2.2)

k=1

where d(i, j) = Di,j is the distance between profile i and j.
2. Find the pair of vertices (i, j) for which D⇤i,j is the minimum value of D⇤ , and
join them with a new vertex which is connected to the hub vertex1 .
3. Calculate the new distance matrix, where the two joined vertices are replaced
by the new vertex. The distance from each vertex, k, to the new vertex, u,
joining v and w is computed by:
1
f (u, k) = (d(v, k) + d(w, k)
2

d(v, w)).

(4.2.3)

The distance matrix, D, is computed using the L1 -distance between profiles, i.e. the
sum of the absolute di↵erence between each element in the profile, also known as
the Manhattan distance.

4.3
4.3.1

Result
Influential Users

Table 4.1 and 4.2 reveals that the leader of the Labour party Jeremy Corbyn (@jeremycorbyn) is the most influential user both in terms of out-degree, i.e. the number of
times he is retweeted, and in PageRank score. He has been retweeted more than ten
times as often as the leader of the Conservative party Theresa May (@theresa may),
who was the second most retweeted Member of Parliament (MP).
Table 4.3 shows that The Independent (@Independent) is the most retweeted
newspaper, and is also the second highest ranked account based on its PageRank
score, just above the journalist Piers Morgan (@piersmorgan).

4.3.2

Degrees of Separation from Key Accounts

The length of the most retweeted path from every user in the geometric retweet
network to each member of a set of key accounts is obtained using Dijkstra’s algorithm. The key accounts contain members of parliament representing top politicians
from the two biggest parties; Labour and Conservative, together with political journalists, bloggers and newspapers. The members of parliament are Jeremy Corbyn
and Angela Rayner from the Labour party and Theresa May and Boris Johnson
from the Conservative party. The most retweeted, and left leaning, newspaper The
Independent and the conservative newspaper The Daily Telegraph are also chosen
The reason for using D⇤ instead of the distance matrix D is to ensure that neighbouring
vertices in the tree are closer to each other than to any other vertex in the tree. The results follows
from the Neighbour Joining theorem [47].
1
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as key accounts together with the journalists and political bloggers; Robert Peston
(journalist and host of the weekly political discussion show Peston on Sunday), Piers
Morgan (journalist), Kevin Maguire (political journalist and associate editor at the
Daily Mirror), Owen Jones (columnist for the Guardian and the New Statesman),
Kevin Maguire (journalist), Louise Mench (politcal blogger) and Guido Fawkes, alias
Paul De Laire Staines (Political blogger). The key accounts were chosen to represent influential users across the political spectrum by selecting from top retweeted
accounts by users who also retweeted Jeremby Corbyn or Theresa May.
Table 4.3.3 reports the frequency of users with the same retweet profile given
by the length of the most retweeted path to each of the 13 key accounts, i.e. the
degrees of separations from each of the four politicians; Jeremy Corbyn (JC), Theresa
May (TM), Angela Rayner (AR), Boris Johnson (BJ) and the eight journalists and
bloggers; the Independent (In), the Daily Telegraph (Te), Robert Peston (RP),
Piers Morgan (P), Keven Maguire (KM), Owen Jones (OJ), Paul Mason (PM),
Louise Mench (LM) and Guido Fawkes (GF). A neighbour joining classification tree
is constructed by using the distance between profiles, described in 4.2.5, and is
shown in the first column of table 4.3.3. The tree covers more than one third of
the total population and is composed of two major parts, called clades, of di↵erent
sizes, which can be further divided into smaller branches. The leaf nodes of the tree
corresponds to a unique retweet profiles, and leaves on the same branch are closer
in the L1 distance than leaves from di↵erent branches. The leaves corresponds to
the ten most populated profiles together with 9 additional leaf nodes with distinct
profiles representative of the population of interest. These are the profiles with one
or two degrees of separation to either Jeremy Corbyn or Theresa May.
The biggest clade of the tree, with leaf ids 73, 2, 173, 144, 5, 67, 35, 40, 1, 22
and 4 represents users who are closely connected to either the Labour politicians
Jeremy Corbyn and Angela Rayner or the Conservative politicians Theresa May and
Boris Johnson, and contains almost one fourth of the total population. The clade
can be further divided into two smaller branches. One branch, with leaf id’s 67,
35, 40, 1, 22 and 4, contains left leaning users close to the Labour politicians, the
other branch, with leaf ids 73, 2, 173, 144 and 5, contains conservative users close
to Theresa May.
Furthermore, the left-leaning branch is generally closer the Independant, and
bloggers/journalists such as Owen Jones and Ropert Peston. The right-leaning
branch is instead closer to the Daily Telegraph and Piers Morgan. The right-leaning
branch is also generally closer connect to the blog Guido Fawkes, compare to the
other branches in the tree.
The second biggest clade with branch leaf ids 9, 7, 10, 8, 3, 189 and 6 constitutes
about 11% of the population, represents users who are relatively far from all of
the key accounts. Two leaves with one degree of separation from Theresa May are
found in this clade. Common for these nodes are that they three or more degrees of
separation from any of the other key accounts. Leaf 7, which is the most populated
retweet profile with only one degree of separation to Theresa May, represents users
who are not connected to any of the other key accounts, i.e. there is no path from
any of the key accounts, except for Theresa May, to these users. Consequently, these
users constitutes a separate component of the geometric retweet network. Zooming
into this component reveals that a major portion (68%) of all the edges originates
from Theresa May and that the other top retweeted accounts are Donald Trump
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News/Bloggers
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3
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2
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1

3

3

4

Table 4.4: The classification tree covering the top 10 most populated profiles together with 9 additional profiles of interest. Each profile
is associated with a leaf on the tree.

and the Daily Mail together accounting for less than 1.5% of all edges.

4.3.3

Communication in the Retweet Network

The di↵erent branches of the classification tree in table 4.3.3 represents groups of
people with similar ideology, influences and sources of information with regards to
the 13 key accounts. In order to gain further insights of how these people participate
in discussions on Twitter, the retweet patterns in each group is investigated.
The full retweet network consists of more than 100,000 distinct profiles. In order
to save computational resources, the following analysis is restricted to the top 25 of
those, which amount to 45% of the total population. Each of the remaining branches
is merged with its most similar branch among the top 25. The most similar branch
is found using the K-means algorithm, by letting each of the K = 25 cluster centers
represent one of the top 25 branches. This results in each user in the retweet network
being associated with a branch representing one of the top 25 most common profiles.
The frequency of cross-branch retweets are displayed in figure 4.3. The x-axis
represents the cluster distance, measured in the L1 -norm, and the y-axis represents
the normalized number of connected user pairs separated by branch distance x. The
frequency seem to be exponentially decreasing with cluster distance.

4.3.4

Sharing of External Content

The retweets containing URLs are analyzed to gain further insights about what is
being discussed by users on the di↵erent branches of the classification tree. Among
the left leaning users content from www.theguardian.com, www.labour.org.uk,
and www.independent.co.uk belong to the most shared URLs. In the right leaning branch mostly content from www.dailymail.co.uk, www.patribotics.blog
(a blog by the former conservative member of parliament Louise Mensch), and
www.newsweek.com (an American news magazine) is shared.

4.4
4.4.1

Discussion
Choice of Key Accounts

The classification tree in table 4.3.3 is determined by the choice of key accounts.
Here the accounts were deliberately chosen to reflect the coupling between ideology
(retweet distance to politicians) and influences in the form of newspapers, political thinkers and bloggers. A data driven approach, e.g. choosing the top accounts
based on some centrality measure as key accounts, could also show interesting results. A disadvantage of manually choosing the landmarks is that it requires domain
expertise, in order to get a meaningful and interesting result. Finding a set of key
accounts that maximizes the segregation of the classification tree while encapsulating as many users as possible is a very complex computational problem, but could
potentially lead to valuable insights.

39

Frequency

0.8
0.6
0.4
0.2
0

0

10

20

30

40
Distance

50

60

70

Figure 4.3: Frequency of cross-branch retweets versus branch distance.

4.4.2

Population of the Classification Tree

The two major clades in the classification tree in table 4.3.3 divides the users into
those who participate in political discussion online and those who do not. The
politically interested users can further be forked into a left- and a right leaning
branch. Accounts close to either conservative or labour politicians are thus clustered
together, implying that share similarities with respect to the other key accounts as
well. As can be seen in table 4.1 the data is heavily skewed towards Jeremy Corbyn.
Theresa May is the second most retweeted politician, but table 4.2 shows that she
does not retweet anyone during the collection time. This means that there is no
path to Theresa May in the directed retweet network. The implication of this can
be seen in the classification tree in table4.3.3, where the profile with id 7 is at an
infinite distance to every other key account. This branch constitutes of users who are
almost exclusively retweeting Theresa May, and thus they are separate from the rest
of the network. This might be the explanation to why this branch is not clustered
together with the other right-leaning branches. Studying the full profiles in table
4.3.3 reveals that users from the left- and right-leaning branch have very di↵erent
sources of information, while within the branch the profiles tend to be quite similar.
For example: left leaning users are in general close to the Independent, and to the
journalist Owen Jones and far away form the Daily Telegraph, Piers Morgan, Luise
Mench and Guido Fawkes, while the complete opposite is true for the right leaning
users. This indicates that the sharing of information looks very di↵erent depending
of where in the classification tree a user is, and thus answering Q2. Previous studies
have found similar results, that political groups in the UK do form communities
with like-minded online, and that the echo chamber e↵ect does exist [39]. However,
in that study, only individuals who actively labelled themselves as belonging, or
supporting, a political party, by writing it in their descriptive field on Twitter were
analyzed. The strength of this study is that the classification of accounts is based
on the structure of the network, and thus all accounts showing activity during the
time of data collection can be used in the analysis. Judging from the cross-branch
retweet ditribution in table 4.3, the more dissimilar two users are with respect to
their retweet profiles to less likely they are to engage with each other. This gives an
40

idea for the answer to question Q1; that the extent to which people communicate
with each other on Twitter is exponentially decreasing with respect to the cluster
distance.
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5 Conclusion
Using data collected from Twitter, related to the EU referendum and the 2017 UK
general election, the goal of this thesis was to investigate the existence of ideological
echo chambers on social media. Di↵erent approaches to analyze the data have been
used by viewing Twitter from two di↵erent perspectives.
In sum, looking at Twitter from a social network point of view reveals that
people tend to connect to each other in heterogeneous networks with respect to
their online news consumption. In this thesis it has been shown that there is a
positive relationship between the news exposure of a users and the news exposure
of his or hers friends but the breadth of news exposure within a person’s personal
network is in general wide enough to incorporate many di↵erent sources of news.
By viewing Twitter as an information network, where people read and participate in political conversations, reveals that in the context of an political issue (in
this case the UK general election) people are more likely to pass on information from
ideologically similar peers than from dissimilar sources. Investigating data comprising over 2 million retweets collected during 10 days in connection to the UK general
election, shows that Labour supporters are rarely engaging with Tory supporters via
retweets and vice versa.
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