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Abstract

Designing a Lightweight Convolutional Neural
Network for Onion and Weed Classification

Nils Bäckström

The data set for this project consists of images containing onion and 
weed samples. It is of interest to investigate if Convolutional 
Neural Networks can learn to classify the crops correctly as a step 
in automatizing weed removal in farming. The aim of this project is 
to solve a classification task involving few classes with relatively 
few training samples (few hundred per class). Usually, small data 
sets are prone to overfitting, meaning that the networks generalize 
bad to unseen data. It is also of interest to solve the problem using 
small networks with low computational complexity, since inference 
speed is important and memory often is limited on deployable systems. This work
shows how transfer learning, network pruning and 
quantization can be used to create lightweight networks whose 
classification accuracy exceeds the same architecture trained from 
scratch. Using these techniques, a SqueezeNet v1.1 architecture 
(which is already a relatively small network) can reach 1/10th of the 
original model size and less than half MAC operations during 
inference, while still maintaining a higher classification accuracy 
compared to a SqueezeNet v1.1 trained from scratch (96.9±1.35% vs 
92.0±3.11% on 5-fold cross validation)

ISSN: 1401-5757, UPTEC F17050
Examinator: Tomas Nyberg
Ämnesgranskare: Carolina Wählby
Handledare: Lars Asplund



Populärvetenskaplig sammanfattning

Under de senaste åren har flera omr̊aden inom bildanalys revolutionerats
av nya tekniker baserade p̊a djupinlärning (Deep Learning), och den mest
framg̊angsrika tekniken är neurala nätverk baserade p̊a faltning (Convolu-
tional Neural Networks). Målet med examensarbetet är att undersöka om
det g̊ar att använda dessa moderna tekniker för att skilja p̊a lök och ogräs,
som ett steg i att automatisera borttagning av ogräs vid lökodling. I ett au-
tomationssystem för ogräsborttagning ute i fält är det sannorlikt att beräkn-
ingskraften är begränsad, s̊a en stor del av examensarbetet är ocks̊a tillängnat
åt att försöka optimera beräkningsmetod och nätverksarkitektur.

Beräkningsmetoden optimeras genom att i beräkningarna använda heltals-
representation vilket minskar andelen minne som behöver allokeras för nätver-
ket. Nätverksarkitekturen optimeras genom att genomföra en trestegs-process
för träning av nätverken. Först tränas nätverken att känna igen många fler
objekt än bara lök och ogräs. Sedan tränas nätverken om till att bara känna
igen lök och ogräs. Tredje steget är att undersöka vilka delar av nätverket
som används minst, och ”klippa bort” dessa delar. Första träningssteget
gör att nätverket lär sig generalisera bättre till bilder den inte sett förut, och
steg tv̊a specialiserar nätverket för det aktuella problemet. Steg tre optimerar
användningen av beräkningsresurserna.

Det visar sig att denna trestegs-process presterar bättre i test än om man
skulle ha utg̊att ifr̊an den ”färdigklippta” nätverksarkitekturen och börjat
träna nätverket därifr̊an.

Examensarbetets resultat visar att djupinlärning i form av faltningsnätverk
är en god kandidat till att användas vid bildigenkänning för automatiser-
ing inom jordbruk. Teknikerna som användes för optimering av beräkn-
ingsresurser anses vara användbara.



1 Introduction

The thesis work is done as a collaboration between Uppsala University and
the company Unibap AB.

1.1 Background

Computer vision is a quickly developing area of research where many ac-
tors are attempting to support or even replace the human factor in solving
complex tasks that so far have required human vision to understand. Uni-
bap is developing an intelligent vision system (IVS) aimed towards real time
analysis of image streams as a component in automatization processes. The
vision system consists of an FPGA which does basic image processing, and
a CPU/GPU used for further analysis.

A common image analysis method is classification using convolutional
neural networks (CNN), which utilizes the parallel architecture of the GPU
to speed up the computations. The FPGA architecture is also highly parallel
and therefore suitable for performing the same type of computations in the
neural networks. Moreover, the FPGA is not tied to the relatively large
floating point representation of 32 or 64 bit, which is often used in GPU, but
can instead operate using a smaller representation such as 8 or 16 bit fixed
point.

One of the ideas for optimizing the processing flow is to reallocate some
of the computations in a CNN, from the CPU/GPU to the FPGA, but it
is not clear how the neural network will perform in the classification tasks
given the limited numerical arithmetic representation in the FPGA.

Furthermore, the computational resources of the system are limited, and
it is of interest to investigate what techniques can be used to design a CNN
model that is both accurate and, that has a small memory footprint and low
computational complexity.

Unibap has a collaboration with SLU where the vision system is to dis-
tinguish onion plants from weed/tares. This project will be followed closely
during the extent of the thesis work, and the goal is to apply what is learned
during the thesis to aid this project.

This thesis work will investigate the viability of classifying onion from
weed using CNN:s. It also aims to test how lowering the arithmetic precision
and using other state of the art (SOTA) techniques for making the model
lightweight, can be used to achieve high classification results while keeping
the model size small and the computational complexity low.
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1.2 Related work

Since 2012 when the yearly ImageNet competition (top1 and top5 classifica-
tion accuracy on 1000 different objects) was won by Krizhevsky et al. [17],
CNN:s have dominated the SOTA approaches to many areas of computer
vision, and in particular image classification.

Since then, a lot of research has been conducted on the design space
of CNN:s. One approach focuses on increasing the model size (more stacked
layers or more filters per layer) to achieve better classification accuracy. How-
ever, increased network size introduces training complications, not only re-
lated to overfitting (too many parameters to describe the problem) but for
the network to converge well at all. A solution that has been shown to work
well in practice for both nets of large depth (ResNet[11]) and width (Wide
Residual Network[26]) is to learn residual functions in the layers.

Another approach is focusing on optimizing the classification accuracy
while keeping the model small (low computational complexity and few param-
eters), and some successful net architectures are SqueezeNet[13] and Simp-
Net[10]. The amount of model parameters in a CNN is highly dependent
on the sequence of layers in the network. SqueezeNet for example makes
observations about which sequences of layers that contribute to an increase
of model parameters, and attempts to create a design that minimize the
amount of model parameters while still maintaining the expressability of the
network.

Both the training and testing phase of CNN:s is highly parallelizable and
researchers have been taking advantage of the GPU architecture to speed
up computations. However, GPU:s were originally designed for graphics
calculations and have for many years been optimized for computations using
float32 precision. Recent research[6] shows that classification accuracy does
not decrease more than a few percent when lowering the precision to 8-
bit dynamic fixed point precision. In [1] they go even further, using binary
representation for the weights and show that the decreased precision can even
act as regularization of the network. Storing weights 1/4th or the memory
size (as in the example of 8 bit fixed point representation) could enable
deployment of larger models on systems with smaller memory capacity.

Originally, CNN:s were trained and tested on fixed data-sets on high-
end desktops and CPU/GPU clusters. The training/testing sets are usually
divided somewhere around 50/50 or 90/10 and since training requires more
computation per input, the training part is also the most time consuming
and computationally expensive.

Nowadays, the demand for deployable systems with pre-trained networks
are increasing (self-driving cars, surveillance systems, etc). This means that
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the data-set for inference is not fixed, and the amount of computations spent
on inference is likely to greatly surpass the amount of computations spent
during training. It is therefore of interest to minimize the computational
complexity of the deployed model.

2 Theory

2.1 Convolutional Neural Networks

2.1.1 Neural Networks

It is assumed that the reader is familiar with the basic concepts of standard
feed-forward neural networks such as neuron, activation function, loss func-
tion, back propagation, stochastic gradient decent (SGD) with momentum,
regularization etc. Otherwise, please refer to either Deep Learning[5] or the
Stanford CS course[16].

2.1.2 The convolutional aspect

Convolutional Neural Networks is a Neural Network framework adapted to
image analysis. Instead of naively assuming that every single pixel in an
image is correlated to all other pixels (this approach would be intractable to
compute for regular image sizes and it is very likely to overfit the model to
the training data as well), the network attempts to learn a hierarchy of local,
and spatially independent features. Only in the end of the network would
these features be combined in order to classify the content of the image.

2.1.3 Layers

The feature hierarchy is constructed through a sequence of layers, which in
general can contain any mathematical operation, but which mainly consists
of three different categories of functions: Convolution, down sampling and
non-linear activation functions. In the end of the network the features are
summarized in either fully connected layers or global average pooling layers.

The convolution layers (CONV) learn and compute the local features
in each hierarchy level of the network. A convolution kernel is a 3-dimensional
weight matrix (d×w× h) where d is equal to the number of depth channels
in the input data (e.g. three for an RGB image), and usually w = h =
1 + 2n, n = 0, 1, 2, ... to create a square kernel centered on a single pixel.
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The convolution layer is sometimes specified using kernel size1 ks = w =
h only, e.g. CONV(ks × ks). These kernels are convolved over the data,
computing the dot product between the kernel weights and sub regions of
the input volume. The convolution positions are controlled by the stride
s which determines how many pixels the kernel is moved each step. The
convolution kernel also contains a bias term and the convolution operation
can in itself be seen as a linear transformation

W · x + b

where W represent the kernel weights, x represent the activations and b is
the bias term.

If the input to a convolution layer is an RGB image of dimensions [3×32×
32], and the layer contains 12 convolution filters with dimension [3× 5× 5],
the output would be a volume [12× 28× 28].

It should be noted that the input is usually padded with n pixels on each
edge. This, together with stride s = 1 maintains the same width and height
dimensions of the input and the output volume.

The pooling layers (POOL) are responsible for down sampling the data
along the width and height dimensions. The down sampling is usually done
with max or average pooling with kernel size ks×ks = 2×2 and stride s = 2.
The stride determines how aggressive the down sample is and the kernel size
determines how large region the kernel function is applied to.

The non-linear activation function is applied element-wise on the
activations, usually immediately after each convolutional layer. Common
non-linear functions used are sigmoid, tanh or the Rectified Linear Unit
(ReLU, equation 1). ReLU is often preferred because the gradient is easy to
evaluate, because it does not saturate for small and large values, and because
the evaluation time is relatively fast.

max (0, x) (1)

The features found by propagating the image through the convolutional
layers needs to be summarized before being evaluated by the regressor. One
way of doing this is by using Fully Connected (FC) layers. These layers
have shown to work well (they were for example featured in AlexNet), but
they contain a lot of parameters and are prone to overfitting. FC layers
also squash the spatial information contained in the propagating activations.
Another solution is to use a Global Average Pooling (GAP) layer which

1Please note that the variable ks consists of two characters but should be treated as a
single variable.
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contains no parameters, has regularizing effect[19] and allows for different
sized inputs to the networks. Contrary to the FC layers, this layer maintains
a lot of valuable localization information, effectively enabling the possibility
of the preceding CONV layer’s activations to become a heatmap with one-
to-one correspondence with each class in the regressor.

The network is usually supplemented with utility layers that speedup
training and/or help regularize the model. Some of them are explained in
the following text.

The Dropout (D) layer is a popular tool used during training for reg-
ularizing the model. It is often used in the fully connected layers which
contain most of the parameters and are most prone to overfitting. The layer
regularizes the model by selecting a percentage (often 50%) of the weights
in a layer and multiply them by zero. The weights are selected at random
each training iteration, and this forces the network to learn more robust and
independent features, and also helps the network to generalize better to new
data[5].

The Local Response Normalization (LRN) layer is used in AlexNet
to inhibit the magnitude of the activations in the convolutional layers. It was
one of the first solutions to normalizing the output activations when using
ReLU units which are unconstrained in magnitude[17].

The Batch Normalization + Scaling (BN) + (S) layer is a more recent
normalization method which has proven to reduce training time, allow for
higher learning rates and achieve convergence with less careful initialization
of the model parameters. The layers reduce the internal covariance shift that
network nodes experience during training. For more information, see Batch
Normalization[14].

Finally the network is concluded with a Softmax function which is a
generalization of the logistic function. It produces a set of probabilities that
add up to 1.

2.1.4 Complexity

Possible bottlenecks in a CNN are the number of parameters (the number
of variables stored by the model), the memory usage and the amount of
required Multiply-Accumulate (MAC) operations. For a single CONV layer,
these quantities can be calculated through the kernel size ks, number of input
channels cin, number of output channels cout and the output width Wout and
height Hout of the activations propagating through the layer.

If biases are ignored, the number of parameters for a single CONV layer
is calculated as

ks2 × cin × cout (2)
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the number of MAC operations is calculated as

ks2 × cin × cout ×Hout ×Wout (3)

and the amount of memory required for the activations of each layer is cal-
culated as

cout ×Hout ×Wout (4)

The amount of parameters is dependent on both the number of input
and output channels in a layer. For the entire network this yields quadratic
scaling with respect to the number of filters. The number of parameters
grows towards the end of the network because it is independent on W and
H, and because cin and cout increase throughout the network.

The amount of MAC operations is, just as with the parameters, sub-
ject to quadratic scaling with respect to the amount of filters, but is also
affected by the down-sampling of the activation maps (decrease of W and
H). In networks where the amount of filters is doubled when the activations
are down-sampled by half, the amount of MAC operations stays constant
throughout the network.

The memory footprint of the activations scales linearly with respect to
the number of filters in the network. The memory footprint is highest in the
beginning of the network and decreases towards the end of the network.

For a single FC layer, which has a CONV layer output as input, the
amount of parameters and required MAC operations is

cin ×H ×W × |W| (5)

where |W| is the number of neurons chosen for the FC layer.
Since the required MAC operations suddenly become dependent on all

activations of the previous CONV layer, this layer sometimes contains 90% of
the networks weights. For the case where the FC layer has another FC layer’s
output as input, the amount of parameters and required MAC operations is

|A| × |W| (6)

where |A| is the number of in-going activations. These layers also contain
relatively many parameters, but since FC layers usually output less activa-
tions than CONV layers they are of a similar magnitude as the last CONV
layers.

The memory for the propagating activations are insignificant in the FC
layers.
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2.1.5 Mini-architectures / Modules

A common layer configuration is

Input→ [[Conv→ {BN+S}opt → ReLU]N → Pool]M → (FC || GAP)→ Softmax

where the number of kernels in each convolutional layer is increased after
each pooling layer. The general idea behind this is that the network needs
more kernels for the complex features in the end of the network, than it needs
for the basic features in the beginning.

Since the number of parameters in a layer is dependent on both the input
and output channels as cin×cout, one way to reduce the number of parameters
in the network is to alternate between either keeping cin or cout relatively low.

This idea is realized by the Fire module featured in the SqueezeNet
architecture [13], which also exploits the kernel size to reduce the complexity
further.

The module starts with a squeeze stage that reduces the number of kernels
(and therefore the number of output channels) in one Conv(1×1) layer. The
small kernel size makes it extra suitable to ”catch” a relatively large cin.

The activations are propagated to the relatively larger Conv(1 × 1) and
Conv(3× 3) layers which are aimed at maintaining a large expressabillity of
the network.

These fire modules are then stacked to produce a network with low com-
putational complexity.

The module can be seen in equation 7.

Fire1(16, 64, 64) = Conv(1× 1)cout=16 →

{
Conv(1× 1)cout=64

Conv(3× 3)cout=64

}
(7)

where cout is the number of kernels in the layer.

2.1.6 Architectures

The architectures considered in this thesis work are AlexNet and SqueezeNet.
AlexNet uses padding to preserve spatial dimensions in all convolutional

layers. Spatial reduction only occurs in layers with stride > 1. Furthermore,
ReLU layers are used as activation function immediately after every CONV
and FC layer, except fc8. The architecture can be seen in table 1. For a
more detailed explanation, please refer to their paper[17].
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AlexNet
Layer kernel size / stride activations # kernels
conv1 (11× 11) / 4 227x227 96
LRN
pool1 (3× 3) / 2 55x55
conv2 (5× 5) / 1 27x27 256
LRN
pool2 (3× 3) / 2 27x27
conv3 (3× 3) / 1 13x13 384
conv4 (3× 3) / 1 13x13 384
conv5 (3× 3) / 1 13x13 256
pool5 (3× 3) / 2 13x13

fc6 7x7 4096
fc7 4096
fc8 # classes

softmax

Table 1: AlexNet architecture.

Worth noting regarding the AlexNet architecture is that it down-samples
very aggressively in the first two CONV and POOL layers. The model con-
tains 60M parameters.

SqueezeNet also utilizes padding to constrain all down-sampling to the
POOL layers and ReLU is used after every CONV layer. Spatial reduction
only occurs in layers with stride > 1. Furthermore, ReLU layers are used
as activation function immediately after every CONV layer, both inside and
outside of the fire module. The architecture can be seen in table 2.1.6

The SqueezeNet architecture features a GAP layer instead of FC layers
which reduces the model size significantly. SqueezeNet contains around 1.2M
parameters in its original form when # classes is 1000 (for the ImageNet
competition).

SqueezeNet also comes in version v1.1 where the first CONV layer is
CONV(3 × 3) / 2, has 64 filters instead of 96 and pooling is moved from
{1, 4, 8} to {1, 3, 5}.

AlexNet and SqueezeNet are only two examples of network architectures,
and the number of model parameters and required MAC operations in these
networks are a consequence of how the network designers decided to dis-
tribute the parameters between and within the layers. Changes such as ker-
nel size, number of kernels in each layer, where pooling occurs and whether
or not to use a FC layer, is going to affect both the parameter count and the
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SqueezeNet v1.0
Layer kernel size / stride squeeze / expand activations # kernels
conv1 (7× 7) / 2 224x224 96
pool1 (3× 3) / 2 111x111
fire2 16/64/64 55x55
fire3 16/64/64 55x55
fire4 32/128/128 55x55
pool4 (2× 2) / 2 53x53
fire5 32/128/128 27x27
fire6 48/192/192 27x27
fire7 48/192/192 27x27
fire8 64/256/256 27x27
pool8 (2× 2) / 2 27x27
fire9 64/256/256 13x13

conv10 (3× 3) / 1 13x13 # classes
GAP (13× 13)

softmax

Table 2: SqueezeNet architecture.

amount of MAC operations, and the performance of the network. Finding
an optimal trade-off is highly non-trivial.

2.1.7 Forward pass

The forward pass simply propagates the input data through all layers and
produces scores in the classifier. The forward pass is used both during train-
ing and testing.

2.1.8 Backward Pass

Starting from the last layer, the backward pass compares the result in the
classifier (produced by the forward pass) to the ground truth known from
the annotated data. The chain rule of derivatives is used to estimate how
much the previous layer was responsible for the error in the current.

By applying the chain rule recursively all the way back to the first layer, it
gives an estimate on how much every weight in the network was responsible
for the error in the classifier. The network can thus update the weights
accordingly.
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2.2 Error propagation in CNN

A rigorous baseline for analyzing error propagation due to lowered arithmetic
precision in CNNs was laid out by Lin et al.[18]. They considered an optimal
fixed point quantization method and did a theoretical analysis on how the
error propagates through the network. A short summary is presented here
but for more details please see their paper.

If the net architecture consists of only convolution layers and ReLU layers
(which are considered to have little effect on the propagating error), and the
fixed point quantization is sufficiently accurate to satisfy

w̃ · ã = (w + nw) · (a+ na) ≈ w · a+ w · na + a · nw

where w is the weight, a is the activation, n is the error and nw · na ≈ 0,
following analysis can be made.

By disregarding the bias term (error is assumed to be dominated by the
product term (w · a), they observe that the Signal-to-Quantization-Noise-
Ratio (SQNR) γ of the quantized product satisfies the characteristics of a
linear system

1

γw·a
=

1

γw
+

1

γa

and that the SQNR of the output of a certain layer can be expressed as the
Harmonic Mean of the preceding quantized layers, as seen in equation 8.

1

γoutput

=
1

γa(0)
+

1

γw(1)

+
1

γa(1)
+ ...+

1

γw(L)

+
1

γa(L)

(8)

Layers such as Batch Normalization (BN), which only corresponds to a
fixed linear transformation, are considered to have little effect on the propa-
gation of the activations.

2.3 Network compression

Two of the compression methods described in[8] are quantization and prun-
ing.

One of the popular quantization strategies is fixed point quantization,
which is only subject to the dynamic range of the weights and the activations
in the layers.

The simplest form of pruning can be done for any layer type by simply
removing values below a certain threshold (setting them to zero). For the
relatively large matrices often found in the FC layers, this method can provide
good compression compared to relatively small drop in performance, and
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if enough sparsity can be achieved, the computational complexity can be
decreased. Pruning individual weights in CONV layers is not as beneficial,
since intra-kernel sparsity does not increase inference efficiency[9] without
using specialized hardware.

An interesting approach[20] considers the Optimal Brain Damage prob-
lem[2] but for entire convolution kernels. This has a much larger impact
on inference since it removes all computations required by the kernel and its
propagating activations. This pruning strategy is directed at the redundancy
emerging in too large networks when solving simple problems, or cases where
transfer learning is utilized and all transferred features are not participating
in solving the problem.

In the following subsections, network quantization and kernel level prun-
ing is explained more thoroughly.

2.3.1 Network quantization

A signed fixed point number consists of a sign bit and, a bit width and
a fractional length, which together determine how many bits are used to
represent the integer part, and how many bits are used for the fractional
part. The fractional length is sometimes referred to as the scaling factor or
the radix point.

The value of a signed fixed point number n can be expressed as

n = (−1)s · 2−fl
bw−2∑
i=0

Bi · 2i (9)

where s is the sign bit, bw is the bit width and fl is the fractional length.
Compared with a floating point number, a fixed point number can achieve

higher precision at the price of having less dynamic range. A fixed point
number can also utilize the same logical units for arithmetic operations as
integer numbers, which can on some systems speed up computations and
reduce power.

One strategy for quantization, as implemented in Ristretto[6] is to max-
imize the fractional length under the constraint that the maximal possible
value to represent has to be larger than the largest absolute value of the
weights, as in

max
fl

s.t (−1)0 · 2−fl
bw−2∑
i=0

1 · 2i > ||N ||∞ (10)

where N are the numbers to quantize. This approach does not maximize the
precision, but has the strength that aligning numbers of different fractional
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length can be done using bit-shifts which is basically ”free” in most hardware.
The dynamic range of the network weights and its propagating activations

differ between the different layers. If the set of weights and activations are
analyzed separately and layer-wise, the dynamic range is small enough to be
quantized[18]. This type of network quantization is sometimes referred to as
dynamic fixed point precision.

2.3.2 Network pruning

The pruning strategy is to remove the kernels that produce the activation
maps with lowest mean value.

Let āl,k be the mean activation value produced in layer l by kernel k for
a single inference. Every pruning step calculates

Āl,k =
1

|Straining|
∑

s∈Straining

ās,l,k (11)

for every activation map in each layer, where Straining is the training set of
images, and |Straining| is the number of training images.

In order to select pruning candidates fairly among all layers, the mean
activations are normalized layer-wise

Ãl,k =
Āl,k

|Āl|∞
(12)

As for the implementation, an example is given of how to deal with the
removal of propagating activations. Let layer l have K kernels. Layer l + 1
will thus have kernels with dimensions (K × ks × ks). In order to remove
kernel k from layer l, all kernels in layer l+1 must be pruned along the depth
dimension to (K − 1× ks× ks), where slice K = k has been removed.

2.4 Transfer learning

If a network is trained for classification on a data set with classes A =
{a1, ..., aN}, it makes sense to think that the network could use the same
learned features to classify a subset A− ⊂ A with the same accuracy or
better.

What is interesting is that Yosinski et al.[25] showed that a network NA

re-trained on a data set B as NA→B where B 6⊂ A, generalizes better than a
network NB trained from scratch directly on B.

Consider a network N with weights W = {w1,w2, ...,wL} where wl are
the weights of layer l. In this work, a network Ntl=l specifies a network
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where the weights {w1,w2, ...,wl} are initialized from a network pre-trained
on ImageNet[23], and the weights {wl+1, ...,wL} are initialized randomly
from a normal distribution. During training (or fine-tuning) on the new data
set, all weights in the network are allowed to change.

3 Method

3.1 Dataset

The data set consists of images taken on pots containing onions and/or weed.
Three different weed types were used to emulate a variance of different un-
wanted crops. An example can be seen in figure 1.

Figure 1: Example image from the data collection phase.

The images were taken with two or three days interval, capturing images
throughout the lifespan of the onion and the weed. The weed grew very fast
and were occasionally removed and allowed to restart its growth in order to
keep the data set ”clean” and easier to train on.

3.1.1 Data collection setup

The images were taken with the IVS at approximately 45 degrees angle from
the ground plane, both because that angle gives vision on both stem and
leaves, and because it is a plausible angle for the target system to be operating
from.

One obvious issue with the data collection setup is that the background is
extremely bright. If there is to be another data collecting phase, the dataset
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would probably be improved by selecting a background that more resembles
the expected background for the target operating environment.

3.1.2 Annotation

Every image is annotated with bounding boxes around every object of inter-
est. The software used for this is labelImg [24] which follows the annotation
standard of the PASCAL VOC 2012[3] challenge. Examples of annotated
images can be seen in figure 2.

(a) (b)

Figure 2: Bounding box annotation of onion and weed using labelImg [24].

There are two complications with the bounding box placement: Some-
times the boxes overlap, enabling more than one object per image, and some-
times the object reaches far outside the pot, introducing background charac-
teristics specific to the test setup and not expected in the natural habitat of
the plant.

In both cases it is up to the person annotating the images to subjectively
judge what boxes yield the truest representation of the target object. Nat-
urally this introduces a source of error to be accounted for when evaluating
the result.

3.1.3 Sub-sampling

The annotated bounding boxes are used to crop out smaller images annotated
with a single class. An example can be seen in figure 3.

The sub-sampling is done to be able to use single class predictor in the
training and testing.
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(a) (b) (c) (d) (e) (f)

Figure 3: Sub images cropped from bounding box annotation.

3.1.4 Adding background class

To improve localization performance, a background class was added explicitly
to the data set. The mean and standard deviation of the width and height of
the annotated bounding boxes are calculated, and used to sample background
images which have zero Intersection over Union (IoU) with the annotated
bounding boxes.

3.1.5 Cross validation sets

The data set of onion and weed samples are shuffled and divided into five
different sets. Same thing is done to the samples containing the background
class. The background class samples are only used during training and thus
not added together with the onion and weed samples during testing.

The cross validation is done by setting one of the sets aside and then
proceed to train on the other four. This increases the variance since the
networks are not tested on the same data set. However, it also gives a more
accurate expected classification accuracy of the small-sized data set since all
samples are tested on once.

3.1.6 Pre-processing

When the images are used in the network for training, they are re-scaled to
256 × 256 pixels and then a 227 × 227 (or 224 × 224 for SqueezeNet) sub-
sample is cropped out and used in the network. The images are mirrored with
probability 0.5 and the average RGB values of the training set is subtracted
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from every pixel.

3.2 Software

The neural network software used in this thesis work is Caffe[15]. The reason
being that the target system hardware is AMD based and Caffe has a fairly
stable OpenCL branch. Another reason for choosing Caffe is that there exists
a project fork named Ristretto[7] that emulates CNNs with lower arithmetic
precision.

3.3 Evaluation

The CNN is, for every image it classifies, going to output a set of probabilities
(one for each class) that sums to one. The accuracy measurement used is
top-n accuracy which deems the CNN accurate if the correct label is among
the n classes with highest probability. This measurement is used because it
is the standard for many image classification tasks.

4 Results

The result section starts with reproducing classification tasks using quantized
networks, in order to confirm that 8-bit dynamic fixed point quantization is
a valid approach.

After that, the Onion/Weed classification task is solved with quantized
AlexNet networks featuring transfer learning, and several aspects of the clas-
sification results are investigated. The AlexNet results are then used to decide
upon the final architecture alongside with decisions regarding transfer learn-
ing and network compression techniques. To conclude the result section the
final architecture is tested using transfer learning, pruning and quantization.

4.1 Quantization and accuracy

In this section, pre-trained models of AlexNet and SqueezeNet on the Ima-
geNet[23] data set (1000 classes) are quantized to 8-bit dynamic fixed point
precision and tested on the ImageNet test set.

4.1.1 AlexNet

First, the CONV layers, the FC layers and the activations are quantized
separately and the classification result for different bit-widths of the dynamic
fixed point precision can be seen in table 3.
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CONV weights
Bits Accuracy top1
16 0.5620
8 0.5560
4 0.0040

FC weights
Bits Accuracy top1
16 0.5540
8 0.5520
4 0.5480

Activations
Bits Accuracy top1
16 0.5580
8 0.5680
4 0.090

Table 3: Classification accuracy for AlexNet when CONV layers, FC layers
and activations are quantized separately and with different bit widths.

Bit-width 8 works everywhere and only in the FC layers can a lower
precision be used.

When quantizing all layer types and activations in the network together,
bit-width 8 is used everywhere. This time, quantization is done in the layers
up until and including the layer name entry in the table. The result can be
seen in table 4.

(8/8/8)
Layer Accuracy top1
none 0.5712
conv1 0.5690
conv2 0.5682
conv3 0.5700
conv4 0.5688
conv5 0.5690

fc6 0.5684
fc7 0.5670
fc8 0.5638

Table 4: Classification accuracy for AlexNet when CONV layers, FC layers
and activations are quantized to bit width 8, up until and including the layer
name entry.

The accuracy does not decrease much even when the entire network is
quantized, and there is no layer that seem to contribute particularly much
to the decrease in accuracy.

4.1.2 SqueezeNet

SqueezeNet has no FC layers so experiments are only conducted on CONV
layers and activations. Separately, both can be quantized down to 8-bit
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dynamic fixed point precision, as seen in table 5.

CONV weights
Bits Accuracy top1
16 0.5608
8 0.5592
4 0.0048

Activations
Bits Accuracy top1
16 0.5752
8 0.5728
4 0.0348

Table 5: Classification accuracy for SqueezeNet when CONV layers and ac-
tivations are quantized separately and with different bit widths.

When quantizing CONV layers and activations in the network together,
bit-width 8 is used everywhere. This time, quantization is done in the layers
up until and including the layer/module name entry in the table. The result
can be seen in table 6.

8 bit conv weights, 8 bit activations
Layer Accuracy top1 Accuracy top5
none 0.5804 0.8108
conv1 0.5804 0.8076
fire2 0.5808 0.8020
fire3 0.5792 0.8036
fire4 0.5784 0.8032
fire5 0.5772 0.8040
fire6 0.5760 0.8056
fire7 0.5508 0.7920
fire8 0.5528 0.7916
fire9 0.5512 0.7912

conv10 0.5524 0.7904

Table 6: Classification accuracy for SqueezeNet when CONV layers and acti-
vations are quantized to bit width 8, up until and including the layer/module
name entry.

Just as with AlexNet, the accuracy does not decrease much even when
the entire network is quantized. There is a slight jump in accuracy between
quantizing fire module 6 and 7 for both the top1 and the top5 accuracy.

The changes between partially quantized networks are very small and
is not expected to be statistically relevant when working with the weed/o-
nion data set since it contains so few samples. Therefore, networks in the
remainder of the report will either be quantized fully or not quantized at all.
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4.2 Classification of Onion/Weed using AlexNet

For evaluating AlexNet, 5-fold cross validation is used on a data set consisting
of 332 onion samples and 259 weed samples, and the network is trained with
6000 iterations using SGD with momentum 0.9 and a mini-batch size of
64. The learning rate starts at 0.001 and is multiplied with 0.1 after 3000
iterations. Using a higher base learning rate was not possible when using
transfer learning on the fully connected layers, and was kept the same in all
training sessions for consistency.

AlexNet is trained in its original architecture except that the classifier
is adapted to only classify weed and onion. The training is performed with
parameters initialized either completely from random (weights W ∼ N (µ =
0, σ = 0.1), biases: b = 0), or via transfer learning by copying the weights
from an AlexNet pre-trained on ImageNet.

4.2.1 Training

The training loss and accuracy for AlexNet, using transfer learning on all
layers up to and including the layer in the legend entry, can be seen in figure
4. During training, all weights, including the ones initialized via transfer
learning, are learned.
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Figure 4: Training loss and accuracy for AlexNet on cross validation k = 1
with weights initialized via transfer learning up until and including the layer
in the legend entry.

The network decreases its loss and increases its accuracy in fewer itera-
tions when more layers are initialized via transfer learning. Only the first
4000 out of 6000 iterations are shown since nothing more of interest happened
in the last 2000 iterations.
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4.2.2 Testing

The mean accuracy and standard deviation with respect to number of trans-
ferred layers can be seen in table 7.

Test accuracy AlexNet, 5-fold cross validation
tl Mean accuracy Std deviation
0 93.6 2.93
1 94.0 2.58
2 94.7 2.83
3 95.4 2.03
4 96.2 2.80
5 95.3 2.74
6 95.7 2.55
7 94.6 3.59

Table 7: Mean accuracy and standard deviation of the 5 cross validation sets
with respect to number of transferred layers.

A closer look on the individual cross validation results can be seen in
figure 5, where the accuracy with respect to number of transferred layers is
shown for each cross validation set separately.

Cross validation set number 3 seems to be an outlier regardless of how
many layers are initialized through transfer learning. This is likely caused by
an unlucky cross validation split due to the small data set. It is clear that
cross validating on different test sets contributes significantly to the standard
deviation of the test accuracy.

4.2.3 Miss-classification

To investigate miss-classifications on the test set, the network corresponding
to cross validation set 1 is chosen and comparisons are made between the
tl = 0 network and the tl = 7 network.

First out is an image consisting of a large onion sample and a small weed
sample, as can be seen in figure 6.

The image was classified as onion by both networks but appeared as miss-
classified because the ground truth is annotated as weed. Since the image
consists of significantly more onion than weed, it becomes clear that the effect
of annotation errors must be taken into account.

Also note that the tl = 0 network is 100% confident that it is an onion
while the tl = 7 network is 89.65% confident that is is an onion, indicating
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Figure 5: (Top) Individual validation set results. (Middle) Mean and stan-
dard deviation for the 5-fold cross validation. (Bottom) Mean and standard
deviation for the cross validation when subset k = 3 is not included but
shown separately in the same figure.

Figure 6: GT = weed, P (Ntl=0) = Onion (100%), P (Ntl=7) = Onion
(89.65%).

that the tl = 7 network might have found both onion and weed features while
the tl = 0 network only found onion features.

Next miss-classification is an image that also features both onion and
weed. This image is correctly annotated as an onion but also contains a
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small sample of weed. Both networks classify this image as weed in its
original form. In figure 7 the original image and three copies where different
subsets of the image has been replaced by the background color, is shown.
The corresponding predictions by AlexNet with tl = 0 and tl = 7 is the
presented in table 8.

(a) Original image (b) Weed removed

(c) Onion stem removed (d) Onion stem only

Figure 7: (a) Original image. (b, c, d) Original image with weed, onion
stem and onion stem inverted selection removed and replaced with the soil
background color.

AlexNet predictions
Figure 7 tl = 0 tl = 7

a Weed 99.37% Weed 99.48%
b Weed 72.19% Weed 99.69%
c Onion 99.99% Weed 93.31%
d Onion 99.35% Weed 82.40%

Table 8: Classification predictions for the images in figure 7.
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The predictions does not correlate well with the part of the image that
is removed. With tl = 0 the original image is predicted as weed while the
onion stem selection and its inverse selection are both predicted as onion.
With tl = 7 everything is predicted as weed, regardless of what part of the
image is being removed.

Another test was made where subsets of the image were cropped out
as completely new images with new (and more natural) aspect ratios. The
images can be seen in figure 8 and the corresponding predictions is presented
in table 9.

(a) Weed (b) Onion (c) Onion

Figure 8: Subsections from figure 7 a with normal aspect ratio.

AlexNet predictions
Figure 7 tl = 0 tl = 7

a Weed 98.89% Weed 85.24%
b Onion 97.19% Weed 99.99%
c Onion 100.00% Onion 99.86%

Table 9: Classification predictions for the images in figure 8.

For these images the tl = 0 network gets all predictions correct and the
tl = 7 network only miss-classifies on (b). This result indicates that the
miss-classification in figure 7 might be related to the aspect ratio, since the
images gets rescaled to 227× 227 in the network. The miss-classification on
(b) but not (c) for the tl = 7 network might be due to the large number of
fertilizer pebbles in (b), which could be interpreted as leaf-like structures.

The third example of miss-classification stems from the data collection
setup, where the strong back-light outside the pot affects the predictions. An
example is seen in figure 9 and the corresponding predictions are presented
in table 10.
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(a) Original image with weed (b) Bright background removed

Figure 9: Original image and a copy where the bright background is replaced
with the soil background color.

AlexNet predictions
Figure 7 tl = 0 tl = 7

a Onion 94.93% Weed 99.99%
b Weed 99.52% Weed 99.02%

Table 10: Classification predictions for the images in figure 9.

The tl = 7 network gets correct predictions on both images but the tl = 0
network predicts incorrect in (a) when the back light is strong and predicts
correct in (b) when the back light is removed.

4.2.4 Quantization

The CONV layer weights, the FC layer weights and the activations are first
quantized separately for different number of bits in the fixed point repre-
sentation. This is also done with respect to different amount of transferred
layers, and the test result can be seen in figure 10.

Networks with more than the first CONV layer initialized by transfer
learning show a drastic decrease in classification accuracy when quantized
below 8-bit fixed point precision.

Quantization of FC layers is not affected much by the transfer learning
occurring in the earlier convolutional layers, however, as soon as transfer
learning is used in the FC layers, the FC layers cannot be quantized lower
than to 4-bit fixed point precision.

The activations cannot be quantized further than 8 bit for any network
that utilizes transfer learning. It is worth noting that the classification ac-
curacy decreases faster the more layers that have been initialized by transfer
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Figure 10: Test accuracy as a function of number of representative bits in
the fixed point quantization. Legend entry specifies up until and including
how many layers have been initialized via transfer learning.

learning.
Quantization to 8-bit fixed point precision of CONV layers, FC layers

and activations combined, yields less then 1% decrease in accuracy for any
amount of layers initialized through transfer learning.

4.2.5 Weights

Since the filters in the first CONV layer have depth 3, they can be visualized
as regular RGB images. A comparison is made between the filters in the first
layer of a tl = 0 network and a tl = 7 network, both of which have been
trained on the onion/weed data set. A subset of the filters can be seen in
figure 11.

The blob-like filters in figure 11 (a) show what is enough for the network
to differentiate between onion and weed. The filters in 11 (b) show that the
pre-trained weights, even though they were allowed to change, kept much of
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(a) tl = 0 (b) tl = 7

Figure 11: Showing 25 out of the 96 filters in the first convolutional layer of
the network. (a) is a tl = 0 network and (b) is a tl = 7 network.

their original form, and could also be used to differentiate between onion and
weed.

How much the weights in the networks changed during fine-tuning is in-
vestigated further by calculating the L2-norm layer-wise between Ntl,fine-tuned

and Ntl,not fine-tuned where tl ∈ [0, 1, ..., 7]. The result is seen in figure 12.
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Figure 12: Heat map of the L2-norm of the error calculated layer-wise be-
tween Ntl,fine-tuned and Ntl,not fine-tuned where tl ∈ [0, 1, ..., 7].
Note: Not a bar graph but looks like one since the layers initialized via
transfer learning are relatively unaffected by the layers that are not initial-
ized through transfer learning.

Any layer initialized via transfer learning changes very little during the
fine-tuning phase, and any layer not initialized via transfer learning is rela-

26



tively distant from the corresponding layer in the network not fine-tuned on
the onion/weed data set.

The layer-wise mean of the weights is calculated and lies very close to
zero for any layer, regardless of whether the network is fine-tuned or not,
and does therefore not seem to correlate with transfer learning.

The layer-wise standard deviation of the weights is also investigated and
in figure 13 the values are shown for Ntl,fine-tuned where tl ∈ [0, 1, ..., 7].
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Figure 13: Heat map of the standard deviation calculated layer-wise in
Ntl,fine-tuned where tl ∈ [0, 1, ..., 7].

The standard deviation is really low in the fully connected layers regard-
less whether the layers are initialized through transfer learning or not. When
the convolutional layers are initialized by transfer learning, the standard de-
viation is higher and more so in the early convolutional layers than the latter.
If the convolutional layers are not initialized through transfer learning, the
standard deviation is lower and more evenly distributed throughout the net-
work.

4.2.6 Activation map

The activation maps propagating through the network are a result of the fea-
tures learned in the convolution kernels. They can thus help understanding
what features the network found suitable to solve the classification problem.
In this section, the activations of the last CONV layer are investigated and
a subset of all activations for Ntl=0,4,7 is shown in figure 14.

What is interesting to see is that the activations become more detailed
and sparse, the more layers that are initialized through transfer learning.
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Figure 14: (a) Original image and (b,c,d) the same subset of all activation
maps in the last convolutional layer of AlexNet (CONV5) for networks with
tl = 0, 4, 7.

4.3 Discussion before final architecture

Since the training results in zero loss and 100% accuracy the networks overfit
on the training data. For generalization purposes, the overfitting does not
seem to have too bad effect since the classification accuracy on the test set
is quite good (93 − 95%). However, it is an indicator that a network with
fewer parameters could have solved the problem equally well while requiring
less computations.

There is some indication that the classification accuracy increases as more
CONV layers are initialized via transfer learning and then decreases as the FC
layers are initialized via transfer learning. This could mean that the features
transferred to the convolution layers are useful for solving the weed/onion
classification problem but that the more complex combination of features
transferred to the FC layers are too specific to generalize to the weed/onion
classification problem. The relatively high standard deviation due to the
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different test sets in the cross validation causes this to remain as speculations
to be investigated further.

The weights in the transferred layers do not change much during fine-
tuning which might be due to the simplicity of the weed/onion classification
problem. During fine-tuning the network seems to make use of what it al-
ready has, rather than adapt its entire structure.

The AlexNet architecture exhibits a very aggressive down-sampling of
the propagating activations, reducing the activation map from 227× 227 to
13 × 13 in just two CONV layers and 2 POOL layers. This is followed by
three CONV layers with no down-sampling before the FC layers. The reasons
for the relatively high standard deviation in the early CONV layers might be
due to this architectural design, and since high standard deviation is related
to the dynamic range of the weights, this should be taken into consideration
when quantizing the networks to lower arithmetic precision.

An important observation to make is that the activations became both
more fine-grained and more sparse when utilizing transfer learning through-
out all CONV layers. This indicates that transfer learning allows the network
to solve the same problem using fewer but more complex features within the
same architecture.

4.4 Classification and localisation using SqueezeNet

After confirming that the onion/weed classification task could be solved using
quantized CNN:s, and after observing the effect transfer learning had on the
activations in the final layers, both quantization and transfer learning are
utilized in this section as well. Following are some additional observation
points that motivates the final architecture.

Normalization layers such as LRN and BN add computational overhead,
both by requiring more explicit operations, but also because their parameters
were observed to lie in a different dynamic range than the parameters in the
CONV layers, and thus adding more implicit operations in the quantized
networks.

The FC layers in AlexNet contain ≈ 95% of the network weights while
also squashing the spatial information of the activations. Substituting the
FC layers with a GAP layer both maintains spatial information and reduces
the amount of parameters significantly.

SqueezeNet (previously described in 2.1.6) attempts to maximize clas-
sification accuracy while keeping the model size small. It does so without
any normalization layers and utilizes a GAP layer instead of FC layers be-
fore the classifier. Down sampling is done considerably slower in SqueezeNet
than in AlexNet, possibly causing a more even standard deviation through-
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out the network. The network comes in two variations, differing in the first
CONV layer and where the pooling occurs. Both architectures have publicly
available model files pre-trained on ImageNet.

4.4.1 Training

To train and test SqueezeNet v1.0 and SqueezeNet v1.1, 5-fold cross valida-
tion is used on a data set consisting of 410 onion samples, 639 weed samples
and 766 background samples, where the background samples are only dis-
tributed to the training sets and not to the test sets.

The network is trained for 4000 iterations using an effective mini-batch
size of 64. The learning rate starts at 0.001 and is multiplied by 0.1 after 2000
iterations. The weights not initialized via transfer learning are initialized
using Xavier initialization[4].

4.4.2 Classification accuracy

The two SqueezeNet architectures are initialized with either no transfer learn-
ing or transfer learning in all layers. The classification accuracy is tested after
the networks have been quantized to 8-bit dynamic fixed point precision.

SqueezeNet, quantized to 8-bit dynamic fixed point
tl = 0 tl = 25

SqueezeNet v1.0 93.3± 2.07% 96.8± 0.70%
SqueezeNet v1.1 92.0± 3.11% 96.9± 1.35%

Table 11: Mean test accuracy ± standard deviation across the 5 cross vali-
dation sets.

The classification accuracy increases significantly for both networks when
utilizing transfer learning. Despite cross validating on different test sets, the
standard deviation is low enough for the tl = 25 networks to ensure that
transfer learning improves classification.

Since SqueezeNet v1.1 is reported to have 2.4x less computations than
SqueezeNet v1.0, and no significant difference in classification accuracy is
found between the tl = 25 versions of the network, only SqueezeNet v1.1
with tl = 25 is considered for the rest of the result section.

4.4.3 Activation map and localization

To investigate the activation maps for the SqueezeNet architecture, a slightly
different approach than for AlexNet is chosen.
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The SqueezeNet architecture is not dependent on the size of the input
image, but the features learned by the network is. However, since the network
is trained on scaled down sub-samples (224× 224) of the original image size,
it is of interest to see how the network responds to the original images in full
size (1024× 1280), where the features in the image should have similar size
relative to the kernels in the network.

The image chosen can be seen in figure 15 and contains all classes; onion,
weed and background, and the reason for that is to further investigate the
redundancy in the activation maps and also what localisation information
that can be extracted from the final layers of the network.

Figure 15: Original image containing onion, weed and background.

In SqueezeNet, the activation maps produced by the second last convolu-
tional layer corresponds to the most complex features of the network, similar
to was was shown for AlexNet in section 4.2.6. A subset of all activation
maps is shown in figure 16.

Alongside finding activations that correspond to the classes, several of
the activation maps are empty, despite that the image contains all classes,
indicating that redundancy might occur in SqueezeNet as well.

In the last convolutional layer, the activation maps have a one-to-one
correspondence with the classes and can therefore be seen as heat maps of
where the network finds features that describe the corresponding class. The
heat maps can be seen in figure 17.

It is clear that some localisation information can be gained from the heat
maps since the activations on onion and weed overlap well with the original
image. The background class also seem to catch sharp lines like the pot edge
which otherwise might be picked up by the onion map.
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Figure 16: A subset of the activation maps produced by the second last
CONV layer in SqueezeNet.

Figure 17: Activation maps produced by the last CONV layer in SqueezeNet.
Top left: Onion, Top right: weed, Bottom left: Background.

4.5 Network Pruning

Network pruning is done for the SqueezeNet v1.1 network with tl = 25 as
an attempt to lower the redundancy of the network. The objective is to
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see how many kernels that can be removed before significant reductions in
classification accuracy is observed. It will also be investigated if quantization
has any affect on the classification accuracy of the pruned networks.

4.5.1 Fine-tuning during pruning

To validate the average mean activation for a kernel as pruning condition,
the training loss is followed when the average mean activation condition is
compared to removing randomly selected kernels.

Every pruning step, 1/16th of the original number of kernels in each layer
(un-pruned network) will be removed, and the network is then trained for
800 iterations with learning rate 0.001. The loss can be seen in figure 18.
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Figure 18: The training loss during fine-tuning in between pruning. Pruning
removes 1/16th of the original network size every iteration and occurs every
800 training iteration.

The loss spikes higher and is reduced slower when removing kernels at
random than when removing the kernels according to the average mean ac-
tivation criterion.

4.5.2 Classification accuracy of pruned and quantized networks

If the last CONV layer in SqueezeNet is ignored, (it cannot be pruned since
it has to be one-to-one with the number of classes) the network has 2944
convolutional kernels. Among those kernels, the 23 least active kernels (ac-
cording to the strategy presented in section 2.3.2) are removed each pruning
step. After each pruning step, the network is re-trained using base learning
rate lr = 0.001 during the first 2/3 of the iterations and then the learning
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rate is multiplied with 0.1 before the remaining 1/3 of the iterations. The
number of iterations starts at 50 and is logarithmically increased until ∼ 750
with base 6. In total, 91 pruning step are done, down to a network size of
854 kernels.

The classification accuracy for some of the intermediate networks are
shown in table 12 where the model size and expected number of operations
is shown.

Pruned SqueezeNet v1.1
Kernels Mean accuracy Std dev Model size MAC

2947 95.7% 1.28% 2.9M 25.8
2602 96.1% 1.55% 2.5M 22.9
2096 96.3% 1.73% 1.8M 17.2
1705 96.1% 1.11% 1.3M 12.8
1498 96.2% 1.31% 1.1M 10.5
1199 95.6% 1.22% 731K 7.3
1107 95.0% 1.41% 627K 6.4
1015 95.1% 2.11% 535K 5.4
900 95.2% 1.85% 430K 4.5
854 92.3% 6.51% 380K 4.1

Table 12: Classification accuracy for pruned networks.

The classification accuracy does not decrease for the pruned networks
until the very end, where one of the networks breaks down during the training
(loss stays high and constant, most likely due to exploding gradient).

The same networks as in table 12 are also quantized to 8-bit dynamic
fixed point precision and the classification result is seen in table 13.

The quantized networks show a decrease in classification accuracy from
the measure point 1498 kernels and onward. This is interesting since it
implies that pruned networks are more sensitive to quantization.

4.5.3 Structure changes imposed by pruning

Pruning was done to lower the redundancy of the network, and by observing
the number of kernels layer-wise before and after pruning, it can be discovered
where in the network there was most redundancy. In figure 19 an un-pruned
network at 2947 kernels is compared with a pruned network with 1498 kernels.

Except for the first layer (left-most bar), the rest of the bar graph consists
of single short bars followed by two long bars. These are the fire modules
with their corresponding squeeze and expand modules. What is interesting to
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Pruned and quantized Squeezenet v1.1
Kernels Mean accuracy Std dev Model size MAC

2947 95.9% 1.22% 725K 25.8
2602 96.5% 1.11% 625K 22.9
2096 96.3% 0.91% 450K 17.2
1705 95.9% 1.07% 325K 12.8
1498 94.7% 0.86% 275K 10.5
1199 93.4% 1.88% 180K 7.3
1107 91.9% 1.30% 155K 6.4
1015 92.6% 1.30% 130K 5.4
900 91.9% 3.31% 110K 4.5
854 89.5% 5.27% 95K 4.1

Table 13: Classification accuracy for pruned and quantized networks.
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Figure 19: Number of kernels in each CONV layer of SqueezeNet v1.1 before
and after pruning.

see is that the squeeze modules (short bars) are pruned very little compared
to the expand modules (long bars). Also, the last expand module is pruned
more, relatively, than all other expand modules. This indicates that the
redundancy occurs in the expand modules and especially so in the last expand
module.

4.5.4 Activation map after pruning

After pruning the network down to 1498 kernels, the activation maps are
investigated again to see if there is less redundancy. The activation maps
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can be seen in figure 20.

Figure 20: Subset of the activation map produced by the second last CONV
layer in SqueezeNet, after pruning the network to 1498 kernels.

Compared to the activation maps before pruning (figure 16), the activa-
tion maps after pruning are less sparse.

5 Discussion

5.1 Alexnet - Transfer learning and quantization

Despite working with a data set of small size, which contains samples of
varying aspect ratios and quality of focus and size, the networks converged.

The training loss and accuracy of the AlexNet architecture reached 0 and
100%, which indicates that the model is too large with respect to the data
set. While generalizing quite well to the test set (93.6±2.93% accuracy), the
features found in the CONV layers seemed blob-like and did not resemble any
of the structure of the object that was being classified. When using transfer
learning throughout the CONV layers, the accuracy saw a slight bump up to
95.3±2.74%. More importantly, the features became much more fine-grained
and sparse. The blob-like features found when not using transfer learning
are thought to arise from overfitting due to the small data set. Since the loss
reaches zero relatively quickly, it is possible the the network is not strained
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enough to learn more complex features, as it would, had it been trained on
a more difficult problem.

The quantization results are interesting because they show that trans-
fer learning makes the network more sensitive to fixed point quantization.
This correlates well with the observation that transferred layers have a much
higher standard deviation than layers initialized randomly from a Gaussian
distribution.

When transfer learning is used and the network is re-trained on the
onion/weed data set, the transferred weights do not change at all. This
indicates that the transferred features contain at least a subset of features
that generalize well enough to solve the onion/weed problem.

5.2 SqueezeNet - Transfer learning, pruning and quan-
tization

The SqueezeNet v1.1 model featuring transfer learning is even more accurate
(96.9±1.35% after quantization) than the AlexNet models, despite containing
50 times fewer parameters. Most of the parameter reduction comes from the
lack of FC layers (using GAP layer instead), but also from the fire module,
enabling a deeper network while using relatively few parameters.

The GAP layer and its preceding CONV layer, which has one output map
per class, enables localisation of class related features. When testing on a
full scale image containing all possible classes, the heatmaps correlates well
with where in the image the objects and the background are.

SqueezeNet v1.1 exhibits a similar redundancy in the activation maps as
AlexNet. Using the activation map as basis for the pruning criterion was
shown to work better than pruning random kernels. The networks could
be pruned quite far (from 2944 kernels to 900), without significant loss in
classification accuracy. The pruning strategy will eventually end up remov-
ing more and more increasingly important kernels, causing the loss to spike
higher and higher. The reason for the breakdown when pruning further was
exploding gradients in the training phase.

Pruning away kernels eventually had an effect on the classification re-
sult after quantization. The exact reason for this was not investigated, but
is likely to be due to either increased importance of precision when using
fewer kernels, or increased dynamic range of the weights when re-training
the pruned networks.

It was interesting to see where in the network the pruning strategy re-
moved most kernels. The squeeze layers were not pruned much, while the
expand layers, and in particular the last, was pruned a lot. This is considered
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reasonable, since the squeeze modules are bottlenecks for the features, while
the expand modules are the opposite. Also, the last CONV layer contains the
most complex features and therefore also the features that are most specific
for the data set on which they are learned.

5.3 Conclusion

The use of transfer learning proved very successful for solving the classifica-
tion task. First of all, it helped overcome issues regarding overfitting, both
increasing the generalization to the test sets and to provide more complex
features to solve the problem.

Moreover, transfer learning affected the dynamic fixed point quantization
by increasing the standard deviation, and therefore the expected dynamic
range of the weights. However, both layers and activations could always be
quantized with bit width 8 and maintain accuracy.

Transfer learning also caused redundancy (since the network with trans-
ferred features could solve the same problem utilizing fewer activation maps),
which enabled network compression by pruning the network of less important
kernels. The network pruning ended up affecting the quantization as well,
making quantization dependant on both transfer learning and pruning.

The quantization strategy relies on a limited dynamic range of the weights
and the activations. No attempts were made explicitly to limit the dynamic
range of the weights. For example, a more aggressive regularization term
could have been used, to penalize large valued weights.

As the results stand right now, SqueezeNet v1.1 is the final architectural
choice, utilizing both transfer learning and pruning. The trade off comes
when considering quantization.

Without quantization, the amount of computations can be minimized,
but network weights and the propagating activations have to be stored and
computed with fp32 precision. When using quantization, model size can be
minimized since parameters and weights can be stored as 8 bit integers, but
the amount of required computations will be higher.

6 Future work

In this work, the transfer learning was done from the ImageNet data set
which is a very general purpose data set. There exists other large scale data
sets more similar to the onion/weed data set, such as PlantCLEF[21]. Using
transfer learning from PlantCLEF instead could enable similar complexity
of the features but with less redundancy for solving the task at hand.
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More time could definitely be spent on optimizing the networks for quan-
tization. For example, during training, some penalty could be inserted that
penalizes layers for having large dynamic range among its weights.

As for network pruning, the pruning-training strategy took into consider-
ation that the loss would spike higher, the smaller the network became, but
no truly adaptive method was used to find the limit for when the networks
break down.

Finally, this thesis only considered classification, while an actual product
for automation would need to solve the localization task as well. There are
several good candidates such as Faster R-CNN[22] or Mask R-CNN[12].
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