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Abstract

Image analysis tool for geometric variations of the
jugular veins in ultrasonic sequences

Arvid Westlund

The aim of this project is to develop and perform a first 
evaluation of a software, based on the active contour, which 
automatically computes the cross-section area of the internal 
jugular veins through a sequence of 90 ultrasound images. The 
software is intended to be useful in future research in the field 
of intra cranial pressure and its associated diseases. 

The biomechanics of the internal jugular veins and its 
relationship to the intra cranial pressure is studied with 
ultrasound. It generates data in the form of ultrasound sequences 
shot in seven different body positions, supine to upright. Vein 
movements in cross section over the cardiac cycle are recorded for 
all body positions. From these films, it is interesting to know 
how the cross-section area varies over the cardiac cycle and 
between body positions, in order to estimate the pressure.

The software created was semi-automatic, where the operator loads 
each individual sequence and sets the initial contour on the first 
frame. It was evaluated in a test by comparing its computed areas 
with manually estimated areas.  The test showed that the software 
was able to track and compute the area with a satisfactory 
accuracy for a variety of sequences. It is also faster and more 
consistent than manual measurements. The most difficult sequences 
to track were small vessels with narrow geometries, fast moving 
walls, and blurry edges. 

Further development is required to correct a few bugs in the 
algorithm. Also, the improved algorithm should be evaluated on a 
larger sample of sequences before using it in research.  
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Populärvetenskaplig sammanfattning 

Följande rapport är ett examensarbete i bildanalys vars huvudmål varit att skapa, utveckla 

och utföra en första utvärdering av en mjukvara, baserad på segementeringsmetoden snake. 

Mjukvaran ska automatiskt beräkna tvärsnittsarean på vena jugularis interna (IJV) genom en 

sekvens av 90 ultraljudsbilder, och har intentionen att underlätta medicinsk forskning på 

intrakraniellt tryck (ICP) och dess associerade sjukdomar. 

Förändringar i ICP kan kopplas till flera sjukdomstillstånd. Normaltrycksglaukom, hydrocefalis 

och idiopatisk intrakraniell hypertoni är exempel på dessa. Det har också visat sig att 

astronauter som har spenderat mycket tid i tyngdlöshet upplever symtom i samband med 

intrakraniella tryckförändringar. ICP styrs huvudsakligen av två vätskesystem, det venösa 

systemet som för blod tillbaka till hjärtat via IJV och cerebrospinalvätskesystemet som omger 

hjärnan innanför hjärnhinnorna. På senare år har man inom den kliniska medicinska 

forskningen allt mer börjat studera det venösa systemets roll i regleringen av ICP. Det 

venösa systemet är också fokus för forskningen på institutionen för klinisk neurovetenskap 

och medicinsk teknik i Umeå, där det här projektet är utfört. 

Biomekaniken hos IJV och dess relation till ICP studeras med ultraljud. Det genererar data i 

form av ultraljudsfilmer tagna i sju olika kroppspositioner, liggandes till upprätt. Venernas 

rörelser i tvärsnitt registreras för alla kroppspositioner under en hjärtcykel. Från dessa filmer 

är det intressant att veta hur arean varierar över hjärtcykeln och mellan kroppspositioner för 

att kunna uppskatta tryckets variationer. 

Programmet är skapad i Matlab och bygger på den klassiska snake-algoritmen. Ytterligare 

modifieringar har sedan gjorts för att få programmet att passa problembeskrivningen så bra 

som möjligt. Halvvägs in i projektet gjordes ett test där två varianter av snake-algoritmen 

jämfördes med varandra. Algoritmerna som testades var den klassiska snake-algoritmen 

(som den är beskriven av Kass et al.) och snake med ett gradient vector flow. Det visade sig 

att den klassiska snake - algoritmen lämpade sig bäst för fortsatt utveckling. Det slutliga 

programmet blev semi-automatiskt där användaren laddar upp varje sekvens manuellt och 

placerar ut punkter på den första bildrutan i sekvensen. Där efter beräknar programmet 

automatiskt tvärsnitts arean på alla resterande bildrutor i sekvensen. 

Programmet utvärderades genom att jämföra dess beräknade areor med manuellt uppmätta 

areor från samma ultraljudssekvenser (21 stycken).  

Programmet lyckades följa en rad olika geometrier med tillfredställande resultat. Det är tydligt 

snabbare än manuella mätningar och dessutom konsekvent på ett sätt som manuella 

mätningar inte är. Algoritmens största begränsning är att den är beroende av många 
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parametrar. Eftersom att IJVs geometri varierar i stor grad i olika kroppspositioner är det 

således svårt att hitta en uppsättning parametrar som passar för alla sekvenser. Ett antal 

förbättringspunkter identifierades för den fortsatta utvecklingen av programmet. Ett ytterligare 

test på ett större material bör också utföras innan man kan ta ställning till om programmet är 

tillförlitligt som hjälpmedel i den fortsatta forskningen kring IJVs biomekanik. 
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1. Introduction 
1.1. Aim of study 

The aim of this project is to create, develop and perform a first evaluation of a software, 

based on the active contour theory in Kass et al. [2], which automatically computes the 

cross-section area (CSA) of the internal jugular vein (IJV) through a sequence of 90 

ultrasound images. The programme is intended to be useful in future research in the field of 

intracranial pressure (ICP) and its associated diseases.  

If the clinical issues surrounding the importance of IJV for diseases of the brain and the eye 

will have an impact, access to highly efficient image analysis of ultrasound sequences of IJV 

will be of importance.  

1.2. Background  

Changes in ICP can be linked with a number of disease states. Normal tension glaucoma, 

hydrocephalies and idiopathic intracranial hypertension are examples of these. It has also 

been seen that astronauts who have spent much time in zero gravity experience symptoms 

associated with intracranial pressure changes [3]. 

 

ICP is controlled by two fluid systems, the pressure of the cerebrospinal fluid and the venous 

system in the head. ICP decreases when going from supine to upright body position. It is 

also known that the larger neck veins, internal jugular veins, collapses when the pressure 

drops. There are data to suggest the collapse of these veins plays a role for the control of 

ICP in connection with an upright body position. The Department of Biomedical Engineering 

and Department of Clinical Neuro Science at Umeå University are performing research 

whether there are differences between healthy and sick patients, regarding the pressure in 

the internal jugular vein in different body positions [4].  

 

The biomechanics of the IJVs and its relationship to the ICP is studied with ultrasound. It 

generates data in the form of ultrasound films shot in seven different body positions, lying to 

sitting. Vein movements in cross section over the cardiac cycle are recorded for all body 

positions. From these films, it is interesting to know how the CSA varies over the cardiac 

cycle and between body positions in order to estimate the pressure as well as which tilt angel 

causes the collapse of the vein. 

  

For each patient, ultrasonic recordings are made at 3 levels of the neck, for both jugular 

veins and in seven body positions (from supine to upright). This gives 42 image sequences 

for each patient. Manual measurement (drawing function in MATLAB), is the method 

currently used to estimate the CSA. However, since each sequence recorded contains 90 
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frames, and a study may contain more than 20 patients, manual measurements will be very 

time consuming. 

1.3. Existing algorithms 

The nature of the problem suggests that, for example, some kind of active contour which is 

able to enclose the lumen of the vessel in each frame of the sequence, could be helpful. The 

cross-section area of the vein could then be estimated as the area enclosed by the contour. 

 

The field of active contours are covered to a great extent in the literature. The first algorithm 

describing active contours was proposed by Kass et al. [2], where the contours were referred 

to as “snakes”. Since then, several algorithms have been proposed that intend to improve the 

performance of the snake for different scenarios. However, all algorithms are based on the 

fundamental theory of [2].  

 

The fundamental structure of the algorithm tested in this project is constructed as proposed 

in [2]. A snake with a gradient vector flow [5], GVF, was also tested. The GVF-snake is a 

modification of the snake-algorithm proposed in [2], enabling the snake to converge to more 

complex shapes and at greater distances. Since many of the vessels show a variety of 

different shapes it seemed suitable to test the GVF as well. 
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2. Theory 

The theory following [2], is described below. 

Let 𝑣(𝑠) = (𝑥(𝑠), 𝑦(𝑠)),  𝑠 = [0,1] denote the vertices that make up the contour 𝑍(𝑣). Further 

let 𝑉𝑠 and 𝑉𝑠𝑠 denote the first order and second order derivatives of 𝑣(𝑠), respectively .The 

energy, Esnake, of the contour is then expressed by the integral 

𝐸𝑠𝑛𝑎𝑘𝑒 = ∫ 𝐸𝑖𝑛𝑡(𝑣(𝑠)) + 𝐸𝑒𝑥𝑡(𝑣(𝑠))𝑑𝑠
1

0
                                             (1) 

where the internal and external energies are expressed as 

𝐸𝑖𝑛𝑡(𝑣(𝑠)) =
𝛼(𝑠)|𝑉𝑠|2

2
+

𝛽(𝑠)|𝑉𝑠𝑠|2

2
  ,                                                     (2) 

𝐸𝑒𝑥𝑡(𝑣(𝑠)) = 𝐸𝑖𝑚𝑎𝑔𝑒 + 𝐸𝑐𝑜𝑛    ,                                                  (3) 

𝐸𝑖𝑚𝑎𝑔𝑒 = 𝑤𝑒𝑑𝑔𝑒 ∗ (− |𝛻𝐼(𝑣(𝑠))|) + 𝑤𝑙𝑖𝑛𝑒 ∗  𝐼(𝑣(𝑠)),                                       (4) 

respectively. 𝐼 in equation (4), denotes the image intensity, 𝐸𝑐𝑜𝑛 in equation (3) represent 

additional constraints and α, β, wedge and wline are weights. The gradient of the image 

intensities seen in the first term of equation (4) is approximated with the MATLAB function 

gradient, which gives the central difference at each coordinate. 

Equation (1) can be written in discrete form as 

𝐸𝑠𝑛𝑎𝑘𝑒 = ∑ 𝐸𝑖𝑛𝑡(𝑖) + 𝐸𝑒𝑥𝑡(𝑖)𝑑𝑠𝑛
𝑖 .                                                     (5) 

𝐸𝑠𝑛𝑎𝑘𝑒 in equation (5), is expressed as the sum of the energies of all discrete points that 

makes up the contour. The local optimal contour, Zopt , is found by minimizing equation (5).  

The physical interpretation of this approach is that we are looking for equilibrium state where 

the image forces are equal to the internal forces. The contour will be attracted to large image 

gradients as well as bright or dark regions, depending on the sign of wline . The internal 

energy, 𝐸𝑖𝑛𝑡, can be interpreted as tension between the vertices.  Without it, the individual 

vertices of the contour would converge to whatever edges that minimizes its energy the 

most. The internal energy ensures smoothness of the contour. 

Using Euler Lagrange theory for minimization for equation (5) we get 

−𝛼(𝑠)
𝑑2𝑣(𝑠)

𝑑𝑠2 + 𝛽(𝑠)
𝑑4𝑣(𝑠)

𝑑𝑠4 + 𝜅
𝑑

𝑑𝑠
𝐸𝑒𝑥𝑡(𝑠) = 0                                       (6) 

where κ is a weight for the external forces.  
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The first two terms in equation (6) are approximated with finite differences. The last term is 

approximated with the MATLAB function gradient, which computes the difference in x-

direction and y-direction, and return these in two separate matrices. Treating α and β as 

constants, equation (6) is written  

α(−𝑣𝑖−1 + 2𝑣𝑖  −𝑣𝑖+1) + β(𝑣𝑖−2−4𝑣𝑖−1+6𝑣𝑖−4𝑣𝑖+1 + 𝑣𝑖+2) + 𝜅 (
𝜕𝐸𝑒𝑥𝑡

𝜕𝑥𝑖
,

𝜕𝐸𝑒𝑥𝑡

𝜕𝑦𝑖
) = 0.          (7) 

It is apparent in equation (7) that the magnitude and direction of internal forces will depend 

on the distances and the positions of the vertices, respectively. Equation (7) can be written in 

matrix form for x and y respectively 

{
𝐴𝑥 + 𝑓𝑥(𝑥, 𝑦) = 0

𝐴𝑦 + 𝑓𝑦(𝑥, 𝑦) = 0
                                                               (8) 

where 𝑓𝑥(𝑥, 𝑦) =
𝜕𝐸𝑒𝑥𝑡

𝜕𝑥
, 𝑓𝑦(𝑥, 𝑦) =

𝜕𝐸𝑒𝑥𝑡

𝜕𝑦
 and 𝐴 is the pentadiagonal matrix obtained equation 

(7). 

Equation (8) can be solved iteratively in time by replacing the right-hand side with −γ ∗

 (𝑥𝑡 − 𝑥𝑡−1),  where γ = stepsize. The image forces at time, 𝑡, are approximated with the 

same image forces as in, 𝑡 − 1.  Making the substitution into equation (8) gives 

{
𝐴𝑥𝑡 +  𝜅𝑓𝑥(𝑥𝑡−1, 𝑦𝑡−1) = −𝛾(𝑥𝑡 − 𝑥𝑡−1)

𝐴𝑦𝑡 +  𝜅𝑓𝑦(𝑥𝑡−1, 𝑦𝑡−1) = −𝛾(𝑦𝑡 − 𝑦𝑡−1)
                                    (9) 

Moving 𝑥𝑡 and 𝑦𝑡 to the left-hand side gives the following iterative scheme for 𝑥𝑡 and 𝑦𝑡 

{
𝑥𝑡 = (𝐴 + 𝛾𝐼)−1(𝛾𝑥𝑡−1− 𝜅𝑓𝑥(𝑥𝑡−1, 𝑦𝑡−1))

𝑦𝑡 = (𝐴 + 𝛾𝐼)−1 (𝛾𝑦𝑡−1 − 𝜅𝑓𝑦(𝑥𝑡−1, 𝑦𝑡−1))
                                (10) 

This algorithm is commonly named the Euler-Lagrange-snake (EL-snake) algorithm. It is 

relatively fast but the trade-offs are many. 

• It is sensitive to initiation since it only finds local minima. 

• It is sensitive to parameters 𝛼, 𝛽 and 𝜅. Having large values for 𝛼 and 𝛽 relative to 𝜅 

means that the internal energy will dominate in (1). This may cause the contour to 

implode where the image forces are small, in homogenous regions. The opposite 

happens when the image forces are large outside the region of interest, ROI, and 𝛼, 𝛽 

are small. The internal forces are not strong enough to hold back the vertices that are 

attracted to image noise outside the desired lumen wall. 

• The image forces will only have effect if the vertices of the snake, 𝑣(𝑠𝑖) , are in the 

close neighbourhood of the edge. Thus, there are no pulling forces towards the edge 
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if the vertices are far away from it. If the edge moves long distances between two 

consecutive frames the snake might not be able to find the edge. 

• It takes quite many initial points to prevent miss-tracking.  Equation (10) solves the 

energy problem for each contour point individually. The internal forces are 

approximated by the distance between neighbouring points as seen in equation (7).  

Great distances result in greater forces. With few contour points the internal energy 

for each individual point will be greater relatively to the image forces. 

2.1. Gradient vector flow 

A modified version of the snake includes a gradient vector flow (GVF) which increases the 

capture range of the image forces. The GVF, 𝒘 =  (𝑢(𝑥, 𝑦), 𝑣(𝑥, 𝑦)), is replacing −|𝛻𝐼(𝑣(𝑠))| 

in the external energy term in equation (1).  GVF is computed by minimizing the following 

equation 

𝜖 =  ∬ 𝜇(𝑢𝑥
2 + 𝑢𝑦

2  + 𝑣𝑥
2 + 𝑣𝑦

2) + |∇𝑓|2|𝒘 − ∇𝑓|2𝑑𝑥𝑑𝑦                           (11) 

where  𝑓 = −|𝛻𝐼(𝑣(𝑠))| and 𝜇 is a weight.  

The vector field can then be calculated similarly to the snake by using calculations of 

variations of the Euler equations for minimization [5] in equation 12.  

{
𝜇∇2𝑢 − (𝑢 − 𝑓𝑥)(𝑓𝑥

2 + 𝑓𝑦
2)  = 0

𝜇∇2𝑣 − (𝑣 − 𝑓𝑦)(𝑓𝑥
2 + 𝑓𝑦

2)  = 0
                                            (12)                       

Again,  𝑓𝑥 = −|𝛻𝑥𝐼(𝑣(𝑠))| and 𝑓𝑦 = −|𝛻𝑦𝐼(𝑣(𝑠))|  are approximated with MATLAB function 

gradient.  The Laplace operator ∇2 was approximated with finite differences. 

Equation (12) describes a diffusion process, which extends the gradient map from the edges 

into homogeneous regions creating a wide capture range for the image forces. By 

introducing a gradient vector flow, the contour experiences a pulling force towards the edges, 

even though it’s far away. This makes the snake less sensitive to initialization.  It also 

provides the ability to converge to more complex shapes. 
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3. Method 

3.1. Working process  

3.1.1 Ultrasound measurement  

The ultrasonic sequences were chosen from a large material of subjects that had been 

produced in previous research. The jugular veins were examined using a GE Vivid E9 

ultrasound system with a 9L linear probe (4-8 MHz) (General Electric Healthcare, Chicago, 

IL, USA). Brightness-mode was used for investigating the cross-sectional area of the IJVs. 

Each sequence produced contained 89-90 frames of 434*636 RGB images, with a time span 

of roughly 3s, and was stored as a DICOM file. The reason for having RGB images was due 

to velocity measurements that were carried out during the same session (and there by the 

convenience of maintaining the same settings). All images were converted to grey scale in 

the programme by MATLAB function rgb2gray.  

The programme was built in MATLAB R2014a using pre-existing code as starting point [1]. 

The project can be divided in to two main studies, each including an evaluation of the 

algorithm.  

3.1.2 Study 1 

In Study 1 the algorithm for snakes presented [2], EL-snake, was compared with snakes with 

a gradient vector flow, GVF-snake.  The algorithms were evaluated in a test, Test1, which 

only considered general performance from visual inspection and execution time for 30 

different sequences.  

3.1.3 Study 2 

The results from Test1 in Study1 showed that the El-snake was faster and more accurate 

than the GVF-snake, which suggested that the EL-snake was the preferable algorithm to 

further optimize. The second and final test, Test 2, evaluated a version of EL-snake that had 

been further optimized. Each sequence included, had a manually measured maximum area 

and minimum obtained from two different frames in the sequence. The algorithm was 

evaluated by comparing the computed area with the manually measured area of the same 

frames. 

The workflow prior to both tests constituted of optimizing the algorithm for a few different 

image sequences. The chosen sequences were representative for common difficulties that 

were frequently encountered.  
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3.2. Programme structure 

The basic structure of the program was similar in both studies. In Study 2 new functions and 

features were added to the algorithm while the interface was operated the same way as in 

Study 1. 

The programme is operated from a GUI in which the operator loads the desired image 

sequence that is to be examined (see Figure 1).  

 

Figure 1. The GUI of the programme. 

The operator sets the parameters σ, α, β, γ, κ, weights for image forces as well as the 

number of iterations for each frame. When first loading an image sequence the first frame is 

shown in the interface (see Figure 2). All sequences contain 90 frames each. 
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Figure 2. The first frame of the image sequence. The arrow indicates the position of the 

jugular vein. 

The original images are then filtered with a Gaussian approximation, 𝐺𝜎, where 𝜎 is the 

standard deviation. The image is computed as 𝐺𝜎 ∗ 𝐼. The Gaussian distribution in two 

dimensions is written 

𝐺(𝑥, 𝑦) =  
1

2𝜋𝜎2 𝑒
−

𝑥2+𝑦2

2𝜎2                                                (13) 

When applying the Gaussian filter on an image it will make a concentric surface, which 

centre point and maximum are at position (𝑥, 𝑦) in the image 𝐼(𝑥, 𝑦). By doing this, edges in 

each image will be smoothed and hence image forces extended further outside the edge.  

Figure 3 shows the original image filtered with a Gaussian filter with 𝜎 = 1. The filter is made 

using the MATLAB function fspecial, which creates the Gaussian filter with standard 

deviation, 𝜎 = 1, on a square of size 3𝜎 ∗ 3𝜎 pixel squares. Each image is then filtered by the 

MATLAB function filter2, which returns the two-dimensional correlation of the original image 

and the Gaussian filter. 
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Figure 3. Gaussian filter of original image with 𝜎 = 1. 

By manually placing points close to the edge of the vessel using the mouse cursor, the initial 

contour is set on the first frame. Additional points are then added automatically on digital 

straight lines that join the vertices. The programme is executed by pressing “run”.   

 

Figure 4. The initial contour of the first frame. 
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3.3. External forces 

In order to compute the edge forces in equation (4), the edge map, |𝛻𝐺𝜎 ∗ 𝐼|, must be 

computed. The edge map (see Figure 5) is simply the gradient of the image and gives 

information of where edges are present. The gradient of the image was obtained by using the 

built-in MATLAB function gradient. 

 

 

Figure 5. The edge map of the filtered original image. 

 

The edge map is also used to compute the image forces of the gradient vector field in the 

GVF-snake, which replaces the external forces in equation (6).  

3.4. Algorithm overview 

The GVF-snake and the EL-snake are two separate programs but the running process is 

similar for both algorithms (see Figure 6). Once the initial contour is set for the first frame the 

edge map of the image is computed. Then, if using the EL-snake algorithm, the image forces 

will be computed from the edge map, or, if using the GVF-algorithm, a gradient vector field. 

Equation (10) is then solved iteratively to obtain the final position of the snake. The new 

positions of the snake-coordinates are used as initial coordinates for the next frame.  
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Figure 6. Flow chart describing the main principles of the algorithms. 
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4. Study 1 

4.1. Modifications prior to test 1 

Prior to test 1 the basic algorithm was modified and optimized to sufficiently track a few 

randomly chosen sequences. Two of the main changes that were made are listed below. 

4.1.1 Uniform distribution of vertices 

For some sequences where the vessel wall had almost the same shape as well as 

morphology of the edges throughout the whole series of frames, the contour eventually 

diverged from the edge (see Figure 7). This seemed odd, since the conditions for the contour 

did not change much throughout the sequence.   

 

Figure 7. The contour diverges at regions where the edges are less distinct. 

 

The contour loses its grip of the vessel wall due to imbalance between image forces and 

internal forces in the specific points, where the latter is the dominant. There are several 

scenarios that give rise to this imbalance. The obvious explanation is that the parameters α 

and β are chosen too large making the internal forces greater than the image forces. 

However, another interesting scenario was observed when we examined the distribution of 

the vertices along the contour. The edge map,|𝐺𝜎 ∗ 𝛻𝐼|, along the vessel wall is non-uniform. 

As a consequence, the distribution of the vertices will eventually be non-uniform as well. 



 18 

Vertices will gather in areas where the edge map has high values and the image forces are 

greater (see Figure 8). 

 

Figure 8. The vertices gather in regions where the image forces are high (seen in the top and 

bottom of the lumen). 

As the iteration proceeds, vertices will accumulate close to these regions. Vertices remaining 

in lower image force areas will experience greater internal forces as the distance to their 

neighbouring points increases. The regions where the image forces are small will eventually 

be depleted of vertices while the internal forces increase. The internal forces eventually 

become greater than the image forces and the contour detaches from the lumen wall.  Figure 

9 shows the non-uniform distribution of vertices of Figure 8.  
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Figure 9.  Distance between vertices of the contour in figure 8. 

Another consequence of having a fixed number, and a non-uniform distribution of points, is 

that the balance between the image forces and internal forces varies with the size of the 

vessel. For large vessels, the internal forces will be greater than for small vessels, due to the 

increased distances between the vertices. Since the vessel often changes in size throughout 

the sequence, the contour easily diverges from the vessel wall as the lumen increases. 

 

Figure 10. The figure illustrates the problem of having a fixed number of points. The 

distances between the vertices increases as the lumen increases in size. This results in 

greater internal forces.  
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To avoid these effects, an adjustment to the algorithm was added where the vertices of the 

snake interpolates after each iteration, allowing the minimum and maximum distances, dmin 

and dmax, between consecutive points to be 0.5 and 1-pixel square length respectively.   

4.1.2 Intensity force 

Giving α and β relatively large values compared to κ prevents vertices from diverging towards 

stronger intensity gradients outside the true edge. However, having large internal forces will 

prevent the contour from taking more complex shapes, where some regions are narrow 

(especially for the EL-snake). Furthermore, if there are regions where the image forces are 

close to zero, the contour might diverge from the edge due to the great influence of the 

internal forces.  

The shape and size of the IJV varies a lot in different sequences, as well as the quality of the 

edges. The parameters were set so that the internal energy of the contour were kept small. 

This will prevent the contour from shrinking where the image forces are small and as well as 

enabling the contour to track more narrow geometries (especially when considering the EL-

snake). However, the weak internal forces will increase divergence of the contour to false 

edges. For this reason, the parameter κ is set low as well.  

A problem that occurs for this parameter-setup is when the lumen is shrinking fast. If the 

vertices of the final snake from the previous frame are outside the capture range of the 

image forces in the next frame, the convergence relies on that the internal forces pulls it back 

to the edge (see Figure 11). Instead, due to the weak internal forces the contour will be stuck 

in the homogenous region (regions where the image forces are close to zero) or on false 

edges (edges other than the lumen wall) instead of shrinking and finding its way back to the 

lumen edge. 
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Figure 11. Four consecutive frames showing the contour getting stuck in homogenous 

regions or false edges outside the lumen as a consequence of weak internal forces (EL- 

snake). 

Increasing the internal forces would prevent this from happening but instead make it 

impossible for the contour to reach into the narrow space of the lumen seen in the upper right 

region of the IJV in Figure 11. While the snake is quite resistant from shrinking when being in 

homogeneous dark regions, the same is true for when the snake is outside the desired 

lumen in homogenous bright regions, where we do want it to shrink.  

To decrease these effects a new force, intensity force, was introduced. The intensity force, 

𝐼𝑓, is pointing in the normal direction into the lumen. Its magnitude depends on the image 

intensity at each vertex, as well as by the weight, 𝑖.  
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𝐼𝑓 = −𝑖 ∗ 𝐼 ∗ 𝒏                                                         (14) 

Introducing an intensity force into equation (10) results in 

{
 𝑥𝑡 = (𝐴 − 𝛾𝐼)−1(𝛾𝑥𝑡−1 − 𝜅𝑓𝑥(𝑥𝑡−1, 𝑦𝑡−1) + 𝐼𝑓𝑥)

𝑦𝑡 = (𝐴 − 𝛾𝐼)−1(𝛾𝑦𝑡−1 − 𝜅𝑓𝑦(𝑥𝑡−1, 𝑦𝑡−1) + 𝐼𝑓𝑦)
                          (15) 

The force is proportional to the intensity at each vertex. This means that vertices in more 

illuminated regions will experience a greater force than in darker regions. The new force 

intended to neutralize the effect of vertices getting stuck in homogeneous bright regions as 

well as diverging to false edges outside the lumen. The image intensities are filtered so that 

intensities below a certain threshold are set to zero. The filter is intended to eliminate the 

intensity force at regions, which by the human eye are considered dark regions but where the 

intensity force still has effect. The idea of this modification is to make it possible to run the 

algorithm with weak internal forces but still prevent the contour from getting stuck in bright 

regions or false edges outside the lumen. 

Some difficulties arise when sequences include venous valves or when there is bright noise 

inside the lumen next to the lumen edge. The intensity force will then pull the contour inwards 

into the lumen. Another problem might be in the cases where the correct edge expresses 

quite large image intensities. One example is where the lumen wall has a high intensity as 

well as the immediate region next to it. This could be blood or noise of another kind. The 

edge is strong since the gradient is high. However, the fact that the vertices are placed in 

high intensity regions, the contour will be pulled inwards due to the increasing intensity 

forces. For this reason, the weight, 𝑖, was kept small in relation to the weight for the image 

forces, κ. 

4.2. Test 1  

An EL-snake, an EL-snake with intensity force and a GVF-snake were compared with each 

other for 30 different sequences and with two different sets of parameters. Test 1 was 

evaluated by simply looking at how the algorithms performed through the whole image 

sequences. The general impression of how the snake acted through the image sequence 

gives the best impression of how the algorithm performs in terms of accuracy and stability.  

The algorithms were compared by categorizing the performances of each sequence as 

1. Tracking well  

2. Issues with diverging to false edges 

3. Did not work at all 
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4.2.1 Sensitivity of parameters 

Since the sequences vary in size, shape, amount of noise, movement and how well the 

edges are defined, the sensitivity of the parameters will vary a lot as well depending on what 

sequence is examined. Let us say that the edges of the IJV in a sequence are distinct, 

resulting in large image forces, then the impact of the internal forces will be small compared 

to the image forces. Hence the sensitivity of parameters α and β will be low if κ is reasonably 

high. The opposite happen for sequences where the IJV has diffuse edges, resulting in small 

image forces, or when the geometry of the IJV (such as narrow regions) results in great 

internal forces. In these cases the sensitivity of parameters α and β will be high having κ 

constant. Unfortunately most sequences have a mix of these two scenarios, which makes it 

hard to find an optimal set of parameters for α, β and κ. The parameters were chosen 

empirically by examining the results of different combinations. Basically the sets of 

parameters were chosen from what seemed to work well on a variety of sequences. Most of 

the time experimenting with different parameters was devoted to α, β and κ. This was simply 

due too lack of time to make a more thorough study of all parameters. Parameters, γ, μ were 

basically set as seen in literature. The value for the weight, i, was decided from numerous 

experiments as well.  

4.2.2 Set up 

The parameters of Test 1 are seen in Table 1. Parameters α, β, κ, γ, μ, σ were pre-set for 

both algorithms before running the test.  

Table 1. Parameters of Test 1. 

Parameters/Method α β Κ wedge wline γ σ μ i  

EL-snake 1 3 4 0,15 1 0 1 1 n/a 0 

EL-snake 2 1,5 4 0,15 1 0 1 1 n/a 0 

GVF-snake 1 3 4 0,15 1 0 1 1 0,2 0 

GVF-snake 2 1,5 4 0,15 1 0 1 1 0,2 0 

EL-snake IF 1,5 4 0,15 1 0 1 1 n/a 0,001 

 

4.3. Results Test 1 

EL-snake IF (snake including an intensity force) showed the best performance of all the set-

ups in Table 1. A diagram of EL-snake IF performance is presented in Figure 12.  
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Figure 12. Performance of EL-snake If.  

 

 

Figure 13. Execution time for EL-snake IF.  

 

 

The GVF-snake 2 performed best of the two parameter set ups that where tested for the 

GVF-snake (see Figure 14). 
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Figure 14. Performance of GVF-snake 2.  

 

 

 

Figure 15. Execution time vs. computed mean area for GVF snake for each sequence of 90 

frames. 
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4.4. Discussion 

In Study 1 no comparison with manual measured areas was made. Instead the results from 

Test 1 served as an indication of which algorithm that should be further optimized prior to  

Test 2, and what needed to be improved.  

 

The execution time (see Figure 13 and Figure 15) depends on the number of points that 

make up the polygon. The matrices in equation (10) become larger as the polygon consists 

of more points when the area increases which explains why the execution time increases for 

larger areas. 

 

The GVF-snake was considerably slower than the EL-snake (see Figure 13 and Figure 15), 

which can be explained by the increased computation time for the gradient vector field at 

each time. It also converged to false edges to a greater extent than the EL-snake (see Figure 

16 and Figure 17). This might be explained by the extended capture range of the image 

forces that enables the contour to converge to more distinct edges in the distant 

neighborhood of the edge.  

 

Figure 16.  The wide capture range of the gradient vector field causes miss tracking to “false” 

edges. 
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Figure 17. The contour is attracted to bright noise inside the lumen. 

The EL-snake is the most preferable algorithm, when considering accuracy and execution 

time, compared to the GVF-snake. Nonetheless, it has several weaknesses. The sequences 

that gave the most satisfactory results mostly depicted circular shaped, medium to large 

sized vessels that had little or no noise inside the lumen, and which did not vary in size 

much. Figure 18 shows a representative image of sequences that were successful.  

 

 

 

Figure 18. The image shows a vessel with circular shape and with no noise inside lumen. 
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The reason why small vessels were more problematic than large vessels might be due to the 

criterion for the semi-uniform distribution of the vertices. Contours that tracks small sized 

vessels will contain fewer vertices than contours that tracks large sized vessels. If the 

vertices are too few the curvature will increase at the vertices that make up the polygon (see 

Figure 19). The direction of the internal forces will be pointing more in to the center of the 

vessel rather than more parallel along the edge as in larger vessels. If the image forces are 

not strong enough to counteract the internal forces the contour will diverge from the edge.  

 

 

Figure 19. The figure illustrates the problem that might occur when having a fixed interval for 

the allowed distances between the vertices even though largely exaggerated. The smaller 

circle will have less points and hence higher curvature at the vertices. 

This implies that a curvature dependent adaptive distribution of vertices might be useful.   

4.5. Conclusion 

The results from Test 1 indicated that the El-snake would be the most preferable algorithm to 

develop further. The algorithm still needs to be improved in many ways in order to be 

applicable as a helping tool for the medical research [4].  

4.5.1 Recurrent difficulties  

• Vague edges of the lumen wall   

The image forces are small in these regions which causes the contour to shrink due to the 

dominate internal forces. 

• Narrow geometries of the vessel wall 

The contour diverges from the edge in these regions. The image forces are not strong 

enough to counteract the internal forces. 

 



 29 

• Small sized lumen 

The contour tended to diverge from the edge more often on small vessels than larger ones 

even when they had relatively distinct edges. 

• False edges inside or outside the lumen wall 

The contour miss-tracks to more distinct edges caused by noise in the neighbourhood. The 

GVF-snake is more likely to miss-track due to its greater capture range of image forces. 

However, the EL-snake miss-tracks significantly as well. Figure 17 and Figure 18 illustrates 

this phenomenon. 

• Homogenous intensity regions 

In some cases, the edge becomes very diffuse from one frame to another. If the lumen is 

shrinking at the same time the contour risks getting stuck in a homogenous region. This is 

clearly observed in Figure 11. 

• High intensity pixels inside the lumen 

Since the magnitude of the intensity force depends on the brightness of the pixels at which 

the contour points are placed, it is counterproductive when lumen of the vessel displays high 

intensity. The pre-set threshold for where intensities were set to zero must be increased in 

these sequences. This makes it difficult to automatize.   
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5. Study 2 

The main conclusion of Study 1 is that the El-snake algorithm is preferred for further 

optimization. In Study 2 we suggest some improvements which are evaluated in Test 2. 

5.1. Modifications prior to Test 2 

In the further development process another approach was taken to address the issues in 

Test 1, stated in 4.5.1 The work flow constituted of experimenting with different image 

processing techniques. The interface looks like that used in Test 1 with a few extensions 

(see Figure 20), which are explained later: 

1. Balloon force. 

2. Button operating Wiener filter. 

3. Slide bar operating Intensity filter. 

4. Slide bar operating Review. 

 

Figure 20. First frame of loaded sequence. 

5.1.1 Intensity filter 

A basic assumption is that the vessel wall will have higher intensity than the region, which it 

encircles in most cases. By introducing an intensity filter, which sets all pixels that displays 

intensity below a given threshold to zero, it is possible to extract a very distinct vessel with 

sharp edges and dark lumen (see figure 21). This technique was briefly experimented with in 

Test 1 to improve the intensity force but was made much more operator friendly and 

transparent prior to Test 2. 
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Figure 21. The image in Figure 20 filtered with the intensity filter. 

After using the intensity filter, all images are filtered again with the Gaussian filter as in Test 

1. The intensity filter has both pros and cons. The positive effects are: 

1. Sharp edges of the vessel wall results in greater image forces. The contour will not 

diverge to false edges as easily. Sequences with vague edges will have sharper 

edges after filtering. Noise inside lumen can be eliminated in many sequences. Thus, 

points one and four in 4.5.1 will be improved. 

2. The strong image forces (due to the intensity filter) also enable the contour to 

converge to more complex shapes without decreasing the parameters that governs 

the internal forces. Hence the image forces overcome the internal forces in these 

regions. Thus, points two and three in 4.5.1 will be improved. 

A negative effect is seen when noise inside lumen displays a higher intensity than parts of 

the vessel wall. It is then impossible to eliminate the noise without eliminating parts of the 

vessel wall as well, creating a hole in at the edge (see Figure 22 and Figure 23).  



 32 

 

Figure 22. The figure shows an example when the intensity filter is inapplicable. The bright 

noise inside lumen is impossible to remove without elimination large parts of the edges as 

well.   

 

Figure 23. When eliminating all noise inside the lumen large parts of the vessel wall also 

vanishes. 

5.1.2 Review tool 

A review tool was added to the interface, which gives the operator a chance to view the 

whole image sequence before and after filtering. This gives the operator a fast overview of 
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the effects by the intensity filter and will prevent running the algorithm with false edges still 

inside lumen in consecutive frames. 

5.1.3 Wiener filter 

Many different filters were tested empirically to improve the algorithm further.  It was found 

that applying a Wiener filter before applying the intensity filter improved the algorithm for 

many sequences. The Wiener filter is a noise removal filter that estimates the local variance 

and mean around each pixel. Each pixel is given the intensity from the minimum mean 

square error of its surrounding pixels. The size of the neighbourhood for each pixel was set 

to a 10*10 square.  

Applying the Wiener filter will smoothen the noise inside lumen lowering the intensity of very 

small bright regions and hence allow a lower threshold for the intensity filter while still 

eliminating as much noise inside the lumen. 

 

Figure 24. The images loaded in figure 20 are first filtered with a Wiener filter before applying 

the intensity filter in figure 21. 

5.1.4 Balloon force 

A well-known modification of the snake algorithm is adding a balloon force that acts in the 

normal direction of the contour. The force is added to the left-hand side of equation (10), 

which yields 

{
𝑥𝑡 = (𝐴 + 𝛾𝐼)−1(𝛾𝑥𝑡−1− 𝜅𝑓𝑥(𝑥𝑡−1, 𝑦𝑡−1) + 𝑏𝑓𝑏𝑎𝑙𝑙𝑜𝑜𝑛(𝑥𝑡) )

𝑦𝑡 = (𝐴 + 𝛾𝐼)−1 (𝛾𝑦𝑡−1 − 𝜅𝑓𝑦(𝑥𝑡−1, 𝑦𝑡−1) +  𝑏𝑓𝑏𝑎𝑙𝑙𝑜𝑜𝑛(𝑦𝑡))
                       (16) 
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The balloon force prevents the contour from shrinking where the image forces are small and 

thus counteracts the internal forces.  

Since there are sequences where the intensity filter is not applicable, adding a balloon force 

will enable setting higher values for parameters  and  that governs the internal forces. This 

prevents the contour from diverge to stronger edges outside lumen. It also helps in regions 

where the internal forces are large due to complex shape with high curvature. 

Another need for the balloon force is seen when edges of the vessel wall suddenly becomes 

blurry and diffuse while simultaneously moving. In consecutive frames where the edges are 

sharp and visible again it might be situated outside the capture range of the image forces of 

the contour. The contour then relies only on the balloon force to find its way back to the 

edge.  

In Test 2 the balloon force only acted in the x-direction because of a bug in the algorithm that 

was discovered later.  

5.1.5 Distance between vertices 

To address the issue with few points for small sized vessels (point 3 in 4.5.1), the maximum 

allowed distance, dmax, was simply decreased in those sequences, enabling more points in 

the polygon. It would be easy to automatize the values of dmin and dmax by changing their 

values depending of the area of the polygon from the previous frame. However, during Test 

2, dmin and dmax was set manually prior to algorithm execution, depending on the size of the 

vessel. 

5.1.6 E-line and removed intensity force  

The intensity force was removed from the algorithm before Test 2. Instead Eline (described in 

Chapter 2) was included in the external energy of the snake. By minimizing Eline the contour 

is attracted to dark lines.  The intention is to make it converge to the inner side of the lumen 

wall and prevent it from diverging outside of the vessel wall, since the lumen is most likely to 

be darker than the edge and regions outside (especially when using the intensity filter). 

5.2. Test 2 

Test 2 was carried out the same way as in Test 1 though with new material consisting of 21 

sequences.  The sequences were chosen in a way to represent a wide range of different 

types that included the difficulties addressed in section 4.5.1. The computed maximum and 

minimum area of each sequence were compared with the manually estimated areas as well.    

The accuracy estimate was chosen as the ratio (in percentage) of the computed area (given 

from the same frame which the manually estimated area was given) with the reference area. 



 35 

𝑎𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =
𝑐𝑜𝑚𝑝𝑢𝑡𝑒𝑑 𝑎𝑟𝑒𝑎

𝑟𝑒𝑓𝑒𝑟𝑒𝑛𝑐𝑒 𝑎𝑟𝑒𝑎
∗ 100                                           (17) 

An external observer estimated the reference areas. The frames that were measured were 

chosen based on the visual estimates of the observer of which two frames had the minimum 

respectively maximum area.  

 

5.2.1 Sensitivity of manual measurements  

In earlier work, prior to this project, manual measurements were made twice on 36 different 

sequences, by the same observer (see Table 1 in appendix). The two measurements were 

compared with each other in terms of accuracy for each sequence. The results are shown in 

figure 25 below where the accuracy is plotted against the reference area (the first 

measurement). 

 

 

Figure 25. Accuracy comparing two measurements of the same sequence. 

 

The mean and standard deviations of the accuracy from the same study are shown in Table 

2 below. A first glance at the standard deviation presented in Table 2 would suggest that a 

manual estimate gives a very poor result. Having a standard deviation of 60 for the minimum 

areas would seem unacceptable. However, when examining Figure 25 we see that the 

accuracy depends greatly on the area measured. For a small area, the accuracy will be 
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largely affected by a small deviation when measuring the area. Depending on where the 

operator chooses to draw the lines (locating the edge), the result will vary a lot (this is 

discussed more thoroughly in 6.1.1). The algorithm however, will be consistent in this case, 

free from subjectivity.  

Table 2. Mean and standard deviation of the accuracy of manual measurements, carried out 

twice, on 36 sequences. 

 Accuracy of MaxArea Accuracy of MinArea 

Mean 107,8 117,3 

Std 17,3 60,9 

 

The sequences tested in Table 2 are not the same as the ones tested by the programme. 

However, the standard deviations obtained still give us an idea on how well the algorithm 

performs when considering larger areas. It also illustrates that having only the accuracy 

(defined as in equation 17) as outcome measurement for the performance of the algorithm 

will be a quite blunt approach. We need to consider the difference between the areas as well. 

Especially when examining small areas.  

5.2.2 Set up 

As prior to Test 1 the parameters were chosen empirically from testing on suitable image 

sequences that were representative for the issues stated in 4.1.1. The parameter setup is 

presented in Table 3. The internal forces were increased by increasing α slightly to prevent 

single vertices from diverging outside the vessel wall to stronger edges. For the same reason 

wedge was decreased to 0,7. Increasing σ from 1 to 2 increased the capture range for the 

image forces.  

Table 3. Parameters for Test 2 

Parameters/Method α β Κ wedge weline γ σ wbaloon [ dmin   dmax ]  

EL-snake  2 4 0,15 0,7 0,1 1 2 0,07 [0,5 0,7] for small 

vessels 

[0,7 1] for large 

vessels 
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5.3. Results Test 2 

 

 

Figure 26. General performance of Test 2. 

 

Out of all 21 sequences the contour tracked the vessel wall well for 18 sequences. For the 

other three sequences the contour failed completely for one and miss-tracked significantly 

outside the edge for the other two. The accuracy for all sequences (that did not fail 

completely) are presented in Figure 27 below (see Table 2 in appendix for raw data). The 

mean and standard deviation are presented in Table 4. 
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Figure 27. Accuracy of computed areas compared with manual measured areas. 

Table 4. Mean and standard deviation of the accuracy of the algorithm. 

 Accuracy of MaxArea Accuracy of MinArea 

Mean 86,3 83,1 

Std 8,0 17,9 

 

Figure 28 and Figure 29 below presents Bland Altman plots and correlation for the maximum 

areas and the minimum areas respectively.  
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Figure 28. Correlation and Bland-Altman plot for maximum area comparison. 

 

 

Figure 29. Correlation and Bland-Altman plot for minimum area comparison. 

The actual maximum areas and minimum areas that were computed by the programme were 

also compared with the areas computed by the programme on the same frames on which the 

manual measurements were made (se Figure 30 and Figure 31 below). If the values vary a 

lot, it could indicate that contour diverges substantially for one particular frame. But it could 

also be that the algorithm has found the actual minimum or maximum of the sequence.  
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Figure 30. The computed maximum areas were compared with the computed areas of the 

same frame as the reference areas were obtained from. 

 

Figure 31. The computed minimum areas were compared with the computed areas of the 

same frame as the reference areas were obtained from. 
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6. Discussion 

Study 1 indicated that the GVF-snake was not a preferable algorithm for the given task. The 

GVF-snake was considerably slower and performed worse than the EL-snake. In Study 2 

evaluation of Test 2 showed promising results when considering the programme as a helping 

tool in future research.  

Comparing figure 12 and figure 26 show that the contour performed better in Test 2 than in 

Test 1.  

Figure 27 shows that the algorithm consistently underestimates the area compared to the 

reference areas with only one exception. This might be explained by the fact that the 

intensity filter creates a sharp edge close to the true edge. This leads to convergence of the 

contour to the inside of the edge rather than on the edge. When Eline is included, which 

makes the contour attracted to dark regions rather than bright regions, it further provides for 

the convergence to the inner side of the edge. If the manual measurements are made on the 

edge, or even on the outer side of the edge, the computed areas will consistently be smaller 

in comparison.  Since the algorithm consistently underestimates the areas (having a 

systematic error) it should be possible to add a given percentage to the computed area in 

order to increase the accuracy. However, one must first perform another test on a much 

greater sample of sequences to estimate the mean percentage deviation, for several different 

sizes of the IJV. 

One factor of interest, stated in 1.1, is at what tilt angel the collapse of the jugular veins 

occurs. When the collapse has occurred the area of the vein shouldn’t change much for the 

consecutive tilt angels. Given that the algorithm is consistent, the trend of the area through 

the seven different tilt angles should be visible. This makes it possible to estimate at what tilt 

angel the collapse begins to occur even though the area is not computed exactly.   

The standard deviation presented in Table 4 is significantly smaller than in Table 2 which 

implies that the algorithm is more consistent than manual measurements.  

Bland Altman plots in Figure 28 and Figure 29, show that the difference between reference 

area and computed area decreases as the area of the vessel decreases. The Bland Altman 

plot gives a good indication regarding general performance of the algorithm. When the CSA 

of the vessel is large we should expect the difference between the computed area and the 

reference area to be large as well. However, we should expect the accuracy to be close to 

100 to consider it to be a successful performance. The opposite goes for vessels with small 

area where we should expect the difference to be small to consider it a successful 



 42 

performance. The accuracy however, will most likely be less close to 100 than for larger 

areas.  This is because standard deviation of the accuracy of the manual measurements 

increases for smaller areas (see Table 2). 

Figure 30 and Figure 31 show that the computed maximum and minimum area of the 

algorithm were close to the area computed on the reference frame. The only exceptions were 

sequence 11 and 14, which are discussed later. 

6.1. Difficulties  

Henceforth, all sequences referred to by number refer to sequences presented in Table 2 in 

the Appendix. 

Some of the sequences stand out more than others when considering poor performance in 

Test 2. Sequence 11 (see Figure 32), which failed completely to converge, is an example 

where the intensity filter is not applicable. The edges of the vessel are not distinct and there 

are a lot of noise inside lumen that display intensities close to those on the edge. Applying 

the intensity filter, it is impossible to create a distinct lumen through the whole sequence 

without eliminating parts of the edge as well on consecutive frames. Without the intensity 

filter the image forces are not strong enough to make the contour converge to the vessel 

wall. 

 

Figure 32. Sequence 11 where the algorithm failed. 
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Sequence 12 showed poor result for the minimum area in particular (see Figure 33.) The 

contour diverged from the edge and converged to a false edge inside lumen, which gave an 

accuracy of 30% for the minimum area.  

 

Figure 33. Minimum area for sequence 12. 

When the threshold for the intensity filter is increased slightly the result improves, giving an 

accuracy of 62% (see Figure 34). What happened in sequence 12 was that the intensity filter 

did not eliminate all noise inside the lumen for all the frames. The contour converges to the 

noise inside lumen where a distinct edge mistakenly has been created by the intensity filter. 

This shows that for some sequences, the results will be quite sensitive to what threshold is 

chosen.  
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Figure 34. Improved result for sequence 12 when increasing the threshold for the intensity 

filter. 

 

When examining the frame that gave the poor result in sequence 14 (see Figure 30) we see 

that the contour did not converge to the edge on the left side of the vessel wall (see Figure 

35).   
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Figure 35. Result for sequence 14. 

 

The left side of the vessel wall of sequence 14 becomes blurry and diffuse while 

simultaneously moves to the left, prior to the frame that gives the minimum. When the edge 

appears again more clearly a few frames later, it is outside the capture range of the image 

forces of the snake. Therefore, the contour will not be able to converge to the edge. The 

contour eventually finds its way back to the edge in consecutive frames due to the balloon 

force. This implies that if the number of iterations had been increased the contour might have 

been able to track the edge through the critical scenario. However, time consumption would 

increase as well.  

Sequence 21 had difficulties converging to the narrow part of the right side of the vessel (see 

Figure 36). The computed areas were 67% and 54% relative to the reference areas for 

maximum respectively minimum. 
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Figure 36. Computed area of sequence 21. 

The image forces are not strong enough to counteract the internal forces in this region even 

though an intensity filter had ben applied. Having an adaptive distribution of the vertices, 

depending on curvature, could be of great help here. Placing more points in the critical region 

will decrease the internal forces in this region allowing the image forces to pull the contour to 

the edge. However, a similar result could be obtained by increasing the weight, 𝑤𝑒𝑑𝑔𝑒, for the 

edge forces. When increasing 𝑤𝑒𝑑𝑔𝑒 to 0,9 instead of the standard 0,7, the result improves 

giving a maximum and minimum area of 80% respectively 74% (see Figure 37). 
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Figure 37. Sequence 21 is computed with an increased 𝑤𝑒𝑑𝑔𝑒. 

 

This illustrates how difficult it is to find a fixed set of parameters that works for all kinds of 

sequences. Increasing 𝑤𝑒𝑑𝑔𝑒 improves the performance of sequence 21 but might also 

increase the risk of divergence to false edges for other sequences (sequences without 

intensity filter in particular).  

6.1.1 Limitations of manual measurements  

Even though the contour seemed to follow the vessel wall the comparison with reference 

areas showed accuracy well below 90% for several of the sequences. By only considering 

the accuracy as defined in equation (17) the result becomes sensitive to the size of the 

lumen of the vessel. For small areas, the contour only needs to diverge slightly from the edge 

to give an area that is below 90% or less. The results will depend on the variance of the 

manual measurement to a great extent as well. This explains why the minimum areas more 

often fell below 90% than the maximum areas.  

In Figure 37 of sequence 21, the contour obtained an accuracy of 80%. The contour is seen 

diverging slightly from the vessel wall at the narrow part of the right side of the polygon. The 

left side of the polygon also converges to a false edge inside lumen instead of converging 

slightly more to the left. However, it is not entirely obvious where the vessel wall is situated 

for many sequences. Depending on how the operator choses to draw the lines that enclose 
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the vessel when doing the manual measurement, the result when comparing with the 

computed areas will vary.  

Sequence 10 is yet an example of when the computed area is underestimated compared to 

the reference area (see Figure 38). The intensity filter cannot filter the lumen all the way to 

the edge without eliminating parts of the edge as well. Therefore, the contour converges to 

the inner side of the edge which explains the smaller area relative to the reference area.  

 

Figure 38. Result for sequence 10. 

Sequence 3, in Figure 39 below, could be interpreted as an overestimation of the area. 

However, the result showed an accuracy just above 83%.  
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Figure 39. Sequence 3, with an accuracy of 83%. 

When doing an additional manual measurement, the accuracy becomes almost 90% instead. 

If the manual estimate has not been drawn at the inner side of the edge, but rather on the 

actual edge, it is enough to give the error in this case. It illustrates the sensitivity when 

comparing to the reference areas due to the variance in the manual estimates. The 

programme, however, will be more consistent than manual measurements. 

The error in accuracy depends on the size of the vessel. Small vessel will more likely give 

larger errors than large vessels. Also seen in Figure 39 is that the arrow is causing the 

contour to deflect from the edge at that region.  

 

6.2. Possible improvements 

The program seems promising as a helping tool for area measurements for a lot of different 

sequences. Another test, including a larger sample of sequences, is however needed to 

further optimize the parameter set-up. The fundamental issue of having a parameterized 

algorithm is the difficulty in finding a perfect set of parameters that works well for all types of 

sequences. For each individual sequence there will be a specific set of parameters that 

works best for that sequence. The program needs to be as automatized as possible, which 

makes an individual parameter set-up difficult. However, there are still improvements that 

can be made. 
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6.2.1 Optimize distribution of vertices further 

A bug was discovered in the algorithm for the semi-uniform interpolation of vertices.  The 

algorithm works in two steps.  

1. First it eliminates all vertices where distances are less than dmin to the next 

consecutive vertex. 

2. Then it places additional points between vertices where the distance is larger than 

dmax. This is carried out repetitively in a loop until there are no distances that exceed 

dmax. 

Vertices will move unrestricted by the distance criterion during each iterative step. This 

means that series of vertices may lie within less than dmin to each other before the 

interpolation algorithm executes. The problem lies within the first step of the algorithm.  If 

many vertices lie in a consecutive series, all with individual distances less than dmin to the 

next consecutive vertex, the algorithm will eliminate all of the vertices in that series. Points 

are added in step 2 to maintain the maximum distance threshold but the geometry has 

changed (see Figure 40). 

 

 

 

Figure 40. The figure illustrates the issues with the current algorithm for the semi-uniform 

distribution criteria. The geometry changes from step 1 to step 2 in the algorithm for the 

distribution of vertices.  

Small vessels with narrow geometry will be most affected by this bug since the contour 

consists of fewer vertices than larger vessels and the chances that the geometry changes 
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increases. Small vessels are more likely to have regions where vertices are close to each 

other, causing the algorithm to eliminate these and change the geometry. 

Chances are that the difficulty in tracking narrow regions is partly due to the fact that series 

of vertices are wrongfully removed in the critical region.  

6.2.2 Adaptive distribution depending on curvature 

The internal forces at each vertex depends on the distances to the surrounding vertices in 

the neighbourhood. The direction of the internal forces depends on the positions of the 

vertices. If a series of vertices are aligned on a straight line, the curvature is close to zero 

and the vertices will experience an internal force acting parallel to the edge. However, in 

regions where the curvature is larger than zero, the internal force will point more or less 

inside lumen, depending on the magnitude of the curvature.  

The magnitude of the internal forces acting on a particular vertex depends on the distances 

between its neighbouring vertices. Adding points in these regions, decreasing the distances, 

may improve the contours ability to track more narrow regions. At the same time, 

unnecessary points may be removed at regions where curvature is close to zeros. This 

would allow fewer points, making the matrices smaller, demanding less CPU, while at the 

same time enable the contour to track more complex geometries. 

Implementing an adaptive distribution of the vertices would further automatize the program 

as well, since the dmax and dmin don’t need to be changed depending on the size of the 

vessel. It is also possible that the intensity filter wouldn’t be needed in many sequences 

when implementing an adaptive distribution since the edge forces might be enough to make 

the contour converge to the edge when the magnitude of the internal forces decreases.  

Brief testing with an adaptive algorithm (not yet completed) showed promising results for 

sequence 12 (see Figure 41). Compared to Figure 34 it is clear that the accuracy increased 

significantly. The computed area was more then 80% of the reference area. Even though no 

intensity filter was used the contour was able to track the edges through the whole sequence.  
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Figure 41. Sequence 12 tested again when experimenting with a curvature dependent 

distribution of vertices without wiener– or intensity filter. 

The algorithm for curvature depending distribution of vertices intended to work in the 

following steps 

1. Vertices which distances are less than dmin are eliminated where the curvature is low. 

2. Vertices are added so that the maximum allowed distance, dmax, criterion is fulfilled. 

3. Vertices are added in regions where the curvature is high and where distances 

between vertices are greater than a certain threshold that is less than dmin. 

Due to the bug mentioned in 6.2.2 where vertices are eliminated incorrectly, step 1 did not 

work satisfactory. Instead the minimum allowed distance, dmin, was lowered further. This 

increases the amount of vertices that make up the polygon, which makes the algorithm more 

time-consuming. Still, it shows that having more vertices where the curvature is high 

improves the contours ability to converge to narrow geometries.  

6.2.3 Combined speckle tracking 

If the vessel walls move outside the capture range for the image forces from one frame to 

another the contour is unable to converge to the edge. In [6] an algorithm that combined 

speckle tracking with snakes was proposed to address this problem.  

Speckle tracking relies on cross-correlation between consecutive frames. The vertices move 

to positions, which correlates the most with the positions in the previous frame. By applying 
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speckle tracking prior to the snake algorithm, for each frame, the chances that the speckle 

points are placed within the capture range of the edge forces increases. [6]  

6.2.4 Pause and reset contour 

A way to improve the result for many sequences might be to pause the computations when 

the contour miss-tracks, reset the contour by pulling the diverged vertices on to the edge with 

the mouse cursor, and then resume the computations.  This should save a lot of pre-

processing time as well since one doesn’t need to cancel and redo the computations 

whenever the contour is challenged by a difficult situation. Some sequences only have one 

or a few frames where the contour miss-tracks, but where the results on consecutives frame 

are affected largely by its divergence. By resetting the contour on these frames, the contour 

might be able to track the consecutive series of frames successfully.  For example, the 

computations of the sequence 14 (Figure 35 in 6.1 and Figure 42) could be paused in frame 

50, reset for frame 49, and the resumed. 

 

Figure 42. Pausing the algorithm and pulling the contour in place could be of great help for 

sequences that encounter difficulties like this.  

 



 54 

6.2.5 Stopping criteria for oscillating vertices 

When the contour has found a local minimum, the vertices will oscillate over the minima 

during the remaining iterations. To speed up the algorithm one could impose a stop criterion 

whenever this happens. This would allow the contour to find the edge in frames where more 

iterations are needed without necessarily increasing execution time much. An example of this 

is when the balloon force is pushing the contour toward the edge when parts of the contour 

lie outside the capture range of the edge forces. 
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7. Conclusion 

The programme created and tested is semi-automatic. The operator must load each 

individual sequence. In order to get the best possible result, the initial contour must be set 

close to the edge for the first frame. Still, the programme saves time compared to doing 

manual measurements for each maximum and minimum in each sequence.  

The algorithm is able to track and compute the area with a satisfactory accuracy for several 

sequences. However, there are many possible improvements stated in 6.2 that should be 

investigated in order to optimize the algorithm further. The most problematic sequences were 

of small vessels with narrow geometries, fast moving walls, and blurry edges. Improving the 

algorithm by implementing 6.2.1, 6.2.2, and 6.2.3 might be of most importance today. Also, 

performing another test, with a larger material of sequences, would be advisable in order to 

optimize it further. However, since the algorithm is governed by many fixed parameters and 

the biodynamics of the IJV varies to a great extent, it is difficult to find a optimal setting that 

works well for the whole spectra of sequences. 

The programme might be helpful in future research for several sequences. There are still 

sequences that need to be measured manually due to poor image quality and complex 

shapes of the vessel. However, the algorithm works for a wide range of different sequences 

where it is faster and more consistent than manual measurements and may therefore serve 

as a compliment to manual measurements as of now. 
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10. Appendix 

Table 1. Manual measurements, carried out twice, on 36 sequences. Also presented are 

mean and standard deviation for the quota of the maximum areas between the two 

measurements respectively the quota of the minimum areas between the two 

measurements. 

Seq Measurement 1 Measurement 2 Accuracy(%) Accuracy(%) 
 max min max min max min 

1 19,1 14,1 18,1 9,7 105,7 145,8 
2 29,2 21,6 26,0 19,7 112,5 109,4 
3 18,5 15,6 18,7 13,9 98,9 112,1 
4 7,8 4,3 6,3 3,0 124,0 145,1 
5 22,1 12,2 21,2 11,4 104,2 107,1 
6 38,9 32,2 37,1 29,8 105,0 108,0 
7 56,3 29,5 55,3 27,1 101,8 108,9 
8 24,7 6,1 22,2 4,2 111,2 146,3 
9 11,5 3,4 8,8 0,9 131,4 384,7 

10 1,8 1,2 1,5 0,4 121,0 282,4 
11 3,2 2,3 3,0 1,6 106,9 147,3 
12 1,3 0,8 0,8 0,8 150,7 104,6 
13 85,6 82,6 80,6 74,8 106,2 110,4 
14 41,8 24,2 37,6 22,9 111,2 105,4 
15 36,1 22,0 31,1 19,6 116,3 112,4 
16 13,7 4,7 15,1 4,7 91,2 99,5 
17 5,5 3,1 4,1 2,2 133,6 139,0 
18 3,5 2,3 3,1 2,6 110,9 88,5 
19 152,5 135,3 154,5 137,5 98,7 98,4 
20 200,7 106,5 127,9 108,2 156,9 98,5 
21 123,8 79,1 119,0 76,2 104,0 103,7 
22 134,0 86,7 130,6 82,7 102,7 104,8 
23 47,7 20,5 38,8 24,2 122,9 85,0 
24 8,1 4,5 9,8 7,6 82,6 59,9 
25 22,6 3,8 24,0 3,7 94,0 101,0 
26 18,5 3,2 19,3 3,6 96,0 89,3 
27 32,5 7,0 34,7 8,6 93,5 81,5 
28 12,6 3,5 13,7 3,9 91,4 89,9 
29 0,9 0,1 1,4 1,0 67,0 10,7 
30 5,0 3,6 4,8 2,4 103,6 145,7 
31 96,8 70,4 90,6 71,4 106,9 98,6 
32 68,2 40,8 70,1 42,1 97,2 96,9 
33 40,4 6,8 40,2 7,1 100,7 95,5 
34 48,6 5,4 45,6 4,0 106,5 133,3 
35 19,9 2,7 21,4 2,5 93,2 110,5 
36 7,1 3,3 5,9 5,3 118,8 62,3 

 Mean 107,8 117,3 
Std 17,3 60,9 
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Table 2. Reference areas, computed areas and the accuracy of the algorithm for Test 2. The 

mean and standard deviation of the accuracy are presented as well. The cells marked “x” 

mean complete failure. 

Seq Reference Areas (mm2) Computed areas (mm2) Accuracy (%) 

 
Max area Min area Max area Min area Max area Min Area 

1 213,8 129,7 199,0 120,8 93,1 93,1 

2 107,3 88,9 94,9 79,8 88,4 89,8 

3 64,3 9,5 53,0 10,6 82,5 111,9 

4 204,6 155,7 188,9 150,5 92,3 96,7 

5 49,4 13,8 42,2 10,3 85,4 74,1 

6 27,9 18,2 25,5 14,6 91,4 79,9 

7 51,5 19,2 47,5 18,6 92,3 96,5 

8 69,2 66,4 66,4 62,4 96,0 93,9 

9 113,2 94,3 107,9 89,3 95,3 94,8 

10 50,6 22,5 39,6 16,4 78,3 73,0 

11 52,0 3,7 x x x                                                                              
X 

x                                                                            
X 12 15,0 7,4 11,5 2,2 76,5 29,8 

13 212,5 130,2 193,0 120,8 90,8 92,8 

14 177,0 126,1 127,8 115,4 72,2 91,5 

15 29,9 28,0 23,8 23,7 79,6 84,6 

16 72,4 63,5 68,0 61,0 94,0 96,0 

17 114,4 78,4 98,3 62,0 85,9 79,0 

18 75,5 59,1 68,8 51,1 91,1 86,5 

19 20,8 10,5 17,4 7,5 84,0 71,4 

20 35,6 15,9 31,9 11,6 89,6 73,4 

21 8,4 5,9 5,6 3,2 67,1 53,7 
Mean 86,3 83,1 
Std 8,0 17,9 

 

 

 

 

 

 

 

 

 


