
Linear Mixed Models - Assessing the
Relationship Between a Biomarker and

Cancer Disease Status

Hanna Hammarbacken

Department of Statistics

Uppsala University

Supervisors: Inger Persson and Mårten Schultzberg
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Abstract. Previous research suggests that a specific biomarker measured in

the blood correlates with cancer status, for a specific type of cancer: higher

values of the biomarker are generally found in patients with progressive can-

cer. The aim of this study is to investigate this relationship using a Linear

mixed model. Patients with a progressive disease have on average signifi-

cantly higher values of the log of the biomarker and patients with partial or

complete remission of the disease have on average significantly lower values of

the logged biomarker, both compared to patients with a stable disease. Also,

patients with a liver tumor have on average higher values of the log of the

biomarker, compared to patients without. Including both a random intercept

and a random slope in the Linear mixed model, in addition to the fixed ef-

fects, results in the best model fit. Due to the non-random sample used, these

results are only valid for this specific sample but can be of guidance for the

conduction and planning of future studies.
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1 Introduction

The oldest, known case of cancer was found in 2016 in South Africa, in an ancient toe

bone from a human relative. It was dated to be between 1.6 and 1.8 million years old [1].

The beginning of the 1900s, shortly after Marie and Pierre Curie discovered radium, was

the start of the modern treatments of cancer using radiation therapy on cancer tumors [2]

and in the 1940s, the first chemotherapy treatment was given to cancer patients [3]. In

spite of the long history of the disease, and the enormous amount of research conducted,

there is still no cure for cancer. The World Cancer Research Fund has data for cancer

frequency, most recently compiled in 2012. For all cancer types and for both genders,

the age-standardized rate of cancer diagnosis was 182 individuals per 100,000. Looking

at countries separately, Denmark tops the list with 338 individuals per 100,000 followed

by France at 325 and Australia at 323 individuals per 100,000, respectively. Norway is

ranked fifth at 318 individuals per 100,000 and Sweden is ranked as number 24 with 270

individuals per 100,000. [4] These numbers probate that research on this subject still

needs to be done and there is much to be discovered and understood.

The aim of the thesis is to investigate the relationship between disease status for these

patients and the levels of a certain biomarker in the blood. This is done using longitudi-

nal data from a study following 241 patients from Denmark, Norway and Sweden with a

special type of cancer. Due to confidentiality reasons, the type of cancer and the name of

the biomarker cannot be revealed here. Due to the same reason, some references will be

omitted since including them would disclose too much information and make it possible

to unravel information that is classified.

The biomarker of interest is a substance in the blood that exists inside certain cells

that are associated with the type of cancer and tumors of interest. Previous research sug-

gests that the biomarker can be found in higher than normal amounts in blood samples

from patients with these specific types of tumors. If this is the case, measuring the levels

of the biomarker in the blood might be of assistance in diagnosing the disease itself or

conditions related to the disease, as well as to find out how well a treatment is working or

if a previously cured cancer has returned. To test this idea, this study will investigate the

relationship between the levels of this biomarker and a patient’s disease status over time.

Are the levels of the biomarker on average higher for patients with a more progressive

disease, and are they on average lower for patients evaluated with a reclining disease?

To analyze the question of interest, Linear mixed models originally introduced by

Laird and Ware in 1982 [5] will be used. The idea with the approach is that the vari-

ability of the sample comes from two sources of variation, variation between patients and

variation within patients. Variation between patients can be due to things such as gender

or age, and variation within patients is simply due to the fact that individuals are differ-

ent from each other due to reasons not possible to explain with observable attributes. By
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accounting for the individual-specific variation that arise when you measure an individual

several times, the idea is that the relationship between the response variable and variables

that represent variation between individuals will appear more clearly, in comparison with

not including terms controlling for the within individual-variation.

The outline of this thesis is as follows: section two introduces data used for the anal-

ysis, including a missing values analysis. Section three describes the methodology of the

linear mixed models and presents some alternative methods. Section four starts with a de-

scription of the modeling procedure used to conduct the analysis, followed by the results.

The final section discusses the results and gives some future research recommendations.

2 Data

The subject of analysis in this thesis is data coming from a non-randomized, multi-centre,

observational study performed in the three Nordic countries Sweden, Norway and Den-

mark starting in 2011. The aimed population consists of patients with a type of cancer,

having rest tumor or metastases after operation has been performed, or non-operable

patients with specific primary locations that undergo some kind of anti-tumor treatment.

Due to the observational character of the study, there is no formal inclusion/exclusion

criteria. The study is longitudinal following 241 patients that were expected to attend

regular routine visits every third month. However, since the study is non-interventional

the protocol for the study encouraged each hospital to follow their own, local routine,

causing visits with different time increments for some patients.

There are two variables of main interest in this study. The first variable is the re-

sponse variable and contains results from a blood sample measuring the level of a specific

biomarker for a patient. There is a large spread in this variable, Table 1 show values

ranging from 0.03 up to 2500 which, according to the medical experts involved in this

study, isn’t that unusual for this type of biomarker. To remedy this and to decrease the

impact of the extremely large values, the log of the biomarker will be used as from now.

Table 1: Descriptive statistics for the biomarker
mean median min max

Biomarker 26.52 3.00 0.03 2500.00

The other main variable is a categorical response evaluation variable referred to as

status. This is a type of summary variable representing the doctor’s evaluation of the

patient’s disease status at each visit, where the status is completely based on the magni-

tude of the tumors a patient has. Patients are evaluated by the use of a special type of

CT-scan to detect the possible tumors. Since the magnitude of a lesion often changes over

time, status is a time-varying covariate. A patient is evaluated at each visit according

to certain criteria and categorized into one out of five categories. These are presented in
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the list below, with the corresponding descriptions/definitions deciding which category a

patient should be classified into.

• Complete remission: Disappearance of all tumors, they must have reduced to a size

of <10 mm.

• Partial remission: At least a 30 % decrease in the sum of diameters of the tumors,

taking as reference the baseline sum diameter.

• Progressive disease: At least a 20 % increase in the sum of diameters of tumors,

taking as reference the smallest sum on study. In addition to the relative increase of

20 %, the sum must also be an absolute increase of at least 5 mm. The appearance

of one or more new tumors is also considered as progression.

• Stable disease: Neither sufficient shrinkage to qualify as ”Partial remission” nor suf-

ficient increase to qualify for ”Progressive disease”, taking as reference the smallest

sum diameter while on study. This category will be used as the reference category

in the analysis.

• Inevaluable for response: for some reason, tumor not possible to define. Reasons

could be early death, malignant disease, toxicity or that the tumor assessments are

incomplete.

Table 2 shows the number of observations per visit assigned to each category, including

missing values.

Table 2: Number of observations per disease status category

Category Baseline Visit 2 Visit 3 Visit 4 Visit 5

Complete remission 0 5 4 3 3
Partial remission 0 1 6 4 3
Progressive disease 0 12 20 27 22
Stable disease 0 168 142 97 77
Invaluable for response 0 9 10 12 10
Missing 225 30 19 29 10

Total 225 225 201 172 125

At the first visit, all patients have missing values due to the simple reason that the doctor

cannot assess an evaluation of the disease since there is no previous visit to compare to.

Only the first five visits are presented due to that observations from visit six and forward

are excluded from the analysis, see section 2.1 for the motivation and discussion regarding

this.

There are a number of covariates that will be included in the analysis. Firstly, two

demographic variables; gender, a gender indicator with value 0 for male patients and 1
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for female patients and age, indicating the patient’s age at baseline. One medical vari-

able is included in the analysis, a dummy variable called liver ind, indicating whether

the largest tumor in the patient’s body is located in the liver or not. Previous studies

show that the biomarker can be found in higher concentrations in patients with a liver

tumor, why this variable is included. The variable is time-varying, since a patient can

get a tumor in the liver along the study as well as that an already existing tumor can

disappear. For most patients however, there won’t be a change of value for this variable.

In addition to the uneven time periods between visits for patients mentioned previ-

ously, there are more circumstances making the data unbalanced. Firstly, the measure-

ment of the biomarker and the disease status are not always registered at the same time.

Even though the measures are defined as coming from the same visit, this is not always

the case. Some patients have observations with measures of the biomarker and cancer

status being more than six weeks apart. For a study that aims at investigating the re-

lationship between these measures over time, this is far from optimal but unfortunately

not something that is possible to take action against. In the analysis, attempts are made

using the actual dates for the two measures but problems with convergence, probably

due to a too small amount of information for each time point, prevent these to be used

further. Instead of the precise dates, the variable visit defining the measurements as

taken at the same time and equally spaced in time will be used as the variable controlling

for time. Secondly, there is a big difference between patients regarding the number of

observations per patient, mostly due to the fact that patients die during the time of the

study. The number of visits per patient varies between one visit up to twelve visits.

2.1 Missing Observations due to Death

During the time period of the study, all patients except for one die. In Table 3, the

number of patients alive at each visit is presented.

Table 3: Number of patients alive at each visit

Visit Patients alive Visit Patients alive

Baseline 237 Visit 7 47
Visit 2 225 Visit 8 32
Visit 3 201 Visit 9 19
Visit 4 172 Visit 10 4
Visit 5 125 Visit 11 3
Visit 6 80 Visit 12 1

The fact that patients die successively creates a type of missing data-problem. Instead

of single values for an observation that is missing, whole observations are missing after

a certain point in time. At visit 5 there are 125 patients still alive, 51.9 % of the total
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sample size. This number drops to 80 patients at visit 6, only 33.2 % of the patients

were alive at this point in the study. Hair et al [6] recommend that when there is more

than 50 % missing data, the observations should be removed. Since the purpose of the

study is to look at the relationship between the biomarker and disease status, and not

in relation to how long the patients survive, removing observations after a certain time

point is nothing that will compromise the analysis. Following the guideline by Hair et

al., the observations belonging to visit six or later are removed and only observations up

to visit five will be used in the analysis.

Analytical problems can arise with a sample in this type of situation. In general,

patients dying isn’t treated as a missing data-problem but individuals are simply removed

from the analysis with reference to the fact that there is no interest in the data when the

patient has passed away. However, these analyses are often too optimistic since they only

analyze patients surviving throughout the study. The Linear mixed models approach,

which is described in detail in section 3.1, is a common method to use in these situations.

The method does not need to use imputation for the missing values due to patients dying,

the method produces unbiased estimates on its own. This works under the condition that

the attrition isn’t related to the response variable. [7] To investigate if this is applicable

to the situation at hand, the relationship between the response variable and patients

dying is assessed. The analysis of comparing the biomarker for groups based on whether

the patient was alive or not at the following visit is presented in the box plots in Figure

1, showing the distribution of values of the logged biomarker for the two groups.

Figure 1: Comparison of log(biomarker) for patients alive and not alive at next visit

Since the log of the biomarker is used, the spread has decreased compared to the original

variable. There are some small, but not remarkable, differences between the groups but

no clear and consistent pattern in which group has higher or lower values. For some visits,
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patients alive at the next visit have higher values of the biomarker and for some visits

they have lower values. For the first four visits, patients that were alive at the next visit

have a slight emphasis on lower values of the logged biomarker, but the fifth visit show

the opposite. The overall assessment is that there is no obvious pattern visible between

the groups regarding values of the logged biomarker, at least not strong enough to require

any special remedies [8]. People dying does not seem to depend solely on the biomarker,

and the estimates in the analysis will then be assumed unbiased [7]. Comparisons are

also made between the groups based on values of the covariates included in the analysis,

but no troubling differences were found (results not shown).

2.2 Missing Values

There are some additional missing data that need to be adressed. As the log of the

biomarker is the response variable, this is the variable of main interest regarding the

investigation of potential patterns in the missing values. Also, the status variable is the

covariate of main interest why these two together will be the focus of the missing values

analysis.

Out of the 238 patients that are included in the sample, there are four patients that

do not have any values registered on the variable measuring total tumor size, which is

the basis for the cancer status variable status. Nine patients that survived up to visit

four have the value 0 registered at baseline and missing values for the rest of the visits

for the same variable. Since these in total eleven patients do not contribute with any

information regarding tumor size, and by that nor to status, they will be removed leaving

in total 225 patients in the sample. Out of these, 118 patients survived up to visit five.

The log of the biomarker has quite a small extent of missing values, only 4.2 %

of the observations up to visit five have missing values for this variable. Still, it is

important to investigate the circumstances regarding these missing values. Is there any

non-randomness creating the missing values? In a similar manner as presented in section

2.1, two groups are created based on whether the patient has any missing values or not

for the biomarker. The entire sample with all time points available is used to compare

the values of the logged biomarker between the groups to see if there are differences. A

box plot is presented in Figure 2, comparing the distribution of the log of the biomarker

for the two groups.
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Figure 2: Analysis of patients with at least one missing vs. no missing values of
log(biomarker)

Looking at Figure 2, there are very small differences between patients having missing

values on the biomarker and patients without missing values, regarding the values of the

log of the biomarker. The median is slightly larger for patients without missing values of

the biomarker, and the spread is larger for this group. With the exception of the spread,

the plots are quite similar to each other indicating that there are no big differences

between the groups.

Even though the analysis of the response variable is the most important when assessing

any non-randomness in the missing values, it is also interesting to compare the individuals

with vs. without missing values based on the covariates at hand. Table 4 shows the mean

age for the two groups as well as the proportion of male patients, the proportion with a

liver tumor and the mode for cancer status.

Table 4: Descriptive statistics for patients with vs. without missing values for log
(biomarker)

Group Mean age Median age % males % liver tumor Mode

No missing 65.2 65 30.8 62.6 Stable disease
At least one missing value 64.0 65 42.9 71.3 Stable disease

Looking at Table 4, it is clear that there is practically no difference between the two

groups regarding the age of the patients, both groups have both mean and median age

around 65 years. The most common disease status in both groups is ”Stable disease”.

There are some differences in the proportions of gender. There is a lower proportion of

males in the group with missing values, 30.8 % males, compared to 42.9 % males in the

group without missing values. There are also differences regarding the proportion with a

liver tumor, 62.6 % in the group of patients with missing values compared to 71.3 % in

the group without missing values.

The analysis above shows that there are some differences between the groups, but
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the differences are small enough not to cause any worry. Together with the small extent

of missing values, only 4.3 % of all biomarker assessments are missing, the judgement

is that there is no need to warrant additional diagnosis [6]. There are no clear signs of

any non-random process generating the missing values in the data. There is no need for

any remedies regarding missing values, leaving in total 225 patients that experienced at

least the first visit of this study, which will be the sample size used for the forthcoming

analysis.

3 Methodology

3.1 Linear Mixed Models

The Linear mixed models (LMM) framework, also called random-effects models, was first

introduced in a unified matter in 1982 by Laird and Ware [5], and is a very flexible

approach when modeling unbalanced, longitudinal data. In reality, when performing

longitudinal studies there are difficulties in controlling the circumstances for which the

study is performed, ss is the case with this study. There is considerable variation among

the individuals included in the study regarding both the number of observations observed

per individual and the timing of the observations. Because of this, the LMM approach is

a very suitable choice of method. [9]

The general idea with LMM is that there are different levels used when modeling

the data, something that is supposed to represent a hierarchical structure in the data

generating process. Here, two levels will be used as an illustrative example, but know

that many levels can be used, the number depending on the theoretical motivation behind

the model.

In longitudinal data, there are several observations observed per individual. In the

LMM setting, the observations constitute the lowest level and the individuals in the data

make the higher level. For each level there is a model for the variability coming from that

specific level. Starting at the lowest level (the observations), the model for an observation

is presented as

Yij = γi + δij, j = 1, ..., ni, (1)

where

δij ∼ N(0, σ2). (2)

The Yij in equation 1 is the value of the response variable for individual i for observation

j, and can be divided into two parts: an individual-specific intercept γi and an error

term δij that has variance σ2. Each individual has a constant intercept, γi, and every
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observation coming from that individual varies around this intercept, on average with the

standard deviation σ. The second, higher level is the model for the distribution of the

individual-specific parameter γi as

γi = α + βi, (3)

with

βi ∼ N(0, D). (4)

γi in equation 3 describes the distribution of observations from an individual. Since people

are different from each other, this distribution varies from individual to individual. The

model is built up by the parameters α and βi. α is an intercept and can be thought

of as the average of all individual intercepts, and is by that a population parameter in

the sense that it describes the population level of the data. α is fixed across subjects.

The second parameter in the model, βi, is called a random effect and represents the

individual deviation from the population intercept α. βi is allowed to vary randomly

between individuals, in contrast to the fixed α, and this is why the method is called linear

mixed models, it mixes fixed and random effects. The final parameter, D, represents the

variance of the random intercept α. [10]

The random intercept model introduced in equation 3 can be extended to also include

a parameter controlling for the trend in time for each individual, a random slope. The

second, higher level model for the individual specific parameters is then defined as

γi1 = α1 + βi1

γi2 = α2 + βi2,
(5)

with

βi =

(
βi1

βi2

)
∼ N2

((
0

0

)
,

(
D11 D12

D21 D22

))
. (6)

α1 is as previously defined the average intercept for the population. Just as before, each

individual intercept γi1, described in equation 5, deviates from the population average

intercept α1 with βi1. α2 is the new parameter which represents the average trend in

the population and similarly to the intercept, each individual slope γi2 deviates from the

population average slope α2 with βi2. The model now includes two random effects, βi1

and βi2, with covariance matrix D (equation 6). D11 is the variance of the individual

intercepts βi1 and D22 is the variance of the individual slopes βi2. D21 = D12 is the

covariance of the intercepts and slopes. The observation-level model is described as
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Yij = γi1 + γi2tij + δij, j = 1, ..., ni, (7)

still with

δij ∼ N(0, σ2). (8)

The distribution of the observations Yij, described in equation 7, are functions of σ2

and the subject specific effects γi, where the term tij controls for time. The δij’s, from

equation 8, are all both independent within subjects and independent across subjects for

all individuals and time points. [10]

The linear mixed model can of course be written in matrix format. The general form

is

Yi = Xiα + Ziβi + δi

βi ∼ Nr(0, D)

δi ∼ Nni
(0, σ2I)

(9)

In equation 9, Xi = (ti, x1, ..., xp) is a matrix with the first columns containing a variable

controlling for time. The remaining columns represent the p number of covariates that

can be included in the model, in this case there are four: status, gender, age, and

liver ind. [10] α is the vector of fixed effects corresponding to Xi. The matrix Zi = (1, ti)

corresponds to the random effects vector βi, and δi is the vector of all observation level

errors.

3.1.1 Advantages and Disadvantages

As with all approaches, there are both advantages and disadvantages with the LMM

framework. The strongest advantage of this approach is the flexibility in the modeling

that it allows for, in many aspects. As already discussed, it has no problem with unbal-

anced data in the sense that it can handle a varying number of measurements per object.

The method uses all the available data on each subject and is not affected by randomly

missing data. [11] It is also flexible in the sense that the outcome process can be modeled

in different ways, the variable can be non-continuous and the data can be non-linear

[9]. Another positive aspect is that the method allows the covariates included to be on

different forms. Time-varying covariates is an example of this, as are both status and

liver ind. These two are randomly time-varying, meaning that the values of the covariate

cannot be predicted in a precise matter since they are generated from a random process

and not by a design determined in the study. As long as the covariance structure and

estimation method are correctly specified, the method can handle this type of variables.

[12] Finally, LMM can also model the time effect in different ways [13] and can handle
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more complex models for the individual trajectories. The model suggested in this study,

the random intercept and slope model, is the simplest form of mixed model, and this can,

in a relatively easy manner, be extended. [11]

A drawback of the method is that when applying mixed models to smaller samples,

uncertainty in the estimates increase as compared to larger sample sizes. This is of course

not unique for the LMM framework, many approaches has this feature but that does not

make it less inconvenient. Including covariates that are unnecessary can create bias in

both parameter estimates and tests which also is a disadvantage. There can occasionally

be computational problems when fitting a model, the iterative fitting algorithm (such as

the Newton Raphson or the EM-algorithm) can have problems with convergence due to

what type of correlation structure is assumed. [11] Finally, something that some consider

a disadvantage is that it the mixed models framework often can appear to be too complex

and difficult to understand for researchers with limited statistical knowledge.

3.2 Alternative Methods

Longitudinal data are very common in general and especially in biostatistics, so conse-

quently, there are many approaches to deal with the dependencies between observations

created by the repeated measuring. A selection of approaches appropriate for these situ-

ations is presented below.

One popular and common statistical approach is Analysis of Variance (ANOVA) with

a main goal to analyze differences or changes in means between groups. In the simple

ANOVA however, individual differences from the averages are treated as error variance,

rather than something that can contain and reflect information about an actual change

taking place at the subject level. Also, ANOVA cannot take into account the repeated

measures coming in a certain order and that time is something to take into account. [13]

To remedy this, there is an extension of the approach called repeated measures ANOVA

(rANOVA). It includes data from all time points in a study and has the ability to separate

the variance due to subject differences from the random error variance, and to describe

the change over time. It is by many also considered relatively simple to use and under-

stand why it is a popular analytical tool. However, there are some clear weaknesses that

makes the approach not so flexible. rANOVA requires balanced data in the sense that

it needs an equal number of observations per subject to work properly and it can have

some trouble dealing with missing data [14], why it isn’t a good way to go in this case.

For the interested reader, there are more suggestions for alternative approaches in

the 1985 article by Ware [15]. He suggests some more flexible alternatives to the linear

mixed model that do not rely on the standard multivariate linear model and that permits

specification of the expected response as an arbitrary function of both time-dependent

and fixed covariates. The mean value functions can by this be derived from individual
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specific matters instead of constraints from the methodological choice. A final approach

that could have been an alternative for this thesis is the Generalized Estimating Equa-

tions (GEE) approach first introduced by Liang and Zeger in 1986 [16]. As the name

suggests, this is an especially nice suggestion for cases concerned with non-linearity. The

approach also offers a nice way to handle the situation caused by patients dying within

the time of the study. More information on this can be found in Kurland et al from 2009

[17]. As there are no signs of non-linearity in the data, the linear mixed models is the

preferred choice in front of both GEE and the suggestions proposed by Ware [15].

3.2.1 Bivariate Linear Mixed Models

One additional alternative method would be the bivariate linear mixed model approach,

suggested by Reinsel in 1982 [18]. The bivariate LMM allows the covariance for two

dependent, longitudinal variables to be modeled. The essential idea with the approach

is to investigate whether two variables follow each other in their evolution over time for

an individual. [10] In this study, in addition to the biomarker as a response variable one

could use measurements of a patient’s change in size of tumor from previous visit as a

second response variable rather than using cancer status as a covariate. The question of

interest would then be if the levels of the biomarker and the change in tumor size move in

the same (or opposite) direction, i.e. if they are correlated over time. The big advantage

of this bivariate approach, together with the advantages mentioned in section 3.1 for the

univariate LMM, is that the association structure between the variables is taken into

account. [9]

This bivariate approach was the first approach tested for this study, but resulted in

problems with convergence when trying to estimate the model. As discussed by Verbeke

and Molenberghs [19], this is most likely due to that the values of the response variable

need to be different for the different time points for each individual. If the same value

is repeated within a subject, the procedure will construct identical rows in the matrix

Σ for the residual errors creating a singular matrix and an infinite likelihood. For the

variable measuring change in tumor size, this is the case for more than 90 of the patients.

A selection of three patients are shown in Table 5 to illustrate the problem.

Table 5: Change in size (in mm) of tumor from previous visit for three patients

Baseline Visit 2 Visit 3 Visit 4 Visit 5

Patient A 0 0 0 11 9
Patient B 0 24 -142 0 -
Patient C 0 -2 -2 0 6

Patient A has the value 0 for three consecutive visits. Inspecting the variable measuring
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the total size of the tumor, these values are due to that the tumor has not grown between

the visits. Patient B has the value 0 for the baseline visit, which is a reasonable value

since no change can be observed at the first visit, and 0 change registered again at the

fourth visit. Patient C has a change of - 2 mm registered for the second and third visits,

indicating that the tumor has decreased in size with 2 mm between the baseline visit and

visit two, and between visit two and visit three. These three patients are an illustration

of the different situations that create the problem with convergence. One could of course

consider some remedies to go by this problem, either to remove the concerned observations

or alter them with a minimal value that would not create any perceivable difference. The

first remedy, removing the observations containing the problem, is not a good option.

It would decrease the sample size, which always should be avoided in the longest, but

primarily, it would most likely create bias in the results. Removing patients that do not

have a change in their tumors would be to remove a group of patients with valuable

and contributing information to the situation at hand. The interest lies in observing the

reality for these patients within the sample, why removing the concerned patients isn’t

an option. The other alternative, to alter the observations with a minimal value, is a

better option in theory but not in practice, due to the questionable quality of the variable

measuring change in tumor size itself. The main concern with the quality lies within the

many zeros registered as tumor size, the variable which is the basis of the change in tumor

size-variable. An illustrative example is presented in Table 6.

Table 6: Tumor size and change in tumor size from previous visit for two patients

Patient Visit Size Change Doctor’s comment

Patient D Baseline 0 0 Not planned for this visit
Visit 2 22 22 -
Visit 3 0 -22 Not planned for this visit
Visit 4 22 22 -
Visit 5 0 -22 Not planned for this visit

Patient E Baseline 78 0 -
Visit 2 0 -78 Not planned for this visit
Visit 3 76 76 -
Visit 4 0 -76 Not planned

Looking at the values of tumor size and the corresponding comments for patient D,

it is quite clear that the zeros registered at the baseline visit, visit three and visit five

should have been registered as missing values instead of zeros, as is the case for visits

two and four for patient E. If a CT-scan is not performed as according to the doctor’s

comment, it is not possible to measure the size of the tumors and the value should be

missing. When the value 0 is registered instead, it creates very strange and inaccurate

fluctuations for the variable within each patient, and the variable is not very informative

in this current state. Also, even if the zeros of concern would have been registered as
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missing values, the extent of these would be so large that it would be difficult to perform

any type of analysis anyway. Due to these reasons discussed, the bivariate linear mixed

models approach is abandoned to give way for the wiser choice of the univariate linear

mixed model approach described in section 3.1. The variable status (described in section

2) will be representing the cancer status of the patients at each visit, used as a covariate.

4 Analysis

4.1 Modeling

Verbeke and Molenberghs [19] outline general modeling guidelines for the Linear mixed

models. This is followed, with some exceptions, when fitting the model for the log of the

biomarker. The list below presents the different steps followed, and the results from the

procedure are presented in section 4.2. The SAS system procedure MIXED is used to

conduct the analysis.

1. The first step in fitting a model is to form a preliminary, oversaturated mean model.

This is to remove all possible systematic trends that could be a cause for variation

so that, when the covariance structure in step three is evaluated, there is only

variability that cannot be explained by fixed effects. This means that in this first

step, all the variables age, gender, liver ind and status are included.

2. With the same motivation as in step one, all possible random effects are included

in the model, to make sure that there is some variability left explained by random

effects when choosing the covariance structure. This means that a random intercept

and a random slope for each patient in the study is included.

3. Step three in the procedure is to specify the covariance structure for both the

random effects (matrix D) and the residual errors (matrix Σ). There are a number

of different alternatives for the covariance structures, a list is presented at the

SAS support page for the MIXED procedure [20]. To assess the best covariance

alternative, the information criterion AIC and BIC are used, with the smallest value

indicating the best choice. These should be considered together with reasoning

regarding what alternative is reasonable given the situation and the data.

4. Given that appropriate covariance structures are chosen, the evaluation of the ran-

dom effects are next up in the procedure. Are the random effects motivated to be

included in the model? Three different models are tested:

• The linear fixed effects model with no random effects

• The linear mixed model with a random intercept
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• The linear mixed model with both a random intercept and a random slope

Testing these different models is done by comparing the model without random

effects with the model with only one random effect. That model is in turn compared

to the model with two random effects. To assess this, one cannot use the usual

degrees of freedom for the likelihood ratio test (LRT). This is due to the null

hypothesis tested (that the off-diagonal element of D corresponding to the random

effect of interest is 0) is on the boundary of the parameter space. Using the classical

LRT would overestimate all p-values and by that, the null hypothesis wouldn’t be

rejected as often as it should which in turn could lead to invalid inference. Instead,

the distribution under the null hypothesis is a mixture of χ2-distributions, a 50:50

mixture between the distributions with, in the first case, 0 and 0 + 1 degree of

freedom, and in the second case, 1 and 1 + 1 degrees of freedom. In appendix C in

Fitzmaurice et al [21] the critical values for this test are found to be 2.71 and 5.14

respectively for the standard significance level of 5 %.

5. When the covariance structure are chosen and the number of random effects is

considered, the final step is to asses the significance of the fixed effects included in

the first step. This is simply done by a regular t-test. Since the sample used in

this study isn’t random but an observational sample, the significance is first and

foremost used as an indication of how strong the relationship between the fixed

effect and the response variable is. Also, due to the nature of the sample, there is

no aim to generalize into the larger population and the conclusions drawn from the

analysis are only regarding the sample itself.

4.2 Results

Starting with the choice of covariance structures, the most common choice for the covari-

ance matrix of the residual errors, Σ, is the very simple structure referred to as Variance

Components (VC). The covariance structure is presented in equation 10.
σ2 0 0 0

0 σ2 0 0

0 0 σ2 0

0 0 0 σ2

 (10)

The motivation behind this choice is the assumption that the random effects account for

the variation in the data, and that the remaining residual error then has a very simple

structure. This is in line with the modeling procedure applied in this study why the VC

structure is used for the residual errors. For the D matrix, the covariance matrix for the

random effects, the AR(1) structure is the best fit. AR stands for autoregressive, and an
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illustrative example of the correlation structure is presented in equation 11.

σ2


1 ρ ρ2 ρ3

ρ 1 ρ ρ2

ρ2 ρ 1 ρ

ρ3 ρ2 ρ 1

 (11)

The AR(1) structure has homogenous variance and the correlations decline exponentially

with time. In the setting of this study, this means that the variability in the measurement

of the biomarker is constant regardless at what point it is measured. Also, measures

consecutive of each other will have a relatively high correlation that will decrease as the

measurements get farther away from each other. [22]

When testing how many random effects to include in the model, the four covariates

age, gender, liver ind and status are included as fixed effects, in line with the guidelines

presented in section 4.1. The results from the analysis of the random effects are presented

in Table 7.

Table 7: Test of random effects

LRT

No random effects -
Random intercept 904.33
Random intercept and slope 922.27

Table 7 shows the LRT statistic for the models compared with the previous model

containing one less random effect. Comparing these values with the correct critical values

mentioned in step 4 of the modeling procedure (2.71 and 5.14 for the random intercept and

the random intercept and slope model respectively) it is very clear that the LRT statistics

are both highly significant, indicating that including random intercepts and slopes in the

model is a very good idea compared to not having any random effects specified. This is

not a surprising result, but rather in line with the theoretical and medical reasoning in

section 1.

The final step in the procedure of fitting a linear mixed model for the log of the

biomarker is to asses the fixed effects in the model. The gender indicator is highly

insignificant with a p-value of 0.904 and the estimate is very small, see Table 10 in

appendix. All the information criteria decreased when removing the variable, see tables

11 and 13 in appendix for comparisons, why it is kept excluded from further analysis. The

variable controlling for age was also insignificant, both in the full model and when gender

was removed. All the information criteria decreased when removing age, see tables 11 and

15 in appendix for comparisons, why that also was excluded from further analysis. The

final, best model expressed for one individual at one point in time is defined in equation
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12. The abbreviation I stands for ”Inevaluable for response”, CR represents the disease

status ”Complete remission”, PD for ”Progressive disease” and PR stands for ”Partial

remission”.

log biomarkerij = (α1 + βi1) + (α2 + βi2)tij + β1CRij + β4PRij + β3PDij + β2Iij

+ β5liver indi + δij
(12)

All results corresponding to this model is presented in Table 8 with corresponding fit

statistics in Table 9. The models that were rejected are presented in appendix in tables

10 to 15.

Table 8: Estimated fixed effects for log(biomarker), final model

Estimate SE p-value

Complete remission -1.7100 0.1772 <.0001
Partial remission -0.3565 0.1759 0.0432
Progressive disease 0.2032 0.0844 0.0164
Invaluable for response 0.0869 0.1266 0.4926
Liver indicator 1.2702 0.1772 <.0001

Table 9: Fit statistics, final model

AIC 1509.3
BIC 1519.3

The largest estimate in magnitude is for the category ”Complete remission” of the

status variable, a negative value of -1.71 with a corresponding standard error of 0.1772

and a p-value <.0001. This indicates a strong negative relationship for the log of the

biomarker and the status ”Complete remission”; on average, patients classified having

”Complete remission” have a 1.71 units lower value of the log of the biomarker compared

to patients evaluated with the status ”Stable disease”. The second largest estimate is for

the status ”Partial remission”, at -0.3565 with a standard error of 0.1759. On average,

patients with cancer evaluated as ”Partial remission” have a 0.3565 units lower value for

the log of the biomarker compared to patients evaluated as having a stable disease. The

p-value is 0.0432, significant on the 5 % significance level, indicating that the relationship

is relatively strong in the sample. The relationship between the log of the biomarker and

the status ”Progressive disease” is also significant on the 5 % significance level with a

p-value of 0.0164. Patients with this status have on average a 0.2032 units higher value

of the log of the biomarker, with a corresponding standard error of 0.0844, than patients

evaluated having a stable disease. The remaining category of the status variable is for

those patients that were invaluable for response. The estimate is quite small, 0.0869
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with a standard error of 0.1266 and a p-value of 0.4926. The relationship is insignificant

indicating that the relationship is not very clear. Also, the size of the estimate indicates

that there isn’t a strong relationship present.

The variable indicating whether the patient had a liver tumor or not is highly sig-

nificant with a p-value <.0001, indicating a clear relationship. The estimate of 1.2702

says that on average, patients with a tumor in their liver at a given time point have

approximately a 1.27 units higher value of the log of the biomarker compared to patients

without a liver tumor. The standard error of 0.1772 is quite small in relation to the

estimate, supporting the strong relationship indicated by the p-value.

Moving on to the random effects of the univariate linear mixed model, the interpreta-

tion of the estimates of γi1 and γi2 in equation 5 has no practical value in this study since

these parameters are individual specific and varies randomly between subjects. SAS can

produce these estimates of the individual specific parameters (and also each patient’s co-

variance/correlation matrix), but they represent the change in the response variable due

to the subject itself, despite of any change in the fixed effects, which is of no interest here.

Additionally, it would be too extensive to present this information due to the number of

patients included in the study.

To check the normality of the error term, which is an assumption made for the LMM

procedure, diagnostic plots of the scaled residuals are included in Figure 3.

Figure 3: Diagnostic plots of the scaled residuals for log(biomarker)
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The histogram does not compare perfectly to a standard normal curve, nor is it show-

ing any major deviations from it, and the QQ-plot show only minimal departures from

normality. The scatter plot has the somewhat peculiar pattern due to the categorical

covariates, but shows nothing compromising regarding normality. However, it does show

signs of heteroskedasticity, there is larger spread for higher values compared to lower

values with some exceptions. A consequence of heteroskedasticity is that the estimators

are no longer asymptotically efficient but as there are no generalizing ambitions for this

study, this issue is not something that causes concern. [6] Finally, the box plot is quite

symmetric and has it’s density in the middle of the plot. In conclusion, the diagnostic

plots do not show any troubling departure from normality for the scaled residuals, and

the assumption of normality for the response variable log(biomarker) is considered to be

fulfilled. There is some heteroskedasiticty present, but nothing that needs to be remedied.

5 Discussion

The results presented in section 4.2 show significant associations with the log of the

biomarker for all categories of the disease status variable, except for one category. The

estimates corresponding to the categories representing a remission of the disease show

a significant average decrease in the values of the log of the biomarker compared to if

patients having the status ”Stable disease”. The category representing a progression of

the disease has a significant average increase in the log of the biomarker compared to

patients with the status ”Stable disease”. Both these results are quite expected and in

line with the previous research conducted on this subject, and thus what was expected

for this study. The estimate for the category ”Inevaluable for response” is not significant

and is also the smallest in magnitude, a sensible result since this category is used for

the patients that are hard to define as any other category. The variable indicating if the

patient has a liver tumor is significant and positive, a patient with a liver tumor at a

certain point in time has on average higher values of the log of the biomarker. This result

has been defined in previous studies, but the result from this study is a good confirmation

of the relationship that seems to exist. All these results are valid for this specific sample,

but it is important to stress once again that they are not generalizable to the larger

population due to the non-random nature of the sample. They can however serve as a

good pointer of direction for future research.

Using both a random intercept and a random slope in addition to the fixed effects

results in the model with the best fit, which is not a surprising result. The Linear mixed

models approach is truly a good way to control for within-individual differences and thus

makes it possible to screen for the relationship of interest. If data would have allowed, it

would have been interesting to extend this approach and use the Bivariate linear mixed

models as originally intended, as it offers the possibility to examine the relationship over
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time between the biomarker and the change in tumor size directly. With better data at

hand, this is a strong recommendation for further research.

The observant reader notes that there is no mentioning of any type of treatment for

the cancer patients included in the sample. Since data comes from an observational study,

treatment has been given to the patients without any specific structure, some patients

even have several different treatments registered during the time of the study. Also,

there is a vast number of observations that have an unspecified treatment registered. Not

including a treatment variable is of course a major drawback of the analysis since the

presence of treatment probably plays a role in the size of the tumors, and hence what

disease status a patient is categorized as. There is no available information on how the

different treatments effect the biomarker, but it is clear that it is desirable to somehow

control for this in order to get credible results. This situation, together with the fallible

variable measuring tumor size, are both illustrative examples of what the consequences

can be when data is lacking. Assurance of the study containing all the information needed

for the analysis, together with the importance of thoroughness when collecting the data

cannot be stressed enough.

Between the different countries and hospitals participating in the study, there are

different measurement kits used when measuring the levels of the biomarker which also

could be a possible source of error. Initially, there were plans on testing the different kits

used to compare how they perform, with the aim of standardizing how the biomarker is

measured. However, this was not followed through due to too high costs and difficulties

in validating the results. Re-considering testing for differences between the different kits

could definitely be an option for future research, possibly included as another level of

random effect.

In conclusion, there are clear trends in how the biomarker and the disease status for

patients with this type of cancer relate to each other, for the patients in this sample. Based

on these results, there is incitement to continue exploring this relationship, preferably with

controlled clinical studies with properly measured variables.
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Appendix

Table 10: Estimated fixed effects for full model

Estimate SE p-value

Complete remission -1.7589 0.3782 <0.0001
Partial remission -0.3665 0.1761 0.0379
Progressive disease 0.1938 0.0846 0.0223
Invaluable for response 0.07748 0.1269 0.5417
Gender 0.0363 0.3004 0.9040
Age 0.0070 0.0043 0.0988
Liver indicator 0.8119 0.3101 0.0091

Table 11: Fit statistics for full model

AIC 1515.9
BIC 1525.8

Table 12: Estimated fixed effects, gender excluded from model

Estimate SE p-value

Complete remission -1.7592 0.3781 <0.0001
Partial remission -0.3664 0.1761 0.0380
Progressive disease 0.1939 0.0845 0.0221
Invaluable for response 0.07749 0.1269 0.5417
Age 0.0072 0.0040 0.0713
Liver indicator 0.8165 0.3069 0.0080

Table 13: Fit statistics for model without gender

AIC 1515.3
BIC 1525.3
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Table 14: Estimated fixed effects, age excluded from model

Estimate SE p-value

Complete remission -1.7428 0.3784 <0.0001
Partial remission -0.3586 0.1759 0.0420
Progressive disease 0.2010 0.0844 0.0176
Invaluable for response 0.08496 0.1266 0.5025
Gender 0.2052 0.2837 0.0713
Liver indicator 0.8165 0.3069 0.4698

Table 15: Fit statistics for model without age

AIC 1509.5
BIC 1519.5

26


