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Abstract

Using references in language is a major part of communication, and un-
derstanding them is not a challenge for humans. Recent years have seen
increased usage of dialog systems that interact with humans in natural
language to assist them in various tasks, but even the most sophisticated
systems still struggle with understanding references.

In this thesis, we adapt a coreference resolution system for usage
in dialog systems and try to understand what is needed for an efficient
understanding of references in dialog systems.

We annotate a portion of logs from a customer service system and
perform an analysis of the most common coreferring expressions appearing
in this type of data. This analysis shows that most coreferring expressions
are nominal and pronominal, and they usually appear within two sentences
of each other.

We implement Stanford’s Multi-Pass Sieve with some adaptations and
dialog-specific changes and integrate it into a dialog system framework.
The preprocessing pipeline makes use of already existing NLP-tools, while
some new ones are added, such as a chunker, a head-finding algorithm and
a NER-like system. To analyze both user input and output of the system,
we deploy two separate coreference resolution systems that interact with
each other.

An evaluation is performed on the system and its separate parts in five
most common evaluation metrics. The system does not achieve state-of-
the art numbers, but because of its domain-specific nature that is expected.
Some parts of the system do not have any effect on the performance, while
the dialog-specific changes contribute to it greatly. An error analysis is
concluded and reveals some problems with the implementation, but more
importantly, it shows how the system could be further improved by using
other types of knowledge and dialog-specific features.

Keywords: coreference resolution, dialog systems, human-computer
interaction, natural language processing
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1 Introduction

Natural language is quite clear for us humans. We are able to understand each
other without major difficulties and we can respond accordingly. For decades
computational linguists have been striving towards finding patterns in natural
language and applying rules and algorithms that would equip computers with
the same understanding that humans have.

Coreference resolution is a discipline in computational linguistics that tries
to understand references in text and speech by linking together expressions
(mentions) that refer to a real-life object (entity).

With a working system in place, computers are able to understand the
language better by substituting a reference with the entity or by observing all
mentions linked to the same entity, which provides a description of everything
known about an entity from a certain piece of text or speech.

Coreference resolution is a difficult task because it requires comprehension
and reasoning, which includes extensive knowledge from other linguistic sub-
fields and knowledge that is still not completely describable. This results in only
half-working systems that are able to solve some cases, but in general do not
have very high accuracy.

This thesis is a result of collaboration with Artificial Solutions. The purpose
is to explore coreference resolution through human-computer dialog and try to
integrate a system into Teneo, a platform for dialog system creation. Additionally,
an evaluation and error analysis of the system will provide an insight into what
is needed for an efficient coreference resolution system to be used in dialog
systems.

The thesis is organized as follows: In chapter 2, we discuss existing research
on coreference resolution and define some central terms. We also explore
dialog systems in general and provide a general description of how Teneo
works. Furthermore, we explain the evaluation metrics that are used in the later
chapters. In chapter 3 we present findings of the data analysis on a sample from
a customer service dialog system. In chapter 4 we describe our adaptation of
a rule-based coreference algorithm and its integration into the Teneo dialog
system. In chapter 5 we evaluate a baseline system and our implementation
with five evaluation metrics and present the results. We also conduct an error
analysis of our implementation. Finally, in chapter 6, we sum up the findings
and discuss ideas for future work.
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2 Background

2.1 Discourse
Language analysis often focuses on smaller units of language, such as sentences,
clauses and words. But language operates much wider – there is often a central
topic to a conversation and the speakers share common knowledge to under-
stand each other. Information is often reused, but to avoid too much repetition,
some expressions are substituted by others. Same things and people are referred
to through the conversation. The conversation is also grammatically and lexi-
cally correct (cohesive). When all this information is provided in a structured,
logical and consistent way, a conversation is coherent and speakers can under-
stand each other. When some information is not provided or is structured in an
unnatural way, there are disturbances in conversation’s coherence and one of
the speakers might fail to understand the other one.

When we analyze the language on a wider level, it is not enough to only
observe a random excerpt, because the information might not be enough for
a full analysis. We need to look at a coherent unit. A coherent unit larger
than a sentence is called discourse. Discourse can take many different forms,
ranging from several sentences to full texts and sometimes even several texts or
conversations.

Jurafsky and Martin (2009) describe some typical discourse types that will
be relevant for this thesis:

• Monolog is a type of discourse where information only flows one way.
There is typically a speaker and a hearer (or a writer and a reader in written
texts). The hearer cannot respond to the speaker in any way. Examples
of this are most written texts, such as books, news articles, but also some
spoken texts, such as speeches.

• Dialog consists of several participants who act as speaker and hearer in
turns. The participants use different communicative acts, such as asking
questions and answering. The most typical kind of dialogue is a spoken
conversation.

• In some cases, online services provide conversational agents to chat with.
This is a form of discourse called human-computer interaction (HCI).
It is much like a dialogue, but in a limited sense, because the computer
systems are not yet able to converse on the same level as humans.

In natural language processing (NLP), most approaches still focus on smaller
language units. However, with new advances in the field and some sentence
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level problems solved, the NLP community is increasingly focusing on discourse
processing. Stede (2012) describes discourse processing as a field in natural
language processing that gathers information about discourse segments and
presents it in a structured manner in order to support the task of information
extraction. This thesis will focus on specific type of discourse processing called
coreference resolution that is trying to capture information about references in
text.

2.2 Coreference Resolution

2.2.1 Types of coreferring expressions

In order to understand the coreference resolution task, we need to distinguish
between three important terms. An entity denotes an object in the world. A
mention is a referring expression that describes that object. When we need one
mention to understand the other, the first one is called the antecedent of the
latter.

Referring expressions exist in many forms, but most focus in research lies
on noun phrases, which is also the most common type of referring expressions.
Noun phrases can be further divided into four different categories (Poesio et al.,
2016):

1. Nominals: A man and a woman came into my shop yesterday. The man
wore a baseball hat.

2. Proper names: Kim and Robin are good friends even though Kim likes sports
whereas Robin prefers reading.

3. Pronouns:

a) Definite pronouns: Ross bought a radiometer and gave it to Nadia for
her birthday.

b) Indefinite pronouns: Kim bought a t-shirt so Robin decided to buy one
as well.

4. Reflexives: John bought himself a parrot.

Noun phrases usually play one of the four semantic functions (Poesio et al.,
2016):

1. Referring: These are noun phrases that introduce new entities in a dis-
course or require a link to previously mentioned entities.

A train arrived soon after. It left immediately.

2. Quantificational: They are relations between two sets of objects – those
denoted by the nominal complex and those denoted by the verbal phrase.

Few trains arrived in time.

3. Predicative: They express properties of objects.
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Kim is a preacher.

4. Expletive: In languages where verbal arguments need to be filled on
syntactic grounds, these nouns express semantically empty expletives and
pronouns.

It is half past two.

In this thesis, we will concern ourselves with all four types of coreferring
expressions and with two semantic roles: referring and predicative noun phrases.

2.2.2 Coreference Resolution: Definition

As previously mentioned, discourse usually revolves around a set of topics
and subtopics. The same entities are thus mentioned throughout the text or
conversation by using referring expressions. Finding relations between referring
expressions and entities is the main task for coreference resolution.

In computational linguistics coreference resolution primarily focused on
resolution of pronouns. This was later extended to include all nominal phrases.
In 1995 the task of coreference resolution was formally introduced by the
Message Understanding Conference 6 (MUC 6) and was then defined by
their guidelines (Hirschman and Chinchor, 1998). In this context, coreference
resolution means linking nouns with the same identity relation. All expressions
linked together create a coreference chain that describes an entity:

(1) I still remember [our teacher], [Mrs. Jackson]. [She] was [our first grade
teacher] and [she] always motivated me.

(2) [our teacher] - [Mrs. Jackson] - [she] - [our first grade teacher] - [she]

2.2.3 Constraints

As Poesio et al. (2016) explains, in order to uncover the coreferring expressions,
we rely on many different types of information. This section explains what we
can gather from different information types.

Based on morphological information, two entities may corefer if they agree
in number, gender and person. However, it is important to notice that it is not
enough to determine coreference based on morphology and string matching
alone, because there are many ambiguous examples and entities that could vary
in these categories.

Syntactic information is mostly used in the context of the binding the-
ory (Chomsky, 1981), which revolves around several principles and observes
syntactic trees to determine the relationships between constituents. For subject-
verb-object (SVO) languages it is shown that above 60% of pronouns appear
in subject position and further 70% of these have an antecedent in the object
position (Poesio et al., 2016). This kind of syntactic information is important
for coreference resolution purposes.

Semantic information is being used more increasingly lately. Previously it
was mostly used to exclude connection between entities where antecedents
were introduced in the scope of downward-entailing operators (McCawley,
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1976). This includes examples where two entities are almost the same, but one
is negated. Nowadays semantic information is used in the form of knowledge
bases where different relationships between words can be observed.

Another important type of information is salience, which in its simplest form
means recency. As Hobbs (1986) states, the entities that have been introduced
more lately are also more likely antecedents. Hobbs also conducted a corpus
study and reported that 90% of all pronoun antecedents occurred in the current
sentence and 98% occurred in the current or previous sentence. Some other
evidence suggests that there is a preference to refer to first mentioned entities in
a sentence (Gernsbacher and Hargreaves, 1988), (Gordon et al., 1993). These
findings provided a base for algorithm proposed by Hobbs (1986), further
explained in section 2.3.1.

Some other theories suggest that there are some linguistic focusing mech-
anisms that play an important role in the choice of antecedents. Grosz and
Sidner (1986) proposed a framework in two levels: the global and the local
focus. The global focus divides discourse into segments (e.g. based on topic),
while the local focus specifies which entities are more salient than others in
a specific moment – salience changes throughout the conversation and some
entities are more probable antecedents than others. Centering theory proposed
by Grosz et al. (1995) is similar to Sidner’s theory. It states that every utterance
updates the local focus by introducing new mentions of discourse entities and
by updating the focal structure. The theory also states that there exists an object
that plays the role of the discourse topic/focus, which is called the backward
looking center.

2.3 Important Work in Coreference Resolution

2.3.1 Hobbs Algorithm

One of the first and best known approaches to coreference resolution is a
syntax-based algorithm for pronoun resolution proposed by Hobbs (1986).
Despite being more than 30 years old, it is still often used as a baseline or part
of other systems.

Hobbs algorithm traverses the surface parse tree breadth-first, left-to-right,
and looks for an antecedent that matches the pronoun in gender and number
by moving backwards one sentence at a time.

As Hobbs (1986) explains, the algorithm uses syntactic constraints from
binding theory and favors the subject and entities that are first introduced into
the discourse. The search is breadth-first and left-to-right, which means that
NPs to the left or higher are preferred over NPs to the right and deeper in the
tree.

This algorithm is used as a preprocessing step in the Stanford’s Multi-Pass
Sieve (Raghunathan et al., 2010), which is presented later in this section and is
the basis for the model presented in this thesis. However, in our implementation
we only use some notions of this algorithm.
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2.3.2 Sidner’s Algorithms and the Centering Algorithm

We briefly presented Sidner’s model of focus (Grosz and Sidner, 1986) in
section 2.2.3. The model consists of two important parts: the organization of
entities in a semantic network (global focus) and keeping track of which entities
are currently in focus (local focus).

Sidner created an algorithm based on this model. For that she needed
three data structures: the discourse focus, the actor focus and a ranked list of
the entities mentioned in the last sentence. Additionally, stacks of previous
discourse foci, actor foci and sentence foci lists are maintained. Sidner first
specifies how these structures are updated as the discourse progresses. Then the
algorithms specify how the focus structures are used in anaphoric interpretation.
These algorithms are very detailed – there are algorithms for different types
of anaphoric expressions depending on their semantic position. They differ in
which local focus structures are accessed and in which order. Because this work
contains many different algorithms, this model is just briefly presented as one
of the more important works and the reader is further referred to Grosz and
Sidner (1986) for more information.

Another algorithm based on similar notions is the BFP algorithm. It is an
algorithm for pronoun resolution that was proposed by Brennan et al. (1987).
It follows the centering theory (Grosz et al., 1995) and it models the local
focus structure in discourse. It takes an utterance as the input and updates the
local focus by choosing the pair which is most consistent with the claims of the
centering theory (Grosz et al., 1995).

Both Sidner’s approach and the BFP algorithm are quite different from
the most common approaches within coreference resolution. The notion of
discourse focus is strong in theory, but turns out not to be as efficient in practice,
so other approaches were more popular in later work.

2.3.3 Activation-based Methods

Activation-based models assume that every discourse entity has a certain level of
activation that is updated after every utterance. The activation level determines
the likelihood that the entity is being referred to (Poesio et al., 2016).

Some of the most known systems are MEMORY (Alshawi, 1987) and
RAP pronoun resolution algorithm (Lappin and Leass, 1994), which builds on
Alshawi’s ideas, but adds some improvements, such as an extensive treatment of
expletives, and is one of the best known algorithms in computational linguistics.

RAP is a generate-filter-rank approach algorithm. The input is a parser
output, from which candidates are generated. Then the candidates are sent
through a filter that is based on syntactic constraints. The candidates that pass
the filter also agree in number and gender with the pronoun in focus. From the
remaining candidates, the one with the highest salience weight is selected as
the antecedent.

The salience weight consists of three parts. The first part is a sentence
recency weight, which is always the same. The second part are weights for
mentions not occurring in dispreferred positions, such as part of a PP. The
final part is a weight depending on the grammatical function of the candidate,
such as subject and object. For each mention, the salience weight is halved
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for each sentence boundary in-between and summed across all members in
candidate coreference chain. Then final two factors are added to the score: one
for parallelism of grammatical roles and a penalty for cataphora.

2.3.4 CogNIAC

CogNIAC (Baldwin, 1997) is a pronoun resolution system based on the as-
sumption that commonsense knowledge is not needed for pronominal anaphora
resolution. CogNIAC requires part-of-speech tagging, recognition of noun
phrases and agreement information. Full parse trees can also be used.

This system is the first to use the ’precision first’ approach that is still used in
many models today. It resolves pronouns by applying a series of rules ordered so
that the most reliable apply first. It also only attempts to resolve the pronouns
where the model would score a precision result above a certain threshold. There
are six rules that the system follows in order:

1. Unique in discourse: If only a single antecedent in the whole discourse
matches, it is picked.

2. Reflexive: The nearest possible antecedent in discourse is picked if the
anaphor is a reflexive pronoun.

3. Unique in current and prior: If there is a single possible antecedent in the
prior sentence and or current sentence, pick that one.

4. Possessive pronoun: If the anaphor is a possessive pronoun and there is a
single exact string match of the possessive in the prior sentence, then pick
that match.

5. Unique current sentence: If a single possible antecedent is in the current
sentence, it is picked.

6. Unique subject/object pronoun: If the subject of the prior sentence con-
tains a single possible antecedent, and the anaphor is the subject of its
sentence, that antecedent is picked.

Stanford’s Multi-Pass Sieve model (Raghunathan et al., 2010) takes after
many CogNIAC’s features. It uses the same ’precision first’ approach and
constructs the rules in a similar way, but differs in the wider architecture.

2.3.5 The Mention-Pair Model

The mention-pair model is one of the most influential machine learning ap-
proaches to coreference resolution and it is still popular as a benchmark in the
learning-based resolution research. These approaches have started to develop
after 1990, when corpora was increasingly being used for other NLP tasks. For
the task of coreference resolution, some corpora were annotated with corefer-
ential relations in the scope of the Message Understanding Conferences MUC-6
and MUC-7.

The model was first proposed by Aone and Bennett (1995) and McCarthy
(1996), and was later improved by Soon et al. (2001) and Ng and Cardie (2002).

11



The problem of coreference resolution is viewed as a classification task, where
resolving the anaphor mj is the task of finding mention mi that maximizes the
probability of link L between two mentions:

argmax
mi

P(L|mj,mi) (3)

Each pair of NPs is represented by a feature vector containing distance,
morphological, lexical, syntactic and semantic information on both NPs and
the relation between them. Features enable the machine learner to distinguish
between coreferential and non-coreferential relations. After the binary classi-
fication, a separate clustering mechanism is used to coordinate the pairwise
classification decisions and build coreference chains.

The training set for the classifier contains labeled instances of attribute-value
pairs. The text is first tokenized, segmented into sentences, labeled with PoS-
and named entity recognition labels and the NPs are extracted. Then the pairs
are built, consisting of a mention, antecedent and a positive or negative label –
positive for coreferring examples and negative otherwise. The positive examples
are created by combining each anaphor with each preceding element in the
coreference chain. The negative examples are built by combining each anaphor
with each preceding NP that is not a part of any coreference chain or belongs
to other coreference chains. Often further filtering steps are applied.

Feature selection is the crucial part of this task, because only highly informa-
tive features should be chosen that optimize the performance of the classifier.
The chosen features usually include a distance feature, string-matching, gram-
matical, syntactic and semantic information. For distance, the location of a
mention and an antecedent is taken into account, as well as the distance be-
tween them. The string-matching feature checks for full or partial matches
between two mentions. Grammar features look for agreement in the NP type,
gender and number, while syntax features look at NP functions. Semantic fea-
tures are built by using animacy, gender and named entity information, which
are often extracted from knowledge bases such as WordNet (Miller, 1995).
Soon et al. (2001) have created a feature set (table 2.1) consisting of 12 features
which became the core feature set for all machine-learning based coreference
resolution approaches.

Type Description Value
Distance Distance between mi and mj in terms of the number of sentences Integer
String-matching Is mj an alias of mi? Boolean

Do mi and mj match after stripping of articles and demonstrative pronouns? Boolean
Grammatical Does mj start with a definite article? Boolean

Does mj start with a demonstrative pronoun? Boolean
Is mi pronominal? Boolean
Is mj pronominal? Boolean
Do mi and mj agree in number? Boolean
Do mi and mj agree in gender? Boolean
Do mi and mj both contain a proper name? Boolean

Syntactic Is mj an apposition? Boolean
Semantic Do mi and mj agree in semantic class? Boolean

Table 2.1: The core feature set (Poesio et al., 2016)

The classification step decides which pairs of mentions corefer and which
not. For this, various classifiers have been used and evaluated, such as the
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C4.5 decision tree learner (Soon et al., 2001; McCarthy, 1996; Aone and Ben-
nett, 1995), memory-based learners, maximum entropy learners, the RIPPER
rule learner (Ng and Cardie, 2002), voted perceptrons and Support Vector
Machines.

The final step is generating coreference chains, where several clustering
approaches were explored. The closest-first clustering (Soon et al., 2001) starts
at the immediately preceding NP and continues backwards until no NPs are
left or the antecedent is found. The best-first clustering (Ng and Cardie, 2002)
takes a left-to-right traversal approach in order to find a better match first.

The mention-pair model has shown some weaknesses. One of them is
that the systems do not optimize for clustering-level accuracy, because the
classifier is trained separately from the clustering step. The second flaw is that
the candidates are considered independent from one another. This means that
it is not possible to determine how good one is compared to the rest. Another
flaw mentioned is that considering only information from two NPs may not
suffice to determine whether they are coreferring or not. In further attempts to
cope with these weaknesses, new models emerged from the mention-pair, such
as mention-ranking model (Denis and Baldridge, 2008) and entity-mention
model (Yang et al., 2004; Luo et al., 2004).

2.4 Stanford’s Multi-Pass Sieve for Coreference
Resolution

In 2010, Raghunathan et al. (2010) introduced a new deterministic coreference
resolution system that stands out with its architecture – it consists of several
smaller coreference resolution systems that are applied on top of each other, in
order from highest precision to lowest. This is the approach we follow for our
coreference resolution implementation.

2.4.1 Preprocessing

The system is focused on resolution of noun phrases headed by nominal or
pronominal terminals. Before the actual coreference resolution, there is a men-
tion processing stage, where candidates are sorted depending on their proximity
to the mention currently being solved. The candidates in the same sentence
are sorted using Hobbs left-to-right breadth-first traversal of syntactic trees
(Hobbs, 1986). The candidates in the preceding sentence are sorted using
right-to-left breadth-first traversal instead, to favor document proximity and
syntactic salience. Not all mentions are processed – mentions are assigned to
a cluster within every pass and only mentions with no cluster yet assigned are
involved in further coreference resolution. Additionally, only the currently first
mentions in their cluster are solved, because those are usually better defined
than subsequent ones and because they appear closer to the beginning of the
document, so there are fewer mention candidates and thus fewer possible errors.
This preprocessing step applies before each pass in the sieve.
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2.4.2 Multi-Pass Sieve

There are seven different passes in the Stanford’s coreference resolution system.
Each of them works independently from the rest and after each stage, the
information about mentions that are already solved is passed along to the next
stage.

The descriptions of passes and examples provided are from Raghunathan
et al. (2010).

Pass 1: Exact Match

In the first pass, only mentions that contain exactly the same text including
modifiers and determiners, are linked. This is the most precise model, with
pairwise precision above 96%.

(4) [the Shahab 3 ground-ground missile] /.../ [the Shahab 3 ground-ground
missile]

Pass 2: Precise Constructs

This model links mentions that satisfy any of the below conditions. This pass
yields above 95% in pairwise precision on a portion of data from corpus used in
the 2004 Automatic Content Extraction evaluation (Bengtson and Roth, 2008).

Appositive – two nominal mentions are in an appositive construction.

(5) [Israel’s Deputy Defense Minister], [Ephraim Sneh]

Predicate nominative – two mentions are in a copulative subject-object
relation.

(6) [The New York-based College Board] is [a nonprofit organization] that
administers the SATs and promotes higher education

Role appositive – the candidate antecedent is headed by a noun and appears
as a modifier in an NP whose head is the current mention. This feature is
triggered only if the mention is labeled as a person, the antecedent is animate
and the antecedent’s gender is not neutral.

(7) [actress] [Rebecca Shaeffer]

Relative pronoun – the mention is a relative pronoun that modifies the head
of the antecedent NP.

(8) [the finance street [which] has already formed in the Waitan district]

Acronym – both mentions are tagged as proper names and one of them is
the acronym of the other.

(9) [Agence France Presse] /.../ [AFP]

Demonym – one mention is a demonym of the other. Here a static list of
countries and their gentilic forms is used.

(10) [Israel] /.../ [Israeli]
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Pass 3: Strict Head Matching

Pass 3 matches mentions based on the similarity in their premodifiers, heads and
words included in mentions’ clusters. The mentions must satisfy all the below
conditions. It still maintains high precision with 91% in pairwise precision. It
also improves recall significantly.

Cluster head match – the mention head word matches any head word in
the antecedent cluster.

Word inclusion – all the words in the mention cluster are included in the
word cluster of antecedent candidate. The words are first filtered through a stop-
list of the most common English words, mostly function words that carry less
meaning. This step exploits the findings from Fox (1987), that it is uncommon
to introduce novel information in later mentions.

Compatible modifiers only – a mention’s modifiers are all included in the
modifiers of the antecedent candidate. Modifiers must be nouns or adjectives.
This step exploits the same findings as the previous step.

Not i-within-i – two mentions should not be in an i-within-i construct,
which means that one cannot be a child NP of the other’s NP constituent.

Passes 4 and 5: Variants of Pass 3

These two passes are essentially pass 3, but with relaxed conditions. In pass 4,
the mentions need to satisfy all conditions from pass 3, except for the compatible
modifiers only step. Similarly, in pass 5, all conditions need to be satisfied but
word inclusion. After pass 4 pairwise precision is 91% and after pass 5 it drops
to 90%.

Pass 6: Relaxed Head Matching

In pass 6, the condition of only allowing mentions that are first in their cluster
to match is removed. Now the mention head can match any word in the cluster
of the candidate antecedent. To maintain high precision, both mention and
antecedent must be labeled as named entities of the same type. They also need
to satisfy two conditions from the pass 3 – they should not be an i-within-i
construct and the non-stop words in the mention cluster should be included in
the set of non-stop words in the cluster of the antecedent. Pairwise precision
here is 88%.

Pass 7: Pronouns

The final pass in the system is focused on pronoun resolution. Here the previous
passes play a crucial role – Clusters with shared mention attributes are con-
structed and used in this pass. Two mentions must agree in all of the following
categories in order to be linked: number, gender, person, animacy, NER label. If
an attribute is missing, it is represented by a label that works as a wild card. To
find all the necessary information, this pass uses different strategies of assign-
ing attributes and information from the preprocessing pipeline of Stanford’s
CoreNLP (Manning et al., 2014) and static lists and dictionaries.
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2.4.3 Experimental Results

Stanford’s model was evaluated by Raghunathan et al. (2010) and compared to
a single-pass version of the same model and to several other models: Haghighi
and Klein (2009), Culotta et al. (2007), Bengtson and Roth (2008), Poon and
Domingos (2008) and Finkel and Manning (2008). It out-performed all-other
models in experiments on two out of four evaluation corpora and came close
second on the other two corpora (the highest result for MUC evaluation metric
was 78.6% in F1 score). It also had the highest precision in all experiments (the
highest one being 90.5% in MUC).

The results show that a simple deterministic system with a modular archi-
tecture can perform just as well or even better than other models based on more
complicated architecture. The modular architecture allows for new passes to be
easily inserted or removed. Because the system is based on high precision rules
for coreference resolution, it is suitable for other systems where coreference
resolution is not the main feature and where the information provided by such
a coreference resolution system should be correct if used.

The system has later been reviewed and updated with new features ((Lee
et al., 2011), (Lee et al., 2013), (Recasens et al., 2013)). The 2011 version was
also evaluated on test data in the CoNLL 2011/2012 shared task1. The data
is a subset of OntoNotes2, a coreference resolution annotated data set from
various genres of text: news, conversational telephone speech, weblogs, usenet
newsgroups, broadcast and talk shows. The results for CoNLL 2012 data are
presented in table 2.2

Precision Recall F1
MUC 65.9 64.1 65.0
B-cubed 58.7 50.9 54.5
CEAFe 48.6 54.3 51.3
CEAFm 59.2 59.6 59.4
BLANC 59.5 53.7 56.1
Average (MUC, B-cubed, CEAFe) 56.92

Table 2.2: Evaluation of Stanford’s Multi-Pass Sieve on CoNLL 2012 shared task data.

2.5 Evaluation Metrics in Coreference Resolution
Coreference resolution is often seen as a clustering problem and is thus eval-
uated in the same way. As Poesio et al. (2016) explain, this is only partially
accurate. Like clustering, coreference resolution also aims at placing objects
into clusters. However, in clustering all elements in the golden data set cluster
should also exist in system output cluster. This does not always hold for coref-
erence resolution. Sometimes mentions are found in the output that do not
exist as mentions in the golden data set and sometimes mentions existing in the
golden data set are not identified in the system output. Dealing with examples
like these requires a separate evaluation metric, which lead to development of
coreference-resolution-specific evaluation metrics.

1http://conll.cemantix.org/2012/introduction.html, (accessed on 29/5/2018)
2https://catalog.ldc.upenn.edu/ldc2013t19, (accessed on 29/5/2018)
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An evaluation metric should fulfill two basic requirements (Moosavi and
Strube, 2016):

1. Interpretability – high score means that most coreference relations are
detected correctly

2. Discriminative power – evaluation should discriminate between good and
bad coreference resolution decisions

The metrics presented in this section are the most established metrics in
coreference resolution, but they do not necessarily satisfy both requirements.
Finding the most efficient evaluation metric is not a trivial task by any means and
has been an object of discussion in many papers, which present weaknesses of
the current metrics and try to find new ways to evaluate coreference resolution,
but the current metrics still remain the most popular. A common practice
is to use the average of three different metrics, but this does not solve the
problem, as taking a mean of three unreliable numbers does not result in a
reliable number (Moosavi and Strube, 2016).

All current metrics use precision, recall and F1 scores. Moosavi and Strube
(2016) explain their meaning: Recall is the indicator of the fraction of correct
coreference information that is resolved, while precision is the indicator of the
fraction of resolved coreference information that is correct. The F1 score is a
weighted harmonic mean of recall and precision.

For evaluation, a data set is annotated with coreference information that is
referred to as key (K). The key is then compared to system output, response (R).

Evaluation metrics and their weaknesses are presented with the help of the
article from Moosavi and Strube (2016).

2.5.1 MUC

MUC is the first evaluation metric created for the task of coreference resolution,
first presented by Vilain et al. (1995). It is link-based, which means that it
observes the common coreference links between key and response. Recall is
computed based on the number of missing links in response in comparison to
key, where p(ki) is the set of partitions that is created by intersection of ki and
the corresponding response entities.

rMUC =
Σki∈K(|ki|− |p(ki)|)

Σki∈K(|ki|− 1)
(11)

Precision is computed in a similar manner by switching the key and response
entities.

There are some known issues with this metric. It is the least discriminative
of all metrics, which means that there are no differences in score if an extra
link joins two singletons or the two most prominent entities in the text. It also
tends to favor outputs in which entities are over-merged.

2.5.2 B-cubed

B-cubed (Bagga and Baldwin, 1998) is much like MUC, but based on entities
instead of links. This means that it looks at absence of entities in response from
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coreference chains in key. The overall precision and recall scores are computed
on precision and recall of individual mentions. Recall considers the fraction of
correct mentions that are included in the response entity of each mention.

rB3 =
Σki∈KΣrj∈R

|ki∩rj|
|ki|

Σki∈K|ki|
(12)

To calculate precision the key and response entities need to be switched.
Because B-cubed uses mentions instead of relations, a key mention would

be considered as resolved if it appears in response, regardless of whether it
was linked to the correct expression. Furthermore, the metric presents counter-
intuitive results for boundary cases, which means that precision would be 100%
if all mentions are left a singletons and recall 100% if all mentions are merged.
Another issue with B-cubed is that if a key mention appears several times in
the response, it is accredited for.

2.5.3 CEAF

CEAF (constrained entity-aligned F-measure) was presented by Luo et al.
(2004). It assumes that each key entity should be mapped to exactly one
reference entity and vice versa. To find the best one-to-one mapping (g∗) it
uses the Kuhn-Munkres algorithm, which solves the assignment problem in
polynomial time, using the given similarity measure. If K∗ is a set of key entities
included in the optimal mapping, recall is calculated as:

rCEAF =
Σki∈K∗φ(ki,g∗(ki))

Σki∈Kφ(ki,ki)
(13)

Precision is calculated as:

pCEAF =
Σki∈K∗φ(ki,g∗(ki))

Σri∈Rφ(ri, ri)
(14)

CEAF has two variants, mention-based (CEAFm) and entity-based (CEAFe):

CEAFm φ(ki, rj) = |ki ∩ rj| (15)

CEAFe φ(ki, rj) =
2× |ki ∩ rj|
|ki|+ |rj|

(16)

One of CEAF’s drawbacks is that it uses the number of common mentions
between two entities. This way, even if the entities only have one mention in
common, that solution is rewarded. The problem could be solved by considering
the number of common coreference links between two entities instead. Further
issues are counter-intuitive results – CEAF ignores all correct decisions of
unaligned response – and equal weighting of entities regardless of their sizes.
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2.5.4 BLANC

BLANC (Recasens and Hovy, 2011; Luo et al., 2014) is an adaptation of Rand
index (Rand, 1971) for coreference resolution. It is a linked-based metric that
considers coreference links (Ck and Cr) and non-coreference links (Nk and Nr).

rC =
|Ck ∩ Cr|

|Ck|
, pC =

|Ck ∩ Cr|
|Cr|

(17)

rN =
|Nk ∩Nr|

|Nk|
, pN =

|Nk ∩Nr|
|Nr|

(18)

Recall and precision are computed by averaging their numbers of corefer-
ence and non-coreference links.

BLANC is the least popular of the above metrics, because it has a major
flaw. It considers non-coreferring relations, which means that when the number
of key mentions that exist in response is larger, the number of detected non-
coreference links is larger as well. This results in higher BLANC values and
ignores the question if these key mentions are resolved.

2.6 Dialog Systems
In this thesis we do not focus only on coreference resolution, but how it can be
applied in a specific type of discourse – human-computer interaction. This is
why we need to know what dialog systems are and how they work.

Figure 2.1: Dialog system architecture (Klüwer, 2011)

Dialog systems are computer programs that simulate conversation (Klüwer,
2011). The user does not need to learn a complicated query language or use
menus to respond to the dialog system – they simply respond in natural language.
They are usually domain-specific, used in customer service or as interactive
assistants on smart phones. They can interact in text or speech (the latter are
referred to as spoken dialog systems).

The first dialog systems were chat bots created for more general usage
that were based on pattern matching. At their core was a stimulus-response
algorithm that responded whenever the input string matched a pattern from
the database. These patterns were strings that could contain regular expres-
sions Klüwer (2011). The important early works in this area were ELIZA
(Weizenbaum, 1966) and ALICE (Wallace, 2009).
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Klüwer (2011) explains the architecture of a dialog system. Dialog systems
nowadays use more sophisticated techniques to select the correct response,
which is what makes them different from chat bots. The typical prototype
consists of three units: natural language understanding unit, dialog manager and
output generation unit. The natural language understanding unit uses many
NLP techniques to process the input and represent it in a way that can be used
by other components of the system. It usually consists of an input cleaning
feature, tokenization, PoS-tagging, parsing and named entity recognition. The
dialog manager is the unit responsible for selecting the next action. Dialog
consists of several states that are context specific. The dialog manager needs
to decide on the most appropriate action for the current state and trigger all
necessary subtasks. The output generation unit constructs a physical message to
respond with. The output can be text or speech, it can also contain graphical
elements.

2.6.1 Teneo

Artificial Solutions3 provide Teneo, a natural language interaction and analytics
platform that allows creation of natural language interaction applications, such
as digital assistants for customer service, chat bots or speech-enabled natural
language interfaces for wearables and home automation. It consists of a number
of closely integrated modules: Teneo Language Resources, Teneo Studio, Teneo
Interaction Engine and Teneo Data.

Teneo supports building dialog systems customized for the domain and the
customer needs. Teneo Data is an analytics application that helps to determine
these needs by analyzing and visualizing raw, unordered data or previous in-
teractions with a Teneo application. Teneo Studio is a platform that allows
the user to create their own solutions and modify them via a simple interface.
Teneo Interaction Engine acts as a dialog manager that analyzes the input and
reacts correspondingly, either by a textual or verbal response, or by other kinds
of interactions, such as opening a website, launching an application or filling
a form. The reaction is chosen after a stage of reasoning that uses a linguistic
interpretation of the input, business rules, dialog context and previous data.
The linguistic interpretation is aided by Teneo Language Resources, which is a
library of linguistic resources and tools for over 35 languages.

3https://www.artificial-solutions.com/
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3 Data Analysis and Annotation

Human-computer dialog is a specific discourse type where the structure of text
and language used differs greatly from other forms of text which are typically
analyzed in computational linguistics (e.g. news texts). In this chapter, an
analysis of this type of data is carried out to produce an overview over different
types of coreferring expressions that appear in such discourse. As a result of the
analysis, an annotated data set is produced which later serves as a test set for
the coreference resolution system.

3.1 Data set
A data set was provided by Artificial Solutions, which includes thousands of
session logs in English from a customer service system. From these logs, 114
sessions including coreference were randomly sampled.

3.2 Annotation Procedure
The sampled data set was annotated in a style similar to the MUC-7 annota-
tions (Hirschman and Chinchor, 1998), where each mention is enclosed in a
coreference tag. Within the tag, there are several attributes:

• ID – the mention ID-number, each mention receives a new one

• REF – the ID-number of mention’s antecedent

• TYPE – if mention contains several words, it is the phrase type, otherwise
the PoS-tag

• POS – if mention contains several words, it is the PoS-tags of all words,
otherwise not included

• DIS – sentence-based distance of mention to its antecedent. Receives a
negative value if the antecedent comes after the mention

We consider not only NPs are annotated as mentions, but also other phrases
and sometimes even full clauses. Pronouns and their antecedents for the first
person singular and second person singular (both speakers) were not annotated.
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<QUESTION >I am waiting for <COREF ID ="1" TYPE ="NP"
POS =" DET.NN.NN">my home delivery </ COREF >. How can I
find out how far away <COREF ID ="2" TYPE =" PRON" REF

="1" DIS ="1" >it </ COREF > is?</ QUESTION >

3.3 Results
The analyzed data set consists of 114 sessions which contain 439 coreferring
expressions. The results are shown in table 3.1. The average number of different
types of coreferring expressions is 8.5, which is not a lot considering that out
of the 10 different categories in the table, four could all be classified as NP 1

Most mentions are multi-word noun phrases, while another 122 mentions are
classified as pronouns. Other categories not belonging to a NP that occur are
adverbs, ellipsis, numerals, whole clauses(S), verb phrases and adjectives, but
they do not occur as often. This shows that a coreference system for customer
service dialog systems needs to focus on resolving noun phrases and pronouns.
As most coreference systems resolve these two categories and thus provide
in-depth knowledge about them, it is the most sensible to discard the rest of
the categories for now.

File size 405 kB
Sessions 114
Coreferring expressions 439
Average nr. of types 8.5
Average distance 1.57
NP 225
PRON 122
PN 17
NN 35
ADV 5
ELLIPSIS 15
NUM 4
S 5
VP 2
ADJ 1

Table 3.1: Data analysis results

1PRON (pronoun), PN (proper noun) and NN (noun) are counted separately from NP (noun
phrase) because those are the phrases containing only one word. Phrases with several words
where the head word is a noun, are marked as NP.
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4 Implementation

Researching the previous work in coreference resolution and analyzing the
data provided an important insight into what kind of coreference resolution
system is desired for implementation in a dialog system. We decide to follow
Stanford’s multi-pass sieve approach (Raghunathan et al., 2010) from several
reasons. We only have a small annotated data set, which does not suffice for a
machine-learning-based model. The multi-pass sieve only requires some static
dictionaries and lists, the rest is rule-based. One of the system’s advantages is
that it is modular, so new passes can be inserted, which could be beneficial for
specific text types such as dialogs.

We implement all the sieves from Raghunathan et al. (2010) in Teneo and
create a dialog system that analyses coreference in text. Teneo has a modular
pipeline that allows extensions like this one. We take advantage of already exist-
ing resources in Teneo, such as the preprocessing pipeline and static dictionaries.

The programming part is written in Groovy, which is a dynamic program-
ming language for Java Virtual Machine (JVM) (Adamovich and Fiandesio,
2013) and is a language supported by Teneo platform, for creating custom
modules and functionality. Since Groovy is a JVM language it allows usage of
NLP-libraries written in Java.

4.1 Preprocessing
Stanford’s model uses its own preprocessing pipeline which is part of the
CoreNLP package Manning et al. (2014). The preprocessing pipeline for our
model uses other tools.

We make use of the already existing modules in the Teneo preprocessing
pipeline to identify noun phrases for mention extraction. These include sentence
splitting, tokenization and PoS-tagging. On top of these we add new modules
that we need for the coreference system.

The multi-pass sieve traditionally uses a parser to extract mentions, which
we substitute for chunker. Training a parser would require a lot of work in
annotating and using the pre-trained model is unlikely to perform well because
of the non-standard language usage. We perform an analysis on a pre-trained
chunker model from the OpenNLP library (Thomas Morton, 2005). We have a
dataset of 100 sentences from various dialog systems (from Artificial solutions)
already annotated with PoS-tags. We add annotations of all different chunk
types and then evaluate the performance. The results are presented in table 4.1.

The two most common errors in recognizing noun phrases are that some
nouns do not get assigned to any chunk (and are consequently assigned the
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tag O) and nouns that belong to a verb phrase.. To improve mention extrac-
tion recall, we add additional rules right after chunking that deal with these
problems:

• Separate parts of hyphenated words are joined into a single word. It is
assigned the POS-tag of the final part of the hyphenated word.

• Nouns, pronouns and proper nouns tagged with the O-tag, are tagged as a
new noun phrase.

• Nouns, pronouns and proper nouns belonging to non-nominal chunks are
tagged as a new noun phrase. If the word was not the last element of that
chunk, we split the chunk into two separate chunks with noun phrase
between them.

When all noun phrases are extracted, they are reviewed: Noun phrases
without any nouns or pronouns and temporal expressions are excluded with
the help of a static list of temporal expressions1 and PoS-tags.

Precision Recall F1
Total 79.04% 65.02% 71.35%
NP 82.87% 78.49% 80.62%

Table 4.1: Evaluation of OpenNLP’s pre-trained chunker model on dialog system’s data.

The next step is extracting heads from noun phrases. For this, we implement
head finding rules from Collins (2003). As these rules are based on a parser
whereas we use a chunker instead, we need to modify them slightly (see
algorithm 1)2 .

Algorithm 1 Collins head finder implementation
1: nounPhrase = [word0, word1, ..., wordn]
2: posTags = [tag0, tag1, ..., tagn]
3: if tagn == POS then
4: return wordn
5: for tag in posTags (backwards) do
6: if tag is in list [NN, NNP, NNS, NX, POS, JJR] then
7: return wordtag
8: else if tag == CD then
9: return wordtag

10: else if tag is in list [JJ, JJS, RB] then
11: return wordtag
12: return wordn

The final module in the preprocessing pipeline is a named entity recognition
(NER) system. We use Teneo Language Resources in English to create a list of

1https://www.speaklanguages.com/english/phrases/time-expressions (accessed on
23/5/2018)

2The PoS-tags are from the Penn Treebank tag set: https://www.ling.upenn.edu/
courses/Fall_2003/ling001/penn_treebank_pos.html(accessed on 23/5/2018)
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entities in 14 different categories: airports, birth dates, cities, countries, email
addresses, locations, currencies, names, nationalities, organizations, regions,
street addresses, religions, passwords and user names. The list is checked for
each entity and the corresponding category is retrieved. The NER information
is added for each word if it exists in the list.

The complete preprocessing pipeline can be observed in figure 4.1. As the
input text travels through all modules, the information is stored and most of it
is then added to the class Word. The class Word is stored as a list item of the
class NP which is updated with all known information. As the final preparation
step, all NPs are stored in textual order, first in a list of mentions belonging to
the same sentence and then a list of all mentions. There is an additional class
Phrase, which is very similar to NP, but requires less information. It stores the
information about all other non-nominal phrases for quick access if it is later
required.

Figure 4.1: Preprocessing pipeline

4.2 The Multi-Pass Sieve
We represent the input to the passes of the sieve model as a tuple, where the
first element is the list of mentions explained in the previous section and an
integer which represents available cluster ID-number. When two expressions
are matched, we assign this number to their clusterID attributes. When new
mentions are matched, they are either added to the same cluster ID (if the
mention belongs to the same coreference chain) or assigned a new cluster ID.
This keeps coreference chains updated the whole time through all passes. We
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increment this number after each match and pass it to the next sieve to assure
that each new match receives a new unique number.

All passes have the same processing step for each mention in focus (current
mention) before searching for matches. This is very much like Stanford’s men-
tion processing, with some simplifications to adapt to chunker usage. For each
current mention, a candidate list is created that consists of all antecedent NPs.
We do not modify the order of NPs in the same sentence as the current mention,
while we reverse the order of the NPs belonging to previous sentences. If the
current mention is a pronoun, we do not change the order of NPs, because
we want to favor subjects. Once a list is constructed, the current mention is
compared with all the candidates and matched depending on the rules of each
pass. For current mentions that are assigned a cluster ID (that are matched) we
change the boolean done to true. This means that they are not available for
matching in the remaining sieve steps.

Pass 1

In Stanford’s model, two mentions are compared and only matched if they are
exactly the same string. We also exclude single word mentions from matching
because they do not provide enough information.

Pass 2

Two mentions match if they fulfill any of the following conditions:

Appositive – we apply a rule where two mentions are an appositive match if
one directly follows the other and at least one of them contains a proper noun.

Predicative nominative – We use a static list of copula taken from
Wikipedia3. We match mentions if one is immediately followed by a verb
phrase consisting of a copular verb and then immediately followed by the other
mention.

Relative pronoun – In this condition, we match mentions if one immediately
follows the other and the latter contains an INTERROG PoS-tag.

Acronym – We collect the first letters of the current mention’s words and
then join them into a string. If it matches the candidate, then the candidate is
considered as acronym of the current mention.

Pass 3

Mentions are considered coreferring if they fulfill all following conditions:

Cluster head match and Compatible modifiers only – Implementation of
these two conditions follows Stanford’s model (Raghunathan et al., 2010).

Word inclusion – We retrieve a static list of stop words from a GitHub
repository4. To this list we add personal titles from Wikipedia5. Then all words
from candidate cluster and current mention are collected, filtered through the

3https://en.wikipedia.org/wiki/List_of_English_copulae (accessed on 26/4/2018)
4https://gist.github.com/sebleier/554280 (accessed on 26/4/2018)
5https://en.wikipedia.org/wiki/English_honorifics (accessed on 26/4/2018)
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list of stop words and then compared. If the candidate cluster words contain all
words in the current mention, this condition is fulfilled.

Passes 4, 5 and 6

For passes 4 and 5 and 6 we follow the Stanford implementation (Raghunathan
et al., 2010).

Pass 7

The final pass is also the most extensive one. In this pass we consider only
pairs of mentions where the current mention is a pronoun, we skip the rest.
Mentions are considered to corefer if they agree in five categories: person,
number, gender, animacy, and named entity category. We initialize mentions
with these categories set as unknown. In this pass, we annotate pronouns with
information from a static list of pronouns6.

For other mentions we search through the dictionary from Bergsma and Lin
(2006), which contains phrases bootstrapped from the internet with frequency
numbers for all three genders and plural. We only search for phrase heads
and retrieve the information of that match. If the head we are looking for
does not exist in the dictionary, we try repeating the search by looking for
phrases starting or ending with that word. The information we receive from the
dictionary contains four numbers, for each gender and for plural. We calculate
frequency in percentage and the category with the highest percentage number
is chosen as the mention’s gender. As long as the highest number is not in the
plural category, we also assign singular to that mention. If the highest category
is plural, the mention is not assigned a gender, but plural number. In some
cases, the phrase can fulfill different gender roles depending on the context (for
example, the word one). If the retrieved information contains close numbers (in
margin of 10% from the highest one), the mention is considered having several
genders (the word one is considered both masculine and neutral) and can be
matched with all mentions containing those genders.

All mentions are sent through an additional set of rules to determine their
attributes. For instance, we consider noun phrases starting with a or an as
singular. The rest of the rules are the same as in the Stanford’s model: For each
mention’s head, the PoS tags are checked for number information and updated
accordingly. If the head has a named entity label which is not an organization,
it is considered singular. If the named entity label is a name, the mention is
animate.

When all mentions’ attributes are updated, the mentions belonging to the
same cluster ID are clustered together, this time creating five clusters containing
information for each category respectively. Then the attribute clusters of the cur-
rent mention and candidate are compared. If they contain the same attributes,
those mentions are coreferring. Here we take a slightly different approach to
the one from Raghunathan et al. (2010), because they allow attributes set as
unknown to match as wildcards. Because we do not have access to one of the
dictionaries that they use, many attributes are not updated (remain as unknown)

6https://www.english-grammar-revolution.com/list-of-pronouns.html(accessed
on 26/4/2018)
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and allowing them to match as wildcards would result in wrong matches due to
information deficit. This is why we enforce an additional condition here which
allows up to three categories to be matched as wildcards. At least two categories
must thus be a full match and no mentions containing different attributes (not
counting unknown) can be matched:

(19) Anna (singular, feminine, animate, unknown, name) – she (singular,
feminine, animate, 3rd person, unknown) MATCH

(20) Anna (singular, feminine, animate, unknown, name) – it (singular, neuter,
unknown, unknown, unknown) NO MATCH

(21) enterprise (unknown, unknown, unknown, unknown, unknown) – it
(singular, neuter, unknown, unknown, unknown) NO MATCH

Features not implemented

There are some features in the Stanford’s model that we did not implement.
This is because they are useful only for certain contexts that do not often occur
in dialogs. We leave this for error analysis which will reveal if such features are
needed. These features are: role appositive, demonym, i-within-i.

4.3 Post-Processing
After we receive the list of mentions from the final pass, we store the coreference
information in Teneo with the help of sentence and word index. After this step,
the expressions could easily be found and matched within a dialog system.

4.4 Dialog-specific Changes
In order to create a coreference system that caters to the needs of a dialog
system, we needed to implement yet some additional changes. The goal is to
have a coreference system that analyzes user input as well as system output
during the conversation and displays the information to the system in a useful
way.

Teneo has several stages that allow insertion of external modules. We insert
the seven sieves of coreference system both in the NLP-pipeline so that it is
applied to the input text, but also as the last phase before output, to analyze
the system answer. With this system in place, we can store each user input and
then analyze the complete input collection from the beginning of the session.
This creates a robust system that adapts to a text that is not complete from
start.

Because some mentions might be first proposed by the system and later
referred to by the user, we need to analyze the system answers as well. The main
difference here is that this text does not go through any preprocessing, so we
need to add a new analysis phase separately for the answers. To analyze system
output, another coreference system is inserted after the answer is generated.
The same mentions travel between both coreference systems, where they
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are updated with coreference information. This works for most cases, but
completely fails in one particular case:

(22) User: How are [you] doing?
System: [I] am doing great, thank [you].

In the example shown above, the pronoun you is repeated, but it does not
corefer because it comes from two different speakers. We need to be able to
distinguish between the same pronouns from one speaker and from different
speakers. In the example we also need to link the first you to I in the system
answer.

To do this, we implement two changes: (1) Passes 3-7 are not allowed to
match pronouns in first or second person when they consist of the same tokens,
but belong to different speakers. The speaker information is stored in each
NP – noun phrases belonging to user input are assigned speaker number 1,
while those belonging to the system answer receive the number 2. (2) Pass
7 includes an extra condition to match the pronouns where one of them is a
first person pronoun and the other one a second person pronoun, and that do
not match string-wise and belong to two different speakers. We also include
additional transaction information in the NPs, where one user-system sequence
is one transaction. Transactions are counted, so that we can easily locate a single
noun phrase, which is handy when we need to update the mention list with
information stored in the candidate list.
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5 Results

For evaluation purposes we created a baseline system that has the frame code
of a single pass (mention processing and output) in the multi-pass sieve, but
chooses a random candidate from the candidate list for each mention in focus.
There is also an option of not matching any candidate.

We evaluate the baseline system and our implementation in all five evalu-
ation metrics described in section 2.5. Because the data set used for the data
analysis was used as a development set, we additionally annotate 89 dialogs
from the same system to use as a test set. It is important to note that the set
includes many repeated parts of dialogs. These are system answers that are a
finite set of outputs. Excluding them would prevent the evaluation on complete
dialog, but including them causes error or success numbers to double for each
repeated example.

The evaluation is performed with the help of a scorer for coreference
resolution which was used for CoNLL-2011/2012 shared tasks on coreference
resolution (Pradhan et al., 2014). The scorer requires key and response files
with two columns – one for the token (each token in its own line) and one
for the coreference information. The information is presented by numbers,
the same number meaning mentions belonging to the same coreference chain,
which are enclosed in brackets that specify the beginning and end of a mention.
The lines in both files need to be aligned. The scorer then outputs information
in precision, recall and F1 scores for each metric and for each coreference chain.
Overall results are presented in tables 5.1 and 5.2.

Precision Recall F1
MUC 23.67 50.21 32.17
B-cubed 12 45.88 19.03
CEAFe 30.56 23.24 30.56
CEAFm 22.25 38.47 28.19
BLANC 10.76 38.91 16.5
Average of MUC, B-cubed, CEAFe 22.07 39.77 27.25

Table 5.1: Random baseline evaluation.

Our multi-pass sieve implementation performs much better than the base-
line. The highest F1 score is achieved in MUC metric and the lowest in BLANC.
The difference in scores for each evaluation metric is significant, which exposes
the issues with evaluating coreference resolution described in 2.5. For the pur-
pose of clarity we take the same approach as described in (Pradhan et al., 2014)
and average the first three metrics to receive a single score.

Our system achieves almost double the performance compared to the
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Precision Recall F1
MUC 59.97 62.19 61.06
B-cubed 45.71 56.85 50.68
CEAFe 46.16 45.02 46.16
CEAFm 52.19 53.19 52.68
BLANC 33.33 45.17 38.36
Average of MUC, B-cubed, CEAFe 50.61 54.69 52.63

Table 5.2: Multi-pass sieve evaluation.

baseline. The most significant difference is in precision numbers, where our
system is 28% better than the baseline. Despite this improvement, our system
still achieves better recall than precision.

We also evaluate our system several times by gradually adding passes and
their parts one by one. This way, we can observe which parts of the system
contribute to its performance. The results can be observed in table 5.3. The first
column indicates which passes and features are included in a specific evaluation.
It is important to stress at this point that even though the passes follow each
other in order from highest to lowest precision, this is not reflected in the
results of the current evaluation. This is due to the fact that this evaluation
is done on a test set annotated with coreference independent of which pass
resolves them. To evaluate the performance of separate passes, one would need
to evaluate them on separate data sets, each annotated with coreference that
can only be solved by the current pass.

Pass Precision Recall F1
1 31.25 2.85 5.22
1 + appositive + predicative 31.5 3.28 5.94
1 + appositive + predicative + relative 28.39 3.28 5.88
1 + 2 28.39 3.28 5.88
1 + 2 + cluster head match 61.05 48.07 53.79
1 + 2 + cluster head match + word inclusion 64.37 46.64 54.09
1 + 2 + 3 64.52 45.93 53.66
1 + 2 + 3 + cluster head match 61.25 48.93 54.4
1 + 2 + 3 + 4 64.66 47.5 54.76
1 + 2 + 3 + 4 + cluster head match 61.25 48.93 54.4
1 + 2 + 3 + 4 + 5 64.16 47.5 54.59
1 + 2 + 3 + 4 + 5 + cluster head match 64.16 47.5 54.59
1 + 2 + 3 + 4 + 5 + 6 64.16 47.5 54.59
1 + 2 + 3 + 4 + 5 + 6 + 7 58.04 52.49 55.13
1 + 2 + 3 + 4 + 5 + 6 + 7 + speaker differentiation 59.97 62.19 61.06

Table 5.3: MUC results when gradually adding features. Full passes are marked by their
number, while partial passes are marked by separate features that they entail.

The scores gradually rise by adding more features. The final feature of pass
2, acronym, does not influence the scores. This is not unexpected, because
not many phrases are mentioned together with their acronyms in colloquial
language.

Pass 3 is by far the most efficient pass, as the F1 score increases by 47.9%
when the cluster head match feature is added. Adding word inclusion improves
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the result further, but when the complete pass 3 is applied (with compatible
modifiers only feature), the F1 score drops slightly and precision increases. The
question here is whether we want to compromise losing 0.71% in recall to
improve precision by 0.15%.

There are clear drops in precision when only adding one feature of passes 4
and 5 that are fixed when the complete passes are implemented.

Pass 6 has no effect on scores. Because pass 6 includes the constraint that
two mentions need to have the same NER category to match, this could explain
the standstill. Our NER system is not extensive enough, so many phrases never
receive a label. This means that many words are not equipped well enough
to match in pass 6. To fix this problem, we would need to use a better NER
system or remove the constraint altogether.

Pass 7 is another very influential feature. It results in a slight improvement
in F1 by increasing recall by 4.99% and decreasing precision by 6.12%. Since
this is the only pass that resolves pronouns it is an important part of the
system. Pronoun resolution is a difficult task that includes ambiguous cases,
such as the pronoun it, so this pass will always result in precision drops, but
it is worth considering whether it could be improved. One improvement was
implemented already in our implementation, when we add the dialog specific
feature that links opposite pronouns from different speakers. This yields 5.93%
improvement in the F1 score.

5.1 Error Analysis
We performed an error analysis on the final version of the system. They are
presented with examples and possible causes.

5.1.1 Pronominal Errors

Most pronominal errors were due to the pronoun it, which matches many
other words in its attributes. This means that the pronoun was often matched
with the wrong mention, such as in example 23. This occurs due to mention
processing which presents the closest candidate in the same sentence as the first
candidate. Because of this ability of the pronoun it to match many words, this
pronoun seldom exits the system without a match. This is problematic in cases
where it is an expletive and where it refers to a non-nominal phrase, such as
examples 24 and 25.

(23) We have a bed and lost [the hardware] to put [it] together.

(24) [It] is important

(25) If you want to do [it]

5.1.2 Nominal Errors

Some nominal errors occur due to chunker usage. Full noun phrases cannot
get extracted because the chunker only extracts smaller noun phrases, so in
examples like 26 the full noun phrase is divided into two separate noun phrases.
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A single number written separately or with hyphens in-between is assigned
several chunks (27).

(26) [the price] of [the bed]

(27) [3601] [347] [08]

A further problem is that mentions in a copular relation are not matched
when they occur in a question, because of the reversed word order (28). This
requires minor adjustments in pass 2. Additionally, incompatible modifiers are
sometimes matched despite the constraint in Pass 3 (29) and incompatible
attributes despite the constraint in the pass 7 (30, 31). This happens when
the two mentions are parts of other coreference chains that are matched by
other passes later on. A single mistake in the system creates a domino effect by
joining both mentions’ clusters, which can nullify effects of the previous passes.

(28) are [you] a person?

(29) [a full bed] or [a queen bed]

(30) can [you] tell [me]

(31) [I] can buy [it]

5.1.3 Cases not Handled by the System

A portion of nominal errors arise from phenomenon not handled by the algo-
rithm. Often coreference is expressed through mentions where one mention’s
premodifier is used as another mention’s head. This is a phenomenon that
should be explored more in detail and dealt with in a new pass.

(32) delivery /.../ the delivery service

(33) white stain /../ white

The system fails to match mentions where the same thing is expressed
in completely different words. To solve this problem the usage of semantic
knowledge base such as WordNet would be needed to provide information on
whether some phrases relate to others.

(34) this table /.../ product

(35) l-888-645-2718 /.../ your 888 number

5.1.4 Other Observations

Another interesting phenomenon, which is very specific for human-computer
dialog, is that the customers often refer to something they’ve previously said,
especially when the system responds with the wrong answer. It would be very
beneficial to solve cases like these, because the system could find the right
answer by joining the information from the first time the entity was mentioned
with the second time a referring phrase was used. This requires some changes
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in the mention processing step, where speaker information should be taken into
account and the candidate list should include same speaker mentions before
those of the other speaker.

(36) Customer: I placed [an order] at the store on the 23rd.
System: I’m afraid I didn’t understand.
Customer: [It] is to be put together and delivered on the 29th
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6 Conclusion and Future Work

In this thesis, we implemented Stanford’s multi-pass sieve and integrated it
with a dialog system environment. We recreated the seven passes with some
minor adjustments to the domain and available tools.

Instead of using a parser, a chunker was used for mention extraction. Some
rules for extraction of nouns included in non-nominal chunks were added to
this for efficiency reasons. Furthermore, a head extraction algorithm and a list
of named entities were added to the preprocessing pipeline.

Special data structures were created to store mentions with all their linguis-
tic and coreference information. With them, all required information is easily
accessible to the coreference system. Most of changes within the coreference
resolution part were adaptations to the chunker usage.

Because a human-computer dialog differs in language and structure from
the typically analyzed text types and because dialog system architecture, we
introduced some changes specific for usage of coreference resolution within a
dialog system. One of them was deploying two coreference systems instead of
one, each sitting in a different location in the pipeline, so that the input as well
as output can be analyzed by the system. A list of mentions travels between
these during a session and is updated with coreference information. The other
significant change was distinction between first and second person pronouns
based on the speaker. Same pronouns from different speakers are not allowed
to match, while pronouns in first person match their counterpart in second
person (and the opposite) if they come from different speakers.

The system was evaluated on dialog system data and received an F1 score of
52.63% in the average of three metrics. Precision was lower than desired, with
50.61%. An evaluation of separate passes revealed that some parts of pass 2
and pass 6 do not contribute to the result in any way and could be removed.
The differentiation of speakers improved the system significantly, by 5.93% in
average F1 score.

An error analysis uncovered some problematic points of the system. The
pronoun it was often matched with the wrong antecedent due to mention
processing and reversed word order caused pass 2 to be ineffective. Chunker
usage would require some improvements in order to match longer noun phrases
or those with unusual structure.

The errors revealed some further potential points of improvement that
the current system architecture is not able to reach. The usage of a semantic
knowledge base should be considered as another layer of preprocessing to
recognize relations between mentions expressed in completely different words.
Furthermore, an exploration of mentions and their antecedents where the
mention’s premodifier is the antecedent’s head would be beneficial to seek new
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solutions for this type of coreference. Finally, mention processing depending on
speakers should be adapted so that the first candidates for human input come
from the same speaker.

This work highlights the problems of using NLP-tools in new discourse
types and colloquial language. Because most tools are developed for standard
language and text types such as news articles, they underperform in settings for
which they were not created and are therefore not very usable in commercial
applications, especially because they are not reliable enough. In order for
systems like this to be used, the precision should be higher, while recall is
not as important – Receiving a correct answer is of highest importance, while
receiving no answer is better than receiving the wrong answer. Using systems like
coreference resolution would be greatly beneficial for commercial usage where
the dialog systems would display a new level of sophistication by being able to
respond to coreferring expressions without the need of further explanation.

Most coreference systems rely heavily on the preprocessing steps and are
thus more prone to error. As preprocessing tools continue to develop the
performance of coreference resolution will improve as well. However, as a
future work it would be beneficial to explore approaches that do not require so
much preprocessing. An important preprocessing step in this work is chunking,
which was chosen for its simplicity and performance, but required a great deal
of adaptation. Here it would be interesting to implement the same system
with a parser instead and observe the difference in performance, because all
adaptation of a chunker might yield worse results than using a parser with
worse performance from start that requires no adaptation.
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