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Abstract

Displacement Estimation for Homodyne Michelson
Interferometers Based on Particle Filtering

Petter Ersbo

The current method for displacement estimation for homodyne Michelson 
interferometer is biased and gives little information about the 
statistical properties of the estimate. This thesis suggests an 
alternative estimation method, which has the potential to address 
these shortcomings. The method is based on a bootstrap Particle 
smoother, and gives similar displacement estimate quality compared to 
the least squares based method that is commonly used today. It is 
however significantly more computationally intensive, and hence the 
estimation quality has to be improved, while reducing the execution 
time, to obtain an algorithm that improves on the current one.

In total, four estimation methods, based on particle filters or 
particle smoothers, are implemented in Matlab and evaluated. The 
recommended method is the most accurate one and is simple to 
implement in other programming languages. Most of the evaluation is 
done based on simulated data, but the three methods that work are 
tested on measured data as well. They all give reasonable 
displacement estimates for the measured data, but as the true 
displacement is unknown, the quality of the estimates cannot be 
assessed based on the measured data.

Apart from the evaluation of the estimation methods, an introduction 
to both particle filtering and interferometry is given in the report, 
as well as a summary of the current, least squares based, estimator.

ISSN: 1401-5757, UPTEC F18 025
Examinator: Tomas Nyberg
Ämnesgranskare: Thomas Schön
Handledare: Johan Dahlin



Populärvetenskaplig Sammanfattning
De mest berömda laserinterferometrarna är sannolikt de tv̊a enorma istallationerna som
utgör LIGO (Laser Interferometer Gravitational-Wave Observatory), vilka används för
att observera gravitationsv̊agor. Laserinterferometri har betydligt fler användnings-
omr̊aden utöver avst̊andsmätning, och används bland annat för att studera gasflöden
och i avancerade gyroskop.

Det här projektet fokuserade p̊a det förstnämnda omr̊adet, avst̊andsmätning med
laserinterferometri. För detta används en homodyn Michelson interferometer, vilken är
en av de enklaste interferometrarna.

Med laserinterferometri mäts inte avst̊andet direkt, utan istället mäts intensiteten
hos en eller flera laserstr̊alar, vars intensitet förändras d̊a avst̊andet förändras. Dessa
förändringar kommer fr̊an att fasen hos de elektromagnetiska v̊agor som laserstr̊alarna
best̊ar av beror p̊a längden hos laserstr̊alarnas str̊alvägar.

Den uppmätta intensiteten behöver sedan översättas till ett avst̊and. Detta görs
idag genom att plotta de tv̊a uppmätta intensiteterna mot varandra, vilket ger en ellips.
Positionen p̊a ellipsen kan sedan översättas till ett avst̊and.

Målet med detta projekt var att ta fram en alternativ metod för att skatta avst̊andet,
vilken har potential att ge exaktare mätningar och mer information om osäkerheten i
mätningarna. Den modell som är en del av metoden skulle vidare kunna användas för
att styra avst̊andet med hjälp av en reglerkrets.

D̊a modellen för interferometern är olinjär lämpar sig inte linjära filter, s̊a som
Kalmanfiltret, för att skatta avst̊andet. Därför används partikelfilter istället, vilka är
beräkningsmässigt tyngre, men lämpar sig väl för olinjära system. Partikelfilter använder
sig av ett antal hypoteser, s̊a kallade partiklar, om vad avst̊andet skulle kunna vara.
Genom att jämföra de intensiteter som partiklarna ger enligt modellen med den faktiska
intensiten kan avst̊andet skattas.

Tre av fyra metoder som diskuteras i denna rapport fungerade väl för att skatta
avst̊andet, med en felmarginal under en procent för simulerad data. Metoderna tes-
tades även p̊a faktiskt mätdata och gav även d̊a lovande resultat. D̊a avst̊andet inte
kunde mätas med annat än interferometern var det inte möjligt att ge en siffra för hur
stort mätfelet var, men det skattade avst̊andet hade samma frekvens och v̊agform som
referenssignal. Magnituden p̊a det uppmätta avst̊andet skalade även linjärt med refer-
enssignal, vilket är ytterligare ett tecken p̊a att metoderna skattade avst̊andet korrekt.

Den metod som valdes ut som lämpligast för vidare arbete presterar lika bra som
dagens metoder. Målet med detta projekt var att undersöka om partikelfilterbaserade
metoder har potentialen att förbättra mätningarna. D̊a lika bra resultat som de nu-
varande metoderna uppn̊addes under projektet, och det finns utrymme för förbättringar,
s̊a är slutsatsen att det kan vara möjligt att förbättra dagens metoder genom att bygga vi-
dare p̊a de metoder som diskuteras i denna rapport. S̊adana förbattringar är av stort in-
tresse d̊a laserinterferometri anvands inom banbrytande forskning, där exakta mätningar
är av stor vikt.
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Notation

Normalized root mean square error (NRMSE) is used to measure the quality of the
model parameter estimates. It is defined as

NRMSE =

√∑
i(x̂i − xi)2∑

i x
2
i

, (1)

where x is the true values and x̂ is the estimated values.
Sans serif is used to mark function names and other code, such at Matlab’s built-in

function fmincon.
The Gaussian distribution with mean µ and variance σ2 is denoted N

(
µ, σ2

)
, the

uniform distribution with lower and upper bound a respectively b is denoted U(a, b) and
the gamma distribution with shape α and rate β is denoted Γ(α, β).

The probability of an event is denoted P(·). The expression x ∼ p(x|·) is used to
denote a random variable from the distribution p(·), while v = p (x; ·) is the value of
the distribution p(·) evaluated in x. In other words, x ∼ N (x|0, 1) is a random sample
from the normal distribution, while v = N (x; 0, 1) is the value of the probability density
function (PDF) of the normal distribution evaluated in x.

Variables

Variable Description

dt Displacement at time t

d̂t Estimated displacement at time t
i Particle index

l̂t Estimated likelihood at time t
N Total number of particles
t Time step index
T Total number of time steps
Ts Sample time

x
(i)
t Particle i at time t
yt Observation at time t
θ The true model parameters

θ̂k The estimated model parameters at iteration k
λ Wavelength

iv



v Notation

Abbreviations

Abbreviation Description

CDF Cumulative Density Function
IPM Interior Point Method
KF Kalman Filter
LS Least Squares

NRMSE Normalised Root Mean Square Error
PDF Probability Density Function
PF Particle Filter

PMH Particle Metropolis-Hastings
SBM Smoother Based Method



1
Introduction

The by far most famous laser interferometers are arguably the two enormous interfer-
ometers that together form the Laser Interferometer Gravitational-Wave Observatory,
or LIGO for short. The discovery of the gravitational waves by LIGO in 2015 (Abbott
et al., 2016) was two years later awarded the Nobel Price in physics. This is a reason, as
good as any, to why laser interferometry is an area of great interest. The interferometer
examined in this thesis is naturally neither as advanced nor nearly as big as LIGO, but
the underlying physics are the same. In other words, the results of this thesis may have
implications for groundbreaking research.

Background: Interferometry dates back over 100 years, and was used for measur-
ing thickness and flatness already during the 19th century (Perot and Fabry, 1899). The
invention of the laser in the mid 20th century removed many of the limitations of conven-
tional light sources, such as small coherence length, and opened up for new interferom-
etry techniques (Hariharan, 2007, pp. 1). Interferometry was further revolutionised by
the introduction of photodetectors and digital electronics for signal processing. Today,
laser interferometry is used in fields spanning displacement and vibration measurements,
studies of gas flows, in advanced gyros and more (Hariharan, 2007, pp. 39-40).

The interferometer examined by this thesis is presented in Figure 1.1 and the corre-
sponding optical diagram is shown in Figure 1.2. It is a homodyne Michelson interferom-
eter, which is the most common type of interferometer for displacement measurements
(Eielsen, 2017). An example of the characteristic ellipse that is obtained when the out-
puts of the interferometer are plotted against each other is presented in Figure 1.3.

The interferometer measures intensities, which have to be translated into a displace-
ment. This can be done with a model of the system and some type of estimator. The
model in question is nonlinear, which means that linear estimators, such as the Kalman
filter (KF), cannot be used.

The particle filter (PF) has since, its introduction in a seminal paper by Gordon
et al. (1993), become a popular solution to the nonlinear state estimation problem,
and is used in e.g. system identification, automatic control and tracking (Gustafsson,
2010). Compared to other methods for solving state estimation problems, such as the
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2 1 Introduction

extended and the unscented KF, the PF is more computationally intensive, but performs
significantly better for highly nonlinear systems (Gustafsson, 2010).

Motivation: The current method for estimating the displacement is to fit an ellipse
to the observations, and then convert the ellipse into a circle. Each observation corre-
sponds to a point on this circle. The angle between the x-axis and a line intersecting the
point of interest and the centre of the circle can then be translated into a displacement
with the inverse tangent.

This method has some undesired properties, in that it is biased and does not give
much information about the statistical properties of the estimated displacement. By
estimating a model for the system, and then using a PF to estimate the displacement,
the bias may be reduced. Further, this method may also give more information about
the statistical properties of the estimate.

The PF and the model of the system may be used to construct a controller, that can
be used to steer the displacement. Such a controller is however beyond the scope of this
thesis and is left for future work.

Problem formulation and contribution: The goal of this thesis is to evaluate
the model suggested in Eielsen (2017) and to examine a number of methods for model
and displacement estimation. The result begins with a recommendation on how the
model may be altered to give the best representation of the system. Then, the proper-
ties of each of the estimation methods are discussed, and one method is recommended for
future work. The performance of the recommended method is compared to the perfor-
mance of the current method, and its potential for improving the displacement estimate
discussed. Finally, the potential of a real-time implementation is discussed, while the
actual implementation is left for future work.

Outline: In Chapter 2, the model of the interferometer is explained and its prop-
erties discussed. The section contains a recommendation on how the model should be
altered, as well as examples of simulated and measured observations. In the following
section, Chapter 3, three different state and likelihood estimators are explained and
evaluated based on simulated observations. In Chapter 4, the estimators in the previous
section are used to design four model estimators. These estimators are also evaluated
on simulated observations and three of them are chosen for further examination.

The results when measured observations are used is presented in Chapter 5. The
advantages and disadvantages of each method are discussed and one of them is recom-
mended for future work. Finally, the most important parts of the report are summarized
in Chapter 6, and some areas for future work suggested.

Basic Concepts: Some concepts needed to understand the report are explained in
this section. Readers who are familiar with state estimation, maximum likelihood and
Bayesian inference may skip the remaining part of the introduction without any loss.

State Estimation is the approximation of an unknown quantity (the state) based on
another, measured, quantity (the observation), that is related to the state by some rela-
tionship (the model). In the context of the interferometer, the state is the displacement
of the target mirror, and the observation is the measured intensities of the two laser
beams. If the model is stochastic, e.g. it contains an unmeasured noise, as the interfer-
ometer model does, many different states may result in the same observation. The goal
with state estimation is then to find the state that is most likely to have resulted in the
current observation.
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Figure 1.1: Photo of the interferometer. PD stands for photodiode and PBS for polar-
ising beam splitter.
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Figure 1.2: Optical diagram of a Michelson in-
terferometer. PD stands for photodiode, BS for
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plotted against each other.
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A filter, such as the KF or the PF, uses all observations up to and including the
current observation to estimate the state. A smoother uses future observation as well
to estimate the state, which may give a better estimate. Smoothers are however more
computationally demanding than filters. There is a third group of state estimators,
predictors, that tries to predict future states. They are however not used in this thesis,
as the goal is to estimate and not predict states.

Maximum likelihood and Bayesian inference are two different approaches to solving
statistical problems. In maximum likelihood, everything is assumed to have one true
value and the goal is to estimate this value. On the contrary, with a Bayesian approach,
it is assumed that there is not one true value, but that the true value is a random variable
with a certain distribution. The goal is then to find this distribution.

In the context of interferometry, the displacement would be treated as a single value
with a maximum likelihood approach. Intuitively this makes sense, as a displacement
is usually represented by a single value. However, as there are noises and uncertainties
affecting the measurement, the exact value of the displacement cannot be determined. It
is therefore of interest to know more about the statistical properties of the displacement,
and then Bayesian inference is needed. By treating the displacement as a random variable
and estimating its distribution, more information is obtained which may give a deeper
understanding of the underlying dynamics.



2
The Interferometer

In interferometry, the wavelike properties of light are used to measure distance. By
splitting a coherent beam of light in two, letting the two beams travel different paths,
and then recombining them, an interference pattern is obtained. This pattern depends
on the difference in length between the two paths. If the paths are of the same length
or differ by nλ, where n is an integer and λ the wavelength, the two beams interfere
constructively, which in turn results in a high measured intensity. However, if the paths
differ by (n + 0.5)λ, the beams interfere destructively which results in a low measured
intensity. The measured intensity can therefore be translated into a distance, or more
exactly, a change in intensity can be translated into a change in distance.

The interferometer examined in this report is a homodyne Michelson interferometer,
where homodyne means that a single frequency of light is used. One realization of such
an interferometer is presented in Figure 1.2. The diagram contains a laser source, an
isolator, two mirrors, a wave plate, a beam splitter (BS), a polarising beam splitter
(PBS) and two photodetectors. The top mirror is referred to as the reference mirror
and held still, while the right mirror can move and is referred to as the target mirror.

The light leaving the laser source is polarised at 45° compared to the horizontal plane.
This can be interpreted as that half the light is horizontally polarised and half the light
vertically polarised, which simplifies the explanation of the other optical components.

The beam splitter splits the laser beam into two beams with (ideally) equal intensity.
When the two laser beams enter the beam splitter after being reflected by the mirrors,
they are combined into two new beams, one returning towards the laser source and one
continuing to the polarising beam splitter. The isolator protects the laser source by
absorbing the beam returning towards it.

The wave plate creates a relative phase shift between the horizontal and vertical po-
larisation direction of the light, equal to one eighth of a wavelength λ⁄8. Both polarisation
directions have the same phase before the wave plate, as the light from a laser is coher-
ent. Hence there is λ⁄8 difference in phase between the two polarisation directions after
the wave plate. Passing through the wave plate again adds another λ⁄8 phase difference,
for a total phase difference λ⁄4. An example of this is presented in Figure 2.1, where the

5



6 2 The Interferometer
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Figure 2.1: Plots of the two polarisation directions before (top plot) and after (bottom
plot) the light has passed through the wave plate twice.

top plot shows the waveforms of two polarisation directions before the wave plate, and
the bottom plot shows the waveforms after the wave plate.

The polarising beam splitter splits the light depending on polarisation direction.
Light with one polarisation direction (for example horizontal) passes through it, while
the other polarisations direction (the vertical) is split off. This, along with the phase
difference introduced by the wave plate, is the reason the characteristic ellipse is obtained
when plotting the measured intensities against each other.

As seen in Figure 1.1, the isolator is omitted in the experimental setup. This is due
to it not functioning properly. Instead, the laser beam is slightly misaligned, so the
reflected beam does not re-enter the laser source. This does not affect the properties of
the system, and the results are therefore just as valid for a system with the isolator in
place.

The main source of noise is vibrations in the building and the air. People walking in
the vicinity or a door closing can clearly be seen in the observations, and even talking
near the interferometer has a noticeable effect on the measurements. Observations with
clear distortions due to such disturbances are discarded. Ambient light and changes
in temperature are two other noise sources. The ambient light does however have low
intensity compared to the laser, and its impact is therefore negligible. The changes in
temperature are too slow to have a significant impact on a set of measurements, as they
were done over a single second. They do however have a noticeable impact over time,
and may over the span of several days even misalign the interferometer to such a degree
that it no longer function properly.
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2.1 Modelling
To create a model of the interferometer, the first step is to model the displacement of
the target mirror. This can be done (among other alternatives) as a random walk, by a
constant velocity model or by a constant acceleration model. For simplicity, a random
walk model is chosen. This means that the position of the mirror at a certain time step
is the position at the previous time step, plus a random offset. Mathematically, the
model is given by

dt+1 = dt + vt, (2.1)

where d denotes the displacement and vt is a white, zero mean Gaussian process noise
with variance σ2v . An alternative way of writing this is

dt+1 ∼ fθ(dt+1|dt) = N
(
dt+1; dt, σ

2
v

)
, (2.2)

where θ is given by (2.10b).
The next step is to model the interferometer. A model for the homodyne Michelson

interferometer is suggested in Eielsen (2017) and given by

y1 = α1 + β1 cos(κd) + e1, (2.3a)

y2 = α2 + β2 sin(κd+ eφ) + e2, (2.3b)

where y1 and y2 denotes the measured intensities. The time indices have here been
omitted for clarity. The two parameters α1 and α2 accounts for any constant offset in
the measured signal, β1 and β2 accounts for the gain of each polarisation direction and
κ is a known constant that depends on the wavelength λ as

κ =
2π

λ
. (2.4)

The sine and cosine in the model come from the wavelike properties of light, and the
sine in (2.3b) is due to the offset between the two polarisation directions.

The two noise terms e1 and e2 represent the measurement noise from the photode-
tectors, and the noise term eφ included the uncertainties in the optical part, due to
turbulence, humidity and a phase offset due to imperfections in the optical equipment.
For modelling purposes, the measurement noises are assumed to be zero mean, Gaussian
with variance σ21 and σ22 respectively.

The noise term eφ complicates the model estimation. As it is a part of a sum, that
in turn is the argument of a sine, which finally is scaled by β2, the resulting distribution
cannot be written in closed form. One solution to this problem would be to linearise the
distribution. The sine of a sum can be rewritten as

sin(a+ b) = sin a cos b+ cos a sin b. (2.5)

Next, linear approximations of sin a and cos a are obtained with Taylor expansions. As
a linear function is needed, only the first order terms are kept. This gives

sin a = a+O(a3), cos a = 1 +O(a2). (2.6)
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With this and eφ = φ+ ẽφ, where ẽφ is a Gaussian, zero mean random variable and φ a
constant, the function (2.3b) can be rewritten

y2(t) = α2 + β2 sin(κl + φ+ ẽφ) + e2

= α2 + β2

(
sin(κl + φ) cos ẽφ + cos(κl + φ) sin ẽφ

)
+ e2

= α2 + β2

(
sin(κl + φ) · 1 + cos(κl + φ)ẽφ

)
+ e2 +O(ẽ2φ)

= α2 + β2 sin(κl + φ) + β2 cos(κl + φ)ẽφ + e2 +O(ẽ2φ). (2.7)

Neglecting the O(ẽ2φ) term, the second output is approximately distributed as

y2 ∼ N
(
α2 + β2 sin(κl + φ), σ22 + β2 cos(κl + φ)σ2φ

)
. (2.8)

From model estimation done with (2.3) and the approximation (2.8), see Chapter 5, the
noise term ẽφ is found to be negligible. It should therefore be removed from the model,
which gives the modified model

y1 = α1 + β1 cos(κd) + e1, (2.9a)

y2 = α2 + β2 sin(κd+ φ) + e2. (2.9b)

Neither the original model (2.3) nor the approximation (2.8) is therefore needed, except
for showing that they are not needed.

The system can also be modelled as a stochastic process,

y =

[
y1
y2

]
∼ gθ(y|d) = N

(
y;

[
α1 + β1 cos(κd),

α2 + β2 sin(κd+ φ)

]
,

[
σ21 0
0 σ22

])
, (2.10a)

θ =
[
β1 β2 φ σv σ1 σ2

]T
. (2.10b)

where κ is a known constant, α1, α2, β1, β2, σv, σ1, σ2 ∈ R+ and φ ∈ R. The variables α1

and α2 are estimated separately and are therefore not included in θ. The probabilistic
model is needed to implement the PFs, as the PFs are based on the statistical properties
of the system.

2.2 Simulation of the Interferometer

In Figure 2.2, the two outputs from the model (2.3) are plotted against each other, for
the four sets of model parameters given in Table 2.1. In plot a, a circle is obtained
as β1 = β2 and φ = 0. In plot b, β = 0.75 which gives an ellipse with its major axis
along the x-axis. With φ = 0.5, an ellipse with its major axis along the line y1 = y2 is
obtained, as shown in plot c. If φ is chosen as 0 < φ < −π

4 , an ellipse with its major
axis along the line −y1 = y2 would be obtained instead. Finally, φ = 0.5 and σφ = 0.2
gives a noisy ellipse, with what looks like almost straight-angle vertexes (plot d).

For simulating the system using (2.1) and (2.9), it is important to ensure that the
displacement does not change more than λ⁄2 during a single time step. The reason for this
is that two different displacements, given by d1 = d2 +λ, result in the same observation.
If the displacement then changes by more than λ⁄2, it is therefore impossible to tell if the
displacement increased or decreased.
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Table 2.1: Parameter values for the plots in Figure 2.2.

Parameter Plot a Plot b Plot c Plot d

κ 1 1 1 1
α1 and α2 0 0 0 0

β1 1 1 1 1
β2 1 0.75 1 1
φ 0 0 0.5 0.5
σv 0.5 0.5 0.5 0.5

σ1 and σ2 0.01 0.01 0.01 0.01
σφ 0 0 0 0.2

-1 0 1

y1

-1

0

1

y 2

plot b

-1 0 1

y1

-1

0

1

y 2

plot a

output
unit circle

-1 0 1

y1

-1

0

1

y 2

plot c

-1 0 1

y1

-1

0

1

y 2

plot d

Figure 2.2: Simulated outputs y1 and y2 from the system described by (2.1) and (2.9)
for the four sets of model parameters given by Table 2.1.
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Table 2.2: True and initial parameter values for the simulations, as well as limits on the
parameter estimates.

Parameter True value Initial value Limits

κ 1 - -
α1 and α2 0 - -

β1 1 1.2 0 < β1 < 2
β2 1 0.8 0 < β2 < 2
φ 0.2 0 −0.5 < φ < 0.5
σv 0.2 0.4 0 < σv < 1

σ1 and σ2 0.02 0.04 0 < σ1 < 0.1
σφ 0.01 0.02 0 < σφ < 0.1

As the goal is to measure displacement very accurately, it is necessary to detect small
changes. In a realistic implementation, this means sampling often, which in turn means
that the change in displacement between two measurements is small. For simulation
purposes, the process noise standard deviation σv is therefore set to 0.2. This gives a
change in displacement with an average magnitude of approximately λ⁄40 over one time
step.

For data simulation, the parameter values are chosen as in Table 2.2 and all noises
are chosen to be Gaussian and zero mean. The output of the interferometer is simulated
for T = 1, 000 time steps. No initial values and limits are given for κ as it is a known
constant, nor for α1 and α2 as they are assumed to be estimated during pre-processing of
the observations. Even though eφ is assumed to be constant in Chapter 5, it is simulated
as a random variable eφ ∼ N

(
φ, σ2v

)
, to examine its effect on the estimates.

2.3 Measurements on the Interferometer
The measurements are done using Labview and a NI PCIe 6353 chip. The target mirror
is moved with a piezoelectric stack, controlled by a signal generator. Examples of the
resulting measurements are plotted in Figures 2.3 and 2.4. The ellipses are similar to
the ones in Figure 2.2, indicating that the model describes the system well. Further, the
curves are smooth, indicating a low measurement noise. Each period of the sine wave
corresponds to one “lap” around the ellipse.

The breaks form the sinusoidal patterns, seen most clearly in Figure 2.4, are the
points where the mirror changes direction. For the output corresponding to a 2 Vpp
sine input with frequency 10 Hz (Figure 2.4, top left plot), this happens every 0.05
seconds, which corresponds to period time of 0.1 seconds. In other words, the output
contains the same periodicity as the input (along with a second one that is due to the
interference pattern), which is as expected.

The actual measurements are done over one second, but only a fraction of the mea-
surements are included in the plots for clarity. Further, the signals are oversampled, and
desampling is necessary to reduce the computational requirements of running the PFs.

Finally, in the bottom plot of Figure 2.4, a slight change in the shape of the ellipse
can be seen. This is probably due to the properties of the piezoelectric stack, which may
cause the angle of the mirror to change slightly depending on the direction of movement.
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Figure 2.3: Output signals from the photodetectors when the input signal to the piezo-
electric stack is a 4 Vpp triangle wave with frequency 5 Hz (top) and 25 Hz (bottom).
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Figure 2.4: Output signals from the photodetectors when the input signal to the piezo-
electric stack is a 2 Vpp sine wave with frequency 10 Hz (top) and 50 Hz (bottom).



3
Displacement Estimation

As discussed in Chapter 1, the model (2.9) is nonlinear, and therefore the go-to estimator
for linear systems, the KF, is not suitable for the displacement estimation. There are
modified KFs, such as the extended KF and the unscented KF (Gustafsson, 2010), that
can be used for nonlinear models. They do however perform poorly for highly nonlinear
systems, and hence the PF is a better choice for displacement estimation for this setting.

The PF is based on a model of the system and a set of hypotheses, the so-called
particles, about the state of the system. The particles are propagated through the
model and then compared to the observation. Particles that give model outputs that
are close to the actual observation are given large weight, i.e. they are considered to be
likely to be close to the true state of the system. Particles that give a model output that
differ more from the true output are given little weight. These weights, along with the
particles, are used to estimate the state of the system. The computational complexity
of the PF is of the order O(NT ), where N is the number of particles and T the number
of time steps.

The PF is used both to estimate the displacement and the likelihood. If a constant
velocity or constant acceleration model are used, the state would include the velocity
respectively the velocity and the acceleration as well. As a random walk model is used,
the displacement is however sufficient. The likelihood is the probability that the model
parameters have their current values, given the observations up to the current observa-
tion. Mathematically, it is written l = p(y1:t|θ). The likelihood estimate of the PF is
asymptotically unbiased as N → ∞, where bias refers to the average error of the esti-
mate. In this chapter, it is assumed that the model parameters are known. Generally,
the model parameters have to be estimated as well. This requires knowledge about the
likelihood and is explained in Chapter 4.

For simplicity, κd is estimated, and the factor κ adjusted for after the estimation
process. This does not give a different result than if d is estimated directly, but simplifies
the discussion and implementation of the estimators, as there is one less parameter to
keep track of.

12
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3.1 Least Squares Method
The current method for displacement estimation is based on a mapping of the measure-
ments from the ellipse, see Figure 1.3, onto a circle (Heydemann, 1981). When this is
done, the displacement can be estimated as

d̂ = arctan
ỹ2
ỹ1

+ nπ, (3.1)

where d̂ denotes the estimated displacement and n is an integer that is used to keep
track of the total displacement. The column vectors ỹ1 and ỹ2 denote the two measured
intensities after mapping, and are related to the actual measurements y1 and y2 by

ỹ1 = y1 + p, ỹ2 =
1

r
(y2 cosα− y1 sinα) + 1, (3.2)

where the parameters p, q, r and α are given by the equations

α = arcsin(C)(4AB)−
1
2 , (3.3a)

r =

√
B

A
, (3.3b)

p =
2BD − EC
C2 − 4AB

, (3.3c)

q =
2AE −DC
C2 − 4AB

. (3.3d)

The variables in these equations are in turn are given by a least squares (LS) fit of the
equation

Ay21 +By22 + Cy1y2 +Dy1 + Ey2 = 1, (3.4)

to the data, i.e. by the matrix equation
A
B
C
D
E

 =
(
Y TY

)−1
Y T1, (3.5)

where the matrix Y is given by

Y =
[
y21 y22 y1y2 y1 y2

]
, (3.6)

and 1 is a vector of one’s the same size as y1. This method is used as a reference for the
particle filter based methods.

A slight abuse of notation is done in this section, as no clear distinction is made
between matrix and element-wise operations. This concern all multiplications, divisions
and squares involving y1, y2, ỹ1 or ỹ2, which are done element wise.

The average magnitude of the estimation error, or bias, for this method, averaged
over 2,000 simulated data sets and T = 1, 000 is found in Table 3.1. The bias increases
with the measurement noise, which is an undesired property. Preferably, the bias should
be independent of the noise variance, i.e. remain constant. This is one of the main
reasons another method for displacement estimation is of interest.
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3.2 Bootstrap Particle Filter
A basic PF algorithm applied to the setting in this project consists of five steps: resam-
pling, propagation, weighting, likelihood estimation and displacement estimation, that
are repeated at each time step, as well as an initiation step. The different steps are
explained below and summarized in Algorithm 1. A rule of thumb for the bootstrap PF
is to choose the number of particles N proportional to the number of time steps T , but
depending on the model more or fewer particles may be needed.

During the initialisation step, memory is allocated for the variables that are used by
the filter. Further, initial values are set for the particles and the weights. For the model

of the interferometer, a natural choice of the initial particles x
(i)
0 is

x
(i)
0 ∼ U (0, 2π) , i = 1, 2, . . . , N, (3.7)

as this interval supports all possible outputs. Having particles outside this interval may
give strange behaviours, as two or more groups of particles, with their means offset by
2π from each other, could be created. They will give similar observations and hence be
given similar weights. As the displacement estimate is a weighted mean of the particles,
it may end up completely off if there are multiple groups of particles. A simple example
that illustrates this is if we have two particles, with the values 0 and 2π, and the true
displacement is 0. The two particles gives the same output, and hence get the same
weight. The mean is then π, which is far from the true value 0.

The initial weights are all set to 1, as all particles are considered to be equally
representative of the true displacement, and the initial likelihood is set to 1. This
concludes the initialisation step, and the next step is to run the filter for all time steps.
Which step in the algorithm that is chosen to be the first one does not matter, as long
as the order of the steps is not changed. Here, resampling is chosen as the first step.

During the resampling step, new particles are randomly drawn from the set of par-
ticles obtained in the previous time step, with the probability of drawing a particle
proportional to the weight of the particle,

P
(
x̃
(i)
t = x

(j)
t

)
= w

(j)
t , j = 1, 2, . . . , N, (3.8)

where x̃
(i)
t and x

(j)
t denotes the resampled and the original particle respectively. Resam-

pling is done to avoid particle degeneracy, which means that the particles move away
from true displacement. Without resampling, the particles would spread out more and
more each time step. Eventually, no particles would be close to the true displacement,
and the displacement estimate would diverge. During resampling, particles that are
likely to be far from the true displacement are randomly discarded and replaced with
particles that are likely to be close to the true displacement. In a sense, it adds feedback
to the filter and thereby keeps it from diverging.

Next, the particles are propagated through the model by drawing random samples
from the proposal distribution,

x
(i)
t+1 ∼ fθ

(
x
(i)
t+1

∣∣x̃(i)t ) , (3.9)

where fθ

(
x
(i)
t

)
is given by the model of the displacement (2.2). The propagated particles

are hypotheses about what the new displacement may be. To avoid the problem with
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groups of particles, as discussed when choosing the initial particles, the values of the
particles should not change more than π radians compared to the previous time step.

The propagated particles are then assigned weights as

v
(i)
t = gθ

(
yt
∣∣x(i)t ) , (3.10)

with gθ given by (2.10). The weights indicate how likely the particles are to result in
the observation, and hence how representative they are of the true displacement. The

particle weight v
(i)
t is not to be confused with the process noise vt. Further, as the

weights often are small, it is beneficial to work with log-transformed weights to avoid
problems with numerical precision. The log-transformed weights are given by

ṽ
(i)
t = log v

(i)
t −max

(
log v

(i)
t

)
. (3.11)

As these weights are to be used as a PDF, they should sum up to 1, and are therefore
normalized by

w
(i)
t =

exp ṽ
(i)
t∑N

j=1 exp ṽ
(j)
t

. (3.12)

The two remaining steps are to estimate the likelihood l̂t and the displacement d̂t, where
the likelihood is updated by

l̂t+1 = l̂t
1

N

N∑
j=1

vj(i), (3.13)

or if log-transformed weights are used, the log-likelihood log l̂t is updated by

log l̂t+1 = log l̂t + max
(

log v
(i)
t

)
+ log

N∑
i=1

exp ṽ
(i)
t − logN. (3.14)

Finally, the displacement estimate is given by

d̂t =

N∑
i=1

w
(i)
t x

(i)
t . (3.15)

Next, the filter starts over with the resampling step, using the new particles and weights.
To avoid problems with numerical precision, log-transformed weights and log-likelihood
are used in all implementations in this thesis. For a more thorough explanation of the
bootstrap PF, please refer to Doucet and Johansen (2009) or Gustafsson (2010).

The displacement estimation error for the bootstrap PF, when the true model pa-
rameters are used, is plotted in Figure 3.1, along with the estimates done with the LS
method. The displacement estimate improves with increasing N , which is as expected.
Further, there is almost no transient behaviour when the PF is initiated and the dis-
placement estimate converges to the true displacement within four time steps.

The bootstrap PF is slower than the LS method, which is expected as it requires a
larger number of operations. However, the bias of the displacement estimate is lower
than for the LS method and decrease with increasing process noise, see Table 3.1. Hence
the bootstrap PF is a method of interest for further evaluation.
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Algorithm 1: Bootstrap PF with multinomial sampling and log-transformed
weights.

1 Initialise the filter
2 for Each time step t do
3 Resample the particles with (3.8)
4 Propagate the particles one time step with (3.9)
5 Assign weights to the particles and normalize the weights with (3.11) and

(3.12)
6 Calculate the log-likelihood with (3.14)
7 Update the displacement estimate with (3.15)

8 end

The log-likelihood curves for the parameters β1, φ, σv and σ1 are plotted in Figure 3.2.
Plots for β2 and σ2 are not included as they behave similarly to β1 and σ1. The model
parameters not plotted over are set to their true values, given in Table 2.2. These plots
indicate that β1, and φ are fairly easy to estimate, even when using few particles, as the
log-likelihood of these parameters have a clear maximum at the true value.

The standard deviations σ1 and σv are more difficult to estimate, especially σ1. With
N = 1, 000, they have a maximum close to the true parameter value, but it is not as
prominent as for e.g. β1. With N = 100, the maximum has been shifted to 0.25 for σv
and the curve for σ1 is too noisy to give much information about the true parameter
value.

The simulations indicate that while N = 100 is enough to estimate β1, β2 and φ
reasonably well, N = 300 or N = 1, 000 is needed to estimate the standard deviations.

3.3 Particle Filter with Continuous Likelihood Evaluation
In the bootstrap PF, multinomial sampling is used. This, along with the random nature
of the model estimate, gives a noisy likelihood curve. In turn, that makes it difficult
to use gradient based minimizing functions, such as interior point methods. A PF that
gives a smooth likelihood curve is suggested in Malik and Pitt. (2011). It is based on
approximating the cumulative density function (CDF) of the multinomial distribution
with a continuous CDF and fixing the random number.

Fixing the random numbers means that the same sets of random numbers are used
each time in the resampling and propagation step. During the initiation phase, N
random number u(i) ∼ U(0, 1) and g(i) ∼ N (0, σ2v) are drawn, where i = 1, 2, . . . , N , and
these are then used in each iteration of the filter.

An example of the continuous approximation of the discrete CDF is presented in Fig-
ure 3.3. With an increasing number of particles, the difference between the discrete and
continuous distribution decreases. Using N = 10, as in the top plot, would likely result
in poor estimates, but is included as it clearly shows how the continuous approximation
works.

To sample from the continuous distribution, the fixed uniform random variables
u(i) are used. First, the particle “indices” (they are not integer values and hence not
actually indices) corresponding to each uniform random variable is calculated by finding
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Figure 3.1: Displacement estimation error with the bootstrap PF.
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Figure 3.2: Log-likelihood curves for the parameters β1, φ, σv and σ1 estimated with the
bootstrap PF. The vertical dashed line marks the true parameter value.
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the particle “index” k that fulfils CDF(k) = u(i). For example, u(i) = 0.5 would in the
CDF approximation for 10 particles in Figure 3.3 give the particle “index” k = 5.5. The
particles are then resampled by


x̃
(j)
t = x

(1)
t , k < CDF(1)

x̃
(j)
t = x

(i)
t + (x

(i+1)
t − x(i)t )(k − i), CDF(i) < k < CDF(i+ 1).

x̃
(j)
t = x

(N)
t , k > CDF(N)

(3.16)

The continuous PF algorithm is similar to the bootstrap PF algorithm, Algorithm 1.
The resampling step (line 3) is replaced by (3.16) and the propagation step (line 4) is
modified to use fixed random variables. Finally, a sorting step is added after the propa-
gation step. In this step, the particles are sorted so that the particle with the smallest
value is given index one, the next smallest particle index two, and so on. This adds a
factor logN in computational complexity. This increase in computational complexity
may however be offset by an improved likelihood estimate.

The sorting step is straightforward with scalar particles. If the particles are vectors,
as they would be with e.g. a constant velocity model, Hilbert curves could be used for
the sorting. The reader may refer to Jacob et al. (2016) for further reading on that
subject.

The error of the displacement estimates for the continuous PF, when the true model
model is used, is plotted in Figure 3.4 for N = 100, N = 1, 000 and N = 10, 000. The
error of the displacement estimate with the LS method is included for reference. As for
the bootstrap PF, the average bias and error magnitude of the displacement estimate is
found in Table 3.1.

The result is almost identical to the results obtained with the bootstrap PF. The
bias being lower than for the LS method and decreasing when the process noise variance
is increased. Hence, the continuous PF is also of interest for further evaluation.

The log-likelihood curves for the parameters β1, φ, σv and σ1 are plotted in Figure 3.5.
The model parameters not plotted over are set to their true values, given in Table 2.2.
These plots indicate that β1, and φ are easy to estimate, even when using as few particles,
as the log-likelihood of these parameters have a clear maximum at the true value.

Compared to the bootstrap PF, Figure 3.2, the log-likelihood estimates are similar
for N = 1, 000 and N = 300, but better for N = 100. The difference is more significant
for the standard deviations, where N = 300 give almost as good estimate as N = 1, 000
did for the bootstrap PF. Here the log-likelihood curve for σv is shifted even further to
the right, with a maximum at 0.3 when N = 100 particles are used.

The plots indicate that N = 100 should be enough to estimate β1, β2 and φ well, and
also give reasonable estimates of the standard deviations σv, σ1 and σ2, though with a
tendency to over-estimate them.
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PF is used. The vertical dashed line marks the true parameter value.

Table 3.1: Bias and error of the displacement estimate for the LS method, the bootstrap
PF and the continuous PF based on simulated data. The results are normalised by the
bias and error for the LS method with σ1 = σ2 = 0.02. The parameters used for the
simulations are as in Table 2.2, unless otherwise specified, and 2,000 data sets are used.

Estimator N mean
(
d̂− d

)
mean

∣∣d̂− d∣∣

σ
1

=
σ
2

=
0.

02 LS method - 1.00 (0.0024) 1.00 (0.018)
bootstrap PF 100 0.63 1.08
bootstrap PF 1,000 0.58 0.97
continuous PF 100 0.63 1.08
continuous PF 1,000 0.58 0.97

σ
1

=
σ
2

=
0.

1 LS method - -1.76 4.86
bootstrap PF 100 -0.28 4.14
bootstrap PF 1,000 -0.34 4.07
continuous PF 100 -0.26 4.14
continuous PF 1,000 -0.32 4.06
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3.4 Bootstrap Particle Smoother
The PF only gives information about the value of the likelihood. However, it may be of
interest to obtain information about the gradient of the likelihood (with respect to θ) as
well. This can be done with a particle smoother, at a cost of increased computational
complexity. There is a multitude of particle smoothers, with computational complexity
that ranges from O(NT ) to O(N2T ).

To keep the computational low, the focus is on two particle smoothers with com-
putational complexity O(NT ), suggested in Poyiadjis et al. (2011) and Nemeth et al.
(2016) respectively. The latter one is a generalisation of the previous one, which sup-
posedly reduces the variance of the estimate. Both are one step fixed lag smoothers,
which means that they only do smoothing over one time step. This results in a lower
computational cost, but also in worse gradient estimates than if smoothing is done over
more time steps. The two methods can be used to estimate the Hessian as well, but this
is not implemented as it added significant computational burden.

The overall structure of the particle smoother is the same as for the bootstrap PF,
with an added step for estimating the gradient according to

s
(i)
t = s

(i)
t−1 +∇ log gθ

(
yt

∣∣∣x(i)t )+∇ log fθ

(
x
(i)
t

∣∣∣x(i)t−1

)
, (3.17a)

ŝt =
N∑
i=1

w
(s)
t s

(i)
t , (3.17b)

for the method in Poyiadjis et al. (2011), where s
(i)
t and w

(i)
t denotes the gradient and

normalized weight associated with particle x
(i)
t , and ŝt denotes the estimated gradient.

The generalisation of the method is given by replacing (3.17a) with

s
(i)
t = γs

(i)
t−1 + (1− γ)st−1 +∇ log gθ

(
yt

∣∣∣x(i)t )+∇ log fθ

(
x
(i)
t

∣∣∣x(i)t−1

)
, (3.18)

where γ is a design variable and γ = 1 gives (3.17a).
The particle smoother is implemented by adding the gradient estimation, (3.17) or

(3.17b) and (3.18), after the likelihood estimation step in Algorithm 1, i.e. after line 7.
Important is also to resample the gradient estimates when the particles are resampled,
as there is one gradient estimate corresponding to each particle.

The estimated gradient for the two methods are plotted in Figures 3.6 and 3.7, with
γ = 0.95 for the the latter method, as recommended in Nemeth et al. (2016). With as
little as N = 30 particles, good gradient approximations for β1, φ and σv are obtained
with both methods. As with the likelihood, the gradient for σ1 is more difficult to
estimate, and N = 100 particles are needed for a good estimate. Further, the magnitude
of the gradient increases quickly for the standard deviations as they get closer to zero,
while the gradient for β1 and φ behaves almost linearly.

As the two methods behave almost identically, only the method suggested in Nemeth
et al. (2016) is used from here on. The displacement estimate for the particle smoother
would be identical to the estimate with the bootstrap PF, and is therefore not discussed.
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Figure 3.6: Estimated gradient for the parameters β1, φ, σv and σ1 when the the particle
smoother in Poyiadjis et al. (2011) is used. The vertical dashed lines mark the true
parameter values.
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4
Model Estimation

As mentioned in Chapter 3, the model parameters have to be estimated. Four different
methods are chosen for doing this. Simultaneous perturbation stochastic approximation
(SPSA) is the simplest method and the bootstrap PF is used to obtain the likelihood
for this method. The interior point method, implemented with the built-in MATLAB
function fmincon and utilizing the continuous PF to obtain the likelihood, is significantly
more complex, but also more capable.

The third method is based on the particle smoother, and simply uses the estimated
gradient to update the model estimate. Finally, Particle Metropolis-Hastings (PMH) is
by far the most computationally demanding method, but has the advantage of giving
more information about the statistics of the displacement estimate.

The model estimation problem is to find the model parameters θ∗ that maximizes
the likelihood l with respect to the constraints given by Table 2.2. Mathematically, this
is given by

θ∗ = argmax l(θ), (4.1)

still with respect to the constraints in Table 2.2.
The simulations are done on an Intel Core i7-3630QM processor, with maximum

clock frequency 3.4 GHz (Intel Turbo Boost), 4 cores and 8 threads. The simulations
utilize one to four threads, depending on the number of particles.

4.1 Simultaneous Perturbation Stochastic Approximation

Simultaneous Perturbation Stochastic Approximation (SPSA) is a method for finding
parameters that minimizes a cost function. It theoretically works for solving high dimen-
sional problems, for which deterministic methods are computationally infeasible (Spall,
2003, pp. 177). It is simple and can be implemented with a bootstrap PF, where the
cost function is the negative likelihood. This makes it a suitable first method for model
estimation. The negative likelihood is used as the cost function, as we want to maximize
the likelihood, while SPSA minimizes the cost function.

23
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SPSA estimates the gradient of the likelihood by simultaneously changing the value
of all model parameters, and evaluating the likelihood for the new model parameters.
The estimated gradient is then used to update the model parameters. To estimate the
gradient, the likelihood has to be evaluated for two sets of model parameters. These sets
are chosen as

θ̃1 = θ̂k + δk, (4.2a)

θ̃2 = θ̂k − δk, (4.2b)

where θ̃1 and θ̃2 denotes the model parameters for which the likelihood should be evalu-
ated and θ̂k denotes the parameter estimate at iteration k. The vector δk is a multivariate
random variable, where each element equals ±γk with equal probability. The variable
γk is a design parameter that determines the distance between the two sets of model
parameters.

The gradient is then estimated by

Ĝ(θ̂k) = δk
l̂1 − l̂2

2γk
, (4.3)

where ĝk and l̂j denotes the estimated gradient and the estimated likelihood respectively.
This is a so-called central difference scheme for estimating gradients, which gives better
estimates than forward or backward schemes. The model parameter estimate is finally
updated by

θ̂k+1 = θ̂k − εkĜ(θ̂k), (4.4)

where ε is a design parameter that scales the gradient. The SPSA algorithm is summa-
rized in Algorithm 2. For a more detailed explanation of the SPSA algorithm, please
refer to Spall (2003, pp. 176-207)

When implementing the SPSA algorithm, the parameters γk and εk are chosen as
suggested in Spall (2003, pp. 188-190). While it is possible to estimate β1, β2 and φ with
SPSA, the method breaks down when four or more model parameters are estimated. This
is likely due to the large changes in the magnitude of the likelihood when a variance is set
to a value close to zero, as discussed in Chapter 3. As a result of the poor performance,
SPSA is not evaluated any further.

Algorithm 2: SPSA algorithm.

1 Initialise the algorithm
2 for Each iteration k do
3 Choose the model parameters to evaluate the likelihood for with (4.2)
4 Check that the model parameter values are allowed, e.g. none of the

standard deviations are negative
5 Evaluate the likelihood with the bootstrap PF
6 Estiamte the gradient with (4.3)
7 Update the parameter estimate with (4.4)
8 Ensure that the new parameters are within the limits given in Table 2.2

9 end
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4.2 Interior Point Based Parameter Estimator
As SPSA failed, a more capable method is needed. Matlab includes a number of opti-
mization methods, among them fmincon, which implements an interior point algorithm.
As the optimization method is already implemented, and only have to be given the data,
it is a suitable second step for model estimation. It does however require a smooth like-
lihood curve to work well, so the continuous PF is used to estimate the likelihood. The
drawback with using a built-in Matlab function is that it limits the possibilities to tweak
parameter and examine the estimation process step by step. This makes it less suitable
for a real-time implementation and more difficult to examine the behaviour of the model
estimate.

The function fmincon calculates the gradient based on a dynamically chosen number
of points, instead of just two points as SPSA does. This gives a better estimate of
the gradient compared to SPSA. The Hessian is also estimated and used to scale the
gradient. This makes it easier to estimate the standard deviations, despite the almost
exponential behaviour of their gradients seen in Figure 3.7.

The implementation of the interior point method in simply a matter of running
fmincon with the observations, model parameter boundaries, the function handle of the
continuous PF algorithm and the required accuracy as input argument. The function
then returns the parameter estimates and the estimation process is done. This estimator
is henceforth referred to as the interior point method (IPM). The exit condition for
fmincon is set to ’StepTolerance’, 0.001, ’OptimalityTolerance’, 0.001.

There is little information about more exactly what fmincon does to find the optimal
parameters in the documentation for the method. An interior point method however
works by replacing the boundaries of the parameters by a logarithmic function. This
function, along with actual cost function, is then used to find a minimum. The algorithm
runs in polynomial time, which makes it popular for solving optimisation problems. This
is a short and much simplified explanation, and the reader may refer to Karmarkar (1984)
for an in-depth description of the algorithm and its properties.

The IPM is a bit of a black box method, which will cause difficulties if the algorithm
is to be implemented in another programming language. However, if it performs well, the
extra work needed to implement it in other programming languages may be motivated.

Both the displacement and the model parameters are estimated fairly well with the
IPM. The displacement bias and error, along with the normalised root mean square
errors (NRMSE) of the model parameter estimates, are presented in Table 4.1, averaged
over 1,000 data sets. From the table, one can conclude that a increasing N and T reduces
both the bias and the magnitude of the error. However, the model estimate is actually
slightly worse for higher N . The bias and error magnitude for N = 1, 000 and N = 100
with T = 1, 000 are almost equal. Lower step and optimality tolerance settings may
improve the estimates, but would also increase the computational burden.

Table 4.1: Displacement and parameter estimation errors for the IPM.

time per mean NRMSE

N T iteration d̂− d
∣∣d̂− d

∣∣ β̂1 β̂2 φ̂ σ̂v σ̂1 σ̂2 σ̂φ

100 100 1.5 0.030 0.056 0.011 0.017 0.10 0.14 0.7 0.46 1.1
100 1,000 7.2 0.012 0.029 0.016 0.022 0.10 0.15 1.2 0.71 1.0
1,000 1,000 38.4 0.013 0.027 0.013 0.022 0.13 0.12 1.0 0.66 1.0
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4.3 Particle Smoother Based Model Estimation
The IPM works well, but is time-consuming to run. The main reason for this is the
large number of times the likelihood has to be evaluated to give good estimates of its
gradient and Hessian. By calculating the gradient directly with the particle smoother,
as in Section 3.4, and omitting the Hessian, the execution time may be reduced.

The algorithm for implementing a smoother based model estimator is similar to the
SPSA algorithm, but the gradient estimate obtained from the smoother is better than
the gradient estimate obtained with SPSA, which may result in a working algorithm.

The algorithm consists of three parts: estimating the gradient with the particle
smoother, updating the model parameters and checking if some exit condition is fulfilled.
The exit condition can be that a certain number of iterations have been completed, or
that the parameter update is sufficiently small. The steps are described below and
summarized in Algorithm 3. The estimator is henceforth referred to as the smoother
based method (SBM).

The parameter update is done by

θ̂k = θ̂k−1 + δk, (4.5a)

δk = γkCHĝk, (4.5b)

where θ̂k, δk, and ĝk denotes the parameter estimate, the step size and the estimated
gradient respectively. The factor γk adjust the size of the step size. When choosing γk,
several factors should be taken into account. It should not decrease too quickly, or the
estimate may not reach the optimal value. Neither should it decrease too slowly, or the
estimate may jump back and forth close to the optimal value, instead of converging to
it. For the simulations, it is chosen as{

γk = 1, k < 100

γk = (k − 100)−
2
3 , k > 100.

(4.6)

The matrix C adjusts the size of the initial step and H finally adjusts the size of the
elements in the gradient. If the Hessian was estimated, H would be calculated from it.
However, to reduce the computational complexity, H is chosen as a diagonal matrix

H =


ḡ−1
1

ḡ−1
2

. . .

ḡ−1
7

 , (4.7)

where ḡn denotes the element n of the estimated gradient for the initial model parame-
ters, averaged over ten runs of the particle smoother.

The method requires some initial model parameter values θ̂0. Choosing the initial
model parameters well is important, as poor initial parameters may lead to slow conver-
gence or even make the estimates diverge. As for previous methods, the initial values
are chosen as in Table 2.2.

The maximum allowed number of iterations is set to 200 and the model estimation
process stops if each element in δk is less than one thousandth of the corresponding
element in θk+1.
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This method is sensitive to the initial value of the standard deviations of the noises.
If they are set to too small values compared to their true values, the estimated gradient
will be very large, see Figure 3.7. This will in turn make their steps size very small
as soon as they get to a value slightly closer to the true value, which leads to slow
convergence.

The result of estimating the displacement and model parameters with this method is
given in Table 4.2. The method is actually slower than the IPM, and overestimates σ1 and
σ2. However, the remaining model parameter estimates are better compared to the IPM
estimates. Most importantly, the displacement estimate is significantly better, which
means this method has potential if the time required to run it can be reduced. Time can
be saved by using N = 100 instead of N = 1, 000 with T = 1, 000, as the displacement
estimates are approximately equally good for the two choices. Further, better initial
values would also reduce the execution time, as the model parameter estimates would
converge in fewer iterations.

Algorithm 3: Algorithm for the SBM.

1 Calculate the mean gradient at the initial parameter values
2 for Max number of iterations do
3 Estimate the gradient with the particle smoother
4 Calculate the step size with (4.5b)
5 Update the model parameters with (4.5a)
6 Ensure that the model parameters do not violate the constraints in Table 2.2
7 if Step size too small then
8 Return the parameter estimate and exit
9 end

10 end

Table 4.2: Displacement and parameter estimation errors for the SBM.

time per mean NRMSE

N T iteration d̂− d
∣∣d̂− d

∣∣ β̂1 β̂2 φ̂ σ̂v σ̂1 σ̂2 σ̂φ

100 100 6.6 0.026 0.066 0.011 0.018 0.15 0.11 2.2 2.6 0.55
100 1,000 55.6 0.0035 0.029 0.005 0.007 0.03 0.08 1.9 2.2 0.35
1,000 1,000 108.4 0.0036 0.027 0.005 0.007 0.03 0.07 1.7 2.2 0.35

4.4 Particle Metropolis-Hastings
It is of interest to know the variance of the estimate of the displacement. While an
estimate of the variance of the IPM and the SBM themselves can be obtained by running
the estimators multiple times for the same data set, it does not give any information
about the variance of the displacement estimate itself. An estimate of that can however
be obtained with particle Metropolis-Hastings PMH, which makes it a suitable fourth
and final estimation method.

The PMH algorithm is similar to the SBM. However, an accept or reject step is
added, where the new model parameters are randomly accepted or rejected based on
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their likelihood and priors. The accept/reject step requires prior distributions for the
model parameters. As little is known about the distribution of the parameters, non-
informative priors are used. The likelihood is the dominant factor in the accept/reject
step and the influence of the priors small. The prior distributions used are Γ(2, 0.5) for
β1 and β2, N (0, 1) for φ and Γ(1, 0.5) for σv, σ1 and σ2.

In the accept/reject step, the accept probability is given by

P(accept) = min
(

1, Pk + l̂k − l̂k−1

)
, (4.8)

where Pk and l̂k denotes the sum of the prior distributions evaluated at θ̂k and the esti-
mated likelihood at iteration k respectively. Whether or not the new model parameters
are accepted is decided by drawing a random number u ∼ U(u|0, 1). If u < P(accept)
the new model parameters are accepted, and otherwise they are discarded.

Instead of a deterministic, decaying step size δθ as in the SBM, a sample from a
multivariate Gaussian distribution

θ̂k ∼ N
(
θ̂k
∣∣θ̂k−1, ε

2Σ
)
, (4.9)

is used to choose the new set of model parameters, where Σ and ε is the covariance matrix
for the model parameters and a scaling factor respectively. The covariance matrix Σ is
chosen by running the PMH algorithm repeatedly, and using the covariance matrix of
the model parameter estimates from the previous run as the new covariance matrix.
This is done until the desired behaviour of the model parameter estimates is obtained,
which is discussed later in this section. The scaling factor is set to ε = 0.5.

To improve the convergence of the PMH, information about the gradient is included
when choosing the new model parameters, which gives

θ̂k ∼ N
(
θ̂k

∣∣∣∣θ̂k−1 +
ε2

2
ΣĜ(θ̂k), ε

2Σ

)
, (4.10)

where Ĝ(θ̂k) denotes the estimated gradient at iteration k. The PMH algorithm is
summarized in Algorithm 4. For a more detailed explanation of the PMH algorithm,
please refer to Dahlin and Schön (2017).

In Figure 4.1, the model parameter estimates are plotted for 8,000 iterations. 2,000
burn-in iterations are used, not included in the plots. These iterations are needed to
ensure that the model estimate is in a steady state, i.e. that the mean of the model
parameter estimates does not change during future iterations. The number of particles
is set to N = 1, 000 to get a likelihood estimate with an approximate standard deviation
of 1.5 at the initial model parameters.

The noisy behaviour is a sought-after property, as it ensures that the neighbourhood
of the average parameter values is explored. While the mean of β1 and φ are close to their
true values, σv and σ1 are both overestimated. Next, in Figure 4.2, the displacement
estimate error is plotted along with the 95 percentile confidence intervals. The variance
of the estimate is small, which is promising as it indicates that the displacement estimate
is accurate even if the model estimate is slightly off. The estimation error is used instead
of the actual displacement to make the plot clearer.
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Algorithm 4: PMH algorithm for model estimation.

1 Initialise the estimator
2 for Number of iterations do
3 Draw the new model parameters from (4.10)
4 Reject the new model parameters if they violate the constraints in Table 2.2.

If they do, jump to line 7
5 Estimated the likelihood and gradient with the bootstrap particle smoother,

see Section 3.4
6 Accept or reject the new model parameters according to (4.8)
7 Save the model parameter values from the current iteration

8 end
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Figure 4.1: Plots of the parameter estimate over time when estimated with PMH, with
N = 1, 000 and T = 100. The dashed black lines mark the true parameter values.
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Figure 4.2: Plots of the displacement estimation error over time when the PMH method
is used, with N = 1, 000 and T = 100. The dashed black lines mark the 95 percentile.



5
Experimental Results and Discussion

As shown in Figures 2.3 and 2.4, the measurements on the interferometer is almost
noise-free. This may cause PFs to fail, as it requires some noise to work. If such
problems occur, they are solved by simply adding some artificial noise. Further, the
noise variance σ2φ is of the order 10−5, which is too small to have a significant effect on
the displacement estimate. Hence, that noise source is removed from the model. The
model used for displacement estimation on measured data and further simulations is
(2.9).

Both the IPM and the SBM estimates the displacement well, as shown in Figure 5.1.
For the sine wave reference signal, the estimates follow the reference signal almost per-
fectly. The fit is not as good for the triangular wave, but the frequency of the estimated
displacement is the same as the frequency of the reference signal, which is the most im-
portant part. The difference between the reference and the true displacement is probably
due to the properties of the piezoelectric stack.

To save computational power, the model may be estimated from a subset of obser-
vations. Figure 5.2 shows an example of this, where the model is estimated from the
first 0.1 seconds of observation, with the observations spanning a total of 1 second. As
the sampling frequency is 5kHz, this corresponds to 500 time steps being used for model
estimation. Further, N = 100 particles are used. In general, this method works well
(top plot). However, around 1 in 50 runs, the displacement estimates looses track of the
true displacement (bottom plot). This problem can be solved by using more particles to
estimate the displacement, and reliable results are obtained with N = 1, 000.

Over time, the dynamics of the system will change due to changes in temperature,
humidity etc. This may cause the estimates to diverge if they are done over long time
intervals. However, even when estimating the displacement over ten seconds, with pa-
rameter values estimated from the first 0.1 seconds of the observations, the displacement
is generally accurately estimated. This indicates that the displacement estimator is fairly
robust with regard to errors in the model.

For the PMH estimation method to work, it is necessary to add some extra measure-
ment noise N

(
0, σ2e

)
with σe = 0.02 to the observations. This extra noise has little effect
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Figure 5.1: Estimated displacement with the IPM and the SBM, along with a scaled
version of the reference signal for the target mirror.
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Figure 5.2: Estimated displacement over one second, with parameter values estimated
from the first 0.1 seconds of the observation, along with a scaled version of the reference
signal for the target mirror.
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on the accuracy of the displacement estimate, but is needed for the particle smoother to
work as required by the PMH algorithm, i.e. have the model parameter estimate explore
the neighbourhood of the steady state parameter values as shown in Figure 5.3.

For the model estimation in said figure, T = 100 time step and N = 500 particles are
used. The figure shows that β1 and β2 are estimated with lowest variance, along with
σ1 and σ2. The phase shift φ is estimated with somewhat higher variance, and σv with
higher variance still. In relation to the magnitude of the parameter estimate, σ1 and σ2
have the highest variance.

The mean displacement estimate, along with the size of the 95 percentile confidence
interval, is plotted in Figure 5.4. The size confidence interval is around one thousandth
of the displacement.

In summary, all three methods appear valid for displacement estimation. The IPM
has the advantage of being easier to implement in Matlab and runs faster, while the SBM
is easier to modify and adjust depending on what the requirements on the estimation
are. Also, it easier to examine why the SBM method might fail, as the model estimation
process is not hidden inside a built in Matlab function. Hence, for future applications,
the SBM is recommended.

The PMH method could be used in conjunction with the SBM method, where the
computationally heavy PMH is used on a subset of the data. Assuming that the sta-
tistical properties of the system are roughly the same over time, the extra information
obtained with the PMH can be used to make conclusions about the remaining data as
well, which is processed by the less computationally intensive SBM method.

It is of interest to compare the recommended method to the current method. The
error in d̂ estimated with the SBM is plotted in Figure 5.5 for N = 100, N = 1, 000
and N = 10, 000. The error in d̂ when the LS method is used is included for reference.
As for the bootstrap PF with the true parameter, the estimation error appear slightly
larger when N = 100 is used, and of similar size when N = 1, 000 and N = 10, 000 are
used.

The error and bias in d̂ when estimated with the SBM and the LS method, aver-
aged over 2,000 data sets, is given in Table 5.1. Despite the apparently larger error in
Figure 5.5, SBM with N = 100, N = 1, 000 and the LS method have almost identical
results for both bias and average error magnitude in d̂.

For these simulations, the model estimation process is set to stop if the magnitude
of each element in the parameter update δk is less one percent of the corresponding
element in, or after 200 iterations. Further, γk = k−

2
3 is used instead of (4.6) and the

initial value for φ is set to 0.15. This is done to save time and simulate better knowledge
of the system respectively.

The SBM gives similar results for simulated data as the LS method with T = 1, 000,
see Table 5.1, though it has significantly longer execution time. With more work, it may
be possible to improve on the method and obtain an estimator that is better than the LS
method when it comes to both bias and precision, and that has a reasonable execution
time.
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Figure 5.3: Parameter estimates for 8,000 iterations with PMH. The black dashed line
marks the mean value.
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Figure 5.4: State estimate with the 95 percentile confidence interval, obtained with the
PMH algorithm.
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Figure 5.5: Displacement estimation error with the SBM for three different N , and for
the LS method.

Table 5.1: Bias and error of the displacement estimate for the LS method and the SBM
based on simulated data. The parameters used for the simulations are as in Table 2.2,
unless otherwise specified, and T = 1, 000. The results are normalized by the bias and
average error magnitude for the LS method with σ1 = σ2 = 0.02.

σ1 and σ2 Estimator N mean
(
d̂− d

)
mean

∣∣d̂− d∣∣
0.02

LS method - 1.00 (0.0024) 1.00 (0.018)
SBM 100 0.92 1.22
SBM 1,000 0.96 1.11

0.1
LS method - -1.75 4.83

SBM 100 1.79 4.94
SBM 1,000 1.96 4.96
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5.1 Potential Real-time Implementation
By reducing the number of particles and time steps used for model estimation, the time
required to estimate the model can be greatly reduced. This naturally comes at the
price of estimation quality, but depending on the use, this may be acceptable. The time
required can be reduced further by optimizing the code and implementing it in C, as a
Matlab implementation is in general significantly slower than an implementation in C.
As discussed earlier, the SBM is the most suitable method for further work, and it is
henceforth assumed that it is used.

By using N = 100 and T = 100, as well as the settings used to compare the SBM to
the LS method in Chapter 5, to estimate the model, the time required for the estimation
process is reduced from 6.6 to 0.9 seconds. By implementing the code in C and optimizing
it, it may be possible to reduce the time required for a run by a factor of ten or more,
which would be sufficient for a real-time implementation.

The estimated model would then be used for a set time, for example one second,
and then new model parameters would be estimated to account for any changes in the
system. The displacement may be estimated with a separate PF, utilizing more particles,
for example N = 1, 000, to avoid the problems seen in Figure 5.2.

The model parameters estimated in the previous iteration of the estimator should be
used as the starting point for the estimation of the new model parameters, as the change
in the parameters is likely to be small, and a starting point close to the true parameter
values speeds up the model estimation.

Worth mentioning is that the particle smoother used in the model estimation should
not be used for the displacement estimation, as it is more computationally demanding
than a plain bootstrap PF. Further, the estimation of the likelihood in the bootstrap PF
may be omitted, as it will not be used and hence only adds an unnecessary computational
burden.

A possible problem worth considering is that the changes in displacement during 100
samples may not span an entire wavelength. If it does not, α1 and α2 may be difficult
or even impossible to estimate. The number of time steps used in the model estimation
must be sufficient to cover an entire wavelength if α1 and α2 are to be estimated as in
this thesis.
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Concluding Remarks

The currently used method for displacement estimation in interferometry was introduced
almost 40 years ago, and is therefore of interest to investigate if new techniques, such as
PFs, can be used to create a better method. In the first step, when estimating only the
displacement from simulated data, the PFs outperform the current method.

The PFs are used to implement four methods for model estimation. Of these, the
SBM has the most potential and is recommended for future work, as it is easier to modify
and implement in other programming languages. The IPM has similar performance, but
relies on the complex, built-in Matlab function fmincon, which makes that method more
difficult to modify. It also gives worse displacement estimates compared to the SBM.

The SBM is based on a one-step fixed lag bootstrap particle smoother. When used
on simulated data, this method performed similarly to the current, LS based method,
though with a significant increase in execution time.

The SBM is also tested on measured data from an interferometer. It gives reasonable
model and displacement estimates. As the true model and displacement for the actual
system are unknown, exact numbers for the quality of the model and displacement
estimates cannot be given. The displacement estimates does however have the same
frequency and waveform as the reference signals, which indicates that the methods work
for measured data as well.

The PMH method is inherently computationally heavy and hence not suitable as the
only estimation method. It does however offer more information about the statistics of
the displacement estimates and can therefore be used to use as a complement to the
SBM, where the PMH is used on a subset of the data and the SBM on the bulk of it.
As the properties of the system remain fairly constant for minutes and even hours, the
statistics for a subset of the estimates should be representative for all estimates during
that time.

Future Work: First of all, it would be of interest to test the SBM on a system
where the true displacement is known. This would make it possible to definitely tell how
good it is. This was not possible to do during the course of the project, as it requires a
more complex interferometry setup.

37
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The most natural next step would be to improve the displacement estimate quality
and execution time of the SBM. If the bias of the displacement estimate cannot be
reduced to level significantly lower compared to the current method, it is difficult to
motivate the use of the SBM. If the quality of the displacement can be improved enough
to motivate its use, the execution time of the SBM has to be reduced, preferably to level
where it can run in real-time.

Further, it would be of interest to examine the effect of using a constant velocity
and/or a constant acceleration model instead of the random walk to model the displace-
ment. It may also be of interest to try other particle smoothers, that do smoothing over
several time steps instead of just one, see Lindsten and Schön (2013). The increased
computational burden from doing so may be offset by better gradient estimates and
hence fewer runs of the smoother required for model estimation.

Due to the low noise conditions, it may be worth to consider other sampling methods
for the propagation step in the PF, such as likelihood sampling. The prior sampling used
in this thesis is the most commonly used method, but it is best suited for noisy data
(Gustafsson, 2010; Doucet and Johansen, 2009).

Estimation of the Hessian could also be implemented, with the same potential advan-
tages and drawbacks as using a more complex smoother. By optimizing the code used
for the Hessian estimates, it may be possible to avoid the problems with significantly
increased computational complexity, which is the reason the Hessian is omitted when
implementing the SBM. See Poyiadjis et al. (2011) or Nemeth et al. (2016) for more
information about estimating the Hessian.

Finally, the method used for estimating the offsets α1 and α2, based on the maximum
and minimum of the observation, is somewhat ad-hoc and highly sensitive to outliers
in the measurements. For a future implementation, a more robust method would be
preferable, for example using the average of a number of the largest and smallest values
respectively, or based on a the current least squares method.
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