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Abstract

Robust optimization of radiotherapy treatment plans
considering time structures of the delivery

Erik Orvehed Hiltunen

Cancer is the second largest mortal disease in Sweden, and high efforts are made to
develop the treatment of cancer. One of the main treatment methods is radiotherapy,
which uses ionizing radiation to damage the cancerous cells. This has the chance of
stopping the cell reproduction, and the goal is to reduce the tumor and stop the
tumor growth.

The most common forms of radiotherapy uses external beams to irradiate the tumor.
In intensity modulated radiotherapy, IMRT, the beam fluences are optimized to give a
highly conformal dose, i.e. a dose distribution which is restricted to the tumor and has
low dose values outside of the tumor. A conformal dose is necessary to spare healthy
tissue and sensitive organs, and thus keep the side-effects of the treatment at an
acceptable level. The optimized beam shapes are created using a multileaf collimator,
MLC. Finding the leaf positions and dose levels is formulated as a problem in the
framework of mathematical optimization.

Currently, one of the limitations in delivering conformal dose is due to patient
movement during the treatment. In IMRT, the beams are delivered by consecutive
segments, and the exact pairing of the segments with the patient position will have an
impact on the delivered dose. This is called the interplay effect, and can cause both
underdosage of the tumor and overdosage of the surrounding tissue.

There are methods of mitigating the interplay effect. For example, the beam could be
restricted to a single phase of the motion by repeatedly turning it on and off. This is
known as gating. However, gating and many other interplay mitigation techniques lead
to prolonged treatment times, which decreases the clinical throughput, causes higher
patient discomfort and gives higher uncertainties in the delivered dose. This makes it
desirable to find methods which avoid prolonged treatment times, while still giving
highly conformal doses. Ideally, the best method would be to have a beam which
follows any target movement. This idea is known as target tracking.

In this thesis, an optimization method is suggested which includes the interplay effect
in the treatment optimization. Two main treatment strategies are proposed. The
method which is simplest to implement clinically is to create plans which are robust
against uncertainties in the times for the patient motion. The resulting doses are
found to give acceptable target covering where similar, conventional plans give a
significant target underdose. To further increase the conformality of the doses, a
non-robust method paired with gating technology is suggested. This method can
effectively be seen as a target tracking method, and has the possibility to give highly
conformal doses under acceptable treatment times.    
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Sammanfattning

Cancer är den näst dödligaste sjukdomstypen i Sverige, och stora satsningar görs för att utveckla
behandlingen av sjukdomen. En av de främsta behandlingsmetoderna är strålterapi, som använ-
der joniserande strålning för att skada cancercellerna. Detta kan stoppa cellreproduktionen, och
målet är att minska tumören och stoppa spridningen.

De vanligaste formerna av strålterapi använder externa källor för att bestråla tumören. I inten-
sitetsmodulerad radioterapi, IMRT, optimeras strålarnas fluenser för att ge en dosfördelning
som är avgränsad till tumören och har låg dos utanför tumören. Det är nödvändigt att ge en
låg dos utanför tumören för att bevara frisk vävnad och särskilt känsliga organ, och hålla si-
doeffekterna av behandlingen till en acceptabel nivå. De optimala strålformerna skapas med
en kollimator, och att hitta kollimatorinställningarna för varje behandling formuleras som ett
matematiskt optimeringsproblem.

Patientrörelser under behandlingens gång ger en stor begränsning i förmågan att leverera en
avgränsad dos. En stråle i IMRT består av efterföljande segment, och patientens exakta position
vid varje segment har en påverkan på den totala dosen. Detta kallas interplayeffekten, och kan
leda till både underdos i tumören och överdos i omkringliggande vävnad.

Det finns flera metoder för att kompensera för interplayeffekten. Till exempel kan strålen be-
gränsas till en viss fas av rörelsen genom att den hela tiden slås på och av. Detta kallas gating.
Ett problem med gating, och många andra interplaytekniker, är dock att behandlingstiden för-
längs. Långa behandlingstider ger lägre antal behandlade patienter och ökar osäkerheten i den
levererade dosen. Dessutom blir också behandlingen jobbigare för patienten om leveranstiden
är lång. På grund av detta vill man hitta interplaymetoder som inte nämnvärt förlänger behan-
dlingstiden, men fortfarande ger avgränsade doser. I idealfallet skulle strålarna riktas om vid
varje patientrörelse, och på så vis följa tumören. Detta kallas target tracking.

I detta arbete presenteras en optimeringsmetod som tar hänsyn till interplayeffekten vid opti-
meringen av behandlingen. Två behandlingsstrategier föreslås. Den metod som är lättast att
implementera kliniskt är att skapa planer som är robusta mot osäkerheter i patientrörelsen. Det
visas att de resulterande doserna har tillräcklig täckning av tumören i fall där konventionella
planer ger en betydande underdos. För att ytterligare avgränsa strålen till tumören föreslås en
kombinerad metod med gatingteknologi. Denna metod kan betraktas som en target tracking-
metod, och har möjligheten att ge mycket avgränsade doser utan att nämnvärt förlänga lever-
anstiden.
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Table 1: List of relevant abbreviations specific to radiotherapy, in alphabetical order.

Abbreviation Meaning Introduced in section
3D-CRT Three-Dimensional Conformal RadioTherapy 2.1.3
4DCT Four-Dimensional Computed Tomography 2.1.2
CT Computed Tomography 2.1.2
CTV Clinical Target Volume 2.1.4
DaV Dose-atikzt-Volume 2.1.5
DMLC Dynamic MultiLeaf Collimation 2.1.3
DVH Dose-Volume Histogram 2.1.5
GTV Gross Tumor Volume 2.1.4
HI Homogenity Index 2.1.5
IMRT Intensity Modulated RadioTherapy 2.1.3
ITV Internal Target Volume 2.1.4
KKT Karush Kuhn Tucker 2.2.1
MRI Magnetic Resonance Imaging 2.1.2
MU Monitor Unit 2.1
OAR Organ At Risk 2.1.4
PTV Planning Target Volume 2.1.4
ROI Region Of Interest 2.1.4
SMLC Static MultiLeaf Collimation 2.1.3
SQP Sequential Quadratic Programming 2.2.4
VaD Volume-at-Dose 2.1.5
VMAT Volumetric Modulated Arc Therapy 2.1.3
WPM Weighted Power Mean 2.2.3
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1 Introduction

One out of three persons in Sweden will develop cancer before the age of 75 years. Cancer is
one of the leading mortal diseases in Sweden, and developing and performing cancer treatments
is of utmost importance to reduce the number of diseases and deaths from cancer. Lung cancer
is the type which causes the most deaths, even though it only constitutes 6.5% of the total
number of cancers. Cancer research is a huge area, with topics ranging from purely theoretical
mathematical problems to clinical implementations of different treatments [8].

One of the most widely used cancer treatments is radiotherapy. Ionizing radiation is used to
damage cancerous cells, with the goal of stopping the cancerous growth. Photon radiation is the
most common type of radiation, but also proton, electron and carbon ion radiation is in clinical
use. Because cancer cells have a high rate of cell division, they are sensitive to damages to the
DNA. The radiation can damage the DNA, and has the chance of stopping the reproduction.
However, also healthy cells can be damaged by the radiation. The goal of radiotherapy is
therefore to give a sufficient dose to the cancerous cells, while sparing healthy cells to prevent
excessive side-effects.

Because of the trade-off nature of the radiotherapy treatment, this is a natural application area
for mathematical optimization. Optimization theory deals with the problem of finding a set of
variables values which give the optimal value of an objective function. In radiotherapy, the
fundamental goal is to find a set of machine parameters which give an optimal delivered dose.
In this setting, the phrase optimal is not rigorously defined. What is considered optimal can
vary between patients, and between physicians. In practice, a physician has to decide the main
targets, and give this as input to the optimization algorithm.

Radiotherapy has been developed since the discovery of x-rays, and the delivered doses have
been increasingly conformal as the development progresses. Here, a conformal dose refers to
a dose which is restricted to the tumor, with a high dose in the tumor and a low dose in the
healthy surrounding tissue. Currently, patient motion is one of the main problems in delivering
even more conformal doses. For example, if the tumor is located in the lung, the breathing
motion will move the tumor during treatment. This has the risk of delivering too low dose to the
tumor, and to high dose to the surrounding tissue. Ideally, the beams should follow any tumor
motion. This has practical difficulties and is not clinically used, but there are other methods to
compensate for tumor motion. All these methods have some drawbacks, and the main goal of
this thesis is to develop novel methods to compensate for tumor motion.
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2 Theoretical background

2.1 Radiotherapy

As mentioned in the introduction, the main goal of radiotherapy is to deliver a highly conformal
dose distribution, i.e. a dose with high values inside the tumor and low values outside of the
tumor. A good plan must deliver a sufficient dose to the tumor, while sparing healthy tissue and
especially sensitive organs. Moreover, the treatment time must not be too long. Long treatment
times result in a low clinical throughput. Furthermore, long treatment times make the treatment
uncomfortable for the patients and may lead to higher uncertainties in the delivered dose.

The fundamental physical quantity of interest is the delivered dose. The dose is defined as
the amount of absorbed energy per unit of mass, and is measured in Gray (Gy) with 1 Gy =
1 J/kg. The dose is always non-negative, and can be viewed as a scalar field d : R3 → R+.
Evaluating a treatment plan essentially consists of two steps: finding the delivered dose, either
by computations or by measurements, and evaluating the biological effects from the dose.

In most radiotherapy treatments, the dose is delivered by beams of ionizing radiation. The
energy contained in a beam is measured either in fluence, i.e. energy per unit area (J/cm2), or in
intensity, i.e. energy per unit area and unit time (J/(cm2s)).

The delivered dose from a beam depends on the machine and on many beam parameters, such
as energy, modality and field size. Because of this, monitor units, MU, are used to quantify how
much dose a beam will deliver. There are different definitions of MU, but a common definition
is [16]:

The monitor chamber reads 100 MU when an absorbed dose of 1 Gray is delivered to a point
at the depth of maximum dose in a water-equivalent phantom whose surface is at the isocenter
of the machine (i.e. usually at 100 cm from the source) with a field size at the surface of 10 cm
× 10 cm.

2.1.1 Biological effects

The main idea of radiotherapy is to destroy enough cancerous cells to permanently stop the
tumor from growing and spreading. This is achieved by exposing the cancerous cells to ionizing
radiation. The high energy of the radiation may cause exposed atoms to be ionized, leading to
the formation of highly reactive free radicals. These can damage the cell DNA and other vital
parts, which may lead to cell death or impaired reproduction.

It has been found that the destructive effects of radiotherapy are increased if the treatment is
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split in time over several treatment occasions, called fractions. In practice, a full treatment
consists of around 30 fractions, delivered once a day with pauses during weekends [16].

2.1.2 Patient imaging

Starting in the 1970s, imaging techniques became available for radiotherapy treatment planning.
Knowing the size and location of the tumor made it possible to adapt the treatment to the tumor,
and thus limiting the total radiation. In the 1980s and 1990s, 3D-imaging was made available
using computed tomography, CT, or magnetic resonance imaging, MRI. Today, CT images
are most commonly used when planning radiotherapy. Recently, the fast acquisition of CT
images has enabled imaging over short time periods. A 4DCT image is a collection of CT scans
acquired at fixed times, showing the patient geometry development over time. For example, a
4DCT of a lung often consists of ten CT scans spanning one full breathing cycle, with the scans
approximately equally spaced in time [25].

2.1.3 Treatment delivery techniques

The type of radiation used in the treatment is known as the beam modality. By far, photon beams
are most commonly used in clinical treatments. Photon radiotherapy is the oldest and most well-
established treatment modality. However, other types of radiation can have advantages over
photon radiation in radiotherapy treatment. Proton radiation has the possibility to give sharper
dose distributions, but is also more sensitive to uncertainties or disturbances. Recently, other
type of ion radiation has been considered, such as electron, helium and carbon ion radiation.
These also have the possibility of delivering sharper dose distributions than photon radiation.

Photon treatment

The development of the imaging techniques enabled the development of 3D conformal radio-
therapy, 3D-CRT, in which the beam cross-section geometry is shaped to match the beam-eye
projection of the tumor. This made a significant improvement in delivering a conformal dose.

Figure 2.1: A gantry with a rotation of about 45◦, with the couch in the lower right corner [12].
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In the 1980s, the next step to delivering conformal doses was taken with the introduction of
intensity modulated radiotherapy, IMRT. The basic idea is to shape the intensity at every point
in the beam cross-section, instead of having a uniform intensity. The development of IMRT was
inspired by purely theoretical work, which showed that, in general, a non-uniform fluence field
is required to deliver a uniform dose inside a target. Brahme et al. studied the inverse problem
of finding the fluence field which gives a uniform dose to a doughnut-shaped volume, in what is
considered the landmark paper of IMRT [6, 7]. This is an inverse problem in the sense that the
desired result is defined, i.e. the uniform dose, and the problem is to find the fluence distribution
giving rise to this dose. The doughnut shape is non-convex, and IMRT has later been proven to
give especially high benefits over 3D-CRT for non-convex sets [6].

Target

Figure 2.2: Schematic illustration of how multiple beams can restrict the resulting dose to the target.
Having more beams reduces the dose in the trace of each beam, but increases the treamtent time.

Typically, the beams used for treatment are in the x-ray regime, with energies ranging between
5MeV and 20MeV. The x-rays are generated as bremsstrahlung emitted when electrons, accel-
erated by a linear accelerator, hit a thick target. The linear accelerator is mounted on a gantry
which is free to rotate around a couch, where the patient is placed. The clinical setup is illus-
trated in Figure 2.1. By having beams from multiple angles, the delivered dose is higher in the
intersection of the beams where the target is located. This is illustrated in Figure 2.2, and an
example of a treatment setup is given in Figure 2.3.

Figure 2.3: Example of a treatment plan for an SMLC photon treatment of a neck with six beams. The
modulated fluence fields are shown, along with the MLCs and the jaws. Reproduced with permission
[10].

There are different delivery techniques for IMRT treatment, of which some are described below.
The majority of techniques uses a multileaf collimator, MLC, to shape the cross-section of the
beam. The MLC consists of an array of leaf pairs, which can be opened and closed by the
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treatment machine. The closed leafs block the radiation, and the beam is shaped by selecting
where the leafs are open. The MLC gives a binary control of the fluence, i.e. each point in
the beam is either turned on or off. Figure 2.4 shows a schematic illustration of how an MLC
can shape the beam. Apart from the MLC, the machine also has four jaws, which are highly
absorbing lead plates. The jaws bound a square containing the beam, and are used to prevent
leakage radiation between the leafs.

Figure 2.4: Schematic illustration of a multileaf collimator (MLC) and a target volume. By adjusting the
leaf pair openings, the beam can be restricted to the target. The lines X1, X2, Y1 and Y2 represent the
four jaw positions.

Static multileaf collimation

In static multileaf collimation, SMLC, the beam fluence is modulated by superimposing several
segments. Each segment consists of static MLC leaf positions and a gantry angle. Usually, a
gantry angle is chosen for each beam, and several segments are created for each beam by the
planning system. This technique has similarities to 3D-CRT, as each segment is equivalent to a
3D-CRT beam.

Dynamic multileaf collimation

The main issue with SMLC is the long treatment time resulted from having many segments.
Between each segment, the beam is turned off while the MLC leafs change position, resulting in
an inefficient treatment. In dynamic multileaf collimation, DMLC, the leafs are allowed to move
during the irradiation without turning off the beam. This gives a more efficient treatment, but
increases the complexity of the problem. When creating a plan, the leaf speed and acceleration
have to be taken into account.

Volumetric modulated arc therapy

Another generalization is to move the gantry during the irradiation, i.e. to irradiate along an
arc instead of having a few fixed angles. This is known as volumetric modulated arc therapy,
VMAT, and can further reduce the total treatment time compared to SMLC or DMLC. Planning
a VMAT treatment is even more complex compared to SMLC and DMLC, because the me-
chanics of both the leafs and the gantry have to be taken into account. However, it is possible to
create VMAT plans with quality comparable to that of SMLC and DMLC, but with significantly
shorter treatment time [21].
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Proton treatment

Unlike photon radiation, the absorption of proton radiation has a peak close to the depth range
of the beam, the so-called Bragg peak. Beyond the peak, the absorbed dose is negligible. The
location of the peak depends on the energy of the proton radiation, and by superimposing several
energy layers, it is possible to create a spread-out Bragg peak as illustrated in Figure 2.5. This
makes it possible to conform the beam to the tumor in the depth-direction of the beam, known
as intensity modulated proton therapy, IMPT. This gives an advantage over photon treatment,
where the absorption is highest close to the skin surface. Photon beams can only be conformed
to the tumor in the directions perpendicular to the beam. Because of this, proton plans can
typically give high-quality plans with fewer beams compared to photons.

One delivery method for proton radiation is using scanned beams. In this technique, the beam is
delivered by consecutive spots which are narrow beams, each with a single energy. Spots with
the same energy are scanned over the target volume, and this is repeated for each energy.

Figure 2.5: Dose-depth curves of photon and proton radiation. The superposition of the Bragg peaks of
different energies can create a spread-out Bragg peak. Reproduced with permission [10].

The location of the Bragg peak is highly dependent on the stopping-power of the tissue material.
This makes proton treatment more vulnerable to geometric errors, for example setup errors or
variations in the patient geometry. This is typically compensated for by attempting to reduce the
setup errors, and creating plans which are robust against uncertainties as described in Section
2.2.3.

2.1.4 Regions of interest and target volumes

Some parts of the tissue are more important to consider when creating a radiotherapy plan.
Such a region is known as a region of interest, ROI, and can either be an important organ or
a tumor target volume. A vulnerable organ, which is considered especially important to get
limited dose is known as an organ at risk, OAR. Using a patient image, the ROIs are delineated
by a physician and can later be used in the treatment planning.
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There exist a range of different target volume definitions in the radiotherapy community. The
following volume concepts are defined: [5]

• Gross tumor volume (GTV)

• Clinical target volume (CTV),

• Internal target volume (ITV),

• Planning target volume (PTV).

The GTV consists of the tissue volume that the tumor is known to occupy, often based on
CT images. The CTV consists of the GTV together with some surrounding tissue which is
suspected to have cancerous cells, or for some other reason need treatment. The CTV thereby
consists of the full volume that is considered to need treatment. The CTV represents physical
tissue volume and is independent on any coordinate system. This means that if the patient is
placed in a coordinate grid, any patient movement will also move the CTV. The ITV and PTV,
on the other hand, represent static geometrical volumes, and are used to take patient movement
and uncertainties into account. The ITV consists of the CTV volume together with an internal
margin, which consists of the physiological variations in size, shape and location of the CTV. In
the example of a lung tumor, the ITV typically consists of the total set of points which the CTV
occupies during the breathing cycle. The PTV consists of the ITV, but with an additional setup
margin. This margin accounts for setup uncertainties, such as patient positioning and beam
uncertainties. Schematically, we have the following chain of inclusions:

GTV ⊂ CTV ⊂ ITV ⊂ PTV.

When creating plans for moving tumors, the ITV is often used as the target volume.

2.1.5 Dose evaluation and visualization tools

Because the dose inside an ROI is a three-dimensional scalar field, it is often more convenient to
disregard the geometrical information when visualizing the dose. For a given dose distribution
and a given ROI, the volume-at-dose Vd is defined as the relative volume of the ROI receiving at
least the dose d Gy. For target ROIs, the relative dose compared to the target dose is sometimes
used for Vd. Conversely, the dose-at-volume Dv, is the maximal dose delivered to the relative
volume v of the ROI. Vd is often monotonically decreasing and hence invertible, and Dv is the
inverse in this case. These two concepts are independent of the geometrical distribution of the
dose inside the ROI.

A concise representation of the dose for a given ROI is given by the dose-volume histogram,
DVH. A DVH is a plot of Vd versus the dose. Typically, a desirable treatment dose should have
a target DVH which is close to 100% for d less than the target dose, and close to 0% for d larger
than the target dose. Similarly, a DVH for an OAR should quickly drop to 0% for intermediate
d.
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Figure 2.6: Example of a dose-volume histogram with typical shapes for targets and OARs. From the
histogram it is possible to read the volume-at-dose Vd and the dose-at-volume Dv. Reproduced with
permission [10].

The homogeneity index, HI, is defined as

HI =
D2 −D98

D50

and is a way of measuring how homogeneous the dose is inside a target. Intuitively, the HI
measures the reciprocal of the relative slope in the DVH between the relative volume 2% and
98%. Hence, a low HI corresponds to a homogeneous dose.

2.1.6 Tumor motion and the interplay effect

Because IMRT gives highly conformal doses, it is sensitive to tumor motion between plan-
ning and delivery. There are two types of motion, inter-fractional motion and intra-fractional
motion, corresponding to different time-scales compared to the treatment time.

Inter-fractional motion refers to the displacement of the tumor between the fraction treatment
occasions. Typically, a treatment plan is delivered with one fraction per day, during approx-
imately 30 days. As an example, inter-fractional motion occurs in prostate cancer where the
tumor position depends on the filling of the bladder. In successful treatments, the tumor volume
will decrease between the fractions, as an effect of the radiotherapy. Inter-fractional motion is
typically compensated by careful patient positioning before each fraction, possibly combined
with replanning according to the new geometry.

Intra-fractional motion is the tumor motion during the irradiation treatment. A typical example
of this is the tumor motion due to breathing. The tumor motion is most prominent in lung
cancer, but also occurs in breast cancer and liver cancer. Typically, the breathing cycle has a
period time of 3-4s, while each fraction takes several minutes to deliver. Heartbeats also cause
intra-fractional motion, which is of significantly shorter time periods than the time structure of
the treatment. There are also non-repeating intra-fractional motion, for example the prostate
can have a significant translational motion if the treatment time is long. This motion is highly
dependent on the bladder filling, and can be reduced if the patient follows a bladder vacancy
plan [2].
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Figure 2.7: Example of a 4DCT showing a full breathing cycle. The upper scans show the inhale,
starting from the end-of-exhale phase (upper left) and the lower scans show the exhale, starting from the
end-of-inhale phase (lower left).

In the radiotherapy community, the effect of inter-fractional motion is often split into two types.
If the tumor moves relative to a static, non-uniform fluence, the dose will be spread out, or
"blurred". This is called the dose-blurring effect. However, in practice many delivery tech-
niques do not have static fluences. Considering SMLC as an example, the segments for each
beam are delivered consecutively. Typically, each segment has the same time-scale as the intra-
fractional motion. Because of this, the delivered dose will depend on the exact alignment of
the segments and the tumor phases. The interference between the tumor motion and the time-
structure of the radiation delivery is known as the interplay effect, and can cause both under-
dosage of the target and overdosage of healthy tissue [2].

Interplay effects for photon and proton treatment

Interplay effects have been studied for both photon and proton treatment. Proton interplay
effects have gained more attention, because the effect is more pronounced it this case. This
is partially due to the fact that proton treatment gives a sharper dose distribution and is more
dependent of the tissue density, which makes the treatment more sensitive to motion. Moreover,
because a proton beam is delivered by a high number of consecutive spots, the delivered dose
will be highly dependent on the exact position of the tumor at the individual spot times.

However, interplay effects have also been studied in the case of photon treatment. In [19], the
interplay effect was experimentally studied for SMLC-delivered IMRT. A clinical treatment
plan was delivered to a cylindrical water phantom. The breathing cycle was simulated by at-
taching the phantom to a motor, and the delivered dose was measured both for a moving and
a static phantom. The result indicated that interplay effects are of secondary importance for
clinical SMLC plans.

The study in [19] did not consider the case where the treatment beams consists of many seg-
ments with low MUs. In [20], a similar setup is studied, but with plans with segment MUs in the
range 3-20MU, and delivery times (1-2s) comparable to the breathing cycle time (3-4s). The re-
sult indicate that interplay effects cause significant dose variations for the individual segments.
For the full plan, the effect is reduced from the averaging over all the segments, but the effect
can still be non-negligible. The conclusion is that interplay effects can have a significant effect
on the delivered dose even for photon treatment. The effect is more pronounced for complex
plans with many segments.

14



Interplay mitigation techniques

There are currently several techniques to reduce the effect of intra-fractional movement when
creating and delivering a radiotherapy plan. Most of the well-established techniques either
reduce the dose-blurring effect, or only implicitly take the interplay effect into account. In the
following, the most common mitigation techniques are described.

Internal margins and ITV target

Having the ITV as the target volume will increase the delivered dose in the whole region occu-
pied by the CTV during the phases. The idea is to irradiate the whole region where the tumor
is located, and try to hit the CTV regardless of which phase is occupied. However, this method
increases the dose to the healthy tissue surrounding the CTV, and therefore increases the risk of
complications. Because of the interplay effect, there is also a risk of underdosage of the CTV
even if the entire ITV is given the target dose. As an example, in the worst case the CTV and
the fluence could be out of phase during the whole irradiation, giving high dose to the ITV but
no dose to the CTV. An example of a CTV and an ITV is given in Figure 2.8, where the ITV is
created as the union of the CTVs over the phases in a 4DCT.

Figure 2.8: Example of a CTV (red) and an ITV (yellow) of a lung tumor in the end-of-exhale phase.
Using a 4DCT, the ITV can be created as the union of the CTV from the different phases.

Movement reduction

One way of reducing the interplay effect is to reduce the physical movement during the treat-
ment. With abdominal compression, a compression device is used to reduce the breathing cycle
amplitude and thus the tumor motion. However, this technique has been reported to give greater
inter-fractional variation in lung tumor position, and to give lower target conformity compared
to ITV-optimized plans [15].

Another way of reducing the tumor motion is for the patient to hold breath during radiation,
either by deep-inhalation breath hold or using assisted breath hold. Breath hold is often used
for left breast cancer treatment, because the deep inhalation changes the structure and makes it
possible to irradiate the breast without irradiating the heart [14].

15



Gating

Gating uses monitoring techniques to turn the beam on and of during delivery. This makes
it possible to irradiate only some phases of the breathing cycle, and to turn of the treatment
machine during the other phases. The beam can then be optimized to give a conformal dose to
the tumor when it is in the selected phases. The concept of gating was introduced in 1989 [18],
and is used in clinics for patients with sufficiently large motion amplitudes. Although gating
was developed for lung treatment, using air flow signals as motion monitoring, the technique has
also been developed to other intra-fractional movements. Many modern clinics now use a laser
triangulation system for the motion monitoring. One disadvantage with the gating technique is
the increased delivery time. Clearly, this depends on the width of the gating window. In photon
treatment, the factor of increased time directly corresponds to the gating window size e.g. a
30% duty cycle increases the delivery time by a factor of 3 compared to continuous irradiation.
However, because of the treatment structure for proton therapy, it is possible to achieve smaller
factors of increase for protons [22].

In [11], a dual gating technique is evaluated. Instead of only irradiating a single phase, both the
inhale phase and the exhale phase are irradiated. Before treatment, two independent plans are
created, one for each phase, and the resulting plans are interleaved during the treatment. This
way, the gating efficiency is increased, resulting in a better treatment quality with a reasonable
time increase.

Rescanning

In rescanning, the fluence of the planned beams are reduced by an integer factor, and the plan is
delivered multiple times. This has the effect of evening out the dose because each time the plan
is delivered, different phases will receive different doses. This technique works well with 4D
optimized plans, because these plans effectively assume that the doses are averaged between
the phases. The technique is only used for ion radiation and not for photons.

Standard 4D-optimization

4D optimization uses 4DCT images for the optimization, but disregards the time-structure and
assumes that the dose will be distributed equally to all the phases. The effect is similar as
using the ITV as the target, but makes use of all the geometric information in the 4DCT. 4D-
optimization reduces the dose-blurring effect, and works under the assumption that the intra-
fractional motion has significantly shorter period times than the fluence variations.

Explicit interplay optimization and target tracking

Intuitively, the best way of mitigating interplay effects is to have beams which move along
with the target during the irradiation. This concept is known as target tracking, and exists in
some variants [1–4]. In [2] it is reported that the hardware for target tracking already exists,
and that it is the lack of fast and precise planning systems that limits the clinical use. One
example of a planning method is given in [4]. Here, a static plan is generated with the CTV as
target. The plan is split into sub-plans, and are paired with a breathing phase. Each sub-plan is
then perturbed to replicate the dose on the reference phase. This can be seen as an “indirect”
interplay optimization, because the 4D plan is created by perturbing a 3D-plan. In [1], a direct
interplay optimization method is presented for scanned proton therapy. For each spot, the time-
dependent offset of a dose computation point is computed using a 4DCT and deformable image
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registrations. This allows for a 4D “interplay” dose computation, which is later used during the
optimization.

2.2 Mathematical framework

In this section, general optimization theory is briefly presented. This is followed by a presen-
tation of the radiotherapy planning optimization problem and a short overview of a numerical
optimization algorithm. Further details of optimization theory and numerical algorithms are
given in [17].

2.2.1 Optimization theory

Mathematical optimization theory is the theory for solving a problem of the form

minimize
x∈U

f(x),

subject to b(x) = 0 (2.1)
c(x) ≤ 0,

where f : U → R is called the objective function, b : U → Rm are the equality constraints and
c : U → Rl are the inequality constraints. Here the inequality ≤ is defined component-wise. If
ci(x) = 0 for some x ∈ U , the constraint ci is called active. The set X ⊂ U,X = {x ∈ U :
b(x) = 0, c(x) ≥ 0} is called the feasible set. In our setting we consider U = Rn for some n,
i.e. the optimization variables are real numbers.

In optimization, convex functions are particularly well-behaved. This is because of the follow-
ing fundamental result:

For a convex function on a convex set, any local minimum is a global minimum.

Recall that x ∈ U is a global minimum of f on U if f(y) ≥ f(x) for all y ∈ U . Furthermore,
x ∈ U is a local minimum if there is a neighbourhood V of x such that x is a global minimum
of f on V .

Given an optimization problem, the Lagrangian L : U × Rm × Rl → R, defined as

L(x, λ, µ) = f(x) + λ · b(x) + µ · c(x),

is of fundamental interest. Here · denotes the standard Euclidean dot product in Rm and Rl.
The Lagrangian appears in the Karush-Kuhn-Tucker (KKT) first-order necessary conditions:

Assume f, b and c are continuously differentiable at a point x0 ∈ U , and that the gradients of all
active constraints are linearly independent at x0. If x0 is a local minimum of f on the feasible
set X , there exist λ0 ∈ Rm and µ0 ∈ Rl such that

∇xL(x0, λ0, µ0) = 0

x ∈ X (2.2)
µ ≥ 0

µici(x) = 0 for i = 1, ...,m
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In other words, the identities (2.2) constitute a necessary condition for x0 to be a local mini-
mum.

There are some other conditions which can replace the linear independence of the gradients
without changing the conclusion of the result. Observe that this is a necessary condition for a
local minimum, i.e. every local minima is a stationary point to the Lagrangian.

2.2.2 Formulation of the radiotherapy optimization problem

The objective function, the constrains, the optimization variables and the feasible set must be
specified in order to formulate the radiotherapy optimization problem.

Objective functions

Often, there are many objectives when creating a plan. For example, one objective might be
to give a high dose to the tumor, while another might be to spare healthy tissue. The objective
function f is therefore split into a number of constituents fi, 1 = 1, ..., N , with different weights
wi > 0, and the total objective is given as the weighted sum of the constituents,

f =
N∑
i=1

wifi.

For each patient plan, the physician chooses which objectives and weights to use.

Often, the objective function constituents are dose-based. A class of functions is formed by
specifying a reference dose inside a ROI, and the function penalizing deviations from that spec-
ified dose. The uniform dose objective penalizes the deviations quadratically. For a given
reference dose dr inside the ROI V ⊂ R3, the uniform dose objective is given as

funiform(d) =
1

|V |

∫
V

(
d(y)− dr(y)

)2
dy.

Depending on if the ROI is a target or an OAR, only underdosage or overdosage may be penal-
ized. The maximum dose objective penalizes doses above a reference dose, while the minimum
dose objective penalizes doses below the reference. By defining the function [x]+, x ∈ R as

[x]+ =

{
x if x ≥ 0

0 if x < 0,

the maximum and minimum and dose objectives can be defined as

fmax(d) =
1

|V |

∫
V

[
d(y)− dr(y)

]2
+
dy,

and
fmin(d) =

1

|V |

∫
V

[
dr(y)− d(y)

]2
+
dy.

The dose fall-off objective is defined using the maximum dose objective. In this case, the
reference dose dr decreases linearly away from a ROI V with high value dh inside V , a fall-off
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distance l and a low value dl far away from V . If δ is the distance from y to V , the reference
dose is defined as

dr(y) =


dh y ∈ V
dl + (dh − dl)

(
1− δ

l

)
0 < δ ≤ l

dl δ > l

Then the dose fall-off objective is then

ffalloff(d) =
1

|V c|

∫
V c

[
d(y)− dr(y)

]2
+
dy

where V c is the complement of V inside the patient.

Optimization constraints

Constraints can be formulated using the same set of functions as for the objectives. Moreover,
there are constraints relating to the machine limitations. For example in DMLC and VMAT, the
MLC leafs and the gantry cannot move faster than the maximum speed given by the machine.
In addition to this, all variables have physical constraints. For example, the segment MUs are
always positive and the gantry angle is always in the range [0, 2π].

Geometrical discretization

To enable numerical computations, the patient and the beams are discretized. The 3D patient
image is discretized into volume units called voxels, which are rectangular prisms placed in a
three-dimensional grid. A typical discretized image consists of around 106 to 107 voxels.

Moreover, the cross-sections of the beams are discretized into bixels. A bixel is an area unit
placed in a two-dimensional grid. Typically, each discretized beam consists of 500-1000 bixels.
Because of the discrete nature of the MLC, relatively few bixels are necessary in the y-direction
as defined in Figure 2.4, and more bixels are needed in the x-direction.

Dose deposition and optimization variables

The optimization variables in the radiotherapy problem are the machine parameters. Which
machine parameters are present in a certain problem depends on the machine and of the delivery
technique. Although a machine and a plan may have many free variables, not every variable is
chosen for the optimization. For example, optimizing the beam angles often gives numerically
difficult problems, and is better chosen by the physician. In SMLC and DMLC treatment, the
optimization variables are often the MLC leaf positions and the segment MUs. In VMAT, the
gantry rotation speed and the dose rate are also used as optimization variables.

All the objective functions defined above depend solely on the dose d, and not on the machine
parameters. To formulate the dose as a function of the machine parameters, the dose is first
formulated as a function of the fluence.

Intuitively, it is clear that the scaling of the fluence by a factor will scale the delivered dose by
the same factor. Furthermore, by having several beams, the delivered dose will simply be the
sum of the individual beam doses. In other words, the dose is a linear function of the fluence.
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By ordering the doses in each voxel into a vector d and the fluences in each beam bixel into a
vector φ, this can be formulated

d(φ) = Pφ

The matrix P depends on the materials in the body, and can be computed using density values
from the CT scans.

In the ideal case, the treatment machine would be able to deliver every possible fluence distribu-
tion φ with a unique set of machine parameters x. In other words, we would like the map φ(x)
to be invertible. Unfortunately, this is not the case, and the map is quite complex. In general it is
neither linear nor convex, and depends on the machine. Because of this, the optimization is car-
ried out in two steps. In the first step, the fluences in every bixel are considered as optimization
variables, leading to the problem

minimize
φ∈U

f(d(φ)),

subject to c(φ) ≤ 0,

where U is the feasible set of fluences. Without loss of generality, only inequality constraints
c are considered. In the case of raditherapy planning, the objective f and the constraints c
are convex, and there are well-known methods for solving this. The resulting fluence is then
converted to something which the machine can deliver, in the so-called segmentation. This step
creates segments with MLC leaf positions, and the superposition of these segments approximate
the output fluence from the fluence optimization. Because the decomposition of φ into segments
is not exact, this step often results in an increase of the objective function. After conversion, the
full optimization problem is considered, i.e.

minimize
x∈Ũ

f(d(φ(x))),

subject to c̃(x) ≤ 0,

The machine parameters x are now used as optimizations variables, and Ũ is the set of feasible
x while c̃ are the constraints on x. In summary, f(d) measures the “quality” of the dose d,
the dose d(φ) is a function of the fluence φ and depends on the materials in the body, and the
fluence φ(x) is machine-specific and depends on the machine parameters x. Because this is
a nonconvex problem, it is difficult to find a global optimum. However, it is still possible to
improve the output from the conversion, for example using the SQP algorithm described in
Section 2.2.4.

2.2.3 Optimization under uncertainty

In many of the cases where optimization theory is applied, the objective function and costraints
are subject to uncertainty. Using radiotherapy planning as an example, the exact patient posi-
tion relative to the beams might be unknown due to setup uncertainties. Similarly, the inter- and
intra-fractional tumor motion might be uncertain. Neglecting the uncertainties and only consid-
ering some nominal case might result in a solution to the optimization problem which appears
to be optimal, but in practice will give outcomes which are not desirable. Robust optimization
is a way of taking the uncertainties into account during the optimization.

One intuitive way of handling the uncertainties is to optimize with respect to the expected value
of the objective. In the general case, if the objective function f(x) is a stochastic variable with
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a known distribution for each feasible x ∈ U with deterministic constraints b and c, this method
considers the problem

minimize
x∈U

E[f(x)],

subject to b(x) = 0

c(x) ≤ 0,

instead of the problem 2.1. Optimizing the expectation value is known as stochastic optimiza-
tion. This is a useful objective function in systems where the outcome is effectively a sum of
stochastic variables, because the law of large numbers states that the average of the outcomes
will tend to the expected value.

In systems with large variations, an optimized expectation value may still have a large probabil-
ity of resulting in sub-optimal outcomes. In these cases, it may be desirable to have an objective
function which penalizes variations of the outcome, or which optimizes the worst possible case
of the outcomes. The latter is known as robust optimization, and is useful in cases where the
exact probability distributions are unknown. Instead, bounds for the uncertain parameters are
estimated, and the objective function is chosen as the maximum over the set S of possible
outcomes, known as scenarios. This method considers the problem

minimize
x∈U

max
s∈S

f(x, s),

subject to b(x) = 0

c(x) ≤ 0,

Here, f(x, s) is the objective function value in the scenario s. Sometimes, for large bounds of
the parameters, optimizing the very worst case gives robust results at the cost of a high mean
objective value. In this case, the maximum is relaxed, either by truncating S or by replacing the
maximum by some strictly smaller function.

In numerical algorithms, the robust optimization problem poses two main difficulties not present
in the original problem. Firstly, the set S is often continuous and uncountable. Because of this,
S is often discretized by sampling a finite set Ŝ of scenarios. If the number of parameters
is small, this can be done systematically by a grid discretization, while for a large number of
parameters a random sampling is often used.

Secondly, the maximum function is not differentiable. This poses a problem when using
gradient-based methods, as described in Section 2.2.4. This problem can be addressed by refor-
mulating the problem as

minimize
x∈U, t∈R

t,

subject to f(x, s) ≤ t, ∀s ∈ S (2.3)
b(x) = 0

c(x) ≤ 0.

Robust optimization of radiotherapy plans

In general, clinical treatments are subject to high quality control. In clinical radiotherapy, it is
highly important to guarantee the quality of the delivered plan even if the treatment is subject
to uncertainty.
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The total delivered dose from a radiotherapy plan is the sum of doses from each fraction. De-
spite this, stochastic optimization is seldom used. It has been reported that typical clinical
numbers of fractions are not sufficient to average the total dose [23]. Furthermore, because of
short-time biological effects, poor fraction doses can result in a poor clinical outcome even if
the total dose is optimal [16]. Robust optimization, or variations thereof, is often used instead.

When creating a robust radiotherapy plan, bounds for the uncertain parameters are estimated,
giving the set S of scenarios. Common sources of uncertainty are patient placement and interior
patient geometry. The optimization problem is then defined as

minimize
x∈U

max
s∈S

f(d(x; s)),

c(x) ≤ 0.

Here d(x; s) is the delivered dose in scenario s as a function of the machine parameters x.

In radiotherapy, the maximum is often relaxed, for example by using the weighted power mean:

WPM(x, p) =

 1

N

∑
s∈Ŝ

∣∣f(d(x; s))∣∣p
 1

p

. (2.4)

Here, N is the number of elements in the discretized set Ŝ of scenarios. The WPM func-
tion can be viewed as a discrete, weighted p-norm of f(d(x, s)), which is known to pointwise
converge to the maximum as p → ∞. Furthermore, because of the weights, WPM(x, p) <
maxs∈S f(d(x; s)) for all p. By choosing a suitable p, the WPM-function can thus be used to
relax the maximum, to prevent too conservative results. Another benefit with the WPM is the
fact that the function is smooth, so the reformulation to the problem 2.3 is not necessary.

2.2.4 Numerical algorithms

Because every local minimum is a stationary point to the Lagrangian, solving the optimization
problem reduces to finding all solutions of the equation

∇xL(x, λ, µ) = 0

which satisfies the constraints. For continuous constraints, if an iterate xk is close to the min-
imum x0, the set of active constraints at these two points coincide. Because of this, the set of
active constraints for the minimum is assumed to be know, and the problem reduces to

minimize
x∈U

f(x), (2.5)

subject to g(x) = 0,

where g = (g1, g2, ..., gN) consists of the equality constraints and the active inequality con-
straints. Then L(x, λ, µ) = L(x, λ) = f(x) + λ · g(x) and the minimum is a solution to the
equation (

∇xL(x, λ)
g(x)

)
= 0.
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This root finding problem can be approached using Newton’s root finding method. Applied
here, an iteration step is taken by solving the following system for (pk, δk):(

HL(xk, λk) ∇g(xk)
∇g(xk)T 0

)(
pk
δk

)
= −

(
∇xL(xk, λk)

g(xk)

)
.

Here, HL = Hf +
∑N

i=1 λiHgi is the Hessian of L with respect to x. The next iterate is then
given by {

xk+1 = xk + pk

λk+1 = λk + δk.
(2.6)

An intuitive interpretation of this method is given as follows. At each iteration, a quadratic pro-
gramming problem is solved, i.e. an optimization problem with quadratic objective and linear
constraints. The problem is created by approximating f and g using Taylor approximations

f(x) ≈ f(xk) +∇f(xk)(x− xk) +
1

2
(x− xk)THf (xk)(x− xk)

g(x) ≈ g(xk) +∇g(xk)(x− xk).

Then xk+1 and λk+1 in equation 2.6 solve the quadratic program given by these approximations.
This method is known as the sequential quadratic programming, SQP, method, and is used to
find local minima of the problem 2.5.
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3 Interplay optimized IMRT plans

In this section we describe an optimization method which takes into account the time structure
of the patient movement during the treatment. The method is adapted to SMLC treatment, but
can readily be extended to DMLC or VMAT treatment. The key idea is to match the segments of
the SMLC beams with the correct phases when computing the dose, and to use this “interplay”
dose when computing the doses in the optimization algorithm. The idea is similar to the one
used in [1], but is adapted to SMLC treatment and makes use of robust optimization.

3.1 Patient data

All plans were created for non-small cell lung cancer patients from The Cancer Imaging Archive
4D Lung database [13]. The breathing cycle for each patient was discretized into 10 phases,
with approximately equal time between each phase. The dataset consisted of one 4DCT per
patient for 7 patients, with ROIs delineated by a single physician. Figure 3.1 shows an example
of the CTV variation over the cycle. Breathing time signals for approximately 60 cycles were
also available. All the measurements were performed using audio-visual biofeedback to guide
the patients to a steady breathing cycle. The audio-visual feedback consisted of moving images
and music with a certain periodicity, allowing the patients to breathe according to the images
and sounds.

Three patients were selected for the study, patient P104, P110 and P111. Patient P104 was
chosen to represent intermediate motion amplitude, patient P110 was chosen to represent large
standard deviations in the breathing cycle length and patient P111 was chosen to represent large
motion amplitude.

Table 3.1 presents the mean and standard deviation of the breathing cycle period time for the
different patients. The mean tumor amplitude is also given, as computed in [9].
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(a) End-of-exhale phase. (b) End-of-inhale phase.

Figure 3.1: Two phases from the 4DCT of patient P111, showing the variation of the CTV shape and
position.

Table 3.1: Mean tumor amplitude, along with sample mean and sample standard deviation of the cycle
period time for the different patients.

Patient Mean tumor amplitude (cm) µ∗ (s) σ∗ (s)
P101 0.37 3.67 0.418
P103 0.47 3.30 0.205
P104 0.60 3.54 0.249
P110 0.53 7.10 1.580
P111 1.22 3.20 0.156
P114 0.97 3.18 0.260
P115 0.37 6.51 0.295

3.2 Time structures of the patient and the machine

Here, we present the model of the time models used in the optimization method. In the follow-
ing, a time structure refers to a collection of start and stop times for the segments of the plan or
for the phases of the breathing cycle.

Time model of the patient

The patient breathing cycle is discretized to phases p corresponding to the different CT scans of
the 4DCT. Denote by P the number of phases for a given patient, and let tc be the total elapsed
time during the breathing cycle c. Then each tc is assumed to be independent and normally
distributed as

tc ∼ N (µ, σ2).

µ and σ were estimated by sample mean µ∗ and sample standard deviation σ∗ of the measured
values for each patient. Within each cycle, the times tc,p in each phase were assumed to be
equal, and given by

tc,p =
tc
P
.

25



t

K

p p+ 1

cycle c

· · · p p+ 1

cycle c+ 1

Kp Kp+1

Figure 3.2: Illustration of the interpolation method, showing two phase interpolation kernels as functions
of t.

An outcome of cycle times spanning the whole treatment time is called a scenario, and the set
of possible scenarios is denoted by S.

Linear interpolation was used between the phases. In other words, the dose d(t) resulting from
a momentarily delivered fluence at time t ∈ [tc,p, tc,p+1] in cycle c between the phases p and
p+ 1 was computed as

d(t) = dp
tc,p+1 − t
tc,p+1 − tc,p

+ dp+1
t− tc,p

tc,p+1 − tc,p
,

where di, i = p, p + 1 is the static dose assuming that the patient occupies phase i without
moving. For a given scenario s, this defines a phase interpolation kernel Kp for each phase p:

Kp(t, s) =


t−tc,p−1

tc,p−tc,p if tc,p−1 ≤ t ≤ tc,p for some c
tc,p+1−t
tc,p+1−tc,p if tc,p ≤ t ≤ tc,p+1 for some c
0 otherwise

This kernel is illustrated in Figure 3.2. Observe that different interpolation methods can easily
be achieved by choosing different kernels.

Time model of the SMLC delivery

Each segment is assumed to have an on-time, where the segment fluence is delivered uniformly
over time, and an off-time, where the leaf positions are adjusted to the next segment and no
fluence is delivered. The start and stop times of each segment depend on the physical properties
of the machine. Let B be the number of beams and let N be the total number of segments of a
converted beam set. The duration of a segment n was assumed to be

MUn

r
,

where r is the dose rate of the machine in units of MU/s. The time delay between segment n
and n+ 1 was assumed to be

1

v
max
i∈L

∣∣li(n+ 1)− li(n)
∣∣,

where v is the leaf speed, L is the index set of leafs and li(n) is the position of the i:th leaf
during segment n. Then the start and stop times of segment n with MUn monitor units are
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Figure 3.3: Schematic figure showing the time structure of the segments and the phases.

given by

τstart(n) =
n−1∑
m=0

[
1

v
max
i∈L

∣∣li(m+ 1)− li(m)
∣∣+ MUm

r

]
τstop(n) = τstart(n) +

MUn

r

Denote by τ(n) = [τstart(n), τstop(n)] the irradiation time interval for the n:th segment.

Partial phase doses

Recall that the SMLC optimization is performed in two steps: fluence optimization followed
by conversion and machine parameter optimization. Assume the patient is discretized into m
voxels. Denote by dp(x; s) ∈ Rm the partial dose delivered to the phase p ∈ P under scenario
s ∈ S, as a function of the machine parameters x.

The fluence optimization does not take properties of the machine into account, so there is no
corresponding time structure for the delivery. Therefore, standard 4D optimization is used in
this part of the optimization, i.e. all phases are weighted equally. Let dbp(x) be the beam dose
corresponding to the b:th beam being fully delivered to phase p. During fluence optimization,
the phase dose is computed as

dp(x; s) =
1

P
∑
b∈B

dbp(x). (3.1)

This corresponds to the whole beam being delivered equally to every phase, and is only valid in
the case when the treatment time is significantly larger than the patient cycle time.

During the machine parameter optimization, all beams are split into segments. Each segment
fluence is assumed to be uniform over time. Using the phase interpolation, the weight wp(n, s),
of the n:th segment delivered to the patient in phase p is

wp(n, s) =
1

|τ(n)|

∫
τ(n)

Kp(t, s) dt (3.2)

Here, |.| denotes the length of an interval. The alignment between segments and phases is
schematically illustrated in Figure 3.3. With our choice of Kp, this integral can easily be com-
puted analytically. Let dnp (x) be the segment dose corresponding to the n:th segment being fully
delivered to phase p. The dose delivered to phase p, considering the time model, is given by

dp(x; s) =
∑
n∈N

wp(n, s)d
n
p (x). (3.3)
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Total interplay dose

To accumulate the doses from the individual phases, deformable image registrations were used.
The dose of a given phase pwas mapped onto a reference phase p0 using a deformation mapRp,
computed using the ANACONDA algorithm implemented in RayStation 8 [24]. Rp is a linear
map formed by identifying the voxels in p with voxels in p0 corresponding to the same physical
part of the tissue. The total dose d(x; s) is given by

d(x; s) =
∑
p∈P

Rpdp(x; s), (3.4)

where dp(x; s) is computed as in equation 3.1 during the fluence optimization and as in equation
3.3 during the machine parameter optimization.

3.3 Interplay optimization

The interplay optimization algorithm was implemented in a research version of RayStation 8 as
follows:

A number of breathing cycle scenarios was sampled. Using these scenarios, the interplay dose
was computed using equation 3.4. This dose was used when formulating the radiotherapy op-
timization problem according to Section 2.2.2. The problem was numerically solved using a
pre-existing solver in RayStation 8, based on the SQP algorithm described in Section 2.2.4.
The weights given in equation 3.2 were recomputed every 10 iterations, and held constant be-
tween the recomputations.

3.3.1 Plan creation

To test the interplay optimization algorithm, the following plans were created for each patient:

1. A conventional plan using internal margins, i.e. the ITV as target.

2. A non-robust interplay optimized plan, with dose computed according to (3.4) and with
the phase times assumed to fixed at the nominal values.

3. A 4D robust interplay optimized plan, with dose computed according to (3.4) and with
20 scenarios with normally distributed cycle times. The objective function used in the
optimization was a WPM of the scenario objectives, given in equation 2.4.

All plans used five equidistant beams, and each plan had a total maximum of 50 segments for
all the beams in the plan. For patient P111, a non-robust interplay plan was created with a
maximum of 100 segments. The collimator angle was set to 90◦.

The following objective function constituents and constraints were used in the optimization:

• Minimum target dose 6000 cGy, weight 100

• Maximum target dose 6000 cGy, weight 50

• Maximum lung dose 3000 cGy, weight 10
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• Dose fall-off from 6000 cGy to 10 cGy over 1cm distance, weight 10

• Minimum target dose 6000 cGy, constraint

The minimum target dose was used both as an objective and as a constraint, to help the algorithm
produce feasible results.

3.4 Interplay evaluation

All the created plans, including the ITV plans, were evaluated by computing the interplay dose,
given in equation (3.4). The dose was computed for 20 different scenarios with different real-
izations of the breathing cycle lengths. The evaluation scenarios were different realizations than
the scenarios used in the robust optimization. For each of the plans, the mean DVH curves, and
the corresponding standard deviations, were computed for the CTV and one of the lungs. The
lung closest to the tumor was chosen for the evaluation. No other variations than the breathing
cycle length was considered in this evaluation.

29



4 Results

Figures 4.1, 4.2 and 4.3 show DVH curves for the CTV for patients P104, P110 and P111,
respectively. The homogeneity index and some dose-at-volume values (as defined in Section
2.1.5) are given in Table 4.1. The DVH curves were computed using interplay evaluation with
20 scenarios, and show the mean value (full line) and perturbation with one standard deviation
(dashed lines). Furthermore, the figures show the non-robust interplay plan evaluated on the
nominal scenario, i.e. on the scenario where the breathing cycle times are exactly the nominal
times (called "nominal interplay" in the figure legend). For all patients, the interplay optimized
plans resulted in higher dose to the CTV compared to the ITV-optimized plan. For patient P104
and patient P111, the ITV plans resulted in a significant tumor volume receiving a very low
dose, with D98 5600 cGy and 4600 cGy, respectively. This is significantly lower than the target
dose 6000 cGy.

Figure 4.4 shows the DVH curves for the lung closest to the tumor for the three patients. It
shows that the lung doses are comparable between the three different plans. For patients P104
and P110, the lung doses are slightly lower for the two interplay plans, while for patient P111
the lung doses are slightly higher for the two interplay plans compared to the ITV plans. All
doses have low variations with respect to the scenarios.

Figure 4.7 shows the distribution of MU over the segments for the three different plans on
patient P110. The non-robust interplay plan and the ITV-optimized plan have a similar MU
distribution, with more segments of lower MU. The robust plan has a high number of segments
with an intermediate MU. All plans have some segments with MUs in the range 0-20, which is
in the range where interplay effects have been observed for photon treatment [20].

For the plan with 100 segments, the resulting value of the constraint function was 1.36 · 10−4,
while the other plans had resulting constraint function values in the order of 10−7 to 10−8.
Figure 4.5 shows the objective function values during the iteration for patient P111 and the
plan with 100 segments. It can be seen that the objective function value for the minimum dose
constituent is highly oscillating, and has peaks at every time structure update. Figure 4.6 shows
a similar plot, but for the non-robust plan with 50 segments. It can be seen that the minimum
dose objective constituent stabilises after 150 iterations. Observe that the scales of the y-axis
are not the same in Figures 4.5 and 4.6.
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(a) DVH for the CTV dose. (b) Selection of the DVH.

Figure 4.1: Results for patient P104.

(a) DVH for the CTV dose. (b) Selection of the DVH.

Figure 4.2: Results for patient P110.

(a) DVH for the CTV dose. (b) Selection of the DVH.

Figure 4.3: Results for patient P111.
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Table 4.1: Dose metrics for the CTV dose for the different patients and plans. In all entries, the mean is
reported with standard deviations in parentheses. The reported MU is the total MU per fraction.

Patient Plan D98 (cGy) D2 (cGy) HI (%) MU

P104

Nominal interplay 6004.1 6284.9 4.6 878.1

Non-robust interplay 5980.6 (16.1) 6301.8 (18.0) 5.3 (0.5) 878.1

ITV-optimized 5613.6 (105.2) 6253.5 (13.3) 10.5 (1.7) 790.8

Robust interplay 6003.0 (5.7) 6285.5 (17.4) 4.6 (0.3) 737.7

P110

Nominal interplay 6003.2 6229.8 3.7 604.1

Non-robust interplay 5855.4 (67.4) 6232.7 (25.5) 6.3 (1.1) 604.1

ITV-optimized 5907.5 (62.2) 6247.6 (43.6) 5.6 (1.1) 656.7

Robust interplay 6044.6 (11.1) 6365.2 (33.6) 5.2 (0.6) 495.4

P111

Nominal interplay 6006.5 6281.4 4.5 643.7

Non-robust interplay 5983.5 (29.9) 6278.2 (9.9) 4.9 (0.5) 643.7

ITV-optimized 4577.1 (53.7) 6256.2 (31.7) 27.7 (1.1) 576.8

Robust interplay 6013.8 (6.1) 6347.2 (18.1) 5.5 (0.3) 652.2

(a) DVH for the left lung of patient P104. (b) DVH for the right lung for patient P110.

(c) DVH for the right lung for patient P111.

Figure 4.4: DVH curves for the lung closest to the target tumor.
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Figure 4.5: Objective function values during the iteration for patient P111 and the plan with 100 seg-
ments. (Top) The composite objective function values and the objective constituents. (Bottom) Selection
showing the minimum dose objective constituent.

Figure 4.6: Similar view as in Figure 4.5 but for the non-robust plan with 50 segments. (Top) The com-
posite objective function values and the objective constituents. (Bottom) Selection showing the minimum
dose objective constituent.
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(a) MU distribution for the non-robust interplay
plan.

(b) MU distribution for the ITV-optimized plan.

(c) MU distribution for the robust interplay plan.

Figure 4.7: Segment MU distribution histograms for patient P110, for the three optimized plans.
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5 Discussion

The DVH curves shown in Figures 4.1, 4.2 and 4.3 show that both interplay optimized plans
have a higher target coverage than the ITV-optimized plans. In 4.1 and 4.3, the CTV has a
considerable volume which is critically underdosed in the ITV plans. The nominal interplay
and the robust interplay doses have mean D98 above 6000, and thus satisfy the constraints.

The low variation in the lung DVHs is likely due to the large size of the lungs compared to the
CTV. Only the portions of the lungs in the penumbra region of each segment will be affected
by the interplay effect, and these portions constitute a low fraction of the total lung volume. In
one case, for patient P111, the lung dose was slightly higher for the interplay plans compared
to the ITV plan. The ITV plan had a lower total MU compared to the interplay plans, which
likely caused a lower dose despite not compensating for the interplay effect. The significant
CTV underdose in this plan can not be compensated by simply increasing the MU, while the
interplay plans give a sufficient target dose.

When attempting to create plans with 100 segments, the optimization failed to converge to a
feasible result. Whenever the time structure was updated, the value of the objective function
was significantly increased, resulting in sub-optimal plans. It is expected that the time structure
is increasingly varying with an increasing number of segments. A higher number of segments
results in a more complex time structure, which is more sensitive to changes in the machine
parameters. A simple way to solve this problem would be to update the time structure in every
iteration. This would require gradient computations of the weights wp(n, s) with respect to the
machine parameters. The weights are piecewise smooth and continuous, but not differentiable.
Because of this, some smooth approximation of wp(n, s) is required if the SQP algorithm is
used. Including the time structure in the gradient computation would enable the optimization
algorithm to take iterations which optimizes the pairing of the segments with the phases, and
therefore fully include the time structure in the optimization.

In Figure 4.7, the distribution of segment MU is shown for the three different plans. All plans
have segment MUs in the range where interplay effects are expected, and as seen in Figures 4.1,
4.2 and 4.3, interplay effects are indeed significant for these plans. The two non-robust plans
have more segments with low MUs. As discussed in [20], segments with low MUs are delivered
under shorter time periods, so they are more affected by the interplay effect. In the robust
interplay optimization, the low MU segments were disfavoured, resulting in more segments of
intermediate MU. This gives a qualitative explanation of how robustness can be achieved.

Because the doses are computed on multiple CT scans, deformable registrations are necessary
to map the doses when accumulating on the reference scan. These maps have some errors
and because they appear in the optimization, the resulting plans are optimal with respect to
the erroneous doses. One way of evaluating this error is to use slightly perturbed deformations
when evaluating the plans. If necessary, the error could be compensated by creating plans which
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are robust to small changes in the deformable registrations. This approach also has the chance
of accounting for patient geometry changes between imaging and treatment.

In the robust interplay plan, only variations in the breathing cycle length are considered, and
the starting phase is assumed to always be the same. However, in [20], the starting phase
is found to have a significant effect on the resulting dose. The proposed interplay method is
readily extended to consider variations in the starting phase. Also the machine delivery times
are expected to be uncertain, and further studies on how to choose scenarios should be made
before creating robust clinical plans.

As previously discussed, a dual gated treatment technique is evaluated in [11]. Using the pro-
posed interplay optimization method, it is possible to generalize this idea to a higher number
of gating windows in an efficient way. The pairing of segments with phases is computed dur-
ing the optimization. If this is combined with a gating signal system, it could be possible to
guarantee that each segment is delivered to the correct phase. This may require an extra time
margin to make sure the leafs have enough time to reposition before the start of next gating
window, resulting in a slightly longer treatment time compared to standard SMLC treatment.
However, the end result would be a gating treatment with considerably shorter treatment times
than standard gating. Intuitively, the interplay optimization makes the MLC leafs follow the
tumor during the treatment. Because the collimator, typically of size 40x40cm, is considerably
larger than any tumor motion, no movement of the collimator is necessary to track the tumor.
This setup, with an interplay optimized plan together with multiple gating windows, is therefore
an efficient tumor tracking system with minimal additional hardware requirements.

Even if only two gating windows are used in every cycle, the proposed interplay optimization
method still gives an improvement over the dual gating technique in [11]. In the proposed
method, only a single plan is created, instead of two independent plans. Having two independent
plans will effectively halve the number of segments which can be used for the modulation. Thus,
the proposed method gives a higher degree of freedom when creating modulated beams, because
a larger number of segments can be used.

The proposed interplay optimization performs standard 4D optimization during the fluence op-
timization, and only performs optimization on the interplay dose after conversion. The 4D
optimization gives a robust starting guess to the machine parameter optimization. This is likely
a good starting guess for robust interplay optimization. However, if a highly conformal dose is
desirable, for example if target tracking is used, some other fluence optimization method might
give a better starting guess. Using only the reference phase during the fluence optimization
would give a starting guess which is more conformal. After conversion, the machine parameter
optimization will perturb the resulting segments to match the different phases.
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6 Conclusions and further studies

The proposed interplay optimization algorithm was found to give sufficient target coverage,
where ITV-optimized plans resulted in underdosage of the target. The robust interplay plans
were found to compensate for uncertainties in the breathing cycle length. The conclusion is
that the proposed interplay optimization algorithm can be used to mitigate interplay effects for
SMLC treatment. Combining the algorithm with gating would create a tumor tracking-type
system, delivering highly conformal doses without significantly increasing the treatment time
compared to SMLC.

For further theoretical studies, implementation of time structure updates in every iteration is of
high interest. The discrete updating of the machine time structure sets a limit to the possible
complexity of the plans. When creating plans with 100 segments, the variations of the time
structure made the optimization fail. Updating the time structure in every iteration should enable
the creation of arbitrarily sophisticated plans.

The selection of necessary scenarios used in the robust optimization should be investigated
before generating clinical plans. Only breathing cycle variations are considered in this work,
but variations in the starting phase and the patient geometry need to be considered to create
fully robust plans.

The proposed method should be possible to extend to DMLC and VMAT. Because the gantry
and MLC move during the irradiation in these cases, this would require a time-discretization for
the machine. This is already implemented in the static 3D case, and by interpolating between
the phases it can be extended to an interplay optimization.

Finally, the proposed combination of non-robust interplay optimization with gating technology
need practical considerations and clinical evaluations.
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