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Abstract

Auditory Classification of Cars by Deep Neural
Networks

Jonas Karlsson

This thesis explores the challenge of using deep neural networks to classify traits in
cars through sound recognition. These traits could include type of engine, model, or
manufacturer of the car.
The problem was approached by creating three different neural networks and
evaluating their performance in classifying sounds of three different cars.
The top scoring neural network achieved an accuracy of 61 percent, which is far from
reaching the standard accuracy of modern speech recognition systems.
The results do, however, show that there are some tendencies to the data that neural
networks can learn. If the methods and networks presented in this report are further
built upon, a greater classification performance may be achieved.
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Sammanfattning

Denna rapport utforskar tillämpningen av djupa neurala nätverk för att klassificera aspek-
ter av bilar med hjälp av ljudigenkänning. Dessa aspekter kan vara bilens modell, till-
verkare, eller typ av motor.
Problemet angreps genom att skapa tre olika neurala nätverk och sedan utvärdera dem
genom att mäta precisionen av deras klassificeringar.
Den högsta precisionen som uppnåddes var en korrekthet på 61 procent, vilket är långt
under den prestandan som ges av de moderna taligenkänningssystemen.
Resultaten visar dock på att det finns vissa tendenser som nätverken kan lära sig. Om
systemen som beskrivs i denna rapport utvecklas vidare skulle nätverkens prestanda
kunna öka.
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1 Introduction

1 Introduction

The field of sound recognition technology has seen a resurgence in recent years, in part
because of the rising quality of voice recognition software [33]. Multiple corporations
now strive to achieve the milestone of an error rate of less than 5 percent, thereby pro-
viding new alternatives for how we interact with technology [17] [30]. However, the
algorithms used by these systems can be applied for other types of sound classification
excluding voice recognition [26].

Leading the new artificial intelligence wave are various deep neural network (DNN)
algorithms, as DNNs are proven to be a powerful approach when classifying abstract
properties of both sounds and images [23]. It is possible that the robust speech recogni-
tion solutions used by state of the art systems would prove effective at recognizing other
sound patterns.
Although extensively tested and developed in the area of speech recognition, there is not
a great deal of documentation regarding how DNN fare in sound recognition other than
speech. This thesis investigates the result of applying methods developed for speech
recognition, to sounds with different characteristics compared to human speech.
One of the features of sounds made from vehicles or animals (other than humans) is that
the information is not as embedded in the sound wave. A human may pronounce or em-
phasize the same sentence differently, for dramatically different meaning. For example,
the phrase “oh, it’s you” may tell of disappointment, or pleasant surprise. Similarly, dif-
ferent pronunciations may carry the same meaning, perhaps the most common of these
cases are people speaking with different accents but still conveying the same meaning.
In the case of the sounds dealt with in this thesis, a DNN does not have to learn any
deeply ingrained features of speech, like phonemes, but rather look at characteristics
such as rhythm and pitch.

1.1 Motivation and Purpose

In the past years, a number of different methods for classifying traits of cars have
emerged. Like algorithms for comparing sounds in vehicle fault detection problems
[25], or the detection of studded tires by analyzing acoustic emission data [36] (further
detailed in Section 3). There are multiple reasons motivating the use of DNNs instead
of other methods for classifying traits in cars. Firstly, looking at state of the art so-
lutions to similar problems, a great deal of them utilizes neural networks [1, 24, 39].
For further reading, Section 3 provides additional descriptions of the DNNs that have
been applied on auditory classification tasks. Secondly, DNNs do not require previous
domain knowledge or trait specific processing of the data in order to achieve a high
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2 Background

classification accuracy. This stands in contrast to specialized algorithms and methods,
which often are optimized to classify one single trait from a data set. This means that,
when using a DNN, the same data can be used in order to differentiate many different
traits simultaneously. In this way, a single DNN could potentially classify a collection
of traits that would otherwise require a mix of multiple different specialized methods.

There are multiple DNNs used for classifying cars, and many use images instead of
sounds as the basis for the classification [39, 24]. However, comparing audio and image
classification, there are certain advantages to using audio data. In a system where the
cars are classified by image analysis, there might be restrictions of using pictures with
people present because of privacy and photography laws. Additionally, during low light
conditions, using flashing lights in order to illuminate the picture might blind drivers
and cause a road hazard. Even so, under certain weather conditions, like heavy fog, it
might be impossible to obtain a useful picture. Systems using audio classification avoid
all of the above mentioned problems, and could be preferred in some situations.

The purpose of this project is to investigate suitable approaches for DNNs to correctly
classify the model of vehicles, specifically cars. This is done only through audio data
gathered from the sound made by a moving or stationary car with a running engine.
This thesis will focus on classifying cars by model, however, the proposed system(s)
may be applied on other classification problems. For example:

• Automatic detection of faults in running cars. For novelty detection in cars that
are not in a controlled environment, the listening apparatus may need to learn how
the car normally sounds on the road in order to accurately classify mechanical
problems.

• Statistical analysis of the type of cars or tires traveling across a certain section of
road.

• Detection of studded tires on roads where such are forbidden by law.

The goal of the thesis is to construct one or more prototypes of promising systems and
evaluate the strengths and weaknesses of the system(s).

2 Background

A few years ago, the main approach for speech and sound recognition was systems built
on hidden Markov models (HMMs) and Gaussian mixture models (GMMs). These were
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2 Background

used in conjunction in order to handle the complexity of speech, and evaluate how well
the interpretation matched the input, respectively. Now however, DNNs has shown to
be superior when comparing classification benchmarks and are currently the leading
approach for speech recognition [15].
This chapter will cover the nature of DNNs and their principal components in addition
to a description of the specific types of networks explored in this thesis.

2.1 Deep Neural Networks

DNNs are a form of artificial neural networks (ANNs), which are inspired by the neural
networks that make up the biological brain. These networks are created by interlinking
so called neurons, or nodes, that can receive and send impulses to each other. In DNNs,
these are commonly formed into layers, where nodes from different layers connect, but
there are no connections between neurons within a layer. Unlike ANNs, DNNs always
consist of multiple layers of neurons, which enables a more abstract and nonlinear pro-
cessing of information [8]. In Figure 1, we can see four nodes connected by weights
which are represented by arrows. This is akin to a biological system where neurons are
connected to each other through synapses.

In this way, the network is able to learn feature hierarchies by aggregating smaller (low
level) features. For example, in order for a DNN to recognize a face, it first breaks
the image up into lines, then takes this information to creates shapes (circles, triangles,
squares, etc.) which becomes facial features (eyes, nose, mouth etc.) and finally puts
these features together into a face. It has been shown that the deeper a DNN is, the more
abstract features it can recognize [10]. But deeper networks are also subject to problems,
one is the gradient descent problem[2]. Another frequent problem is overfitting; it is a
problem that arises because the network strives to optimize for correct predictions on
the test set of the data. If trained improperly, the DNN learns too specific traits of the
data, making it unable to generalize and correctly classify instances that is not explicitly
covered by the training data.
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Figure 1: Four nodes connected by weights, making a simple neural network.

Like many modern networks, the DNNs dealt with in this thesis are feed forward net-
works, this means that the output of the neurons only travel one way in the network. In
the pictures this is represented by arrows, showing the flow, or direction, of information
in the network where applicable.

Figure 2: An artificial feed forward neural network with one hidden layer.

4



2 Background

Figure 3: A deep neural network with multiple hidden layers.

There are many ways of connecting layers through weights. One of the most straight
forward methods is called “fully connected”, or “dense” layers, meaning all nodes in
layer n is connected to all nodes in layer n+ 1.
For example, as shown in Figure 2, the the hidden layer and the output layer are fully
connected. The input layer and the hidden layer are not fully connected, as all nodes in
the input layer do not connect to all nodes in the hidden layer.
In Figure 3 the connections between nodes have been abstracted, and the arrows show
only the general connection between layers.
In both Figure 2 and Figure 3 we see three types of layers. These being the input, hid-
den and output layers. A neural network commonly has one input layer. This can be
a flattened array representing the color intensity of a picture, or a vector of numbers
representing the power of different frequencies.
The output layer, much like the name implies, contains the result, or output, of the net-
work. If the network received an image, the output layer could contain the string “car”,
or if the network was given a sound file containing a song it could output “classical
rock”.
The hidden layers together contain the logic which the ANN uses to draw conclusions
from the input data.
Using a rather simplified example, we can apply the terminology of a ANN on a human
reading a book aloud. The input layer would be the signal sent from the eyes to the
brain, and the output would be the words that are said aloud. The hidden layers are
all the logic in between, more specifically the conversion of forms and lines seen on
the paper into to words, and the translation of words into impulses sent to our muscles
which makes us speak.
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2.2 Types of Deep Neural Networks

The DNN described in Section 2.1 is most akin to the type of neural network known as
multilayer perceptron (MLP). That is, stacked layers of perceptrons where every layer
is fully connected to it’s neighbors [12]. There are other types of networks, however,
designed for specific tasks. Below is a description of those more specialized networks
that are used in this project.

2.2.1 Convolutional Neural Networks

Convolutional neural networks (CNNs) are a form of DNNs where at least one of the
layers use convolutions (cross-correlation or dot product) on the input data before it
passes the information on to the next layer. These convolutions are commonly used as
feature extraction filters, where each filter accentuates some property of the data. For
example, in image recognition this could be some sort of edge or curve detection.
Special pooling layers are also common in CNNs, these merge the output of a region
of neurons and acts as a layer of discretization. This reduces dimensionality and the
spatial size of the input, which leads to a lesser number of computations in the network.
This shrinking of the original image also allows the network to find larger structures
that were too diffuse to find initially.
Even though the main application area seems to be image recognition, there are also
implementations of convolutional layers in speech recognition DNNs [7]. In this case,
the CNN commonly works on a spectrum of frequencies and applies convolutions to it,
in order to extract feature maps for it to be able to classify the data.

To grasp the inner workings of a CNN, it is important to first establish an understanding
of the unique architecture of the CNN. Primarily, CNNs use convolutional layers in
order to extract features from a picture. As seen in Figure 4, so called kernels (grey
boxes in Figure 4) are applied to the picture. These kernels are matrices with different
values that are passed over the image stepwise, during each step the kernel is convolved
with whatever part of the images lies beneath. The result is stored as a “filtered” version
of the image, with some features being accentuated depending on the values in the
kernel. By this process, one new image will be created for each kernel in the layer, each
with different features.
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Figure 4: A convolutional layer with n kernels.

The convolutions are done by simple dot products between the input and kernel matri-
ces. Where the dot product between matrix A and B is defined as

A =




a11 a12 . . . a1n
a21 a22 . . . a2n
. . . . . . . . . . . . . . . . .
ad1 ad2 . . . adn


B =




b11 b12 . . . b1n
b21 b22 . . . b2n
. . . . . . . . . . . . . . . . .
bd1 bd2 . . . bdn


 (1)

B • A =
d�

r=1

n�

k=1

ark × brk (2)

and describes the element wise multiplication between the elements that occupy the
same position in A and B and the addition of the resulting products.

In Figure 5 the steps involved to calculate the two first elements of one feature map is
described.
In step 1, an element in the input matrix is chosen. The input element, and the corre-
sponding feature map element is highlighted in yellow in the figure.
Then in step 2 a matrix that is of the same size as the kernel is drawn around the cho-
sen element. If the chosen element is near (or on) an edge, there might not be enough
elements to center a kernel sized matrix around the chosen element. In this case, the
input matrix is padded with zeros in order to fit the required size. A dot product is then
calculated and inserted in the marked space of the feature map.
Calculating the dot product for ourselves, we have



0 0 0
0 1 1
0 0 1


 •



1 0 0
0 1 0
0 0 1


 = 2
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Which is the same result that is inserted into the feature map in step 2.
Step 3 and 4 repeats this process for the second element, and the process will continue
in this way until the feature map is filled out.

Figure 5: Calculation of the first two elements in a feature map, with an input size of
5× 5 and a kernel size of 3× 3.

When the feature maps have been created by the convolutional layer, each image is
passed to a pooling layer. The purpose of this layer is to reduce the size of the input by
collapsing multiple elements, like pixels if working on an image, into one. In Figure
6 an image of 350 × 210 is passed through a 2 × 2 pooling layer. This means that
four pixels in the original image will become one pixel in the pooled image. Since the
original size of the image was 350 × 210 and the pooling layer 2 × 2, the new image
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will be of size 175× 105.
The question then arises how this pooling is done. Namely, how does the four elements
in image A translate to one in image B? There are multiple ways of carrying out this
pooling, the perhaps most popular is called “max pooling” where the largest value from
the filter region in image A becomes the value in image B. If max pooling is used in
the example in shown in figure 6, the largest value contained in the 2x2 filter will be
transferred to image B and the rest discarded.
Similarly, “mean pooling” extracts the mean value of the elements contained in the filter,
and inserts the result into the new picture.

Figure 6: A pooling operation with a 2x2 matrix.

Using these two types of layers thus enables the network to apply convolutions to in-
creasingly condensed versions of the image. Which means that the small convolution
kernels will be applied to larger portions of the image, even if some data is lost in the
pooling. In addition, the input data will shrink as it is further pooled, and the reduction
in dimensionality allows the network to work faster and with less neurons. There is also
some gains in generalization made, as the pooling can filter out data that is not relevant
to the classification. After a number of these cycles between convolutions and pooling,
the result is commonly passed to a fully connected layer which draws conclusions from
the features and decides on which classification to make.

An example of a simple CNN can be seen in Figure 7. The figure depicts the flow of
data from input to output.
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Figure 7: A CNN with one convolution layer, one pooling layer, and one fully connected
(dense) layer.

The above information is enough to explain the central concepts of the CNN. There are
however more extensive descriptions and articles regarding CNNs to be found online,
amongst them is a great tutorial1 by Ujjwal Karn.

There are many cases where a CNN has been used for classification of various types
of data. A well referenced article by Krizhevsky et al. [20] describes a CNN which
performs well in the ImageNet Large Scale Visual Recognition Challenge (ILSVRC) of
both 2012 and 2010. The latter competition had the network differentiate between 1000
different classes of data, of which the network was able to correctly classify 83 percent.
In 2014, a research group from the University of Oxford created a dynamic CNN for
semantic modeling of sentences [18]. The network was trained and tested on multiple
data sets and achieved an accuracy of around 90 percent.
IEEE published an article regarding face recognition in 1997 which used a self orga-
nizing map in tandem with a CNN [22]. Another system where the CNN had been
exchanged with a MLP was created in order to compare the two networks. The result
showed that the CNN performed with a drastic increase in accuracy when compared to
the MLP.

2.2.2 Recurrent Neural Networks

In the case of the problem statement in this thesis, there might be certain parts of the
sound file that are more interesting in a classification perspective. For example, the
sound of a engine igniting may give a lot of information regarding the make of the engine
and even the model of the car, but this characteristic could disappear when examining
a sound file where the majority of the recorded sound is the engine running. Therefore,
a DNN that has some sort of temporal perspective, and can use the data from multiple
time steps when considering the final classification of the sound would be preferred. A
DNN that has these capabilities is the recurrent neural network (RNN).

1https://ujjwalkarn.me/2016/08/11/intuitive-explanation-convnets/
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RNNs are a particular type of DNNs that has proven successful in audio recognition and
has been used extensively in speech recognition systems [14, 35, 7]. A RNN has at least
one feedback connection, this is typically on a layer to layer scale. Meaning all neurons
in one layer have a feedback connection to itself.
A feedback connection is established by saving the neuron’s output from one time step,
and adding that to the regular input in the next. This causes the network to “remember”
earlier outputs, and can continue over multiple time steps, resulting in a system where
past outputs can affect the current classification [3]. Figure 8 shows a simple represen-
tation of a RNN layer. In Figure 8a the RNN takes an input and sends the processed
data to the output layer and back to itself. Another way of presenting a RNN layer is
to unroll it in time. Figure 8b shows, for each time step t, the input I and the output O
together with the current state of the RNN, here denoted R.
Using the figures as a guide, it is quite clear that during a given time step n, the recurrent
layer Rn will take as input both the actual input In and the previous output of the layer
Rn−1, and provide the output On. It will also send the output to itself at the next time
step n+ 1 to be used by the RNN layer Rn+1 at that time step.

(a) Recurrent neural network (b) Unfolded recurrent neural network

Figure 8: A basic neural network and its unrolled form.

From Figure 8 it is easy to see that earlier outputs may affect the calculations of the
RNN in many time steps afterwards.

Going deeper into the workings of the RNN, there are multiple ways to construct the
cells (Rt, Rt+1, etc. in Figure 8). One particular form of cell is called long short-term
memory (LSTM), which has proven to be effective on multiple occasions like speech
recognition [14] and acoustic modeling [35].
The LSTM cell was first explained by Hochreiter et al. in [16]. In order to approach the
nature of the LSTM cell, let us consider a naive approach to implementing the temporal
aspect of a RNN.
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Figure 9: A naive construction of a RNN cell.

Figure 9 shows a RNN cell which takes in one input from the current time step, and
the output from the previous time step. It concatenates these two, and sends the result
to a tanh layer which outputs the result, in addition to sending it to the next time step.
There might however be a need to discriminate against some values that were passed to
the cell from the previous time step. For example, the cell could receive an input which
makes a previous remembered fact obsolete. Likewise, some parts of the input might be
irrelevant, and should not be passed onward to the next cell. These are all aspects which
the LSTM takes into consideration.
As can be seen in Figure 10, there is a large difference between our more naive model
above and that of a LSTM, which contains a great deal more logic.
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Figure 10: A standard LSTM cell.

The LSTM cell above takes in three signals, the input It, the previous output Ot−1, and
the previous state St−1. The output of the cell is the calculated output, which is sent as
a result to the rest of the network but also to the next time step, along with its new state.

In order to create an understanding of the cell, we move through it from input to output,
and we start at the three inputs.
The previous output and the current input is concatenated and passed to (from left to
right) two sigmoid layers, followed by one tanh layer, and finally another sigmoid
layer. In the figure, these are white boxes that represent a neural net layer. The three
sigmoid layers are called gates, more specifically (again from left to right), the forget
gate, input gate, and output gate. In Figure 10 the output from these are labeled ft, it, yt
for the forget, input, and output gate respectively. The gates are a means to direct what
data gets to pass through the cell and what does not, acting as filters on the three input
signals.
First, the combined previous output and current input is passed to the forget gate, this
computes a sigmoid value between 1 and 0 for every element in the old state St−1 de-
pending on the input. The result ft is akin to a mask, where the value of the elements
dictate how much of the corresponding state element should be saved. This mask vector
is then element wise multiplied to the state vector, with a 0 meaning forgetting, and a 1
meaning perfect remembrance of an element.
Moving on, the combined input is passed to the input gate which, along with a tanh
layer, decides on what new data to add to the state. The input gate computes a similar
mask as the forget gate, but in this case determines what to save to the state. An element
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wise multiplication is done between it and the result from the tanh layer, and added to
the state vector. This state vector is then passed on to the next time step as St.
Finally, the concatenated inputs are passed to the output gate, which determines what
parts of the state vector that should be given as output. The state vector, in the mean
time, is passed to another tanh layer which conforms the elements of the state vector
to values between −1 and 1. The result from the output gate ot and the result from the
tanh layer is then element wise multiplied, and passed as the final output Ot, which is
sent to the the outer network, and to the cell in the next time step.
In this way, the LSTM cell can selectively remember traits of the data over long periods
of time, and forget previously seen traits when necessary.

There are other forms of RNN nodes than the LSTM. One of these other types is called
gated recurrent unit (GRU), which differ slightly from LSTM. The main difference be-
ing, that the GRU nodes have a different set of gates when compared to LSTM. A GRU
cell has a combined forget and input gate and only passes the output, and not the state,
to the next cell.

Figure 11: A GRU cell.

Figure 11 shows the data’s passage through a GRU cell. Again, let us move through the
data flow of the cell to understand how it operates.
Much like the LSTM, the previous output Ot−1 is concatenated with the current input.
This combined signal is then sent to two sigmoid layers, or gates. The first is the output
gate, and the result from it is multiplied with the original Ot−1 signal and passed to a
tanh layer. The other sigmoid layer is the combined forget and input gate, taking the
combined input and previous output, and using the result ut regulate what elements are
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kept from the tanh layer (the input gate) and what is discarded from Ot−1 (the forget
gate) by inverting the signal. The product of ut and the output from the tanh layer
is then added to the new output and the result is sent out of the cell as Ot. For more
information regarding LSTMs and other types of RNN cells, there are a plethora of
tutorials2 and descriptions3 on the Internet.

While many popular voice recognition systems probably use some form of RNN, the
inner workings of commercial systems often obscured from the public. However, there
are multiple examples of RNNs in systems that are created in a scientific purpose.
In a report by Google [38], the team of Orio Vinylas et al. constructs an image to text
system which generates a textual description to any given image. The system performs
well when compared to contemporary architectures, and uses a CNN to extract features
from the image, but the translation to text is carried out by a RNN.
Published among other research paper regarding the Amazon Alexa system is a paper
regarding the usage of lattices, instead of sequences, as inputs for RNNs [21]. The
constructed model is used to interpret the intent of spoken sentences which are given to
it as lattices by another speech recognition model. The results were positive, showing
an increase in performance compared to systems without this feature.

2.2.3 Convolutional Recurrent Neural Networks

As the name implies, a convolutional recurrent neural network (CRNN) is a mix of the
CNN and RNN architectures. Commonly this network utilizes the strengths of CNN for
feature extraction, and the RNN for catching temporal aspects of the data. In this way,
the CRNN is often constructed in a similar manner to a CNN, but with the final dense
layer(s) exchanged with a RNN.
In Figure 12, we can see that the neural network looks much like the CNN seen in
Section 2.2.1. Here, however, the dense layer has been replaced by a RNN.

Figure 12: A simple CRNN.

2http://colah.github.io/posts/2015-08-Understanding-LSTMs/
3https://deeplearning4j.org/lstm.html
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Stepping through the flow of network, the initial part of the CRNN works like a CNN.
However, when the convolution and pooling steps are done, the pooled feature maps
are divided into sections. These sections are separated along the axis which contains
the most interesting series of data (commonly the time axis). The segments are then
sent to the RNN. Finally, the last RNN neuron sends its result to the output layer which
determines the class of the sample.

In 2017, Choi et al. [4] used a hybrid CNN and RNN for classifying traits in music
pieces (like genre, mood, instrument etc.). By using a CNN for feature extraction, and
a RNN for temporal interpretation of the features, they created a CRNN that outper-
formed CNNs when tasked to classify music. Additionally, in [14], the authors propose
a merge between the RNN mentioned in the report, and a frequency domain CNN as a
potential future work.

2.3 Classification and Training

There are some central concepts that the different types of neural networks have in
common. Below follows a short description of the most important aspects of any neu-
ral network. Because of their significance in a well performing neural network, the
parameters (or variants) of these implementations should be chosen with care when
constructing any DNN.

2.3.1 Activation Function

For each type of neural network, the neurons take in an input either directly from outside
the network, as is the case for all the neurons in the input layer, or from one or more
other neurons in the layer above. The neurons then carry out a computation on the input
and check what should be output as a result. This computation is called a neuron’s “ac-
tivation function”. These functions govern the output of a node in relation to its input.
An important aspect of the activation function is that it should be non linear, in order to
enable the network to provide an output that is not linearly dependent on the input.
There are a number of different variants of activation functions, like the standard logis-
tics function or the hyperbolic tangent, but the most used in current implementations of
DNNs is the rectified linear unit (ReLU) [31]. The ReLU can be described as follows.

For an input x, the ReLU activation function f(x) is defined as:

f(x) = max(0, x)
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where max(0, x) is the largest value of 0 and x.
Thus, f(x) is 0 for all x less than or equal to 0, and x otherwise. A graphical represen-
tation of ReLU can be seen in Figure 13.

Figure 13: Plot of the Rectified Linear Unit.

From Figure 13 we can see that the output from the ReLU activation function increases
linearly for all values of x > 0. This can lead to an instability when training the network
where the weights change in such a way that the values of ReLU grow unreasonably
large. This in turn leads to the gradients “exploding” and the network crashing from
overflow.
The hyperbolic tangent on the other hand always takes a value between −1 and 1, as can
be seen in Figure 14, and so prevents the exploding problem that can arise with ReLU.
But this activation function may suffer from a gradient problem of its own, namely the
“vanishing gradient” problem. In short, the gradient for each node is calculated based on
how much the current node contributed to the overall accuracy of the network. As seen
in Section 2.3.2 the gradients are first calculated from the last layer and then propagated
to the first. It is quite intuitive to assume that the later layers have a more direct impact
on the final result than the earlier and so the change to the earlier layers will decrease
quicker the larger the model. For a more in depth explanation of the vanishing gradient
problem, Michael M. Nielsen provides a comprehensible guide in Chapter 5 of his book4

“Neural Networks and Deep Learning” [28].

4http://neuralnetworksanddeeplearning.com
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Figure 14: Plot of the hyperbolic tangent tanh
.

Another popular activation function is the sigmoid function, often denoted σ, which is
defined by y = 1

1+e−x and shown in Figure 15. The main difference from tanh is that σ
will always take a positive value, between 0 and 1.

Figure 15: Plot of the sigmoid function σ
.

2.3.2 Backpropagation

Backpropagation (BackProp) is the backbone of the training procedure in any DNN,
and was presented first by Rumelhart et al. in 1985 [32].
When a neural network has produced an output, the error is calculated through an error-,
or cost function. This error is then propagated backwards in the network, changing the
weights of the neural connectors as it travels from the output layer towards the input
layer. In this way, the network will be updated with new weights. The new weights are
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created by shifting the erroneous weights by some number, where the weights that had
a large contribution to the error will be changed the most.

A formal definition for BackProp, omitting any biases that may be in the system, is
described as follows.

The weight from the node k in layer l − 1 and the node j in layer l is defined as wl
jk.

The weighted input of node j can be described as zlj .
We also have some cost function C, which regards the difference between the wanted
and the actual output and computes the error. This becomes the cost that will be used to
shift the weights of the network. A common cost function is the squared error function,
which has the form

C =
1

2
(y − o)2 (3)

where o is the output given by the system, and y is the correct output.

In addition, the nodes in the network have some activation function φ (described in
Section 2.3.1). An example of an activation function is the logistic function

φ(x) =
1

1 + e−x
. (4)

We can then express the activation of node j in layer l is as alj , and define it as

alj = φ(zlj) = φ(
�

k

wl
jk × al−1

k ) (5)

which gives us an expression for zlj as

zlj =
�

k

wl
jk × al−1

k . (6)

We aim to find how the cost function C relates with respect to each weight in the net-
work, as our goal is to update each weight with respect to its contribution to C.

We define the error δlj of the node j in layer l as

δlj ≡
∂C

∂zlj
(7)
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where
∂C

∂zlj
is the partial derivative of C in respect to zlj .

Now we have enough tools to begin to describe the actual BackProp algorithm. First,
we calculate the error of the nodes in the output layer, δLj , as

δLj =
∂C

∂zLj
(8)

applying the chain rule on the above we obtain

δLj =
�

k

∂C

∂aLk
× ∂aLk

∂zLj
(9)

where k sums the neurons in the output layer. We know that the activation aLk depends

only on the weighted input zLj , where k = j. Thus, the expression
∂aLk
∂zLj

is 0 for all

k �= j.
We can then remove the sum, and simplify the expression to

δLj =
∂C

∂aLk
× ∂aLj

∂zLj
. (10)

We can further simplify the expression by using aLj = φ(zLj )

δLj =
∂C

∂aLj
× φ�(zLj ). (11)

This yields the error of each output node by using the cost in respect to its weight as a
measure. Next, we will express BackProp for general (hidden) layers.
We have

δlj =
∂C

∂zlj
(12)

which describes the error for any node in a hidden layer. Again, applying the chain rule
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gives us

δlj =
�

k

∂C

∂zl+1
k

× ∂zl+1
k

∂zlj
. (13)

We can describe the left most part of the right hand side of the equation as

δl+1
k =

∂C

∂zl+1
k

(14)

which gives us

δlj =
�

k

∂C

∂zl+1
k

× ∂zl+1
k

∂zlj
. (15)

Using equation (6) we have

zl+1
k =

�

j

wl
kj × alj =

�

j

wl
kj × φ(zlj) (16)

and using differentiation we obtain

zl+1
k

zlj
= wl

kj × φ�(zlj). (17)

Inserting equation 17 into 15, while substituting
∂C

∂zl+1
k

= δl+1
k gives us

δlj =
�

k

δl+1
k × wl

kj × φ�(zlj) (18)

which gives us an equation for finding the error for each node in the network that is not
in the output layer.

We can then apply an optimization algorithm for determining the weight change Δw for
each weight w. An example of an optimization algorithm is stochastic gradient descent,

21



2 Background

which can be described as

Δwji = −ηδj × ai (19)

where Δwji is the weight change of the weight between node j in layer l, and i in layer
l − 1, and η is some learning rate.

Finally, we can gather our results from equation (11) and (18) and express the error δlj
as the following

δlj =





∂C

∂alj
× φ�(zlj) if l is the output layer

�
k δ

l+1
k × wl

kj × φ�(zlj) if l is a hidden layer

which provides a means to calculate the error for all nodes in the network.

A deeper explanation, with references to the derivation of BackProp can be found in
Chapter 2 of the book by Michael M. Nielsen [28].
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2.3.3 Cost Function

BackProp, as described above, highlighted the importance of the error when updat-
ing the nodes in the network. But there are multiple methods for calculating the error
through a cost function. In Section 2.3.2, we used equation (3) describing the squared
error function for generating the error (or cost) that is split amongst all nodes in the
network.

Another cost function, which is often used, is the cross entropy.
Using the notation from Section 2.3.2, the definition is as follows

C = −y × log(o) (20)

where y is the wanted output, o is the given output and C is the cost (or error).

2.3.4 Optimizers

When the cost has been calculated, there are many ways to update the weights of the
system. The most straight forward solution would be to simply update the weights with
some regard to the associated cost, and then move on to the next training step.
There are, however, other methods that use information from multiple steps in order
to influence how the values are updated. For example, if the cost for some weights
are changing rather slowly, the algorithm could update them more forcefully and with
larger values in an attempt to quicker converge on an optimal solution. If the size of
the training dataset is limited, the network could suffer from the risk of running out of
trainable data before the optimum is reached.
Regardless of which technique is used, they fall under the class of optimizers. These are
algorithms which aim to move the system towards an optimal configuration. Below is a
short summary of different optimizers.

Gradient descent is a very common optimization algorithm. It calculates the next step
by using the negative gradient given by the system’s current point. In this way, the
algorithm aims to always travel down the steepest route towards the optimum. Gradient
descent is, however, quite slow in its progress, and have been proven less effective than
other more advanced optimizers.
Adaptive gradient (AdaGrad) is a family of algorithms which are more complex than
gradient descent, and uses earlier seen data when moving towards an optimum [9].
Building on AdaGrad is Adam, which is a gradient based optimization algorithm that is
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designed from problems where the number of parameters and data set are large [19]. It
is a continuation of AdaGrad, and is shown to perform better than its predecessor.
For further reading, Sebastian Ruder has written an overview with animated graphs of
different optimizers and their performance5.

2.3.5 Other Improvement Methods

If the dataset is small in respect to the complexity of the network, there is a risk of the
DNN becoming overfitted. There are some ways of mitigating that risk, one of which
is called “dropout” [37]. The proposed idea is that a random number of neurons in
the network are randomly deactivated during each training cycle. By deactivating some
nodes during training, those that are still active will have to represent the deactivated
nodes in order to produce an accurate classification. This leads to less specialized nodes
and, over all, to a more generalized network less prone to overfitting.

As the network trains, the level of overfitting can rise. Early stopping is a form of
regularization which prevents this process by checking the generalization error of the
model on a separate validation data set. As long as the error continues to improve, the
learning is allowed to continue. But if the error of the validation set worsens, or fails to
improve for a set number of turns, the training is stopped. This way, the network will
be kept from becoming overfitted, but may not train on the entire data set.
If this stopping happens early in training for the majority of the networks that are tested,
it could mean that the data is in some way faulty. For example, if one class of samples
has a background noise that is absent in other samples the network might in fact be
trained to recognize the noise instead of the actual sound.

A way of increasing the accuracy of DNNs has been to initialize the weights of the
network through the use of restricted Boltzmann machines (RBMs). This is done by
training the neural network layer by layer in order to gain starting weights that are not
random. This has shown to increase the performance in DNNs as they are less likely
to get stuck in a local minimum [11]. However, when looking at modern deep learning
solutions, dropout coupled with the ReLU activation function has shown to be effective
as well. This combination has provided the network with generalization, and protection
from the vanishing gradient problem respectively [7]. In this way, dropout has rendered
the older method of initializing the network through RBMs superfluous, as it no longer
contributes to a noticeable difference in performance.

Loading the entire training set into memory can be difficult, if not impossible because
of the sheer size of the data. Likewise, running single samples through the network and

5http://ruder.io/optimizing-gradient-descent/
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back propagating the error for each sample might consume a great deal of processing
power and time. A solution to these problems is to train the network on smaller subsets
of the data, called batches.
By training the DNN on batches, the entire batch of samples is run through the network
before the weights are updated. This results in a training procedure that will take larger
steps compared to a network trained on one sample at a time, with weight updates
between each training step. The longer step distance could be an issue where the error
space have many local optima, as the algorithm may overshoot the global optimum. But
it will at the same time also increase the chance of the algorithm climbing out of a local
optimum. Because the network only updates the weights (i.e. run BackProp) once for
each batch, this method also has the added benefit of not only assisting the network in
training, but improving computation time as well, as the computation of the entire batch
can be done concurrently.

2.4 Feature Extraction

Ideally, the data that is given to a neural network should be as clear and easy for the DNN
to understand as possible. In order to achieve this, some manner of processing needs to
be applied to the raw audio data to bring out the relevant features. Some methods that
have gained traction for auditory recognition, are as follows [27]:

Fast Fourier transforms (FFTs) [40] are often used on short segments of the audio input
which is then given to the DNN. This translates the raw audio data from the time domain
to the frequency domain through the Fourier transform operation. This other form of
representing sound has shown to better fit the workings of CNNs and has thus achieved
better results [7].

The Mel frequency cepstral coefficients (MFCC) can be used to transform the represen-
tation of the audio like FFT, but with a bias towards frequencies that fall into the human
hearing spectrum. This is useful in speech recognition, but may restrict the feature rep-
resentation for sound which has relevant data in frequencies on the edge, or outside the
biased MFCC spectrum.

There are, however, a plethora of other methods for feature extraction. Feature extrac-
tion from signals such as sound is an area which has been explored for many years and
there is no shortage of algorithms that has been developed for this purpose. Some short
examples of other means of extracting information from sound are listed below.

• Zero Crossing Rate is a method which gives the rate of sign changes across a
signal. This can be used in voice activity detection, or in applications where the
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change in pitch is interesting.

• Chroma feature, or chromagram, is tightly correlated to the pitch classes found
in music. This aspect lends itself to classification tasks when analyzing music
pieces.

• Cepstrum is a continuation of the standard Fourier transform. When the Fourier
transform has been calculated, the logarithm of the result is taken and transformed
again with the inverse Fourier transform. Cepstrum focuses on the change of
information in the bands of the spectrum and has been used for tasks such as
analyzing echoes from seismic activity.

The choice and implementation of feature extractors can have a large influence on the
performance of the classifiers down the line. It is therefore important that the manner of
feature extraction is chosen carefully.

3 Related work

In 2013, G. E. Dahl et al. developed a DNN for large vocabulary continuous speech
recognition (LVCSR). This DNN realization used both ReLU and dropout to achieve
an error rate improvement of 4.2 percent compared to a DNN with a sigmoid activation
function. In addition, according to the authors, these methods seem to complement each
other and give the best result when implemented together [6]. This approach seem to be
sensible as it can be seen in contemporary systems, as detailed in [7].

There are other ways of processing the audio data for feature extraction before sending
it to the neural network for classification. A method used by the Google team in 2015
is to train a neural network for this specific task [34]. This network would then replace
the processing pipeline that normally converts an audio file into the spectrogram used
by the acoustic model.

The auditory data used in this project for training the DNN do not exist in large quanti-
ties (more on this in Section 4.2). In order to better reflect the true performance of the
DNNs tested, a method is needed in order to increase the number of samples without
over-fitting the system. In 2015, IBM conducted a study where they used data aug-
mentation for increasing the number of samples used to train and evaluate the network
[5]. They did this by introducing disturbances in the copying process, which altered the
copied samples. This resulted in similar, but not identical data files and could be used
to drastically increase the number of samples. The augmentation procedures discussed
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in the paper are geared towards speech recognition, but the principles could be applied
on the audio samples generated in this project.

A problem with classifying sound is its temporal aspect, as sound files can be of different
length, but represent the same real world phenomena. This is quite clear in the case
of speech recognition, when different speakers may talk at different speeds and with
emphasis on different words. This problem could be solved by extensive segmentation
of the data, but this might be too restrictive for a neural network. Another method
has been developed for handling variations of this type, called connectionist temporal
classification (CTC) which enables the neural network to concatenate long phonemes
into words. This method has proven effective and is frequently used together with RNNs
for speech recognition tasks [13].

In 2010, Madain et al. proposed a non-DNN algorithm for fault detection of car engines
by sound [25]. The algorithm extracts sound features from recordings where a fault is
known, and saves them to a data base. It can then compare the features of a new sounds
to the data base and make a classification based on which fault has the features with the
highest correlation to the new. Madain et al. reports that the algorithm has an successful
diagnosis rate of between 90 and 100 percent. This result is interesting because of the
performance achieved mainly by feature extraction and a otherwise “simple” classifica-
tion algorithm. This further hints that the quality of audio processing may greatly affect
the performance of the networks.

For detecting and logging the number of cars traveling along a road, Adu-Gyamfi et
al. produced a CNN which classifies car types [1]. The network operated on images
taken of a road, and separated vehicles found in the image into 7 different classes (vans,
passenger cars, trailers, etc.). This network achieved a precision rate of over 82 percent.
It did however perform significantly worse during the night, which might be expected
as the image quality should degrade with the light level.

A method called acoustic emission has been applied in a system that uses sound to
detect studded tires running on a bridge [36]. This method senses vibrations through
cracks and cavities in the bridge and recognizes the special frequencies that studs in the
tires produce. This method proved quite reliable, but requires contact with the road in
order to operate. In addition, since this method relies on waves propagated through solid
matter, it works best on bridges where there is no soft ground to absorb the vibrations.
Compared to the acoustic emission method, the classification method proposed in this
thesis has an advantage in that the microphone does not have to be as close to the origin
of the sound as the acoustic emission sensor. The microphone can also function without
direct contact to the road, and can thus be mounted in places where an acoustic emission
sensor cannot.
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As a performance reference, in 1997 the team of Nooralahiyan et al. created a time
delay neural network which was used to classify vehicles into four general classes [29].
The network reached an accuracy of 82 percent on the final test data. The classification
was done purely through audio, and any networks produced in this thesis should strive
to achieve a similar accuracy. The authors also described the linear predictive coding
method to be superior to the FFT method of processing the data, which could prove to
be interesting for this project.

4 Method

This chapter contains a description of the processes that are used to achieve the results
listed in Section 5. First, the method used when collecting and processing the data is
outlined in Section 4.2. That chapter also details the generation of a suite of synthetic
test data that were used in initial testing of the neural networks. The environment used
for constructing the various DNNs is documented in Section 4.3, while the workings of
the DNNs themselves are shown in Sections 4.4 through 4.6. The code for the corre-
sponding networks can be found in Appendix A. Finally, the means of evaluating the
networks are detailed in Section 4.7.

4.1 Hypothesis and Goal

The goal of this project is to construct three different DNN architectures and evaluate
their performance, both in respect to each other and separately.
There are two sets of data, that are used to train and evaluate the models. The first is an
artificially generated set of three classes with clearly different features. This synthetic
data set should be easy for a human to classify. Ideally, each DNN should perform well
on this data set.
The second data set is recordings of various cars. The DNNs will be trained to differen-
tiate between the model of the cars (all cars are of different models and manufacturers)
by analyzing the external sounds produced by the cars. The hypothesis is that DNNs can
be trained to differentiate sounds made from cars of different models and manufacturers.
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4.2 The Data

“Data! Data! Data!” he cried
impatiently. ”I can’t make bricks
without clay.”

Arthur Conan Doyle, The Adventure
of the Copper Beeches

Perhaps the most important and singular aspect of accurate classification is the nature
and quality of the data supplied to the neural networks. This chapter deals with the
processing and gathering of the data that is used to train the DNNs. The sound samples
used in the project are bought from private sound libraries.

There are two sets of data used in this thesis. One small set which is generated synthet-
ically, and one large set that consists of recorded audio of cars.
Both sets contain three classes. For the generated data set, the classes are named 1, 2,
and 3. The classes in the large data set, however, is composed of recordings from three
different cars; an Audi S6, a Porsche 911, and a SAAB 99. Mainly, the processing of
the two data sets are carried out in the same way. Only the origin and the size of the
samples differ.

4.2.1 Data Augmentation and Processing

In the large data set, there are cases where a sample contains more than one instance
of the same sound. An example could be a sample containing the sound of car passing
by multiple times. In these kind of instances, the sound of each pass is isolated and
extracted to create a separate sample. This is done partly because of the use case, as
the system should be able to recognize a car by one pass, but also as a way of increas-
ing the number of samples. As the performance of a neural network system is strongly
attributed to the amount of training that can be done, this is an important step to prolifer-
ate the original data. In order to normalize the data, decrease the size, and to simulate a
single microphone, the samples are mixed into mono channel sound files in those cases
where the original recording is in stereo. The waveform representation of one of these
files can be seen in Figure 16.

29



4 Method

Figure 16: A waveform representation of the sound from a Volvo V70 T1 driving past.

The sound samples are further divided into segments up to 18 seconds long. Samples
that are longer than this, are split into parts depending on the state and action of the car.
For example, a sample in which a car first passes by the microphone, then idles for a
moment and finally drives away is divided into three parts. These parts captures sounds
of the car stopping, idling, and passing (driving away), respectively. In this way, what
earlier was one sample can now be used multiple times. Thereby, increasing the number
of samples through data augmentation. But this division also serves as a way to decrease
the size of the input data, and thus the memory needed by the networks. The reason the
network complexity will decrease with smaller samples might not be obvious. But the
phenomenon hangs on the fact that the networks are static, and must have a defined
length of the inputs from the start. Shorter samples must be padded to the same size as
the largest sample, where the padding is simply filling the empty space with zeros. This
causes the network to become quite large, however, as it must supply neurons to process
all data, even if it is irrelevant (zeros) most of the time. By cutting down on the length
of the samples and focusing them around the sounds that are of interest, the network
will have less data to process and less data will be meaningless padding. As the samples
are normalized before being passed to a network, and the longest samples now can be
broken up into shorter ones, this caused the overall data to be more homogeneous in
length.
For the larger sound libraries that the DNNs are tested on (mainly the Audi S6 and
SAAB 99 GL cars), the processing mentioned above proves too time consuming. In
order to train the systems on more data, the steps that requires the samples to be cut by
hand are minimized. Instead, the samples are processed firstly by cutting out any silent
stretches of audio by hand. Then, the remaining sample is divided into 18 seconds long
segments by a script. By producing training data this way, the nature of the samples
becomes less homogeneous but the time dedicated to processing data was decreased
drastically.
The total number of samples for each of the three classes after the processing are as
follows:

• Audi S6: 492
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• Porsche 911: 503

• SAAB 99: 415

If a network classifies all samples as one class, the base probability would then be 29,
35, or 36 percent, depending on the class.

4.2.2 Spectrum Representation

When converting a waveform to a spectrogram through the FFT there is a balance to be
struck between the resolution in time and in frequency.
A window is used in order to select the samples to transform. This widow has a length
and a shape (commonly a rectangle). A larger window results in more samples for
the transformation, which will lead to more information about the signal, and a larger
resolution in the frequency axis. However, using a larger number of samples for each
transformation will decrease the number of transformations that can be done, decreasing
the resolution in the time axis. It is important therefore to use a window size that is long
enough to catch the important characteristics of the data, but also short enough to not
lose the temporal aspects.

When testing the resolutions given by different window sizes, it appears that using
32768 samples per transformation yielded results which showed some distinct char-
acteristics. Figures 17 and 18 show the result of using different window sizes when
generating the spectrogram. The lower frequencies of Figure 17 are of far lower res-
olution than the same area in Figure 18. This means that training a network on the
spectrograms like that of Figure 17 might miss important differences in the lower fre-
quency bands which are shown in Figure 18.
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Figure 17: A spectrogram with a FFT
window size of 2048.

Figure 18: A spectrogram with a FFT
window size of 32768.

The sampling frequency of the audio files is set to 96 KHz, the same rate as the audio
files themselves. The transformed samples is then saved to an array which is loaded into
the various DNNs.

4.2.3 Synthetic Data

In order to test the various DNNs with a larger amount of data, and to make an initial
estimate of their effectiveness, a synthetic data set is generated. This data is designed
to have clear differences and have enough distinct features for a human to be able to
distinguish the different sounds after minimal training. The synthetic data samples are
designed to be not only easy to distinguish, but also to be easy to process. Thus, all
samples are 1 second long and some additional processing, that will be described below,
were made in order to further accentuate the differences and individual aspects of the
different classes.
The data set consists of three classes of sound with 1000 samples per class. The traits
of each of the three classes are as follows:

• Class 1: Bursts of two frequencies of 240 − 640 and 800 − 1200 hertz. An class
1 example can be seen in Figure 19.

• Class 2: Bursts of two frequencies of 20 − 420 and 2800 − 3200 hertz. The first
burst is a single 520− 920 hertz wave.

• Class 3: Two constant frequencies of 1 and 600 − 1000 hertz, in addition one
frequency of 1300− 1700 in bursts.
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All signals are sine waves, and the frequency of each sample is chosen at random from
the frequency bands described above.
The features of the classes were chosen based on being easy for a human to distinguish.
Additionally, the different classes did not only differ in frequency bands, but also in
rhythm. Class 1, for example, have a steady beat, whilst Class 3 has two constant
features.

Figure 19: A class 1 sample, bursts of a mixed signal of two sines and constant noise.

Each generated .wav file is then converted to a spectrum plot. The plot shows the in-
tensity of each frequency for all points in time. Figure 20 shows the spectrogram of a
sample from the Class 1 data set. Visible in the image are two frequencies around 500
Hz with stretches of silence interspersed into the otherwise constant signal.

Figure 20: A power spectrogram of data class 1.

In order to make the classification easier, and decrease the runtime of the algorithms,
this picture is further processed before converted to raw data matrices. First, the higher
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frequencies are cut away, as no class of the synthetic data exceeds 3200 hertz. Finally,
the plot is converted to a gray scale, in order to decrease the number of colors. The final
image is a 495 times 100 pixels in size and zoomed in on the spectrum that is of interest
to us and the DNNs. One of these fully processed images can be seen in Figure 21.

Figure 21: The final spectrogram representation of a class 1 sample.

In order to input the data from the spectrum into the neural network, the intensity value
of each pixel in the plot is saved into an matrix array. This is done to all spectrograms
of each class, which in turn are collected into an array. In this way, 1000 plots that are
495 pixels wide and 100 pixel high, would result in a list with 1000 elements, where
each element in turn consists of a 495 by 100 element matrix.

All DNNs architectures are first run on, and optimized for, this synthetic data set. This
is done in order to achieve a first approximation of the performance of the various net-
works. During the initial part of the project, the results given from the tests also influ-
ence changes and tweaks that are implemented in order to increase the performance of
the networks. Some examples of changes caused by these early tests are:

• Variation in layer size and number

• Structuring of the data between layers

• Dropout rate

• Choice of activation function

• Type of RNN cells used

When all improvements are applied, the networks are then scaled up in order to process
the much larger data of the car recordings. It is important to note that the synthetic data
set is created for initial testing and diagnostics of the networks. By its simple nature,
all networks should score a high accuracy when classifying this data set. As such, a
high percentage of correct classifications on the synthetic data set does not guarantee
any performance on the real data set. A network that performs poorly on the synthetic
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data set, however, will most likely have tremendous difficulty classifying the recorded
data set.

4.3 TensorFlow

The code for all DNNs used in this project is written in the coding language Python6,
using the TensorFlow7 library.
TensorFlow (TF) is a library with tools for numerical operations using data flow. One
of the main reasons for using TF is because it provides abstraction levels which allows
the user to create a high level architecture. But at the same time, TF allows for lower
level operations if the user requires to go deeper than the higher abstraction levels. This
combination means that creating a DNN from the framework involves less work and
does not require intricate knowledge and familiarity with the network type. But the
tools needed to tweak the models to fit a certain problem are still available. During
the project it has proven that if a particular library tool does not support an action, it is
common that the functionality can be achieved by using lower level library functions.
In addition, TF is quite well known and there are a lot of resources on the Internet
for help and troubleshooting. Finally, TF supports graphical processing unit (GPU)
acceleration, meaning that the DNNs may be accelerated on the GPU without changing
the code.

This project heavily utilizes the TF specific estimator class. By defining a network
within this class, TF provides a handle to the entire network that can be used for easy
access when training or evaluating the DNN. This estimator class also allows for build-
ing the network independently of the batch size that will be used when running the
training and evaluation procedures.
Therefore, when describing the network structures of the different DNNs in Sections
4.4 through 4.6 it will be done for a single sample (or a batch size of one). In reality, the
networks will compute a number of samples simultaneously. These numbers are 100
for the networks dealing with the synthetic data, and 5 for large networks handling the
real car audio. The reason for the drastically smaller batch size of the larger networks
is because of their size. When computing multiple samples at the same time, more
memory is consumed for keeping track of the data’s passage through the network, and
each neuron’s contribution to the resulting classification. Since the larger networks have
more neurons and larger input data than the smaller DNNs, they occupy more space in
the memory. It was found that a batch size of 5 was the largest possible batch size that
could be used without causing the application to run out of memory.

6https://www.python.org/
7https://www.tensorflow.org/
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TensorFlow also provides a service called “TensorBoard”, which is a web server that
can be started from a command line. This page displays changes in tracked variables
that are saved during runtime. In this way, TensorBoard is a useful tool for visualizing
the evolution of the network during training.
When setting up the DNN, variables of interest can be saved into a log which is read by
TensorBoard. In this way it is quick and convenient to observe how the integral parts of
the network change over time, and in extension to find potential problems or weaknesses
in the network.

4.4 Convolutional Neural Network

The CNN consists of one input layer followed by four convolution and pooling layer
pairs. The final pooling layer is connected to a dense layer which in turn feeds into the
output layer.

The CNN used to classify the car sounds are shown in Figure 22. This network takes
as input the 211 × 16385 matrix of the spectrogram data. The network then passes this
matrix to four convolution layers, with four pooling layers interspersed. The size of
each convolution kernel is the same as its corresponding pooling matrix. These being
5 × 5 for the first convolution/pooling pair, and 2 × 5 for the second, third, and fourth
pair.
The first convolution and pooling layers produce 32 feature maps, but this increases to
64 from the second convolution layer and onward. After the fourth pooling layer, the
feature maps are then passed to a dense layer, consisting of 8320 neurons. The result
from the dense layer is collected in an output layer, and by using the softmax function,
a class of 1-3 is chosen.

Figure 22: The final CNN used to classify the car sounds.

Between the dense and the output layers, dropout is used. During training, each neuron
suffers a 40 percent chance of being dropped on each training pass. During evaluation
however, the dropout function is disabled, allowing the network to use all available
neurons.
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The output layer is merely a dense layer consisting of one node per class, in the case for
both the synthetic and the real car data, the number of classes is three. Thus the output
layer is three neurons which are fully connected to the layer above.
The activation function of all nodes in the network, both in the convolution layers and in
the dense layer, is the ReLU. For training the network, the optimizer used is the Adam
algorithm (described in Section 2.3.4), and the cost function is cross entropy.

The CNN that used the synthetic data is a smaller version of the network described
above. The small network contains two convolutional/pooling layer pairs, and a dense
layer of 768 neurons.

4.5 Recurrent Neural Network

The RNN, shown in Figure 23, is composed of one input layer, connected to a set of two
recurrent layers, each 1000 neurons wide. The last recurrent layer connect to a dense
layer consisting of 16385 neurons, which in turn connects to the output layer.

Figure 23: The final RNN used to classify the car sounds.

The input layer formats the spectrogram data into an array with time along one axis,
and frequencies along the other. The spectrogram is then broken up into vectors along
the time axis. This means that each time step will be extracted and the corresponding
frequency spectrum will be fed into to the RNN layer. In this way, the RNN will operate
as if the network was being fed a continuous stream of data, instead of being given the
entire time span at once as is now the case.
For the RNN nodes’ activation function, tanh was chosen. This is because during the
development of the network, ReLU proved to cause an exploding gradient problem.
This problem manifested in the shape of a rapidly growing loss, and after a few train-
ing batches (depending on the batch size and network depth) the loss overflowed and
became NaN . This problem did not arise when using tanh, most likely because the

37



4 Method

output of tanh will at most go to 1 but the output of ReLU is unbounded, and will ap-
proach infinity as the input to the function increases.
The type of RNN cell was set to LSTM after some tests were made to determine which
type of cell between the LSTM and the GRU yielded the most accurate classification
result.
Dropout is applied to the two RNN layers. This dropout is applied during both training
and evaluation. This is due to an interaction of the estimator class in the TF environ-
ment, which does not support turning off dropout during evaluation.
The result from the RNN layers are then processed before being passed to the dense
layer. The processing involves discarding the output from all but the last time step. This
is not only an effort to cut down on the number of nodes and training time. But it fol-
lows that the last time step should contain the most complete information regarding the
signal, and weigh all previous classifications into the result. Hence, using all time steps
should not be required.
Finally the result is passed to a dense layer which adds a last bit of logic before the
output layer. Similar to the implementation of the CNN, the output layer contains three
nodes, one for each class. Softmax is then applied to the output layer in order to pick a
classification.
Again, like the CNN, the optimizing function used for training the network was Adam
and the cost function is the cross entropy function.

The RNN that trained on the synthetic data is, like the small CNN, a smaller version
of the network used on the recorded audio. The small RNN consists of two recurrent
layers with 128 neurons instead of 1000, and one dense layer with 128 neurons instead
of 16385.

4.6 Convolutional Recurrent Neural Network

The CRNN is made up by one input layer, feeding data to three pairs of convolution
and pooling layers. The convolutions and pooling are slightly more aggressive in the
CRNN when compared to the CNN, but still use the ReLU as activation function. The
first convolution kernel and pooling matrix is of shape 5 × 12, whilst the latter two are
of shape 3 × 12. In addition, each convolution layer uses the relu activation function,
and generates an increasing number of feature maps. These numbers being 32, 64, and
96 for layer 1, 2, and 3, respectively.

38



4 Method

Figure 24: The final CRNN used to classify the car sounds.

The feature maps are then passed to a RNN layer. The RNN layer consists of 864
cells with tanh as activation function, and uses dropout. Like the RNN in the previous
section, the LSTM nodes use dropout with a probability of 40 percent. The classification
of the RNN’s last time step is then given to the output layer which, through softmax,
decides on a classification. The classification is then, like the other networks, passed to
the Adam optimizer and the cross entropy cost function for training the network.

The CRNN used on the synthetic data instead uses two convolutional/pooling layer
pairs, and a RNN layer containing 768 neurons.

4.7 Evaluation

After initial testing and optimization on the synthetic and recorded audio data, the net-
works were subjected to evaluation. The evaluation of the various DNNs is carried out
on both the synthetic and the real life audio data sets. The synthetic data set are given to
the smaller, initial networks, while the recorded data set are used by the large networks
described in Sections 4.4 through 4.6. The tests measure the neural networks’ final ac-
curacy, recording the average and the all time best performance. In this way, the results
will be able to distinguish between networks that consistently perform well and those
that only occasionally have bursts of good performance.
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During the evaluation, the networks are given a training set and an evaluation set. The
training set makes out 90 percent of the total samples and are chosen at random; the
remaining 10 percent are put into the evaluation set. This means that the networks will
have more data to train on when compared to a 70/30 percent training/evaluation distri-
bution. But the networks still evaluate on over 140 samples in the case of the real life
audio data set, and 300 samples for the synthetic data.
The distribution of the training data when picking samples at random will favor the
classes with larger data sets; but this distribution should also be reflected in the evalu-
ation sets. The networks are trained and evaluated 20 times each. The average accu-
racy and confidence intervals over all 20 runs are noted, along with the best accuracy
achieved during any of the 20 sessions.
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5 Results and discussion

The evaluation results of 20 runs on each of the synthetic- and recorded data sets are
shown below.
Figure 25 and 26 show the three small networks’ average and best accuracy respectively.
The CNN greatly outperforms the other networks in both average- and best accuracy. It
also scores a top result of 100 percent accuracy on the evaluation data set.

Figure 25: The average accuracy of the
small networks on the synthetic audio
data.

Figure 26: The best accuracy of the small
networks on the synthetic audio data.

Figure 27 and 28 shows the the large networks’ average and best accuracy respectively
for the recorded audio data. Here, the CNN is again the top performer in both mea-
surements. The score is lower than the synthetic data set, where the best performance
does not achieve a 2/3 prediction correctness. This reduction in performance is to be
expected, however, as the recorded audio data is far more complex than the synthetic
audio. Figures 25 and 27 also shows a 95 percent confidence interval for each network
in the graph.
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Figure 27: The average accuracy of the
large networks on the recorded audio data.

Figure 28: The best accuracy of the large
networks on the recorded audio data.

An interesting point is that for both sets of data, the CNN outperformed both the RNN
and the CRNN. The most intuitive initial outlook would be that the CRNN combines
the strengths of both the CNN and the RNN. However, it seems that the CRNN brings
the apparent weakness of the RNN into the network instead. This might originate in
the RNN being badly configured in all cases. But it seems like, at least for this kind of
classification, that a dense layer is superior to a RNN when following the CNN layers.
For the synthetic data sets, the average performance of the CRNN is close to pure guess-
work (33 percent), while the RNN is markedly higher. The average score of the net-
works lie far closer on the recorded data set, where both are close to the “pure guess”
value (approximately 29 to 36 percent).
Interestingly, the CRNN lies above the RNN on best accuracy for both data sets. This
may show that the CRNN has a greater ability to learn complex structures in the data,
but it is possible that these numbers would shift by running more evaluations.
The performance of the two data sets does however point to some consistency in the re-
sult. For both data sets, the order of performance is CNN > CRNN > RNN, where the
RNN and CRNN lie close, with the exception of the average accuracy of the synthetic
data set.

The average accuracy of each class of recorded audio was taken from 10 CNN training
sessions, and are shown below.

• Audi - 49.5%

• Porsche - 47.8%

• SAAB - 34.8%

The results show a distinct drop in accuracy for the SAAB class when compared to the
other two. This may be because there are approximately 100 fewer samples for the
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SAAB car compared to the other two classes. Since the samples are taken from similar
recordings, there should not be any significant differences of the samples’ quality across
the classes.

A possible source to the difficulty in classifying the recorded data is the automatic cut-
ting that generated the majority of the sound samples. Since the audio is cut without any
discrimination, many of the sounds may contain more or less information than others.
This could result in samples that contain little data, and could lead to large fluctuations
in the evaluation result.

As seen in Figure 18, the upper half of the spectrogram is void of any frequencies.
This is not unexpected, as the humming of a car engine is low on the audible frequency
band (it is “deep” akin to a sound with a lot of bass). Because of the high sample
rate, the Fourier transform will describe frequencies just over 8 kilohertz. This may be
unnecessary, as the interesting interval seem to extend to around 500 hertz. The overall
performance might rise if the spectrogram were focused on the interesting frequency
band between 0 and 500, providing the networks with a more detailed picture of the
sound.

To summarize the results, the hypothesis that ANNs can be used to classify traits in cars
seems to be correct, as the CNN is able to differentiate between the classes to some
degree. However, a good performance is not guaranteed, and it would likely take much
more development to arrive at an accuracy level above that achieved by Nooralahiyan et
al. [29].

6 Conclusions

In this thesis project, the application of ANN on non-speech sound recognition was in-
vestigated through three DNNs.
At top classification performance of almost two out of three classes was achieved by
the DNNs. For all sets of data, the CNN displayed the best performance, both on av-
erage and when comparing the top results of all networks. This final performance of
the networks are, however, a far cry from the modern top performing sound recognition
systems, but gives hints that greater performance can be achieved through further devel-
opment.
Constructing a well performing ANN for non-trivial problems is not a simple task. The
result does, however, show that the hypothesis is proven, ANNs can be used to distin-
guish cars by the sound they produce. To conclude, the thesis provides a brief introduc-
tion to the area, and the results indicate that we may expect greater achievements in the
future.
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7 Future work

If the network is to be able to continuously classify sounds alongside a road, it would
have to know when there is no car present at all. Currently, the networks are trained on
classifying cars, but in a real life situation there is a need to be able to recognize silence
(or non-car noises) as well. In addition, the result of classifying a non-car class could
give an indication towards where the cause of the network’s poor accuracy lies. For
example, if the networks easily can distinguish drastically different sounds (like people
talking, birds chirping etc.) from engine noises, then there is most likely a need to better
process the car sound data to further accentuate the differences between the cars.

If used in a real application, the software would be required to handle a continuous
audio stream and give a classification result at some periodic time steps. This could
be achieved by implementing something akin to a sliding average, or an input window,
which constantly feeds the DNN with the last couple of seconds of recorded audio data.

Currently, the networks are trained on a Fourier transform of the audio signal. The
scale is logarithmic, but chances are that the higher frequencies that are included in the
transformed matrix still are irrelevant to the classification. This tendency can be seen in
Figures 17 and 18, where almost the entire upper half of the spectrograms are without
any meaningful information. A way to optimize and decrease the size of the data could
be to lessen the sample rate and thereby lowering the limit of frequencies that are trans-
formed. There is also a possibility of simply cutting off the generated matrix above a
certain frequency.
A decrease in data size could allow for larger batch sizes, but also free up space for
including other features of the sound (see Section 2.4) and thereby increasing the per-
formance of the networks.

It would be interesting to compile a data set that is differentiated by the acts of the cars
(passing by, idling etc.) to investigate if the DNNs are able to classify different cars in
the same state. A poor classification result there, could point towards the data needing
further processing before being useful for the networks.
There is also a possibility that different sounds provide more information than others.
For example, hearing a car start and slowly drive away will probably allow the listener
to make a more educated guess than hearing a car passing by at a high speed. It could
therefore be interesting to see if some types of samples are worth more than others, and
then train the networks only on types of sound that provide a lot of information.

For some of the networks, the loss was smaller at some point during training than it
was at the final training step. If the configuration that yielded a smaller loss is superior
to the final, it would be wise to use the optimal network for evaluation. Therefore,

44



References

another potential improvement to the system would be to implement a type of early
stopping functionality that makes sure that the final network, that is evaluated, is the
configuration that historically scored the lowest loss.

During this thesis, some parts of the networks were constant in order to lessen the num-
ber of possible configurations. For future work, a more detailed study could be made of
how these constants (like learning rate, type of optimizer, and activation function) affect
the performance of the networks.
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A Code

Shown below are the python code for the large variants of the CNN, RNN, and CRNN.
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A.1 CNN

’’’Large CNN used on the recorded data set’’’
import tensorflow as tf
import numpy as np
import sys
sys.path.insert(0, ’./../Data’)
import data_pointer as dp
import math

def cnn_model_fn(features, labels, mode):
"""Here is the model function for the CNN"""
verbose = True
ACTIVATION_FUNC = tf.nn.relu
# Input Layer
input_layer = tf.reshape(features[’x’], [-1, 16385, 211, 1])
input_layer = tf.cast(input_layer, tf.float32)
if verbose: print(’input_layer: ’ +str(input_layer.shape))

# Convolutional Layer 1
conv1 = tf.layers.conv2d(inputs=input_layer, filters=32,

kernel_size=[5,5], padding=’same’,
activation=ACTIVATION_FUNC)

if verbose: print(’conv1: ’ + str(conv1))
# Pooling Layer 1
pool1 = tf.layers.max_pooling2d(inputs=conv1, pool_size=[5,

5], strides=[5, 5])
if verbose: print(’pool1: ’ + str(pool1))
# Convolutional Layer 2
conv2 = tf.layers.conv2d(inputs=pool1, filters=64,

kernel_size=[5,2], padding=’same’,
activation=ACTIVATION_FUNC)

if verbose: print(’conv2: ’ + str(conv2))
# Pooling Layer 2
pool2 = tf.layers.max_pooling2d(inputs=conv2, pool_size=[5,

2], strides=[5, 2])
if verbose: print(’pool2: ’ + str(pool2))
# Convolutional Layer 3
conv3 = tf.layers.conv2d(inputs=pool2, filters=64,

kernel_size=[5,2], padding=’same’,
activation=ACTIVATION_FUNC)

if verbose: print(’conv3: ’ + str(conv3))
# Pooling Layer 3
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pool3 = tf.layers.max_pooling2d(inputs=conv3, pool_size=[5,
2], strides=[5, 2])

if verbose: print(’pool3: ’ + str(pool3))
# Convolutional Layer 4
conv4 = tf.layers.conv2d(inputs=pool3, filters=64,

kernel_size=[5,2], padding=’same’,
activation=ACTIVATION_FUNC)

if verbose: print(’conv4: ’ + str(conv4))
# Pooling Layer 4
pool4 = tf.layers.max_pooling2d(inputs=conv4, pool_size=[5,

2], strides=[5, 2])
if verbose: print(’pool4: ’ + str(pool4))
# Flatten tensor for output
pool_flat = tf.reshape(pool4, [-1, 26 * 5 * 64])
if verbose: print(’pool_flat: ’ + str(pool_flat))
# Dense Layer
dense = tf.layers.dense(inputs=pool_flat, units=8320,

activation=ACTIVATION_FUNC)
if verbose: print(’dense: ’ + str(dense))
# Add dropout, 0.4 probability of a neuron being dropped
dropout = tf.layers.dropout(inputs=dense, rate=0.4,

training=(mode == tf.estimator.ModeKeys.TRAIN))
if verbose: print(’dropout: ’ + str(dropout))
# Logits Layer
logits = tf.layers.dense(inputs=dropout, units=3)

# Predictions
predictions = {

# Generate predictions for PREDICT and EVAL mode
’classes’: tf.argmax(input=logits, axis=1),
# Add ’softmax_tensor’ to the graph. It is used for

PREDICT and ’logging_hook’
’probabilities’: tf.nn.softmax(logits,

name=’softmax_tensor’)
}

# Accuracy for logging
logging_accuracy =

tf.reduce_mean(tf.metrics.accuracy(labels=labels,
predictions=predictions[’classes’]))

tf.summary.scalar(’accuracy_tensor’, logging_accuracy)

# If we are in predict mode
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if mode == tf.estimator.ModeKeys.PREDICT:
return tf.estimator.EstimatorSpec(mode=mode,

name=’softmax_tensor’)

# Calculate Loss (used by TRAIN and EVAL)
if verbose:

print(’labels: ’+str(labels))
print(’logits: ’+str(logits))

loss = tf.losses.sparse_softmax_cross_entropy(labels=labels,
logits=logits)

# Add summary of the loss for Tensorboard
tf.summary.scalar(’loss’, loss)

# Create confusion matrix
conf_mat = tf.confusion_matrix(labels,

tf.argmax(input=logits, axis=1), num_classes=3)

# Logging
if labels != None:

saving_hook =
tf.train.SummarySaverHook(output_dir=’./cnn_model/’,
summary_op=tf.summary.merge_all(), save_steps=1)

logging_hook = tf.train.LoggingTensorHook({’step’:
tf.train.get_global_step(), "loss": loss,
’training_accuracy’: logging_accurac,
’confusion_matrix’: conf_mat}, every_n_iter=1)

# Configure Training OP (for TRAIN)
if mode == tf.estimator.ModeKeys.TRAIN:

train_op =
tf.train.AdamOptimizer(learning_rate=0.001).minimize(loss,
global_step=tf.train.get_global_step())

return tf.estimator.EstimatorSpec(mode=mode, loss=loss,
train_op=train_op, training_hooks=[logging_hook,
saving_hook])

# Add evaluation metrics (for EVAL)
eval_metric_ops = {

’accuracy’: tf.metrics.accuracy(labels=labels,
predictions=predictions[’classes’])

}
return tf.estimator.EstimatorSpec(mode=mode, loss=loss,

eval_metric_ops=eval_metric_ops)
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def main(unused_argv):

verbose = True
BATCH_SIZE = 5
DATA_SET_SIZE = 150

# Create the Estimator
cnn_classifier =

tf.estimator.Estimator(model_fn=cnn_model_fn,
model_dir="./cnn_model")

# Set logging to verbose
tf.logging.set_verbosity(tf.logging.INFO)

# Load in the training data
if verbose: print(’Fetching sample paths and label arrays’)
sample_file_list, label_list =

dp.get_data(’./../Data/sparse_large_test_suite’, True)
tot_num_samples = len(sample_file_list)
tot_num_labels = label_list.size

# Get shuffled index list, this will contain pointers
(idexes) to the sample and label lists. Eg,
per=[2,0,168,15...etc]

permutation = np.random.permutation(range(0,
tot_num_samples))

train_size = tot_num_samples - int(tot_num_samples/10)
training_indexes = permutation[0:train_size]
eval_indexes = permutation[train_size:]
if verbose: print(’Training list size: ’ +

str(training_indexes.shape[0]) + ’\n’ + ’Eval list size:
’ + str(eval_indexes.shape[0]))

# Loop as many times as to cover all samples
num_data_sets =

math.ceil(training_indexes.size/DATA_SET_SIZE)
for i in range(0,training_indexes.size)[::DATA_SET_SIZE]:

if verbose: print(’Reading training data set ’ +
str(int(i/DATA_SET_SIZE) + 1) + ’ of ’ +
str(num_data_sets))

train_data = []
train_labels = []

52



A Code

# Generate sample and label lists
for x in range(0, DATA_SET_SIZE):

if (x + i) > training_indexes.size:
print(’Starting to train with ’ + str(x) + ’ number

of samples due to no more data’)
break

else:
current_index = permutation[i+x]
train_data.append(np.load(sample_file_list[current_index],

mmap_mode=’r+’))
train_labels.append(int(label_list[current_index]))

# Train the model
if train_data != [] and train_labels != []:

train_data = np.asarray(train_data)
train_labels = np.asarray(train_labels)
print(train_data.shape)
print(train_labels.shape)
if verbose: print(’Training data :’ +

str(train_data.shape) + ’\n’ + ’Training labels: ’ +
str(train_labels.shape))

train_input_fn =
tf.estimator.inputs.numpy_input_fn(x={’x’:
train_data}, y=train_labels, batch_size=BATCH_SIZE,
num_epochs=None, shuffle=True)

cnn_classifier.train(input_fn=train_input_fn,
steps=math.ceil(DATA_SET_SIZE/BATCH_SIZE))

# Loop as many times as to cover all eval samples
eval_results = None
num_data_sets = math.ceil(eval_indexes.size/DATA_SET_SIZE)
for i in range(0, eval_indexes.size)[::DATA_SET_SIZE]:

if verbose: print(’Reading eval data set ’ +
str(int(i/DATA_SET_SIZE)+1) + ’ of ’ +
str(num_data_sets))

eval_data = []
eval_labels = []
# Generate sample and label lists
for x in range(0, DATA_SET_SIZE):

if (x + i) > eval_indexes.size:
print(’Starting to evaluate with ’ + str(x) + ’

number of samples due to no more data’)
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break
else:

current_index = permutation[i+x]
eval_data.append(np.load(sample_file_list[current_index],

mmap_mode=’r+’))
eval_labels.append(int(label_list[current_index]))

# Evaluate model and print results
if eval_data != [] and eval_labels != []:

eval_input_fn =
tf.estimator.inputs.numpy_input_fn(x={’x’:
np.asarray(eval_data)}, y=np.asarray(eval_labels),
batch_size=BATCH_SIZE, num_epochs=1, shuffle=False)

eval_results =
cnn_classifier.evaluate(input_fn=eval_input_fn)

print(eval_results)

if __name__ == ’__main__’:
tf.app.run()

A.2 RNN

’’’Large RNN used on the recorded data set’’’
import tensorflow as tf
import numpy as np
import sys
sys.path.insert(0, ’./../Data’)
import data_pointer as dp
import math

def rnn_model_fn(features, labels, mode):
verbose=True
num_units = 1000
num_layers = 2

dropout = tf.placeholder_with_default(tf.constant(0.6,
dtype=tf.float32), ())

input = tf.transpose(features[’x’], [0, 2, 1])

# Input layer
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input_layer = tf.reshape(input, [-1, 211, 16385])
input_layer = tf.cast(input_layer, tf.float32)
if verbose: print(’input_layer: ’ + str(input_layer.shape))

# Create the stacked RNN cells
cells = []
for i in range(num_layers):

if verbose: print(’Creating RNN-layer number ’ + str(i+1))

cell = tf.nn.rnn_cell.LSTMCell(num_units, use_peepholes =
True, forget_bias=1.0)

rnn_layer = tf.nn.rnn_cell.DropoutWrapper(cell,
output_keep_prob=dropout)

cells.append(rnn_layer)

rnn_cell = tf.contrib.rnn.MultiRNNCell(cells)

# Creates a dynamic rnn which returns all outputs in order
first to last, and the corresponding states given a input

# The output is on the form [batch_size, time, num_units]
output, state = tf.nn.dynamic_rnn(rnn_cell,

inputs=input_layer, dtype=tf.float32)
if verbose: print(’output: ’ + str(output))

# Transpose the tensor to put the time axis first
transp_output = tf.transpose(output, [1, 0, 2])
if verbose: print(’transposed output: ’ + str(transp_output))

# Get the last element in the transposed tensor
last_outputs = tf.gather(transp_output,

int(transp_output.get_shape()[0]) -1)
if verbose: print(’last outputs: ’ + str(last_outputs))

# Collect output in a dense layer
dense = tf.layers.dense(inputs=last_outputs, units=16385,

activation=tf.nn.relu)

# Create the logits layer
logits = tf.contrib.layers.fully_connected(dense, 3,

activation_fn=tf.nn.relu)
if verbose:

print(’logits layer: ’ + str(logits))
print(’labels: ’ + str(labels))
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# Predictions
predictions = {

# Generate predictions for PREDICT and EVAL mode
’classes’: #tf.nn.softmax(logits, axis=1),
tf.argmax(input=logits, axis=1),
# Add ’softmax_tensor’ to the graph. It is used for

PREDICT and ’logging_hook’
’probabilities’: tf.nn.softmax(logits,

name=’softmax_tensor’),
}

# Accuracy for logging
logging_accuracy =

tf.reduce_mean(tf.metrics.accuracy(labels=labels,
predictions=predictions[’classes’]))

tf.summary.scalar(’accuracy_tensor’, logging_accuracy)

’’’ We are in either PREDICT, TRAIN, or EVAL’’’

# If we are in predict mode
if mode == tf.estimator.ModeKeys.PREDICT:

return tf.estimator.EstimatorSpec(mode=mode,
name=’softmax_tensor’)

’’’ We are either in TRAIN, or EVAL’’’

# Calculate the loss
loss =

tf.reduce_mean(tf.losses.sparse_softmax_cross_entropy(labels=labels,
logits=logits))

tf.summary.scalar("loss_tensor", loss)
if verbose: print(’loss: ’ + str(loss))

# Logging
if labels != None:

saving_hook =
tf.train.SummarySaverHook(output_dir=’./rnn_model/’,
summary_op=tf.summary.merge_all(), save_steps=1)

logging_hook = tf.train.LoggingTensorHook({’step’:
tf.train.get_global_step(), "loss": loss, ’training
accuracy’: logging_accuracy, ’dropout’: dropout},
every_n_iter=1)
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# Set training parameters
if mode == tf.estimator.ModeKeys.TRAIN:

learning_rate=0.001
optimizer =

tf.train.AdamOptimizer(learning_rate=learning_rate)
gradients, variables =

zip(*optimizer.compute_gradients(loss))
gradients, _ = tf.clip_by_global_norm(gradients, 5.0)
train_op = optimizer.apply_gradients(zip(gradients,

variables), tf.train.get_global_step())
return tf.estimator.EstimatorSpec(mode=mode, loss=loss,

train_op=train_op, training_hooks=[logging_hook,
saving_hook])

’’’ We are in EVAL’’’
eval_metric_ops = {

’accuracy’: tf.metrics.accuracy(labels=labels,
predictions=predictions[’classes’])

}
return tf.estimator.EstimatorSpec(mode=mode, loss=loss,

eval_metric_ops=eval_metric_ops,
training_hooks=[logging_hook, saving_hook])

def main(unused_argv):
verbose = True
BATCH_SIZE = 5
DATA_SET_SIZE = 150

# Create the Estimator
rnn_classifier =

tf.estimator.Estimator(model_fn=rnn_model_fn,
model_dir="./rnn_model")

# Set logging to verbose
tf.logging.set_verbosity(tf.logging.INFO)

# Load in the training data
if verbose: print(’Fetching sample paths and label arrays’)
sample_file_list, label_list =

dp.get_data(’./../Data/sparse_large_test_suite’, True)
tot_num_samples = len(sample_file_list)
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tot_num_labels = label_list.size

# Get shuffled index list, this will contain pointers
(idexes) to the sample and label lists. Eg,
per=[2,0,168,15...etc]

permutation = np.random.permutation(range(0,
tot_num_samples))

train_size = tot_num_samples - int(tot_num_samples/10)
training_indexes = permutation[0:train_size]
eval_indexes = permutation[train_size:]
if verbose: print(’Training list size: ’ +

str(training_indexes.shape[0]) + ’\n’ + ’Eval list size:
’ + str(eval_indexes.shape[0]))

# Loop as many times as to cover all samples
num_data_sets =

math.ceil(training_indexes.size/DATA_SET_SIZE)
for i in range(0,training_indexes.size)[::DATA_SET_SIZE]:

if verbose: print(’Reading training data set ’ +
str(int(i/DATA_SET_SIZE) + 1) + ’ of ’ +
str(num_data_sets))

train_data = []
train_labels = []
# Generate sample and label lists
for x in range(0, DATA_SET_SIZE):

if (x + i) > training_indexes.size:
print(’Starting to train with ’ + str(x) + ’ number

of samples due to no more data’)
break

else:
current_index = permutation[i+x]
train_data.append(np.load(sample_file_list[current_index],

mmap_mode=’r+’))
train_labels.append(int(label_list[current_index]))

# Train the model
if train_data != [] and train_labels != []:

train_data = np.asarray(train_data)
train_labels = np.asarray(train_labels)
print(train_data.shape)
print(train_labels.shape)
if verbose: print(’Training data :’ +

str(train_data.shape) + ’\n’ + ’Training labels: ’ +
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str(train_labels.shape))
train_input_fn =

tf.estimator.inputs.numpy_input_fn(x={’x’:
train_data}, y=train_labels, batch_size=BATCH_SIZE,
num_epochs=None, shuffle=True)

rnn_classifier.train(input_fn=train_input_fn,
steps=math.ceil(DATA_SET_SIZE/BATCH_SIZE))

# Loop as many times as to cover all eval samples
eval_results = None
num_data_sets = math.ceil(eval_indexes.size/DATA_SET_SIZE)
for i in range(0, eval_indexes.size)[::DATA_SET_SIZE]:

if verbose: print(’Reading eval data set ’ +
str(int(i/DATA_SET_SIZE)+1) + ’ of ’ +
str(num_data_sets))

eval_data = []
eval_labels = []
# Generate sample and label lists
for x in range(0, DATA_SET_SIZE):

if (x + i) > eval_indexes.size:
print(’Starting to evaluate with ’ + str(x) + ’

number of samples due to no more data’)
break

else:
current_index = permutation[i+x]
eval_data.append(np.load(sample_file_list[current_index],

mmap_mode=’r+’))
eval_labels.append(int(label_list[current_index]))

# Evaluate model and print results
if eval_data != [] and eval_labels != []:

eval_input_fn =
tf.estimator.inputs.numpy_input_fn(x={’x’:
np.asarray(eval_data)}, y=np.asarray(eval_labels),
batch_size=BATCH_SIZE, num_epochs=1, shuffle=False)

eval_results =
rnn_classifier.evaluate(input_fn=eval_input_fn)

print(eval_results)

if __name__ == ’__main__’:
tf.app.run()
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A.3 CRNN

’’’Large CRNN used on the recorded data set’’’
import tensorflow as tf
import numpy as np
import sys
sys.path.insert(0, ’./../Data’)
import data_pointer as dp
import math

def crnn_model_fn(features, labels, mode):
"""Here is the model function for the CRNN"""
num_rnn_layers = 1
dropout = tf.placeholder_with_default(tf.constant(0.6,

dtype=tf.float32), ())

cnn_input_layer = tf.reshape(features[’x’], [-1, 16385, 211,
1])

cnn_input_layer = tf.cast(cnn_input_layer, tf.float32)
print(’cnn_input_layer: ’ + str(cnn_input_layer))
conv1 = tf.layers.conv2d(inputs=cnn_input_layer, filters=32,

kernel_size=[12,5], padding=’same’, activation=tf.nn.relu)
pool1 = tf.layers.max_pooling2d(inputs=conv1, pool_size=[12,

5], strides=[12, 5])
print(’cnn_layer 1: ’ + str(conv1))
conv2 = tf.layers.conv2d(inputs=pool1, filters=64,

kernel_size=[12,3], padding=’same’, activation=tf.nn.relu)
pool2 = tf.layers.max_pooling2d(inputs=conv2, pool_size=[12,

3], strides=[12, 3])
print(’cnn_layer 2: ’ + str(conv2))
conv3 = tf.layers.conv2d(inputs=pool2, filters=96,

kernel_size=[12,3], padding=’same’, activation=tf.nn.relu)
pool3 = tf.layers.max_pooling2d(inputs=conv3, pool_size=[12,

3], strides=[12, 3])
print(’cnn_layer 3: ’ + str(conv3))
# Pool will be in shape [batch_size, 9, 4, 96]

rnn_input_layer = tf.transpose(pool3, [0, 2, 1, 3])
rnn_input_layer = tf.reshape(rnn_input_layer, [-1, 4, 9*96])
rnn_input_layer = tf.transpose(rnn_input_layer, [0, 2, 1])
print(’rnn_input_layer: ’ + str(rnn_input_layer))
num_rnn_nodes = 9*96
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# Create the rnn layers
cells = []
for i in range(num_rnn_layers):

cell = tf.nn.rnn_cell.LSTMCell(num_rnn_nodes,
use_peepholes = True, forget_bias=1.0)

rnn_layer = tf.nn.rnn_cell.DropoutWrapper(cell,
output_keep_prob=dropout)

cells.append(rnn_layer)

rnn_cell = tf.contrib.rnn.MultiRNNCell(cells)

# Connect the RNN layers to the CNN
output, state = tf.nn.dynamic_rnn(rnn_cell,

inputs=rnn_input_layer, dtype=tf.float32)

# Transpose the output tensor to put the time axis first
transp_output = tf.transpose(output, [1, 0, 2])

# Get the last element in the transposed tensor
last_outputs = tf.gather(transp_output,

int(transp_output.get_shape()[0]) -1)
print(’Last outputs: ’ + str(last_outputs))
# Output layer
logits = tf.contrib.layers.fully_connected(last_outputs, 3,

activation_fn=tf.nn.relu)

# Predictions
predictions = {

# Generate predictions for PREDICT and EVAL mode
’classes’: #tf.nn.softmax(logits, axis=1),
tf.argmax(input=logits, axis=1),
# Add ’softmax_tensor’ to the graph. It is used for

PREDICT and ’logging_hook’
’probabilities’: tf.nn.softmax(logits,

name=’softmax_tensor’),
}

# Accuracy for logging
logging_accuracy =

tf.reduce_mean(tf.metrics.accuracy(labels=labels,
predictions=predictions[’classes’]))

tf.summary.scalar(’accuracy_tensor’, logging_accuracy)

61



A Code

’’’ We are in either PREDICT, TRAIN, or EVAL’’’

# If we are in predict mode
if mode == tf.estimator.ModeKeys.PREDICT:

return tf.estimator.EstimatorSpec(mode=mode,
name=’softmax_tensor’)

’’’ We are either in TRAIN, or EVAL’’’

# Calculate the loss
loss =

tf.reduce_mean(tf.losses.sparse_softmax_cross_entropy(labels=labels,
logits=logits))

tf.summary.scalar("loss_tensor", loss)

# Logging
if labels != None:

saving_hook =
tf.train.SummarySaverHook(output_dir=’./crnn_model/’,
summary_op=tf.summary.merge_all(), save_steps=1)

logging_hook = tf.train.LoggingTensorHook({’step’:
tf.train.get_global_step(), "loss": loss, ’training
accuracy’: logging_accuracy}, every_n_iter=1)

# Set training parameters
if mode == tf.estimator.ModeKeys.TRAIN:

learning_rate=0.001
optimizer =

tf.train.AdamOptimizer(learning_rate=learning_rate)
gradients, variables =

zip(*optimizer.compute_gradients(loss))
gradients, _ = tf.clip_by_global_norm(gradients, 5.0)
train_op = optimizer.apply_gradients(zip(gradients,

variables), tf.train.get_global_step())
return tf.estimator.EstimatorSpec(mode=mode, loss=loss,

train_op=train_op, training_hooks=[logging_hook,
saving_hook])

’’’ We are in EVAL’’’
eval_metric_ops = {

’accuracy’: tf.metrics.accuracy(labels=labels,
predictions=predictions[’classes’])

}
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return tf.estimator.EstimatorSpec(mode=mode, loss=loss,
eval_metric_ops=eval_metric_ops,
training_hooks=[logging_hook, saving_hook])

def main(unused_argv):
verbose = False
BATCH_SIZE = 5
DATA_SET_SIZE = 150

# Create the Estimator
crnn_classifier =

tf.estimator.Estimator(model_fn=crnn_model_fn,
model_dir="./crnn_model")

# Set logging to verbose
tf.logging.set_verbosity(tf.logging.INFO)

# Load in the training data
if verbose: print(’Fetching sample paths and label arrays’)
sample_file_list, label_list =

dp.get_data(’./../Data/sparse_large_test_suite’, True)
tot_num_samples = len(sample_file_list)
tot_num_labels = label_list.size

# Get shuffled index list, this will contain pointers
(idexes) to the sample and label lists. Eg,
per=[2,0,168,15...etc]

permutation = np.random.permutation(range(0,
tot_num_samples))

train_size = tot_num_samples - int(tot_num_samples/10)
training_indexes = permutation[0:train_size]
eval_indexes = permutation[train_size:]
if verbose: print(’Training list size: ’ +

str(training_indexes.shape[0]) + ’\n’ + ’Eval list size:
’ + str(eval_indexes.shape[0]))

# Loop as many times as to cover all samples
num_data_sets =

math.ceil(training_indexes.size/DATA_SET_SIZE)
for i in range(0,training_indexes.size)[::DATA_SET_SIZE]:
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if verbose: print(’Reading training data set ’ +
str(int(i/DATA_SET_SIZE) + 1) + ’ of ’ +
str(num_data_sets))

train_data = []
train_labels = []
# Generate sample and label lists
for x in range(0, DATA_SET_SIZE):

if (x + i) > training_indexes.size:
print(’Starting to train with ’ + str(x) + ’ number

of samples due to no more data’)
break

else:
current_index = permutation[i+x]
train_data.append(np.load(sample_file_list[current_index],

mmap_mode=’r+’))
train_labels.append(int(label_list[current_index]))

# Train the model
if train_data != [] and train_labels != []:

train_data = np.asarray(train_data)
train_labels = np.asarray(train_labels)
print(train_data.shape)
print(train_labels.shape)
if verbose: print(’Training data :’ +

str(train_data.shape) + ’\n’ + ’Training labels: ’ +
str(train_labels.shape))

train_input_fn =
tf.estimator.inputs.numpy_input_fn(x={’x’:
train_data}, y=train_labels, batch_size=BATCH_SIZE,
num_epochs=None, shuffle=True)

crnn_classifier.train(input_fn=train_input_fn,
steps=math.ceil(DATA_SET_SIZE/BATCH_SIZE))

# Loop as many times as to cover all eval samples
eval_results = None
num_data_sets = math.ceil(eval_indexes.size/DATA_SET_SIZE)
for i in range(0, eval_indexes.size)[::DATA_SET_SIZE]:

if verbose: print(’Reading eval data set ’ +
str(int(i/DATA_SET_SIZE)+1) + ’ of ’ +
str(num_data_sets))

eval_data = []
eval_labels = []
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# Generate sample and label lists
for x in range(0, DATA_SET_SIZE):

if (x + i) > eval_indexes.size:
print(’Starting to evaluate with ’ + str(x) + ’

number of samples due to no more data’)
break

else:
current_index = permutation[i+x]
eval_data.append(np.load(sample_file_list[current_index],

mmap_mode=’r+’))
eval_labels.append(int(label_list[current_index]))

# Evaluate model and print results
if eval_data != [] and eval_labels != []:

eval_input_fn =
tf.estimator.inputs.numpy_input_fn(x={’x’:
np.asarray(eval_data)}, y=np.asarray(eval_labels),
batch_size=BATCH_SIZE, num_epochs=1, shuffle=False)

eval_results =
crnn_classifier.evaluate(input_fn=eval_input_fn)

print(eval_results)

if __name__ == ’__main__’:
tf.app.run()
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