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Abstract

This work describes the effect of mismatches in different normal-voice
speaking styles on the performance of an automatic forensic voice compar-
ison system. It evaluates the performance of a forensic voice comparison
system when different datasets are used for training and testing the
system.

We had 212 recordings for training and 120 recordings for testing
the system. We first used information exchange (offender recordings)
and police interview (suspect recordings) for training and testing the
system. Then recordings paralleled extrinsic conditions but differed in
speaking styles in that all recordings used for training were of telephone
conversations. The test data remained the same as before, allowing to test
performance on the same test data but with matched and mismatched
training data. Finally, a parallel set of the test set paralleling the extrinsic
conditions of the test set but not the speaking style (all conversation)
was used for the training of the logistic regression model.

The system used was an i-vector probabilistic linear discriminant
analysis system. Many different settings were tested to adapt the system
to the training data. The settings used here should not be used in a real
forensic case as they are too low, which was due to a small amount of
training data; for a real case the practitioner would have sufficient data
available and would use higher settings.

Results were initially bad with a Cllr of about 1 with variance of up
to 0.2 when common settings for the system were used. A system with a
Cllr of 1 gives no useful information because it means that all likelihood
ratios were one, thus the strength of evidence is equal for the prosecution
and defence hypothesis. Results improved to a Cllr of around 0.5 when
settings were adapted to the data. Random number generators had to be
set to zero to prevent variance in the output. The results would be the
performance of an average system but in this case they cannot be trusted
due to the tweaking of the system to receive them.

Results did not give a final answer to the specific research question
as limitations to training data led to an insufficient amount of data to
train the system and thus to inconclusive results. They shed light on the
effects of insufficient training data on a system and how important it is
to have enough training data to do a forensic voice comparison analysis
as well as on the random seed problem. The final system should not be
used for a real forensic voice comparison analysis.
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1 Introduction

In forensic voice comparison, also known as forensic speaker recognition or
forensic speaker identification (those terms are used interchangeably and all de-
scribe the same concept), the typical scenario is that police have two recordings,
one of the offender which in many cases is some telephone intercept, and one
of the suspect which normally is a police interview. A court is faced with the
following question: has the recording of the suspect been produced by the same
speaker as the offender recording? In order to answer this question, a forensic
practitioner is consulted who will be conducting a forensic voice comparison. If
a forensic practitioner is consulted it normally means that (mostly) a police
officer found the voices of the speakers in the two samples sufficiently similar
for them to be compared. Normally, the prosecution will claim that the two
samples have been produced by the same speaker while the defence will claim
they have been produced by different speakers. It is recommended to express
the strength of the evidence as a likelihood ratio (ENFSI, 2015). An expressive
likelihood ratio will either support the prosecution or the defence and will be
presented to the court with other evidence for the court to assess it. An analysis
might result in a an unexpressive likelihood ratio, which would not support
either side.

Modern popculture has made it seem easy to say "it’s a match" but this
does not reflect reality. In popular TV shows, it can be seen how the forensic
practitioner (regardless which subfield of forensics) receives the evidence (DNA,
fingerprints, a fabric, etc.), uses their specific system for the evidence they
received and within a short time shouts out "it’s a match": the system gave
the result of a perfect match. A forensic practitioner will not tell the court "it’s
a match" nor will the whole scenario play out like in the movies. The forensic
practitioner should be presenting a likelihood ratio to express the strength of
evidence (explained in section 2.3).

Unlike fingerprints or DNA, the voice is not static, there is no vocal equiva-
lent to the former two. Different factors influence the voice. Due to the plasticity
of the vocal tract, intra-speaker variation can change the voice; e.g. a person’s
voice will be different at different ages. There are also external factors influenc-
ing the voice such as health, drugs or mood; these might only have a temporary
effect but this could have happened exactly when the recording was made. A
person repeating the same word 100 times will lead to 100 slightly different
samples, even though it was the same person saying the same word.

In forensic voice comparison the speaking style of the sample of the ques-
tioned speaker cannot be foreseen and neither can it be influenced. It might
be a telephone call intercept to a bank or a casual conversation. The suspect
speaking style can be more influenced and might be a police interview. Thus,
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the speaking style of the suspect sample might not match the speaking style of
the questioned speaker.

People use different speaking styles depending on the situation or occasion. A
person talking to their friend on the phone planning a trip will speak differently
than a person giving a speech in front of many people. A person might also
be altering their voice on purpose. Thus, comparing the voices of those two
speakers in regards of them coming from the same versus different people might
be affected by the different speaking styles.

This project is embedded in a paradigm for the evaluation of forensic
evidence which includes use of relevant data, quantitative measurements, and
statistical models, and testing of system performance under casework conditions
(see, for example, Enzinger et al., 2016; Morrison and Thompson, 2016).

1.1 Purpose and Research Question

The effects of normal-vocal-effort speaking styles have been tested on the
performance of an automatic speaker verification system (further explained
in section 2.2) but less research has been done with focus on forensic voice
comparison.

This thesis is based on the following research questions:

1. Do different normal-vocal-effort speaking styles have an effect on the
performance of a forensic voice comparison system?

2. What effect do normal-vocal-effort speaking styles have on the perfor-
mance of a forensic voice comparison system?

This thesis will explore if different speaking styles have an effect on the
performance of a forensic voice comparison system. If this question can be
answered with yes, specifically the aim is to explore whether mismatches in
normal-vocal-effort styles lead to negligible or substantial deterioration in
system performance. This means whether mismatches lead to similar results
in the performance metrics (explained in section 2.4) or if there is a bigger
difference between the results (in particular if mismatches decrease system
performance massively).

If the impact of mismatches in speaking styles on the performance on
the forensic voice comparison system are negligible under forensically realistic
conditions, it would simplify forensic voice comparison practice. The forensic
practitioner would be able to use recordings that are in a more convenient
normal-vocal-effort speaking style and would not need to match the speaking
styles for training and testing to the questioned- and known-speaker speaking
styles. Instead of using several speaking styles, they would also be able to
use only one. The easiest style to collect would probably be a conversational
speaking style if the practitioner needs recordings from a specific population
for the case. This is also the style for which existing recordings can most likely
already be found as they were collected for other purposes and the practitioner
might be able to use them for a particular case. If the impact of mismatches in
speaking styles on the system performance under forensically realistic conditions
are substantial, then it is important to train and test using data reflecting the
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speaking style mismatches of the specific case (meaning that train and test data
match the speaking style conditions for the questioned- and known-speaker
recording of the case).

This study was not able to answer its research questions but it shed light
on the importance of sufficient training data to train and test the performance
of a forensic voice comparison system. System performance ranged from bad to
average with settings for parameters that should not be used for a real case.
According to the datasets used for this study, mismatches had a negligible
effect on system performance but due to insufficient training data those results
cannot be trusted.

1.2 Organisation of Work

Chapter 2 will explain forensic voice comparison in more details, including a
background on general automatic speaker recognition, a broader related work
section with information about many different kinds of mismatches for both
speaker recognition and forensic voice comparison, strength of evidence in the
form of the likelihood ratio, followed by typical evaluation metrics explained in
more detail and typical speaking styles in forensic voice comparison. Chapter 2
will finish with detailed information about typical automatic systems used in
forensic voice comparison and their components.

Chapter 3 will first give information on the system that was used in this
study, followed by a description of the experiments. Then it will describe the
database that was used for this study, also explaining how the database was
collected. Chapter 3 will also explain how the quality of high-quality recordings
had to be changed to simulate conditions from a real forensic voice comparison
case.

Chapter 4 will illustrate system performance. Furthermore, the most im-
portant results for the different datasets and with different parameter settings
are described.

Those results will then be discussed in chapter 5 in more detail. To fully
understand the results obtained for the evaluation metrics, apart from the
metrics the components leading to the final results are discussed. It also aims
at explaining the results in terms of their reliability.

Chapter 6 will give concluding remarks about the study as well as improve-
ments for future studies.

1.3 Important Terms and Definitions

This section will define the most important terms used throughout this thesis
to avoid misunderstandings, especially because some of the terms have similar
definitions with only a minimal difference. This work will use the concept of
"forensic voice comparison".

Speaker Recognition: hypernym to all below concepts, discrimination be-
tween two speakers based on properties of their voices
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Speaker Identification: there is an unknown speaker and a number of known
speakers (unknown speaker is one of the known speakers), identification of
unknown speaker from set of known speakers based on properties of their voices

Speaker Verification: a speaker claims an identity, verification if identity of
unknown speaker is who they claim to be based on properties of their voice
and making a binary decision (accept/reject)

Offender/questioned speaker: unknown speaker, the law is interested in the
identity of the speaker because the speaker is associated with a crime or similar

Suspect/known speaker: speaker is known, someone suspected to be the
offender speaker

Forensic Voice Comparison/forensic speaker identification: determination
if a suspect speaker is the same speaker as speaker on offender recording in the
context of law by calculating a likelihood ratio by estimating probabilities of
measured differences assuming that they come from the same speaker versus
that they come from different speakers

Likelihood ratio: the ratio of two probabilities coming from two different
models, an expression of how much more likely production of data is under one
model than under the other model

Gaussian Mixture Model - Universal Background Model (GMM-UBM): au-
tomatic system, the UBM is trained on a massive amount of data of many
speakers, a GMM is trained on suspect sample, generation of score with offender
sample, suspect model and UBM and finally score to likelihood ratio conversion

i-vector probabilistic linear discriminant analysis (PLDA): automatic sys-
tem, one i-vector is calculated per recording, i-vector from offender and suspect
recording are compared to generate a score, finally PLDA is used for conversion
from score to likelihood ratio
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2 Background: Forensic Voice Comparison

This chapter will first explain the general concept of automatic speaker recogni-
tion and forensic voice comparison in particular, including mismatches that have
been studied within both. It will then focus specifically on forensic voice com-
parison, explaining the different existing approaches, followed by the likelihood
ratio and typical evaluation metrics for system performance. After explanations
of speaking styles, it will go into more detail about the systems used within
forensic voice comparison, explaining them and their components.

2.1 Speaker Recognition and Forensic Voice

Comparison

This section will first explain the general concept of speaker recognition and
then go into detail about the subfield of forensic voice comparison.

The aim of speaker recognition is the discrimination between two speakers
based on properties of their voices. Speaker identification and speaker veri-
fication are both concepts within speaker recognition. Speaker identification
aims at identifying an unknown speaker from a set of known speakers. Speaker
verification aims at the verification of an unknown speaker claiming an identity
and giving a binary decision: "Yes, this is speaker x" (accepting the speaker)
or "No, this not speaker x" (rejecting the speaker). Automatic speaker recogni-
tion uses a system for the recognition. It used to implement GMM-UBM or
i-vector PLDA systems (the systems are explained in more detail in sections
2.6.3 and 2.6.4) but current research starts to focus on the implementation of
neural networks (Ghahabi and Hernando, 2014; Lei et al., 2014; Kenny et al.,
2014; Yamada et al., 2013). Intra-speaker variability such as stress or emotions
complicates the process of recognition: the same speaker can say the same
utterance x times but they will not be exactly the same. A lot of research has
focused on building more robust speaker recognition systems to allow better
recognition performance (Reynolds and Rose, 1995). Other challenges include
transmission channel (Reynolds et al., 1995), background noise (Ming et al.,
2007), and many more (Alexander et al., 2004).

A detailed review of speaker recognition and its state-of-the-art until 2015
can be found in Hansen and Hasan (2015). There is only a small discussion
about the implementation of neural networks included as there is extensive
literature on deep learning (Hinton et al., 2012; Bengio et al., 2013) and as its
application in the field of speaker recognition is still very new.

The aim of forensic voice comparison is determining if a suspect speaker is
the same speaker as the speaker on an offender recording. Forensic means that
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it will take place in the field of law. Both similarity and typicality need to be
taken into account for this determination (further explained in section 2.3).

Although forensic voice comparison seems similar to speaker verification, it
does not output a binary decision but rather an estimation of the probability
of the observed measured differences between the speaker samples with the
assumption that they were spoken by the same speaker versus that they were
spoken by different speakers in the form of a likelihood ratio.

Current automatic approaches in forensic voice comparison still use GMM-
UBM and i-vector PLDA systems. Neural networks have not yet found their
way into automatic forensic voice comparison but might do so in the future.

It is important that both validity (accuracy) and reliability (precision) of
the system should be empirically tested reflecting the conditions of the case for
the determination of the strength of evidence (PCAST, 2016; Regulator, 2017).

Techniques used in the field of automatic speaker recognition have been used
for the development of forensic systems. A system supervised by a human is
trained and tested on carefully selected relevant data, resulting in the system’s
output being a likelihood ratio (see section 2.3; Morrison et al., 2018). This
approach is based on statistical models.

Section 2.6 explains how typical automatic systems used in forensic voice
comparison look like.

2.2 Mismatches in Automatic Speaker Recognition

and Forensic Voice Comparison

This section will both give a broad overview over work related to mismatches in
automatic speaker recognition and an overview over studies related to different
kinds of mismatches that can be found in forensic voice comparison.

Work in forensic voice comparison has rather focused on recording condition
mismatch than speaking style mismatch. Speaking style has been studied more
within automatic speaker recognition.

It has been found that many different speaker-extrinsic conditions as well
as mismatches in speaker-extrinsic conditions affect the performance of au-
tomatic speaker recognition systems and forensic voice comparison systems,
e.g., telephone transmission (Reynolds and Rose, 1995; Murthy et al., 1999),
background noise (Gales and Young, 1993; Drygajlo and El-Maliki, 1998; Ming
et al., 2007; Mandasari et al., 2012), the distance from speaker to microphone
(Jin et al., 2007, 2010; Enzinger and Morrison, 2015).

It has also been found that speaker-intrinsic conditions such as non-normal
vocal effort and mismatches in vocal effort affect the performance of an auto-
matic speaker recognition system. Conditions tested include whispering (Fan
and Hansen, 2009) and shouting or screaming (Saeidi et al., 2016; Hansen et al.,
2017).

Less research has been done on the impact of mismatches occurring in
different normal-vocal-effort speaking styles on the performance of a system.
One study which observed the impact of normal-vocal-effort speaking styles
on the performance of a speaker verification system was Shriberg et al. (2008,
2009). The normal-vocal-effort speaking styles that were tested in their study
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were interview, conversation and reading out loud. They used high-quality
recordings of 15 male and 15 female speakers of North American English. The
Gaussian mixture model - universal background model (GMM-UBM) system
that was used included joint factor analysis (JFA) and gave an error rate of
0 when no mismatch in the normal-vocal-effort speaking style existed. The
error rate when a mismatch between normal-vocal-effort speaking style existed
was between 0 and 0.83%. The results of this study suggest that the effect of
mismatches in normal-vocal-effort speaking styles are negligible. However, the
conditions for testing were easy here: high-quality recordings and a small closed
set of speakers.

In forensic casework, there is normally an alternative hypothesis, for which
a relatively large population is needed but only a fraction of it can be sampled
and which normally also includes a mismatch in the speaker-extrinsic conditions.
The ceiling effect that was observed in Shriberg et al. (2008, 2009) would not
be expected but a more substantial difference between performance on matched
and mismatched normal-vocal-effort speaking styles could be expected.

2.3 Strength of Forensic Evidence: the Likelihood

Ratio

A lay person in terms of forensic voice comparison such as a police officer will
submit the recordings for analysis because they think that the speakers on the
reocordings sound sufficiently similar to each other to be the same speaker
(Ochoa and Morrison, 2011).

In court, the prosecution will state that that the recording y (offender
recording) has been produced by speaker x (the suspect) while the defence will
state that the recording y has not been produced by speaker x but by someone
who sounds sufficiently similar to speaker x. This gives two hypotheses, which
define the likelihood ratio: the prosecution (H0) and defence (or alternative)
(H1) hypothesis. Given a speech sample y and a suspect x, the two hypotheses
normally look similar to this:

Hypothesis 1 (H0): sample y is from speaker x
Hypothesis 2 (H1): sample y is not from speaker x but from a speaker that

sounds sufficiently similar to speaker x

with LR = p(E|H0)

p(E|H1)
where E is the evidence (e.g. the acoustic properties

measured on the offender recording and the acoustic properties measured on
the suspect recording). Hypothesis 2 argues that the sample is not from speaker
x but from a speaker that sounds sufficiently similar to speaker x. This means
that the suspect speaker is not the same speaker as the speaker on the sample
but belongs to a population of speakers who sound sufficiently similar to the
suspect speaker to someone who is not a forensic voice comparison practitioner
(e.g. the police officer), so that this someone would submit the suspect speaker’s
recording for a forensic voice comparison with the speaker on the sample (Ochoa
and Morrison, 2011).
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The greater the value of the likelihood ratio, the stronger is the strength of
evidence.

Normally, the likelihood ratio is expressed in the logarithmic scale as

Λ(y) = logp(y|H0) − logp(y|H1). (1)

A relevant population is needed for the calculation of the likelihood ratio;
among others, Hughes and Foulkes (2017) point out that the denominator of
the likelihood ratio is calculated with the relevant population. It is important
here that the relevant population is relevant for the specific case in question,
thus every case needs specifically tailored relevant population (e.g. no females in
the population if the original recordings are from males). It is from the relevant
population that the offender could have come. While Rose (2004) argues that
the relevant population should include speakers which have e.g. the same sex
and speak the same language as the offender, Gold and Hughes (2014) argue
that this would not capture intra- (such as stress) and inter-speaker (such as
channel) variability completely. Morrison et al. (2012a) explain the importance
of the relevant population being sampled according to the offender recording,
that is it should contain speakers that sound sufficiently similar to the offender
speaker. As the offender and suspect recording have normally been handed
in for comparison by a police officer or similar (not a forensic practitioner),
the relevant population should include speakers that sound sufficiently similar
to the offender speaker that a person who is not a forensic practitioner can
come up with the same-speaker hypothesis (Morrison et al., 2012a). Hughes
and Foulkes (2015) argue that a problem here is that without the knowledge of
who the offender is, it is difficult to pinpoint a population that they come from.
There is a lot of between-speaker variation that can have an influence on the
relevant population such as age, the regional background and ethnicity.

The jury or the trier-of-fact might have prior odds, which should then be
multiplied with the likelihood ratio to obtain the posterior odds. It is very
important to note that a forensic practitioner should never give posterior odds
but only the likelihood ratio. It is the forensic practitioner’s job to calculate the
likelihood ratio. The forensic practitioner should also not be biased in any way
(cognitive bias) as this might influence the results (i.e. look only for evidence to
support their hypothesis and not to challenge it). They have to stay neutral and
cannot let anything influence their result. The posterior odds are calculated by

prior odds x likelihood ratio = posterior odds. (2)

If the forensic practitioner testifies that it is 1000 times more likely (like-
lihood ratio = 1000) to find the differences between the two samples under
hypothesis 1 than under hypothesis 2, then regardless of the trier-of-fact’s
prior belief, now they should be 1000 times more likely to believe that the
samples come from the same person. If the forensic practitioner testifies that it
is 1000 times more likely to find the differences under hypothesis 2 than under
hypothesis 1 (likelihood ratio = 1

1000
), then regardless of the trier-of-fact’s prior

belief, now they should be 1000 times more likely to believe that the samples
come from different people.

The numerator of the likelihood ratio is the similarity and the denominator is
the typicality factor. It is not only important to consider the similarity between
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samples but also their typicality with regards to the relevant population, that
is how rare or common the features found in offender and suspect sample are
(e.g. the pronunciation f a letter). If there is more similarity and less typicality,
it can be seen as more support for hypothesis 1, while less similarity and more
typicality mean more support for hypothesis 2. If two samples are found to
have a very similar property, it is not of very great support if that property is
very typical and thus a random sample from the relevant population could be
found as similar. If two samples are found to have a very similar but atypical
property, a random sample from the relevant population will most unlikely be
equally similar.

Why the likelihood ratio?

The likelihood ratio is a measurement of strength of support for one of two hy-
potheses. Not only is it accepted between practitioners but also by the European
Network of Forensic Science Institutes, who refer to it as the scientifically ac-
cepted measure, which is logical defensible (ENFSI, 2015). Arguments in favour
of the likelihood ratio include the use of relevant data, the use of quantitative
measurements and the use of statistical models. A system will first be trained
and tested under conditions that reflect the case in order to validate it. The
model will then output a likelihood ratio, which is transparent, replicable and
not influenced by cognitive bias. Empirical calibration and testing is simplified.

The use of correct-classification rates and classification-error rates would not
be an adequate measurement in forensic voice comparison. Due to them being
based on posterior probabilities, they cannot be used as posterior probabilities
are calculated by multiplying the prior probabilities by the likelihood ratio
and a forensic practitioner should never use or have prior probabilities (an
mentioned before). Furthermore, those rates do not take different strengths of
evidence into account: the likelihood ratio can be any numerical value, not only
correct/wrong, (Morrison, 2011). The strength of evidence is also later needed
when training and testing the system to assess the accuracy of the system (with
the log likelihood ratio cost).

Due to this many forensic experts, practitioners, scientists and legal scholars
(not only from the subfield of forensic voice comparison) agree that the likelihood
ratio (LR) is the correct measure to use in evaluating forensic evidence (Rose,
2002; Aitken et al., 2011; ENFSI, 2015; Drygajlo et al., 2016; Morrison and
Thompson, 2016).

2.4 Evaluation Metrics

Before the forensic practitioner can present their likelihood ratio in court, they
have to empirically train, test and evaluate their system.

System performance in this study will be assessed using metrics and graphics
suitable for use with the likelihood ratio framework for the evaluation of forensic
evidence (Morrison, 2011; Meuwly et al., 2017), namely the log likelihood ratio
cost (Cllr pooled) and a Tippett plot. Both metrics use the log likelihoods
determined for the test pairs by the system but represent them differently. They
use the same input but output them in different ways. A forensic practitioner
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might decide to use other evaluation metrics as well to assess the performance
of their method and system (such as 95% credible interval). The following
sections only discuss the evaluation metrics used in this work.

These metrics assess the performance of the system, they do not give the
final likelihood ratio for the case. The forensic practitioner needs these before
conducting the real forensic voice comparison in order to ascertain how well
their method works. After this, they go on with determining the (log) likelihood
ratio of their case.

The practitioner will first train and test the system with relevant data
for the case but will not yet use the case recordings. They will observe the
system performance with different evaluation metrics such as Cllr and Tippett
plots and only perform the actual forensic voice comparison analysis once
the performance of the system is adequate. Then they will be using the case
recordings and obtain a (log) likelihood ratio.

Those performance metrics are more relevant to the forensic practitioner
and not to the court (although the court might be interested in them too). A
court is most interested in the likelihood ratio but sometimes might also ask for
the performance of the system used, thus the practitioner should explain the
metric(s) they used properly. It is for the practitioner to ascertain the method
they are using is working well. The performance results need to be obtained
before the real analysis can be performed.

2.4.1 Log Likelihood Ratio Cost

The log likelihood ratio or Cllr is a cost function (Brümmer and Du Preez,
2006).

This value is the performance of the system; it gives the accuracy of the
system. This means the higher the log likelihood ratio cost, Cllr, the worse the
system.

The system is presented with the test pairs and will do both same-speaker
comparisons and different-speaker comparisons. It is known beforehand which
ones are same-speaker and which ones are different-speaker comparisons, so
the output of the system is compared with this.

Morrison and Enzinger (2016) point out that the higher the likelihood ratio
if the test pair include the same speakers the better the system performance.
They also mention that for each same-speaker comparison, a penalty value
is added to the result. Big positive log likelihood ratio values give a small
penalty value, big negative log likelihood values give a big penalty value, and
log likelihood ratios close to 0 give an intermediate one. It is the other way
around for different-speaker pairs, where a smaller likelihood value means
better system performance and for each different-speaker comparison, a penalty
value is added to the result. Each test comparison done leads to a penalty
value assigned to the result. Cllr is the average of all those penalty values and
calculated as described below:

Cllr =
1
2





1
Nss

Nss∑

i=1

log2(1 +
1

LRssi

) +
1

Nds

Nds∑

j=1

log2(1 + LRdsj)
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with LRss being the likelihood ratio for same-speaker test pairs, LRds for
different-speaker test pairs, Nss the number of same-speaker comparisons and
Nds the number of different-speaker comparisons. The left part of the function
calculates the mean of the output of same-speaker comparisons, the right part
of the function the mean of different-speaker comparisons. The Cllr gives the
mean of the output of the left and right part of the function (mean of two
means).

A Cllr of 1 means that the system does not give any useful information
(the likelihood ration is always 1). Improved system performance results in a
decreased Cllr, thus the smaller this value, the better the performance of the
system. Performance is better with a correct likelihood ratio (Meuwly et al.,
2017)

The log likelihoods used for the calculation of the Cllr are the ones obtained
from the same-speaker and different-speaker comparisons from the test pairs.
This is to solely test the performance of the system, not to give the final case
likelihood ratio.

If the method used works well (good Cllr), the forensic practitioner will
finish the evaluation of their system and continue with the real forensic voice
comparison analysis. For the calculation of the Cllr many log likelihood ratios
are needed, for the final forensic voice comparison analysis the system will
only output one value, the log likelihood ratio. Although the Cllr needs log
likelihood ratios, it is an evaluation metric evaluating the performance of the
system while the likelihood ratio is the strength of evidence. The individual log
likelihood ratios used for the calculation of the Cllr are not the final result but
only used for testing. Those log likelihood ratios and the the final likelihood
ratio are two completely different results calculated for different purposes.

2.4.2 Tippett Plot

Meuwly et al. (2017) describe a Tippett plot as the visual representation of
the cumulative distributions of all (log) likelihood ratios. The curves show the
cumulative proportions of likelihood ratios given that each hypothesis is true.

For the practitioner, the main interest in the Tippett plot are the two
curves, that is their shape and where they cross each other and the middle line.
Wide curves and a low crossing point are the aim as this would represent a
well-working system. Wide curves mean big log likelihood ratios. The curves
crossing the middle line at a very low point mean that only few (or no) speaker
comparisons were classified wrongly.

Figure 2.1 shows an example of a Tippett plot. This Tippett plot is the
plot of one of this study’s experiments.

Morrison and Enzinger (2016) describe a Tippett plot as follows: The curve
on the right shows results for same-speaker comparisons and the one on the
left for different-speaker comparisons. The further the curve for same-speaker
comparisons to the right and the one for different-speaker comparisons to the
left the better the system performance. The equal error rate (EER) can be
read at the position where the two curves on the y axis cross. The lower the
point where they cross (the lower the cumulative proportion for small (log)
likelihood ratios) the better.
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Figure 2.1: Example of a Tippett Plot

On the y axis the cumulative proportion of the log likelihood ratios with
values that are either equal to or less than values on the x axis for results
obtained for same-speaker comparisons are indicated. On the y axis the cumu-
lative proportion of the log likelihood ratios with values that are either equal
to or bigger than values on the x axis for results obtained for different-speaker
comparisons are indicated.

Where the Cllr assigns penalty values to log likelihood ratios and outputs
the mean of those penalty values. The Tippett plots show the cumulative
proportions of the log likelihood ratios. The proportion under the curve show
how many log likelihood ratios in total have a value up to the value on the
y-axis.

A Tippett plot can also be explained in a simpler manner. The one shown in
figure 2.1 lets the practitioner know that their system is performing averagely.
The same- and different-speaker curves have some distance to the green middle
line, but still not very wide. The cumulative proportion of wrong same-speaker
and also different-speaker comparisons is 0.2. This means that about 1

5
of

same-speaker pairs shave been classified as different-speaker pairs and about 1

5

of different-speaker pairs have been classified as same-speaker pairs.
The lower the Cllr, the better will also be the Tippett plot, that is the

wider the curves will be. On the other hand, an ignorant system would assign
likelihood ratios of 1 to all comparisons (regardless if same-speaker or different-
speaker comparisons), which would also lead to a Cllr of 1, and the curves of
the Tippett plot being as close to the middle line stating "0" as possible.

An omniscient system would assign very high log likelihood ratios to same-
speaker comparisons and very low ones to different-speaker comparisons, re-
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sulting in a Cllr of 0 (perfect performance) and the curves on the Tippett plot
being as far from each other as possible.

2.5 Typical Speaking Styles in Forensic Casework

The three most common speaking styles found in forensic casework are tele-
phone conversation, police interview and information exchange over telephone
(Morrison et al., 2012b). Police interview is probably the most difficult style to
obtain as the suspect has to be brought to the police station for the interview,
making it a time-consuming and costly speaking style. The same goes for
the relevant population. Morrison et al. (2012b) collected a database of 500+
Australian English speakers (Morrison et al.) in those three speaking styles
for the use in forensic casework. The collection of the database is explained in
more detail in section 3.3.

2.6 Systems and System Components used in

Forensic Voice Comparison

This section will explain the different systems and system components that are
used in an automatic approach. Two different systems that are commonly used
in forensic voice comparison are discussed in detail. Subsections 2.6.1 and 2.6.2
are components that are needed in both systems, thus they are explained before
the systems. Both systems use mel frequency cepstral coefficients (MFCCs;
Davis and Mermelstein, 1980) for the extraction of features from the recordings
and voice activity detection (VAD) for detecting when the speaker is talking
on the recording, eliminating pauses and noise. Components specific only to
one system will be explained within that system’s subsection.

2.6.1 Mel Frequency Cepstral Coefficients (MFCCs)

Mel frequency cepstral coefficients (MFCCs; Davis and Mermelstein, 1980) is the
most common method for feature extraction in automatic speaker recognition
and forensic voice comparison.

First, the speech signal is framed into 20ms hamming windows (this is
not a set number, it is normally between 20ms and 40ms), then the Discrete
Fourier Transform (DFT) or Fast Fourier Transform (FFT), which is an
optimisation of the DFT, is taken to calculate the power spectrum. A mel-scale
filter bank consisting of 26 vectors is multiplied with the power spectrum,
which leaves 26 numbers indicating how much energy is contained in each
filter bank. The logarithm of each filter bank is taken.The cepstral coefficients
are computed by using the Discrete Cosine Transform (DCT) of the 26 log
filter bank energies. Usually, only the 1st to the 14th coefficient are kept for
automatic speaker recognition purposes. The hamming windows advances
10ms and all previous steps are repeated. All previous steps are repeated
until measurements for all sections belonging to the speaker of interest have
been made. Each MFCC vector normally has a delta vector appended (Furui,

18



speech
signal

windowing fast fourier
transform

mel-scale
filter bank

log
discrete
cosine

transform

feature
vectors

(MFCCs)

Figure 2.2: Steps to extract MFCCs

1986) and the MFCC + delta vector might have a double delta vector ap-
pended. Figure 2.2 gives a graphic representation of the steps to obtain MFCCs.

2.6.2 Voice Activity Detection (VAD)

As only the speech of the speaker of interest is important for the analysis, either
before or after the extraction of the MFCCs, their speech should be isolated,
that is speech of other speakers, noise and silence should be excluded. The start
and end of every utterance that is of interest is marked (called voice activity
detection, VAD), either manually or automatically. If an automatic approach
is used the output might be checked manually and corrected if necessary.

2.6.3 Gaussian Mixture Model - Universal Background

Model (GMM-UBM)

The Gaussian Mixture Model - Universal Background Model (Reynolds et al.,
2000), abbreviated GMM-UBM, is one of the two main models used in forensic
voice comparison, the other one being i-vector PLDA (explained in 2.6.4).
GMM-UBMs have been in use for about 15-20 years in the field of forensic
voice comparison.

The typical steps of a GMM-UBM system are show in figure 2.3 to 2.6
(Enzinger, 2015):

Figure 2.3: Step 1: Train the UBM on relevant population

data from
relevant population EM UBM

Gaussian Mixture Model (GMM)

A Gaussian Mixture Model (GMM) is simply a probability density function
(PDF) (Reynolds, 2008a). Gaussian probability density functions (PDF) are
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Figure 2.4: Step 2: Train the GMM with data from suspect sample
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Figure 2.5: Step 3: Calculate a score with data from offender sample
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Figure 2.6: Step 4: Transform score into likelihood ratio with logistic regression
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combined and used for the modeling of multivariate data. Continuous measure-
ments are made and a probability distribution is modeled (Reynolds, 2008a).
To obtain these probability density functions, Gaussian distributions are added
together. A GMM is represented as

y =

G∑

g

wgf(x|µg,Σg) 1 =

G∑

g

wg (3)

where G is the number of component Gaussian distributions, f(x|µg,Σg)

is the multivariate distribution, µg is the mean vector, wg are the mixture
weights and Σg is the covariance matrix. The mixture weights sum up to 1.

A GMM uses either the Expectation-Maximization (EM) algorithm or
the Maximum A Posteriori (MAP) estimation for estimating its parameters
(Reynolds, 2008a).
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Universal Background Model (UBM)

Reynolds (2008b) describes the universal background model (UBM) as a general
representation of person-independent characteristics which will be compared
against a model with characteristics specific to a person.

The UBM is trained to represent the alternative hypothesis. Speech from
speakers representing the relevant population is pooled to train the model.
In other words, the UBM is simply a very large GMM trained to represent
speaker-dependent features (Reynolds, 2008b). The speaker-independent UBM
is used to adapt the speaker-dependent GMMs. For this, the case-specific
relevant population is used in order to represent all possible alternatives to the
suspect and to train the UBM.

2.6.4 i-vector PLDA

The i-vector PLDA approach is a younger approach than the GMM-UBM
approach and slowly starting to replace it, or rather being used more commonly
than GMM-UBM systems (Bousquet et al., 2013).

Dehak et al. (2011), who first introduced i-vectors, aimed at developing an
i-vector with low dimensions but the ability to be highly discriminative from
a supervector that was dependent on both the speaker and sample. For this,
they used a total variability matrix.

The typical architecture of an i-vector PLDA system can be seen in figure
2.7.

Audio
input

feature
extraction

VAD
UBM-

training

T-matrix
training

i-vector
extraction

LDAPLDAscore

Figure 2.7: General architecture of i-vector PLDA system

The following subsections will explain i-vectors and PLDA in more detail
individually, followed by a description of the approach in general.

i-vector

The i-vector is short for both "identity vector" or "intermediate vector".
The goal of an i-vector system is to model all the variability that is in

the training data and subsequently build a low-dimensional vector of those
information (Matějka et al., 2011).

21



The speaker- and channel-independent GMM-supervector is represented as
follows :

ms = m+ Tws (4)

with
ms = speaker- and channel-dependent GMM-supervector
s = utterance of speaker s
m = speaker- and channel-independent GMM-supervector
T = total variability matrix
and
w = i-vector.
First, a UBM is trained on feature vectors such as the MFCCs and deltas

for the generation of an i-vector from a recording. Those feature vectors were
extracted from recordings of the relevant population. A GMM is trained for
every recording with the mean-only maximum a posteriori (MAP) adaptation
for ever recording. This results in the mean vectors having a similar structure
(all adapted from the same UBM). All mean vectors from all GMM components
are used to build the supervector; and one supervector for each recording of each
speaker is built. Linear discriminant analysis (LDA) is used for the reduction
of dimensions by using only the first dimensions to capture the variance in the
data. It is common to reduce the supervectors to 200 or 400 dimensions; those
reduced supervectors are the i-vectors.

In reality, the procedure is a bit different. A brief summary of the i-vector
PLDA approach is explained in section 3.1.1.

PLDA

Probabilistic linear discriminant analysis (PLDA, Prince and Elder, 2007) is,
as the name suggests, the probabilistic version of linear discriminant analysis
(LDA) and is an extension of joint factor analysis (Matějka et al., 2011).
Joint factor analysis finds correlations between coordinates of a feature vector
representing a speech utterance. Different variants of PLDA exist (see Sizov
et al., 2014 for three different variants). LDA is used for dimension reduction.
PLDA aims at robust recognition even under varying conditions. PLDA is
needed for the calculation of the likelihood ratio when using i-vectors.

PLDA can be expressed as

φij = µ+ Vyi +Uxij + εij (5)

yi ∼ N(0, I) (6)

xij ∼ N(0, I) (7)

εij ∼ N(0,Λ−1) (8)

where φij is a vector that represents a speaker sample (normally this
is an i-vector) from speaker i, a global mean µ, columns of matrices V ∈

RDxP and U ∈ RDxM spanning within- and between-individual subspaces,
vectors yi (Ry, dimension of speaker subspace) and xij (size Rx, dimension of
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channel subspace), εij a noise variable and Λ a diagonal precision matrix. All
variables are independent: independence of speaker between speaker samples
and independence of channel and noise variable between samples.

Feature-Domain Mismatch Compensation Techniques

The i-vector approach does not have any feature-domain mismatch compensa-
tion methods per se. There are different mismatch compensation approaches
such as cepstral mean normalization (Furui, 1981), central mean and variance
normalization (Prasad and Umesh, 2013), and feature warping (Pelecanos and
Sridharan, 2001).

In this study we use feature warping (Pelecanos and Sridharan, 2001),
which is implemented in the MSR identity toolbox (Sadjadi et al., 2013a,b).
In this approach, there is the assumption that noise corrupted the features.
It is also assumed that a modification of the original distribution led to their
distribution. Feature warping conditions and conforms the features in order
to handle channel mismatch and additive noise. This means that there is a
specific interval of frames over which it matches the cumulative distribution of
those features to the target one. A Gaussian distribution (zero mean and unit
variance) is commonly used.

Calibration

A system in forensic voice comparison will calculate a score which then has to be
converted into a likelihood ratio. A common approach is to use logistic regression
(Pigeon et al., 2000; Morrison, 2013). For this study, an implementation in
the FoCal toolkit was used (Bruemmer, 2007). The regularization coefficient
was 0.001 (Morrison, 2009).A cross-validated procedure is commonly used to
train the calibration model, also known as score to likelihood ratio conversion
model. To calibrate a same-speaker score, all scores calculated for recordings
of this speaker (as part of the offender versus suspect pair) was not used for
the training of the model. To calibrate a different-speaker score, all scores
calculated for any of the two speakers (as part of the offender versus suspect
pair) were not used for the training of the model. Weights calculated by the
logistic regression model were used to convert scores to likelihood ratios.
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3 Methodology

The performance of an i-vector PLDA system will be evaluated under forensi-
cally realistic condition using data specifically collected for the use in forensic
casework. Typical measures in forensic voice comparison, Cllr and Tippet plots,
are used for the evaluation of the system.

3.1 Forensic Voice Comparison System: MSR

Identity Toolbox

An i-vector PLDA (Dehak et al., 2011) system implemented in open-source
freeware, MSR Toolkit (Sadjadi et al., 2013a,b) will be tested.

MSR Toolbox is a Matlab ® toolbox for forensic voice comparison. It is an
open-source toolbox that was developed at Microsoft Research and is available
to use for noncommercial purposes. It contains a collection of Matlab ® tools
and routines for voice comparison. It allows the implementation of both a
GMM-UBM model and i-vector PLDA systems. The motivation for only using
an i-vector PLDA system in this study comes from the current shift in forensic
voice comparison where i-vector PLDA systems have gained popularity and
GMM-UBM systems are slowly becoming more uncommon.

The system was trained and tested with many different settings for different
parameters, all of them listed below. If a parameter has several settings following
it means that those settings were tested one after the other with different
combinations for settings for other parameters. Not all settings were tested with
each other: it would not have made sense to e.g. test 50 i-vector dimensions
with 100 LDA dimensions, there have to be more i-vector dimensions than LDA
dimensions. Table 3.1 shows all setting combinations tested. If one of the below
parameters is not in the table it means it was not changed.

• Resampling of signal: 8000 samples per second

• MFCCs: 14

• Frame length: 20ms

• Frame advance: 10ms

• Frequency range: 300 – 3400 Hz

• Number of filters: 26

• Mismatch compensation: Feature warping
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• Compensation window: 3000ms

• Number of Gaussians: 512, 256, 128

• Number of iterations final model: 10, 15

• Downsample factor: 1

• I-vector dimensions: 200, 100, 50

• Number of iterations T matrix training: 5, 10, 30, 50, 75

• LDA dimensions: 100, 50, 25

• Number iterations PLDA training: 10, 25, 50

These settings do not mirror the normally used settings (200 or 400 i-vector
dimensions, 512 or 1024 Gaussians) due to the adaptation to the amount of
training data (see section 3.3 for details).

Gaussians i-vector dim iter T-matrix LDA dim iter PLDA
1 512 (10) 200 5 100 10
2 512 (10) 200 5 50 10
3 512 (10) 100 10 25 10
4 512 (10) 50 30 25 10
5 512 (10) 50 50 25 25
6 512 (10) 50 75 25 50
7 256 (10) 200 5 100 10
8 256 (10) 200 5 50 10
9 256 (10) 100 5 50 10
10 256 (10) 100 50 50 25
11 256 (10) 100 10 25 10
12 256 (10) 50 20 25 10
13 256 (10) 50 30 25 10
14 256 (10) 50 50 25 25
15 256 (10) 50 75 25 50
16 256 (15) 50 50 25 25
17 256 (15) 50 75 25 50
18 128 (10) 50 50 25 25

Table 3.1: Parameter setting combinations

3.1.1 The i-vector PLDA system

This explanation is a specific explanation for the i-vector PLDA approach used
in this study. The i-vector PLDA approach may vary in other studies. The
i-vector approach used here is the same as used in da Silva and Medina (2017).

The i-vector PLDA framework follows the following quotation

25



xij = m+ Vhi + εij (9)

with
xij = i-vector from j-th session of i-th speaker
m = global mean of all i-vectors
V = speaker subspace
hi = speaker factor
and
εij = residual noise with full covariance N(0, Σ)

Offender and suspect speaker are represented as i-vectors. The procedure
for the estimation of those is called eigenvoice adaptation. The i-vector, which
includes both speaker and intersession variability, is the representation of a
GMM-supervector in a single subspace in a low dimension and is calculated
according to equation 4 in section 2.6.4. The total variability matrix T defines
the subspace and is learned from training data. For the extraction of i-vectors,
Baum-Welch statistics are used and transformed with the T-matrix and the
UBM covariance matrices. The Baum-Welch statistics are calculated for the
given utterance with regards to the components of the UBM. The Baum-Welch
statistics and the UBM covariance matrices are used for training the T-matrix.
LDA is used for the reduction of the i-vector dimensionality. The i-vectors are
applied with a whitening transformation before PLDA is modeled with the
i-vector after it has been processed by LDA, the mean vector and the whitening
matrix (which has been computed with the i-vector training set). After this,
the system score for each two i-vectors will be calculated with the log likelihood
ratio with the hypothesis H0 that both i-vectors come from the same speaker
versus the hypothesis H1 that they come from different speakers. The calculated
PLDA score can be used for the conversion of score to likelihood ratio.

3.2 Experiments

The system was trained and tested under three conditions: with matching
training and test data speaking styles, with mismatching training and test data
speaking styles and with matching and mismatching (mixed) training and test
data speaking styles. The same test data was used throughout all conditions
but training data differed as can be seen in table 3.2. Specific information about
the datasets is given in 3.2.5.

Match Mismatch Mixed
Training data fax & int conv conv
Test data fax & int fax & int fax & int
Logreg data fax & int conv fax & int

Table 3.2: Matched, mismatched and mixed training and test data; informa-
tion exchange over the telephone (fax), police interview (int) and telephone
conversation (conv)
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212 recordings from 106 speakers (with 106 recordings in questioned-speaker
condition and 106 in known-speaker condition) were used for training data,
and 120 recordings from 60 speakers (with 60 recordings in questioned-speaker
condition and 60 in known-speaker condition) were used for test data.

All recordings are high-quality microphone not telephone recordings. For
this study the high-quality had to be changed to telephone recording quality.
Due to the recordings being high-quality they can easily be transformed to
simulate the extrinsic conditions of the offender or suspect recording needed
for this study. Simulation of extrinsic conditions to change the high-quality
recordings to forensically realistic conditions are explained in section 3.5.

3.2.1 Extrinsic Conditions of Recordings

The offender recording was an information exchange over the phone, recorded
though a landline telephone bandpass, with background office noise and saved
in a lossy compressed format. The suspect recording was a simulated police
interview with reverberation and ventilation-noise and saved in a different
compressed format. As the recordings from the database were high-quality
audios, they were passed through filters etc. for the simulation of the speaker-
extrinsic conditions (as explained in sections 3.5.1 to 3.5.4).

3.2.2 General Outline of Experiments

First, both training and test data for offender and suspect recordings were
in those speaking styles, that is offender recordings in information exchange
and suspect recordings in police interview, and passed through filters to mirror
extrinsic conditions. Then we kept the same test data but we changed the
training data. We used recordings from the same speakers in the same sessions
as in the original training data but in conversation style. Similar to before,
the high-quality recordings were passed through filters etc. to simulate the
extrinsic recordings conditions. This way the new training data paralleled
the original training data in speakers, sessions and extrinsic conditions but
not in speaking style as both the offender and suspect recordings were now
in conversation style rather than information exchange and police interview
respectively. The speaking styles of the test data remain the same as in the
original test data. This allows testing the performance of the system on the
same test data, one time when the intrinsic conditions of the training data
reflect the same mismatched intrinsic conditions of the test data and one time
with the training data reflecting a single speaking style that is different from
both the offender and suspect intrinsic condition of the test data. This would
be the most convenient speaking style to use as it is easier to collect or can be
found in already existing databases.

There were 60 same-speaker comparisons and 3540 different-speaker com-
parisons per setting combination per training dataset.

3.2.3 Generation of Scores

Scores were generated for comparisons of pairs of recordings from 60 speakers.
Cross-validation was used for the training of the logistic regression model for
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converting the test scores to a likelihood ratio for the initial training conditions,
which was information exchange and police interview. For the training condition
using only the conversation speaking style, the logistic regression model was
trained on a set of scores that were derived from a parallel set of scores that
were generated from a parallel set of recordings of the same 60 speakers but in
conversation speaking style. As it might sound slightly confusing that it was
trained on test data, the procedure is discussed in more detail in section 3.2.4.
The same cross-validation procedure as before was used. All scores based on
comparisons that included any recordings from the one or two speakers whose
recordings were the pair of recordings being tested were excluded from the
cross validation procedure.

3.2.4 Cross-Validation

Cross-validation is only used for calibration, that is for the training of the
logistic regression model. Cross-validation uses either the original test data or
the parallel test data to calibrate the scores, that is to convert them from score
to likelihood ratio. Although it might sound strange that test data was used for
training, it is important to keep in mind here that the test data was not used
for the training of any component of the system, it is only used after the system
has been fully trained with the training data and only needs to be evaluated
with the test data. For the calibration step it is necessary to use the test data:
it is important that the logistic regression model is being trained with test
data (either case-relevant or case-irrelevant data). All scores of the speaker (if
same-speaker comparison) or speakers (if different-speaker comparison) whose
scores are calibrated are held out and all scores that remain are used for the
training of the logistic regression model. Then all pairs of recordings from both
speakers of the pair are calibrated.

The cross-validation in this case works in a specific way: the data is split
in that the speaker (if it is a same-speaker comparison) or speakers (if it’s
a different-speaker comparison) is not included in the data for cross valida-
tion. This means that every single speaker comparison pair with that specific
speaker/s is excluded. If the score for speaker 1 is calibrated, all scores from
their comparisons (from both same- and different-speaker comparisons) are not
used but ignored.This means that when it was a same-speaker comparison, 119
scores were excluded and 3481 included and when it was a different-speaker
comparison 236 scores were excluded and 3364 included.

3.2.5 The Datasets

In this study, three different datasets are used. All datasets consist of training
and test data. In a real forensic voice comparison analysis the practitioner has
two recordings, one from the offender and one from the suspect. Those two
recordings will most likely have two different extrinsic conditions and speaking
styles. This means that the data used for training and testing the system in
this study should resemble the extrinsic conditions, thus half of the training
and test data should be in offender extrinsic condition and the other half in
suspect extrinsic condition. Because of this each speaker in both training and
test data has two different recordings, one in offender extrinsic condition and
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one in suspect extrinsic condition. The speaking styles used in the test data
will not change for any dataset. The speaking style for the training data will be
different for different datasets. The three datasets are the following: matched
speaking styles (training and testing only on case-relevant data), mismatched
speaking style (training of system and logistic regression on case-irrelevant
data) and mixed data (training of system on case-irrelevant data but training
of logistic regression on case relevant-data).

Dataset 1: Matched

The first dataset includes matching speaking styles for both training and test
data: out of the two recordings per speaker, the first recording will be an
information exchange (questioned speaker condition) and the second one a
police interview (known speaker recording) for both datasets (see match in
table 3.3). The system will only be trained with case-relevant data.

Dataset 2: Mismatched

For the mismatched dataset, the speaking styles of training and test data
will be mismatched: all recordings in the training data (the questioned and
known speaker recordings) will be conversation style. For the test data, the first
recording of each speaker will be information exchange (questioned speaker
recording) and the second recording will be a police interview (known speaker
recording). The logistic regression, which is used for the conversion of scores to
likelihood ratio, has to be trained on the test data but as this dataset will be
completely mismatched, there will be a parallel set of the same speakers as in
the original test data but in conversation style to train the logistic regression
model (see mismatch in table 3.3) but the same original test data as in the
previous dataset is used for testing the system. The system will only be trained
with case-irrelevant data.

Dataset 3: Mixed

A common approach in forensic voice comparison is to train the system with
case-irrelevant data but to train the logistic regression will case-relevant data, so
this will also be tested (see mixed in table 3.3). As with the previous dataset, all
recordings in the training data (the questioned and known speaker recordings)
will be conversation style. For the test data, the first recording of each speaker
will be information exchange (questioned speaker recording) and the second
recording will be a police interview (known speaker recording). The logistic
regression will be trained on the original test data. The system will be trained
with both case-relevant and case-irrelevant data. The same original test data
as in the previous datasets is used for testing the system.

3.2.6 Random Seeds

Two random number generators had to be set to 0 to allow stable results. Before
setting the random number generator to 0, the Cllr had a variance of 0.14
for matched data and 0.15 for mismatched data. After setting it to 0, a small
variance could still be observed when a small number of iterations for T-matrix
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Match Mismatch Mixed + training data style
UBM + - - matched with
T-matrix + - - test data
LDA + - - - training data style
PLDA + - - mismatched with
logistic regression + - + test data

Table 3.3: Training data for specific steps in the system

and PLDA training were chosen but with increasing the number of iterations
for each the variance decreased until there was no more variance in the output.
The small variance was in a range of 0.02, small enough to be negligible.

For this project, it was chosen to set the random number generators to 0.
Another possibility would have been to repeat experiments several times and
average the results. It is not of much relevance which version was chosen to
receive more stable result as in a good system, the variance would not have
happened as there would be sufficient training data, thus the practitioner would
not need to stabilise the system.

3.3 Database

106 speakers were used for training the system and 60 speakers were used for
testing the performance of the system (see table 3.5 for number of speakers
and recordings per dataset). Speakers needed to have at least two recordings
from each speaking style.

Initially, the aim was that the data would parallel the data of the
forensic_eval_01 (Morrison and Enzinger, 2016): 423 recordings from 105
speakers (where 191 recordings are in questioned-speaker condition and 232
in known-speaker condition) for training, and 223 recordings from 61 speakers
(where 61 recordings are in questioned-speaker condition and 162 in known-
speaker condition) for testing. The same i-vector PLDA system used in this
study has already been used by da Silva and Medina (2017) for their evaluation
of the system, thus their best performing settings would have been applied.
Limitations regarding usable recordings as mentioned in section 3.2 would
have led to only 68 speakers for training, so eventually, all male speakers in
the database that had at least two recordings in conversation style and one
each from information exchange and police interview from different sessions
each matching the session of one conversation style recording were included
(information exchange recording session matching with first conversation style
recording session and police interview recording session matching with second
conversation style recording session), with a total of 166 speakers. This also
led to the impossibility of using their best performing settings for parameters.

The information exchange and police interview had to come from different
sessions as there had to be a parallel training and test set to it with two
conversation recordings, e.g. if the two conversation recordings are from session
one and two, the information exchange has to be from session one and the police
interview has to be from session two (see table 3.4 for more explanations).
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Speaker Cnv session Cnv session Fax session Int session
1 1 2 1 2
2 1 3 1 3
3 1 2 1 2
4 2 3 2 3
5 1 4 1 4

Table 3.4: Recording sessions used for training and logistic regression training

Number Training Testing Training logreg
Speakers 106 60 60
Recordings 212 120 120

Table 3.5: Number of speakers and recordings for training and testing for
matched, mismatched and mixed data

The data comes from a database of recordings of 500+ Australian English
speakers collected specifically for the use for forensic research and casework
(Morrison et al., 2012b, 2015). Recordings were made for three different speaking
styles: information exchange over the telephone (fax), police interview (int) and
telephone conversation (conv). Exact details on the collection of the database
can be found in Morrison et al. (2012b). The recordings were made on a
microphone under high quality conditions at 44.1 kHz sampling frequency 16
bit quantisation. The same extrinsic conditions that can be found in Enzinger
et al. (2016) and Morrison and Enzinger (2016) were applied to the recordings
reflecting those of a real forensic voice comparison case. Durations of recordings
were the same as in Morrison and Enzinger (2016): 46s for the recordings in
offender style and 125.694s for the recordings in suspect style. Most of the
speakers were recorded on several occasions, each session separated by at least
one week. During each session speakers made recordings for all three speaking
styles.

3.4 Evaluation of the System

The system will be evaluated using the evaluation metrics discussed in section
2.4.1 and 2.4.2. Furthermore, the individual log likelihood ratios for speaker
pair comparisons, the effects of different settings for the number of Gaussians
and same- and different-speaker comparisons will be discussed. The first two
are common evaluation metrics while the analysis of the other three was done
to better understand how it came to those results for the evaluation metrics.

3.5 Simulation of Extrinsic Conditions

Before the system can be trained and tested, a simulation software was used in
order to simulate the extrinsic conditions of the questioned and known speaker
recording conditions for the high-quality recordings from the database.
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The following subsections 3.5.1 to 3.5.4 describe the extrinsic recording
conditions of the original questioned and known speaker recordings that had to
be simulated. The original recordings were not used for this study, only their
extrinsic conditions. They also describe the simulation process for changing
the high-quality recordings from the database into recordings mirroring those
extrinsic conditions. This simulation was done to allow training and testing
under forensically realistic conditions (a practitioner will very rarely have
high-quality recordings).

3.5.1 Questioned Speaker recording

The condition simulation discussed in the following sections is also explained
in Enzinger et al. (2016).

The questioned speaker recording is an information exchange over the
telephone. The signal was compressed using G.723.1 by the recording system.
The recording was a single-channel PCM signal which had a sampling frequency
of 8 kHz and 16bit quantisation. The total time of all utterances of the offender
was 46 seconds.

3.5.2 Simulation of Extrinsic Questioned Speaker Recording

Condition

For the simulation of the conditions of the questioned speaker recordings,
high-quality recordings from the information exchange and the telephone
conversation task from the database were used. As the database consists of
utterance-length recordings, all utterances from the same task in the same
session were concatenated in order to obtain a single recoding for each session
of every speaker. The following steps are visualised in figure 3.1.

1. First, the speech signals were downsampled to the sampling frequency of
the original questioned speaker recording of 8 kHz.

2. Then a filter was applied for the simulation of the landline-telephone
characteristic. An implementation from the potsband function available
in the VOICEBOX toolbox in MATLAB was used for this.

3. Compression followed by decompression of the raw PCM-coded signal was
done with the a-law algorithm. The lin&pcma function from the same
toolbox provided implementations that were used for this.

4. The G.723.1 coding scheme using the reference implementation was used
for compression followed by decompression of the previously resulting
signal.

5. After this, an adjustment of the amplitude to match the questioned
speaker recording’s amplitude was done.

6. Finally, background noise was added to every questioned-speaker-
condition recording. The background noise came from the original ques-
tioned speaker recording and was taken from noise-only sections. After
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concatenating sections of noise from the original questioned speaker
recording until they were equal or exceeded the length of the recordings in
the database, it was added to the questioned-speaker-condition recordings
in the database and the signal was saved.
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Figure 3.1: Steps to change high-quality audio to offender recording condition

3.5.3 Known Speaker Recording

The known speaker recording is a police-style interview. A stereo audio signal
was recorded, which had a sampling frequency of 48 kHz and 20 bit quantisation
per channel. The signal was compressed using MPEG-1 layer 2 standard at a
bitrate of 256 kbit/s and 16 bit output precision. The total time of all utterances
of the suspect was 14 minutes 19 seconds.

3.5.4 Simulation of Extrinsic Known Speaker Recording

Condition

For the simulation of the conditions of the known speaker recordings, high-
quality recordings for two speaking styles (information exchange and tele-
phone conversation) from the database were used. As the database consists
of utterance-length recordings, all utterances from the same task in the same
session were concatenated in order to obtain a single recoding for each session
of every speaker. The following steps are visualised in figure 3.2.

1. Convolution with an estimate of the impulse response of the recording
room was performed on the speech signals of the recordings in the database.
For this, the room where the original known speaker recording took place
was measured, as well as the location of the microphone and where the
known speaker sat approximately. Also material of walls, floor and ceiling
were noted. The ROOMSIM software was used for the estimation of the
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impulse response using those measurements and notes. The reverberation
of the recordings was degraded.

2. Encoding and decoding of the recordings was done via an implementation
of the MPEG-1 layer 2 standard.

3. The amplitude was adjusted and noise was added to the recordings,
following the same procedure as for the questioned-speaker-condition
recordings. The amplitude was adjusted to the original known speaker
recording and noise was taken from the original known speaker recording
and added to the known-speaker-condition recording database.

high-
quality

audio xr[i]

room rever-
beration

MPEG-1
layer 2

compres-
sion/

decom-
pression

amplitude
scaling

+

xn[i]
suspect

recording
noise

audio in
suspect

recording
condition

yr[i]

Figure 3.2: Steps to change high-quality audio to suspect recording condition
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4 Results

Table 4.1 lists the combinations of settings tested with the different training
datasets and gives the final Cllr for each setting combination and dataset.
Apart from the parameters mentioned here (number of Gaussians with the
number of iterations of the final model in parenthesis, i-vector dimensions and
the number of iterations for the T-matrix training, the LDA dimensions and
the number of iterations for the PLDA training), all others were not changed
but kept as described in section 3.1. The parameters changed here are the ones
that have most influence on the system and the training data.

Initially, common settings for the parameters were chosen but slowly re-
duced in order to improve system performance. Very small settings for the
parameters had to be chosen (compared to settings usually used) to obtain
average results and those average results stagnated at some point without any
visible improvement.

The tables and plots show a slightly better performance for the system
trained on mismatched data than for the one trained on matched data. The
difference is not very big and might not be the result of the difference in
speaking styles.

Gaussians i-vector dim iter T-matrix LDA dim iter PLDA match mismatch mixed
1 512 (10) 200 5 100 10 0.9881 0.9880 0.9990
2 512 (10) 200 5 50 10 0.9903 0.9783 0.9598
3 512 (10) 100 10 25 10 0.8270 0.7080 0.7080
4 512 (10) 50 30 25 10 0.6461 0.5898 0.5898
5 512 (10) 50 50 25 25 0.6034 0.5477 0.5477
6 512 (10) 50 75 25 50 0.6032 0.5662 0.5662
7 256 (10) 200 5 100 10 0.9835 0.9841 1.0006
8 256 (10) 200 5 50 10 0.9583 0.9947 0.9900
9 256 (10) 100 5 50 10 0.6158 0.6584 0.6584
10 256 (10) 100 50 50 25 0.7005 0.6323 0.6323
11 256 (10) 100 10 25 10 0.6276 0.6658 0.6223
12 256 (10) 50 20 25 10 0.7255 0.6479 0.6479
13 256 (10) 50 30 25 10 0.6863 0.6612 0.6612
14 256 (10) 50 50 25 25 0.6014 0.5192 0.5192
15 256 (10) 50 75 25 50 0.6096 0.5283 0.5283
16 256 (15) 50 50 25 25 0.6227 0.5353 0.5327
17 256 (15) 50 75 25 50 0.6311 0.5326 0.5356
18 128 (10) 50 50 25 25 0.5664 0.5537 0.5537

Table 4.1: Results for different settings with different training datasets

From table 4.1 it can be seen that low settings for the number of Gaussians,
i-vector dimensions and LDA dimensions with many iterations respectively
give the best results, that is the lowest Cllr. Experiment 1 uses more common
settings for the parameters used in a real forensic voice comparison but results
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in a very high Cllr, which means that the settings are bad for any of the
datasets used. If enough training data had been available, the settings for
the parameters used in experiment 1 would have resulted in a better Cllr.
The best-performing settings here would never be used in a real forensic voice
comparison analysis. Results for any dataset for low parameter settings are
very similar, suggesting that mismatched data could be used for training and
testing a system instead of matched data (if it was not for the data sparsity
problem in this study).

Following are the Tippett plots for the worst and best performing systems
according to Cllr (worst: experiment 1, best: experiments 14 and 18); Tippett
plots for all settings tested can be found in the appendix. The worst system was
chosen according to the overall highest Cllr for all datasets and the best ones
according to the lowest Cllr for all datasets. There were two best ones with
similar results (one had a better Cllr for the mismatched and mixed datasets
and the other one for the matched dataset: experiment 18 had a Cllr that
was about 0.035 better for matched data than the one in experiment 14 but a
Cllr that was about 0.035 worse for mismatched and mixed data compared to
experiment 14, thus both were further investigated).

The Tippett plots make the improvements between the worst to the best
system visible. For the worst system, the curves cross at a high point, are very
close to each other and to the middle line while for the best one the curves
cross a bit lower, are a bit wider and further away from the middle line. It can
also be read from the plot that for the worst system close to all speaker pair
comparisons have a log likelihood ratio close to 0 with many pairs classified
wrongly while the best performing system classifies more comparisons correctly
and with a more expressive log likelihood ratio.

Figure 4.1 and 4.2 show the Tippett plots for the results for experiment 1
(left) and 14 (right) for questioned-speaker recordings in information exchange
and known-speaker recordings in police interview for training and test data.

Figure 4.1: Cllr = 0.9881 Figure 4.2: Cllr = 0.6014

Figure 4.3 and 4.4 show the Tippett plots for the results for experiment
1 (left) and 14 (right) for questioned-speaker recordings and known-speaker
recordings in conversation for training data as well as the training of the
logistic regression model, and with questioned-speaker recordings in information
exchange and known-speaker recordings in police interview for the test data.
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Figure 4.3: Cllr = 0.9880 Figure 4.4: Cllr = 0.5192

Figure 4.5 and 4.6 show the Tippett plots for the results for experiment
1 (left) and 14 (right) for questioned-speaker recordings and known-speaker
recordings in conversation for training data, and with the questioned-speaker
recordings in information exchange and known-speaker recordings in police
interview for the training of the logistic regression model and the test data.

Figure 4.5: Cllr = 0.9990 Figure 4.6: Cllr = 0.5192

Below the Tippett plots with 256 (left) and 128 (right) Gaussians are
visualised, all other settings were the same: 10 iterations for the final GMM
model, T-matrix with 50 components with 50 iterations and PLDA with 25
components and 25 iterations.

Figure 4.7 and 4.8 show the Tippett plots for the results for experiment 14
(left) and 18 (right) for questioned-speaker recordings in information exchange
and known-speaker recordings in police interview for training and test data.
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Figure 4.7: Cllr = 0.6014 Figure 4.8: Cllr = 0.5664

Figure 4.9 and 4.10 show the Tippett plots for the results for experiment
14 (left) and 18 (right) for questioned-speaker recordings and known-speaker
recordings in conversation for training data as well as the training of the
logistic regression model, and with questioned-speaker recordings in information
exchange and known-speaker recordings in police interview for test data.

Figure 4.9: Cllr = 0.5192 Figure 4.10: Cllr = 0.5537

Figure 4.11 and 4.12 show the Tippett plots for the results for experiment
14 (left) and 18 (right) for questioned-speaker recordings and known-speaker
recordings in conversation for training data, and with the questioned-speaker
recordings in information exchange and known-speaker recordings in police
interview for the training of the logistic regression model and the test data .
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Figure 4.11: Cllr = 0.5192 Figure 4.12: Cllr = 0.5537
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5 Discussion

In a real forensic voice comparison analysis, after training and testing the
system the practitioner would most likely only analyse the Cllr and the Tippett
plots for evaluating the system performance and if satisfied continue with
their real case. In this thesis more aspects such as the number of Gaussians,
log likelihood ratios and same-speaker and different-speaker comparisons are
analysed. A lack of training data led to uncommon settings being used and poor
to average results. The over-analysis was done in this case to fully understand
the different results for different settings (especially to compare settings where
for one dataset results were better with one setting and for the other dataset
better with other settings).

First, results will be discussed in general for all settings and data used. Then
the specific results for experiments 1, 14 and 18 (the three systems visualised
in chapter 4) will be discussed and compared in more detail as those are the
worst and best performing systems.

Results are not too conclusive. The Cllr shows difference between the
different experiments with improvements but the results never become better
than average. The worst results are a Cllr of around 1 and the best ones one
around 0.5. The results show that in casework sufficient data is needed to train
and test the system properly, especially to obtain stable results. Using more
data to train the system would lead to less variability in the output and thus
to more stable results. Although eventually the results were more stable, this
was only due to tweaking the system.

A lot of variance in the results caused by the lack of training data led
to setting the random number generator to 0 at both points where it was
used (T-matrix training and PLDA training). This led to more stable results
but also means that the results cannot be fully trusted as results could be
completely different if a different random number would be used (better or
worse performance). Another possibility would have been to take the mean of
the results of several identical experiments but the outcome would have been
the same, the results could not be trusted as the variance would be too big. A
small variance in the results is to be expected but the variance here exceeded
the scope of plausible variance and thus had to be stabilised. The experiments
should be repeated with more training and test data to verify the results
obtained in this study. To keep the weights of each speaker in training and
test data equal each speaker only had two recordings in total, one in offender
condition and one in suspect condition. One reason for this data sparsity is
that each speaker had to have at least two recordings of each speaking style
to be included but some speakers had only two recordings for one speaking
style, so more recordings were not included due to this. If all speakers had had
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at least four recordings in conversation and two in information exchange style
and two in police interview style, more data could have been used but already
one speaker only having three or less conversation style recordings made only
two conversation style recordings possible for each speaker to keep the balance
between speakers and not give some speakers more weight than others.

Another aspect worth mentioning is that the system was only tested on the
final test data, there was no development data. This means system performance
was not improved with the help of the development data but with the final
test data. Results were analysed, the system was optimised according to the
results and tested with the same test data again. This might have also led to
overfitting as the system is now well-adapted to this specific test dataset but
might perform differently with a different set. The reason for the immediate
use of the test data to evaluate the system was that it was unexpected that
so many experiments would need to be conducted in order to find the best
settings. Initially, it was assumed that the common settings for parameters
(512 Gaussians, 200 i-vector dimensions, etc.) would lead to informative results.

5.1 Differences between Three Datasets

Differences between results for the three datasets are discussed here, although
due to data sparsity the results are not reliable and thus cannot be trusted. It
is discussed what was found in this study, which could be opposite if sufficient
training data was available. Differences between results with same settings
but different datasets are never too far from each other. A few settings led to
slightly more diverse results between datasets. This discussion is hypothetical
taking the results as if they were good and expressive, which they are not, thus
the discussion should not be taken as an answer to the research questions.

With higher settings, all three datasets perform similar (visible both in
Cllr and Tippett plots) with only slightly different results. With lower settings
mixed is equal to mismatched in results and only matched differs to them.

The Tippett plots for the first few experiments regardless the dataset show
close to no difference with most difference being in the start of the same-
speaker curves (blue curve), which shows how many same-speaker pairs were
classified wrongly. Matched, mismatched and mixed data led to similar trained
systems. This most likely comes from the settings of the parameters of the
initial experiments being too high, thus the system not being able to properly
represent the different datasets although they were different. It was too few
data for too high settings, even if there were differences between the datasets
(speaking styles), the system was not able to catch them, thus all datasets
performing very similar.

Once the settings were adapted to the amount of training data, it seems
that the mismatched dataset has a better effect, resulting in better results
in general compared to the matched dataset. The mixed dataset performs
equally to the mismatched dataset. It is interesting to note here that the
same-speaker pairs classified as different-speaker pairs are different speaker
pairs for mismatched and mixed data although both Cllr and Tippett plots are
the same/very similar. If results were reliable, this would mean that the system
could be trained completely on case- irrelevant data in a real forensic voice
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comparison analysis. Using case-relevant data for the conversion of the score to
the likelihood ratio (training of the logistic regression model) does not seem to
have any impact on system performance compared to using case-irrelevant for
the training of the logistic regression model.

In general, it can be seen that matched and mismatched datasets perform
very similar but the mismatched dataset always has a slightly better result
than the matched one. This could also simply come from insufficient training
data, which led to a bad representation of the relevant population and not
enough variety there. On the other hand, it could also mean that mismatched
data has a negligible effect on the performance of the system. This cannot be
answered for sure.

As can be seen in table 4.1 differences between different training data used
only became visible once the system had been better adapted to the size of the
training data; before there were no noticeable differences. Adapted settings led
to the system trained on mismatched or a mix of mismatched and matched
data nearly always performing better than the system trained on matched data;
the only exceptions are experiments 9 and 11, where the system trained on
matched data performed better. Training on a mix of mismatched and matched
data did not seem to have a huge effect on the final performance compared to
the system trained only on mismatched data. The Cllr was the same as for
the system trained on mismatched data. Furthermore, the same speaker pairs
received a negative log likelihood ratio for same-speaker comparisons, which was
not exactly the same value but differences were too minimal to be counted as
differences. Speaker comparisons received in general very similar log likelihood
ratios (positive or negative value), regardless if same- or different-speaker
comparisons.

If the results for the comparisons could be trusted, theý would be good
news for forensic voice comparisons practitioners. It would allow them to collect
case-irrelevant data for training and testing their system and still obtain the
same result for the final real comparisons as if the system had been built only
on case-relevant data.

5.2 Cllr

Increasing the iterations for the T-matrix training and PLDA training and
decreasing the number of dimensions for both improved the Cllr for any data
used. This led to promising results with the system trained on mismatched
data performing better with substantial difference. As the system had to be
stabilised by switching off random number generators, those results, although
promising, should be treated with caution and cannot yet be seen as a proof
that the collection of data for casework can be simplified by using only one
speaking style. They give hope for this but verification with more data is crucial.

Results were very dependent on the number of iterations chosen for the
T-matrix and the PLDA training. While setting them to 50 and 25 respectively
improved results drastically, increasing them further worsened the results again.
The number of iterations for the final GMM model has a similar effect: while
10 final iterations lead to improved results, 15 decreased it again.
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It is also interesting to note that system performance for mismatched data
was always either better or only slightly worse (not more than 0.04 worse)
than with matched data while matched data system performance could be up
to 0.1 worse than mismatched data system performance. Results for system
performance when case-specific data is used for the training of the logistic
regression model and mismatched training data are also in most cases better
than with matched data. At some point, the results with the mixed dataset are
the same as the results obtained with mismatched data and the same settings.

5.3 Tippett plots

Wide curves, each curve crossing the green line at a low point and the curves
crossing each other at a low point is what the practitioner aims at and shows
very good performance.

Comparing the Tippett plots visualised in chapter 4 for different settings
with different data shows the improvement of the system with different pa-
rameter setting choices and training data. Where the Tippett plots for the
worst performing systems were very close to the middle, the curves for the best
performing systems were more to the right and left. The EER also decreased
significantly. Tippett plots show improvement but results are still average; the
curves are still close to the middle. It still shows that more same-speaker and
different-speaker comparisons were done correctly with better log likelihood
ratios. Sections 5.4 and 5.6 discuss log likelihood ratios in more detail.

Comparing the Tippett plots for the best performing systems with mis-
matched data used for training of the system and of the logistic regression
model and mismatched data for training the system and matched data for
the training of the logistic regression model there seems to be a very slight
difference in the right curves (between 0.2 and 0.4 on the y axis) but the
difference is so minimal that there is probably no effect.

The difference in Tippet plots between the system trained on matched
data and the one trained on mismatched data is more visible. Curves are not
only further away from the middle of the latter one, they also show better
same-speaker results.

The cumulative proportions on the left side of the middle line for all Tippett
plots decreases from experiment 1 to experiment 14 but increases again for
experiment 18 compared to experiment 14. This means that the least wrongly
classified same-speaker comparisons were made in experiment 14. On the other
hand, the blue curve starts normally further left in experiment 14 for any
Tippett plot, the system has given bigger negative likelihood ratios to same-
speaker comparisons. Although the system in experiment 18 classified more
same speaker as different speakers, it did not give the comparisons as much
strength as the one in experiment 14. Less comparisons have been classified
incorrectly for both same-speaker and different-speaker comparisons.

Summarising, the main points to be observed in the Tippett plots from the
three experiments are the form of each curve, where the two curves cross each
and where they cross with the middle line. The Tippett plots for experiments
14 and 18 are very similar in all of those while the Tippett plots for experiment
1 are very different from those two. Experiment 1 has narrow curves close to
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each other, crossing each other at a high point and crossing the middle line at
a high point. This all visualises a bad system. For experiments 14 and 18 the
curves are wider, cross each other at a lower point and cross the middle line at
a lower point. This all visualises a better (but still not good) system.

5.4 Log Likelihood Ratio

The log likelihood ratios for the best performing system with different training
data is not exceedingly convincing but they are somewhat expressive. The
log likelihood ratios discussed in this chapter will show how the system might
perform in a real comparison as any of the log likelihood ratios could be the
one of a real comparison. Thus, the experiment with very low log likelihood
ratios would mean that the system might give a similar one when the real
comparison is done, which would be a close-to-zero log likelihood ratio, meaning
it would not have any meaning or would be of help to the court. The results
obtained with the best performing settings would help the court more as the
log likelihood ratios are more expressive, thus if any of the log likelihood ratios
obtained for a test speaker pair was of a real comparison it would be a slightly
bigger strength of evidence. The system should still not be used for a real
comparison.

The log likelihood for the worst performing systems is extremely low re-
gardless the data used for training, resembling the bad Cllr.

If any of the speaker comparisons in experiment 1 had been a real forensic
voice comparison, the log likelihood ratio would not have been very informative
to the court as it is so close to 0, thus does not give a lot of strength to one or
the other hypothesis.

The log likelihoods for the system with the least Gaussians (128) were
similar to the ones of the system with 256 Gaussians. There is a difference in
the curves, thus the cumulative proportion, visible, which leads to the system
with 256 Gaussians being chosen as the best performing system. The curves for
the system with 128 Gaussians are closer to the middle than the ones of the
system with 256 Gaussians, which means there are more log likelihood ratios
closer to 0 for the system with 128 Gaussians.

The Tippett plots for the worst performing systems are as disappointing as
its Cllr. The log likelihood ratio for all three systems shows the bad performance
of the system. For all three systems the best positive log likelihood ratio for
same-speaker comparisons never exceeds 0.1 (which is a weak log likelihood
ratio). Although there are not many negative log likelihood ratios and never
below -0.6 for same-speaker comparisons, the positive ones are not convincing
as 0.1 is not expressing a strong strength. Many different-speaker comparisons
have a positive log likelihood ratio between 0 and 0.1 as well. This shows that
the system gave similar log likelihood ratios to many comparisons, regardless
whether they are same- or different-speaker comparisons. This also shows that
the system is not trained well.

Training on mismatched data only led to a similar positive log likelihood
ratio for same-speaker comparisons but led to a slightly smaller negative log
likelihood ratio for them. Although the system would still give log likelihood
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ratios wrongly to same-speaker comparisons, they were not as strong. The
difference is so small that it cannot be seen as proof.

A combination of mismatched and matched data for training resulted in
the worst one of the worst performing systems (see experiment 7). It has the
highest Cllr and the worst log likelihood ratios for same- and different-speaker
comparisons.

5.5 Number of Gaussians

The total number of Gaussians was adapted to the amount of training data with
256 performing best. Using 128 Gaussians had a mentionable effect: while the
performance of the system with matched data improved compared to the best
performing system with 256 Gaussians, the performance for the mismatched
and mismatched & matched data deteriorated. The number of Gaussians needs
to be carefully selected as both too many or too few can have a negative effect
on the performance. It is not possible to use one number of Gaussians for one
dataset and another one for another dataset, thus it has to be decided which
settings to use eventually. The results obtained with 128 Gaussians makes the
final decision what settings to use for the final system very difficult. Results for
different datasets are more similar, showing that the use of different speaking
styles does not seem to have a substantial effect on the performance of the
system (no negative effect). Using 256 Gaussians leads to a bigger difference
between speaking styles and a substantial performance difference, but also to
the conclusion that the use of a mismatched speaking style does not have a
negative effect on the performance of this system (rather a positive).

Once the system was better adapted to the amount of training data available,
results improved significantly.

5.6 Same- and Different-Speaker Comparisons

The curve for same-speaker comparisons in figure 4.7 for the system with 256
Gaussians trained on matched data visualises the similar performance of the
system compared to the system with 128 Gaussians seen in figure 4.8. The
log likelihood ratio goes to down to -3 (where the one for the system with
128 Gaussians only goes down to -1.6) for some comparisons. We know that
those speakers are the same speakers, thus there should not be any negative log
likelihood ratio (as it suggests that the two speakers are not the same speakers).
A system will most likely always classify some comparisons wrong but the fewer
the better. Although for the system with 128 Gaussians, the log likelihood ratio
is not as low, the cumulative proportion on the negative side of the blue curve
is a bit bigger than for the system with 256 Gaussians in the same area.

The curve for different-speaker comparisons is very similar for both systems
with 128 and 256 Gaussians.

The curves for same-speaker comparisons trained on mismatched data are
similar to the ones for the systems trained on matched data. The system with
256 Gaussians (see figure 4.9 has the bigger negative log likelihood ratio but
it also seems to have the smaller cumulative proportion on the negative side.
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Different here is that the system with 256 Gaussians seems to have more high
positive log likelihood ratios. The system’s curve with 128 Gaussians (see figure
4.10) is a bit wider for low positive likelihood ratios (between 0 and 1.5) but the
blue curve for the system with 256 Gaussians is a bit wider for log likelihood
ratios from 1.5.

Again, the curves for different-speaker comparisons for the system with 128
and 256 Gaussians are very similar.

Verifying those results with more training data would not be recommendable
as the number of Gaussians should be adapted to the amount of training data.
Thus, a system with 128 Gaussians would only make sense if there is not a lot
of training data available. As soon as more training data is available a higher
number of Gaussians should be chosen to avoid underfitting.

The below table 5.1 lists all negative log likelihood ratios for same-speaker
comparisons for the systems from the first (512 Gaussians), 14th (256 Gaussians)
and 18th (128 Gaussians) run. Those are all speaker comparisons that have
been classified incorrectly (they should all have a positive log likelihood ratio
as they are the same speakers compared). Speakers were given numbers 1-60
instead of their ID. Only negative log likelihood ratios are listed to emphasise
that they were negative when they should have been positive.

All values for positive log likelihood ratios in any experiment are very close
to 0. Analysing the different-speaker log likelihood ratios also shows how many
of those are positive, which they should not be. The results seem random and
are not expressive in any way, only confirming the poor performance of the
system. The system was not able to give appropriate log likelihood ratios due
to the system being built for more training data. Adapting the system to the
amount of training data shows the improvements. The log likelihoods for both
the system with 256 and 128 Gaussians are better and slightly more expressive.
Results are still not perfect but improved (a very good system would have a
very low Cllr, many (best: all) same-speaker comparisons with high positive
log likelihood rations and many (best: all) different-speaker comparisons with
high negative log likelihood ratios).

It is interesting to note that not only between different settings but also
within the same settings but with different training data the same-speaker
pairs that were classified as different speakers differ as can be seen in table 5.1.
Especially the system with 128 Gaussians has mostly different speaker pairs
with negative log likelihood ratios for different datasets. Same-speaker pairs
that both systems have given a negative log likelihood ratio have log likelihood
ratios that are completely different values. A few same-speaker pairs have
been given a negative log likelihood ratio by nearly all systems (see speaker 9,
36 and 38) but other speaker pairs only by one system (see speaker 3, 5, 32,
etc.). For the systems with 256 and 128 Gaussians, the same-speaker pairs that
received a negative log likelihood ratio are the same for systems trained on
mismatched and mixed training data. The only difference is a slightly different
log likelihood ratio but the difference is minimal. Different training data has
a much bigger effect on the system with 512 Gaussians, where most of the
time a different same-speaker pair is classified as different speakers between
datasets. The results for the system with 512 Gaussians show in general the
bad performance as all log likelihood ratios (positive and negative) are so close
to 0, thus not giving a lot of strength to them. Most/all log likelihoods close to

46



0 show that it is a system that is not expressive and would not give expressive
results when used in a real case.

Log likelihood ratios for the same-speaker pairs but for different settings or
different training data mostly differ, even if they are all positive or negative
(especially between matched and mismatched training data).

Although the system with 128 Gaussians obtained the best Cllr when
trained on matched data, it still classified more same-speaker pairs wrongly
compared to the system with 256 Gaussians (see table 5.2). This is the reason
why eventually the system with 256 Gaussians was chosen as the best performing
system.

5.7 Differences between Three Parameter Settings

In this discussion it has to be kept in mind that the system was optimised with
test data, thus differences in results might come from overfitting to the test
data.

There are clear differences in results between the three different settings that
are discussed more in detail (experiments 1, 14 and 18). The choice of settings
highly influences the outcome as can be expected. With sufficient training data
the settings in experiment 1 should have had the best outcome as the other
settings would have been to small too allow an appropriate representation of
the data. Due to the small amount of training data, the settings in experiment
14 and 18 were better able to represent the data and catch the variance. The
number of Gaussians has to be fit to the data as too few Gaussians would lead
to underfitting (the model not being able to model the data accurately) and too
many Gaussians to overfitting. Keeping this in mind, the number of Gaussians
in experiment 1 probably led to overfitting and the one in experiment 18 to
underfitting.

Not only the number of Gaussians but also the other parameters, the i-
vector dimensions with number of iterations for T-matrix training and the LDA
dimensions with number of iterations for PLDA training, perform differently
with different settings, showing that those can also be under- or overfit. It
becomes clear that a small amount of data cannot be represented properly in a
high number of dimensions but rather with a smaller number of dimensions.
Thus, the smaller number of dimensions probably lead to better results as they
also fit the amount of training data better.

One more surprising difference is that although the Cllr and the Tippett
plots in experiment 18 are similar to the ones in experiment 14, the number
of wrongly classified same-speaker and different-speaker pairs is similar to the
number that was wrongly classified in experiment 1 (which has a bad Cllr and
Tippett plots). This shows that in experiment 18, the log likelihood ratios that
are used to calculate the Cllr and represent the Tippett plots have improved
although the system still makes many errors in comparison to the log likelihood
ratio always being very close to 0 in experiment 1.

Especially the difference between system 14 and 18 becomes clear (the
differences to experiment 1 are to be expected as those are completely different
settings) where the only difference is the number of Gaussians. This parameter
has an impact on the results regarding the correct classification of same-speaker
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comparisons, with the higher number of Gaussians scoring better, thus fitting
the data better.
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Nr 1 14 18
match mismatch mm/m match mismatch mm/m match mismatch mm/m

1 -0.256623 -0.256623 -1.39799 -0.573686 -0.573726
2
3 -0.280271
4 -0.764983 -0.224109
5 -0.018002
6
7 -1.065041 -1.065128
8 -0.104673 -0.164037 -0.124216 -0.124265
9 -0.475569 -0.025648 -0.280912 -1.284954 -1.284954 -0.182685 -0.89807 0.897999
10 -0.01808 -0.019622
11
12
13 -0.065451 -0.092621 -0.735372 -0.039137
14
15 -0.051617 -0.007934
16
17 -0.052486 -2.897206 -0.771917 -0.771917 -0.763999 -0.763889
18 -0.631884
19 -0.060807 -0.000079
20 -0.090792 -0.001802
21
22 -0.100048 -0.264876 -0.264881
23 -0.206951 -0.207146
24 -0.190069 -0.096213
25 -0.013433 -0.426385 -0.426385 -0.132858
26 -0.01922 -0.007051 -0.007099
27 -0.348094
28 -0.170312
29 -0.121735
30
31
32 -0.0224
33 -0.26333 -0.404818 -0.06951
34
35 -0.018481
36 -0.3119466 -1.833218 -1.833218 -0.243901 -0.947452 -0.947482
37 -0.053957
38 -0.12088 -0.025852 -1.473812 -0.11489 -0.11489 -1.154058 -0.045652 -0.045485
39 -0.108436
40
41 -0.004785
42 -0.179656
43 -0.153646 -0.156632 -0.063388 -0.003162 -0..07182 -0.071741
44 -0.413169 -0.416856
45 -0.089886
46 -0.057708
47
48
49 -0.274166
50 -0.075551
51 -0.004126
52 -0.4559 -0.19534
53 -0.093505 -0.041985
54
55 -0.066933 -0.008055
56
57 -0.018048
58 -0.149642 -0.675803 -0.675803 -0.078089 -0.078026
59 -0.050622
60

Table 5.1: Negative log likelihood ratio for same-speaker comparisons
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data positive log LR negative log LR

1
match 46 14
mismatch 42 18
mixed 40 20

14
match 52 8
mismatch 53 7
mixed 53 7

18
match 50 10
mismatch 48 12
mixed 48 12

Table 5.2: Number of positive and negative log likelihood ratios for same-speaker
comparisons out of 60 speakers
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6 Conclusion

Insufficient training data led to the impossibility to answer the research question
if different speaking styles have an effect on the performance of a forensic voice
comparison system and if they do, what the effect is. Assumptions can be made
using the results but no concrete statement can be given. The assumptions
should not be trusted but rather verified with a new study with more data.
It shed light on the effects of insufficient training data on the system and on
different components of the system.

If the results could be trusted (which they cannot), one could say that
mismatched data seems to have a somewhat favourable effect on the performance
of the system, leading to similar or improved results compared to results for
matched data. This can be seen from the Cllr, the individual log likelihood
ratios and the Tippett plots of the final system. This is promising as it would be
beneficial for forensic practitioners if it was proven that mismatched data had a
negligible effect on the performance, thus allowing them to collect mismatched
data for the training and testing of their forensic voice comparison system.
This would make data collection cheaper, easier and quicker for them. It is
important to note that in reality the results obtained here do not have any
value and the conclusion just discussed is not reasonable as the mentioned
favourable effect might simply come from too few data.

The results show potential to extend the study by using more training data.
This would avoid the variance effect that can be observed in this study and give
more stable results while offering the possibility of random number generation.
All in all, the results are promising but should be treated with caution. For
the future the experiments could be run again but with more data to train
the system. This will most likely give more conclusive results. Although the
database used included more than 500 speakers, the limitations of every speaker
having to have at least two recordings for each speaking style (and the sessions
from which the recordings were always had to be the same), in the end only
166 speakers were used for training and testing the system. It proves the need
for sufficient training data for a forensic voice comparison system to obtain
reliable system performance. Not having enough training data will result in
an unreliable and unstable system, which should not be used in a real forensic
voice comparison analysis. . Although eventually good and stable results were
obtained, they were only obtained by adapting the system perfectly to the
training data, thus if this specific system was used for a real forensic voice
comparison analysis, the system could then perform poorly due to being overfit
to the training data.

An improvement to the current system could be the use of several random
seeds. There is also a need for caution as it might lead to overfitting and thus
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the system would perform badly in the real case. For the current system, the
random number generator was set to 0 as otherwise the variability was too
high. The variability should not depend on the random seed but on the data.
The performance of the system should have always been similar regardless of
the random seed chosen in the beginning but it was not. Not enough training
data lead to the great variability here and was corrected by minimalising the
randomness of the seed.

If the experiments are repeated with more training data, the settings of
the system will be different: the settings tested here were specifically adapted
to the amount of training data. Thus, it is not possible to completely redo
these experiments (it is possible to use the settings used here but it is not
recommended).
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Appendix

(a) Matched data (b) Mismatched data (c) Mixed data

Figure 1: Tippett plots for different datasets for experiment 1

(a) Matched data (b) Mismatched data (c) Mixed data

Figure 2: Tippett plots for different datasets for experiment 2
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(a) Matched data (b) Mismatched data (c) Mixed data

Figure 3: Tippett plots for different datasets for experiment 3

(a) Matched data (b) Mismatched data (c) Mixed data

Figure 4: Tippett plots for different datasets for experiment 4

(a) Matched data (b) Mismatched data (c) Mixed data

Figure 5: Tippett plots for different datasets for experiment 5
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(a) Matched data (b) Mismatched data (c) Mixed data

Figure 6: Tippett plots for different datasets for experiment 6

(a) Matched data (b) Mismatched data (c) Mixed data

Figure 7: Tippett plots for different datasets for experiment 7

(a) Matched data (b) Mismatched data (c) Mixed data

Figure 8: Tippett plots for different datasets for experiment 8
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(a) Matched data (b) Mismatched data (c) Mixed data

Figure 9: Tippett plots for different datasets for experiment 9

(a) Matched data (b) Mismatched data (c) Mixed data

Figure 10: Tippett plots for different datasets for experiment 10

(a) Matched data (b) Mismatched data (c) Mixed data

Figure 11: Tippett plots for different datasets for experiment 11
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(a) Matched data (b) Mismatched data (c) Mixed data

Figure 12: Tippett plots for different datasets for experiment 12

(a) Matched data (b) Mismatched data (c) Mixed data

Figure 13: Tippett plots for different datasets for experiment 13

(a) Matched data (b) Mismatched data (c) Mixed data

Figure 14: Tippett plots for different datasets for experiment 14
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(a) Matched data (b) Mismatched data (c) Mixed data

Figure 15: Tippett plots for different datasets for experiment 15

(a) Matched data (b) Mismatched data (c) Mixed data

Figure 16: Tippett plots for different datasets for experiment 16

(a) Matched data (b) Mismatched data (c) Mixed data

Figure 17: Tippett plots for different datasets for experiment 17
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(a) Matched data (b) Mismatched data (c) Matched/mismatched

Figure 18: Tippett plots for different datasets for experiment 18
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