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Introduction

Genetics: a primer
Genetics is the study of heredity: the passing on of biological materials from
parent to offspring that underlie their biological traits. While some theories of
heredity date back to the classical era, modern genetics is commonly regarded
to have begun with the works of Gregor Mendel in 1866, where he explored
the inheritance patterns of traits in pea plants (Mendel 1866). This work and
the resultant principles of Mendelian inheritance were largely ignored initially, on the basis that they were seen as applicable only in a limited number
of cases; only to re-emerge at the beginning of the 20th century and gain prominence (Bateson 1901). The 20th century witnessed several discoveries and
syntheses of knowledge that advanced the field of genetics rapidly, including
the emergence of population genetics (Fisher 1918; Haldane 1924; Wright
1931), the discovery that deoxyribonucleic acid (DNA) was the molecule of
inheritance and the determination of its structure as a double helix (Franklin
and Gosling 1953; Watson et al. 1953; Wilkins et al. 1953), to mention a few.
The later developments of DNA sequencing (Maxam and Gilbert 1977;
Sanger et al. 1977) and polymerase chain reaction (Saiki et al. 1985) would
pave the way for one of the most ambitious projects in biology: the complete
sequencing of the human genome (the total complement of genetic material),
with draft versions released in 2001 (Lander et al. 2001; Venter et al. 2001).
With such significance placed on this polymeric molecule, it is important to
answer the question: what is DNA? Almost all organisms utilise DNA as their
genetic material. Contained within the molecule are both the instructions for
generating cellular components and a mechanism for the replication of this
genetic information. It is a polymer, whose constituent monomers are called
nucleotides. The four types of nucleotides specific to DNA differ at their “bases”, and are called adenine (A), guanine (G), thymine (T), and cytosine (C).
The order in which these nucleotide bases occur in a strand of DNA is used to
contain the genetic information, and due to the specifics of the polymerisation
11

reaction, the strand has intrinsic directionality, designated 5’ to 3’. While
DNA can and does exist as a single strand, it is usually found in a double
stranded form, with the two strands coiled around each other in a double helix.
The strands run anti-parallel (in opposing directions) to each other, and are
held together through the pairing of specific bases; hydrogen bonded to each
other, A with T and G with C (Figure 1). The strict complementarity of these
base pairs is key to both of the primary functions of DNA: the expression of
genetic information for use by the cell, and the accurate replication of this
genetic information before cell division.

Figure 1. Structure of a DNA double helix, with corresponding nucleotide bases.

While the process through which DNA is replicated is highly accurate, it is
not perfect. The result of this is that every so often a change is randomly incorporated into the DNA sequence, due to an error when replicating. This
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change is called a mutation; of which there are many different types. These
include the mutation of a single base pair; larger scale structural mutations,
where chromosomal regions are duplicated or deleted; or even the complete
duplication of a genome, to name a few. Over generations, those mutations
which occur in germline cells (i.e. egg and sperm cells) accumulate in genomes and increase the genetic diversity of a population. Most of these, however, do not have any effect on the phenotype (or observable characteristics)
of an individual. Still, the small proportion that do exert an effect on phenotype are primarily responsible for the high levels of morphological and physiological diversity that exists among living organisms.
Humans are diploid organisms i.e. they have two copies of their genome
within each cell, with the exception of germline cells which contain only one
copy (haploidy). That single copy contains ~3.2 x 109 base pairs (bp) of DNA.
The DNA is found in two structures of a cell, with most of it contained within
the nucleus (nuclear DNA). A tiny segment (~16500 bp) is found within organelles called mitochondria (mtDNA), which are usually found in high numbers. Nuclear DNA is split into 46 chromosomes, comprised of 23 pairs. Chromosomes 1 to 22 are designated the autosomes, and are found in all humans.
The composition of the 23rd pair, however, is dependent on the sex of the individual, with females having two X chromosomes, and males having both an
X and a Y chromosome. From this it is apparent that while the other chromosomes are inherited from both parents, the Y chromosome can only be passed
down from father to son. This unusual pattern of inheritance has profoundly
affected the Y chromosome, influencing its evolution and leaving a traceable
record.
As mentioned earlier, the genome contains within it the instructions necessary
to build the components of a cell. The instructions are contained within a sequence of DNA called a gene. The notion of a gene has changed over the years
and continues to be refined with substantial debate (Pearson 2006). For the
purpose of this thesis I define it as: any discrete genetic locus (sequence of
DNA located on a chromosome) that is heritable, which may affect an organism’s phenotype through its expression as a functional product. What, then, is
the expression of a functional product? The first step in the expression of a
gene is the production of a ribonucleic acid (RNA) molecule, copied from
DNA which acts as a template, through a process called transcription. The
newly generated strand of RNA may be directly functional, or it may be used
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as an intermediate template; its sequence translated via a code (the “genetic
code”) into an amino acid sequence which becomes folded into a final protein
product. Proteins are one of the primary components of cells and are used for
a multitude of tasks, structural and physiological, including the processes outlined above.
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The regulation of gene expression
The previous section ended with a simplified outline of the process required
to generate a functional product, often-times a protein, from DNA. In reality,
however, this is a multi-levelled, highly regulated process that involves interaction among several elements; most of which are found within the genome
sequence or are the proteins and non-coding RNAs (ncRNAs) produced from
said genome.
Gene expression may be broken down more or less into transcription, RNA
processing, translation, and post-translational modification (Figure 2). At each
of these steps are several opportunities for regulation to occur. The regulation
of gene expression is the spatial and temporal control of the amount of protein
or ncRNA produced from a gene. This allows for cell-specific expression and
the ability to switch a gene on and off as needed; resulting in flexibility in
responding to environmental stimuli, as well as cellular and tissue differentiation.

Figure 2. General structure of a protein coding gene with regulatory regions also
shown. Each stage of gene expression is tightly regulated, from transcription into a
pre-mRNA, through RNA processing (Post-transcription modification), till translation and protein folding.
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Transcription
Transcription is the first step in gene expression, and is the process by which
a gene’s DNA sequence is copied into a complementary strand of RNA. It is
composed of three parts: initiation, elongation, and termination. Most of the
regulation of transcription, however, seems to occur at the initiation step
(Maston et al. 2006). While numerous proteins are required, at its core, transcription is catalysed through the activity of RNA polymerase. In eukaryotes,
such as humans, three distinct RNA polymerases exist; with each responsible
for the transcription of different RNAs. I will focus on the activity of RNA
polymerase II (Pol II), which transcribes the messenger RNAs (mRNAs) of
protein coding genes (Kadonaga 2004). For transcription of a gene to take
place, it is necessary that certain elements exist within range (on the same
chromosome) of the gene. These are called cis-acting transcriptional regulatory elements (Maston et al. 2006) and are divided into promoters, and distal
regulatory elements (e.g. enhancers, silencers, and insulators). These elements
are part of the DNA sequence and contain recognition sites to which proteins
called transcription factors (TFs) bind.
During initiation, a group of TFs referred to as general TFs (including Pol II)
bind to a regulatory element called the core promoter within the promoter region, and form the preinitiation complex (PIC). This allows Pol II to be positioned at the transcription start site (TSS) of the gene (Maston et al. 2006). At
this point the DNA is pulled into Pol II and the strands are separated; referred
to as promoter melting. In this opened configuration, Pol II can begin polymerisation; adding ribonucleotides to a growing chain that is complementary to
the “template” DNA strand. Once the growing RNA transcript has reached a
length of ~10-14 bases, Pol II breaks contact with the core promoter and
moves on to the next phase: elongation (Dvir 2002). Another protein complex
is now required, the elongation complex, which again is assembled around Pol
II. As the elongation complex moves along the DNA, exposing the template
strand, the RNA transcript continues to grow until fully synthesized, at which
point the process moves on to the termination phase. Other protein complexes
are required which assist with termination. The newly-formed RNA transcript
is cleaved from the elongation complex and a poly-A tail is added to the 3’
end (Porrua and Libri 2015).
The importance of the core-promoter is clear, given the above description of
transcription. The assembly of the PIC on the core-promoter is, however, only
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enough to manage low levels of transcription; termed basal transcription. Specific control of the amount and timing of transcription requires the activities
of the other cis-acting transcriptional regulatory elements and TFs that recognise specific sequence motifs in these elements. Proximal promoter elements
are found up to a few hundred bases upstream of the core-promoter. They
contain TF binding sites (TFBSs) that are recognised by activator TFs. Activators work to increase transcription through interaction with the PIC and stabilisation of the complex. Proximal promoter elements also usually contain a
CpG island; the methylation of which results in silencing of the corresponding
gene. Enhancers, like proximal promoter elements, also contain clusters of
TFBSs for activators. They may be located upstream or downstream of a gene,
sometimes within the intronic region, up to one megabase (Mb) away. With
such distant locations, enhancers are thought to interact with promoters
through DNA looping mechanisms. TFs that bind to enhancers function synergistically to upregulate transcription, and different combinations of TFs may
be used to control which genes are expressed. Silencers are regulatory elements which are also composed of clusters of TFBSs. Unlike enhancers, however, they are bound by TFs classified as repressors, which work to decrease
(silence) transcription. This silencing may be achieved by blocking the binding of activators, and so some silencers are incorporated into proximal promoter elements or enhancers. Additionally, repressors may also be used to
modify the state of chromatin, and in this way control the activity of a gene.
Finally, there are insulators which appear to function in two ways. They work
to block enhancers from interacting with the promoters of adjacent genes; and
also maintain the active state of euchromatin, by preventing formation of heterochromatin (both of which are discussed below). The most important insulator in vertebrates is the CTCF insulator, whose activity is mediated via the
binding of the CTCF protein (Maston et al. 2006).
Through some of the activities of repressors (chromatin modification) and insulators (maintenance of euchromatin) one may deduce that the state of chromatin plays a role in the regulation of gene expression. Chromatin is the composite material that chromosomes are made of, and is formed through the association of DNA with proteins (primarily histones). DNA is wrapped around
the histones and coiled further into a condensed state, allowing for it to be
contained in the tiny volume of a nucleus. Chromatin is usually described as
two forms: euchromatin and heterochromatin. Euchromatin is a less tightly
condensed form of chromatin, which is associated with gene-rich regions of
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DNA; whereas heterochromatin is more condensed and has a lower gene density (Gilbert et al. 2004). As some forms of heterochromatin (constitutive heterochromatin) are inactive, this has led to the idea that the density of chromatin
is associated with levels of transcriptional activity. This is not completely accurate, however, as many genes in heterochromatin are actively transcribed
(Yasuhara and Wakimoto 2006). Still, it is known that heterochromatin can
propagate into euchromatic regions, which results in silencing of the genes
present; a reversible process. This shift between euchromatin and heterochromatin states is carried out primarily through the activities of chromatin-remodeling complexes and histone-modifying enzymes (Grewal and Jia 2007); the
latter of which are able to change the structure of histones through the covalent
addition of chemical groups (histone modification). Interestingly, studies have
shown that these histone modifications could be used as markers to find, not
only regions of transcriptional activity or inactivity, but also cis-acting transcriptional regulatory elements. An example of this is the trimethylation of H3
lysine 4 (H3K4me3) which is often found at the promoter of active genes
(Liang et al. 2004).

RNA processing and post-transcriptional regulation
During transcription and after its completion, the newly formed precursor
mRNA (pre-mRNA) must undergo a series of RNA processing steps before a
mature mRNA is produced. One of the modifications has already been mentioned previously viz. the addition of a poly-A tail to the 3’ end of the transcript. This process of “polyadenylation” takes place if a particular sequence
motif, the polyadenylation signal sequence, is present. Upon recognition of
the signal, the pre-mRNA is cleaved a little further on from the signal sequence, at which point another polymerase (PAP1) proceeds to add additional
adenine nucleotides to the new 3’ end, creating the poly-A tail (Porrua and
Libri 2015). At the 5’ end of the pre-mRNA, processing also takes place in the
form of 5’ capping; wherein a 7-methylguanosine molecule is added to the 5’
end (Aregger and Cowling 2017). Both the 3’ poly-A tail and the 5’ cap function in preventing degradation of the mRNA, in transport of the molecule, in
supporting translation, and also seem to play a role in another form of processing called splicing.
While protein coding genes contain the sequence required to encode a functional protein, the majority of genes are not made up of a continuous segment
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of DNA that codes for the protein. Instead, the protein coding sequence is
broken up into smaller blocks called exons, which are separated by long noncoding sequences called introns. During transcription, both the exons and introns of a gene are transcribed, and so an additional process is required to
remove the introns and consolidate the exons into a single continuous transcript. This process is known as splicing, and must be performed before translation of the mRNA can occur (Lee and Rio 2015). Splicing is performed by
a complex of proteins and ncRNAs (small nuclear RNA [snRNA]) called the
spliceosome. The occurrence of splicing provides an additional level of regulation, since several alternative splicing pathways may exist for a single protein coding gene, where different combinations of exons are used to produce
multiple different transcripts. This substantially increases the number of proteins coded for from a limited pool of genes.
The expression of a gene occurs only if the mRNA transcript reaches the ribosomes, which are the translation machinery of the cell. Hence the need for
RNA processing such as 5’ capping and 3’ polyadenylation. Still, it must be
noted that the intentional degradation of mRNA is a powerful method of regulating gene expression. This controlled destruction of mRNA prior to translation is achieved through RNA interference (RNAi). This process is used by
organisms to defend against foreign nucleic acid sequences, from viruses, etc.,
but has also shown great utility in silencing genes. Two primary pathways
exist, which depend on two different small RNA molecules: short interfering
RNA (siRNA) and micro RNA (miRNA). Whenever double stranded RNA
(dsRNA) is found in a cell, either from exogenous sources such as viruses or
due to the complementary pairing of sense and antisense (oppositely orientated) RNA transcripts, the Dicer enzyme is activated. Dicer, a ribonuclease,
binds to these dsRNAs and cleaves them into short (21 - 23 bases) fragments,
which are the siRNAs (Agrawal et al. 2003). The siRNA then associates with
a group of proteins to form the RNA-induced silencing complex (RISC); becoming single stranded once the RISC is fully formed. The RISC then
searches for RNAs that are complementary to the incorporated siRNA, binds
to them, and cleaves the RNA; initiating the process of RNA degradation.
MiRNAs, on the other hand, are genomically encoded by the organism they
are used in. The initial transcripts of miRNAs are processed similarly to
mRNAs, however, within the transcript are regions displaying internal complementarity. The pairing of these regions to each other results in the for19

mation of a characteristic stem-loop secondary structure. The stem-loop portions are then excised from the molecule before being transported to the cytoplasm, where they are bound to and processed by Dicer to form mature miRNAs (Bartel 2004). Subsequent to this step, miRNAs are then used in the same
downstream RNAi machinery as siRNAs. A key difference between siRNAand miRNA-mediated RNAi is that siRNAs are required to be perfectly complementary to their target, while miRNAs may have incomplete base pairing
(Pasquinelli 2002). This allows miRNAs to bind to several similar mRNAs.
The regions that are bound by miRNAs are referred to as miRNA response
elements (MREs), and these are usually found within the 3’ untranslated region (UTR) of an mRNA.
At this point, it is apparent that the regulation of gene expression is accomplished through a complex series of interconnected processes. An additional
layer of complexity is added, however, when one considers the actions of long
non-coding RNAs (lncRNAs). These are RNA transcripts that are longer than
200 bases and are not protein coding. LncRNAs, including transcribed
pseudogenes, have been found to influence the expression of protein coding
genes (Yoon et al. 2013; Milligan et al. 2016). Notably, depending on the nature of the engagement, protein coding genes may be upregulated or downregulated. This is determined by the orientation of the lncRNA transcript in relation to the protein coding gene. Antisense lncRNA transcripts that display high
levels of sequence similarity to a protein coding gene sometimes act to lower
expression of said gene by inducing methylation or histone modification
(Hawkins and Morris 2010), or by pairing with the complementary sequence
of the gene’s mRNA transcript to form dsRNA, thereby triggering the siRNA
pathway (Tam et al. 2008). Sense lncRNA transcripts, on the other hand, may
work to increase or decrease expression of protein coding genes. It has been
shown that some sense orientated lncRNA transcripts lower expression of a
related protein coding gene by influencing mRNA stability (Han et al. 2011).
Some may also contain the same MREs as protein coding genes; and will act
as decoys for matching miRNAs (Poliseno et al. 2010). This results in the
upregulation of these protein coding genes. This competition for miRNAs is
the basis of the competing endogenous RNA (ceRNA) hypothesis, where interactions among different types of RNA, facilitated by the binding of miRNA
to MREs, result in the formation of a large-scale regulatory network (Salmena
et al. 2011).
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Translation and protein folding
When a mature mRNA finally reaches the translational machinery of the ribosome in the cytoplasm, the portion of its sequence carrying the protein coding
information (the open reading frame) is translated into an amino acid sequence. While DNA and RNA are each made up of four nucleotides, proteins
are made up of combinations of 20 different amino acids. The translation of
nucleotide sequence to amino acid sequence is conducted using the “genetic
code” (Figure 3), where non-overlapping triplet combinations of nucleotide
sequence are interpreted as specific amino acids (or stop signals) (Crick et al.
1961). The ribosome is responsible for this task and translates the information
stored in the mRNA, using specialised amino acid specific transfer RNAs
(tRNAs), into a chain of amino acids called a polypeptide. In order to function
as a working protein, the resultant polypeptide chain must be folded into a
three-dimensional structure. This structure is dependent on the interactions
among the amino acids found within the polypeptide sequence. While the protein is also subject to post-translational regulation, this thesis will focus primarily on elements involved in transcriptional and post-transcriptional regulation.

Figure 3. Standard RNA codon table used to interpret the genetic code. Codons are
triplet combinations of nucleotides which are translated into specific amino acids.
The code has a high level of redundancy built into it, but no ambiguity, i.e. multiple
codons will code for the same amino acid, but no single codon will code for multiple
amino acids. There are three stop codons (UAA, UAG, and UGA) and one start codon (AUG) which codes for the amino acid, Methionine.
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The identification of functional elements
The recognition that genomes were composed of interacting functional units
had occurred well before the genomic era (Jacob and Monod 1961). Thereafter, began the effort to identify these functional units. Over the years, three
primary approaches emerged: genetic, biochemical, and evolutionary (Kellis
et al. 2014). The genetic approach sought to directly link changes in DNA
sequence to changes in phenotype. This approach contributed greatly to the
field of medical genetics, especially after the advent of the molecular era,
when the causes of many single gene disorders were identified. The locations
of these genes were mapped using linkage studies (Berg and Heiberg 1976;
Gusella et al. 1983; Altshuler et al. 2008), and mutation analysis was used to
characterise the variants found within genes (Horsthemke et al. 1987; Upadhyaya et al. 1997). As molecular screening techniques improved after the turn
of the millennium, researchers began utilizing genome-wide catalogues of variants in order to find associations with phenotypes or diseases. These genomewide association studies (GWAS) allowed for the focus to be shifted to complex traits (Chan et al. 2015) and diseases (Imamura et al. 2016). While these
studies were commonly based on the use of naturally occurring variation
within the genome, more experimental approaches to studying the functions
of genes and genomic elements were also developed including insertional mutagenesis (Amsterdam et al. 1999), exploitation of the RNAi pathway (Laufer
et al. 2014), and CRISPR/Cas9 genome editing (Zhang et al. 2014).
The presence of specific biochemical signatures around different functional
elements was recognised in the midst of the search for functionality in the
genome. The consistency of these signatures formed the basis of the biochemical approach to the identification of functional elements. One of the first examples of this was the association between active promoters and sensitivity to
DNA nucleases, due to changes in chromatin structure (Wu et al. 1979). The
sensitivity of transcriptionally active euchromatin to DNA nucleases was subsequently used to locate actively transcribed DNA and more regulatory elements (Banerji et al. 1983; Forrester et al. 1986). Over several decades, major
classes of genomic elements such as promoters, enhancers, silencers, etc. have
been defined, with distinctive biochemical signatures for each, based on histone modifications, methylation, DNase hypersensitivity, and TF binding
(Kellis et al. 2014). Transcriptionally active regions (both coding and noncoding) were also located and defined through the analysis of RNA transcripts
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(Alexander et al. 2010; Kellis et al. 2014). The development and refinement
of methods used to generate biochemical data associated with specific elements and functional activity, together with the release of the first draft of the
human genome sequence (Lander et al. 2001; Venter et al. 2001), laid the
groundwork for the launch of the ENCODE project (ENCODE Project Consortium 2012) which undertook a comprehensive annotation of functional elements in the human genome; based primarily on the biochemical approach.
The comparative analysis of genomes and genomic features forms a major
part of the evolutionary approach to the identification of functional elements.
Regions of interest are identified on the basis of shared evolutionary constraint. These evolutionarily constrained sequences are targeted as potentially
functional elements due to the expectation that functional sequence would be
more similar across species, as any change in the sequence that affects its
functionality may reduce the fitness of the organism (Margulies and Birney
2008). Comparative genomics has primarily made use of comparisons among
different species through multiple sequence alignment (Lindblad-Toh et al.
2011) to successfully identify several different classes of functional elements
(Boffelli et al. 2003; Xie et al. 2005). With the advent of high-throughput sequencing it has become possible to sequence several individuals from a single
species, allowing for the integration of population genetic methods in analysing genomes for functionality; further expanding the evolutionary approach.
Some of these population genetic methods are used extensively in the research
comprising this thesis, and so will be discussed in detail in later sections.
While the approaches described in the previous paragraphs have all resulted
in the successful identification of functional elements, they are not without
limitation. The genetic approach may be less sensitive to any element whose
functional expression is restricted to rare cell types or specific environments
(Kellis et al. 2014). The presence of redundancy in the genome, where more
than one gene is responsible for the same function, may also play a role in
preventing the detection of the phenotypic consequence of a mutation (MacArthur et al. 2012; Pagel et al. 2017). With regard to the biochemical approach,
it must be noted that the biochemical signatures detected at (or derived from)
genomic elements, while indicative of activity, are not necessarily evidence
of function. This point is further reinforced by the fact that these signatures
can sometimes occur stochastically (Cheng et al. 2009). Evolutionary approaches are also not without their shortcomings. Since constraint is identified
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through lowered diversity across a DNA sequence, comparative genomics is
only sensitive to function encoded in the primary sequence data (Margulies
and Birney 2008); and is blind to epigenetic effects or three-dimensional structural DNA features, unless they are a consequence of a base change. They are
also less effective in identifying elements that exhibit high rates of turnover,
such as immunity genes (Kellis et al. 2014). Further, many highly conserved
genomic regions have still not been verified experimentally through biochemical or functional assays (Stamatoyannopoulos 2012). Keeping in mind the
advantages and disadvantages of the approaches discussed, the complementarity of each becomes apparent; and so their integrated use may be the way
forward.
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Population genetics and the utility of genetic variation
As mentioned in the previous section, population genetics has also been used
for the identification of functionality in the genome. Its use is an expansion of
the evolutionary approach, and compensates for some of the limitations of
comparative genomics. By using data from multiple individuals in a population, it becomes possible to detect lineage specific constraint (Ward and Kellis
2012) that conventional comparative genomics studies are insensitive to.
Setting aside genomic functionality, population genetics is an immensely important field of evolutionary biology in its own right. It involves the study of
genetic variation within and among populations and the factors that influence
the distribution of this variation. The emergence of population genetics early
on in the 20th century served as a mathematical framework for the modern
synthesis of evolution (Huxley 1942), which reconciled Darwin’s views on
natural selection with Mendelian genetics. The formalisation of population
genetics theory so early on in the 20th century was accomplished on the basis
of observable characteristics, since the molecular underpinnings of genetics
had not yet been discovered. In 1966 results of the first large scale studies of
genetic variation at the molecular level were published (Harris 1966;
Lewontin and Hubby 1966) based on protein polymorphisms; revealing that
populations contained much higher levels of genetic variation than previously
expected. Prior to this, natural selection was regarded as the main driving force
behind evolution, which would have resulted in lower levels of variation due
to the purging of deleterious mutations and the establishing of only advantageous mutations. This set the stage for the arrival of the neutral theory of evolution (Kimura 1968), which proposed that most of the molecular genetic variation present in populations was not under the influence of selection; shaped
instead by stochastic, neutral processes. Variation that was under selection
would, instead, be removed relatively quickly from the population; deleterious
mutations would be purged, and advantageous mutations would become fixed.
Later on, it was recognised that slightly deleterious mutations would also contribute to variation in populations, unless the strength of selection for their
removal reached a specific threshold (Ohta 1973). While these ideas have generally gained acceptance, much research is still dedicated to using genetic variation in populations to understand the processes involved in shaping them.
The rest of this chapter will serve to highlight some of these processes.
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Mutation
Mutation is the process through which a change (usually permanent) is introduced into a DNA sequence, due to an error during DNA replication or from
environmental damage. It is a source of genetic variation. If a mutation were
to occur in the germline at a given locus in the genome, this would result in
the creation of an alternate form of the locus in the population, called an allele.
While there are two other sources of genetic diversity (recombination and
gene flow), mutation is the most important, as it is the only one capable of
generating new variation. There are several different classes of mutations (or
variants), which can be small scale (affecting one or a few bases) or large scale
(affecting large segments of chromosomes or even whole genomes).
The mutation of a single base may take the form of an insertion, where an
extra nucleotide is added into the DNA sequence; a deletion, where a nucleotide is removed; or a substitution, where the original nucleotide is replaced
with a different one. The result of a substitution is often termed a single nucleotide variant (SNV). As expected, based on neutral theory, most SNVs
found in genomes have no effect on the fitness of organisms. Some, however,
may be harmful and fewer still may be beneficial. The most well researched
of these are SNVs found within the open reading frames of protein coding
genes, that may affect the function of these genes to the detriment of the organism. SNVs that disrupt a codon, which alters the amino acid sequence, are
called non-synonymous variants; and include missense and nonsense variants
(Turnpenny and Ellard 2007). Missense variants, which result in an amino
acid change, have the potential to affect genes to varying degrees. Some may
not cause much of a change in the gene product, while others may change
activity levels or even cause the gene to stop functioning. Since amino acids
exhibit different properties (e.g. hydrophilicity, hydrophobicity, charge, presence of functional groups, etc.), the consequence of an amino acid change is
dependent on how different they are from each other and where in the protein
sequence they occur; since these properties affect the integrity of the protein
structure as well as its function. Nonsense variants cause the introduction of a
premature termination codon into the open reading frame, causing a truncation
of the protein. These are called stop-gain variants, and depending on the severity of the truncation, could result in a loss of function (LOF). Other potential LOF variants include start-loss variants, which remove the start codon of
a gene, and stop-loss variants, which remove the original termination codon.
These and others are discussed further in paper III of this thesis.
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Structural variants are the result of large scale mutation and include deletions,
duplications, insertions, inversions and translocations of segments of DNA.
While some are large enough to be viewed microscopically, they typically
range in size from 1 kb to 3 Mb (Feuk et al. 2006). Though, more recent studies have extended the definition of structural variation to variants as small as
50 bp (Mills et al. 2011; Sudmant et al. 2015). In humans, they occur much
more rarely than SNVs, however, Kloosterman et al. (2015) report that they
can affect up to 91 times more of the genome than SNVs per generation. It is
not surprising then, that structural variants contribute substantially to human
genomic diversity and disease. Some of the more comprehensively researched
links between structural variants and disease are congenital syndromes (e.g.
Smith-Magenis syndrome, Williams-Beuren syndrome, Angelman syndrome), however, due to the improved detection of submicroscopic structural
variants, associations with complex diseases have also been discovered (e.g.
Crohn’s disease, rheumatoid arthritis, diabetes) (Weischenfeldt et al. 2013).
Even though this strong association with disease phenotypes exists, studies
have shown that many structural variants are polymorphic within and between
populations and do not result in a loss of fitness. Based on the presence of
homozygous deletions segregating within populations, over 200 non-essential
human genes have been identified (Sudmant et al. 2015). The large-scale mutations which result in structural variation are also regarded as important
mechanisms for genome evolution. In fact, it has been postulated that segmental duplications – repeated segments of DNA longer than 1 kb in length with
90% or greater sequence identity – may have played an important role in hominid evolution, due to a burst of duplication activity in the phylogenetic branch
leading to humans and the African great apes (Marques-Bonet et al. 2009).
This is partly due to the ability of segmental duplications to drive the formation of new genes (Kaessmann 2010). In addition to providing fertile
ground for the formation of new protein coding genes, segmental duplications
show even stronger enrichment for the presence of pseudogenes (Khurana et
al. 2010); specifically duplicated pseudogenes, which arise due to partial duplication of, or LOF mutation in, protein coding genes (Zhang and Gerstein
2004). This is in contrast to the other major class of pseudogenes: retrotransposed pseudogenes, which form when the mRNA of a gene is reverse transcribed into cDNA and inserted into a chromosome (Vanin 1985). While
pseudogenes have lost the ability to code for a protein, and were considered
to be non-functional “junk” DNA, several studies in the last two decades have
found that they may actually have a regulatory role in the genome (Korneev
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et al. 1999; Tam et al. 2008; Poliseno et al. 2010; Hayashi et al. 2015). The
potential functionality of pseudogenes, and its effect on their evolution is explored further in paper II of this thesis.

Selection
Natural selection refers to differences in survival and reproductive rates of
individuals in populations, due to their suitability to their environment (based
on their phenotype). These differences result in an increase in frequency of
those phenotypes that confer a survival and reproductive advantage, and a decrease in frequency of those that do not (Vitti et al. 2013). The variation generated by mutation, if causative of a change in phenotype, is acted upon by
selection; and unlike mutation, the net effect of selection is a reduction in genetic diversity. Selection is generally described as positive, negative, and in
some cases, balancing. The propagation of an advantageous variant, and its
associated phenotype, in a population is called positive selection. Over time,
if the environmental conditions remain conducive to maintaining the variant’s
advantage, a shift in the average phenotype of the population may occur, toward a new optimum. This is referred to as directional selection. The ability
of some human populations to digest lactose from dairy products in adulthood,
due to a mutation in a regulatory region of the LCT gene (Enattah et al. 2002),
is a prominent example of positive selection. When a variant is removed from
the population by virtue of its inability to compete, this is called negative (or
purifying) selection. These may be new variants that are too deleterious to
gain a foothold in a population, or a subset of standing variation that have
become undesirable due to changing environmental conditions. Examples of
deleterious variants include the syndrome-linked structural variants described
above. Most non-synonymous variants may also be deleterious (Eyre-Walker
and Keightley 2007). While positive selection is often spoken of as an independent phenomenon, when a given allele at a locus undergoes positive selection, the other alleles at that locus are consequently under negative selection,
due to their decrease in frequency relative to the positively selected allele.
Once a positively selected allele has increased in frequency and a new phenotypic optimum has been established, negative selection continues to act to
maintain the new population mean; as it is the best adapted to the current environment. This is referred to as stabilizing selection.
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Balancing selection is the only form of selection that results in maintaining or
increasing variation at a locus. One of the mechanisms leading to balancing
selection is heterozygote advantage (or overdominance); where individuals
who are heterozygous at a locus are better adapted than homozygous individuals. It is not as common and harder to detect than positive and negative selection; consequently, this thesis will focus primarily on occurrences of positive and negative selection in the human genome.

Genetic drift
Most of the genetic variation in a population is not under the influence of selection. Instead, the increase and decrease in allele frequency is driven by stochastic processes, and arguably, one of the most important of these is genetic
drift. This refers to the change in frequency of a variant in a population due to
the random sampling of its alleles from the parent generation, to be passed on
to the next generation. In any population, an element of randomness exists in
determining the number of offspring of an individual. Due to this, the change
in allele frequencies in a population over time can be modelled as a stochastic
process. Based on an idealised population, such as the commonly used
Wright-Fisher model (Wakeley 2009), the probability of observing a given
allele frequency in a generation is dependent on its frequency in the preceding
generation. On average, the frequency of an allele is expected to remain the
same; however, it could range anywhere from 0 to 100%. The Wright-Fisher
model allows us to more easily understand the dynamics of genetic drift in a
population. However, it relies upon a number of assumptions that are often
violated in real-world populations such as constant population size, non-overlapping generations, random mating with equal sex ratios, and an absence of
selection and recombination. The concept of effective population size was introduced as a way to use data from a real population and interpret it in the
framework of the Wright-Fisher model. Effective population size is defined
as the size of a Wright-Fisher population that would generate the same rate of
genetic drift as the population being examined (Wakeley 2009). It is used as a
scaling factor, allowing one to determine how violations to the model assumptions influence the rate of genetic drift.
In accordance with the law of large numbers, the allele frequency of a neutral
variant is more stable in a large population, hence genetic drift increases in
strength as population size decreases. While the allele frequencies of variants
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may increase or decrease, genetic drift will tend to reduce diversity in a population over time. Dramatic fluctuations in population size, thus, have a strong
effect on the genetic diversity of a population. A massive reduction in the size
of a population, i.e. a bottleneck, will result in a substantial loss of variation.
A population expansion, on the other hand, will often cause an increase in
variation, due to the lowered strength of drift.
Even when variants are under selection, they do not necessarily escape genetic
drift. While one would expect a beneficial variant to have a greater chance of
increasing in frequency than a neutral variant, new variants are usually eliminated quickly from a population, and with only fractionally better odds a new
beneficial variant must survive and increase in frequency in the first few generations before its selective advantage becomes an influential factor (Lynch
2007). Additionally, both deleterious and beneficial variants are effectively
neutral unless their strength of selection surpasses a threshold based on the
inverse of the effective population size (Lohmueller 2014). This raises the issue of selection efficacy. The behaviour of a weakly deleterious (nearly neutral) variant is dependent on population size, such that in a small population it
may drift to high frequency, regardless of its phenotypic effect. Selection efficacy would have been reduced due to the strength of genetic drift in a small
population. A reduction in selection efficacy may be responsible for the enrichment of deleterious variants in some human populations (Lohmueller et
al. 2008), due to differences in demographic history during the evolution of
human populations.

Recombination
As mentioned briefly, earlier in this section, recombination is also a source of
genetic variation. It occurs primarily during meiosis in organisms that are (at
least) diploid, such as humans. During one of the phases of meiosis, prophase
I, homologous chromosomes - maternal and paternal copies of chromosomes
which contain the same loci - pair with each other and exchange genetic material. Due to the mechanics of the process, recombination is essential for successful cell division; moreover, the exchange of genetic material between the
chromosomes generates different combinations of variants at loci, thereby increasing genetic diversity. The moving of variants from one genetic background to another allows for the modulation of selection (McGaugh et al.
2012); increasing the efficacy of both positive and negative selection. Without
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recombination, selection on one locus would interfere with selection at a second locus, physically linked to the first; resulting in a lowering of selection
efficacy. This interference is called the Hill-Robertson effect (Hill and Robertson 1966). The presence of recombination allows for the unlinking of beneficial variants from deleterious variants, with consequently faster fixation of
the former and faster purging of the latter. The Hill-Robertson effect is a
demonstration of the fact that selection extends further than the target site, and
results in the lowering of diversity at sites linked to the target site. This is
referred to as genetic hitchhiking when selection is positive (Smith and Haigh
1974), and background selection (or linked-purifying selection) (Charlesworth et al. 1993) when selection is negative. As distance increases from the
target site, and recombination rate increases, the signal of selection decays.
Recombination is not necessarily present in all regions of a genome, however;
especially in species such as humans that have a heterogametic sex. In humans, males are the heterogametic sex, as their sex chromosomes are not homologous (X and Y). Since only small portions at the ends of the X and Y
chromosomes - the pseudoautosomal regions - are homologous to each other
for the purpose of correct disjunction during cell division, the vast majority of
the Y chromosome does not experience any recombination. The non-recombining region of the Y chromosome, passed on from father to son over the
generations, is changed only by mutation. It is an intact haplotype – a set of
linked variants, inherited together – whose record of descent and change, free
from the influence of recombination, is traceable. For this reason, it has been
used to answer questions regarding human origins and demographic history
(Underhill and Kivisild 2007). The lack of recombination and paternal inheritance of the Y chromosome may also, however, be responsible for the high
levels of degeneration that it has experienced over the course of its evolutionary lifetime (Graves 2006). No recombination and low effective population
size (with subsequently stronger genetic drift) has reduced the efficacy of selection on the Y chromosome, while its restriction to males has increased its
mutation rate due to a higher number of germline cell divisions (Wilson Sayres
and Makova 2011). This has resulted in a loss of most of the genes originally
found on the Y chromosome, and an accumulation of deleterious variants,
transposable elements and pseudogenes. By current estimates, the number of
protein coding genes on the Y chromosome stands at 62 (Ensembl release 93).
I will examine the Y chromosome further in paper IV of this thesis.
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Methods

Following on from establishing the background and key concepts involved in
this thesis, I briefly highlight some of the more noteworthy methods employed
in carrying out the research. I provide the basis for some of the tests, and the
rationale as to why certain approaches were taken.

Variant annotation
Copious amounts of DNA sequence are produced from next-generation sequencing (NGS) experiments, containing millions of variants. It has become
increasingly important to be able to predict where these variants occur in a
genome for assessment of functional significance, for use in mapping and linkage studies, and in population genetics. Fortunately, as characterization of genomes has improved, the resultant new data has been used to better annotate
variants (McLaren et al. 2016).
The impact of variants on protein coding genes is often one of the first things
considered. Generally, this may take the form of assessing the location of the
variant in the gene (e.g. does it fall in the coding sequence, or in an intron?).
The potential of the variant to disrupt the protein sequence provides more useful information (e.g. does the variant introduce a premature termination codon,
or destroy a splice site?). In some cases, gene-based annotations will take transcript identity into account, as the same variant may have differential effects
on the multiple transcripts generated from a protein coding gene. For the purposes of this thesis, I made use of the GENCODE gene annotation (Harrow et
al. 2012), obtained from the Ensembl genome database (http://www.ensembl.org/index.html).
Since protein coding genes constitute less than 2% of the human genome, the
importance of annotating non-coding genomic elements is apparent. This has
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improved substantially in the last decade, allowing us to accurately associate
variants with various genomic elements, including ncRNAs, TFBSs, and regulatory regions such as promoters and enhancers, to name a few. I obtained
annotations of pseudogenes and ncRNAs from Ensembl, while regulatory annotations such as DNase hypersensitivity regions, uniform TFBS peaks and
genome segmentations were obtained from ENCODE project data (ENCODE
Project Consortium 2012).
Assessing the functional significance of variants usually requires more than
placing the variant within a gene or regulatory element. Several methods have
been developed to predict the functional impact of a variant. Some work
through predicting the effect of an amino acid change on the structure and
function of a protein [e.g. PolyPhen-2 (Adzhubei et al. 2010)], or through
measuring sequence constraint in the region containing the variant [e.g.
GERP++ (Davydov et al. 2010)], for example. In paper III, I made use of
Combined Annotation–Dependent Depletion (CADD) (Kircher et al. 2014) to
predict the functional significance of the LOF variants found. CADD is a general framework within which a metric of deleteriousness (the C score) is computed for any possible SNV associated with a diverse range of genomic and
functional annotations. The metric of deleteriousness is based on a comparison
between high frequency (fixed and nearly fixed) variants in the human genome, and a simulated dataset of variants. While there would be a depletion
of deleteriousness among variants close to fixation, due to purifying selection,
this would not hold true among simulated variants.

The site frequency spectrum
When investigating genetic variation in a population using DNA sequence,
the most detailed information is extracted directly from the raw data. Doing
so, however, may sometimes be computationally or labour intensive. Depending on the type of information required from the DNA sequence, one may also
seek to use summary statistics, which allow for the extraction of a particular
facet of information. If one were to focus on allele frequencies, one of the
most informative summaries is the site frequency spectrum (SFS).
The SFS is obtained from a sample of DNA sequences through tabulation of
the allele frequencies of all variants in the sample (Nielsen and Slatkin 2013);
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a count at each possible allele frequency from singletons all the way through
to almost fixed variants (fixed variants do not contribute to the SFS). If one is
able to determine which allele of a variant is ancestral and which is derived,
through the use of an outgroup, then an unfolded SFS could be built. Without
knowledge of the ancestral and derived states, a folded SFS may be built based
on the minor allele of the variant. Much of the analyses in this thesis was based
on an unfolded SFS, as ancestral and derived alleles were determined using
three primate outgroups.
Previously it was noted that allele frequencies are influenced by selection and
by stochastic and demographic processes. From this, it can be expected that
the SFS will be shaped by selection and demography as well. With regard to
demography, a change in population size may drastically impact the SFS;
where a rapid expansion would result in an increase in singletons, while a
sudden drop in population size would favour the presence of alleles at moderate to high frequencies (Marth et al. 2004). Different forms of selection also
influence different parts of the SFS (Nielsen and Slatkin 2013). Negative selection often results in an enrichment of new variants at low allele frequencies.
The maintenance or increase in diversity due to balancing selection increases
the occurrence of moderate frequency alleles. Positive selection primarily increases the number of high frequency alleles; though a strong selective sweep
will affect both ends of the SFS.
While the SFS is a summary of DNA sequence in a sample, several other summary statistics may be derived from the SFS. These allow us to make use of
different parts of the SFS. Some of these summary statistics include estimators
of , the scaled mutation rate. Three such estimators were used in the course
of the research: , the average number of pairwise nucleotide differences;
, the sample-standardised number of segregating sites; and , an estimate
of weighted by the homozygosity of derived variants. Under the standard
neutral model, these estimators should show similar results. If, however, assumptions of the model have been violated, such as presence of selection, or
change in population size, then differences between the estimators become
apparent. Several tests have been developed that seek out deviations from neutrality based on such differences. I have made use of two such tests: Tajima’s
D and Fay and Wu's H.
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Tajima’s D (Tajima 1989) is formulated as the difference between
divided by the standard deviation of this difference:

and
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where n is the number of sampled chromosomes, and dij is the number of nucleotide differences between sequence i and sequence j. , the sample-standardised number of segregating sites is formulated as:
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where S is the number of segregating sites. As mentioned above, under strict
neutrality, Tajima’s D would equate to 0. In the presence of selection, its value
would increase or decrease depending on the type of selection. Under negative
selection or a positive selective sweep, Tajima’s D would be negative, since
increases due to the enrichment of low frequency alleles. Balancing selection, on the other hand, would result in a positive estimate for Tajima’s D,
increases due to the influence of moderate frequency alleles.
since
Fay and Wu's H (Fay and Wu 2000) is often used in conjunction with Tajima’s
D to clarify interpretation of negative and positive selection. It is formulated
as:
&
where , an estimate of
is formulated as:

=

−

weighted by the homozygosity of derived variants
=

(
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Si is the number of derived variants found i times in n sampled chromosomes.
increases due to the presence of high frequency alleles, Fay and Wu's
Since
H would show a negative result in the presence of positive selection.
35

While the above tests are useful for detecting signals of selection, caution
should be taken since they are a reflection of the SFS, and so will also be
affected by demographic changes. When searching for signals of selection using SFS summary statistics in the course of the research, I accounted for this
demographic effect in two ways. First, I compared results from different population groups, known to have experienced differences in their recent demographic histories. Next, I used a “selection-neutral” reference comprised of
non-annotated DNA sequence at least 200 kb away from protein coding sequence; assuming that the estimates obtained would be shaped mainly by demography. I compared the estimates for target elements to those of the selection-neutral reference using a two-sample Z-test; providing a statistical measure (effect size) of the level of selection on the element, in the form of a Zscore.

The McDonald-Kreitman test
The HKA test (Hudson et al. 1987) was one of the first tests used to detect
selection using sequence data, and was developed based on predictions made
by the neutral theory of molecular evolution (Kimura 1968, 1983). The test
set out to compare numbers of segregating sites (i.e. level of polymorphism)
within a species to the number of fixed differences (i.e. level of divergence)
between two species. The ratio of segregating sites (P) to fixed differences
(D) would depend on effective population size, sample size, and divergence
time. Thus, if one were to compare two loci from the same species using the
same number of samples, under neutrality the above ratio for the first locus
would equal that for the second locus ( /
= / ). A deviation from
this would be indicative of selection acting on one or both loci.
The McDonald-Kreitman (MK) test is based on this result (McDonald and
Kreitman 1991). It focusses on coding regions by assessing the neutrality of
non-synonymous variants in comparison to synonymous variants. If all segregating sites or fixed differences were neutral, then the proportion of non-synonymous fixed differences ( ) should equal the proportion of non-synonymous segregating sites ( ), i.e. / =
/ ; where and denote synonymous segregating sites and fixed differences, respectively. Again, a deviation from this is expected if selection were present.
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I make use of this test in the form of the Neutrality Index (NI) which is an
odds ratio of the MK test (Rand and Kann 1996):
=

/
/

There are several versions of this statistic in the literature (Stoletzki and EyreWalker 2011), and in paper II I used a modified version (Li et al. 2008), in
order to maximize the number of loci I could compute the NI for, and to provide a less biased estimate:
=−
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While the MK test was initially based on non-synonymous versus synonymous variants, it may be applied to any category of sites, where one acts as a
neutral reference.
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Research aims

The main objective of this thesis was to explore the presence of both functionally significant and neutral genetic variation in the human genome. Shaped by
the effects of selection and by stochastic demographic processes, the resultant
patterns of genetic variation proved useful in identifying regions of functionality, in assessing potential consequences of loss of function, and in exploring
the evolutionary history of a human population.
Specifically, the aims were:
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I

To evaluate the presence of selection among several classes of
genomic and regulatory elements in the genome.

II

Investigate the potential for novel functionality among
pseudogenes, and to identify those pseudogenes which may
play significant biological roles.

III

To investigate the distribution of LOF variants among the
Khoe-San, estimate their functional significance, and explore
the biological effects of LOF variants established in the population.

IV

To utilise high coverage sequence data from the Y chromosome
to explore human demography and population history in the
Khoe-San population.

Summary of the papers

Paper I: Patterns of variation in cis-regulatory regions:
examining evidence of purifying selection
The identification of functional elements in the human genome has been and
continues to be an important task in biology. With less than 2% of the genome
consisting of protein coding genes, and many of these already annotated, the
focus has shifted to finding functional aspects elsewhere in the genome. Since
the advent of the ENCODE project (ENCODE Project Consortium 2012), copious amounts of data based on biochemical signatures have been used to annotate other genomic elements, including regulatory elements. In this study, I
interrogated this catalogue of elements for signals of selection.
I computed SFS summary statistics, including
and the Tajima’s D test, to
test for selection acting on genomic elements. The patterns of variation explored through the SFS, however, are shaped by other factors as well, including demography and linked-purifying selection. I accounted for demographic
effects by comparing results from different population groups, known to have
experienced differences in their recent demographic histories. These included
African (Northern Khoe-San, Southern Khoe-San, West African) and non-African (admixed Indigenous American, European, South Asian) samples. I also
used a “selection-neutral” reference comprised of non-annotated DNA sequence. By comparing estimates obtained for genomic elements to those of
the reference, I was able to control for the demographic effects in each population group. To account for linked-purifying selection, I checked if the relative locations of genomic elements influenced the estimates of the summary
statistics used. As an additional measure of selection, I also computed the NI
for genomic elements.
The results obtained for the non-annotated reference reflected the demographic histories of the populations examined; with non-Africans displaying
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reduced diversity, attributed to the Out-of-Africa bottleneck. In relation to the
non-annotated reference, genomic elements showed varying levels of purifying selection. Coding sequence (CDS) from protein coding genes was, consistently, the most conserved class in the genome; though the untranslated region and intronic sequence also appeared to be under some purifying selection.
Predicted regulatory regions were also under differential levels of purifying
selection, with some elements (e.g. promoters) showing substantial levels of
constraint. Of the TF classes, binding sites for general TFs were the most conserved. While all TF classes examined were significantly constrained, it was
difficult to adequately separate them for intensity of purifying selection.
Next, I determined if the signals of purifying selection found were caused by
the direct action of selection on the elements, or due to linkage to coding regions known to be under purifying selection, i.e. linked-purifying selection.
The positional correlations of the genomic elements were ascertained using
pairwise sliding-window correlation analysis. From this it was found that CDS
showed low levels of correlation to most regulatory elements. However, this
weak positional association was still enough to influence the estimate of the
SFS summary statistics for the other genomic element classes. In order to isolate the linked-purifying selection signal,
and Tajima’s D were computed
for discrete bins of non-annotated sequence at increasing distances from CDS.
From this, a consistent lowering of diversity was found in all populations, extending till 10 kb away from CDS.
By quantifying how linked-purifying selection affected neutral sequence I was
able to disentangle its effect on genomic elements in the same vicinity. and
Tajima’s D were computed in discrete bins at increasing distance from CDS
for the other genomic elements. From this, strong disparities in purifying selection were observed between proximal and distal regions, with stronger signals closer to CDS. Selection on distal regions, however, involved a notable
spatial component with differential patterns observed among element classes.
Additionally, differences in selection efficacy were uncovered between African and non-African populations. This was based on lower levels of purifying
selection in non-African populations. While this was not as noticeable in the
overall estimates, the effect became more pronounced when the summary statistics were displayed as a function of distance from CDS.
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The findings validated the efforts of the ENCODE project and increased support for integrated approaches to the identification of functionality in the genome. At the same time, it became clear that the presence of an annotated
element is not always associated with a signal of purifying selection.

Paper II: Selective sweeps among transcribed
pseudogenes underline their utility in the human
genome
Pseudogenes are commonly found in the genomes of multicellular organisms.
In humans, they are estimated to number between 10,000 and 20,000.
Pseudogenes are classified on the basis of their origin, and are found in two
main forms: retrotransposed and duplicated. Due to their inability to produce
a working protein, pseudogenes were long considered as dead remnants left
over in the course of evolution. In the last two decades, however, evidence has
mounted demonstrating functional roles for pseudogenes; especially in the
regulation of gene expression.
In this study I examined the pseudogene class of genomic elements in humans
among six global populations using population genetic methods; initially at
the class level before investigating individual pseudogenes for signs of selection. SFS summary statistics were computed, including three estimators of ,
as well as the neutrality tests, Tajima's D and Fay and Wu's H. As with paper
I, estimates were compared to a selection-neutral reference, to disentangle the
signal of selection from demographic effects. I also computed the NI as an
additional measure of selection.
I discovered evidence of selection acting on the pseudogene class, overall;
with the signal driven mainly by transcribed duplicated pseudogenes. Based
on the NI, around 42% of transcribed duplicated pseudogenes screened
showed signs of positive selection. While SFS summary statistics also indicated the presence of selection, the type observed often differed among the
populations screened. Several pseudogenes that appeared to be under positive
selection (based on NI and SFS) in some populations, were under negative
selection in other populations. This population effect may have been due to
the shifting balance between directional and stabilizing selection, following
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the increase in frequency of a new mutation; initially driven upward by positive (directional) selection.
Several transcribed pseudogenes have previously been shown to function as
part of gene regulation networks, influencing the levels of expression of related protein coding genes. The presence of selection acting on a large proportion of the transcribed duplicated pseudogene class may indicate that roles in
gene regulation are not restricted to only a handful of pseudogenes. Further, it
was postulated that functional transcribed duplicated pseudogenes were
formed via the “gene duplication with a modified function” model (Katju and
Lynch 2006; Innan and Kondrashov 2010); whereby the process of gene duplication itself results in the creation of a new function in the duplicated gene,
due to partial duplication of the parent gene. Duplicated pseudogenes are often
incomplete copies of their parent genes. This, however, may be due to partial
duplication or degeneration of the unconstrained sequence. Partial duplication
of pseudogenes under selection was indicated by the high levels of sequence
identity with parent genes, and the non-uniform distribution of exon loss and
degeneration.
I explored potential biological roles for transcribed duplicated pseudogenes
which exhibited strong signals of selection by looking at the activities their
parent genes were associated with. The parent genes of nine pseudogenes
which presented with complete fixation of segregating sites were associated
with several severe clinical outcomes including genetic disorders (mucopolysaccharidosis VII, aplasia cutis congenita, polycystic kidney disease), aortic
dissection, neurological disease, male infertility and miscarriage. A moderate
proportion of duplicated pseudogenes under selection were cancer-related;
where haploinsufficiency or over-expression were linked to disease states.
Several genes (both parent and pseudogenes) showed high testis expression
and/or were linked to spermatogenesis or sperm function.
The functionality of transcribed duplicated pseudogenes may be further evidence that segmental duplication, the creator of most of these pseudogenes, is
able to influence gene regulation. This is of interest to the study of human
evolution due to increased duplication activity in the branch leading to humans
and the African great apes (Marques-Bonet et al. 2009). This may have influenced the evolution of hominid populations due to the predisposing effect of
42

copy number changes to neurodevelopmental disorders and disease susceptibility, in addition to changes in gene regulation brought on by the activity of
transcribed duplicated pseudogenes.

Paper III: Loss-of-function variants in the genomes of
Khoe-San
Paper III centred around genetic variation found in protein coding genes; specifically, variants that disrupt their open reading frames. The presence of a
LOF variant in a gene may result in its inactivation (refer to section 4 of this
introduction for a brief description of LOF variants). The presence of LOF
variants does not always result in disease, however, and so the genomes of
many seemingly healthy individuals will contain a handful of variants expected to disrupt protein coding genes (Yngvadottir et al. 2009; 1000 Genomes Project Consortium et al. 2015). Often, for a disease caused by gene
inactivation to manifest, both alleles must be disrupted, i.e. the disease is recessive. Thus, those individuals who only carry a single copy (heterozygotes)
will not be affected. Even if two LOF alleles are present, this still might not
result in disease if related genes can provide a backup to the disrupted gene.
There may also be beneficial LOF variants present in the population, though
these are likely to be relatively rarer.
In this study, variants extracted from a whole genome dataset of 25 Khoe-San
individuals, from five populations, were annotated to examine the distribution
of LOF variants in the sample. I estimated levels of functional significance
using CADD scores; noting that a substantial number were unlikely to
strongly affect fitness. Finally, I focused on those variants that had reached
moderate to high frequencies in the sample, and explored the biological roles
of the affected genes.
Following variant annotation, I discovered 62,364 missense variants; and
within population counts ranged from 30,857 to 31,298. There were fewer
synonymous variants at 59,398 in total, however, each population appeared to
have slightly more synonymous variants (31,844 to 32,911). LOF variants included 994 stop-gain variants, 758 splice donor variants, 666 splice acceptor
variants, 86 start-loss variants, and 70 stop-loss variants. The functional significance of the variants was estimated using CADD; assigning variants scaled
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C scores, with those scoring 20 and above representative of the top 1% of
CADD scores. Stop-gain variants were most likely to have functional significance with over 96% of them scoring 20 and above. A third of missense, startloss, splice acceptor and splice donor variants scored 20 and above; while only
2% of synonymous variants did. Only 8.6% of stop-loss variants scored 20
and above, indicating that this class may be the least deleterious potential LOF
variant. When I examined the genes containing LOF variants, I found that
stop-gain variants were associated primarily with the detection of chemical
stimuli (smell and taste), receptor activity, immune response, and keratin / intermediate filaments. Start-loss and stop-loss variants had fewer significant
hits and were primarily associated with the detection of chemical stimuli.
When I considered the moderate to high frequency LOF variants in more detail, I found that almost all were previously discovered, with the exception of
one stop-loss mutation. Most of the LOF variants present in the Khoe-San
were found at frequencies comparable to the global average, or to other African populations. They were also usually found in genes with multiple transcripts, and were more likely to be partial LOF variants at most. Exceptions
to this, however, included variants that fell in genes associated with immune
response, potential oncogenes, and keratin-associated proteins. Notably, the
Khoe-San sample contained moderate frequencies of two functional genes,
CASP12 and FMO2, whose pseudogenized forms have come close to fixation
in most non-African populations. The functional form of CASP12 has been
associated with an increased risk of sepsis (Saleh et al. 2004, 2006), while
carriers of a functional FMO2 gene are at increased risk of pulmonary toxicity,
due to the metabolism of thiourea (Veeramah et al. 2008). This may point to
differing selective pressures experienced by these populations.

Paper IV: Sequencing of the Y chromosome among the
Khoe-San
For the final paper I shifted focus from genomic elements to examining the
utility of genetic variation found in the Y chromosome in exploring human
demography and population history.
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As mentioned in earlier sections, the Y chromosome has proved itself to be a
useful tool in the study of human evolutionary history. Its paternal transmission, with no recombination along most of its length, allows the use of its
mutational record to study the male contribution to the shaping of human populations. Well defined and geographically informative Y chromosome phylogenies have been created using variants sourced from several human populations. Yet, the ascertainment bias inherent in the initial sourcing of variants
has resulted in severe limitations to the information derived from these phylogenies, such that global Y chromosome diversity and estimates of the time
to most recent common ancestor (TMRCA) have been underestimated.
Through NGS experiments, thousands of unbiased variants have been found
which have allowed for more accurate estimates of diversity and TMRCA.
In this study the Y chromosomes of 19 male Khoe-San individuals were sequenced to high coverage, and compared to existing Y chromosome sequence
data from other African populations. The Y chromosome haplogroups found
in the small dataset were strongly concordant with previous studies of Y chromosomes in Khoe-San populations. The haplogroups found included A-M14
(A1b1a1), A-M51 (A1b1b2a), B-M112 (B2b), E-M2 (E1b1a1) and E-M35
(E1b1b1). The resolution provided by additional sequence data, however, allowed us to clarify some of the relationships between lineages in subclades.
Within haplogroup A-M51, I found three previously reported subclades; further refining their branching structure and reconciling them with the ISOGG
phylogeny. The three A-M51 subclades segregated independently among the
Khoe-San populations. While this hinted at interesting phylogeographic patterns, further screening of several individuals is needed to elucidate the distribution of these haplogroups in Khoe-San populations.
While the presence of haplogroup E-M293 represented gene flow from eastern
Africa associated with pastoralism into the Khoe-San (Henn et al. 2008), additional input from eastern Africa may have been indicated, based on the haplogroup B-M112 chromosomes found. Most B-M112 lineages found in the
Khoe-San have usually fallen into haplogroups B-P6 and B-P70. The presence
of haplogroup B-P70 in the Khoe-San has previous been attributed to gene
flow from central Africa (Batini et al. 2011). The findings of this research,
however, place the Khoe-San specific lineage within a clade (B-M7592) together with an eastern African Hadza lineage. Due to the age of B-M7592, the
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possibility that it was also present in central African populations cannot be
ruled out. Still, these findings together with several lines of evidence pointing
to gene flow from eastern Africa into southern Africa (Skoglund et al. 2017;
Schlebusch et al. 2017), indicate that B-M7592 in the Khoe-San may have
come from eastern Africa; likely prior to the arrival of pastoralism.
The results obtained also indicated the need to re-position a few tentatively
placed branches within the ISOGG phylogeny; especially within haplogroups
A and B. The screening of more samples for already discovered markers
would contribute to finalising the placement of branches with unconfirmed
placement.
Finally, while I conducted variant annotation to identify those variants which
may affect the function of genes on the Y chromosome, this analysis was severely limited by the reduced sequence space available after filtering for mappable sequence. This reaffirms the need to improve sequencing methodology
for better quality sequence from problematic genomic regions like the Y chromosome.
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Conclusion

In this thesis, I have explored various parts of the human genome using a population genetics approach; with a substantial portion of the research focussed
on the search for functionality among an annotated catalogue of genomic elements, as well as on understanding the activities of some of these elements.
The use of population genetics to uncover the presence of function, is often
based on the detection of selection acting on a locus in the genome. This common thread linked papers I, and II.
In paper I, while purifying selection was found to be acting on regulatory regions, it was important to isolate the signals found by accounting for the effects of link-purifying selection and demography. Not all demographic effects
could be removed, however; as demonstrated by the differences in selection
efficacy observed between African and non-African populations. This was a
consequence of the intricate relationship between selection and demography.
The presence of selection among elements identified by the ENCODE Project
(ENCODE Project Consortium 2012) affirms the utility of an integrated approach in searching for function in the genome.
The detection of selection acting on several pseudogenes observed in paper II
highlighted the heterogeneity of consequence associated with mutation. While
many variants, especially structural variants, are deleterious and may be lost
quite quickly from a population, a few will be beneficial to an organism’s
survival and may increase in frequency. The effect of genetic drift on the presence of variants in small populations should also be taken into account. The
fluctuations in population size over the course of human evolution are likely
to have influenced the present day distribution of genetic variation. This would
have also been true for the LOF variants discovered in paper III. While LOF
variants found commonly in populations may owe their continued presence to
their recessiveness, transcript diversity, or due to redundancy in the genome,
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some LOF variants may have consequential, but non-pathogenic, effects and
may contribute to local adaptation among populations.
In paper II, the potential associations made between severe clinical outcomes
and the actions of transcribed duplicated pseudogenes are quite provocative.
However, it is important that these links be investigated further with a thorough functional analysis (i.e. the genetic approach), in order to confirm that
they play a role. Increased knowledge of the activities of functional
pseudogenes may contribute to the understanding of human disease and evolution.
As noted above, the influence of demography cannot be ignored when investigating how selection has shaped the patterns of variation present, or when
trying to understand the continued presence of a consequential variant. In paper IV, I focussed primarily on this demographic aspect; exploring the population history of the Khoe-San, by utilising genetic variation found on the Y
chromosome. Ironically, the Y chromosome is an effective tool for this, due
to factors that have essentially reduced the effects of selection on the Y chromosome, i.e. a lack of recombination and paternal transmission.
Well annotated, high coverage, whole genome sequence data from population
groups constitute an extremely valuable resource; and their use in conjunction
with population genetics methodology, not only allows for the further elucidation of genome dynamics, but is also a powerful means of investigating the
roles that natural selection and neutral processes play in shaping the genetic
and phenotypic landscape.
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Svensk Sammanfattning

Levande organismers genom består av många funktionella enheter, vilka interagerar med varandra och med omgivningen. Dessa interaktioner sker på ett
högst reglerat sätt för att upprätthålla en varaktig fenotyp. Flera strategier har
utvecklats för att identifiera dessa funktionella enheter och utforska deras aktivitet. I min avhandling använder jag populationsgenetiska metoder och principer för att utforska genetiska variationsmönster hos funktionella genomiska
element.
I den första artikeln använder jag data från biokemiska markörer och undersöker genetiska variationsmönster för att söka efter tecken på selektion. Studien visade på tydliga signaler av bakgrundsselektion hos förregulatoriska element och dessa signaler var inte endast en följd av bakgrundsselektion på närliggande gener. Även om effekten av bakgrundsselektion verkar sträcka sig en
bra bit ifrån de proteinkodande till de regulatoriska regionerna så var det möjligt att skilja den effekten från de faktiska effekterna av direkt selektion på de
regulatoriska elementen. Dessutom fann jag skillnader i selektionsmönster hos
afrikanska och icke-afrikanska populationer.
I den andra artikeln utforskade jag pseudogener och fann att en stor del av en
specifik grupp pseudogener – transkriberade duplicerade pseudogener – har
påverkats av positiv selektion. Runt 42% av transkriberade duplicerade
pseudogener visar tecken på positiv selektion. Vissa transkriberade pseudogener är kända för att fungera som en del av genregleringsnätverk och påverkar
genuttrycket av besläktade proteinkodande gener. Ursprungsgenerna för de
duplicerade pseudogener med de starkaste signalerna för selektion var associerade med svåra kliniska sjukdomar såsom medfödda sjukdomar, neurologiska sjukdomar och manlig infertilitet. Dessa resultat pekar på flera intressanta frågeställningar för framtida, funktionella studier.
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Den tredje artikeln är fokuserad på protein-kodande gener och genetiska varianter som stör deras s.k. “Open reading frames”. Specifikt så undersökte jag
fördelningen av s.k. “loss-of-function” (LOF) varianter hos Khoe-San grupper
genom att utvärdera LOF varianternas funktionella påverkan och genom att
utforska de berörda genernas biologiska roll. Totalt identifierade jag 62 364
“missense varianter” och 59 398 synonyma varianter. “LOF-varianter” var,
som förväntat, mindre talrika med 994 “stop-gain-varianter”, 758 “splice
donor-varianter”, 666 “splice acceptor-varianter”, 86 “start-loss-varianter”
och 70 “stopp-loss-varianter”. Av dessa var stop-gain-varianterna starkast
kopplade till funktionell betydelse. Förekomsten av en LOF-variant leder inte
alltid till sjukdom och vi fann flera som förekom i måttliga till höga frekvenser
hos Khoe-San grupperna. De flesta av dessa varianter var ungefär lika vanligt
förekommande i andra populationer. Men ett fåtal LOF-varianter avviker i
frekvens, såsom varianter i gener associerade med immunförsvaret, potentiella onkogener och keratin-associerade proteiner.
Den sista artikeln undersöker jag ett enda stort genomiskt element - Y-kromosomen - som ett verktyg för att studera människans evolutionära historia. I den
här studien sekvenserades Y kromosomer från 19 manliga Khoe-San individer
och jämfördes med befintlig sekvenseringsdata från andra afrikanska grupper.
Med hjälp av sekvenserna från hela Y-kromosomerna var det möjligt att förfina förgreningsstrukturen hos specifika haplogrupper som är ovanliga i
många delar av världen, men vanliga hos Khoe-San folken. Jag upptäckte
också haplogrupp B-P70 hos Khoe-San folken, vilket tyder på genflöde från
östra Afrika för flera tusen år sedan, före den nu välkända migrationsvågen
från östra Afrika till södra Afrika för ca 2000 år sedan som ledde till att boskapsskötsel spreds tillsödra Afrika.
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