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Abstract

Comparison of Different machine learning models for
wind turbine power predictions 

Simon Werngren

The goal of this project is to compare different machine learning 
algorithms ability to predict wind power output 48 hours in advance 
from earlier power data and meteorological wind speed predictions . 
Three different models were tested, two autoregressive integrated 
moving average (ARIMA) models one with exogenous regressors one without 
and one simple LSTM neural net model. It was found that the ARIMA model 
with exogenous regressors was the most accurate while also being 
relatively easy to interpret and at 1h 45min 32s had a comparatively 
short training time. The LSTM was less accurate, harder to interpret 
and took 14h 3min 5s to train. However the LSTM only took 32.7s to 
create predictions once the model was trained compared to the 33min 
13.7s it took for the ARIMA model with exogenous regressors to deploy. 
Because of this fast deployment time the LSTM might be preferable in 
certain situations. The ARIMA model without exogenous regressors was 
significantly less accurate than the other two without significantly 
improving on the other ARIMA model in any way.
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Populärvetenskaplig sammanfattning 
Ett problem med vindkraft är att effektproduktion är väldigt varierbar och opålitlig. Bra förutspåelser 

kan göra vindkraft mer hanterbart och attraktivt. 

 Detta projekt är en jämförelse mellan olika maskininlärningsmodellers förmåga att 

förutspå effektproduktionen för vindturbiner 48 timmar i förväg. Tre modeller jämfördes: ARIMA, 

ARIMAX och LSTM. Av dessa visade sig ARIMAX ha den högsta träffsäkerheten, var relativt snabb att 

träna och var relativt enkel att förstå men var ganska långsam när det gällde att skapa förutspåelser. 

LSTM modellen var inte lika träffsäker och var långsam att träna (ARIMAX modellen tog ungefär en 

sjundedel så lång tid att träna). Den var också svårtolkad jämfört med de andra modellerna. Dock 

kunde LSTM modellen skapa förustpåelser väldigt snabbt, ungefär 60 gånger snabbare än ARIMAX 

modellen. ARIMA modellen var inte träffsäker nog för att vara relevant. 

 

Sammanfattningsvis är ARIMAX en passande modell för problemet ifall intresset är huvudsakligen 

träffsäkerhet eller om vikt läggs på att kunna tolka modellen. Ifall det är viktigt att få fram resultat 

snabbt kan dock LSTM modellen ofta vara att föredra. 
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1. Introduction 

1.1 Background 
Many countries are looking to wind and solar power to increase the share of renewable energy. This 

presents a challenge for power grid managers since the power output of these sources are highly 

variable and unpredictable yet need to be matched to the grid demand. This makes accurate 

predictions of future power generation more and more important. 

 

The easiest kind of prediction model to deploy are machine learning (ML) algorithms since these can 

be created with little to no so-called feature engineering where experts explicitly design the model. 

Machine learning models can instead be created simply from the available data. However even 

within the limited field of ML algorithms used for wind power predictions there are a lot of different 

algorithms that are not trivial to compare according to an overview of the literature(1). There is also 

a need for more interpretable models to increase confidence in that the models are correctly 

calibrated and to better explain and account for outliers. 

 

1.2 Theory 
The kind of machine learning used here is called supervised learning. This means that there are data 

points used as input from which the algorithms should draw some conclusion. The data set also 

contains data called labels which are the correct conclusions the algorithm should draw. Specifically 

for this problem of time series prediction there is earlier data used as input to predict future data 

points in the series, this future data is then used as labels(2).  

1.2.1 ARIMA 

The ARMA model 

According to Paul Karapanagiotidis(3) the autoregressive moving average (ARMA) model of order 

      is the model: 

                                     

where    and    are parameters and      are error terms, modeled as white noise, at time    . It 

is a combination of an autoregressive model 

                        



and a moving average model 

                     

Another way to write the ARMA model is with what is called a Lag operator           . The model 

can then be written as: 

       
 

 

   

            
 

 

   

    

The ARIMA model 

Unfortunately this model assumes that the modeled time series is a stationary stochastic process. 

This means that the properties of the series (like mean for example) does not change with time(4). 

However a non stationary series can be made  stationary through differencing, which means creating 

a new series out of the difference between each point in the series and the point immediately before 

that. We can repeat the differencing process   times if the series remains non-stationary. This 

differencing can be directly included in the model: 

       
 

 

   

                  
 

 

   

    

This is the ARIMA model of order        . 

 In the statsmodels package(5) we can further improve the models ability to account 

for seasonal effect by having larger lags without having all the smaller lags. The model can be written 

as: 

       
 

 

   

         
   

  

   

            
         

               

         
 

 

   

         
   

  

   

    

This would be the ARIMA model of order                   . As a simple example, an ARIMA model 

of order                  would be: 

                      
            

                   

1.2.2ARIMAX 

The autoregressive moving average with exogenous regressors (ARIMAX) model is the same as the 

ARIMA model except with exogenous regressors. This means that there are linear regressions coming 

from a time series other than the one being predicted. This model can be written as: 

       
 

 

   

                  
 

 

   

         
 

 

   

    



where    are the values of the separate time series. 

 

1.2.3 LSTM 

 

image 1: A dense neural network (4) 

The long short-term memory (LSTM) model is a neural net. This means that there are several nodes 

ordered into layers. Training data is fed to the first layer of nodes, these nodes perform some 

nonlinear function  the result is then  fed to some or all of the nodes in the next layer, multiplied by 

some weight and added to an offset Each node in the next layer then repeats the process feeding it 

to the third layer etc.. If every node in one layer is connected with every node in the next it is called a 

dense layer. After the data has gone through all the layers the result is compared to the label. If there 

is a difference between the output and the label the weights and offsets of the model are updated in 

the direction that would have made the prediction more accurate. Doing this process for every data 

point in the training data is called one epoch, it is common to train a neural net for many epochs(2). 

 

 

 



image 2: Different recurrent neural networks. The red and blue boxes are input and output. The green box is some kind of neural net and 

the green arrow represents passing data to itself at a different point in time rather than passing it to a new net altogether. The first "many 

to many" model is the relevant model to this work (5). 

An LSTM is further a recurrent neural net, this means that it is a neural net where the output is 

recursively the input (possibly along with other data) to a similar network, the output of which might 

again be input. The problem with such recurrent networks is that there can be very many layers to 

train, this means that the signal of how the weight should be updated can get weak in the earliest 

layers which means that they are either not training efficiently or possibly not training at all. An LSTM 

is a way ameliorate this problem(2). 

 

1.3 Method 

1.3.1 Data 

Data from the GEFCOM 2012 competition(6) is used to compare the different algorithms. This data 

contains hourly power measurements for 7 turbines from 00:00 on the 1st of July 2009 to 00:00 12th 

of July 2012, the data also contains 7 different meteorological wind predictions operating 48h in 

advance updating every 12h. The meteorological wind speed predictions are written both in a 

Cartesian coordinate system (with longitude and latitude as the x and y coordinates) and in a polar 

coordinate system, only the polar vectors have been used.  

1.3.2 Data augmentation 

Some of the wind speed prediction data is missing. Older predictions have been used instead where 

possible, if the 1h speed prediction is missing then the 13h hour prediction from the 12h older 

update is used. In cases where this was not possible the closest older prediction was simply copied, if 

the 36h-48h predictions were missing then 35h prediction would be used throughout this range. 

1.3.3 Evaluation 

Accuracy 

The models need to create 48 predictions (1 per hour) at every execution. Root Mean Square Error 

(RMSE) was used to evaluate the accuracy of these predictions. A baseline error is needed to 

interpret RMS error, a persistence model was used to create such a baseline. This means that the 

predicted power is simply the last measured power remaining constant over the 48h duration. The 

accuracy of the model can then be expressed as a ratio    
                 

           
 where an R of 1.2 

means that the model improves on the persistence model by 20%.  

 

Time 

The execution time was also evaluated for each model. This can vary wildly depending on hardware 

and code efficiency. To minimize the variation due to hardware the same computer was used for all 

evaluations (a G75VW ASUS laptop with i7-3610QM CPU and NVIDIA GeForce GTX 660M GPU 16GB 

RAM for reference). Note that there are two different types of execution time, first the training time 

which is the time it takes to build the model from the available data. Then there is the testing time 

which is the time it takes to use the already trained data to make a prediction. 



 

Interpretability 

Lastly, the number of parameters the model uses is evaluated. The number of parameters any given 

model uses does say something about the interpretability of the model since more parameters mean 

more possible operations which means more things to take into account. However the nature of the 

operations (linear or non-linear) needs to be taken into account, also important is the question of 

whether the operations are in sequence or simply taken for different ranges. It is easier to interpret 

                             than it is to interpret        . As such the number of 

parameters is an imperfect measure of interpretability. 

1.3.4 Models 

Three models were used in the comparison 

1. an ARIMA model 

2.  an ARIMAX model 

3.  an LSTM neural net model. 

All models were implemented in python. 

ARIMA/ARIMAX 

The ARIMA/ARIMAX models were implemented with the statsmodels package(5). Both the ARIMA 

and ARIMAX are of order                  and use 30 days of data before each prediction. The 

ARIMAX model further has an exogenous regressor of order 1. 

LSTM 

 the LSTM model was implemented with the Tensorflow package(7). The model is two LSTMs in 

sequence with 40 neurons each, operating on sequences of length 48, this is then passed to a single 

dense net that gives the final sequence. 

2 Results 

2.1 Accuracy 
The RMSE for each model is summarized in table 1. In table 2 the ratio of RMSE to the RMSE for the 

persistence model is displayed for each model (except for the persistence model itself which would 

simply have 1.0 everywhere). 

Series Wp1 Wp2 Wp3 Wp4 Wp5 Wp6 Wp7 

Persist RMSE 0.302 0.338 0.373 0.364 0.388 0.341 0.361 

ARIMA RMSE 0.256 
 

0.343 
 

0.308 
 

0.371 
 

0.303 
 

0.350 
 

0.295 
 

ARIMAX 
RMSE 

0.231 
 

0.249 
 

0.244 
 

0.251 
 

0.238 
 

0.218 
 

0.219 
 

LSTM RMSE 0.243 0.268 0.307 0.282 0.275 0.274 0.271 

Table 1. The RMSE for each model. 

Series Wp1 Wp2 Wp3 Wp4 Wp5 Wp6 Wp7 

ARIMA ratio 1.18 0.985 1.21 0.980 1.28 0.974 1.22 

ARIMAX ratio 1.30 1.35 1.53 1.45 1.63 1.56 1.65 

LSTM ratio 1.24 1.26 1.22 1.29 1.41 1.24 1.33 

Table 2.    
                 

           
 for each model. 



2.2 Interpretability 
The ARIMA model uses 4 parameters 2 autoregressive parameters 1 moving average and 1 seasonal 

moving average. The ARIMAX model contains the same 4 parameters as the ARIMA model as well as 

2 parameters for the exogenous wind speed predictions. The LSTM uses 44688 parameters, 29760 

for the first LSTM loop 12960 for the second and 1968 for the last Dense net. 

 

2.3 Time 
Table 3 contains both the time it takes to train the models and the time it takes to test them 

 Training time Testing time 

ARIMA 1h 20.7s 26min 31.2s 

ARIMAX 1h 45min 31.8s 33min 13.7s 

LSTM 14h 3min 5.0s 32.7s 

Table 3. contains both training time and testing time for every model. 

3 Discussion 

3.1 ARIMA contra ARIMAX 
There does not seem to be any reason to use the ARIMA model. From table 2 we see that while it 

performs up to 22% better than the persistence model for some time series it also performs up to 

2.6% worse than the persistence model for some series. It is vastly outperformed by the ARIMAX 

model in every single time series. This does come at the cost of training time, testing time and an 

increase in complexity. However this cost is most severe in the training step (75% increase in training 

time) where time is less precious than in the testing step (25% increase in testing time) since the 

testing time is the time it takes to actually deploy the algorithm when finished. The increase in 

complexity is trivial, adding two linear operations to each step should not meaningfully decrease the 

interpretability. 

 The difference between the ARIMA and ARIMAX model is entirely due to including the 

meteorological wind speed predictions in the ARIMAX model and excluding them from the ARIMA 

model. The fact that a linear regression from this data can make such a difference shows how 

important wind speed predictions are to wind power predictions. Looking at the specific parameter 

weights we can see that the weight for the wind speed prediction ranges from 0.48 at the lowest to 

1.3 at the highest and the absolute of the weights for the wind direction ranges from -0.0052 at the 

lowest and 0.019 at the highest. This suggests that the wind speed is the important factor with very 

little weight given to the direction the wind is coming  from. This makes intuitive sense since the 

turbines can turn. Direction is probably more important in questions of how quickly the direction is 

changing or if wind from a certain direction is more varying and turbulent but these are questions 

that a strictly linear regression cannot address. 

 

3.2 ARIMAX contra LSTM 
The comparison between ARIMAX and LSTM is less straightforward. ARIMAX outperforms the LSTM 

model for every series, has much shorter training time and is significantly simpler and easier to 

interpret. However the LSTM is very fast when deployed which is probably more important than 



being fast at training in most circumstances and while the ARIMAX model is significantly more 

accurate this might be an acceptable trade for decreased deployment time in some circumstances. 

Further the complexity of the LSTM also means that many variants can be created which makes it 

difficult to make any broad arguments about all LSTM models, or even just this model but with 

changes to the training. It is possible that the model would perform better if trained for more epochs 

but this is difficult to test exhaustively since training takes so long for just 100 epochs. There are two 

conclusions that can be made however. 

1. LSTM models are very difficult to interpret. 

2. The long training time of LSTM models means that finding the optimal model can be very 

time consuming or take immense computing power. 

The LSTM model contains 44688 parameters, all of them are used to make non-linear operations, this 

means that drawing any real conclusions from any parameter is all but impossible. The sort of 

argument used about the ARIMAX in the previous section where we can say that this or that data is 

more important to the model given the parameter weights is simply impossible to do when there are 

over 40000 parameters many of them operating in sequence. 

 The training time of over 14h for this decidedly simple model means that it takes days 

to just fine tune hyperparameters like learning speed, number of neurons, how long the given 

sequences are or number of epochs. Making more fundamental adjustments to how the model itself 

looks is going to take even more time. 

 The fact that an ARIMAX model seem to be able to compete with at least simple LSTM 

models while being easier to interpret is very attractive and seems to suggest that they are quite 

useful for more simple analysis at least. 

 

3.3 Comparisons to other models 
Table 4 is a recreation of the RMSE results of the 3 best performing teams from the competition the 

data is taken from (1). These values cannot be directly compared with the values in table 1 since the 

GEFCOM teams used data both before and after the test data. Because of this it becomes more of an 

interpolation problem rather than the pure prediction problem that I have dealt with. Even so the 

significantly lower error values in table 4 do suggest that meaningful improvements in the models 

can be made.  

Kaggle ID  WF1  WF2  WF3  WF4  WF5  WF6 WF7 

Leustagos 0.145 0.138 0.168 0.144 0.158 0.133 0.140 

DuckTile 0.143 0.145 0.172 0.145 0.165 0.137 0.146 

MZ 0.141 0.151 0.174 0.145 0.167 0.141 0.145 

Table 4. The RMSE of the 3 best performing teams in the GEFCOM competition 

3.4 Suggested further research 
Giving an accurate confidence interval can often be of more use to grid operators than just a 

predicted value. As such it would probably be a good idea to evaluate different models ability to 

generate accurate confidence intervals. 



4 Conclusions 
Comparing ARIMA, ARIMAX and simple LSTM models on the problem of predicting future wind 

power for a given wind turbine 48 hours in advance with accompanying meteorological wind speed 

predictions I find that the ARIMAX model is competitive with a simple LSTM in terms of accuracy. 

Furthermore the ARIMAX model has a significantly shorter training time and is easier to interpret. 

The ARIMA model cannot be said to be competitive with either the ARIMAX or the LSTM model in 

terms of accuracy. 

5 References 
[1] Giebel G., Brownsword R., Kariniotakis G., Denhard M. & Draxl C. The state-of-the-art in short-

term prediction of wind power: a literature overview (2nd ed.). Technical university of Denmark, 2011 

[2] Chollet F, Deep learning with Python, 1st edition, Shelter Island NY USA, Manning Publications Co., 

2018 

[3] Karapanagiotidis P, Dynamic State-Space Models[internet], University of Toronto, 2014 

[4] PyImageSearch.com. A simple neural network with Python and Keras[internet]. Baltimore: 

PyImageSearch.com; 2016[cited 2018 june 5]. Available from: 

https://www.pyimagesearch.com/2016/09/26/a-simple-neural-network-with-python-and-keras/ 

[5] Andrej Karpathy blog [blog on the internet]. Stanforrd: Andrej Karpathy; 2011 apr 27-.[cited 2018 

june 5]. Available from: http://karpathy.github.io/2015/05/21/rnn-effectiveness/ 

[6] Hyndman RJ, Athanasopoulos G. Forecasting: Principles and Practice[internet]. 2nd edition. 

Australia, Monash University, 2018, [cited 2018 mar 26] Available from: 

https://otexts.org/fpp2/index.html 

[7] Skipper S, Perktold J. “Statsmodels: Econometric and statistical modeling with 

python.” Proceedings of the 9th Python in Science Conference. 2010. 

 [8] Hong T., Pinson P., Fan S., Global energy Forecasting Competition 2012 International Journal of 

Forecasting, 2013 

 [9]  Google Brain, Tensorflow, Mountain View California USA, Google LLC, 2018. Available from: 

https://www.tensorflow.org/ 


