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Abstract

Implementing and Evaluating the Performance of
CRDTs in Encore

Oskar Pedersen

The majority of CPUs used in general purpose computers have multiple cores. Many
of the programming languages in use today have only added support for multi-core
computers as an afterthought. This have made it unnecessarily hard and error prone
to develop programs for modern CPUs. The object oriented programming language
Encore in development at Uppsala University have been designed from the ground up
with support for multi-core CPUs in mind. Encore is designed for shared memory
machines and uses actors which communicate asynchronously with each other. This
makes it similar to a distributed system on a conceptual level, where the actors could
be seen as the nodes in a distributed system.

Convergent or Commutative Replicated Data Types (CRDTs) are a type of data
structure used in distributed systems to achieve strong eventual consistency between
the nodes of the system. Each node of the system will have its own local replica of the
data on which it will operate on.

The goal of this thesis is to evaluate if CRDTs can be implemented and used in Encore
in an performance efficient way. They could then potentially become a reusable
component of programs written in Encore. The evaluation is performed by
implementing two set and map designs based on CRDTs in the Encore programming
language. One which is based directly on the Observed Remove CRDT and another
one which uses ideas from the Last Writer Wins CRDT. In these designs Encore
actors are used  to perform operations on different replicas in parallel. Their
performance is then evaluated using several different benchmarks. One sequential
implementation as well as a parallel design unrelated to CRDTs is used as
performance references in the benchmarks.

The similarities between Encore and a distributed system makes it easy to implement
CRDTs in Encore. The results show that the overall performance of the implemented
designs based on CRDTs is bad when compared to other concurrent data structures.
There are however specific use cases where their performance is good.
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Populärvetenskaplig Sammanfattning

Dagens datorer har processorer med flera kärnor vilket gör att de kan utföra
flera uppgifter parallellt. Tyvärr är m̊anga av de programmeringsspr̊ak som
används i dag inte designade för att p̊a ett lätt sätt dra nytta av detta. P̊a
Uppsala Universitet har man därför utvecklat spr̊aket Encore som är designat
att fr̊an grunden ha bra stöd för processorer med flera kärnor. I Encore finns
det tv̊a typer av objekt, aktiva och passiva. De passiva objekten beter sig som
vanliga objekt i andra programmeringsspr̊ak s̊a som Java. De aktiva objekten
kan kommunicera asynkront med varandra och är grunden i Encores stöd för
att utföra flera uppgifter parallellt.

Det sätt som Encore fungerar p̊a har vissa likheter med hur ett distribuerat
system, det vill säga flera sammankopplade datorer som utför en uppgift, fun-
gerar. Inom distribuerade system finns ofta flera kopior av data utspritt mellan
datorerna. Det finns sedan olika tekniker för att h̊alla de olika kopiorna synkro-
niserade med varandra. En s̊adan teknik kallas konvergenta eller kommutativa
replikerade data typer (CRDTs). Syftet med detta arbete är att undersöka om
likheterna mellan Encore och ett distribuerat system möjliggör för CRDTs att
kunna användas i Encore p̊a ett prestandaeffektivt sätt. Om s̊a vore fallet kan
CRDTs bli en återanvändbar del av program som skrivs i Encore.

Det finns m̊anga olika typer av CRDTs, allt ifr̊an simpla räknare till mer
komplexa typer som grafer. I detta projekt s̊a implementerades och utvärderades
prestandan av tv̊a CRDTs, mängd och associativ lista. Tv̊a olika typer av de-
signer som bygger p̊a CRDTs implementeras i programmeringsspr̊aket Encore
per datatyp. Deras prestanda utvärderas sedan genom att jämföras med en
parallell design som inte är relaterad till CRDTs.

Detta projekt visar att det g̊ar enkelt att implementera CRDTs i Encore.
Resultaten visar dock att deras prestanda är överlag sämre än andra jämförbara
tekniker. Det finns dock vissa specifika situationer där de har bra prestanda.

i





Contents

1 Introduction 1
1.1 Purpose and Aims . . . . . . . . . . . . . . . . . . . . . . . . . . 1
1.2 Delimitations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2

2 Background 2
2.1 CvRDTs . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2
2.2 CmRDTs . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3
2.3 Overview of the Elementary CRDTs . . . . . . . . . . . . . . . . 3
2.4 The Need For Synchronized Garbage Collection . . . . . . . . . . 5

3 Related Work 5
3.1 Deterministic Parallel Java . . . . . . . . . . . . . . . . . . . . . 6
3.2 LVars and LVish . . . . . . . . . . . . . . . . . . . . . . . . . . . 6
3.3 Revision and Isolation Types . . . . . . . . . . . . . . . . . . . . 6

4 Method 7

5 Design and Implementation 8
5.1 Design Criteria . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8
5.2 CRDT Design - Observed Remove . . . . . . . . . . . . . . . . . 9

5.2.1 Implementation . . . . . . . . . . . . . . . . . . . . . . . . 10
5.3 CRDT Inspired Design - Divergent Last Writer Wins . . . . . . . 12

5.3.1 Implementation . . . . . . . . . . . . . . . . . . . . . . . . 13
5.4 Parallel Performance Reference - Parallel Subsets . . . . . . . . . 15

5.4.1 Implementation . . . . . . . . . . . . . . . . . . . . . . . . 15

6 Evaluation 17
6.1 Simple Benchmarks . . . . . . . . . . . . . . . . . . . . . . . . . . 17
6.2 Traffic Simulation . . . . . . . . . . . . . . . . . . . . . . . . . . . 18

6.2.1 Implementation . . . . . . . . . . . . . . . . . . . . . . . . 23
6.2.2 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23

7 Discussion 24
7.1 Observations of the Simple Benchmarks . . . . . . . . . . . . . . 24
7.2 Observations of the Traffic Simulation Benchmark . . . . . . . . 27

8 Conclusions 28

9 Future Work 29

Appendix A Source Code 32

iii



1 Introduction

Convergent or Commutative Replicated Data Types (CRDTs) are a type of data
structure used in distributed systems. When using CRDTs data is replicated
in the nodes of a distributed system and the nodes then make changes to their
own local replica of the data. There are two types of CRDTs, operation based
and state based. They have different ways of ensuring that the replicated data
converge to the same value in all nodes.

Encore is a object-oriented programming language in development at Upp-
sala University [5]. It is designed with the fact that most computers nowadays
are parallel in mind. There are two types of classes in Encore, passive and ac-
tive. A passive class behaves like classes in most other object-oriented languages.
Concurrency in Encore is based around the active classes. Each instance of an
active class is handled by a single actor. Method calls on active objects are
asynchronous and handled via message passing. The active objects processes
the incoming messages one at the time. Methods in active classes return a so
called future instead of the actual value. Once the method is finished the future
will contain the actual return value. To obtain the value from a future the get
function is used. It will block until the future is filled and then return the value.
Messages can arrive out of order to an active object. This makes Encore similar
to a distributed system, at least on a conceptual level. Actors could be seen
as the nodes in a distributed system and the message passing as the network
communication.

1.1 Purpose and Aims

Almost all computers in use today have CPUs with multiple cores. However,
many of the currently used programming languages were not designed for use
with multi-core computers [5]. Instead support for mult-core computers have
often been added later to the languages, as an afterthought. This have made
programming for multi-core computers unnecessarily hard and error prone. The
Encore programming language have instead been designed from the ground up
to have better support for programming on multi-core computers. This has the
potential to make it easier to write correct and efficient programs, which could
be of benefit for everyone writing software for multi-core computers.

Most programming languages contains reusable data structures and com-
ponents, in for example a standard library. Due to the similarities between
Encore and a distributed system the developers of the Encore language wanted
to investigate if CRDTs could be a good alternative to use when designing such
data structures for the Encore language. When using CRDTs in Encore each ac-
tor could work in parallel on different replicas of the CRDT. Normal sequential
data structures can not be used since they will not be able to take full advan-
tage of multi-core computers. The goal of this project is therefore to implement
and evaluate the performance of CRDTs in the Encore programming language.
Their performance should be evaluated in such a way that use cases, such as
data access patterns, where CRDTs have better performance than other parallel
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constructs designed for multi-core computers are identified, if any exists.

1.2 Delimitations

There are many different types of CRDTs including counters, sets, and graphs.
To be able to make a more detailed evaluation in this project the decision to
only focus on two of the data types was made. The ones chosen were the set and
the map. These are related since a map is based on a set [11]. There are two
main types of CRDTs, state-based and operation-based, and in this project the
operation-based approach was evaluated. There are several different ways a set
can be implemented as a CRDT, and for this project a design called observed
removed was used. Another set was designed using ideas from the last writer
wins approach used in some CRDTs. A final design not related to CRDTs was
also implemeted and used to evaluate the performance of the CRDTs.

2 Background

CRDTs are a class of data types used in distributed systems. Each node in
the distributed system will have a replica of the object on which it will perform
operations on. These operations are then propagated to all the nodes in the
system. There are two main types of CRDTs called state based and operation
based. The state based CRDTs are also known as Convergent Replicated Data
Types (CvRDT), while the operation based ones are also known as Commuta-
tive Replicated Data Types (CmRDT) [12]. Both CvRDTs and CmRDTs are
equivalent regards to functionality since it has been shown that they can both
be used to emulate each other.

CRDTs are used to achieve so called strong eventual consistency (SEC).
While not as restrictive as sequential consistency SEC is enough to guarantee
that the replicated data eventually will converge. Strong eventual consistency
is not the same as sequential consistency. This since there are pairs of concur-
rent operations which result in states which could not have been reached if a
sequentially consistent order where established of the operations [12].

A class of CRDTs are called computational CRDTs [10]. The state of a com-
putational CRDT is a computation performed on all the operations performed
on the object.

2.1 CvRDTs

In CvRDTs the data in a replica is called a state. These states should form
a monotonic semi-lattice, a partial order with a least upper bound. Commu-
nication between nodes is done by transmitting the entire local state. When a
state is received a new local state is computed by taking the upper bound in
the semilatice of the old local state and the received one [11,12].

While sending the entire state makes CvRDTs easy to reason about it can
also lead to a lot of communication. By using Delta State Conflict-Free Repli-
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cated Datatypes (δ-CRDTs) Almeida et al. has managed to reduce the size of
the sent messages compared to CvRDTs [1]. A so called delta-mutator is used
to get a delta-state for each update. These delta-states are part of the same
join semi-lattice as the regular values of the state. Instead of sending the whole
state as in regular CvRDTs only these delta-states are sent. Like CvRDTs the
messages are still idempotent, associative and commutative which means that
δ-CRDTs still only require the same guarantees from the communication layer
of the distributed system as regular CvRDTs.

2.2 CmRDTs

Commutativity is an important concept in CmRDTs. It is used to ensure that
all nodes converge to the same result even if concurrent operations arrive in
different order to different nodes [11, 12]. CmRDTs require more guarantees
from the communication channel between the nodes than CvRDTs. All updates
must be delivered to all nodes and in the same order as they are sent. Then if
all concurrent operations commute all replicas will converge to the same state.

CmRDTs are thought to be more performance efficient than CvRDTs since
only operations, and not the entire state, are sent [12]. Baquero et al. does
however argue that the distinction between CvRDTs and CmRDTs is not so
clear [2]. This since it is possible to send the entire state as an operation in
a CmRDT. Their solution is to use tagged reliable causal broadcast (TRCB)
and pure CvRDTs. To achieve a totally ordered broadcast global decisions are
required. The TRCB operates on local decisions but does only provide causal
consistency. A pure CvRDT does not access its own state when preparing an
operation to be sent. Commutative data types are easy to port to being pure.
To port a non commutative data type the causality information already present
in the communication part of the system can be used. To do this vectorclocks
can be used to determine when a message is causally stable, that is all later
arriving messages will have larger timestamps. Baquero et al. uses a partially
ordered log (PO-Log) to store all operations [2]. When a replica is queried it can
then use the information stored in the log to be able to return its state. There
are several ways to optimize this such as PO-Log compaction where obsolete
entries are removed from the log.

2.3 Overview of the Elementary CRDTs

Both CmRDTs and CvRDTs can be used to implement a number of different
basic data types. Some of those most relevant to this project are presented in
this section. CRDTs has also been used to implement more complex applica-
tions such as cooperative text editing [11]. This kind of application has been
further improved Mehdi et al. by combining CRDTs with operational transform,
a technique used in Google Docs and Microsoft Office SkyDrive [9].

Counter One of the most simple CRDTs is a counter which only supports
incrementation. It can be implemented as a CmRDT by using the amount to
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be added as operation thanks to the commutativity property of addition. To
implement it as a CvRDTs one can have the state be a vector with one index
for each node. To perform an addition a node adds a value to its assigned
index in the array. The merge operation between two states will be to take the
component wise maximum of the two arrays. The final value can be computed
as the sum of the array [11,12].

To make a CvRDT counter which supports both addition and subtraction
one simply takes two add only counters. One of the counters then stores all the
additions while the other stores all the subtractions. The final value is then the
difference between the final values of the two counters [11]. Adding a condition
such as that the value of the counter must be non-negative requires additional
constraints or synchronization [11]. This since it makes some otherwise legal
operations become illegal in certain states which can only be detected at a
global level. For example two concurrent subtractions might booth look legal
while the end result of them is making the counter have a negative value.

Register A register holding one value can be made as a CRDT [11]. A last
writer wins register works by assigning each write to the register with a time
stamp. The value of the register is then the write with the latest time stamp.
For this to work three things are required of the timestamps. First they need
to be globally unique. Secondly all timestamps must belong to the same total
order. Last the timestamps must follow the causal order of the CRDT. This
means for example that two writes made by the same node must be ordered
in the same way that they were made. Concurrent writes can for example be
ordered by an arbitrary order of the replicas.

Set CRDTs can not perfectly represent the sequential semantics of a set.
There are different approaches on how to handle this, and they differ mostly
on how a concurrent add and remove of the same element behaves [12]. The
best way to handle concurrent add and remove depends on the application in
which the set is used. Shapiro et al. has implemented a web crawler where
concurrent add won over remove since it made the most sense for that specific
application [12].

A grow only set (G-set) simply solves the issue of concurrent add and re-
move by not supporting the remove operation. Another set is the 2P-set where
elements can be added and removed, but not added after it has been removed.
It works by having two sets, one for the added values, and a tombstone set
with the removed values. This set can be implemented both as a CvRDT and
a CmRDT. A problem with having tombstones is that they can grow very large
over time [11].

Another set presented by Shapiro et al. is the U-set [11]. It can skip the
tombstone set if each element is unique and if the add is always delivered down-
stream before the corresponding remove. The LWW-element-set has a time
stamp per value to support multiple adds and removes. For lookup one looks
at which operation was performed last, the remove or the add. A PN-set asso-
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ciates a counter with each element, and considers an element to be removed if
its counter is negative.

The observed remove set (OR-set) works by tagging each element. So the
same element can be present under the hood several times but with different
tags. Only the tags currently observed by a replica is removed when an element
is removed. According to Shapiro et al. this makes the set behave more as a set
is expected to behave while still supporting both add and remove [11].

Graph Since a graph basically is two sets (vertices and edges) any of the set
implementations mentioned above can be used to implement one. The two sets
are not independent however and one of the problems with graphs is how to
handle concurrent adding of edges and removal of vertices (assuming the edges
contains the removed vertex). A 2P2P graph is a combination of two 2P-sets.
It handles the conflicts similarly to the 2P-set [11].

It is hard to implement a directed acyclic graph (DAG) or any other struc-
ture requiring a certain shape. This since enforcing such a global invariant
requires synchronization between nodes. The add only monotonic DAG works
by enforcing stronger acyclic invariants which can be achieved locally. By using
partial orders instead of DAG it is possible to implement this as a CRDT [11].

2.4 The Need For Synchronized Garbage Collection

Internal data structures and tombstones might grow unbounded if a CRDT is
used for some time [11]. This might introduce the need for garbage collection
to prevent these tombstones or other data structures to grow to large by remov-
ing values no longer needed from them. In a distributed setting some kind of
synchronization is required to perform this kind of global garbage collection in
a way which does not change the correctness of the CRDT.

3 Related Work

There are many approaches for achieving deterministic parallelism on shared
memory machines. The ones presented in the following sections use techniques
which are related to how CRDTs work and are therefore relevant to the goal
of implementing CRDTs in the shared memory programming language Encore.
A special type of deterministic parallel programs are called determinate or ex-
ternally deterministic. They are programs which will always produce the same
output for the same input [13]. However unlike regular deterministic parallel
programs there can still be non-determinism internally in the program. For
example the order of commutative operations can be non-deterministic while
still always producing a deterministic result. This is the same way in which
replicas in CmRDTs converge. If not only the end result but also the inter-
nals of a parallel program are deterministic that program is called internally
deterministic.

5



3.1 Deterministic Parallel Java

In a paper from 2009 Bocchino et al. [4] presents their solution for achieving
deterministic parallelism in the Java programming language. It is called De-
terministic Parallel Java (DPJ) and is a compile time type checking system.
It works by dividing the heap into regions and have each method state which
regions it writes and reads to. The region declarations can be nested to express
recursive accesses.

Like with CmRDTs, DPJ can utilize commutativity. It works by marking
methods which commute with each other. The run time system can then take
this information into account when scheduling methods.

3.2 LVars and LVish

LVars is a data type used in parallel programming to achieve deterministic
parallelism. They share several similarities with CvRDTs. Both LVars and
CvRDTs are based around join-semilattices [7]. The eventual consistency used
in CRDTs is similar to deterministic parallelism. Unlike CvRDTs, LVars are
not based on using several replicas of the same object. This means that an
LVars can not be several different values at the same time as a CvRDT can.

Due to the similarities between CvRDTs and LVars attempts have been
made by Kuper and Newton to improve CvRDTs with ideas from LVars and
vice versa [7]. CvRDTs can be extended to support so called threshold reads
which are used in LVars. Doing this will make CvRDTs support both strong
and eventual consistency. LVars can be extended with non-join updates which
are present in CvRDTs.

In 2014 Kuper et al. presents an extension to LVars called LVish [8]. The
main things added are support for freezing as well as event handlers. By freezing
an LVish its exact value can be read as in CRDTs and unlike regular LVars which
only has support for observing if a certain threshold has been surpassed. If a
value is written to a frozen variable an exception is thrown. This makes LVish
quasi-deterministic which means that they either behave deterministically or
throw an exception. The event handlers in LVish together with call backs and
that the quiescence (if it has no call backs enabled) of an event handler can be
checked allows LVish to express things impossible with regular LVars.

Although they have the same goal of achieving deterministic parallel pro-
grams on shared memory machines there are several differences between LVish
and DPJ [8]. For example to utilize commutativity between methods in DPJ
annotations are needed in application-level code while in LVish (and CRDTs)
this kind of work is done only by the author of the data structure.

3.3 Revision and Isolation Types

In a paper from 2010 Burckhardt et al. [6] presents a library which supports
revisions and isolation types for the C# programming language. This library is
used to achieve deterministic parallelism for C# programs utilizing concurrency.
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While not based on CRDTs, their work still share a lot of similarities. Both
works on replicated data and use deterministic conflict resolution. Some but
not all of the isolation types utilize commutativity which is a central concept
for CmRDTs.

Revisions are similar to tasks and can be joined and nested. There are
several types of isolation types. One is called cumulative and works similarly to
CRDTs. It uses a merge function when revisions are joined. This merge function
operates on three values, the original, and the two possibly new values from the
revisions. Another type of isolation types are called versioned and when using
them conflicts are resolved by having different revisions take precedence over
others.

4 Method

As seen in section 2.3 there are many different data types which CRDTs can be
used to implement. The ones chosen to be implemented and evaluated for this
project were the set and the map. By limiting the number of data types to two
it was possible to do a much more thorough evaluation than what would have
been possible with more data types. Compared to data types such as counters
and registers the set and map are more complex and more representative of
what would be used in real applications. Sets can be used to implement maps,
but also other CRDTs such as graphs and containers [11]. This means that the
evaluation of the performance of sets will also give a good indication of how the
performance of other more complex CRDTs would be if implemented in Encore.
All this made sets and maps good candidates for being the primary focus of this
project.

To be able to in a meaningful way evaluate the performance of a CRDT im-
plemented in Encore it needs to be compared to something. The optimal would
be to compare the performance to existing implementations, both sequential
and parallel ones, of the same data type. However since Encore is a language in
early development this is unfortunately not possible since no such implementa-
tions exists in the language yet. They do therefore also have to be implemented
as a part of this project.

A core part of CRDTs is the communication between replicas needed to
ensure convergence. The amount of communication will depend on the use case
of the CRDTs since certain operations can be made locally in a replica without
any communication. It is therefore reasonable to expect CRDTs implemented in
Encore to have worse performance in use cases requiring a lot of communication.
One way to overcome this weakness could be to combine CRDTs with novel or
existing ideas used in other related work. This could lead to something with
better overall performance or better suited for other types of use cases.

This all lead to the decision to implement and evaluate four different designs.
First a sequential to be used both as a baseline for the performance evaluation
as well as a part of the implementations of the other three designs. Secondly a
design based directly on CRDTs. Third a design inspired by CRDTs, but not a
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Design Purpose Strength Weakness
Sequential Baseline Simple No Parallelism

OR CRDTs Design Local Reads Global Writes
DLWW CRDTs Inspired Design Local Writes Global Reads

PS Performance Reference Local Operations Hash Function

Table 1: Overview of the four designs used to evaluated the performance of
CRDTs in Encore. Local operations does not require any messages to be sent,
to for example other replicas, while global does.

direct implementation of them. Finally a parallel design not based on CRDTs
in any way to provide a useful reference for the performance evaluation.

The performance of implementations of these four designs are then evalu-
ated using benchmarks. These benchmarks should be designed in such a way
as to give enough data to be able to evaluate the performance of CRDTs im-
plemented in Encore. It is important for these benchmarks to cover several
different use cases. This to be able to identify the data access patterns were the
CRDTs based designs have good performance compared to the parallel reference
implementation.

5 Design and Implementation

As mentioned in section 4 four sets and maps are designed to be used to eval-
uate the performance of Convergent or Commutative Replicated Data Types
(CRDTs) in Encore. The sequential set is used as a component in the three
parallel sets. All designs are implemented in the Encore language. An overview
of the designs that will be presented in this section can be seen in table 1.

5.1 Design Criteria

All the sets are required to support the three operations, add, remove and
contains. An element is added to the set by add and removed from it by
remove. The contains operation indicate if an element is in the set. These
operations should be able to be performed in any order and amount of times.

The maps only needs to support two operations, put and getValue. The
put operation should map a given value to a given key. If any mapping exists
to a given key the latest one should be returned by the getValue operation. As
with the set operations these should be able to be performed in any order and
amount of times.

The goal of the three parallel designs are to utilize parallelism to be able to
perform the same operations as the sequential design but with a higher through-
put on multi-core machines. They should also be able to scale and utilize all the
cores available. As with both CRDTs used in distributed systems and LVars
but unlike Deterministic Parallel Java (DPJ) all code dealing with parallelism
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will be inside of the data structures themselves. For an application-level pro-
grammer the sequential and parallel designs therefore require the same amount
of work to be used.

The goal of the sequential set and map is to provide a baseline to be used in a
performance evaluation. Additionally they will be used in the implementation of
the three other designs. The sequential map is implemented as a hash map with
an array of buckets containing lists of entries to the map. The implementation
of the sequential set is a wrapper around a sequential map.

In a paper from 2009 Bocchino et al. [3] argue that parallel programming
should be deterministic by default. This will however not be the case with the
sets and maps designed for this project. The main reason for this being that the
parallel part of the Encore programming language already is non-deterministic.
This partly due to actors being non-deterministically scheduled thus resulting
in the messages from asynchronous method calls arriving in different orders
depending on the scheduling.

5.2 CRDT Design - Observed Remove

The goal of this design is to show the potential of CRDTs directly implemented
in Encore. There are many ways a set can be implemented as a CRDT and the
one believed to provide the best performance will be chosen. The first decision
when using CRDTs is whether to use a design based on Commutative Replicated
Data Types (CmRDTs) or Convergent Replicated Data Types (CvRDTs). For
this project the CmRDT approach was chosen over the CvRDT due to its smaller
message sizes. The CmRDT requires that the communication layer is able to
deliver messages in the same order as they are sent and without any message
being duplicated. This is not necessary for a CvRDT. The message system
of Encore does however deliver messages from the same actor in order and
without duplication. Delta-state CRDTs do provide smaller message sizes than
regular CvRDTs [1]. However they are still designed around a non-reliable
communication layer. Therefore the CmRDT approach was chosen over both
regular CvRDTs and δ-CRDTs.

As presented in section 2.3 there are several different ways a set can be
implemented as a CRDT. The grow only set (G-set) does not support removal
of elements and does therefore not meet the design criteria. By not supporting
that elements can be added after they have been removed the 2P-set does also
not meet the design criteria. Requiring that each element is unique makes the
U-set be a non optimal candidate. The last writer wins set (LWW-set) meets
the design criteria but uses timestamps to determine the order of concurrent
operations. This is not optimal since the CPU-time can differ between cores in
a computer. The way the PN-set uses counters to keep track on which elements
are in the set leads to unexpected behaviour in some cases. A design which meets
the design criteria while according to Shapiro et al. behaves more as expected
than the other set designs is the observed remove set (OR-set) [11]. This all
made the OR algorithm the one chosen as the design to base the implementation
of a CRDT set and a CRDT map in Encore on.
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The design of the OR-set will be based on a number of replicas to which
elements can be added and removed. Each replica can perform its operations
concurrently with the other replicas. When an element is added to a replica
an unique identifier is created and added to a set of identifiers associated with
the element. This element and its newly created identifier will then be sent
to all other replicas where the identifier will be added the set of identifiers for
that element. When an element is removed its set of identifiers will be emptied.
These identifiers will then be sent to all other replicas where these identifiers
are also removed. The result of this is that concurrent add and removes of the
same element will always have the effect that the element is added to the set.
An element is considered to be in the set if its set of identifiers is non-empty.

5.2.1 Implementation

The observed remove algorithm is used to implement both a set and a map. An
overview of the set algorithm can be seen in algorithm 1. An example showing
a simplified view of the internals of the OR-set can be seen in figure 1. Both the
OR-set and the OR-map are implemented as a passive class which contains an
array of instances of an active class. Instances of this active class represent the
different replicas of the set and map as in the original CvRDT algorithm. The
default number of replicas is the same as the number of cores of the machine the
program is running on. When an actor uses the set or the map which replica
will be used is determined by the core which the actor is currently scheduled
on. This will act as a form of load balancing distributing calls to the different
replicas.

Algorithm 1 Observed Remove Set

1: function Initialization
2: replicas← [∅, ∅, . . . , ∅]
3: function Add(e)
4: let replica← replicas[Core()]
5: let id← NextID()
6: replica← replica ∪ {(id, e)}
7: for all r ∈ replicas \ replica do
8: r ← r ∪ {(id, e)} . Asynchronous operation
9: end for

10: function Remove(e)
11: let replica← replicas[Core()]
12: let ids← {id | (id, e) ∈ replica }
13: for all r ∈ replicas \ replica do
14: r ← r \ {(id, e) | id ∈ ids} . Asynchronous operation
15: end for
16: function Contains(e)
17: let replica← replicas[Core()]
18: return |{id | (id, e) ∈ replica}| > 0
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t1 OR
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Replica 2
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Figure 1: An example with two actors performing operations on an OR-set with
two replicas. At the top is a time line where different operations are shown as
arrows. Below that is a representation on how data is stored in the OR-set at
the seven different times marked on the time line.
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5.3 CRDT Inspired Design - Divergent Last Writer Wins

Even if CRDTs implemented in Encore have bad performance it is not necessary
to discard them completely. This since there might still be parts of the ideas
behind CRDTs which could be used to implement performance efficient designs
in Encore. The goal of the set and map design presented in this section is
therefore to identify potential weakness in the OR design shown in section 5.2.
The design will then try and overcome these weaknesses. It will also try to
improve performance in the type of use cases where the OR design is predicted
to have bad performance.

In the OR-set the add and remove operations require communication be-
tween replicas, while the contains operation can be performed locally in a single
replica. For a use case where the amounts of add and remove are high com-
pared to the amount of contains this can lead to non optimal performance.
To overcome this weakness with the OR-set the divergent last writer wins set
(DLWW-set) was created for this project. It is designed around having replica
local add and remove operations together with a global last writer wins strat-
egy for the contains operation. This last writer wins strategy is very similar to
what is used both in the last writer wins register CRDT as well as in the LWW-
element-set CRDTs. As with the other sets a map is also designed around this
approach.

The DLWW-set uses the same basic approach as the OR-set with several
replicas which can perform operations concurrently with regards to each other.
Unlike the replicas in the OR-set the DLWW-set replicas will not converge with
each other. When an element is added or removed from a replica a time stamp
together with an indication of the operation (add or remove) will be associated
with the element. Two types of time stamps were designed, one which uses
logical time and one which uses CPU time. The logical time is based around a
counter which increases every time the replicas communicate with each other.
Using the logical time operations will only be totally ordered within the same
replica. Operations performed concurrently on the same logical time have no
natural ordering between them. As with CRDT sets there is no perfect way
to handle this [12]. For this design it was arbitrarily chosen that concurrent
removes succeed over concurrent adds. By using the current time of the CPU
it is possible to get a time stamp which can order add and remove operations
between different replicas without the need of any communication between them.

For the DLWW-set there is no problem with not having a total order of all
operations. This since add operations commute with each other. The result
is the same no matter which order they are performed. With the map version
there is however the problem that put operations do not always commute with
each other. Two puts of the same key but with different values is an example
of this. Here the end result might be different depending on the ordering of
concurrent put operations. For these reasons the DLWW-set uses logical time
while the DLWW-map uses CPU time.
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5.3.1 Implementation

Both the DLWW-set and DLWW-map presented above are implemented. In
algorithm 2 is an overview over how the different functions of the DLWW-set
works shown. An example showing a simplified view of the internals of the
DLWW-set and how it handles concurrent add and removes can be seen in
figure 2. Both the set and map are implemented as two classes, one passive and
one active. The passive class contains an array of replicas which are instances
of the active class. The default length of the array is the same as there are cores
in machine the program is running on. Each replica contains an sequential
hash map. The DLWW-set stores element TimeOp pairs in its sequential hash
map. The passive class TimeOp contains a logical time stamp and a boolean
value indicating either add or remove. The DLWW-map stores keys with a
TimeValue, containing CPU-time time stamps and the actual value associated
with the key, as value. When an operation is performed on the set or the map
the core which the actor currently is running on will decide which replica will
be used. As with the OR design this will act as a form of load balancing.

Algorithm 2 Divergent Last Writer Wins Set

1: function Initialization
2: replicas← [∅, ∅, . . . , ∅]
3: logicalT imes← [1, 1, . . . , 1]
4: function Add(e)
5: let c← Core()
6: replicas[c]← replicas[c] \ {(e, t, b) | (e, t, b) ∈ replicas[c]}
7: replicas[c]← replicas[c] ∪ {(e, logicalT imes[c], true)}
8: function Remove(e)
9: let c← Core()

10: replicas[c]← replicas[c] \ {(e, t, b) | (e, t, b) ∈ replicas[c]}
11: replicas[c]← replicas[c] ∪ {(e, logicalT imes[c], false)}
12: function Contains(e)
13: let latestAdd← 0
14: let latestRemove← 0
15: for all i ∈ [0, |replicas|) do . Loop body executed asynchronously
16: logicalT imes[i]← logicalT imes[i] + 1
17: if |{(e , t, b) ∈ replicas[i] | b = true}| = 1 then
18: latestAdd← max(latestAdd, t)
19: else if |{(e, t, b) ∈ replicas[i] | b = false}| = 1 then
20: latestRemove← max(latestRemove, t)
21: end if
22: end for
23: return latestAdd > latestRemove
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Messages from actor on core 1
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Internal messages

Return values
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t5
Logical times
t1 t2 t3 t4 t5

Replica 1 1 1 1 2 2
Replica 2 1 1 1 1 2

Figure 2: An example with two actors performing operations on a DLWW-set
with two replicas. At the top is a time line where different operations are shown
as arrows. Below that is a representation on how data is stored in the DLWW-
set at the five different times marked on the time line. Shown on the bottom
right is the internal logical time of the set.
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5.4 Parallel Performance Reference - Parallel Subsets

The goal of the final parallel design is to provide a reference to which the CRDT
based designs can be compared. This design should therefore not be inspired
by CRDTs and it should be designed in a way as to provide as good overall
parallel performance as possible. Currently there exists no such design imple-
mented in the Encore programming language. It has therefore to be designed
and implemented as a part of this project.

In a paper from 2011 Vega et al. presents their design of a parallel set
implemented in the C++ language using Intel Thread Building Blocks [14]. It
supports all set operations of the standard template library as well as additional
operations such as selection, reduction and relationship. The basic idea behind
their design is to divide the set into a number of subsets. A hash function is
then used to assign each element to one of the subsets. Operations which do not
change the hash value of an element can be done efficiently in parallel. The op-
erations which might change the hash value of an element can not be performed
as efficiently as they require temporary data structures to be performed.

None of the operations necessary to meet the design criteria set up in section
5.1 do change the hash value of an element. The only limit to the parallel scaling
of this design is then how well a hash function can be designed. The performance
of a single operation should be almost as small as for a sequential set or map since
the additional overhead consists only of the hash function and the delegation to
a subset. Implementing such a design in Encore is simple since each subset can
be handled by an active class. The good potential performance and the ease
of implementation in Encore are the reasons the parallel performance reference
implementation were chosen to be based on the design presented by Vega et al.
For this project these designs were given the name of parallel subset set (PS-set)
and parallel subset map (PS-map).

5.4.1 Implementation

Both the PS-set and PS-map are implemented in Encore for this project. In
algorithm 3 is a simplified view of how the different functions of the PS-set works
shown. How the PS-set handles concurrent operations and how it stores data
is shown in the example in figure 3. The PS-set and PS-map implementations
are based around a passive class containing an array of ActiveHashSet and
ActiveHashMap. The default length of the array is the same as the number
of cores of the current machine. When an operation is performed on the set
the hash method is used with the element or key as argument to determine in
which subset the element or key belongs. The hash method simply takes an
integer representation of the element or key modulo the length of the array of
subsets. This allows for operations on elements belonging to different subsets
to be performed in parallel.
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Figure 3: An example with two actors performing operations on an PS set with
two subsets. At the top is a time line where different operations are shown as
arrows. Below that is a representation on how data is stored in the PS set at
the four different times marked on the time line.

16



Algorithm 3 Parallel Subsets Set

1: function Initialization
2: let sets← [∅, ∅, . . . , ∅]
3: function Add(e)
4: let h← Hash(e)
5: sets[h]← sets[h] ∪ e . Asynchronous operation
6: function Remove(e)
7: let h← Hash(e)
8: sets[h]← sets[h] \ e . Asynchronous operation
9: function Contains(e)

10: let h← Hash(e)
11: return e ∈ sets[h] . Asynchronous operation

6 Evaluation

For the designs based on CRDTs there are two types of operations, those which
can be performed using only a single replica and those who require messages to
be sent. Sending messages will introduce some overhead. The goal of the bench-
marks performed is to evaluate how big of a performance impact the messages
sending will have, to find any use cases were the CRDTs based designs have
good performance compared to the parallel subsets reference design. Six differ-
ent small benchmarks testing different combinations of the three set methods
add, remove and contains with different amounts of parallelism enabled were
performed with the goal of giving insights on how the designs handle the basic
operations and how their parallel scaling is. A larger benchmark to give further
insights how the designs perform in more complex situations was designed using
a simple traffic simulation

The same machine was used to run both the simple benchmarks as well as
the traffic simulation. The specifications for the machine can be seen in table 2.
It has two AMD processors Opteron 6282 SE giving it a total of 32 logical cores.
Physically these cores are in groups of two, called a module. The cores in each
module share things such as floating point unit and level one instruction cache.
The reason for using this computer instead of a normal multi-core machine is
that is has more cores. By having more cores the parallel scaling of the designs
will be better evaluated.

6.1 Simple Benchmarks

There are six different benchmarks which tests different combinations of the
add, remove, and contains operations on the four different sets. For each
set except the sequential each benchmark is run with six different amounts
of replication. That is the number of replicas in the OR-set, the number of
divergent replicas in the DLWW-set and the number of subsets in the PS-set.
For the OR and DLWW designs the benchmarks will require different amounts of
messages to be sent depending on the operations performed. This will be useful
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OS Scientific Linux release 6.8
RAM 128 GB
CPU 2x AMD Opteron 6282 SE

Clock frequency 2600 MHz
Sockets 2
Modules 16

Cores per module 2
Cores 32

L1d cache 16 KB per core
L1i cache 64 KB per module
L2 cache 2048 KB per module
L3 cache 32 MB total

Table 2: Specifications of the computer used for benchmarking.

for confirming the weaknesses and strengths of the parallel set implementations
and identifying in which, if any, types of use cases the CRDTs based designs
have good performance.

Each benchmark is run with 32 workers implemented as active classes. All
workers will work on the same set. In the list below is described what each
worker will do depending on the benchmark. The results of these benchmarks
can be seen in figure 4, 5, 6, 7, 8 and 9. A time out value of 60 seconds was
used. Each benchmark is run five times and the average time is shown in the
results.

Add: Add the integers 0 to 99999 to the set.

Add Remove: First add the integers 0 to 99999 to the set. Then remove the
integers 0 to 99999 from the set.

Add Remove Mixed: For the integers 0 to 99999 add the integer then remove it
immediately afterwards.

Add Repeated: For the integers 0 to 999999 add the integer modulo 10 to the
set.

Add Contains: First add the integers 0 to 99999 to the set. Then check if the
integers 0 to 99999 are contained in the set.

Few Add Contains: First add the integers 0 to 100 to set. Then check if the
integers 0 to 100 are contained in the set. This check is then repeated 1000
times for a total of 100000 calls to the contain method for each worker.

6.2 Traffic Simulation

There are many types of applications in which CRDTs implemented in En-
core can be used if they have good performance. Ideally a lot of them should
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Figure 6: Results for the Add Remove Mixed benchmark in seconds. With dif-
ferent amount of replication (1-32).
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Figure 8: Results for the Add Contains benchmark in seconds. With different
amount of replication (1-32).
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Replication
Shortest Path Map Edge Map 1 2 4 8 16 32

Sequential Sequential 18.5 - - - - -
Sequential DLWW > 60.0 > 60.0 > 60.0 > 60.0 > 60.0 > 60.0
Sequential OR 19.4 17.8 17.0 18.0 18.8 18.1
Sequential PS 18.4 17.3 14.1 13.2 13.6 13.6
DLWW Sequential 17.4 17.9 18.9 19.8 19.3 19.5
DLWW DLWW > 60.0 > 60.0 > 60.0 > 60.0 > 60.0 > 60.0
DLWW OR 20.1 18.1 18.8 20.0 19.3 17.8
DLWW PS 18.3 16.9 15.8 > 60.0 13.7 13.1
OR Sequential 18.7 18.4 17.4 18.5 18.9 19.1
OR DLWW > 60.0 > 60.0 > 60.0 > 60.0 > 60.0 > 60.0
OR OR 19.5 18.3 19.2 19.1 19.0 17.1
OR PS 18.0 16.1 14.4 14.5 14.5 12.7
PS Sequential 18.4 18.8 18.4 17.3 19.2 20.2
PS DLWW > 60.0 > 60.0 > 60.0 > 60.0 > 60.0 > 60.0
PS OR 19.3 17.2 19.4 19.4 18.2 17.8
PS PS 17.5 15.7 15.6 14.5 14.3 13.1

Table 3: Results of running a simple traffic simulation with different combi-
nations of parallel maps for the two different maps used in the program. The
divergent last writer wins (DLWW), observed remove (OR) and parallel subsets
(PS) maps were used. Each combination was run five times and the average
runtime is shown, measured in seconds. The best performing combination for
each amount of replication is shown in bold. A time out value of 60 seconds was
used.

Map Total Operations Read Write
Shortest Paths 15738 11.76% 88.24%

Edge 1962649 99.97% 0.03%

Table 4: The total number of operations performed on the two different maps
used in the traffic simulation. An operation can be either a read (getValue) or
a write (put). Also shown for each map is the distribution between reads and
writes.

have been used for benchmarking. However since there existed no applications
written in Encore using sets or maps they all had to be implemented for this
project. Therefore due to time constraints only one application where chosen to
be implemented and used for benchmarking. For the results of the benchmark-
ing to be more comprehensive the application should use a number of different
sets or maps. These should also be used in different ways in regards to which
types of operations are performed on them. This to identify how different access
patterns affect the performance of the CRDTs based designs. Furthermore the
sets or maps must be a large enough part of the application for the performance
of their implementation to reflect in the final total run time.

An application fulfilling these criteria was created around the idea of an
simplified traffic simulation. In it two different maps are used to model a traffic
network with roads, intersections and information about shortest paths in the
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network. This information is then used by cars who travel through the network.
There will be one map which have a high number of reads compared to writes
and one where the number of reads is low compared to writes. This means that
the number of messages sent will vary depending on which map design is used.
The maps are also used to a large enough extent to influence the final run time
of a simulation.

6.2.1 Implementation

The traffic simulation consists of one connected weighted undirected graph.
The edges in the graph represents roads and the vertices represents intersec-
tions. The weight of an edge corresponds to the amount of traffic on that road,
indicating how long time it takes to travel through.

At initialization all shortest paths of the graph are calculated using Dijkstra’s
algorithm1. A number of cars will travel through this graph from a random
starting vertex to a random goal vertex. The cars will always follow the current
shortest path to their goal.

After a car travels through an edge, one randomly selected edge will have its
weight changed. Depending on if the weight of the edge increases or decreases
different paths needs to be recalculated. If the weight increases all paths cur-
rently going through it needs to be recalculated, since there is now the possibility
of that path being shorter going through other edges. If the weight decreases
instead all paths not going through the edges needs to be recomputed. This
since there is now the possibility of a shorter path existing through the edge
which had its weight decreased.

The program ends when all cars have reached their destinations. There are
two different maps used in the simulation. The shortest paths map takes as
key a pair of nodes, and as value a node. It keeps track of the current shortest
paths. The edge map maps a pair of vertices as key against an integer value
representing the weight between the two vertices.

6.2.2 Results

The results can be seen in table 3. There the different run times are shown
when using different combinations of map implementations for the two different
maps. Each combination is run with six different amounts of replications (1,
2, 4, 8, 16 and 32). The amount of replication decides the amount of replicas
in the OR-map, the amount of divergent replicas in the DLWW-map and the
amount of subsets in the PS-map. For the two different maps there are different
amounts of reads and writes as seen in table 4. The map storing the shortest
path information has around 12 % of all its operations being a read. The map
storing the edge information of the graph has more than 99.95 % of its operations
being reads.

1https://en.wikipedia.org/wiki/Dijkstra’s_algorithm
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7 Discussion

When observing the results in section 6 it is important to keep in mind a major
difference between the simple benchmarks and the traffic simulation. In the
simple benchmarks the sets are basically the only thing contributing to the run
time. In the traffic simulation there are parts of the run time which is not the
direct result of any of the parallel maps used in it.

It is also important to keep in mind how Encore schedules actors when
observing the results since it influences the run time of a benchmark. The
Encore language will schedule its actors to the different cores of the machine
it is currently running on. There is however no guarantee that no two actors
will be scheduled to the same core. Furthermore there is no guarantee that a
certain actor always will be scheduled to the same core of the machine. This
can lead to a performance hit when a replica switches cores. This since it will
then probably no longer have some of its data available in a core local cache.
All this also means that there will not always be a one to one correspondence
between replicas and cores.

The overall best performing configuration for the simple benchmarks is the
PS-set at full replication (32). For the traffic simulation using a combination
of the OR-map and the PS-map at a replication of 32 gives the fastest run
time. The performance when using a replication of 16 is similar to when using
a replication of 32 for most of the benchmarks, both the simple ones as well
as the traffic simulation ones. This can be explained by the machine used for
the benchmarks. Even though it has 32 cores each one is grouped with another
sharing floating point unit, L1 instruction cache, L2 and L3 cache. Each core
still has their own L1 data cache.

7.1 Observations of the Simple Benchmarks

The runtime of the sequential set and the PS-set with only one subset are very
similar on all the simple benchmarks. On the Add Remove Mixed benchmark seen
in figure 6 they both time out, but there the actual runtime would probably be
very close also. All this is expected since the only difference between the PS-set
with one subset and the sequential set is the addition of a hash function. The
hash function is however very cheap to compute and as we can see in the results
does not add any noticeable time to the runtime of the PS-set with only one
subset.

Overall in the simple benchmarks the PS-set show good parallel scaling up
to around an replication of eight. Going from eight to 16 the scaling seems to
slow down quite a bit. This can be because of the hash function having a higher
risk of producing conflicts if there are many elements which are hashed at the
same time.

The parallel scaling of the PS-set varies depending on the use case. For
example in the Add Remove Mixed benchmark shown in figure 6 the run time
improves at least 25 times when increasing the replication from one to 32. While
in the Add Remove benchmark shown in figure 5 there is only a total improvement
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of run time of around nine times when increasing the replication from one to
32. Even though the total amount of each operation performed on the set is
the same in the two benchmarks the difference is in the order which they are
made. The run time for a replication of one will be larger in the Add Remove

Mixed benchmark since a higher number of operations will have an effect on the
internal lists used inside the sequential sets used in the PS-set. This since when
the add and remove operations are mixed an add of an element may have its
effect cancelled by a later remove of the same element. This allows for another
add to succeed, which is more costly for performance than in the Add Remove

case where most operations will not have an actual effect on the internal data
structures used.

On the other hand as replication increases the Add Remove Mixed allows to
make better use of the increased number of available subsets. This could be
due to the performance hit associated with needing to actually add and remove
more elements to the internal list being outweighed by the increased number of
local caches being available to be used by the subsets. Here having the add and
remove operations mixed together means that the internal list will never grow
as large as in the Add Remove benchmark, which could make it possible to have
a larger amount of relevant data fit in caches.

The PS-set performs similar on all of the simple benchmarks. There is no
benchmark which manages to make the hash function, the main weakness of
the PS design, produce enough conflicts to have a large impact on the run time.
The results of the Add Repeated benchmark seen in figure 7 shows that even
with more hash conflicts than the other benchmarks (a maximum of 10 different
hashes), it is still not enough to have an large impact on the performance. It
is reasonable to believe that a benchmark with even more hash conflicts, for
example to repeatedly add a single element, could have produced a result where
the PS-set would have no parallel scaling at all. This since if all elements hash
to the same value only one subset will ever be used, no matter how many there
are in total.

The amount of replication which gives the OR-set the best performance
varies depending on the type of benchmark it is used in. In the Few Add

Contains benchmark, results shown in figure 9, almost all operations performed
on the set are contains. The OR-set can perform these operations without us-
ing any communication between its replicas. This allows the OR-set to scale
well with an increasing number of replicas and achieving its best result at a
replication of 32. In the other benchmarks which require more communication
between the replicas the best performance is gained with a replication of four or
eight. By observing the results shown in figures 4, 7 and 8 we can see that there
are cases when the OR-set have very bad parallel scaling. In these benchmarks
the run time improves up to and including a replication of eight. When the
replication increases to 16 or 32 the run time gets much worse, in most cases
even worse than in then at no replication at all. What these three benchmarks
have in common is that they all include high amounts of the add or the remove
operation. For each of these performed a replica a message needs to be sent to
all other replicas.
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By increasing the replication of the OR-set the amount of operations which
can be performed in parallel increases which improves performance. The total
amount of messages needed to keep all replicas convergent does also increase.
It seems that for the machine used to run the benchmarks a replication of four
or eight gives the best combination of increased potential parallelism with the
relative least impact of an increase in messages sent. Important to note is
that there are however two benchmarks in which the OR-set always times out
not matter the amount of replication used. It is likely that the results regarding
the best amount of replication would have been similar to the other benchmarks
requiring more communication due to the similarity in the operations performed.

The OR-set performs well compared to the other sets in the Few Add Contains
benchmark, which is shown in figure 9. At no replication it is about twice as fast
as both the sequential set as well as the PS-set. It is still faster than the PS-set
at a replication of two and four, although with less difference than at no replica-
tion. These results are a bit unexpected, particularly the one at no replication.
This since at no replication the OR-set is very similar to the sequential set. Since
the results of the Add Contains benchmark shown in figure 8 don’t show similar
results one can draw the conclusion that it is the contains operation and not
the add operation which the OR-set performs well. This is expected since the
contain operation is the one which don’t require any communication between
the replicas for the OR-set. One part of the answer how the OR-set performs
so well at no replication can be found in the actual implementation of the sets.
The sequential set implementation contains a HashSet which is implemented
using a HashMap. The OR-set on the other hand does not contain any HashSet

but instead uses a HashMap directly. This introduces some extra overhead in the
sequential set as well as in the PS-set which is implemented in a similar way. It
is however unlikely that this overhead would single-handedly account for all the
performance differences shown by the Few Add Contains benchmark. A more
detailed analysis of the internal workings of Encore would probably be needed
to fully understand what causes these results.

The DLWW-set with only one replica times out on all benchmarks except
the Add Repeated, as shown in figure 7, where it has the worst sequential perfor-
mance of all four set implementations. The implementation of the DLWW-set
using only one replica is similar to the sequential set. There are however some
differences, and these are probably the reason for the bad sequential perfor-
mance of the DLWW-set. Unlike in the sequential set, each time an element
is added or removed from the DLWW-set the current time and the type of op-
eration performed needs to be saved. This is done by creating a new instance
of a small class and storing it in a sequential hash map. It is possible that the
overhead associated with creating a new instance of a class is large enough in
Encore to cause these results. This will also lead to an increased run time in
all the cases with more than one replica. It should however not have an large
impact of the parallel scaling of the DLWW-set since it doesn’t affect on the
communication between the replicas.

If we observe the run time for the DLWW-set in the Add benchmark shown
in figure 4 some unexpected things can be seen. At a replication of one and two
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the DLWW-set times out (has a run time of more than 60 seconds). While at a
replication of four the run time is only around 11 seconds. Similar behaviour can
also be seen by observing the run time of the DLWW-set in figure 5. Also in this
benchmark increasing the replication from two to four decreases the run time
drastically, in this case from over 60 seconds to 23 seconds. The same behaviour
is present in the benchmark shown in figure 6 as well. By doubling the amount
of replication one would expect at most a two times better run time, and not
as in this case at least five times. This super-linear speedup could be caused by
the increased number of private caches which can be utilized when the amount
of replication increases. It is possible that when increasing the replication from
two to four the entire or at least larger parts of the working set of the program
will fit in private caches, and thus vastly improve the run time.

7.2 Observations of the Traffic Simulation Benchmark

In the traffic simulation there are many combinations of maps which have worse
run time than when only the sequential map is used. Some examples of these
include using the DLWW-map for both the shortest path and edge maps. Here
no matter the amount of replication used the run time is at least more than
three times as long as when only sequential maps are used. This showcases
one of the weaknesses with DLWW-map. While it can have good performance
in some cases its worst case performance is far worse than that of a normal
sequential map.

If one observes the rows in table 3 where the sequential set is used for the
shortest path map some interesting results can be seen depending on which
map design is used for the edge map. If the DLWW-map is used a time out
will be received no matter the amount of replication used. Looking at table 4
we can see that the edge map is accessed a high number of times with almost
only read operations. The results can then be explained by the DLWW-map’s
need to have communication between all its replicas to be able to perform a
read operation. The OR-set does perform roughly as well as the sequential
set no matter the amount of replication. This is a bit surprising since the OR
design should at least in theory be able to handle several read operations well
in parallel. The PS-map does show good performance increases when used for
the edge map indicating that the hash function manages to distribute keys at
least decently.

Similarly one can observe the rows in table 3 where a sequential map is used
for the edge map. Then the performance stays roughly the same as when a
sequential map is used no matter the replication or which map design is used
for the shortest paths map. In theory the DLWW-map should perform better
than the OR-map since it does not require communication between nodes to
perform writes. The total operations performed on the shortest path map is
however small compared to the edge map as seen in table 4. Its contribution to
the total run time of the traffic simulation unfortunately seams to be to small
for one to be able to draw any real conclusions from varying which map design
is used for it.
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When using any of these parallel map designs in a real application it would
be optimal to only having to use one of them. Needing to analyse each usage
of a map to determine which design to use is not optimal since it adds a lot of
work for the application level developer. It is therefore interesting to look at
the performance of the traffic simulation when the same design is used for both
the shortest path and edge map. By observing the results shown in table 3 we
can see that if using DLWW-maps for both maps the traffic simulation time
out no matter the replication used. This is non optimal and indicates that
the DLWW design is not suitable for use in every case a map is used. Using
the OR design no substantial performance increase over the sequential map is
noted. Unlike the CRDTs based designs using only the PS-map gives good
performance increases. All this indicates that CRDTs based designs don’t have
good performance in all cases. This does however not exclude the possibility of
them having good performance in some other specific situations, as indicated
by some of the results of the simple benchmarks.

8 Conclusions

We have seen that it is possible to implement set and map CRDTs in En-
core as shown by the OR-set and OR-map. It is also possible to take ideas
from CRDTs and design and implement a new set and map in Encore as shown
by the DLWW-set and DLWW-map. The actual implementation of these was
made quite simple by the active classes and message passing provide by Encore.
The performance of the sets and maps based on CRDTs varies a lot in which
case it is used. Compared to existing parallel designs made for shared memory
multi-core machines their performance has often been overall much worse. They
have however shown decent performance in some specific cases.

The main problem with the designs based on CRDTs is that they have
operations which require communication between the replicas. As seen in the
results this makes the designs based on CRDTs have bad performance in many
use cases. The current algorithms require a replica to communicate with all
other replicas when performing such an operation. This means that as the
number of replicas increases so does the amount of messages required to being
sent for each operation. The performance of the designs based on CRDTs used
in this project will therefore not scale well with an increase in the number of
replicas. This will likely cause the performance of the designs based on CRDTs
to have even worse performance compared to other designs on machines with
more cores than the one used for the benchmarking in this project.

While this project only have performed evaluations on CRDTs sets and
maps still several conclusions can be drawn about the general performance of
CRDTs implemented in the Encore programming language. The performance
of graph CRDT is closely related to the ones of set since the graph CRDT is
implemented using sets. But since the main problem with the performance of
CRDTs implemented in Encore is the communication that is required between
replicas we can also draw conclusions on how CRDTs not implemented using
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sets or maps would perform if implemented in Encore. Both CmRDTs and
CvRDTs are based around communication between the replicas, and the size
of the messages would be even larger if CvRDTs would have been used instead
of CmRDTs. Other simpler CRDTs such as counters and registers does also
involve communication between replicas. It is therefore probable that most if
not all CRDTs would have worse overall performance than existing designs for
shared memory machines if both are implemented in the Encore programming
language.

Encore running on a multi-core machine is similar enough to a distributed
system to make implementing CRDTs in Encore simple. These similarities are
however not enough to make these implementations performance efficient when
compared to existing designs made for multi-core machines. There are spe-
cific cases where the OR and DLWW designs have been shown to have good
performance compared to the PS design. The improbability of these cases ap-
pearing in real applications in combination with the very bad performance in
all other cases leads to the conclusion to not use designs based on CRDTs in
the Encore programming language.

9 Future Work

As seen in the results shown in section 6 the three different set designs have
varying performance depending in which way they are used. Especially the
OR-set and DLWW-set have some use cases where they are very bad and some
where they are decent. For future work it would be interesting to examine if
it would be possible to design some kind set which dynamically chooses which
underlying parallel set it uses based on data collected during run time. For
example depending on the ratio between reads and writes either the OR-set
or DLWW-set should be used for optimal performance. While showing good
results in the benchmarks the PS-set can have performance problems if its hash
function does not manage to distribute elements in a balanced way. Then if such
a condition is detected a program could dynamically switch to using another
parallels set.

The PS designs based on the work by Vega et al. showed several good quali-
ties [14]. The active objects present in the Encore programming language made
it simple to implement. Furthermore and more importantly unlike the CRDTs
based designs it showed good performance and parallel scaling on all bench-
marks performed. However as this design was only to be used as a reference to
evaluate the CRDTs based designs against many of the features presented by
Vega et al. were not implemented and evaluated. For further work it would be
interesting to see how its other features could be implemented in the Encore pro-
gramming language and what their performance would be when compared with
more than just CRDT based designs.
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A Source Code

The source code of the set and map implementations as well as the programs
used for the evaluation can be found on the following url: https://github.

com/OskarPedersen/CRDTs/tree/master/basic
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