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aBuilt Environment Energy Systems Group (BEESG), Division of Solid State Physics, Department of Engineering Sciences, Uppsala
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Abstract

This paper presents a study into the effect of aggregation of customers and an increasing share of photovoltaic
(PV) power in the net load on prediction intervals (PIs) of probabilistic forecasting methods applied to distribution
grid customers during winter and spring. These seasons are shown to represent challenging cases due to the increased
variability of electricity consumption during winter and the increased variability in PV power production during spring.
We employ a dynamic Gaussian process (GP) and quantile regression (QR) to produce probabilistic forecasts on data
from 300 de-identified customers in the metropolitan area of Sydney, Australia. In case of the dynamic GP, we also
optimize the training window width and show that it produces sharp and reliable PIs with a training set of up to 3
weeks. In case of aggregation, the results indicate that the aggregation of a modest number of PV systems improves
both the sharpness and the reliability of PIs due to the smoothing effect, and that this positive effect propagates into
the net load forecasts, especially for low levels of aggregation. Finally, we show that increasing the share of PV power in
the net load actually increases the sharpness and reliability of PIs for aggregations of 30 and 210 customers, most likely
due to the added benefit of the smoothing effect.
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1. Introduction

The increasing penetration of photovoltaic (PV) power
into the electricity generation mix has at least two con-
sequences that affect one another in an interesting way.
Firstly, an increase in the number of installed PV systems
in a wider area is accompanied by the smoothing effect,
as described by Perez and Hoff (2013). If the data are
available, this could allow for more accurate city scale or
regional PV power forecasts. In case of insufficient data,
one could estimate the output of these "invisible" sites
using a representative set of sites, see, e.g., Shaker et al.
(2015) for a thorough study. Secondly, however, the in-
crease in the number of installed PV systems or their sizes
simultaneously reduces the accuracy of net load forecasts
at the distribution feeder or even finer spatial resolution
because of the increased variability and ramps, see e.g.,
Denholm and Margolis (2007); Nguyen et al. (2016). It
should be noted that Kaur et al. (2013) showed that pen-
etration did not affect the net load forecast error to the
same extent as variability did. However, the reason for
their conclusion can mainly be ascribed to the fact that
they considered a single PV power farm and looked at the
influence of the cloud conditions and the subsequent pene-
tration levels due to these conditions. A logical conclusion
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would therefore be to ascribe the forecast error to vari-
ability, since very little smoothing occurs and since in this
case, the penetration is a direct function of variability.

The installed capacity of PV power is still increasing,
around 75 GW of capacity was installed during 2016 (IEA,
2017). In Germany, PV power covered 7.4% of electric-
ity consumption during 2016, which increased to 35% on
sunny weekdays (Wirth, 2017). At such levels, challenges
such as feeder loading, grid losses and voltage fluctua-
tions occur at in the distribution grid (Aguero and Stef-
fel, 2011; Mohammadi and Mehraeen, 2017; Walling et al.,
2008). Accurate forecasts are generally seen as a cost-
efficient solution because they allow for e.g., unit commit-
ment, curtailment and demand response, which in turn can
be used to reduce operational risks (Kaur et al., 2016b).
However, deterministic, or point forecasts, do not express
uncertainty, which is important for stakeholders to make
informed decisions. Probabilistic forecasting has gained
more attention recently, as can be inferred from recent re-
view studies (Hong and Fan, 2016; van der Meer et al.,
2018b). The advantage of probabilistic forecasting is that
the level of uncertainty can be expressed that accompanies
the prediction by means of a probability density function
(PDF) or prediction interval (PI), which enables stake-
holders to make better informed decisions. The smooth-
ing effect has been shown to improve the accuracy of de-
terministic forecasts, see e.g., Perez and Hoff (2013). In
this paper, we investigate whether this holds in case of
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probabilistic forecasting.

1.1. Previous work
1.1.1. The effect of aggregation

Variability in solar irradiance, and PV power produc-
tion by extension, and electricity consumption can be re-
duced by the well-known smoothing effect. An extensive
review by Widén et al. (2015) revealed a series of notable
studies into the variability of irradiance and the smoothing
effect. For instance, Lave et al. (2012) studied aggregated
irradiance measurements of six sites within 3 km of each
other on timescales varying from 1s to 1h. They found
that on that particular geographical scale and at a time
span below 5 min, the ramp rates became uncorrelated
and the smoothing effect was substantial. Furthermore,
the authors noted that for timescales shorter than 256s,
the variance was reduced by a factor of 6 when compared
to a single system. On a larger geographical scale where 7
PV plants were separated between 6 and 360 km, Marcos
et al. (2012) found that, at a temporal resolution of 1s and
distance of 6 km, the power output was already uncorre-
lated, thus substantially increasing the smoothing effect.
However, at lower temporal resolutions, e.g., 30 min as
used in this work, the smoothing effect is less pronounced
when the same plants are considered, because such a reso-
lution allows similar weather patterns to occur over a wider
area (Widén et al., 2015).

In case of electricity consumption forecasting, Hayes
et al. (2015) studied what effect aggregation has on the
mean absolute percentage error (MAPE) and examined
the correlations between the dependent and independent
variables. The authors noted that at the low voltage (LV)
feeder, i.e., a low level of aggregation, these correlations
were significantly lower than at the primary or secondary
substations. Consequently, MAPE decreased from 20%-
30% at the end user level to 5% at the primary substation.
Hayes et al. did not continue to investigate the probabilis-
tic aspect of aggregation. Taieb et al. (2016) used quan-
tile regression (QR) in combination with gradient boosting
(GB) to forecast individual and aggregated electricity con-
sumption, although forecasts at intermediate aggregation
levels were not performed. The results showed that the
prediction intervals (PIs) were substantially wide in case
of end user electricity consumption forecasting, due to the
high variability of this time series. In contrast, PIs for
the aggregated demand of 3639 customers were highly in-
formative and, moreover, accurate. The authors of both
aforementioned studies noted that theirs were the first re-
search papers that attempted to quantify the effect of ag-
gregation on forecast accuracy (Hayes et al., 2015) and the
second paper to utilize data from individual smart meters
to produce probabilistic forecasts (Taieb et al., 2016).

In van der Meer et al. (2017) we showed that aggre-
gation can drastically improve the quality of PIs with ag-
gregations of modest numbers of customers. In this study,
we continue that research by, among other things, using

more subsets of the data in order to filter away noise and
improve accuracy.

1.1.2. The seasonal effect
Few studies have investigated the effect of seasons on

forecast accuracy, and fewer on probabilistic forecast ac-
curacy. In general, such studies have been performed as a
side step when, e.g., proposing a new model. For exam-
ple, Vaz et al. (2016) proposed an artificial neural network
(ANN) that utilized spatial and temporal information to
produce deterministic forecasts of the PV power output
in Utrecht, the Netherlands. The results showed that the
forecasts during winter were more accurate in terms of the
normalized root mean squared error (nRMSE) than those
in summer, and the authors ascribed this to the fact that
overcast days are more straightforward to predict. An ex-
ample of a paper dedicated to study the impact of seasonal
variations on deterministic load forecasting was performed
by Lusis et al. (2017) in New SouthWales, Australia. Here,
the authors looked at a wide variety of scenarios where
some included dummy variables to indicate the season, and
other scenarios included subsets of the data that included
only the season of interest. The results showed that, for
a single residential load pattern, the scenarios including
the dummy variables yielded marginally improved results,
whereas the scenarios that included dedicated subsets of
the seasons yielded worse forecast accuracy. The authors
ascribed the latter result to a lack of robustness to out-
liers because of a reduced amount of subsets. However, in
case of aggregated residential load patterns these negative
effects were less pronounced.

As for probabilistic forecasting, there are only a few
publications that go into detail as regards the effect of
seasons on PIs. Firstly, Scolari et al. (2016) proposed a
novel method to predict solar irradiance for very short
time horizons, in which the PIs were produced based on
quantiles obtained from k -means clusters. The location
for their study was Lausanne, Switzerland. They assessed
the performance for three seasons, i.e., summer, fall and
winter, and noted that the season with highest variability
was summer, followed by winter and fall. Consequently,
the results showed that their method produced the least
sharp PIs during summer, followed by winter and fall, as
could be expected by the variability mentioned earlier.
In addition, the coverage probability of the PIs produced
by the best model remained above the nominal coverage
level, indicating that the PIs were valid (Khosravi et al.,
2013). Secondly, Davò et al. (2016) used an analog en-
semble (AnEn) to predict regional wind power and solar
irradiance in Sicily, Italy and Oklahoma, USA, respec-
tively. The AnEn, originally proposed in Delle Monache
et al. (2013), combines multiple deterministic forecasts
from the past conditional on observations of the current
state. The authors showed that the continuous ranked
probability score (CRPS, negatively oriented score and for-
mally introduced in Section 2.4) fluctuated substantially
as a function of season, with the highest score achieved
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during summer and the lowest score during fall. Finally,
Wang et al. (2017a) utilized a deep convolutional neural
network (DCNN) in combination with quantile regression
(QR) to produce probabilistic forecasts of PV power pro-
duction and reported that CRPS was lowest during win-
ter, and generally highest in summer, where the latter was
attributed to the local volatile weather conditions. The
location in the study was Flanders, Belgium.

From this literature review, we can conclude that it is
reasonable to expect deteriorating performance of the PIs
when the variability of the data set increases. Although
the papers mentioned here concerned solar power or so-
lar irradiance, it is reasonable to expect similar findings
in load forecasting due to the dependence of electricity
demand on weather variables, see e.g., Drezga and Rah-
man (1998); Raza and Khosravi (2015). Moreover, due
to climatological differences, it is difficult to predict what
season will be least straightforward to predict. Studies
into the variability of the data set per season are therefore
required, which will be done in Section 2.1.

1.1.3. The effect of penetration
The effect of large scale integration of renewable energy

sources (RESs) such as PV power on the power system is
an important topic of research because it directly affects
the net load, which is the amount of power the utility has
to provide or absorb. Several studies exist that study this
effect, see e.g., Shaker et al. (2016) for a study into the im-
pact of large scale wind and solar power penetration, who
noted that the volatility of the net load could increase up
to eight times, making accurate forecasts ever more chal-
lenging. Another notable example is the study by Olauson
et al. (2016), who investigated the net load variability in
Scandinavia with high or full integration of RESs in the
power system, and the optimal mix of RESs. They con-
cluded that the optimal mix depends on the time span
under consideration, e.g., diurnal or seasonal, and, more
importantly, a fully renewable power system is possible
with diverse RESs backed up by hydropower.

Various studies investigated net load forecasting with
high PV penetration, although only one considered prob-
abilistic forecasting, to the best of our knowledge. Wang
et al. (2017b) built their work on the premise that the
variable PV power made the net load more challenging to
forecast. Therefore, the authors used correlation analy-
sis based on the maximal information coefficient (MIC) to
separate net load into three time series, i.e., PV power,
load and residual, in order to produce probabilistic fore-
casts with higher accuracy. They concluded that, for pen-
etration levels up until 20%, separation of net load yielded
more accurate forecasts. With regards to the overall per-
formance, it was clearly shown that increasing PV pene-
tration reduced the accuracy of the probabilistic forecasts.
However, since the study took place on zonal level data
of an independent system operator (ISO), it is challeng-
ing to say whether this generalizes to lower levels of the
electricity grid.

As for the deterministic studies, Kaur et al. (2013), as
mentioned before, showed that the variability of PV power
is the main reason behind the error of the load forecast.
However, we think their conclusion is incomplete since it
appears a single solar farm was used, consequently dis-
regarding the smoothing effect. It is therefore important
to study what the effect of distributed generators (DGs)
is on the accuracy of net load forecasts, both on the in-
dividual and aggregated level. Furthermore, Kaur et al.
(2016a) went on to compare two approaches to forecasting
net load: an integrated and an additive approach. The
former entailed using the PV power forecast as input to
the net load forecast, while the latter meant forecasting
load and PV power separately and subtracting these to
acquire the net load forecast. They found that the inte-
grated approach yielded substantially more accurate re-
sults, for varying levels of penetration due to weather fac-
tors. However, in both Kaur et al. (2016a, 2013), forecasts
were solely deterministic. Finally, Chu et al. (2017) inves-
tigated the net load forecasts on four feeders with solar
penetration levels ranging from 4% to 58%. Although the
forecasts were deterministic, the results clearly showed in-
creasing error for higher levels of penetration.

1.2. Aim and contributions
As a starting remark, it is important to point out that

the purpose of this study is not to produce the most ac-
curate forecasts. Considering this, we identify several re-
search gaps from the literature review in Section 1.1. Firstly,
although a significant amount of research has focused on
the smoothing effect, both for PV and load forecasting, no
studies other than van der Meer et al. (2017) have been
performed that investigate the effect of aggregation with
respect to probabilistic forecasting. In the present study,
we aim to continue our earlier work and investigate more
thoroughly how aggregation affects PI accuracy by using
more samples to reduce noise and by using QR in addition
to the Gaussian process (GP) in order to produce both
non-parametric and parametric PDFs.

Secondly, to the best of our knowledge, only Wang
et al. (2017b) considered the effect of penetration on prob-
abilistic forecasts. However, as mentioned before, the work
considered the aggregated net load on ISO level, and it is
therefore questionable whether their results generalize to
lower levels of the electricity grid on individual and aggre-
gated scale.

Thirdly, our previous work van der Meer et al. (2018a)
indicated the necessity for a thorough analysis into the op-
timal length of training window width M of the dynamic
GP, which produced more narrow PIs than the static GP.
Although these results may not be generalized directly to
other probabilistic models, it should give an indication on
the sensitivity with respect to training data length. More-
over, we think that the methodology for finding M can
be generalized to other probabilistic models in an online
setting that need to handle large amounts of data and reg-
ularly update the (hyper-) parameters.
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The final aim of this paper is to study the aforemen-
tioned during two distinct seasons, i.e., winter and spring,
typically recognized by relatively low and high variability,
respectively. Therefore, the contributions of this paper are
fourfold:

1. We analyze the effect of aggregation on PIs.
2. We study the influence of seasons on PIs.
3. We investigate the effect of increasing penetration of

PV power on net load forecast accuracy.
4. We study the optimal training window M for the

dynamic GP.

The rest of this paper is organized as follows: Section
2 introduces the methodology, the GP and QR, and the
probabilistic forecasting metrics. Section 3 presents the
results and the discussion of the results. We finalize the
paper with our conclusions in Section 4.

2. Methodology

2.1. Data
We use a publicly available data set that contains resi-

dential electricity consumption and rooftop PV power gen-
eration of 300 de-identified customers in the Sydney metropoli-
tan area (Ausgrid, 2014). Figure 1a presents a choropleth
of the area with the density of customers in the data set
based on the postcodes. The time series have been mea-
sured by the grid operator on half hourly basis from 1
July 2010 until 30 June 2013, after which we have have
normalized all time series between 0 and 1 according to
y′ = (y − ymin) / (ymax − ymin), in order to be able to com-
pare CRPS, which is scale dependent. Taieb et al. (2016)
took a similar approach but divided the time series by their
maximum value, which in our case would result in differ-
ently distributed time series since that of net load can be
both positive and negative.

2.1.1. Optimal training window width M
In order to find the optimal training window width M ,

we use data of the year 2011-2012, so as not to use any of
the data to investigate the effect of aggregation and pene-
tration. We do this twice, once on the individual level, and
once on the aggregated level. For the individual level, we
randomly select 15 customers from the list of 54 customers
that have high quality data for all three years, according
to Ratnam et al. (2017), and normalize each time series
individually. In case of the aggregated level, 10 aggre-
gations of 20 customers are randomly selected from the
same list, after which each of the 10 aggregations is nor-
malized. Subsequently, we increase the size of M from 1
day to 28 days, and use the learned model to predict the
output of the subsequent day in a one-step ahead manner.
It should be noted that in case of the dynamic GP, intro-
duced in Section 2.2.1, prediction of the subsequent day
in a one-step ahead manner remains the approach. After-
wards, the results are averaged so as to reduce the level of

noise induced by e.g., abnormal behavior of an individual
customer. Figure 1b presents the strategy.

It should be noted that Scolari et al. (2016) take a sim-
ilar approach to determine the optimal training window,
although our study was not inspired by theirs. Further-
more, this procedure is only considered for the GP. The
reason for this is the computational burden due to matrix
inversion, which is computationally expensive as will be
explained in Section 2.2. Training the QR model requires
solving a linear program, which can be done efficiently as
will be explained in Section 2.3.

2.1.2. Aggregation of power profiles
According to Ratnam et al. (2017), 187 customers have

high quality data for 2012-2013. However, the authors
specify that their focus is on acquiring high quality data
rather than high quantity. For this study, we therefore use
less strict constraints in order to obtain a larger data set.
More specifically, we remove all customers of whom the
PV systems produce less than 0.04 kW over the course of
the entire day. Further, we remove customers of whom the
PV systems produce more than 0.03 kW during nighttime
and finally, we remove customers of whom the PV systems
produce less than 0.3 kWh over the course of an entire day.
After this process we are left with 240 customers. In or-
der to get a proper insight into what happens during the
aggregation process, we use a coarse and a fine aggrega-
tion resolution. The former implies aggregating 1 to 240
customers in steps of 30, while the latter implies aggregat-
ing 1 to 30 customers in steps of 1. We randomly select
customers for each aggregation step without replacement,
which means that each step contains unique customers.
However, these customers can be drawn again in subse-
quent aggregation steps because of a limited number of
customers.

2.1.3. Penetration of PV power
In order to assess the effect of penetration of PV power

into net load, we increase the installed capacity with in-
crements of 10% to 200% for 1, 30 and 210 customers.
Subsequently, we subtract the PV power from the elec-
tricity consumption to acquire the net load. Each time
we perform this calculation, we normalize afterwards in
order to be able to compare the results. In order to re-
duce noise, the cases are repeated 5 times. We do not
take 240 customers in the final case because that would
not allow us to randomize the customers, although at this
level of aggregation we would expect little noise from indi-
vidual customers. It should be noted that the customers
and aggregations thereof used in this section are the same
samples as in Sections 2.1.1 and 2.1.2.

2.2. Gaussian process
In this study we use the GP, which is a non-parametric

and nonlinear probabilistic model, and is defined as a col-
lection of random variables that has a joint multivariate
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Figure 1: In (a), a choropleth map of the Sydney metropolitan area presenting the density of customers in the data set based on the postcodes.
For the colored version, the reader is referred to the web version of this article. In (b), a visual aid explaining the procedure elaborated upon
in Section 2.1.1 to find optimal training window width M and is inspired by van der Meer et al. (2018a).

Gaussian distribution described by mean µ and covariance
matrix K. The GP, and its application in machine learn-
ing, have been extensively described by Rasmussen and
Williams (2006). In our previous work (van der Meer et al.,
2018a) we compared a static versus a dynamic GP, where
the former was trained using a fixed amount of training
data (6 months), while the latter was trained using 200
data points, slightly over 4 days in case of half hourly
data. The dynamic GP had two advantages: Firstly, it
produced sharper PIs; and secondly, it was much faster to
train and infer the posterior distribution from. Therefore,
we disregard the static GP in this study and focus on the
dynamic alternative.

2.2.1. Dynamic GP
As stated before, the GP can be described by mean µ

and covariance matrix K. The latter represents the rela-
tionship between the inputs and can be defined in a time
series setting as (Roberts et al., 2012):

K(X,X) =

k(xt−1,xt−1) · · · k(xt−1,xt−N )
...

. . .
...

k(xt−N ,xt−1) · · · k(xt−N ,xt−N )

 ,

(1)

where vector xt−i = (yt−1−i, yt−2−i, . . . , yt−L−i), and where
yt−i represents the ith lagged observation and L the max-
imum lag, such that X = (xt−1,xt−2, . . . ,xt−N )

T . Here,
N represents the length of the training data. Covariance
function k(xi,xj) describes the relationship between xi
and xj , and is therefore an important design choice. In
our previous work (van der Meer et al., 2018a) we tested
a variety of (combinations of) covariance functions and
found the summation of the squared exponential (SE) and

Matérn 3 to perform best on this data set. It is defined as:

k(xi,xj)(r) = σ2
fexp

(
− r2

2`2

)
+

+ σ2
f

(
1 +

√
3r

`

)
exp

(
−
√
3r

`

)
, (2)

where r = ||xi − xj ||, and ` and σ2
f are hyperparameters

representing the characteristic length and amplitude, re-
spectively, to be learned by maximizing the log marginal
likelihood, defined as (Rasmussen and Williams, 2006):

log p (y|X) = −1

2
yTK−1y− 1

2
log |K| − N

2
log 2π. (3)

In case of a new observation xt, the cross-covariance be-
tween that point and X can be expressed as:

K (xt,X) = (k(xt,xt−1), k(xt,xt−2), · · · , k(xt,xt−N )) ,
(4)

and subsequently, the joint distribution including the lat-
est observation can be defined as:

p

([
f

f(xt)

])
= N

([
µ(X)
µ(xt)

]
,

[
K(X,X) K(X,xt)
K(xt,X) k(xt,xt)

])
,

(5)

where f = (xt−1, . . . ,xt−N )
T . The joint distribution can

be used to calculate the posterior distribution. It is for-
mulated as follows:

ŷt = µ(xt) + K(xt,X)K(X,X)−1 (f− µ(X)) , (6)

σ̂2
t = k(xt,xt)−K(xt,X)K(X,X)−1K(X,xt). (7)

Equations (3), (6) and (7) are the reasons we prefer to
keep N as small as possible. Namely, matrix inversion

5



costs O(N3) in time, which could pose operational issues
in an online setting. Moreover, in case of data scarcity,
it is highly interesting to have a method that requires a
small amount of training data, which is the case for the
GP according to Salcedo-Sanz et al. (2014). In order to
implement the GP, we use the GPML package, which com-
plements Rasmussen and Williams (2006). We refer to
van der Meer et al. (2018a) for a complete description of
the dynamic GP used in this work.

2.3. Quantile regression
Although the advantages of the GP, e.g., that it is a

non-parametric and nonlinear probabilistic model, make it
an attractive model to use, it has disadvantages as well.
One example is the output of the GP, which is a Gaussian
PDF. It has been argued in the literature that this is too
restrictive, see e.g., Golestaneh et al. (2016). Therefore, we
additionally investigate the topics of this study (outlined
in Sections 2.1.1 to 2.1.3) using QR, which was proposed
by Koenker and Bassett (1978). The core idea of QR is
to extend linear regression (LR), where, instead of ordi-
nary least squares (OLS) minimization, one minimizes the
mean absolute error to estimate the conditional median.
This can then be extended further to estimate conditional
quantiles by using a tilted absolute value function that
applies asymmetric weights to positive and negative errors
(Koenker and Bassett, 1978). First, similarly as for LR,
we establish a linear relationship between the dependent
variable y and independent variables x:

yt,τ = βββ · xt + ε, (8)

where τ represents the quantile probability (0 < τ < 1),
βββ the parameters and ε the model error. The tilted func-
tion, also known as the pinball loss function, is defined as
(Koenker and Bassett, 1978):

ρτ (u) =

{
τu if u ≥ 0

(τ − 1)u if u < 0,
(9)

and can be used in the following minimization problem to
find optimal parameters β̂̂β̂β:

β̂̂β̂βτ = argmin
βββ

T∑
t=1

ρτ (yt − βββxt) . (10)

Due to the fact that each quantile is estimated indepen-
dently, quantile crossing could violate the monotonicity
property (Taieb et al., 2016):

ŷτ1 ≤ ŷτ2 ∀ τ1, τ2 so that τ1 ≤ τ2, (11)

which we circumvent by monotone rearranging.
As can be seen from its formulation, the QR model

is a linear and parametric model that produces a non-
parametric PDF. It should be noted that more advanced
techniques exist that utilize QR, such as QR forests (QRFs)

(Meinshausen, 2006) or QR neural networks (QRNNs) (Can-
non, 2011), and these will be the focal point of future
work. In terms of model configuration, the QR will be
identical to the GP, i.e., the same number of predictors
will be used. However, as stated before, training and in-
ference time is less of an issue with QR and the model will
therefore be trained on all seasons of that particular year,
except the test season of interest. As a final note, we use
the quantreg package in R developed by Koenker (2016)
to implement the QR model.

2.4. Performance metrics
2.4.1. Quantitative metrics

Accurate and meaningful PIs have two features, i.e.,
they are narrow and cover many of the observations. The
former implies informative PIs that have high sharpness,
which can be quantified by the PI normalized average
width (PINAW), which is a negatively oriented score, i.e.,
a low score is better. The latter pertains to the relia-
bility of PIs, which can be quantified by the PI coverage
probability (PICP) and is a positively oriented score, i.e.,
a high score is better. As will become clear from their
respective formulations, these counterbalance each other,
but are both important when assessing the quality of the
PIs. After all, high PICP can easily be achieved by simi-
larly high PINAW, and extremely low PINAW most likely
results in low PICP.

The PINAW is formulated as follows (Quan et al.,
2014):

PINAW =
1

TR

T∑
t=1

(Ut − Lt) , (12)

where T represents the length of the test sample, Lt and Ut
represent the lower- and upper-bound of the PIs, respec-
tively, and R represents a normalization factor, defined as
the maximum minus the minimum of the test sample.

The PICP is defined as (Quan et al., 2014):

PICP =
1

T

T∑
t=1

εt, (13)

where εt = 1{yt∈[Lt,Ut]}. As mentioned before, PICP ex-
presses the reliability of the PIs. According to Khosravi
et al. (2013), PICP should be higher than the nominal
coverage level η, which is 80% in this study.

As a final metric, we employ the CRPS, which is a
negatively oriented score. This metric has the advantages
that it quantifies both the reliability and informativeness
of PIs, and that it reduces to the mean absolute error
(MAE) in case of a deterministic forecast (Gneiting and
Katzfuss, 2014). Consequently, it has the same units as the
forecast (Gneiting and Katzfuss, 2014). The CRPS can be
formulated as follows (Gneiting and Katzfuss, 2014):

CRPS(F, y) = E
F
|Y − y| − 1

2
E
F
|Y − Y ′| , (14)
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where F is the cumulative distribution function (CDF) of
the probabilistic forecast and Y and Y ′ are independent
samples drawn from F . In order to calculate CRPS, we
use the package SpecsVerification by Siegert (2017).

2.4.2. Visual verification
The reliability diagram is a graphical verification tool

that allows one to assess the reliability of a probabilistic
forecast in a straightforward manner. The core concept
of the reliability diagram in the case of continuous vari-
ables is that the observed frequency is plotted against the
quantile probabilities. Ideally, forecasts are close to the
diagonal, here indicated by the nominal quantile probabil-
ities τ . This can be calculated by counting the number of
occurrences a quantile forecast overpredicts and calculat-
ing the average over the test period (Pinson et al., 2010):

âτ =
1

T

T∑
t=1

1{yt<ŷt,τ} ∀ τ. (15)

However, deviations from the diagonal can occur due to a
limited amount of forecast and observation pairs, despite
being reliable (Pinson et al., 2010). Therefore, it is impor-
tant to present the likelihood of the observed frequencies
at each quantile as well, which can be done using con-
sistency resampling to produce consistency bars (Bröcker
and Smith, 2007). Consistency resampling is a process
that is repeated N times, where we first create surrogate
observations ỹt,i using the predictive distribution at time
t and repetition i. If we assume F̂t(Yt) ∼ U[0, 1], the
series of predictive densities is reliable and we can pro-
duce surrogate observations via inverse transformation,
i.e., F̂−1t (ui) = ỹt,i, where ui is a draw from U[0,1]. Sub-
sequently, it is possible to find the distribution of âτ,i for
i = 1, . . . , N of which we can infer the range of the con-
sistency bars at each quantile probability τ . A probabilis-
tic forecast is said to be reliable if the reliability curve
falls within the consistency bars. It should be noted that
this approach is similar to that described by Pinson et al.
(2010), except we do not account for serial correlation,
which would effectively increase the size of the consistency
bars.

3. Results and discussion

3.1. Data analysis
3.1.1. Variance analysis

Figures 2a and 2b display boxplots of the variances of
the normalized time series as a function of season for indi-
vidual customers and aggregated customers, respectively.
The figures indicate two important premises on which this
study builds. Firstly, winter and spring appear to provide
the extreme cases in terms of variance for all quantities
considered, i.e., electricity consumption (EC), net demand
(ND, i.e., net load) and PV power production (PV). For

example, PV has least variability during the winter for in-
dividual customers and aggregated customers, while it is
high during spring for both cases. Conversely, variabil-
ity of electricity consumption is in both cases high dur-
ing winter, whereas it is relatively low during the spring.
Therefore, we use only the winter and spring seasons in our
further analysis for brevity. Secondly, the figures clearly
show that there is more spread in the results for the indi-
vidual customers. In order to reduce noise in the results,
it is important to use more samples in case of individual
customers (cf. Section 2.1.1) and look at the effect of in-
creasing the number of customers in both a coarse and
fine manner (cf. Section 2.1.2). Finally, it is important to
stress that the variances reported in (a) and (b) cannot be
compared among each other, and that the variances can
only be compared within their respective figures. The rea-
son for this is that the time series have been normalized
between 0 and 1 separately.

Figures 2c and 2d present the time series for three levels
of aggregation of 5 samples from the data set during winter
and spring, respectively. These figures aim to show the
impact that aggregation has on the variability of the time
series.

3.1.2. Aggregation
Figures 2c and 2d present the effect aggregation has

on electricity consumption, PV power production and net
load during winter and spring, respectively. It should be
noted that all time series are normalized separately, except
for Figures 2c and 2d. The figures clearly indicate the sig-
nificant impact of aggregation on the variability. In case of
the individual customers, electricity consumption appears
to be almost entirely stochastic, whereas daily patterns
become exceedingly clear when we combine 30 and 210
customers. A similar observation can be made for the PV
power, and it is therefore reasonable to expect that aggre-
gating a relatively small number of customers can improve
PI accuracy.

3.1.3. Penetration
Figure 3a presents a histogram of the penetration lev-

els in logarithm scale achieved by the original PV systems,
defined as the peak PV production as a fraction of peak
electricity consumption (Hoke et al., 2012) in orange, and
the peak PV production as a fraction of the electricity con-
sumption at the moment the peak power was produced by
the PV system in blue. The figure shows that most of the
customers have penetration levels around or below 25% us-
ing the original definition, but that this can increase dra-
matically. Figure 3b gives an insight into the effect of an
increasing PV system size on the net load. The ramps in-
crease for both levels of aggregation and it therefore seems
reasonable to expect that increasing the penetration of PV
power in the net load reduces PI accuracy.
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Table 1: Selected training window widths M (in days) for the quan-
tities EC, PV and ND, classified based on season and aggregation
level.

Season Aggregation EC PV ND

Winter Individual 14 8 16
Aggregated 14 12 8

Spring Individual 14 8 21
Aggregated 6 8 9

3.2. Optimal training window width M
In this section, we briefly mention the results of the

method described in Section 2.1.1 by means of Table 1,
which presents all training window widths M . The full
analysis hereof is presented in Appendix A. Overall, the
results show that the dynamic GP can achieve satisfactory
with training data amounting up to 21 days, making it
an interesting method that can be used in case of data
scarcity.

3.3. The effect of aggregation on PIs
In this section, we investigate the effect of aggregation

on PIs using a fine and coarse resolution, i.e., aggregating
1 to 30 customers with increments of 1, and aggregating 1
to 240 customers with increments of 30. Figures 4a to 4l
present the results of PINAW, PICP and CRPS as a func-
tion of the aggregation levels. Furthermore, Figures 5a
to 5f present the reliability diagrams and Figures 6a to 6l
present conventional forecast plots during a day in win-
ter and spring for the first individual and aggregated cus-
tomers of the random set of aggregations. The remainder
of this subsection is divided in order to investigate in detail
the difference between the fine and coarse aggregation res-
olution, and the performance of the GP and QR models.
Finally, we conclude this subsection with Figure 7 that al-
lows the reader to quickly recapitulate the results of this
section. It is perhaps helpful to remind the reader that we
use a nominal coverage level of 80% in this study, implying
that seek to produce PIs with a coverage probability over
80%.

3.3.1. Fine aggregation resolution
Figures 4a to 4f present the results of the fine aggrega-

tion resolution. Of these figures, Figures 4a to 4c present
the results of the GP, whereas Figures 4d to 4f present the
results of the QR model. Interestingly, Figures 4a and 4d
indicate that aggregating the electricity consumption does
not substantially improve the forecast accuracy, especially
in case of QR. While there is a clear improvement in sharp-
ness of the forecast of the GP during both seasons, the ac-
companied steady decrease in coverage probability causes
the CRPS to only marginally improve over the aggregation
levels. However, it is important to note that the empirical
coverage of the PIs is higher than the nominal coverage

level. This is not the case for QR, which tends to be over-
confident during winter. Since this can be ascribed to the
season (cf. Figures 4d to 4f and 4j to 4l) it could be that
even though 11 months of training data have been used,
using less training data but from a similar period in the
preceding year improves it accuracy. As a final note, both
the GP and the QR models clearly have lower accuracy
during winter than during spring, which is when the vari-
ance is higher as well, as was shown in Figure 2b.

The reliability diagrams presented in Figures 5a and 5d
show that, in case of the GP, aggregation substantially im-
proves the reliability of the predictive density. The shape
for the lower levels of aggregation indicates that the model
is not confident enough: lower quantiles frequently predict
lower than the observed values whereas the higher quan-
tiles frequently predict higher than the observation (Wilks,
2006). This implies that the PIs produced by the GP can
effectively be narrower, e.g., by optimizing the hyperpa-
rameters such that PINAW is minimized, subject to the
reliability. In case of QR, we observe that there exists a
systematic bias in the model during winter, most likely due
to a lack of training data of the same time period. Inter-
estingly, aggregation does not seem to affect the reliability
during spring and the reason for this is unclear.

In case of PV power forecasting, Figures 4b and 4e dis-
play that the smoothing effect has a substantial impact on
the PIs. However, it is not possible to see where the PV
systems are located due to the de-identified data. Espe-
cially in case of the GP, we observe a substantial gain in
both sharpness and reliability for both seasons when aggre-
gating a modest number of PV systems. In case of QR, the
PINAW decreases when increasing the aggregation level
but at the cost of deterioration of the PICP, which results
in an empirical coverage that is lower than the nominal
one. In both cases, CRPS is lower during winter than dur-
ing spring due to lower variability. It is important to note
here that CRPS does not penalize PICP being lower than
the nominal coverage level because the score takes the en-
tire CDF into consideration, and therefore it remains lower
during winter than during spring.

Figures 5b and 5e present the reliability diagrams for
the probabilistic PV power forecasts. In case of the GP,
we note that the effect of aggregation on the predictive
density is not as pronounced as indicated by Figures 4b
and 4h. This might be due to the combination of decreas-
ing PINAW and increasing PICP as shown in the afore-
mentioned figures, i.e., the predictive CDF sharpens but
not enough to ensure that it becomes as narrow as the CDF
of the observations. Figure 5e shows that during spring,
the QR model is biased and aggregation does not improve
this. However, during winter, we can observe that aggrega-
tion improves the reliability, especially when aggregating
from 1 to 30 customers, as was also shown in Figure 4e.

Finally, Figures 4c and 4f present the effect of aggrega-
tion on PIs for net load. In both cases, we observe that the
accuracy during winter is lower than during spring, which
was also the case for the electricity consumption forecasts.
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This, and the development of the scores over the aggre-
gations, suggest that the accuracy of net load forecasts is
largely dependent on the variability of the electricity con-
sumption for increasing levels of aggregation, as we noted
in the previous section. The reason for this is most likely
the significant contribution of the smoothing effect in case
of PV power, since the aggregations taken here are simply
samples of the individual customers. However, this does
not imply that the effect of combining PV power and elec-
tricity consumption is trivial. To the contrary, the figures
show that all scores of the net load forecasts have improved
over those of the electricity consumption forecasts, indicat-
ing that including an aggregated PV power profile, i.e., a
smoothed profile, improves predictability. The reason for
this is most likely that, according to Figures 4b and 4e,
aggregation has the most pronounced effect in case of PV
power production. In addition, Figure A.10c showed that
on an individual level, combining electricity consumption
and PV power yielded worse forecast performance, while
Figure A.10f indicated that on an aggregated level, the
net load forecasts were sharper than those of electricity
demand. Figures 4c and 4f corroborate the latter results,
since the PINAW of the net load forecasts has improved
over the PINAW of the electricity consumption forecasts.
Interestingly, Shaker et al. (2016) came to a similar con-
clusion, albeit not in the case of forecasting but in the
case of estimating regional PV power production of unob-
served sites. They noted that by increasing the capacity
of a sub region, the estimation accuracy was improved due
to increased aggregation and the subsequent smoothing.

Figures 5c and 5f again show the reliability of the entire
predictive density. Similar as was the case for electricity
consumption, we can observe here that aggregation has a
positive effect on the entire predictive density of the GP.
Again, we can see as well that reliability during winter is
lower. Moreover, Figure 5c confirms that combining elec-
tricity consumption and PV power production improves
the accuracy of probabilistic forecasts when compared to
the separate forecasts. The reliability diagram of the QR
model partly corroborates this, specifically in case of the
forecasts of a single customer. However, the bias already
present in the electricity consumption forecasts for 210 cus-
tomers shows an increase for higher levels of aggregation
during winter.

3.3.2. Coarse aggregation resolution
Figures 4g to 4l present the results of the coarse aggre-

gation resolution. While in the previous section we noted
that aggregating electricity consumption did not substan-
tially improve the forecast accuracy, Figures 4g and 4j indi-
cate that aggregation on a larger scale definitely improves
the sharpness of the PIs, both for the GP and QR. Fur-
thermore, in case of the GP, there is a clear decrease in
coverage probability as a consequence of the first aggre-
gation step, caused by the increased sharpness of the PIs.
The most likely reason for this is that the GP is not trained
to optimize sharpness subject to the coverage probability,

and the drastic reduction in PINAW results in a reduction
of PICP due to the still variable nature of an aggrega-
tion of 30 customers. This is corroborated by the results
from the following aggregation steps, where the PINAW
improves further while the PICP remains fairly constant.
In contrast, the coverage probability of the QR PIs remains
fairly constant through the aggregation steps, which was
also shown in the previous section. Finally, in both cases
performance during spring is better although the differ-
ence is smaller and converges towards each other, owing
to the aggregation steps.

In the case of the PV power forecasts, Figures 4h and 4k
indicate that the first aggregation step is the most useful
in terms of improving the accuracy of the PIs, especially
in terms of the sharpness and, by extension, CRPS. The
reason that CRPS improves substantially as well is that,
unlike in case of the electricity consumption forecasts, the
coverage probability does not decrease drastically, if it de-
creases at all. This supports our previous observation,
namely that the first aggregation step has a substantial
impact on these time series. Furthermore, there is a clear
difference in performance between the seasons, albeit the
opposite between the two models. More specifically, the
GP performs substantially better during winter than dur-
ing spring due to the lower variability, whereas the QR
model performs better, in terms of PICP, during spring.
However, the former is what one should expect, whereas
the latter is a returning phenomenon in this study for QR,
and might be improved by using less training data from a
similar period in the preceding year, as mentioned before.

Finally, Figures 4i and 4l present the results of the
net load forecasts. In these figures, the positive impact
of combining electricity consumption and PV power time
series becomes clear also for higher levels of aggregation.
In case of the GP, the sharpness of the PIs has improved
over the sharpness of the electricity consumption forecasts,
while the coverage probability has improved during the
spring and remained similar during winter. We can observe
a similar pattern for the QR model, where the inclusion of
PV power improves the sharpness of the net load forecasts
over the sharpness of the electricity consumption forecasts
during both seasons. During spring, this is accompanied
by a substantial improvement in PICP as well. From these
observations we infer that including the PV power into the
net load during periods with high variability and aided by
the smoothing effect, can reduce the higher error of the PV
power forecasts, as observed in Figures 4b, 4e, 4h and 4k.

Figures 6a to 6l present conventional forecast plots dur-
ing a day in spring and a day in winter of both models for
three levels of aggregation. These figures show that both
models display difficulty predicting peaks using the 80%
nominal coverage level. Furthermore, we observe that es-
pecially the width of the PIs decreases with an increasing
level of aggregation, while the coverage probability remains
satisfactory. In addition, both models exhibit more uncer-
tainty during noon in case of PV power production and
the evening in case of electricity consumption and the net
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load, expressed by the increase in PI width during these
periods.

3.4. The effect of penetration on PIs
In this section we investigate the effect on the PIs of

the net load forecasts when the PV system size increases
with 10% increments to 200%. Figures 8a to 8f present
the results in terms of PINAW, PICP and CRPS, while
Figures 9a to 9f present the reliability diagrams for three
penetration levels of PV power in the net load: 110%,
130% and 200%. In these figures, it is interesting to note
the differences between the reliability diagrams here and
Figures 5c and 5f, which is due to the selection of different
random samples of customers.

At an individual level, it becomes clear that increasing
the PV system size only slightly deteriorates the coverage
probability in case of the GP during both seasons, whereas
in case of QR, the coverage probability marginally im-
proves and deteriorates during spring and winter, respec-
tively. These results, although less pronounced, are similar
to those in Appendix A.1, where it was found that com-
bining PV and electricity consumption on the individual
level reduced the forecast accuracy. Taking into consider-
ation the results from Sections 3.3.1 and 3.3.2, the reason
for the reduced accuracy is most likely the absence of the
smoothing effect in case of PV power. Figures 9a and 9d
confirm that the level of penetration has little influence on
the reliability of the predictive density.

In Figures 8b and 8e, we can observe the effect of in-
creasing the PV system size in case of 30 aggregated cus-
tomers. However, in contrast to the results reported in
(Chu et al., 2017; Kaur et al., 2016a; Wang et al., 2017b),
our results indicate that the sharpness increases as the sys-
tem size increases, while the coverage probability remains
fairly constant. The most likely explanation for these re-
sults is the added smoothing effect, which was substantial
when aggregating the output of 1 to 30 PV systems, as
shown in Figures 2c and 2d. This effect propagates pos-
itively into the accuracy of net load forecasts, as shown
in Section 3.3.1. The most likely explanation for the dis-
crepancy between the results reported here and those in
the aforementioned studies is the scale. The aforemen-
tioned studies considered data sets in which peak loads
of 1939 MW (Wang et al., 2017b), 2.5 MW (Kaur et al.,
2016a) and 2.60 MW - 6.39 MW (Chu et al., 2017) oc-
curred, compared to 111.46 kW on the aggregated level of
30 customers. Figures 9b and 9e show that the reliability
slightly improves with increasing penetration level in case
of the former, and remains similar in case of the latter.

Finally, we can observe that the positive effect of in-
creasing the PV system size continues in Figures 8c and 8f,
where, especially in case of the GP, the smoothing effect
improves the net load forecasts during the spring, when
variability was more substantial as shown in Figures 2b
and 2d. The aforementioned results are consistent with
those found in Sections 3.3.1 and 3.3.2. This implies that
in case of substantial smoothing, increasing the PV power

penetration in the electricity mix in electricity distribu-
tion grids can have a positive influence on probabilistic
forecasts. Figures 9c and 9f indicate that the penetration
level hardly influences the reliability of the forecasts during
either season.

4. Conclusion

In this work we investigated the effect of the aggrega-
tion of time series and an increasing share of photovoltaic
(PV) power in the net load on prediction intervals (PIs)
in local electricity distribution grids. This study was per-
formed during two seasons, namely winter and spring on
the Southern Hemisphere, where the former season repre-
sented a challenging case for electricity consumption, while
the latter represented a challenging case for PV power pro-
duction. The PIs were produced using two models with
distinct features: quantile regression (QR) as a linear and
parametric model, capable of producing a non-parametric
probability density function (PDF), and the Gaussian pro-
cess (GP), a nonlinear and non-parametric model that pro-
duces a parametric PDF (Gaussian). For the latter, we
built on previous work to find the optimal training win-
dow width depending on the aggregation level and season.
The most important conclusion of that component of this
work was that the dynamic GP was capable of produc-
ing PIs with high accuracy with very limited amounts of
training data, making it an ideal method in case of data
scarcity.

When studying the effect of aggregation on PIs, the
results indicated that a substantial gain in both the PI
normalized average width (PINAW) and the PI coverage
probability (PICP) can be realized during both seasons
when aggregating a modest number of PV systems, most
likely due to the smoothing effect. However, the reliability
diagrams also indicated that the benefit of the smoothing
effect can only be fully exploited when the sharpness is
maximized subject to reliability, something that requires
a specialized learning technique. In addition, we noted
that the positive effect that smoothing has on PV power
propagated into the net load forecasts, especially for low
levels of aggregation. This is an interesting result because
during periods with high variability of PV power output,
i.e., spring, when the accuracy of the PV power forecast
tended to be lower, forecasting net load directly resulted in
higher accuracy than forecasts of electricity consumption
alone. Moreover, it also suggested that a bottom-up ap-
proach with small aggregations of customers can be highly
beneficial for the accuracy. Furthermore, higher levels of
aggregation showed that the performance of PIs increased
further.

Finally, we increased the share of PV power in the net
load to assess the effect on the PIs. While the reliability
of the PIs decreased slightly at the individual level, the re-
sults showed that at higher levels of aggregation, increasing
the share of PV power actually improved the sharpness of
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the PIs. The explanation for this is most likely the smooth-
ing effect that, as stated before, had a positive effect on
the net load forecasts. This result deviates from other
studies in the literature, which is most likely due to the
scale difference between those studies and this one. On the
local distribution grid, the impact of aggregation is more
pronounced than on higher levels of the electricity grid,
and the inclusion of PV power during variable periods can
enhance net load forecasts.
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Appendix A. Optimal training window width M

In this section we select the training window width
M for the dynamic GP. It is important to note that the

selection depends on various factors, e.g., interpretation of
the PI accuracy by means of the scores and the amount
of training data. It is therefore a designer choice that
is supported by the results of the procedure explained in
Section 2.1.1.

Appendix A.1. Individual level
Figures A.10a to A.10f present the various scores as a

function of training window width M . More specifically,
Figures A.10a to A.10c present the results for individual
customers, whereas Figures A.10d to A.10f present the re-
sults for aggregated customers, for two seasons.

Figure A.10a shows that, for individual customers, in-
creasing window the width M has a slight positive effect
on the PICP during the winter, while the average width
remains constant. During the spring, we observe that in-
creasingM has a positive effect on the sharpness of the PIs,
while the coverage probability decreases somewhat. This is
reflected in the CRP score, which increases withM during
spring and decreases with M during winter. This can be
explained using Figure 2a, where it was shown that vari-
ance during winter is higher than during spring. Because
of the higher variance, it is preferable to consider more
past data. Conversely, in case of zero variance, a simple
persistence model would suffice because the previous time
step would contain all required information. Therefore, we
select M = 14 in both seasons, mainly because of the fact
that improvements for including more days are marginal
and because training and inference time increases cubic
when including more days. It is interesting to point to the
larger spread in the individual results during winter than
during spring, indicating the challenging task of forecast-
ing individual electricity consumption during periods with
high variability.

Figure A.10b shows rather different results when com-
pared to electricity consumption. More specifically, the
overall accuracy during winter is higher than during spring,
which is in accordance with Figure 2a. The reason for this
is, however, similar as previously mentioned, i.e., M can
be smaller because of lower variability in the weather dur-
ing winter. During highly variable periods, it is generally
preferable to increase M in order to properly learn the
behavior of the power produced by the PV system. This
is reflected in the CRPS plot, which, albeit marginally,
steadily decreases as a function of M . Because of this
marginal improvement, we select M = 8 during spring in
order to reduce training and inference time. Regarding the
winter season, it is clear that the minimum PINAW and
CRPS lie at M = 8, which is where PICP is maximum.
Similarly as with Figure A.10a, the results display more
spread for the season with highest variability, in this case
spring.

Figure A.10c presents an interesting case because the
variability of the net load depends on both electricity con-
sumption and PV power production. Figure 2a showed
that during winter, the variance of the net load is actually
slightly lower than that of electricity consumption while
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during spring, despite the significantly higher variance of
PV power, the variance of net load was only marginally
higher than that of electricity consumption. We can ob-
serve the consequences of this in Figure A.10c. Firstly, we
see that the forecasts are worse in terms of PINAW and
PICP during spring than during winter, most likely due to
the increased variability of the PV time series and higher
output of the PV systems. In addition, there is also more
spread in the individual results during spring. Secondly,
comparing PINAW and PICP of the net load and electric-
ity consumption forecasts, we can observe that these scores
are worse for net load during spring, again indicating that
the net load time series has been negatively affected by
the highly variable PV time series. During winter, i.e.,
lower PV power variability, the accuracy of the net load
forecasts has slightly improved over those of the electric-
ity consumption forecasts, most likely due to the inclusion
of PV power. Because of the complicated nature of the
time series during both seasons, it seems fitting to select
more training days. More specific, we select M = 16 and
M = 21 during winter and spring, respectively. It is in-
teresting to point out that these results, although not in
absolute values, bare more resemblance to those of the PV
power forecasts than those of the electricity consumption
forecasts. This potentially indicates that, on an individual
level, the net load is subject to substantial influence by the
PV power.

Appendix A.2. Aggregated level
Figures A.10d to A.10f present the results for 10 aggre-

gations of 20 customers, and it is immediately clear that
the spread between the aggregations is far lower than in
Figures A.10a to A.10c, as indicated by Figure 2b, which
showed that the spread of the variances is low. This is un-
mistakably the effect of aggregation, which will be further
investigated in the following section. Figure A.10d shows
a clear deterioration for PINAW when M increases to 7
days and again when M increases to 12 days. Therefore,
we take M = 6 during spring. During the winter, increas-
ing M improves PINAW but simultaneously deteriorates
PICP. In order to reduce training and inference time, we
select M = 14 as training window width. Finally, it is in-
teresting to note the contrast in CRP scores during winter
and summer, clearly representing the increased difficulty
of electricity consumption during winter.

The results in Figure A.10e show a similar trend as
those in Figure A.10b, i.e., that PV power forecasts tend to
have higher accuracy during a period with lower variability
(winter). In addition, we can observe that PICP reaches its
maximum value forM = 16, while PINAW has a minimum
at M = 12, similar to CRPS. During spring, we observe a
slight deterioration in PICP and CRPS whenM increases,
which is most likely caused by the increased variability in
this period. In order to reduce training and inference time
on one hand, but maintain a reasonable amount of training
data on the other hand, we select M = 8.

Figure A.10f presents the results for the net load fore-
casts. While in case of individual customers, the devel-
opment of the net load results arguably resembled that of
the PV forecast results, for the aggregated case the de-
velopment of the forecast results bare more resemblance
to the electricity consumption forecast results. However,
it is clear that the results show substantial improvement
over those in Figure A.10d. Thus, despite the observa-
tion that the development of the results are closely related
to those of the electricity consumption forecasts, there is
a clear and positive effect of the inclusion of PV power,
most likely due to the smoothing effect. As for optimal
training window width M , the sudden jump in PINAW
for M > 11 indicates that incorporating too many days
is counterproductive. Therefore, we take M = 9 during
spring. In contrast, the steady decline in PINAW during
winter shows that increasing M has a positive effect on
the sharpness, but causes the PIs to be overconfident for
larger values of M , as expressed by a deteriorating relia-
bility, i.e., PICP. Consequently, we select M = 8 during
winter.
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Figure 2: Boxplot representation of the the normalized variances in the data set during different seasons for (a) individual customers and
(b) aggregated customers. Here, electricity consumption is abbreviated as EC, net load as ND and photovoltaic as PV. Furthermore, (c)
and (d) present example time series for three levels of aggregation of 5 samples from the non-normalized data set during winter and spring,
respectively.
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Figure 4: Results in terms of PINAW, PICP and CRPS as a function of aggregation levels for individual and aggregated customers. In this
figure, (a), (b), (c), (g), (h) and (i) are the result of the GP, while (d), (e), (f), (j), (k) and (l) are the result of QR. In addition, (a) - (f)
represent the fine resolution with a 1 customer increment, whereas (g) - (l) represent the coarse resolution with a 30 customer increment.
The columns from left to right concern electricity consumption, PV power production and net load. The light lines represent the scores of
the individual customers, whereas the bold lines represent the averaged scores.
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Figure 5: Reliability diagrams for a single customer and aggregations of 30 and 210 customers for both the GP and QR during winter and
spring. In addition, the diagrams feature the consistency bars that have been moved horizontally in order to improve readability. The
reliability diagrams shown here are those for the first individual and aggregated customers of the random set of aggregations.
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Figure 6: Probabilistic forecasts of the GP and QR during a day in winter and spring, where the PIs with nominal coverage level of 80% are
depicted using the shaded colors. The effect that aggregation has on the PIs during the two seasons becomes clear, in particular in terms of
the width and especially for PV power, as was shown in Figures 4a to 4l.
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Figure 7: Overview of the results discussed in Section 3.3 where the
color indicates whether the result concerns electricity consumption
(EC), PV power production (PV) or net load (ND).
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Figure 8: The effect of increasing PV system size and its effect on the PIs of net load forecasts. The left column shows this effect on an
individual level, the middle column on an aggregation level of 30 customers and the right column on an aggregation level of 210 customers.
The top row shows the results of the GP, whereas the bottom row shows the results of the QR model.
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Figure 9: Reliability diagrams for three levels of aggregation, i.e., a single customer, 30 customers and 210 customers for three levels of
penetration levels of PV power in the net load: 110%, 130% and 200%. Note the difference between the reliability diagrams here and
Figures 5c and 5f, which is due to the selection of different random samples of customers.
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Figure A.10: Results in terms of PINAW, PICP and CRPS scores as a function of training window width M for individual and aggregated
electricity consumption (a) and (d), PV power production (b) and (e), and net load (c) and (f), respectively. The light lines represent the
scores of the individual customers, whereas the bold lines represent the averaged scores.
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