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Abstract

DNA is a key component of almost all cells, but it is not the sole determinant of the cellular

functions and features. A great number of histones, transcription factors and other proteins

interact with the DNA, regulating fundamental processes such as DNA accessibility and gene

expression. Perturbations of these interactions are associated to a wide range of diseases.

An example is the histone variant H3.3, which is normally involved in prevention of genomic

rearrangements during mammalian development. Mutations in the H3.3 gene have been

shown to be related to pediatric brain cancer forms. Studying this histone variant and other

protein-DNA interactions is important in order to understand cellular processes as well as

causes of diseases. This has commonly been done through a sequencing method called ChIP-

seq, which however does not normally capture the dynamics of the interactions. Therefore a

new method called Minute-ChIP has been developed, which in combination with a special

type of pulse-chase experiment adds a time dimension to the analyses. In this project, data

from this new method has been analyzed in order to investigate the dynamics of histone

H3.3. In addition to calculating the rates of incorporation and release from the DNA, tools

for visualizing the data in interactive plots have also been developed. These calculations

and tools facilitate the interpretation of the histone H3.3 data and can in the future be used

for analyzing data generated by similar experiments for other chromatin factors.
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Data fr̊an en ny typ av DNA-sekvensering visar hur

snabbt proteiner binder till och frigörs fr̊an DNA

Populärvetenskaplig sammanfattning

Turid Everitt

I v̊art DNA finns gener som bestämmer vilka proteiner som ska produceras och som därmed

styr hur v̊ara celler ser ut och fungerar. Om en cell är ett fullt möblerat hus, s̊a är varje gen

en ritning av en möbel, ett rum eller n̊agonting annat som skulle kunna finnas i huset. Vad är

det d̊a som bestämmer hur många stolar, lampor och vardagsrum som behövs? I cellen finns

ett stort antal mekanismer som styr vilka ritningar som används och hur mycket protein som

ska produceras utifr̊an varje ritning. Detta sker bland annat genom ritningarnas förvaring

- vissa är sv̊ar̊atkomliga, undangömda i en dammig bokylla, medan andra ligger väl synliga

framme p̊a skrivbordet. Skrivbordet och bokhyllan är dock ocks̊a producerade utifr̊an dessa

ritningar. Detta illustrerar hur proteiner produceras fr̊an generna i cellen, medan vissa av

dessa proteiner i sin tur interagerar med DNA:t och därmed reglerar hur mycket protein

som ska produceras fr̊an olika gener. Dessa interaktioner är viktiga för att cellen ska fungera

korrekt och för att undvika att huset f̊ar t.ex. tio badkar men inget badrum. Störningar i

interaktionerna har visat sig vara involverade i ett stort antal sjukdomar, bland annat cancer.

Interaktioner mellan proteiner och DNA kan studeras med en viss typ av sekvenseringsme-

tod, ChIP-seq, som f̊angar upp de bitar av DNA:t som är bundna till proteinet i fr̊aga, tar

reda p̊a deras DNA-sekvenser, och sedan ser var dessa bitar kan ha suttit i det ursprungliga

DNA:t. Denna metod har nyligen utvecklats s̊a att man även kan studera hur interaktion-

erna mellan DNA och proteiner förändras över tid.

Med DNA-sekvensering följer ofta stora datamängder som m̊aste analyseras. Det huvud-

sakliga målet med detta projekt har varit att analysera data fr̊an denna tidsberoende ChIP-

seq-metod för att ta reda p̊a hur ett visst protein, histon H3.3, interagerar med DNA:t,

hur snabbt det binds in och hur snabbt det frigörs. Ett viktigt verktyg inom dataanalys är

kanske det mest uppenbara: visualisering. Genom att titta p̊a datan i diagram och grafer

kan man f̊a en överblick och upptäcka s̊aväl generella trender som intressanta avvikelser.

Därför har visualisering av datan även varit en viktig del av detta projekt.

Degree project in bioinformatics, 2018

Examensarbete i bioinformatik 30 hp till masterexamen, 2018

Biology Education Centre, Uppsala University, and Medical Biochemistry and Biophysics,

Karolinska Institute, SciLifeLab

Supervisor: Simon Elsässer
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Abbreviations

ChIP Chromatin immunoprecipitation.

ESC Embryonic stem cells.

HA-tag
Tag derived from Human influenza hemagglutinin (HA): Added
in order to facilitate the immunoprecipitation of a protein.

KO Knock-out cells: Cells in which a certain gene has been deleted.

MINUTE-ChIP
Multiplexed indexed unique barcoded T7 paired-end sequencing
ChIP.

RAPID
Rapid amber suppression assisted bioorthogonal protein labeling
for resolving chromatin inheritance and dynamics.

WT
Wild-type cells: Cells whose genome has not been intentionally
modified.

File formats

BAM Binary alignment/map format: Binary, compressed version of the SAM
file format.

BedGraph

Contains a data track along the genome, for example the read density
after mapping reads to the genome. Each line of the file corresponds
to a segment between two positions of a chromosome. There are four
columns: chromosome name, start position, end position and score
(e.g. read density) in the specified segment.

BigWig Similar to bedGraph files, but binary and indexed.

Fastq Contains the sequence and per base sequencing quality of each read.

SAM

Sequence alignment/map format: Lists all reads with information on
where and how they map to the genome. This includes the genomic
position where the alignment starts, the bases that match or correspond
to indels and the mapping quality etc.
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1 Introduction

It is well known that the properties of a cell are not only controlled by the nucleotide se-

quence of its DNA. Epigenetic interactions between the DNA and proteins such as histones

and transcription factors are also of great importance, regulating the DNA accessibility and

gene transcription. Alterations of epigenetic factors and misregulations of these fundamen-

tal processes are involved in a wide range of diseases, including cancer, as summarized by

Baylin and Jones (2011); Dawson and Kouzarides (2012) and Brazel and Vernimmen (2016).

The histone variant H3.3 is important during mammalian developmental stages, being re-

lated to maintenance of the genome integrity (Jang et al., 2015) and silencing of endogenous

retroviral elements (Elsässer et al., 2015). Mutations in the histone H3.3 gene have been as-

sociated to pediatric brain tumors, i.e. deadly cancer forms that attack children (Wu et al.,

2012; Kallappagoudar et al., 2015). Hence, increased knowledge of histone H3.3 might in

the future lead to improved treatments of these cancer forms and a greater ability to save

young lives.

Chromatin is highly dynamic, meaning that histones and other chromatin-associated pro-

teins are incorporated and removed from the DNA at various rates. Several different methods

for studying protein-DNA interactions are available (summarized by for example Dey et al.

(2012)), but genome-wide studies of chromatin dynamics have traditionally been difficult,

relying mainly on microscopy. For studying chromatin dynamics, one has to be able to

control when the expression of the target protein is initiated as well as quantitatively com-

pare samples from different time points. This is managed by a new technology, termed

Rapid, Rapid amber suppression assisted bioorthogonal protein labeling for resolving chro-

matin inheritance and dynamics, which is currently being developed by Simon Elsässer and

his co-workers. One of the steps in this method is chromatin immunoprecipitation and se-

quencing (ChIP-seq), in which DNA fragments bound to the target protein are captured

by specific antibodies and sequenced. As discussed below (Section 2.1), regular ChIP-seq

methods are not suited for quantitative comparisons between samples. Therefore a special

ChIP-seq version, Minute-ChIP, Multiplexed indexed unique barcoded T7 paired-end se-

quencing ChIP, has been developed for this purpose.

By studying histone H3.3 through the Rapid and Minute-ChIP technologies, more in-

formation about its kinetic properties and its correlation to other chromatin features can

be revealed. This could lead to increased understanding of the importance of histone H3.3

for various kinds of regulative processes in the cell. However, in order to gain any knowl-

edge from the experimental results, the generated data has to be processed and analyzed in

several steps. The main goals of this thesis project have been to contribute to the link be-

tween the data and biologically relevant interpretations and conclusions as well as to provide

quantitative measures of the studied phenomena.
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The primary processing of the Minute-ChIP data is automated through a pipeline devel-

oped with support from the Wallenberg Advanced Bioinformatics Infrastructure (WABI)

program. One essential aspect of the data processing is to ensure that the pipeline is cor-

rectly used and that the results are correctly interpreted. For this purpose one has to

understand how the pipeline works and what kind of results should be expected. Learning

this as well as testing and evaluating consecutive updates of the pipeline has been one of

my tasks in this project, followed by actual processing of datasets generated through exper-

iments in the lab.

The project has also involved downstream analysis of the processed data, with the aim

of investigating the dynamics of histone H3.3. Kinetic parameters for the incorporation rate

(on-rate) and release rate (off-rate) have been calculated based on mathematical models and

the observed read density changes over time. Tools for various types of data visualization

have also been developed.

Since this project has not involved any experiments with chemicals, animals or any liv-

ing organisms and since no human data or any kind of sensitive data has been analyzed, no

ethical concerns have been identified. The data used in this project has been produced by

researchers doing experiments on mouse embryonic stem cells (ESC). These researchers have

been taking the necessary safety precautions and followed the ethical regulations applying

to these types of experiments.

2 Background

The main steps of the Rapid and Minute-ChIP experiments and the primary data pro-

cessing through the pipeline are shown in the flowcharts in Figure 1 and Figure 2. The

methods and the pipeline are described in more detail below.

2.1 RAPID and MINUTE-ChIP

As previously mentioned, Rapid is a method for controlling the expression of a target

protein so that its incorporation into the chromatin can be measured over time. This is

done through the insertion of a transgene containing the gene of interest, interrupted by an

amber stop codon and connected to an HA-tag. In the later ChIP-seq steps, the HA-tag

facilitates the immunoprecipitation of the protein by creating an epitope that the antibody

recognizes. The amber stop codon normally acts as a regular stop codon, preventing the

translation of the HA-tagged protein. However, in presence of a non-canonical amino acid,

the translation continues through the amber stop codon and the protein is expressed. By

adding this non-canonical amino acid to the cells (pulsing) and washing it away (chasing),

one can therefore turn the expression of the HA-tagged target protein on and off. When

the exogenous HA-tagged protein is expressed it is incorporated into the chromatin along

with the endogenous protein and over time the proportion of the exogenous protein in the
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chromatin increases. By pulsing and chasing for different time intervals, and then analyzing

the samples through Minute-ChIP, one can therefore get information on the dynamics of

the target protein.

In regular ChIP-seq, the cells are lysed, the DNA is fragmented and the DNA fragments

that are bound to the target protein are captured using an antibody specific to the HA-tag

or to the target protein itself. By sequencing the immunoprecipitated DNA fragments and

mapping the reads to a reference genome, one can see to which genomic positions the target

protein was initially bound. A sample taken before the antibody is added, an input sample,

is usually also sequenced and used as a normalization reference. The steps are shown as a

flowchart in Figure 1.

The experimental conditions to be compared, i.e. the treatments of the cells, usually affect

the signals that are measured in the ChIP-samples more than the signals in the input sam-

ples, as the latter contain fragments from the whole genome while the former are enriched for

the genomic regions to be studied. Other random variations in the experimental conditions

affect each ChIP-sample and its corresponding input sample more equally. By normalizing

the ChIP-samples to the input samples, one therefore eliminates the effects of the random

experimental differences while retaining most of the effects of the intentional experimental

differences. If the intentional experimental differences affect both the input samples and the

ChIP-samples, these differences are however not retained after normalization. There is also

one step that can cause differences between the ChIP-samples without affecting the input

samples, and whose effects are neither desirable nor eliminated through normalization. This

is the immunoprecipitation step, as this is done only for the ChIP-samples and its efficiency

may vary. Because of this, quantitative comparisons between ChIP-seq samples are usually

not reliable, even after normalization.

A solution to this problem is to perform the immunoprecipitation as one reaction for all

samples together. In this way, the immunoprecipitation efficiency and conditions are the

same for all samples and no additional differences between them are introduced. This is

the main idea behind the Mint-ChIP method, which was published by van Galen et al.

(2016), and the new method Minute-ChIP, which builds on Mint-ChIP but adds multiple

improvements. These methods enable quantitative comparisons between samples, which are

necessary for studying chromatin dynamics. Therefore, Minute-ChIP is used instead of

regular ChIP-seq in the Rapid technology.

A comparison of the workflow in regular ChIP-seq and Minute-ChIP is shown in Figure 1.

In Minute-ChIP, up to 16 samples can be pooled before the immunoprecipitation reaction.

Prior to pooling, sample specific molecular barcodes are added to the DNA-fragments of

each sample, so that the reads from different samples can later be separated. Each DNA

fragment is also labeled with a unique molecular identifier in order to facilitate removal of

PCR duplicates commonly arising in the sequencing process. Since both the immunopre-

cipitation and the paired-end Illumina sequencing are done for all samples together, and
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since the same number of cells is included from each sample, differences between samples

only reflect their treatments prior to these steps. Before normalization to the input, the

read counts also reflect absolute differences between the samples, without influences from

varying immunoprecipitation efficiency. The normalization to input in this method is neces-

sary mainly because it has been observed that different barcoding adapter oligonucleotides

exhibit slightly different barcoding efficiencies.

Sample 1 Sample 2 Sample 3 

Lyse cells,
fragment DNA 

... ...

Add barcode +
UMI

... ...

IP Input

Pool
samples

Sequence

Sample
1

Sample
2 

Sample
3 

Sample
1

Sample
2 

Sample
3 

Remove
PCR

duplicates,
map to ref,

etc. 

... ... ... ... ...

Normalize ... ...

Sequence

DemultiplexDemultiplex

Sample 1 Sample 2 Sample 3 

Lyse cells,
fragment DNA 

... ...

IP InputIP InputIP Input

... ...... ...Sequence ...

... ...... ...Map to
reference 

...

......Normalize

Figure 1: Regular ChIP-seq (left) compared to Minute-ChIP (right). Each vertical se-
quence of boxes (gray, purple and blue) represents the processing of a cell sample and its
chromatin. The boxes with dashed lines correspond to input samples. The green boxes
show steps where the samples are processed together. The leftmost boxes in both flowcharts
describe the processing steps.
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2.2 Data processing and analysis

For each pulse/pulse-chase Rapid experiment, there is one input dataset and one ChIP

dataset, identified by their common molecular barcode. The analysis of these datasets in-

volves multiple steps, as shown in Figure 2. First, the reads belonging to each of the initial

samples have to be demultiplexed based on the sample specific molecular barcodes. The

unique molecular identifiers then have to be utilized for removal of PCR duplicates, before

the reads are mapped to a reference genome. Finally, the ChIP data from each sample has

to be normalized to the corresponding input data. All these steps are automated through a

pipeline developed with support from the WABI program. The pipeline also produces files

for quality control of the reads, filters the data to only include paired reads and removes

blacklisted regions of the genome that are repetitive or for other reasons have been identified

as problematic.

The final output from the pipeline is bigWig files, i.e. binary files containing the read density

per genomic position. One bigWig file is produced for each of the initial pulse/pulse-chase

samples. In order to analyze this data further and calculate kinetic parameters, it is sub-

ject to several steps of downstream processing. The bigWig files are combined into one

tab-delimited text file containing the average read densities from each sample in sliding

windows along each chromosome. Based on this file format the data can be visualized as

read density tracks along the genome for each initial sample. Calculations based on the read

density differences between the samples in each window can also be done.

3 Methods and Implementation strategy

The datasets analyzed in this project have been produced in mouse embryonic stem cells

(ESC) through Rapid pulse and pulse-chase experiments expressing HA-tagged histone

H3.3. The samples have been analyzed through Minute-ChIP and sequenced through Il-

lumina paired-end sequencing. The reads are mapped to the mm9 (MGSCv37) reference

genome (Waterston et al., 2002).

The data processing related to the kinetic calculations and the visualization of read density

tracks consists of five main parts, as described below and summarized in Figure 3. BigWig

files for the different samples of an experiment are produced in the pipeline. These first

have to be combined into one file, which has a tab-delimited format with the average read

density in sliding windows along the chromosomes. Then the on-rates and off-rates can be

calculated from this data. To smoothen the tracks along the chromosomes, averages of each

window and a certain number of windows before and after this window can be calculated.

Finally, everything can be visualized in R (R Core Team, 2015) with the package Shiny

(Chang et al., 2017).
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Figure 2: Workflow of the main steps in Rapid, Minute-ChIP and the pipeline. The
cells shown in red correspond to the pipeline and the cells shown in blue correspond to the
experimental part. In the steps where the samples are processed separately, this is indicated
by multiple boxes, and when the samples are processed together, only one box is shown.

3.1 Sliding window file format

All analyses are based on a file format where the ChIP-seq data is represented as the mean

read density in sliding windows along the chromosomes. This type of file is produced by

converting the bigWig files from the pipeline using deepTools (Ramı́rez et al., 2016). The

deepTools function multiBigwigSummary in ’bins’ mode produces a tab-delimited file with

a configurable window size. Each row contains the chromosome name and the window start
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Figure 3: Diagram showing the main workflow of the calculations and data processing
through the developed scripts and the pipeline.

and end positions, followed by the window average of the read density of each of the given

bigWig files. A bash script was written for collecting a number of bigWig files, calling the

multiBigwigSummary function and sorting the rows in the resulting file according to the

chromosome names and window positions.

3.2 Normalization

In the pipeline, the data from each ChIP sample is normalized to the corresponding input

sample, through division by the total read count of the input sample. This is a robust and

reproducible normalization strategy which cancels global differences between the samples,

caused by varying efficiency of the barcode labeling. However, local normalization along the

chromosomes would also be necessary in order to eliminate any local read density variations

that originate from other sources than the studied chromatin factor. One problem is however

that the input samples are often sequenced to a lower read coverage than the ChIP samples

and therefore contain regions with zero or close to zero read density. Normalization through

division by the local input read coverage in small regions is therefore usually unstable. This

is a problem both in regular ChIP-seq as well as in Minute-ChIP.

Local normalization of the data was attempted with a strategy to avoid such instability

issues. In order to increase the read coverage, the input data from all samples belonging to

the same experiment was pooled. The pooled data was then scaled to a global average read

density of one. The normalization was done per window, so that the value in each window

of the ChIP-data was divided by the value in the corresponding window of the pooled input

data. For window sizes of ≥ 10 kb the pooled input data had few zero-values, which could

just be excluded from the analyses, but for windows ≤ 1 kb, the windows with zero read
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density were too many for any relevant analyses to be done. Due to the time constraints of

this project, no improved version of this normalization strategy has been developed. Hence

this step is currently not included in the main analyses, but could be a part of future work,

as discussed in Section 6.3.

3.3 Kinetic calculations

The kinetics of histone H3.3 were investigated in terms of the on-rates and the off-rates.

The on-rate is the rate at which this histone variant is incorporated into the chromatin and

the off-rate is the rate at which it is released. These rates are calculated based on the read

density changes over time and hence suitable for comparisons between genomic regions, but

not necessarily for comparisons to data from other experiments. The on-rates are calculated

from samples that have been pulsed for different time intervals, while the off-rates are cal-

culated from samples that have been subject to both pulsing and chasing.

Mainly two different datasets were used for the kinetic calculations, one for the on-rate

and one for the off-rate, both based on Minute-ChIP of histone H3.3. The first dataset

consists of the samples ctrl, P1, P2, P3, P4, P5, P6, P1C5, P2C2 and P2C4, where

P means pulse, C means chase and the number indicates the length (hours) of the pulse

or chase interval. The control sample ctrl was subject to neither pulsing nor chasing. As

discussed later (Section 5.1), the read density has not decreased in the pulse-chase samples

compared to the samples that were only pulsed for the same amount of time. In order to

actually observe a read density decrease, longer chasing times are needed. This dataset

could therefore only be used for calculating the on-rates, based on the pulse samples, but

not for calculating the off-rates, due to the short chasing times. The off-rates were instead

calculated from the second dataset, with the samples P6, P6C6, P6C24 and P6C48. In this

dataset, the highest read density was observed at P6C6. When calculating the off-rates,

the samples were therefore counted as P6C6 = C(0), P6C24 = C(18) and P6C48 = C(42).

Possible reasons for the delays between chasing and a decrease of the read density are dis-

cussed in Section 5.1. As both datasets contain the sample P6, this was used as a common

reference when scaling the data. All read densities in both datasets were scaled such that

the P6 sample got an average read density of one.

As shown below (Eq. 1 - 4), the on-rate and the off-rate correspond to the changes in

read density RD over time t after t0. The on-rate is the change in read density that would

be seen if the off-rate would be zero, and the off-rate is the change in read density when

the on-rate is zero. The observed read density change during pulsing is equal to the on-rate

minus the off-rate. The on-rate can not easily be studied without any influence from the

off-rate. During chasing, the on-rate is however expected to be zero, which means that the

off-rate can be studied alone. The main strategy of the kinetic calculations has therefore

been to first calculate the off-rates from the pulse-chase samples of the second dataset, and

then to use these values for calculating the on-rates based on the pulse samples in the first

dataset.
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As the incorporation of the histone variant into the chromatin is dependent on the avail-

ability of the free protein and its binding sites on the DNA, one could hypothesize that

the on-rate is proportional to the concentration of the free protein and the concentration

of available binding sites. However, in this case neither of these concentrations is known

and measuring them would be difficult for multiple reasons. If either of the concentrations

would limit the on-rate in any of the pulsing experiments performed, a decrease of the on-

rate would be observed towards the end of the time series. Even though such a saturation

could not be ruled out, there is no evidence for it among the ctrl - P6 samples (Section

5.1). The considerable read density increase between the P6 sample and the P6C6 sample

further indicates that no substantial saturation is reached prior to P6. An excess of free

protein and available binding sites is therefore assumed, leading to a constant on-rate during

the first six hours of pulsing (Eq. 1 - 2). If there would be no excess of the free protein, the

limited concentration would affect all regions of the genome in the same way and hence the

calculated on-rates would still represent the true relations between the genomic regions.

The off-rate is assumed to be proportional to the amount of the histone variant bound

to the DNA, which is represented by the read density observed in the ChIP-seq data. This

is quantified by an exponential model, Eq. 3 - 4.

on−rate = d(RD)/dt|koff=0 = kon (1)

RD(t)|koff=0 = RD(t0) + kon ∗ t (2)

off−rate = d(RD)/dt|kon=0 = −koff ∗ [bound H3.3](t) = −koff ∗RD(t) (3)

RD(t)|kon=0 = RD(t0) ∗ e−koff∗t (4)

The constant koff can easily be calculated from Eq. 5, which follows directly from Eq. 4.

This is done by linear regression based on all time points for which the read density is known.

According to the exponential model, the read density should never reach zero. However,

the sample from the last time point, P6C48, contains many regions of zero or close to zero

read density, resulting in instabilities and undefined koff -values. In order to deal with this

problem, the read densities < 0.01 in P6C48 were replaced by 0.01 when calculating the

off-rates. The limit 0.01 was chosen based on the histogram in Figure 4.

ln[RD(t)|kon=0/RD(t0)] = −koff ∗ t (5)

As mentioned above, the off-rates are used in the calculations of the on-rates, since they

both are acting during pulsing. In Eq. 6 below, for the read density during pulsing, the

second integral is problematic. Eq. 4 cannot be used, as kon 6= 0, which means that the off-

rate is not only based on RD(t0), but on a read density that increases over time. Therefore

this integral has to be approximated, as in Eq. 7. By rearranging this equation, one gets
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Figure 4: Histogram of read densities in the P6C48 sample with window size 1 kb. Both
the x-axis and the y-axis have been truncated in order to show the distribution of the lowest
read density values.

Eq. 8, which can be solved through linear regression based on all time points for which the

read density is known.

RD(t) = RD(t0) +

∫ t

t0

kon dt−
∫ t

t0

koff ∗RD(t) dt

= RD(t0) + kon ∗ (t− t0)−
∫ t

t0

koff ∗RD(t) dt

(6)

RD(t) ≈ RD(t0) + kon ∗ (t− t0)− koff ∗mean(RD(≤ t)) ∗ (t− t0) (7)

RD(t) + koff ∗mean(RD(≤ t)) ∗ (t− t0) ≈ RD(t0) + kon ∗ (t− t0) (8)

The constants koff and kon are not directly comparable, as they have different units (koff :

h−1, kon: (read density units) ∗h−1). A more intuitive measure of the off-rate might be the

half-time, T1/2, i.e. the time it takes to decrease the read density by half. This is calculated

from the koff -values by Eq. 9.

T1/2 = −ln(1/2)/koff (9)

The calculations are implemented in two different C-scripts, one for the off-rates and one for

the on-rates. For the calculations of the on-rates, the koff -values produced by the other script

are imported. In addition to the on-rate, the total observed rate, ktot, is also calculated.

This is the on-rate calculated without accounting for the off-rate, which is equivalent to

setting koff = 0 in Eq. 8.
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3.4 Smoothing the data by averaging over multiple windows

To smoothen the data tracks along the chromosomes, a function for calculating the average

of each window and a certain number of neighboring windows was developed. This reduces

the noise in the data and can make some patterns more visible, as shown in Figure 5. As it

also reduces the resolution of the data, its ability to facilitate analyses depends on the sizes of

the features to be studied. The function was first implemented in R, but for whole genome

data these relatively simple calculations proved to be very time consuming. Therefore a

similar function was also implemented in C, resulting in considerably shorter runtimes for

whole genome data. Calculations taking tens of minutes with the R-function take only a few

seconds with the C-function, which is why the latter has been used for the main analyses.
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Figure 5: Smoothing the data by averaging over +/- 20 windows (right) versus no smooth-
ing of the data (left), demonstrated for samples ctrl and P1 - P6 along a region of chromo-
some 1. The window size is 10 kb.

3.5 Visualization

The R package Shiny (Chang et al., 2017) from RStudio was used for visualizing the data.

With this package one can create interactive applications, in which the user can select how

the data should be visualized based on a number of configurable parameters. Several differ-

ent applications were developed for the ChIP-seq data, for single chromosomes or the whole

genome, plotting the data and calculated parameters in various ways.

The final application visualizes the whole genome and any data that has been imported,

provided it has the right format. The first three columns should be the chromosome name,

the window start position and the window end position, respectively. The following columns

13



could correspond to for example the read density of each sample, kon and koff values as well

as associated r2 values. The header of the imported file is used for annotating the data

columns and for referring to the columns in the user interface. Hence the file needs to have

an explanatory header.

No calculations, such as calculating averages over multiple windows or computing linear

regression, are done within the final application. This is because, when tested, any such

calculations were unfeasibly slow in R, especially for whole genome data. Instead all values

need to be calculated before importing the data into the application, for example through

the C-scripts mentioned above, which are considerably faster. The only exception is calcu-

lations of correlations, which are done efficiently in the application.

Two different data files can be imported in the application. The idea is that one file should

be smaller, i.e. have a bigger window size, so that it can be used for plotting data along the

whole genome without the plot becoming too dense or taking too long time to update. The

other file, which should have a smaller window size, can instead be used for zooming in on

a single chromosome so that it can be analyzed in more detail.

3.6 Tools and software used

The tools and software that have been used are listed below, together with their version

numbers (Table 1).

Table 1: Software and version numbers used in the developed scripts.

Software Version Reference/Copyright

OS: Ubuntu 16.04 LTS c©2016 Canonical Ltd.

R 3.2.3 R Core Team (2015)

R package shiny 1.0.5 Chang et al. (2017)

R package Hmisc 4.1.1 Harrell Jr et al. (2018)

R package sfsmisc 1.1.2 Maechler (2018)

C Ubuntu GLIBC 2.23 c©2016 Free Software Foundation, Inc.

GCC 5.4.0 c©2015 Free Software Foundation, Inc.

Bash 4.3.48(1) c©2013 Free Software Foundation, Inc.

DeepTools 2.5.5 Ramı́rez et al. (2016)

Samtools 1.5 c©2017 Genome Research Ltd.
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4 Products

The most important scripts that have been developed for the project are described below

in terms of what they do and how they are connected. This is also visualized in Figure 3.

4.1 Combining bigWig files into one tab-delimited file of sliding

windows [Bash]

The bash-script bw to sliding window.sh takes a number of bigWig files as input and uses

the deepTools function multiBigwigSummary in ’bins’ mode to combine these into one tab-

delimited file of sliding windows. The window size is configurable and one can include the

whole genome, a single chromosome or a limited region of a chromosome. The output file

has a format where the first three columns correspond to chromosome name, window start

position and window end position, respectively. The following columns contain the average

read densities per window for each sample, i.e. each initial bigWig file. A header based

on the bigWig file names is generated. The rows in the output file are sorted based on the

chromosome names and window start positions.

4.2 Per window normalization [Bash, C]

For the normalization per window (Section 3.2), the pooled input file can be created with

the bash script input pool and avg to 1.sh. It takes a number of BAM-files as input and

merges these files using the merge function from Samtools. The data is then scaled to an

average read coverage of one and converted into a bigWig file with the deepTools function

bamCoverage. The bigWig file is in turn converted to a tab-delimited sliding window-file,

consisting of columns for chromosome names and window positions, followed by the scaled,

pooled input read density. Normalization of ChIP data to this pooled input data is done

with the script norm to input.c. The ChIP read densities in each window are divided by

the corresponding values in the pooled input file. These scripts for local normalization are

however currently not used, due to the insufficient read densities of the input samples.

4.3 On-rates and Off-rates [C]

Since the on-rates and the off-rates are calculated from different datasets, they are calculated

by two different C-scripts, on rates.c and off rates.c. The input to each of these scripts

is a tab-delimited sliding window-file produced by the bash script bw to sliding window.sh

mentioned above. In the script off rates.c, the off-rates are calculated as described in Section

3.3. The on-rates can be calculated by the on rates.c script as two different parameters: ktot,

which is based only on the observed read densities over time, or kon, which also accounts

for the off-rates. In the latter case, the off-rates calculated by the off rates.c script are used.

All the calculated values are written to the tab-delimited sliding window-file as additional

columns. Explanatory column names are also added to the file header.
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4.4 Averaging over multiple windows [C]

As discussed in Section 3.4, the average between each window and any number of windows

before and after can be calculated in order to smoothen the data tracks along the chromo-

somes. This is implemented in the script smoothing function.c. It takes a tab-delimited

sliding window-file as input and calculates the average of the value in each window and

a specified number of its neighbors, for a specified number of columns. The first three

columns are always skipped as they are assumed to contain the chromosome names and

window positions.

4.5 Combining columns from different files [C]

Sometimes one might need to compare data from different files, and a convenient way of

doing this is to combine these files column wise, into a file that can be visualized in the

R Shiny application. This is done with the script concat cols any num files.c, which can

combine a specified set of columns from any number of files. A set of common columns,

for example the chromosome names and window positions, can also be specified. These are

then copied from the first file and included only once in the output file.

4.6 Splitting sliding window-file into bedGraph-files [Bash]

The bedGraph file format is commonly used when analyzing sequencing data, for exam-

ple in applications such as the Integrative Genomics Viewer, IGV. This format is simi-

lar to the tab-delimited sliding window-format used here, except that bedGraph-files con-

tain only one column of values after the chromosome name and window start and end

positions. A sliding window-file hence corresponds to multiple bedGraph-files. The Bash-

script tab to bedgraphs.sh takes a sliding window-file as input and produces a number of

bedGraph-files, each based on the first three and one of the following columns from the

sliding window-file.

4.7 R Shiny application [R]

The final R Shiny application, ChIP visualization/app.R, enables visualization of the read

densities and other calculated values given as columns in the input file. The visualizations

include five plots: two plots showing data tracks along the whole genome and a selected chro-

mosome, respectively; a box plot summarizing the values in each column over the genome

or selected chromosomes; a plot of Spearman or Person correlations between any two pa-

rameters as well as a scatter plot of these two parameters, see Figures 6, 7 and 8. All the

plots can be exported as PDF files.

In the whole genome plot, data along all or any set of selected chromosomes can be plotted.

In the chromosome plot only one chromosome can be shown, but it is also possible to zoom

in on any region of this chromosome. The data columns to be plotted are selected by the

user. The genome plot gives an overview of all chromosomes, while the chromosome plot
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is suitable for studying a smaller region in more detail. As mentioned in Section 3.5, it is

therefore recommended to upload two different data files, one with a bigger window size for

the genome plot, to avoid that it becomes too dense, and one with a smaller window size

for the chromosome plot, to obtain high resolution.

In the box plot each column of the dataset is plotted as a separate category. The user

selects which columns to plot, and if the plot should include values for all the chromosomes

visualized in the genome plot, only the chromosomal region visualized in the chromosome

plot, or both separately.

The correlation between any two data columns can be calculated as Spearman’s ρ or Pear-

son’s r. The coefficients are plotted for each chromosome separately and for the whole

genome in total. The associated p-values can optionally also be shown. A scatter plot of the

two selected parameters further visualizes their relationship. The data points in this plot

are colored by chromosome.

Figure 6: Screenshot from R Shiny application. Minute-ChIP data from seven samples
(ctrl, P1-P6) plotted along all chromosomes of the genome and kon, P4 and P6 plotted
along a region of chromosome 1.
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Figure 7: Screenshot from R Shiny application. Boxplot of Minute-ChIP data from seven
samples (ctrl, P1-P6) in the whole genome (blue) and chromosome 1 (red).

Figure 8: Screenshot from R Shiny application. Spearman correlation between koff and
kon and scatter plot of koff versus kon.

5 Results

The data from Rapid pulse and pulse-chase experiments of histone H3.3 was analyzed using

the pipeline (Section 2.2) and the scripts mentioned above (Section 4). The main results

are described below.
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5.1 Kinetics

As expected, a steady increase of the read density is seen with increasing pulsing time

(Figure 9). This shows that the HA-tagged histone H3.3 is expressed and incorporated

into the chromatin during pulsing, and that the amount of this exogenous protein in the

chromatin increases over time for at least six hours. As mentioned in Section 3.3, chasing

for up to six hours does however not lead to a decrease of the read density, even though the

expression of the target protein is expected to be turned off. Chasing for four hours leads

to a slight decrease of the read density compared to chasing for two hours, but neither of

these levels are lower than the read density before chasing (Figure 9). A decrease compared

to the level before chasing is seen only after longer chasing intervals of 24-48 hours. The

explanation for this could be that it takes some time after chasing is initiated before the

expression of the target protein is turned off, or that protein already produced continues to

be incorporated into the chromatin after its expression has ceased.
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Figure 9: Box plots of the genome wide read densities for pulse (PX) experiments com-
pared to pulse-chase (PXCY ) experiments, where X and Y correspond to the number of
hours. Chromosome 1-19, X and Y are included and 1 kb windows are used.

As kon is the slope coefficient in a linear model for the on-rate (Eq. 1-2), it is dependent on

the absolute read densities. A genomic region with high read density after pulsing should

hence correspond to a high value of kon. As shown in Figure 10, the kon-values and the P6

read densities show similar patterns along each chromosome and as expected, the genome

wide Spearman correlation is high (ρ = 0.91). The koff -values are however independent of

the absolute read densities (Eq. 3-4), meaning that a region with high read density before

chasing should have the same koff -value as a region with low read density, if nothing else af-

fects the off-rate. As shown in Figure 10, the koff -values are not constant along the genome,

but rather follow the patterns of the kon-values and the read density in the P6 sample. The

genome wide Spearman correlation between kon and koff is ρ = 0.31, p = 0. This relatively

low but significant correlation indicates that there are mechanisms that regulate the off-rate

such that it is higher in regions where the on-rate is high.
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The koff -values are clearly separated into two clusters, one with lower values and one with

higher values. As indicated by the scatter plot in Figure 11, the correlation between kon
and each cluster of koff -values is higher than the correlation between kon and all koff -values

together. Spearman’s ρ for the correlation to kon is 0.54 and 0.64 for the clusters of lower

and higher koff -values, respectively, with p-value zero in both cases. The cluster of higher

koff -values corresponds to the windows where the read density in P6C48 is zero (and hence

replaced by 0.01 in the calculations, see Section 3.3) and the other cluster corresponds to

windows with P6C48 read density greater than zero, as shown in Figure 12. This might

indicate that the separation of the koff -values into clusters is an artificial effect of the han-

dling of zero values in the read density data, as further discussed in Section 6.2.
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Figure 10: Read density in sample P6 and calculated values of kon and koff plotted along a
region of chromosome 1. The koff -values have been multiplied by 20 for easier visualization.
The window size used is 1 kb.

Even though the off-rate might be more intuitively reported as the half time than the koff
parameter, the half times were difficult to work with. As the half time is inversely propor-

tional to koff (Eq. 9), and some koff -values are very close to zero, the half times vary over

a very wide range. Analyzing the half times in terms of patterns and correlations to other

features was problematic and therefore the off-rate has been represented by koff instead.

While canonical histones are synthesized during the S-phase and deposited on newly repli-

cated DNA, the incorporation of histone H3.3 into the chromatin is independent of the DNA

replication (Ahmad and Henikoff, 2002). The H3.3 levels are therefore recovered more slowly

after DNA replication and the overall H3.3 levels in the population are hence constantly di-

luted due to the cell division. This dilution ought to affect the whole genome uniformly and

should be observed as a part of the off-rate. One hypothesis is that the observed koff is
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Figure 11: Scatter plot of koff versus kon over the whole genome. The window size used
is 1 kb.
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Figure 12: koff -values in windows where P6C48 > 0 (yellow), P6C48 = 0 (red) and all
values together (green), plotted along a region of chromosome 1. The window size is 1 kb.

the sum of two terms, koff,div and koff,turnover, for the effect from cell division and actual

histone turnover, respectively. koff,div would then be constant along the entire genome while

koff,turnover would reflect the varying histone turnover rates. A constant, minimal off-rate

would be observed where koff,turnover = 0 and only the effect off cell division is seen, while

higher off-rates would be observed where koff,turnover > 0.

The doubling time of the mouse ESC used in the experiments is 12-14 hours, which would

cause the H3.3 levels to decrease by half in 12-14 hours if no new H3.3 is incorporated. This

would correspond to koff,div between 0.0578 h−1 and 0.0495 h−1, as marked by dashed lines in
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Figure 13. These expected koff,div-values are more similar to the lower cluster of koff -values

than the higher cluster, but since both of the clusters have peaks and highly varying values

along the chromosomes, it is unlikely that either of them directly corresponds to the data

points where koff,turnover = 0. Both of the clusters of koff -values have relatively constant

levels between the peaks. These parts might be regions where koff,turnover = 0, while the

peaks correspond to koff,turnover > 0. The reason for the difference between the koff clusters

is, as mentioned, unclear, but if the koff -values between the peaks in the lower cluster are

equal to koff,div, the effect of the cell division is lower than expected.
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Figure 13: koff -values (blue) compared to expected koff,div-values for 12-14 hours cell
doubling time (red and black dashed lines), in a region of chromosome 1. The window size
used is 1 kb.

The on-rate parameter kon, calculated by Eq. 7, is as expected higher than the total rate

parameter ktot, calculated without accounting for the off-rate. The corresponding r2-values

are also higher for the on-rate than for the total rate (Figure 14). According to Welch’s two

sample t-test, one-tailed for the k-values and two-tailed for the r2-values, the differences are

significant with p < 2.2e-16 in both cases. The increased r2-value of the on-rate compared

to the total rate shows that accounting for the off-rate improves the data fit to the linear

model (Eq. 2).

Since the on-rate is modeled as a constant, d(RD)/dt = kon, while the off-rate is modeled as

varying with the read density, d(RD)/dt = −koff ∗RD(t), kon and koff have different units

and cannot be directly compared. The products of koff and the P6 read densities are the

off-rates after six hours pulsing, which can be compared to the on-rates (kon). As shown in

Figure 15, these rates are relatively similar when plotted along a chromosome. A genome
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Figure 14: Calculated values of kon and ktot with their associated r2-values, summarized
over the whole genome. The window size used is 1 kb.

wide comparison of the off-rates and the on-rates however shows that the on-rates are higher

overall. Hence after six hours of pulsing, H3.3 is incorporated faster into the chromatin than

it is released. With even longer pulsing times, the read densities are expected to increase,

leading to higher off-rates, while the on-rates are rather expected to remain constant or

decrease due to saturation. At some point these rates are therefore expected to become

equal, leading to a steady state of the H3.3 levels.
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Figure 15: Comparison of the on-rate (kon) and the off-rate (koff*(P6 read density)) after
six hours of pulsing, along a region of chromosome 1 (left) and over the whole genome
(right). The window size used is 1 kb.
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5.2 H3.3 and H3.2 in wild type and H3.3 knock-out cells

The results for histone H3.3 were compared to data for the canonical histone variant H3.2 in

wild type (WT) cells and in cells where the endogenous H3.3 was knocked out (H3.3 KO).

The samples P6, P6C6, P6C24 and P6C48 were compared from four datasets labeled 101

(H3.3, WT), 102 (H3.3, H3.3 KO), 106 (H3.2, WT) and 107 (H3.2, H3.3 KO). The off-rates

but not the on-rates were compared and the overall differences between the datasets are

relatively small (Figure 16 and 17). The H3.3 P6C6 read densities are as expected similar

to the H3.2 P6C6 read densities, with similar patterns of peaks, but the H3.3 tracks have

higher peaks while the H3.2 tracks in general show less variations (Figure 16, top). H3.3

and H3.2 therefore seem to bind to similar regions of the genome, but H3.3 is more enriched

at specific sites. The H3.2 read density in P6C6 is slightly but significantly increased (p <

2.2e-16) when H3.3 is knocked out (Figure 16, bottom), indicating that it might compensate

partly for the loss of H3.3.

The read density in P6C48 is significantly higher in the H3.3 KO samples than in the WT

samples (Figure 17). This indicates that the turnover of histone H3.3 is dependent on the

availability of free H3.3 to be incorporated. When the endogenous H3.3 is knocked out,

H3.2 or exogenous H3.3 is incorporated into the chromatin instead. During chasing, when

the expression of the exogenous, HA-tagged H3.3 or H3.2 is turned off, the last remaining

amount of this protein in the chromatin is less prone to be released when there is no H3.3

to replace it, even though there is endogenous H3.2 present. The koff -values from the H3.3

KO datasets are, in agreement with this hypothesis, slightly but significantly lower than the

values from the WT datasets (p < 2.2e-16 in Welch’s two sample, two-tailed t-test for both

101 versus 102 and 106 versus 107).

In each of of the datasets, the koff -values form two different clusters, one with lower values

and one with higher values, as previously mentioned for the H3.3 WT dataset. Looking at

the cluster of lower koff -values, corresponding to the windows where the P6C48 read density

is above zero, the H3.3 KO datasets have higher off-rates than the WT datasets (Figure 18),

opposite to what would be expected based on the hypothesis above. The koff -values from

all of the datasets show similar patterns overall when plotted along the chromosomes, in

both of the clusters (Figure 19). The proportions of values in the two clusters however differ

between the datasets. As expected based on the P6C48 read densities, the WT datasets

have less koff -values in the cluster of lower values (∼ 25 %), while the H3.3 KO datasets

have bigger proportions of values in this cluster (∼ 65 % for H3.3 and ∼ 40 % for H3.2).

The varying number of data points from the different datasets in the cluster of lower koff -

values makes the comparison between them less reliable and might explain the unexpected

differences.

As most of the P6C48 read densities are zero in the WT datasets, the koff cluster cor-

responding to nonzero P6C48 read densities contains only the relatively few points where

the off-rate is low enough to not remove all the H3.3 from the chromatin, while in the H3.3
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Figure 16: P6C6 read densities along a region of chromosome 1 from four different datasets:
101 = H3.3 in WT cells, 102 = H3.3 in H3.3 KO cells, 106 = H3.2 in WT cells, 107 = H3.2
in H3.3 KO cells. The window size used is 1 kb.

KO datasets, bigger proportions of the P6C48 read densities are above zero. In the former

case the clusters with nonzero P6C48 read densities are hence more enriched for low koff -

values than in the latter case. This could explain the lower koff values in the WT datasets

compared to the H3.3 KO datasets when looking at the lower clusters.
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Figure 17: Genome wide read densities (left) and koff -values (right) from datasets 101 =
H3.3 in WT cells, 102 = H3.3 in H3.3 KO cells, 106 = H3.2 in WT cells, 107 = H3.2 in H3.3
KO cells. The window size used is 1 kb.
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Figure 18: koff -values for windows where P6C48 > 0 (left) and P6C48 = 0 (right), shown
for the whole genome. 101 = H3.3 in WT cells, 102 = H3.3 in H3.3 KO cells, 106 = H3.2
in WT cells, 107 = H3.2 in H3.3 KO cells. The window size used is 1 kb.

6 Discussion

The methods used and the results obtained are discussed below, mainly regarding the se-

lection of the window size and the off-rate calculations as well as possible extensions of this

project in the future.
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Figure 19: koff -values for windows where P6C48 > 0 (left) and P6C48 = 0 (right) in a
region of chromosome 1. 101 = H3.3 in WT cells, 102 = H3.3 in H3.3 KO cells, 106 = H3.2
in WT cells, 107 = H3.2 in H3.3 KO cells. The window size used is 1 kb.

6.1 Partition of the data into windows

The read density changes over time as well as the calculated kinetic parameters vary de-

pending on the window size that is used, as shown in Figures 20 and 21. The overall trend

with increasing window size is less variation in the data and narrower intervals of the read

densities in each sample, as well as a steadier read density increase over time during puls-

ing (Figure 20). While smaller windows give higher resolution of the data, bigger windows

reduce the noise in the data. When using small windows of 300 b - 1 kb, the read density

increase with pulsing time is delayed compared to when using bigger windows. When the

overall read density is low, as it is expected to be after short pulsing times, the ChIP-seq

reads only cover limited regions of the genome. Using small windows then leads to many

zero read density values, as relatively few windows overlap regions where reads have been

mapped. The nonzero read densities are probably too few to be seen among all the zero

values in a boxplot such as Figure 20. However, when bigger windows are used, fewer of

them avoid regions where reads have been mapped. Hence fewer windows have zero read

density and therefore the windows with read density above zero are seen in the boxplots.

This could be the reason why the ctrl-P3 read densities seem to be very close to zero when

300 b windows are used, while an increased read density is seen already at P1 for 10-100

kb windows. The optimal window size to use is difficult to determine, but it has to be

adapted to the data and the size of the genomic features to be studied. In this project, 1

kb windows have been used for the main analyses, as this is the smallest window size that

gives a reasonably smooth increase of the read density over time in Figure 20 and no smaller

features have been specifically studied.
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Increasing the window size and smoothing the data by averaging over multiple windows

have similar effects on the read densities (compare Figure 20 and Figure 22). As both ap-

proaches involve averaging over wider regions, they lead to narrower value ranges of the

read densities and the calculated kinetic parameters (Figure 21). The main differences be-

tween these approaches are that when increasing the window size, the widths of the averages

are increased before calculating any parameters, and the number of data points is reduced,

while the smoothing of the data is in this case instead applied after the calculations, and

the number of data points is not changed. In the former case, the on-rates are calculated

based on the less noisy data with steadier read density increase over time, which leads to

higher r2-values of the model, compared to data with smaller windows. In the latter case,

the on-rates are calculated based on the more noisy data of the smaller windows, which is

why the r2-values are not increased compared to the raw data of the same window size, as

shown in Figure 21.

The effect on koff when increasing the window size is partly different from the effect on

the on-rate. Increasing the window size leads to fewer zero values in the P6C48 read den-

sity, which in turn affects the proportion of values in the two clusters of koff -values, as

discussed below (Section 6.2). The proportion of windows with a nonzero read density in

the P6C48 sample, corresponding to the lower cluster of koff -values, is 25 % for 1 kb win-

dows and 78 % for 10 kb windows. This leads to the overall decreased koff -values for bigger

windows in Figure 21.

6.2 Off-rate model

As previously mentioned (Section 3.3), the fact that the read density is often zero in the

P6C48 sample causes problems in the exponential off-rate model (Eq. 4). Multiple differ-

ent approaches have been attempted to deal with this problem. One approach has been

to exclude the P6C48 read densities from the calculations when they are close to zero and

in these cases only use the read densities from the two other samples (P6C6 and P6C24).

This however means excluding 75 % of the values from the P6C48 sample when using 1 kb

windows. Using only two data points to calculate the off-rate in all these cases is probably

not enough, since the resulting koff -values look very noisy, with no clear patterns and low

correlation to the kon-values (Spearman’s ρ ≈ 0.2).

Another approach has been to add a small constant value (0.1) to all read densities, but

the final approach is to replace all P6C48 read densities below 0.01 by 0.01. Both of these

approaches lead to separation of the koff -values into two clusters, corresponding to the

windows where the P6C48 read density is zero and nonzero, respectively, as mentioned

in Section 5.1. Adding 0.1 to all read densities however also results in a small cluster of

koff -values below zero, which is not obtained when just the P6C48 read densities close to

zero are replaced, as shown in Figure 23. Therefore the latter method seems to perform

better and has been used for all analyses. The reason for the cluster of negative koff -values
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Figure 20: Comparison of window sizes for the genome wide read density data over time
in pulse experiments.

disappearing in the latter case could be that zero read densities in the P6C6 and P6C24

samples lead to undefined koff -values which are not shown in the plots. Since zero values

are not expected in these samples, these data points are suspicious. Therefore, when they

are included in the calculations as 0.1 read densities instead, they might result in negative

koff -values.

Out of the two koff -clusters obtained with the final approach of handling the zero read den-

sities in the calculations, the cluster of lower values ought to be more reliable, as it is based

on regions where the read density in none of the samples is zero or has been modified. The

number of zero read densities in the P6C48 sample can also be reduced by smoothing the

read density data before the calculations. The results when averaging over +/- 10 and +/-

20 windows before the calculations are shown in Figure 24. In both cases the patterns of

peaks in the koff -values essentially disappear, indicating that this is not a good solution to

the problem with zero values. In the former case there are still two clusters of koff -values,
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Figure 22: Genome wide read density data over time in pulse experiments, window size 1
kb, comparison between no averaging and averaging over +/- 20 windows.

but the cluster of higher values is small. In the latter case the cluster of higher values

has almost disappeared, as almost no zero read densities are left in the P6C48 sample.

Smoothing the data after calculating the koff -values instead leads to one cluster of values

closer to the initial cluster of high koff -values, as this is the biggest cluster before smoothing.
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sities in the off-rate calculations: Adding a small constant value (0.1) to all read densities
or replacing read densities close to zero in the P6C48 sample by a minimum value (0.01).

If the higher cluster of koff -values is caused by the artificial replacement of read densi-

ties < 0.01, it might seem strange that the overall pattern of peaks in this cluster closely

resembles the pattern in the lower cluster. The patterns of koff -values also resemble the

pattern of the P6C6 read densities, with the Spearman correlation ρ = 1.0 for the higher

cluster and ρ = 0.74 for the lower cluster. As the koff -values in the higher cluster all cor-

respond to the same read density in the P6C48 sample, their variations are caused only by

the P6C6 and P6C24 samples. These koff -values therefore reflect the P6C6-read densities

to a great extent, while the other koff -values reflect all the pulse-chase samples, including

the P6C6 sample. This explains why the clusters resemble each other but the higher cluster

of koff -values is more similar to the P6C6 read densities.

If the higher cluster of koff -values is regarded as an artificial effect, the comparisons of H3.3

to H3.2 and WT cells to H3.3 KO cells (Section 5.2, Figure 18) are more difficult to explain.

The H3.3 KO cells are expected to have lower koff -values in general compared to the WT

cells, which is seen both when looking at all koff -values together and when looking at only

the higher cluster of values. The opposite is however seen when looking at only the lower

cluster of koff -values. As previously mentioned, the reason for this is probably the varying

number of data points in this cluster in the different datasets. In order to do more reliable

comparisons, higher read coverage in the P6C48 sample in each dataset is needed, so that

the proportion of data points in the lower koff cluster is increased.
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6.3 Future work

The analyses and calculations performed in this project can be extended in multiple ways

and if more Minute-ChIP data on histone H3.3 would be produced, more reliable results

could be obtained. The off-rates have been calculated based on only three different pulse-

chase samples, i.e. three time points, which might be the reason for the relatively noisy

results. More reliable koff -values could probably be obtained if data from more different

pulse-chase samples would be included. The problem with zero values in the P6C48 read

density, leading to separation of the koff -values into two clusters, could be reduced if this

sample is more deeply sequenced.

The fact that the on-rates and the off-rates are calculated from different datasets might

influence the results when comparing these rates to each other. Since both datasets are

scaled to a common reference, the P6 sample, and since the koff -values are independent of

the absolute read densities, the effect of this should however be small. Still, producing all

data with the same set of pooled Minute-ChIP samples might improve the results.

The optimal window size to use has to be further investigated. One approach would be

to partition the data based on how all reads are mapped to the genome. In each posi-

tion where one or more reads start or end, there would be a break between two windows.

Each window would correspond to a region of constant read density in all samples and the

window size would vary. This would give optimal resolution of the data with minimal file

sizes for this resolution. Some of the windows would be big, containing long stretches of

zero read density, while many windows would be very short due to partly overlapping reads.

Window breaks very close to each other could be merged in order to avoid too small windows.
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In order to normalize the ChIP-seq data to input locally in each window (Section 3.2),

the input has to be more deeply sequenced or the existing input data has to be smoothened

so that zero read densities are avoided, without loosing too much resolution.

In this project, mainly genome wide patterns of H3.3 and its dynamics have been inves-

tigated. More biologically relevant conclusions could probably be drawn by studying the

data in relation to functional regions, such as genes of high or low expression, endogenous

retroviral elements (ERV’s) and lamina-associated domains (LAD’s). Minute-ChIP data

on other histone variants and modifications could also be analyzed in similar ways.

7 Conclusion

Multiple tools for analyzing data from Rapid pulse/pulse-chase and Minute-ChIP experi-

ments have been developed. With these tools the on-rates and off-rates of a chromatin factor

can be calculated and the data can be visualized in interactive plots showing the average

read densities and calculated values in sliding windows along the chromosomes. By plotting

the read densities of samples corresponding to different time intervals of pulsing or pulsing

and chasing, one can see how histone H3.3 is incorporated and released from the chromatin

over time. Quantitative information on the actual on-rate, the observed on-rate and the

off-rate in each window is reported as the rate constants kon, ktot and koff , respectively.

Each set of read densities and calculated values can be shown as a separate category in a

boxplot, for the whole genome, any number of selected chromosomes or a selected region

of a chromosome. The Spearman or Pearson correlation between any two parameters can

also be calculated and plotted for each chromosome and the whole genome in total. These

tools will facilitate the analysis of chromatin dynamics, for histone H3.3 and other histones

or chromatin factors studied in the future.

Using the developed tools one can see that the read densities of the H3.3 Minute-ChIP

samples increase with increasing pulsing time and decrease during chasing, with a certain

delay after the chasing has started. The calculated kon-values and koff -values are signif-

icantly correlated to each other, indicating that in regions where the on-rate is high, the

H3.3 turnover is even higher than what would be predicted based on the H3.3 levels alone.

After six hours of pulsing, the on-rate is still higher than the off-rate, but with even longer

pulsing intervals, the off-rate is expected to increase while the on-rate stays the same or

decreases, leading to a steady state of the H3.3 levels in the chromatin. The koff values are

separated into two clusters, probably due to an artificial effect. In order to obtain more reli-

able results, deeper sequencing of the P6C48 sample or data from more different pulse-chase

samples is needed. Knocking out the endogenous H3.3 gene leads to higher read density in

the P6C48 sample, both when looking at exogenous H3.3 and exogenous H3.2, indicating

that availability of free H3.3 is needed for full H3.3 turnover. The corresponding results for

the koff -values are however partly contradictory and need further investigation.
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