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Abstract

Effective Visualization of Magnetization  Dynamics.
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Simulations on magnetization dynamics are of great interest on current research.
Unlike computational fluid dynamics, magnetization dynamics has not received much
attention from the visualization community.
In this work a design and preliminary implementation of a visualization tool for
magnetization dynamics simulations is introduced, based on methods used in the
literature of the field. Although immature, the introduced design and implementation
provide some advantages over some tools in use, and further development could lead
to a unified and complete visualization utility.
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1 Introduction

Solid state is the branch of physics that studies rigid matter, including its electrical,
mechanical and structural behaviour. In solid state physics, the theory of magne-
tization dynamics describes the temporal evolution of magnetic materials. It is a
developing research field that has already brought technical advances in technol-
ogy, like magnetic data storage techniques, and plays a major role on quantum
computing.

Simulating magnetization dynamics helps explain experimental results and de-
sign magnetic devices, as well as testing the theory behind the mechanics of mag-
netism at a small scale. Atomistic spin dynamics (ASD) models material magnetic
behaviour for small groups of atoms, at scales between 0.1 nm to 1 nm. There are
several tools capable of ASD simulations, like Vampire [1, 2] or Spirit [3].

A group of researchers from the materials theory department at Uppsala Uni-
versity have developed a simulation tool for atomistic magnetization dynamics
called UppASD [4, 5, 6]. UppASD is capable of performing ASD simulations with
a very high degree of flexibility, since it supports a wide collection of models for
an assortment of phenomena. Although originally designed for atomic-level sim-
ulation, this tool recently included micromagnetics simulations, which study mag-
netism at ranges of 1 nm to 1µm and can co-exist with ASD in the same simulation.
While in ASD the material is considered a collection of atoms, micromagnetics sim-
ulations treat the material as a continuum. This is beneficial because the resolu-
tion of the simulation can be adjusted and is not constrained by atomic structure,
allowing to perform simulations with lower element count.

The UppASD project stands alone at the time of performing simulations and
extracting some physical measurements, like average magnetization and total en-
ergy. However, there is no stabilised method for representing the results. A clear
visualization of the result is fundamental to understand the complex behaviour of
magnetism and share results in an appealing manner. In the case of magnetization
dynamics, visualization involves representing a vector field, which represents the
magnetization at a given moment in time. This vector field is discrete in the case
of ASD, but continuous for micromagnetism.

One of the fields that relies most heavily on representation of vector fields is
computational fluid dynamics (CFD) [7]. On CFD, typically pressure and velocity
are calculated, where pressure is a scalar field and velocity a vector field. There are
several different methods of representing these quantities [8], like arrow fields, iso-
surfaces [9], volumetric methods [10] and streamlines. Some of these methods, like
streamlines, represent the advection of the fluid. Other metrics can be extracted
from the pressure and velocity fields, like vorticity, flow and pressure gradient. The
affluence of visualization methods and metrics allows for investigation in great de-
tail of different aspects of the fluid behaviour. CFD has some well stablished visu-
alization tools, like ParaView [11] which is a flexible visualization framework with
support for many visualization methods. Figure 1 shows a screenshot of ParaView
displaying streamlines of the flow on a tube with a cylindrical obstruction.

Unlike CFD, in magnetization dynamics there is no apparent de-facto standard
visualization methods or tools. Only a few of the methods used in CFD can be
meaningfully applied in magnetization dynamics, since the vector field does not
describe velocity, discarding advective methods, there is no pressure scalar field
and there is little interest in vorticity.

In this work, some of the existing visualization methods used across magne-
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Figure 1: ParaView streamline visualization.

tization dynamics literature are compiled, and a design for a visualization tool is
proposed. Finally, a preliminary implementation of the design is tested on several
simulations, and evaluated with the help of researchers in this field.

Magnetization dynamics

The magnetic moment is a physical quantity that measures the capacity of a ma-
terial to interact with a magnetic field. It emerges from a property of some fun-
damental particles, called spin [12]. Electrons have a particularly strong magnetic
moment, and are the main contributors of the magnetic moment of an atom. De-
pending on their electronic structure, atoms can have a strong magnetic moment.
When atoms join to form solids, electrons gain freedom to move on the material,
causing a coupling between the moment of an atom and its neighbours. It makes
sense to study the magnetic moment of a solid in function of the position. The
vector field that takes the direction of the magnetic moment of a solid at all points
is the magnetization of the solid.

The classical Heisenberg model quantifies the most significant interaction of
atomic magnetic moments and the Landau-Lifshitz-Gilbert (LLG) model provides
evolution equations to predict how the moments would evolve over time [2]. These
two models sit at the core of UppASD magnetization dynamics simulations. The
model of UppASD also incorporates Dzyaloshinskii-Moriya interaction, single-ion
anisotropy, thermal fluctuations, and spin-transfer torque.

When modelling magnetization dynamics at nanoscale, atomistic models are
often used. The material is described by the position, magnetic moment, and aniso-
tropy of each atom, and interactions between pairs of atoms. Factors external to
the material that also affect its magnetic behaviour are temperature and external
magnetic or microwave fields. Usually, of the properties of the material, only the
magnetic moment direction is consider to change over time. Atom positions, mag-
netic moment magnitude, anisotropy and interactions are static. Varying the ex-
trinsic properties in a continuous way, or by using different calculation stages with
different parameters is common.

On atomistic models the location of atoms plays a fundamental role, as it de-
termines their interactions. Atoms in many solids arrange forming what is known
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as a crystal structure. These structures are formed by a basic disposition that is re-
peated over all three dimensions [13]. Of all the initial basic dispositions that can
be repeated to generate one same crystal structure, the smallest one is known as
unit cell. Any crystal structure can be determined by two factors, its unit cell and
three vectors, called the basis vectors. To reconstruct the crystal structure, each
atom in the unit cell is duplicated in space at all locations ~p0 +n1 ~v1 +n2 ~v2 +n2 ~v2,
where ~p0 is the position of said atom within the unit cell, ~vi are the basis vectors
and ni are integer numbers.

At microscale the number of elements involved in the simulation grows large
and time stepping becomes an expensive operation. On these larger samples, mag-
netization patterns arise in patches of material much larger than one atom. Partic-
ularly for ferromagnets, magnetic moments of neighbouring atoms tend to align.
Consequently, the magnetic moments vary smoothly over space, allowing to study
them by considering the magnetization is a continuous function of position. The
Heisenberg and LLG models can be applied also for this continuous description of
magnetization. This permits to ignore the atomic structure, representing the con-
tinuous magnetization function at arbitrary points that represent a local average
of the moment. This allows for reduction of the number of simulation elements or
even have heterogeneous sampling density at different locations. In this case the
location of sampling points is not physically meaningful, and interpolation can be
used to obtain a magnetization value anywhere within the sample. The length of
magnetization vectors is also considered constant on micromagnetism. This has
to be considered when vectors are interpolated.
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2 Background

After the lack of literature discussing visualization specific to magnetization dy-
namics, a recopilation of methods used on the field and prevalent techniques from
other visualization fields was prepared. The visualization methods compiled are
classified in discrete and continuous.

Discrete, or glyph-based methods consist of placing instances of a 2D sprite or
3D model sparsely covering the volume of the material. These elements are typi-
cally placed at the location of each atom for atomistic simulations. These instances
are identical except for one or a few properties used to represent a value on their
location on the field. Commonly varying properties are orientation, size and color.
For example, arrows can be used as glyphs, rotated to align with the magnetic mo-
ment or coloured to represent atom type.

Continuous techniques are most frequently used in one and two dimensional
setups. In one dimension, a continuous representation of a vector field is a func-
tion graph of the angles or vector components along the spatial dimension. On two
dimensions, this method consists of a planar mesh in which barycentric or bilinear
interpolation is performed to obtain the represented value within the triangles or
quads of the mesh. For vector fields, color-coding is a frequent way to represent
direction. Alternatively, a texture [14] can be generated to represent the direction
on the mesh at every point. It is possible to perform two-dimensional continu-
ous visualizations at the boundaries of the simulation volume or in slicing planes
of three-dimensional simulations. Using volume rendering techniques, it is also
possible to represent the state within the volume, however, encoding direction is
challenging. A possible solution is to represent the angle to a user-specified vec-
tor, which is a scalar and can be represented by ray-tracing techniques or splatting.
In CFD visualization, Linear Integral Convolution (LIC) [15] algorithms are used to
generate a texture that represents the direction of a vector field. These algorithms
can be extended to represent three-dimensional data [16]. An advantage of us-
ing methods other than color is that an additional channel of information is avail-
able on the visualization. On three-dimensional discrete methods the visibility of
glyphs is often a problem. Selectively representing or hiding glyphs in function of
their orientations is a solution, as well as slicing the volume.

From continuous and discrete magnetization fields an isosurface can be con-
structed finding the locations where the direction of the field is closest to a given
value. Different combinations of these methods are found in literature.

In Figure 2a the work of H. Du et al. [17] is represented. On it isosurfaces are
used on volumes, and isolines on slicing planes. Color is used on the isosurface to
indicate direction. Another three-dimensional representation, shown in Figure 2b,
is used by F. N. Rybakov et al. [18] to depict another magnetic structure. It relies on
a combination of isosurfaces and glyphs, which are sparsely placed on the isosur-
face. One benefit of this representation is that very few glyphs are enough to under-
stand the configuration of the structure in their study, and the direction is more ex-
plicitly represented than in the previous work. In both representations isosurfaces
also avoid the visibility issues of glyph-based 3D methods.

In Figure 2c, P. Ferrari et al. [19]use three dimensional glyphs in a slightly angled
perspective to represent a two-dimensional material. Color is used to represent the
out-of-plane component. The use of color-coding together with glyphs is common
in literature, and is also used by J. Rowland et al. [20] as shown in Figure 2d. This
representation accompanies white glyphs with a color-coded background surface
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(a) (b)

(c) (d)

(e) (f)

Figure 2: Different representations seen in literature. (a) Isosurface representation.
The inner tubes are surfaces where spins have a small Z component. The color of
the surface represents the spin direction (X and Y components). The white surface
represents spins close to a given direction. (b) Isosurface representation. Arrows
in the centre and at few locations on the surface help convey the direction of spins
on it. (c) Three dimensional glyphs and color-coding on the out-of-plane compo-
nent. (d) Color-coded direction on the plane accompanied by arrow glyphs. (e)
Color-coded single-component. (f) Color-coded z-component on the plane ac-
companied by arrow glyphs.
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to represent direction on the plane. The out-of-plane component of the magne-
tization is not represented by either method. Oftentimes, only one component is
enough to highlight the position of a structure. In Figure 2e, A. Fert et al. [21] use
color-coding to represent exclusively the out-of-plane component of magnetiza-
tion of their two-dimensional simulation. It clearly conveys the position and size of
the skyrmions in the material. Lastly, in Figure 2f, X. Zhang et al [22]use a combina-
tion of arrow glyphs to represent in-plane direction, and color for the out-of-plane
component. This combination is more expressive, since the three components of
the magnetization are embedded in their portrayal of the magnetization.

In the explored examples, color-coding is never used alone to represent the
spin. One possible reason is that it can be difficult to understand the direction
associated to each color without a reference. The selection of color-space is im-
portant, and representing 2-component directions, when possible, can make the
image easier to understand. Color-coding works well for representing scalars or
isolated components of the magnetization. Glyphs are rarely used alone. This is
probably due to the fact that the depth of 3D figures projected on the screen is
hard to perceive.

Scalar values are often enough to represent the position and shape of a mag-
netic structure in the material. However, when chirality also needs to be illustrated,
glyphs are often the better option. The representation in Figure 2b uses an isosur-
face, generated from an isolated component, to represent the shape of the chiral
blobber, and glyphs to represent chirality. The result is a very uncluttered and easy
to understand portrayal of the magnetization.
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3 Functional specification

The essential functionality of the tool is to represent the magnetization both at an
instant as well as while it evolves over time. Since the moment magnitude does not
vary on time, it is possible to represent a direction field or as a vector field. Other
properties of the material can be introduced into the representation capabilities of
this design, such as energy, temperature or magnetic field.

An important aspect of this tool is accurate time control. Since the simulations
reflect phenomena as it occurs over time, some of it’s features may have a time
when they are originated, a lifespan, or a velocity that can be measured. Control
and measurement of the current time-step down to the resolution provided by the
simulation is crucial to obtain these measurements. Furthermore, specification of
the playback rate, display the of current simulation time, and manual selection of
the displayed time point are all relevant features that are missing on current tools.
Given the potentially massive size of simulation data, care must be taken at the
time of implementing these features to avoid sacrificing performance, which can
degrade the user experience.

Lastly, the visualization tool does not sit at the end the research work. The end
goal will often be an image for a publication or poster. For this reason, it should
be possible to extract specified states of the simulation as images or in a format
that UppASD and other tools can use. The resolution of an image must not be
constrained by the screen, it should adapt to the requirements of the final docu-
ment. Arbitrary resolutions are achievable with off-screen render targets, however,
even better results can be obtained when relying on ray-tracing render engines. Ex-
porting the state as a Blender [23] or POV-ray [24] scene could be advantageous to
generate eye-catching images or video that are also representative of the result.

Another possible use of the simulation tool is to obtain a measurement or a new
initial state for another experiment. UppASD has the ability to resume a simula-
tion from given a file of initial moments. This feature was devised to allow stopping
and resuming simulations, but the initial moments can be generated from the out-
put of the simulation. It would be convenient if the visualization tool could create
such restart files, as it makes easy for the user to select the time step that should be
extracted. Tools for performing other measurements could be built to work with
the same file format used to specify the initial magnetic conditions.
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4 Design

This visualization tool can be outlined as a pipeline from the raw simulation data
to the screen. The design is introduced following the data flow. A micromagnetism
simulation is described by several features. Let N be the number of atoms and T
the number of time-steps. Then, the features considered on this design are:

• Element coordinates. Three componets per atom or finite-difference node
that determine its location in space. A N ⇥3 matrix.

• Element type. Text tags associated to simulation element types, determin-
ing whether the element is an atom, a finite difference node or other kind of
element. It maps between an element type and a set of atom indices.

• Heisenberg exchange coefficients. The matrix representation of a weighted
graph. Each row and column corresponds to one atom, and each non-zero
coefficient ai j is the interaction between the i th and j th atom. It is a sparse
N ⇥N matrix.

• DM exchange coefficients. Similar to the Heisenberg exchange coefficients,
but this time each coefficient is a three-dimensional vector. It is a sparse
N ⇥N ⇥3 structure.

• Anisotropy regions. Anisotropy configuration consists on two real coeffi-
cients and a three-dimensional vector. Each anisotropy region consists of
an anisotropy configuration and a collection of boxes. Atoms that lay within
the boxes are assigned the associated anisotropy parameters.

• Atomistic and Hole regions. On multi-scale configurations, the areas that are
to be filled with atoms are specified by the user in a similar way anisotropy
regions are defined. A collection of boxes is used to delimit the region that
will contain atoms. Another collection of boxes is used to specify regions that
should be left empty.

• Magnetic moment orientation. A three-dimensional unit vector per element
and per time-step. It is a T ⇥N ⇥3 matrix.

• Magnetic moment magnitude. The magnitude of the magnetic moment. It
is sampled per time-step, although the value is often constant in physical
models. It is a T ⇥N matrix.

Furthermore, the user might be interested in extracting features that are not ex-
plicitly in the output of the simulation. As shown in Figure 3, the concept of feature
is represented by an interface, which provides a way to extract the data at a given
time point. Another method permits to determine the time intervals between two
samples, which can be used for seeking a point in time or to determine the next
time-step for which different simulation data is available. The Feature interface
can is realized by a FeatureReader or a Filter sub-interface.

An input file is opened by a FileReader, which is an iterable object. The Fil-
eReader is used by specialized parser that are also iterable, effectively converting a
char-iterable element into a structure-iterable element, where the structure repre-
sents the data of a sample on the input file. The parsed structures are read per-atom
and per-step, and the FeatureReader is in charge of collecting them in a contiguous
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Figure 3: Diagram for feature handling.

block of memory that represent all the atoms at a single time-step. The structure
representing each entry is the SampleType template parameter.

Filters, the other realization of the Feature interface, are objects that construct
features that do not depend on external files. These features can be generated from
other existing features in the pool, allowing to extract implicit features from the
simulation.

Pool is an associative container that allows search by data-type and name. The
role of this data pool container is to hold all the different types of features in a way
that allows to reference them from code and User Interface (UI) in a type-safe way.
This class may need to be adapted to the programming language used to imple-
ment it, since some languages do not offer a representation of types as hashable or
comparable entities.

The consumers the data published in Pool are detailed in the diagram in Fig-
ure 4. These consumers are Representations, that are the visualization methods
themselves, and Filters, introduced before.

In order to build a Representation or a Filter, it is necessary to validate that the
required components exist in the pool. For example, a Representation that shows
the exchange interactions cannot be used if there is no exchange data in the pool.
To delegate the responsibility of verifying the preconditions of visualizations and
filters, the factory class is introduced. Since the Pool contains information on the
data type of each contained Feature, it is possible to detect dependencies by type.
A ParameterDescription structure is introduced to represent the type of features
needed by Representations and Filters. Analogously, the ParameterSpecification
structure represents the selected Features from the Pool that are chosen as input
for the Representation or Filter to be created. These structures are dictionaries that
map strings to their corresponding values, allowing the factories to match and ver-
ify the field names and types when constructing new objects. In the case of Repre-
sentations, there is another strong case for the use of the factory pattern. Often the
same data can be shared for different visualizations, a good example is the coordi-
nates of the atoms. Factories could manage the Features already allocated into the
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Figure 4: Diagram for representation and filters.

graphics processor and avoid re-uploading the same data.
The Representations and Filters share a common interface called UiConfig-

urableObject. Classes realizing this interface provide a description of a UI panel
where settings of an object can be specified by the user. Representations also fol-
low the Representation interface that includes the draw and needs_redraw oper-
ations. The draw operation receives the RenderContext, which contains camera
angles, campera position, time and viewport size and location. It also receives
the time-step that needs to be drawn. Implementing Representations will sam-
ple their parameter features at the given time step and render on the viewport.
The needs_redraw operation might be called before draw to determine whether
the draw process can be skipped. This function should return true if the previously
drawn and current representations can be predicted to be identical.
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5 Implementation

Python, C++ and Rust were considered for this project. The language itself is not
relevant, but constrains the available frameworks, portability and prospective of
the future of the tool. VTK [25] offers support for both Python and C++ and imple-
ments a wide range of visualization algorithms. Alternatively, OpenGL [26], which
provides unified low-level access to graphics hardware, can be accessed from any
language. Since it is a low level API, it does not include any kind of visualization
algorithm, but it is portable and is expected to provide faster graphics if used prop-
erly. OpenGL ES and C++/Rust can be used together to build applications that run
on major operating systems as well as on web browsers, using the emscripten [27]
compiler.

Since the scripts that researchers are using are written in Python/VTK, those
can be used to construct a baseline to compare diferent options. The following
measurements are performed on a simulation result of 1234 steps and 14307 ele-
ments, a total of 2 GB of data in disk. It is important to remark that the OS cache is
reducing the time of file reading, so parsing is the limiting factor reading the input,
instead of disk access. A simple line-by-line reader (not parser) in python takes
approximately 20 s on the test file the first time, but only 2 s when it is cached. As
shown in Figure 5, parsing and rendering take most of the time of the tool, being
parsing the slowest operation. The average frame rate on these tests is of about
15.8 frames per second. For this profiling test vertical synchronization and frame
rate limit are removed, to avoid artificially long render time.

Figure 5: Time profile of the existing VTK script.

One limiting aspect on using Python is that there is apparently no alternative
method for reading files. Significantly reducing the time of VTK rendering is also
challenging. Given that parsing takes a significant portion of the processing time,
this limitation is seen as a threat for the growth of the tool. The metrics on file read-
ing are also performed in C++. In Figure 6 the results of the benchmarks are shown.
The ubiquitous C++ Boost library provides the fastest solution tested, about ten
times faster than the slowest option. Even with no improvement in render time,
a C++/Qi solution is expected to achieve about 30 frames per second on average,
compared to the 15.8 of the python solution.

For the preliminary implementation of this design, two continuous 2-dimen-
sional representations are introduced. Two-dimensional visualizations are chosen
considering the simplicity over the three-dimensional counterpart, and the obser-
vation that planar simulations are particularly common. The choice of continuous
over discrete simulations comes after the lack of a continuous visualization tool
in the UppASD ecosystem, although it now incorporates continuous simulations.
The first introduced method is a color-coded 2D scalar continuous visualization.
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Figure 6: Performance reading an UppASD simulation of 2 GB.

The represented magnitude is the angle with respect to a user-defined direction.
This visualization is similar to the one seen in Figure 2e. The second method repre-
sents clusters of similar magnetization. The magnetization directions are grouped
in eight clusters, corresponding to dominant +x , �x ,+y , �y ,+z and �z compo-
nents. This second method attempts to convey the chirality of the magnetization
without requiring the observer to understand a color code. Symbols are used as
textures on the different domains to represent the dominant direction, and do-
mains on equal directions share the same color.

To obtain a continuous planar representation of the data, needed for both vi-
sualization methods, a mesh is constructed. This mesh is built of non-overlapping
triangles that have as vertices the simulation elements, and covers the simulated
material without invading gaps or holes. A triangulation of the locations of the
simulation meets some of the requirements of the desired mesh, although it might
cover zones that should be excluded. This stems from holes or concave bound-
aries in the domain, that would be covered. To adjust the mesh to the shape of
the material, accounting for vacancies and irregular boundaries, some triangles
will need to be culled. One important consideration is that, in a trivial triangula-
tion, triangles might span the hole and interior regions, and culling them would
lead to jagged, inaccurate boundaries. One possible solution consists in forcing
edges in the triangulation that separate the interior and exterior of the sample. A
constrained Delaunay triangulation is a triangulation that, while being as close as
possible to a Delaunay triangulation, includes a set of specified edges. If the holes
and perimeter can be delimited by closed paths, these paths could be introduced
in the constrained triangulation. This ensures triangles are either completely in-
side or outside the excluded region. Unfortunately, a general method for obtain-
ing such paths is not readily available. Under the assumption that the exchange is
symmetric, a conservative algorithm for edge detection can be defined as follows.

• An empty directed graph G is initialized.

• A threshold for the nearest neighbour interactions is determined. The thresh-
old can be defined as the smallest x so that the number of exchange links
shorter than x is the same as the number of links shorter than x (1+K ). The
parameter K adjusts the tolerance.
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Figure 7: The current atom is depicted in light blue. Neighbours are represented
in dark blue. The unpaired link and its missing opposite are shown in orange. The
two introduced edges are in green.

• For each atom a , its links are visited. Opposing nearest-neighbour links are
paired. A small tolerance is required to prevent the effect of numeric errors.

• If a link l cannot be paired, two links will be added to the graph G. The first
link added is the link stemming from a that forms the lowest positive angle
with l . The second link added is the link stemming from a that forms the
lowest negative angle with l . This step is illustrated in Figure 7. The direction
of the introduced edges is such that the missing edge lays on the right of the
edge.

• Finally, the cycles of G are found using Trajan’s strongly connected compo-
nent algorithm.

The orientation of the path can be used to determine whether a triangle lays
inside or outside the path. In general, the parity of the winding number of a point
with respect to a path is enough to determine if the point is inside or outside. In
this case, a negative sign inverts the effect of the parity, since the outer boundary
winds in the opposite direction than the boundaries of holes.

This algorithm is conservative, in the sense that paths that might be the bound-
aries of the domain may not be recognized as such. However, every path found is
a boundary. Particularly, when two vacancies are symmetric to a single nearest-
neighbour atom, this approach fails to introduce the boundary edges, breaking the
cycle in the graph G and causing the whole path to be discarded. Examples of a
good and bad result are depicted in Figure 8. More aggressive approaches could
introduce undesired boundaries in singular lattices, like the kagome lattice, where
different neighbourhoods exist Figure 9.

The aforementioned method is of variable reliability. In multiscale simulations
the holes are explicitly stated in the configuration. This permits to cull the trian-
gles by intersecting them with the holes defined by the user. The triangulation can
introduce small triangles that could not be culled if the hole defined by the user is
not large enough. This can cause distorted interpolations if the triangle is stretched
over distant atoms.

Once an adequate mesh is found, the moment needs to be interpolated from
the value at the vertices to the interior of each triangle. Barycentric interpola-
tion is inherent to the OpenGL specification, and it is performed very efficiently
by the graphics processor. It is easy to access this feature in OpenGL, and the re-
maining processing after moment interpolation can also be performed in a shader.
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(a) (b)

Figure 8: Results of the method of boundary detection proposed. The obtained
boundary is shown in orange. (a) Desired boundary detected. (b) Result obtained
from a corner case.

Figure 9: Kagome lattice.

The element locations, triangle indices and magnetic moments are then placed
in OpenGL buffers, which will become per-vertex data at the time of drawing the
scene. The graphics processor gives a chance to manipulate the vertex data be-
fore and another after interpolating the positions and magnetic moments. The first
stage, called vertex shader, is used to place the vertices in the screen, using an affine
transformation. The second, called fragment shader, is a function called on each
location where the moment was interpolated. These locations, called fragments,
are assigned a color by the fragment shader. One or more fragmets are aggregated
by the hardware into each pixel in the final result. In consequence, the fragment
shader depends on the visualization method.

For the first method, the shader computes the angle between the magnetiza-
tion and a vector feed as parameter. The angle is then mapped to a color. This
map is fed as an array, allowing the user to choose different color gradients. The
second method compares the magnitude and sign of the three components of the
magnetic moment. If the difference between dominant components is less than
an specified threshold, the result is black, non-textured. Otherwise, a predefined
color is assigned. A texture with an icon is tiled, the icon changes in function of
the domain to indicate the direction of the local magnetization. Arrows are used
for the in-plane directions, a circle with a dot indicates+z and a circle with a cross
�z directions. Components considered for this visualzation can be selected by the
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user.

6 Evaluation

The tool capabilities are tested on several simulations. The most basic capability
is to show the structure of the system before performing the simulation. In Fig-
ure 10 the location of simulation elements is shown along with the Heisenberg ex-
change links between them. This representation is useful for diagnostics of the
simulation configuration. The colors represent the different categories of simula-
tion elements; atoms are in yellow, finite difference nodes are purple, and padding
elements are in purple and green. A flaw of this representation is that colors are
chosen by the order each category is introduced in the file, and no feedback on
which color corresponds to each category is given.

Figure 10: Visualization of element disposition and exchange interaction links. The
colors represent the types of each element.

Regions of different properties can also be visualized by this tool. In Figure 11,
a region of different anisotropy is shown in red. In this case the users can see the
anisotropy parameters for the region. Two spin visualizations are implemented.

Figure 11: Structure of a setup. Different kind of simulation elements are shown in
different colors. The red triangle represents a region where different anisotropy is
used.

The first is single-component visualization, where one of the magnetization com-
ponents is color-coded. In Figure 12 the z-component of a spin lattice is repre-
sented. The color palette is missing on the representation, which was pointed out
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as a flaw of the visualization. Orange is assigned to negative and blue to positive
values, and white is used around 0.

Figure 12: Single-component visualization.

Figure 13: Dominant component visualization.

There is some disagreement between the specification of hole regions and the
holes in the mesh. In Figure 14 a circular hole is represented along with the ex-
changes of the lattice. Atoms are located in the intersections of links, and the col-
ored region is the mesh generated by the tool. It can be appreciated that the mesh
exceeds the region covered by atoms. This is a consequence of a difference in res-
olution. The spacing of the grid where atoms are placed is fixed, but the triangu-
lation algorithm is free to introduce triangles anywhere between two atoms. The
interpolation in this region tends to be of poor quality since the triangles are often
stretched. A method to generate the mesh supported by the exchange links, when
available, could solve this issue.
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Figure 14: Sample with a circular hole. The orange region is the mesh generated,
while the black grid represents the exchange between atoms.

7 Discussion

In this project, a design and preliminary implementation of a tool capable of vi-
sualization of atomistic and multiscale spin dynamics has been developed. In the
point of view of a developer, the design is extensible and should permit the future
growth of the utility beyond its current limitations. From the point of view of users,
the presented tool still presents severe limitations; it is limited to two-dimensional
setups, only implements continuous representations, and is susceptible to errors
when determining the shape of the domain. On the other hand, it is also of repre-
senting the exchange links, element locations, element types and special regions
on the configuration. These capabilities introduce, to some extent, the ability to
debug and inspect the configuration before performing the simulation. The per-
formance is also a remarcable improvement when compared to previous utilities.

Although several different visualization techniques have been surveyed, only
two methods are now implemented in the tool. It is also limited to two-dimen-
sional setups, which greatly limits its applicability. These two limitations can be
overcome by introducing new representation components. Introducing represen-
tations based on the VFRender library would cover isosurfaces and glyphs for 3-di-
mensional setups.
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