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Abstract

Bayesian Parametrisation of In Silico Tumour Models

Jonas Radvilas Umaras

Technological progress in recent decades has allowed researchers to utilise accurate
but computationally demanding models. One example of this development is the
adoption of the multi-scale modelling technique for simulating various tissues. These
models can then be utilised to test the efficacy of new drugs, e.g., for cancer
treatment. Though multi-scale models can produce accurate representations of
complex systems, their parameters often cannot be measured directly and have to be
inferred using experimental data, which is a challenge yet to be solved. The goal of
this work is to investigate the possibility of parametrising a specific high-performance
tumour growth model using a likelihood-free method called Approximate Bayesian
Computation (ABC). The first objective is to understand the effect that parameters of
the model have on its behaviour. Then, by using the insights gained from the first step,
define a set of summary statistics and a distance metric capable of capturing the
impact of parameter variations on the growth of simulated tumours. Finally, assess the
landscapes of the parameter space by utilising the statistics and the metric. The
obtained results indicate that some of the parameters can be inferred by applying an
ABC-style method, which motivates to further investigate the prospect of applying
ABC for parametrising the model in question. However, the computational costs of
such techniques are expected to be high, putting its execution time in the order of
weeks, thus requiring future performance improvements of the model and highly
efficient implementations of the parametrisation procedure.
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1 Introduction

During the past few decades, due to fast technological advancements related to computational
resources, multiple computationally demanding research methods have become a feasible option
for scientific communities of various fields. One of such methods is the multi-scale modelling,
which has been successfully applied in different disciplines, proving to be a viable alternative
for achieving a better understanding of a multitude of problems.

Multi-scale models are used in systems biology due to their ability to capture a variety of
phenomena taking place on both macro and micro scales in a highly coherent fashion. They
can mimic complex behaviours of cell aggregates that arise due to interactions among the
constituent cells as well as processes that take place inside the cells. Such models provide
insights into how a biological system of interest develops as a whole while allowing to keep
track of micro-scale events. These features of the multi-scale approach make it an excellent
option for simulating various processes that take place in tissues.

Simulation of tumour growth is one particular example where multi-scale models are applied.
In vitro tumour spheroid growth experiments is a conventional approach for testing the efficacy
of new drugs for cancer treatment. To improve the efficiency of such drug studies, in silico
models are being developed [13,19,38] as well. However, due to the complexity of such models,
their parameters cannot be measured directly, so the parametrisation has to be carried out by
fitting simulations to experimental data.

In general, multi-scale models can be deterministic, stochastic, or hybrid (using both determin-
istic and stochastic approaches). The parametrisation of deterministic models can usually be
performed by utilising the gradient-based optimisation, which is fast and robust given that the
problem in question satisfies certain conditions. On the contrary, the application of gradient-
based optimisation to stochastic and hybrid models is often complicated because associated
objective functions might not have closed forms, or because their numerical estimates are noisy,
which makes gradients intractable and, in some cases, impossible to obtain. However, it is
important to mention that a method called Stochastic Gradient Descent (SGD) [6,28] has been
gaining popularity in recent years. SGD can be applied to noisy cases while allowing to retain
some advantages of the gradient-based optimisation.

If the likelihood function (which is the objective function in the standard setting of Bayesian
parametrisation) is noisy, computationally expensive, or otherwise inconvenient to handle, one
can apply the so-called likelihood-free methods, which substitute the likelihood function with
an approximation and circumvent problems which arise when trying to operate the likelihood
directly.

One of the likelihood-free methods is called Approximate Bayesian Computation (ABC) [5,32].
Instead of relying on the likelihood function, this method executes many simulations of the
model in question while using different candidate values of the inferred parameter. It compares
the results of each simulation with observed (experimental) data by quantifying the distance
between simulations and observations via a metric. If the distance is smaller than some pre-set
threshold – the candidate value of the parameter is accepted, if it is too high – the candidate
is rejected. The obtained set of accepted candidates represents a sample from the posterior
distribution, which essentially tells how likely a given value of the parameter is in light of the
observed data.

Another likelihood-free approach is the Synthetic Likelihood (SL) method [37]. This technique
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provides a smoothed approximation of the true likelihood by using simulations of the model
in question and the data obtained from them. However, even the smoothed SL can be too
rough for the application of gradient-based methods, so stochastic methods, such as Metropolis-
Hastings Markov Chain Monte Carlo (MCMC), are applied to compute estimates of the inferred
parameters.

In this thesis, we consider a hybrid, on-lattice, cell-based tumour spheroid model, developed
using the Discrete Laplacian Cell Mechanics (DLCM) framework [13], and the possibility of
its parametrisation in the Bayesian setting. The relevance of the DLCM tumour model lies
in its performance and ability to simulate tissues which consist of a large number of cells. Its
speed and efficiency create a potential for accelerating the statistical inference of parameters,
improving the performance of Bayesian parametrisation techniques.

Though performance comes at a price of accuracy and complexity, eventually, the DLCM tu-
mour model might become part of a multi-step parametrisation approach, where this relatively
simple, high-performance model might serve as the first level. In this role, the DLCM tumour
model would be applied to obtain the first, coarse set of most likely parameter values, which
then would be fed into a more complex and accurate (albeit more computationally expensive)
model to further refine the set of inferred parameters. This way, the complex model would have
to be executed fewer times thus potentially reducing the total computational cost.

The goal of this work is to investigate the feasibility of parametrising the DLCM tumour model
by applying Bayesian parametrisation approaches and using experimental data. The objectives
are:

A. Carry out a small set of experiments to investigate how the model responds to changes
in its parameters, thus developing an understanding of the model’s behaviour in different
settings.

B. Identify suitable summary statistics and investigate how the selected objective function
is affected by variations of parameters around their true values. Time permitting, use
those results and attempt to apply ABC-style parametrisation; afterwards, extend the
method to a full Bayesian parametrisation, employing the ABC Sequential Monte Carlo
technique.

C. Consider the investigated methods in the context of a more complex model or sparser
data. Examine the feasibility of measuring the growth of a tumour in vitro and using
that observed data to accurately parametrise the model. Evaluate computational costs
of such a procedure and identify possible bottlenecks.
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2 Background

This section presents the underlying concepts of the thesis. We begin with a short introduction
to cell-based models, followed by an overview of the Discrete Laplacian Cell Mechanics frame-
work which has been utilised to create the tumour model considered in this work. Afterwards,
the notions of Bayesian inference and Approximate Bayesian Computation are discussed.

2.1 Cell-Based Models

Advances in biosciences have provided insights into how various processes, which take place
in tissues, are determined by events on the cellular level. This progress has enabled the de-
velopment of cell-based models which try to capture the macroscopic behaviour of tissues by
considering mechanisms that govern cells on the micro-scale. In cell-based models [1,11,13,25],
each cell is considered as a separate entity, having a time-dependent position in space and
features that determine its internal state as well as how it interacts with its surroundings. The
main advantages of cell-based models are that they can conveniently simulate the stochastic
nature of cell systems, capture their heterogeneity, and allow testing of hypotheses that are
based on assumptions about cellular-level behaviour that cannot be translated into tissue-level
mechanisms.

Cell-based models can be divided into two groups based on how they represent positions of
cells. The two groups are referred to as on-lattice and off-lattice methods. The utilisation of
cellular automata [1,11,25] is one example of possible implementations of the on-lattice models.
It partitions a domain into a discrete set of sites, where each site can be occupied by a single or
multiple cells. During a simulation, cells move from one site to another according to prescribed
rules which are dictated by adopted hypotheses about the biological system in question. Many
factors can be taken into account to determine the movement of cells, e.g., the number of
neighbouring cells or the concentration of biochemical substances, such as nutrients or drugs.
Whereas the movements of cells are modelled as discrete, stochastic events, concentrations of
substances can be defined by using differential equations, solved numerically over the discretised
domain, giving rise to the hybrid modelling approach.

In this work, the cellular automaton approach is utilised, but this is not the only option for
on-lattice, cell-based models. One alternative is the Potts model, in which each cell is allowed to
occupy multiple lattice sites, and the development of cells is guided by energy minimisation [17,
31]. There also exist multiple options for off-lattice models, including the cell-centre-based
model [24] which interprets cells as particles interacting according to a potential function,
vertex models [14], and immersed boundary models [27].

It is worth mentioning that discrete, cell-based approaches are not the sole alternative applied
in practice. Usually, discrete tissue models are computationally demanding, and they become
too expensive when the number of simulated cells grows. One solution is to switch to continuum
models [7,8,26] which consider tissues as more homogeneous structures, swapping the tracking
of individual cells and their properties in favour of local averages such as cell densities and the
corresponding governing differential equations. There are two main types of continuum models:
1) ones where the cell density is modelled using convection and diffusion, 2) ones where the
evolution of the geometric boundary between the tissue and its surroundings is considered, e.g.,
using Hele-Shaw free boundary model. Of course, the continuum models might be incapable
of capturing certain phenomena, i.e. those which require considering biological systems on the
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cellular level.

In the end, it is essential to understand that all of the methods (both the ones mentioned
here and the ones left out) have their advantages and disadvantages, so the choice heavily
depends on the phenomena that one wants to model as well as the performance and accuracy
requirements.

2.2 The DLCM Tumour Model

The tumour model used in this work is based on the Discrete Laplacian Cell Mechanics (DLCM)
method [13] and has been developed using the open source simulation framework URDME [12].
The model is categorised as an on-lattice cell system model because it represents positions of
cells using a set of discrete elements of space (which will be referred to as voxelsi), splitting up
the computational domain and creating a Voronoi tessellation. Each cell can reside in one voxel
at a time, though a voxel can have none or multiple cells at any given moment, and simulations
of the model are carried out in a continuous-time setting using the Gillespie algorithm. Figure 1
shows an illustration of a two-dimensional case of an unstructured Voronoi tessellation.

h

 
h

Figure 1: Illustrations of an unstructured Voronoi tessellation which splits the computational
domain into voxels [13]. Any one cell belongs to one voxel, but each voxel can have multiple
cells. Green voxels indicate that a single cell is present in it, orange – two cells, grey – an
empty voxel. Ωh denotes the discretised domain which is a set of occupied voxels, ∂Ωh marks
the boundary of the domain – a set of empty voxels which share one or more edges with occupied
voxels.

The DLCM tumour model is hybrid, utilising both deterministic and stochastic approaches.
Such processes as cell proliferation, movement between voxels, death, and degradation are con-
sidered as discrete, stochastic events, but their associated rates are determined using determin-
istic differential equations, e.g., a partial differential equation (PDE) for computing oxygen con-
centration over the domain. The DLCM framework is built upon three key assumptions:

1. The tissue is in mechanical equilibrium when all cells are placed in a voxel of their own.

iThough the term "voxel" is conventionally used to refer to a discrete element of volume, in this thesis, we
consider a two-dimensional simplification of a three-dimensional model and hence use the same term.
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2. The cellular pressure of the tissue relaxes rapidly to equilibrium in comparison with any
other mechanical processes of the system.

3. The cells in a voxel occupied with n cells may only move into a neighbouring voxel if it
is occupied by less than n cells.

Let us consider the continuity equation

∂u

∂t
+ ∇ · I = 0 . (2.1)

Here u stands for the density of cells and I represents the current. Note though that in the
setting of the model the number of cells is an integer and bounded, so in the strict mathematical
sense, limits associated with differentiation are not completely sound. However, eq. (2.1) can
be used to determine the rates of events for a continuous-time Markov chain.

By making the first assumption, one disregards small Brownian motions of cells inside voxels;
hence only voxels with multiple cells will increase movement rates, and this increase is inter-
preted as a pressure source. Such interpretation allows one to utilise Darcy’s law of fluid flow
through a porous material. Then the current I can be defined as

I = −D∇p . (2.2)

Where D ≡ κ/µ, with κ denoting permeability and µ – viscosity. However, cells have a
structure which is not broken apart by transitions from one voxel to another; hence the current
is interpreted as the rate of discrete events of cells moving between voxels. As the last part of
the model, one needs to define a relation between the cell density u and the pressure p. Taking
overcrowded voxels as pressure sources and using the heat equation, one can express the model
equation governing the change of pressure as

ε
∂p

∂t
= ∆p + s(u) . (2.3)

Here s(u) is the source function. The second assumption means that ε → 0, and eq. (2.3)
becomes

−∆p = s(u) . (2.4)

By considering a discretisation of the last equation and imposing a Dirichlet-type boundary
condition, one gets

−Lp = s(u), i ∈ Ωh ,

pi = 0, i ∈ ∂Ωh .
(2.5)

Where L is the discrete Laplacian, i – voxel index, and Ωh denotes the part of a tessellation
with non-empty voxels, whereas ∂Ωh denotes empty voxels that share one or more edges with
voxels from Ωh. There are multiple approaches to the definition of L, but in this case, the
Finite Element Method (FEM) has been used. It is interesting to note that in some continuum

11



models the governing equations are similar to the ones presented here, including the application
of Darcy’s law [8]. However, in the cited paper the pressure is expressed as a function of cell
density in an empirically-founded analytical form. An interesting task for the future could be
to compare motivations, advantages, and drawbacks of the application of an analytical form in
contrast to inverting a discretised Laplacian operator.

Going back to eq. (2.2), one can see that the current is proportional to the gradient of pressure
I ∝ −∇p. Hence, the rate of movement can be defined as an integral of the pressure gradient
over the boundary between two voxels vi and vj. Denoting rate of cell movement vi → vj as
Iij, we can write it as

Iij := −
∫

vi∩vj

∇p dS = eij
dij

(pi − pj) . (2.6)

Where eij is the edge length between the two voxels, and dij – the distance between their
centres. Finally, one needs to define the coefficient D from eq. (2.2). In this work, the number
of cells ui in ith voxel takes on values from 0 to 2, which splits the definition of D into three
cases, thus creating three types of movement rates

R (i→ j : ui ≥ 1, uj = 0, voxel j never visited) = D1 Iij,

R (i→ j : ui ≥ 1, uj = 0, voxel j visited before) = D2 Iij,

R (i→ j : ui > 1, uj = 1) = D3 Iij.

(2.7)

2.3 Bayesian Inference

Bayesian inference is a method to draw conclusions, in terms of probabilities, about parameters
or unobserved data given some observed results [16]. It is based on the conditional probability
property called Bayes’ rule

π (θ|Y ) = L (Y |θ) π (θ)
π (Y ) . (2.8)

Here θ denotes parameters of interest, Y – observed data. π(θ) is a prior distribution of
parameters θ, π(Y ) – a marginal or prior predictive distribution, which can be expressed as

π(y) =
∑
θ

L(Y |θ) π(θ) .

Finally, L (Y |θ) is referred to as a likelihood function and π (θ|Y ) – a posterior predictive
distribution. The terms prior and posterior are used to emphasise whether distributions are
obtained, respectively, before or after observations are made. Note that L (Y |θ) is interpreted
as the likelihood when it is a function of θ and Y is fixed (Y is observed).

The goal of the application of Bayesian inference is to obtain the posterior, thus acquiring
a statistical insight on how likely specific parameter values are in light of the observed data
and the considered model. The model in this context is the factor that determines the joint
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probability distribution p(θ, Y ), which can be written as p(θ, Y ) = L (Y |θ) π (θ) by using the
definition of conditional probability.

2.4 Approximate Bayesian Computation

The classical method of model parametrisation utilises knowledge about the likelihood to obtain
an optimal set of parameters. This method requires closed forms of the likelihood function
and its gradient, so that the gradient-based optimisation could be applied to carry out model
parametrisation. However, in many cases when models are complex, it is intractable to obtain
closed-form likelihood functions [19] or the computational cost of evaluating the likelihood
might be significantly higher than running simulations of a corresponding model [23].

When analytical approaches fail, one can resort to approximations. A likelihood function can
sometimes be approximated or estimated numerically, but such an approach can be affected by
statistical noises, meaning that an approximated likelihood function is noisy as well, render-
ing gradient-based optimisation inapplicable (with a possible exception when SGD is applied
instead of the classical gradient descent). In such cases, one could try applying manual line
search methods, fitting model parameters to data, but it is time-consuming, does not guaran-
tee that an optimal point in the parameter space will be reached, and fails to provide reliable
quantification of uncertainties for parameter estimates.

A possible solution to this problem is to apply likelihood-free methods. One family of these
methods is called Approximate Bayesian Computation (ABC) [5,15,32]. The main idea behind
it is to accept or reject proposals of parameters based on a distance between experimental
data and data obtained by running simulations of the selected model with the candidate values
of parameters. This way the intractability problems posed by likelihood functions can be
circumvented as the posterior is approximated by using sampling methods.

The main steps of ABC are:

1. Sample a parameter candidate from the selected proposal distribution.

2. Execute simulations of the developed model using the candidate.

3. Accept/reject the candidate based on a distance metric which measures the discrepancy
between simulation results and experimental data.

One of the simplest examples of a distance metric is the Euclidean distance. If the distribu-
tion in question is discrete, one can require that the distance would be zero. However, when
the distribution is continuous, achieving zero distance is near impossible, and some tolerance
threshold has to be introduced [36]. Generally, one can expect the approximated posterior to
approach the true posterior as the threshold is reduced, though it should be noted that this
assumption has its caveats [29].

In the last given step of ABC, one usually selects to measure distance between some summary
statistics (SS), rather than between raw data samples, as direct comparison might be incon-
venient or intractable. Trivial examples of such statistics are mean, mode, or variance. There
can be many more options to select from as the choice of SS is arbitrary and highly dependant
on a phenomenon and model considered [21]. A generalised method of SS selection is yet to be
developed.

The main challenge of selecting SS is to achieve sufficiency. By using SS in the place of raw
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data, one essentially replaces π(θ|Y ) with π(θ|S(Y )) (S(Y ) denotes SS of a dataset Y ). The
sufficiency clause can be simply defined as a condition π(θ|Y ) = π(θ|S(Y )). According to
Fisher–Neyman factorisation theorem [34], SS are sufficient for a parameter θ if the probability
density function f(y|θ) can be written as

f(y|θ) = g(S(y)|θ) h(y) . (2.9)

However, application of this theorem might be infeasible, so in most cases, one tries other,
heuristic methods to achieve approximately sufficient SS – a process closely related to the
general concepts of model and feature selection in machine learning and statistics. If one
devises a set of candidate SS, there remains another issue: how many of those statistics to
use, as often using many SS can compromise the stability and accuracy of ABC [3]. The latter
problem is connected to what is commonly referred to as the feature extraction.

There are multiple approaches to how one can reduce a set of SS to discard redundant infor-
mation and decrease the dimensionality. One such method is a systematic check carried out by
looking at how the exclusion of each SS influences the approximated posterior in comparison to
the posterior obtained using the whole set [20]. If the change is greater than some predefined
threshold, that specific SS is retained, else – it is disregarded as an insensitive and uninforma-
tive. One can also weight SS depending on how sensitive they are to changes of parameters,
this way preferring input from SS that strongly correlate with parameter values and reducing
the noise caused by uninformative SS [18]. Finally, one can try to apply partial least-squares
(PLS) [35] or principal component analysis (PCA) [2] to decrease the dimensionality of SS.

There are three prevalent techniques for implementing ABC [10, 34]. The first one introduced
was the rejection approach [32], later improved by using local linear regression [5]. However,
the rejection sampling yields low acceptance rates and hence poor efficiency.

Attempts to improve the ABC method led to the application of the Markov Chain Monte Carlo
(MCMC) sampling technique [22]. The main advantage of the MCMC approach is the ability
to sample from a proposal distribution, giving preference to parameter regions which yield
smaller values of the distance metric, thus improving acceptance rates and efficiency. Despite
its advantages, the MCMC method has its drawbacks, namely that the chains can get stuck in
posterior regions of low probability and that the produced samples are correlated.

Application of particle filters is the third technique used in ABC. The first utilisation of particle
filters in ABC was in the development of ABC Partial Rejection Control (ABC-PRC), followed
by ABC Population Monte Carlo (ABC-PMC) and ABC Sequential Monte Carlo (ABC-SMC).
The three techniques share many similarities, though they differ in weighting schemes of par-
ticles and transition kernels. In the following sections, simple rejection, MCMC, and SMC
algorithms will be covered in further detail.

2.4.1 Rejection ABC

Rejection ABC is the most straightforward approach in the family of ABC techniques. Let us
denote a distance metric between SS of simulation X and observed Y data as δ (S(X), S(Y )).
Recall that the objective of ABC is to approximate the posterior distribution by taking a
sample from it. Say that the required size of the sample is N and that the imposed distance
threshold is ε, with both values defined by the user. In rejection ABC, the proposal distribution
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for candidate parameter values is the prior distribution π(θ). Then the general algorithm of
rejection ABC can be defined as in algorithm 1.

Algorithm 1: Rejection ABC [34]

1 for 1 ≤ i < N do
2 while δ (S(X), S(Y )) > ε do
3 Draw a candidate from the prior, θ∗ ∼ π(θ);
4 Run the model with θ∗, obtaining simulated data X;
5 Find the distance between SS, δ (S(X), S(Y ));
6 end
7 Save the candidate, θi ← θ∗;
8 Increase the iterator i;
9 end

The problem of inefficiency of the rejection method stems from the usage of a prior that sig-
nificantly differs from the posterior, as usually no information about the shape of the posterior
is known beforehand. Commonly, a uniform prior is used as the proposal distribution, whereas
the posterior (most often) is considerably non-uniform. In such cases, most of the time the
distance metric δ will be high as candidates drawn from a flat prior will frequently have a small
probability in the posterior π(θ|Y ). The consequence is that a low threshold ε, required for
an accurate approximation of the posterior, means that most of the proposals will be rejected.
To increase the efficiency, one has to raise the distance threshold, which in turn makes the
approximated posterior to resemble the prior more than the posterior.

2.4.2 ABC-MCMC

ABC-MCMC differs from the simple rejection method in that it uses a transition kernel as the
proposal distribution rather than a prior and it has a two-level rejection – ABC and MCMC.
The ABC part remains the same as before – accept if the distance between simulated and
observed SS is smaller than a threshold, otherwise – reject. Based on the detailed balance
equation and given two states θ and θ′, the Metropolis–Hastings MCMC algorithm gives the
following acceptance probability [22, 29]

h (θ, θ′) = min
(

1, π (θ′) q (θ → θ′)
π (θ) q (θ′ → θ)

)
. (2.10)

Algorithm 2 shows an example of a general ABC-MCMC routine. As before, Y denotes observed
data, N is the required size of a sample from the posterior. In this case, N also represents the
length of a chain.
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Algorithm 2: ABC-MCMC [22]

1 Pick a starting value θ0;
2 for 1 ≤ i < N do
3 Draw a candidate from the transition kernel q, θ∗ ∼ q(θi−1 → θ∗);
4 Run the model with θ∗, obtaining simulated data X;
5 Find the distance between SS, δ (S(X), S(Y ));
6 if δ (S(X), S(Y )) < ε then
7 Accept the candidate with probability h = min

(
1, π(θ∗) q(θi−1→θ∗)

π(θi−1) q(θ∗→θi−1)

)
, θi ← θ∗;

8 Otherwise retain the previous value θi−1, θi ← θi−1;
9 else

10 Retain the previous value θi−1, θi ← θi−1;
11 end

12 end

A Gaussian kernel is usually selected as the transition kernel q(θ → θ′), centred at θ. The
selection of variance is somewhat arbitrary. Large variance results in the proposal distribution
which is diffuse in comparison to the posterior and one ends up with the same problem as in
the case of the rejection ABC and a flat prior. On the other hand, the variance cannot be too
small either: if the chain starts at some parameter value which has a negligible probability in
the posterior and the variance is small, the chain can get stuck. The reason why this happens
is that all of the drawn parameter candidates will be close to the initial parameter value due
to the small variance, and all of the simulations will result in large distances because that
initial value is located in a low probability region. Another issue of the ABC-MCMC is that it
produces correlated samples, as newly proposed parameter candidates depend on the previous
one via the transition kernel.

Both of the drawbacks can be mitigated, but they come at the expense of performance [29].
The problem of chains getting stuck can be ameliorated by using a burn-in period, i.e. allowing
the chain to evolve for a number of iterations at the beginning and then disregarding that part
of the chain when processing final results. This way candidate parameters can reach a high-
probability region in the posterior before the sampling begins. Naturally, all of the information
from the burn-in phase is lost, and hence the computational cost is increased.

An improvement of the plain burn-in phase application is to allow the distance threshold to
decrease throughout the burn-in phase. One starts with a higher threshold value than the one
required by the user, thus increasing the acceptance rate at the beginning, and at each step,
the threshold is reduced according to some rule so that at the end of the burn-in phase the
initially required threshold is reached. The rule can be as simple as a linear function.

A somewhat similar solution is the usage of the self-scaling threshold, with or without the burn-
in. In the beginning, one has to decide on the desired minimum threshold εmin. On the first
iteration, a candidate parameter value is drawn, a simulation is executed using the candidate,
and the distance δ is computed. The threshold ε for the next iteration is then set at either the
distance δ or the minimum threshold εmin, picking the higher one. Formally, the threshold for
ith iteration is thus defined as εi = max (εmin, min (δ, εi−1)). On all of the following iterations,
the procedure is repeated in the same fashion.
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Another potential solution is to sample the threshold ε instead of using pre-determined values.
One could use an exponential distribution to draw values of the threshold so that smaller values
would be preferred, satisfying the requirement for accuracy, while from time to time allowing
larger thresholds, thus giving a chance for the chain to break away if it got stuck.

The correlation of the samples produced using the MCMC approach can be limited by using a
thinning strategy. Instead of using every successive state of the chain in the final sample, one
can take every 100th or 1000th entry from the chain. Of course, this significantly increases the
length of the chain that needs to be created, and if simulations are expensive, this renders the
ABC-MCMC a rather unappealing choice.

2.4.3 ABC-SMC

The problems of the rejection ABC and ABC-MCMC approaches, as well as general interest
for higher performance, turned the attention of researchers to particle filters [4, 30, 33]. In this
thesis, we discuss the ABC-SMC method in detail, but it is worth noting that this is not the only
available option. The main difference between SMC and MCMC is that in the latter, only one
candidate parameter is considered at a time, i.e. one state in a chain. In SMC, a set of candidate
parameters are sampled from some proposal distribution, constituting a population.

Each candidate in the population is referred to as a particle, and each particle has a weight
which is a measure of how likely that particle is according to the approximation of the posterior.
In the beginning, a population of such particles can be a poor representation of the posterior.
For example, the initial population (the first generation) of particles is often drawn from a
uniform prior, and all the weights are equal at the beginning. Unless the posterior is flat as
well, such a population is not a proper sample from the posterior.

To improve the approximation of the posterior, one has to apply the process of particle filtering
to the first generation of particles. The filtering routine puts the particles through a series of
perturbations and re-weightings, with the standard ABC acceptance/rejection in between, until
the last generation becomes an adequate representation of the posterior in question. While
the initial population of particles advances through generations via the filtering procedure,
the distance threshold is gradually reduced in a way defined by the user, thus making each
generation a more accurate approximation of the posterior than the last one.

The weighting scheme of ABC-SMC is given in eq. (2.11). g indicates a generation, π(·) is a
prior, Θ – a generation of particles, K(·) – a perturbation kernel. In the first generation, all
drawn particles are assigned the same weight.

w
(g)
i =



1 , g = 1

π
(
Θ(g)
i

)
N∑
j=1

w
(g−1)
j K

(
Θ(g−1)
j → Θ(g)

i

) , g > 1
(2.11)

Algorithm 3 lists an example of the ABC-SMC routine, assuming that one requires G genera-
tions of particles and N particles per generation, which, in turn, means that the final sample
from the posterior will also be of size N . Y represents observed data.
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Algorithm 3: ABC-SMC [33]

1 Initialise a schedule for the reduction of distance threshold ε;
2 for 1 ≤ g ≤ G do
3 while i ≤ N do
4 if g = 1 then
5 Draw a particle from the prior, θ∗∗ ∼ π(θ)
6 else
7 Draw a particle from generation g−1 based on weights w(g−1), θ∗ ∼ Θ(g−1);
8 Apply the perturbation kernel to θ∗, θ∗∗ ∼ K(θ∗ → θ);
9 end

10 Run the model with θ∗∗, obtaining simulated data X;
11 Find the distance between SS, δ (S(X), S(Y ));
12 if δ (S(X), S(Y )) < εg then
13 Accept the candidate particle, Θ(g)

i ← θ∗∗;
14 Compute weight w(g)

i for the new particle according to eq. (2.11);
15 Increase iterator i;
16 end

17 end
18 Normalise weights w(g);
19 end

The SMC method avoids the problems of sampling in a low probability region of the posterior,
getting stuck in such regions, and producing correlated samples. In addition, the parallelisation
of particle sampling is relatively straightforward. Convergence of the ABC-SMC method can be
monitored by investigating intermediate generations of particles and by evaluating how many
proposals are required to obtain a fixed-size population of particles at the end.
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3 Methods

In the following sections, the methods used in this study will be discussed. First, a description
of the set-up of the tumour model is given, followed by a review of utilised summary statistics
and the distance metric. Afterwards, we present the procedure of parameter mapping, used
to scope the landscape of the parameter space. Finally, the three major techniques of ABC
are showcased using two simple examples of distributions where the true posteriors are known
analytically.

3.1 Tumour Model Set-Up

The considered tumour model variant [13] has been set up using a 121 × 121 grid of square
voxels, each having the same area; oxygen sources have been placed on a circle inscribed in
the domain. The model has been defined in a dimensionless fashion. The initial state of the
system is a single cell at the centre of the grid. Each cell is allowed to move from its voxel
to a neighbouring one, given that the two voxels share an edge, i.e. a cell can move North,
East, South, or West, but not in a diagonal direction (e.g. North-East). The model has nine
parameters:

• D1 – the conversion factor from a unit pressure into a rate of movement into a voxel never
visited by a cell before.

• D2 – similar to D1, but for movement into a previously visited voxel.

• D3 – similar to D1, but for movement into an occupied voxel.

• λ – the oxygen consumption rate of a cell.

• κprol – the threshold value of the oxygen supply above which cells start to proliferate.

• ρprol – the proliferation rate of cells, given that their oxygen supply is above κprol.

• κdeath – the threshold value of the oxygen supply below which cells start to die.

• ρdeath – the death rate of cells, given that their oxygen supply is below κdeath.

• ρdeg – the degradation rate of necrotic cells.

Figure 2 shows snapshots of the simulated tumour growth, the parameter set-up is given in
table 1. Figure 3 illustrates how the numbers of different types of cells change with time.

In this work, no real experimental data has been considered. Instead, the objective has been
to run the simulations using a semi-arbitrary set of parameters and then apply the Bayesian
parametrisation approach to determine whether the true values can be traced back. By emulat-
ing the parametrisation process this way, one can have better control over it and use otherwise
inapplicable methods to evaluate the efficacy of the utilised parametrisation approach.

Because of the curse of dimensionality, it is intractable to try and find the values of all of the
parameters at once. Instead, some of them have been determined and fixed using a manual
approach or just by an arbitrary choice. Experimental data have shown [11, 19, 27] that grow-
ing tumour spheroids create a layered, quasi-stable structure: a few-cells-thick outer layer of
proliferating cells, a ring of quiescent cells, and a necrotic core. Based on this, some of the
parameters can be estimated as described by Engblom et al. [13].
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(e) T = 240 (f) T = 300

Figure 2: Snapshots of a tumour growth during the simulation. The model parameters are
given in table 1.
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Parameter Value
Dref

1 6.25 · 10−2

Dref
2 1.00 · 10+2

Dref
3 4.00 · 10+1

λref 1.50 · 10−3

κref
prol 5.82 · 10−1

ρref
prol 6.25 · 10−1

κref
death 4.60 · 10−1

ρref
death 6.25 · 10−2

ρref
deg 6.25 · 10−2

Table 1: Reference values of the model parameters.
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Figure 3: Counts of cells with passing time. The used model parameters are given in table 1.

The parameter D2 has been chosen as a reference for the parameters D1 and D3, and fixed at
an arbitrary value. In general, the scale of the D parameters determines only how the system
evolves quantitatively in time. Qualitatively, however, the critical aspect is the ratio of the
parameters, not their absolute values. That is why the arbitrary choice of D2 is reasonable.
Relatively to D2, D1 has been set so that the movement rates outwards into the unvisited parts
of the domain would be approximately 100 times smaller than the movement rates inwards into
the necrotic core. The reason behind this choice is the goal of keeping tumour spheroids in a
stable state as seen in experiments, limiting growth outwards.

Given the dimensionless set-up, the oxygen consumption parameter λ has also been picked
arbitrarily, though it is reasonable to expect that this parameter could be evaluated empirically
if physical experiments would be incorporated into this research in the future. κprol and κdeath
have been fixed in such a way that cells in a two-voxel-thick outer layer would be proliferating
and that cells in a layer of the same width around the necrotic core would be dying, again
mimicking the quasi-stable state observed in physical experiments.
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After the considerations described above, one is left with three parameters: ρprol, ρdeath, ρdeg.
In general, they should be investigated further in order to find a combination which results in
simulation outcomes closest to real data. However, given the limitations and the primary goal
of this work to investigate the possibility of Bayesian parametrisation and not to improve the
model itself, a choice has been made to also fix ρdeg at an arbitrary value, thus initially leaving
only two parameters to consider.

Despite its relative simplicity, the model can reproduce some of the features of tumour spheroids
observed in experiments. However, it also has drawbacks. The major one is protrusions that
form during simulations, figure 4, which contradict the expected spherical shape seen in phys-
ical experiments. Similar outcomes have been observed in other publications [27], and Dor-
mann et al. [11] have observed the formation of protrusions when the cell-to-cell adhesion effect
has been weakened. In the paper written by Byrne et al. [7], simulated cell aggregates have
been circular without adhesion; however, the growth of cell systems in that work has been
limited by cell pressure and not by nutrient concentration as is the case in this work. Given
these observations and the fact that the current version of the DLCM tumour model does not
consider adhesion at all, one possibility of the model improvement could be an effort to model
this effect, unless improved parametrisation approaches can resolve the issue.

One cell
Two cells
Dead cell

Figure 4: Example of a simulated tumour growth when protrusions form on the surface of a
tumour. Values of the model parameters: D3 = 6.25 · 10−2 and the rest as given in table 1.

3.2 Summary Statistics

For the quantification of a tumour state and the measurement of the difference between two
datasets, various summary statistics (SS) have been introduced. A convex hull encapsulating
tumours has been used to define some of those SS (examples are shown in figure 5).

The list of SS are as follows:

• r – tumour radius defined as the average distance from the centre of mass to voxels lying
on a convex hull which encapsulates the tumour.

• N – total number of cells.
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One cell
Two cells
Dead cell
Convex hull

Figure 5: Examples of a convex hull encapsulating a simulated tumour. Left sub-figure illus-
trates a case when a tumour remains roughly circular and with a relatively smooth surface; the
right one shows an example when a tumour develops protrusions.

• P2A – perimeter-to-area ratio defined as a ratio between squared perimeter of the convex
hull and the hull’s area, multiplied by 1

4π so that in the case of a circular tumour P2A = 1.

• PR – ratio between the perimeter of the tumour and the perimeter of the convex hull.

• AR – ratio between the areas of the convex hull and the total area of visited voxels.

• OV – ratio between the areas (numbers) of occupied voxels and visited ones.

• rprol/die/dead and Vprol/die/dead – average distance from the centre of mass and its variance
of (respectively) proliferating/dying/necrotic cells.

The reasoning behind the choice of r is straightforward – it quantifies and allows to track the size
of a growing tumour. The P2A measure provides information on the shape of a tumour – ideally,
the value of P2A should be around one as tumours in the considered set-up are expected to be
roughly spherical (circular) based on experimental data [11, 19, 27]. If a tumour gets distorted
and deviates from a circular shape, the P2A measure captures such malformations. Note that
in some cases it can get smaller than one, as the domain is based on discrete, square-shaped
voxels. The bigger a tumour gets, the less significant impact the square shape of voxels has on
the measures which use perimeters and areas.

PR and AR are used as additions to P2A for tracking the formation of protrusions on the
surface of a tumour. As P2A uses a convex hull, it might fail to identify protrusions as they
can, in principle, form in such a way that the surrounding convex hull will be circular despite
a tumour being of a highly irregular shape. It can be seen from the illustration on the right
in figure 5 that the area of the convex hull will include the grey areas outside a tumour but
inside the hull, whereas the total area of visited voxels will not. Hence, AR departs further
and further away from the expected value of one when protrusions grow, indicating an irregular
shape. PR works similarly: when protrusions form, the perimeter of a tumour will increase
faster than the perimeter of the convex hull, meaning that PR will diverge from the ideal value.
Note that the ideal value of PR is not 1, but 4/π ≈ 1.273, because the voxels are square and
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thus it is impossible to perfectly represent lines which are not vertical or horizontal.

Figure 6 illustrates how the summary statistics P2A, AR, and PR reflect protrusions of various
shapes. As tumours are expected to be approximately round, an ideal case is represented by
a circle. All the shapes have been normalised to have the same area so that direct compar-
isons could be made between the values of the summary statistics. As one can see from the
figure, higher P2A values indicate that the hull is non-circular, but the statistic fails to capture
information about protrusions. AR, on the other hand, can reflect non-convex irregularities
such as the ones seen in penta-, hexa-, and heptagrams. In addition, the PR statistic indicates
that shape is non-convex by showing that the true perimeter is larger than the perimeter of a
respective convex hull.

OV helps to track cavities forming inside a tumour, e.g., when the death and degradation rates
are high compared to the movement rates, a void forms inside a tumour as live cells do not
have enough motility to reach the core and take the place of degraded cells. Also, OV can help
to identify the shrinkage of a tumour. The rprol/die/dead and Vprol/die/dead statistics are used to
capture information about the distribution of proliferating, dying, and necrotic cells along the
radius of a tumour relative to the centre of mass.
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P2A =1.004

AR =0.984

PR =1.279

Convex hull

P2A =1.624

AR =0.984

PR =1.259

P2A =1.157

AR =2.023

PR =1.575

P2A =1.103

AR =1.462

PR =1.463

P2A =1.073

AR =1.269

PR =1.429

Figure 6: Illustration of how different shapes and their irregularities are reflected in summary
statistics defined for detecting malformations. All shapes have the same area.
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3.3 Distance Metric

To evaluate how well simulation results match observed data, one needs a quantifying measure,
which in this work is the distance metric. Let us denote two sets of summary statistics, acquired
by processing a pair of datasets, as S1 and S2 . Assume that S1 is obtained from experimental
data, or in the case of this work – from reference simulations, and thus S1 will be named a
reference sample. Set S2 will be considered as data obtained via simulations of the model
of interest. The distance between the two sets of summary statistics is then computed as
follows. First, a normalised difference between the respective summary statistics of S1 and S2
is calculated, while squaring and summing the differences of distinct statistics

∆S2(t) = 4
M∑
i=1

(
S1 (i)(t)− S2 (i)(t)
S1 (i)(t) + S2 (i)(t)

)2

. (3.1)

Here M is the number of different summary statistics stored in S1 and S2 , index i denotes a
particular statistic, e.g., the radius of a tumour or the average distance of proliferating cells
from the centre of mass. As different statistics have different numerical scales, normalisation
is applied to bring the differences into a common, relative numerical frame. Afterwards, the
difference ∆S2 is integrated over time to obtain a scalar measure of distance δ2

δ2 =
T∫

0

w(t) ∆S2(t) dt . (3.2)

Where T is the end time of simulations, w – weights. The need for weighting arises because
the simulations in this work are launched from a single cell, and the initial growth is chaotic,
varying significantly from run to run, even if the same set of parameters is used. Hence, the
significance of these fluctuations is dampened via weighting. The weights have been made
proportional to the number of cells N (t) and normalised to integrate to one over time

w(t) ∝ N (t) ,
T∫

0

w(t) dt = 1 .
(3.3)

As sets S1 and S2 depend on the underlying parameter values, denoted θ1 and θ2, the distance
measure δ2 can be interpreted as a function of those parameter sets, giving the objective function
of the parametrisation

δ2 = δ2 (θ1, θ2) . (3.4)

Before computing the distance, reference S1 and simulation S2 samples are averaged over
their respective replicates (i.e. different samples obtained using the same parameter values) to
reduce the noise caused by the stochastic nature of simulations. Ideally, one might want to
avoid averaging because that way some information might be lost. In this case, however, the
magnitude of variations caused by randomness in individual runs appears to be too high in
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comparison to the deviations induced by changing the values of parameters. Because of this,
computing the distances between non-averaged samples first, and then averaging the results
afterwards yielded inconclusive results. By averaging the summary statistics over samples
first and only then computing the distance, one reduces the noise and allows the influence
of parameter variation to emerge in a significantly clearer way. Figure 7 gives a simplified
illustration of this issue. For the sake of simplicity, assume that one has a model with a single
parameter θ whose reference value is θ1. Left side represents the data of single samples affected
by the noise, right – the sample mean which averages out the noise. Note that this figure is
just an explanatory illustration and was not created using data from the model. Nevertheless,
it is based on what has been observed when investigating the output of the simulations.
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Figure 7: Illustrative example of the influence of stochastic noise on the distance metric. Left
– data from a single sample, right – mean of multiple samples. Note that data in the figure is
fictitious.

Error propagation [9] has been applied to evaluate the errors of computed distances. Assume
that one has a dataset S of summary statistics which contains N replicate samples. Let us
denote a single sample of jth summary statistic from a dataset as S(j)

i , and let S̄(j) denote the
average of jth summary statistic over all replicates. The variance of jth summary statistic can
then be estimated as

σ2
S(j)(t) = 1

N − 1

N∑
i=1

(
S

(j)
i (t)− S̄(j)(t)

)2
. (3.5)

Using numerical integration over time, eq. 3.2 can be approximated as

δ2 ≈ C
∑
i

∆tiNS1 ,i ∆S2
i . (3.6)

Where index i denotes time moments and C is the normalisation constant which comes from
the weighting by the number of cells, eq. (3.3), which is also computed numerically

C = 1∑
j

∆tj NS1 ,j
. (3.7)
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From eq. (3.1) and eq. (3.6), one can see that the distance δ2 is a function of summary statis-
tics measured at different time moments from the two samples S1 and S2 . Based on error
propagation and eqs. (3.1) (3.6), the variance of the distance metric δ2 can be written as

σ2
δ2 =

∑
i, j

(σS1 (j)
i

∂δ2

∂S1 (j)
i

)2

+
(
σS2 (j)

i

∂δ2

∂S2 (j)
i

)2
 . (3.8)

Where sum over i is the summation over time and sum over j is the summation over summary
statistics. By differentiating eq. (3.6), one can obtain the derivates required by eq. (3.8)



∂δ2

∂S1 (m)
l

= 16C ∆tlNS1 ,l S2 (m)
l

S1 (m)
l − S2 (m)

l(
S1 (m)

l + S2 (m)
l

)3 ,

∂δ2

∂S2 (m)
l

= −16C ∆tlNS1 ,l S1 (m)
l

S1 (m)
l − S2 (m)

l(
S1 (m)

l + S2 (m)
l

)3 .

(3.9)

Note that the number of cells N can also be used as a summary statistic. As it is used in the
weighting coefficients as well, the first partial derivative in the last equation has an additional
term when S1 (m)

l := NS1 ,l, and then it reads as

∂δ2

∂NS1 ,l
= 16C ∆tlNS1 ,lNS2 ,l

NS1 ,l −NS2 ,l

(NS1 ,l +NS2 ,l)3 +

C ∆tl
(
∆S2

l − δ2
)
.

(3.10)

3.4 Parameter Mapping

Before trying to apply the Bayesian parametrisation approaches, the parameter space has been
partially mapped to investigate the response of the model to variations of the parameters. The
mapping process is as follows. First, all of the model parameters are fixed at manually selected
values based on the considerations described in section 3.1 (the parameter values are given in
table 1). This parameter set-up is taken as a reference set, i.e. assumed true parameters. A
number of model simulations are then executed using those reference parameters, creating a
collection of replicates. The data of each replicate is processed into summary statistics and av-
eraged, this way providing a reference dataset which is used in place of observed (experimental)
data. One can regard the reference dataset as artificial data.

Afterwards, a grid of parameter values around the respective reference values is defined for
each of the investigated parameters, e.g., if the true value of a parameter is θ = 1.00 then
a possible grid of five points could be [0.50; 0.75; 1.00; 1.25; 1.50]. For each value on the
grid, the model is simulated multiple times, generating sets of replicates. Just as in the case
of the reference dataset, the results of each simulation are processed into summary statistics
and averaged over all replicates which correspond to the same grid point. This way simulation
datasets are obtained (in the given example of a possible grid, one would end up with five such
datasets, one per grid point). When one parameter is varied along its grid, all of the others are
fixed at their reference values, essentially obtaining cross-sections of the parameter space.
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Finally, after generating the reference and simulation datasets, the distance measure δ2 is
calculated, evaluating how much the simulations have deviated from the reference when the
mapped parameters have been varied. Four parameters have been mapped in an attempt to
find the best candidates for testing the ABC-style parametrisation, namely the proliferation
rate ρprol, the death rate ρdeath, the minimal oxygen supply threshold for cell survival κdeath, and
the oxygen consumption rate λ. A suitable candidate parameter for ABC application should
have a landscape shaped as a convex function, e.g., parabola, with a minimum at the true
parameter value.

In addition to the one-dimensional (1D) maps of the four parameters, a two-dimensional (2D)
map has been computed for κdeath and λ. The procedure of 2D mapping is essentially the same
as in the 1D case, except that two parameters are varied simultaneously while the rest are fixed
at their respective reference values.

3.5 Illustration of the ABC Method

In this section, three approaches to the ABC application – namely rejection, MCMC, and
SMC – will be showcased by using binomial and exponential distributions for which analytical
posterior distributions can be determined [34].

In the binomial example, the parameter of interest is the success probability of a single trial.
Its true value has been set to θ = 0.7. The number of successes in N = 100 binomial trials has
been taken as observed data Y . Candidate parameters are drawn from a uniform prior, which
can be considered as a special case of the beta distribution B(α0 = 1, β0 = 1). The analytical
posterior in such a case is a beta distribution as well

π (θ|Y ) =


Γ(α + β)
Γ(α)Γ(β) θ

α−1 (1− θ)β−1 , θ ∈ [0, 1] ,

0 , otherwise .

(3.11)

Where α = Y +α0 , β = N−Y +β0, and Γ(·) is the gamma function. α0 and β0 are parameters
of the beta distribution used as a prior, hence in this case α0 = 1 and β0 = 1. The distance
metric has been defined as

δ = 1
N
|X − Y | . (3.12)

Here X denotes the number of successes in a simulation. In the exponential example, the rate
parameter of exponential distribution is the inferred parameter. The true value has been set
to θ = 3 and the gamma distribution Γ(α0 = 7, β0 = 2) (figure 8) has been used as a prior. In
such a case, the general form of the analytical posterior is

π (θ|Y ) =


βα

Γ(α) y
α−1 exp(−βy) , y ≥ 0 ,

0 , y < 0 .
(3.13)

Where y is the expected value of a random variable drawn from the exponential distribution in
question, hence y = 1/θ. The values of α and β are determined by the parameters α0 and β0 of
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Figure 8: Γ(α0 = 7, β0 = 2) distribution used as a prior in the case of the exponential example.

the prior and data Y (data in this case is a set of random values drawn from the exponential
distribution Exp(θ))

α = α0 +N ,

β = β0 +
N∑
i=1

Yi .
(3.14)

N is the number of draws, i.e. the size of the dataset Y . The measure of distance for the
exponential example has been defined simply as an absolute difference between the means of
observed Y and simulated X data

δ = |X − Y | . (3.15)

Note that such a measure might not be sufficient in general, as it only captures information
about the central tendency and does not tell anything about the skewness of asymmetric dis-
tributions. Nevertheless, this distance measure has been chosen for the sake of simplicity.

3.5.1 Rejection ABC

Figure 9 shows the posterior distributions π (θ|Y ) of the binomial and exponential examples,
approximated using the rejection ABC method. Four different tolerance thresholds have been
used: ε = 0.5; 0.1; 0.05; 0.01. One can see that the high threshold of 0.5 results in poor
approximations of the posteriors, essentially retaining the shapes of the priors. On the other
hand, with a decreasing threshold, the approximations become more accurate, approaching the
analytical posteriors (dash-dotted red lines).

Figure 10 illustrates the efficiency problem of ABC. One can see how the acceptance rate of
candidate parameters drops when the threshold is reduced, meaning that more candidates have
to be drawn to obtain the final sample of the same size, which results in higher computational
costs. As lower threshold values are needed to improve the accuracy of the method (figure 9),
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(a) Case of the binomial example.
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(b) Case of the exponential example.

Figure 9: Approximate posterior distributions obtained using the rejection ABC and four
tolerance thresholds ε. Sample sizes – N = 5000.
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(a) Case of the binomial example.
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(b) Case of the exponential example.

Figure 10: Acceptance rates of the rejection ABC vs. the tolerance threshold ε.

one ends up with the common conundrum of performance vs. accuracy. The efficiency is higher
in the exponential case due to the higher similarity between the respective analytical posterior
and the prior. Even with its efficiency issues, the rejection ABC might still be a viable option
because of its simplicity and ease of implementation, especially if performance is not a major
concern.
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3.5.2 ABC-MCMC

Figure 11 illustrates the results of ABC-MCMC application to the binomial and exponential
examples. In this case, only a simple burn-in period of 1000 chain steps has been applied. As
in the rejection ABC, high tolerance threshold results in poor approximations of the posteriors,
taking the shape of the priors. At each step of the chain, the kernel has been centred at the
previous value of the parameter in the chain; the standard deviation has been set to σ = 0.1 in
the binomial case and σ = 0.5 in the exponential.

One can see that with the lowest tolerance threshold the chain gets stuck in the binomial
example; similar results can appear in the exponential example as well. The reason why chains
get stuck in some cases but not in others, even when the set-up is completely the same, is that
the starting value, as well as the sampling from the proposal distribution in a chain, is random.
If the initial value falls in a region of the posterior with a high probability, the chances for
the chain to get stuck are low. This example with a stuck chain illustrates one of the main
problems of the ABC-MCMC approach.

Figure 12 shows examples of the case in which the self-scaling threshold reduction has been
applied in addition to a burn-in phase. This method initially starts with a relatively high
threshold and then reduces it down to the required value as described in section 2.4.2. Though
in some cases during testing chains got stuck, the self-scaling method seldom showed such
behaviour in comparison to the simple MCMC approach. Note that ABC-MCMC does not
produce approximations as smooth as the rejection ABC, which is due to the correlation of
MCMC samples. As mentioned in the previous sections, the chain thinning can help to smooth
the approximations at the expense of performance.
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(b) Case of the exponential example.

Figure 11: Approximate posterior distributions obtained using ABC-MCMC and four tolerance
thresholds ε. A burn-in period of 1000 steps was applied. Sample sizes – N = 5000.
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(b) Case of the exponential example.

Figure 12: Approximate posterior distributions obtained using ABC-MCMC and four tolerance
thresholds ε. A burn-in period of 1000 steps and the self-scaling tolerance were applied. Sample
sizes – N = 5000.
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3.5.3 ABC-SMC

Figure 13 illustrates how the distribution of particles changes with generations, gradually im-
proving the approximation. The figure has been obtained using the binomial example, but the
same progression happens in the exponential case. The tolerance threshold for this example
has been fixed at ε = 0.05.
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Figure 13: Approximate posterior distribution of the binomial distribution, obtained using
ABC-SMC, at 1st, 3rd, and 5th generation. Tolerance threshold – ε = 0.05. Population size –
N = 5000.

Figure 14a shows the results of ABC-SMC application to the binomial and exponential exam-
ples, using five generations of particles. A Gaussian kernel has been used as the perturbation
kernel, centred at the value of a drawn particle with the standard deviation σ = 0.1 in the
binomial case, σ = 0.5 in the exponential. The results closely resemble the ones obtained using
the rejection ABC, with high threshold resulting in an approximation of the posterior which is
closer to the prior rather than the analytical posterior, while smaller threshold values provide
more accurate approximations.
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(b) Case of the exponential example.

Figure 14: Approximate posterior distributions obtained using ABC-SMC, four tolerance
thresholds ε, and five generations. Population sizes – N = 5000.
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4 Results

In this section, we present the obtained results. First, the behaviour of the utilised summary
statistics is displayed, followed by the outcomes of the parameter mapping procedure for a
subset of the model parameters.

Figure 15 shows how the summary statistics change, on average, throughout a simulation when
the model parameters are set to their reference values given in table 1. The results are averages
over 64 samples. As argued in section 3.1, ideally one would expect that a stable, fixed-size
state would follow the rapid growth of a tumour which takes place at the approximate time
interval from 100 to 150. However, sub-figures 15a and 15b indicate a different outcome, as the
radius and the total number of cells continue to increase at a high rate.

Figure 16 illustrates how a change in a parameter value can affect the summary statistics. In the
case shown, the altered parameter is ρprol while the others have been fixed at respective reference
values (table 1), though their variations yield qualitatively similar results. The plots show the
outcomes of using three different values of the parameter ρprol, with each line representing an
average of 64 samples for each of the values. In addition, the dashed black line shows averaged
results (also of 64 samples) of a separate reference data set which has been used in place of
observed data during the parameter mapping.

As figure 16 indicates, the smallest value of the proliferation rate ρprol is the one which yields
the most significant impact on the summary statistics. As one would expect, a reduction of the
proliferation rate results in a delayed increase in radius r and the total number of cells. Also,
one can see from the sub-figures of rdie/dead and Vdie/dead that in the simulated time interval no
dying or necrotic cells appeared for the lowest ρprol value. This lack can be explained by the
fact that when ρprol is small, the tumour radius does not reach large enough magnitudes for
the cells in the core to be deprived of oxygen below the threshold κdeath.

Figure 17 shows the mapping results of the parameters ρprol, ρdeath, κdeath, and λ. As the
distance metric δ2 has been normalised in such a way that landscapes of different parameters
could be compared directly, the scale of δ2 is the same in all of the sub-figures. The distances
and the standard deviations (SD) were obtained by processing 64 simulated samples.

None of the maps is strictly convex in the tested parameter regions. The landscapes of ρprol
and ρdeath appear to have several local minimums. However, the map of κdeath has a single,
well-defined minimum. The mapping results of λ also indicate a single minimum, but the
landscape is rather flat in comparison to κdeath, and the minimum is not as distinct as in the
case of κdeath.

The map of ρprol has a steep increase in distance on the left side (ρprol < ρrefprol); however, the
right side (ρprol > ρrefprol) looks shallow. Finally, one can see that altering the parameter ρdeath
has a significantly smaller impact on the distance metric than the changes of the other three
parameters.

Figure 18 shows the outcome of the 2D mapping of parameters κdeath and λ. The rest of the
model parameters have been fixed at their reference values given in table 1. The result is an
average of 64 replicate samples.

Note the unexpected results that the recorded minimum distance is not at the reference point(
κrefdeath, λ

ref
)

(magenta downward-pointing triangle), but at an adjacent grid point (green
upward-pointing triangle).
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(l) Perimeter ratio PR: tumour vs. convex hull.

Figure 15: Averaged summary statistics vs. time. Means were estimated using 64 samples which
were generated using the reference parameter set (table 1).
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Figure 16: Mean summary statistics vs. time, given different ρprol values. The means were
computed using 64 samples. The used parameter values are given in table 1.
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Figure 17: Cross-sections of the parameter space along four parameters. Each of the four
parameters was mapped while the others were fixed at their reference values (table 1).
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Figure 18: 2D map of parameters κdeath vs. λ. 64 replicate samples were averaged to obtain
the landscape. The rest of the model parameters were fixed at their reference values (table 1).
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5 Discussion

In this section, we present a discussion of the obtained results, starting with the behaviour of
the summary statistics. They have performed as expected and have succeeded in capturing one
of the main problems of the DLCM tumour model: under the tested conditions, tumours do
not reach a stable, circular state, but form surface protrusions and continue to grow.

As mentioned in section 3.1, previous researches [7,11,27] have reported similar results, unless
cell-to-cell adhesion has been accounted for, or if tumour growth has not been limited by
nutrients. The model used in this work does not consider the adhesion. In addition, it simulates
avascular tumours (oxygen is delivered via the surface only) and thus the oxygen supply is the
main limiting factor of tumour growth. These two aspects lead to the formation of protrusions,
which increases the perimeter of a tumour and that way the oxygen intake is elevated, eventually
allowing a tumour to grow larger and faster than expected.

Note that protrusions are unlikely to be a result of the discrete, Cartesian grid, as Eng-
blom et al. [13] showed that cell populations in the model are free of grid artefacts. In light
of the presented results and the observations from the referenced papers, it seems improbable
that the problem of protrusions could be resolved by parametrisation alone. Hence, the model
will likely have to be enhanced.

Considering the results of the parameter mapping, all of the presented parameter space maps
are non-convex, which is not what one would ideally want. However, the landscapes of κdeath
and λ have single, rather well-defined minimums. This outcome matches prior expectations,
given that the summary statistics have been specifically designed to capture effects that might
be caused by altering (increasing or decreasing) the four mapped parameters. Hence, the
landscapes of κdeath and λ make these parameters the primary candidates for testing ABC-style
parametrisation in the future.

On the other hand, the other two mapped parameters ρprol and ρdeath presented somewhat unex-
pected results. The lopsided landscape of the former and the insensitivity of the distance metric
to the variations of the latter indicate that values of these parameters might be problematic to
determine.

There are at least two possible explanations why the landscapes of ρprol and ρdeath turned
out the way they did. The first being that this is simply the way the model responds to
individual variations of these parameters, which would be a strong indication that it will be
computationally costly to infer them using ABC. Such a conclusion is plausible, considering
that the proliferation and death of cells are governed not only by the rates ρprol and ρdeath, but
also depend on the oxygen consumption rate λ and the oxygen supply thresholds κprol/death.
Thus, the strategy of investigating the impact of parameter variations by taking one parameter
at a time might not work for ρprol and ρdeath. A possible way to confirm this interpretation
would be to produce 2D maps of ρprol/ρdeath vs. λ/κprol/κdeath.

The second reason might be that the summary statistics are not sufficient and fail to capture
necessary information, amounting to smaller distances than they should and in turn producing
flat landscapes. Hence, the impact of the parameters ρprol and ρdeath on the model should be
reconsidered before making conclusions about them. At the same time, one should assure that
the statistics can adequately capture the effects induced by variations of ρprol and ρdeath. If
they cannot, the statistics should be adjusted, or new ones should be introduced.

The contour plot in figure 18 shows that the landscape κdeath vs. λ is a valley elongated roughly
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along the y-axis, indicating that the distance metric is more sensitive to κdeath than λ, which is
exactly what one would expect based on 1D cross-sections of κdeath and λ presented in figure 17.
The 2D map also suggests that the landscape is quasi-convex, though one should bear in mind
that the resolution of the utilised parameter grid is finite and that potential abnormalities might
have slipped away.

The 2D landscape provided one unexpected result, which is that the point of smallest distance
(green upward-pointing triangle) is not at the reference point (magenta downward-pointing tri-
angle). However, given the proximity of the points and recalling that only 64 samples were used
to produce the map, this mismatch can be interpreted as an effect of the inherent randomness
of the model.

Regarding the future use of ABC for parametrisation of the model, the ABC-SMC technique
should be given priority, considering its performance advantage over the rejection ABC and that
it bypasses the problems which hinder ABC-MCMC. What is more, the ABC-SMC technique
can be parallelised relatively easily, which should allow one to fully utilise the potential of multi-
core systems. In order to achieve the highest possible efficiency, the implementation of the
DLCM tumour model should be reviewed, identifying parts of it that could be optimised.

Serious consideration should also be given to implementing early termination of a simulation
if the accumulated distance δ2 exceeds the threshold before the simulation reaches its final
time, as has been done by Jagiella et al. [19]. Early termination might provide a significant
performance boost, as the number of events per time unit increases with a growing tumour,
which means that the biggest part of the execution time is exhausted towards the end of the
simulation.
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6 Conclusions

In this work, we have taken the first steps towards the parametrisation of the Discrete Laplacian
Cell Mechanics tumour model using Approximate Bayesian Computation (ABC). We have
defined a set of summary statistics and a distance metric as required by the ABC method.
Using the statistics and the metric, tools for exploring one- and two-dimensional landscapes
of the parameter space have been developed, including a method for evaluating errors. Their
efficacy was demonstrated by probing spaces of four out of nine parameters of the model. Two
of the four tested parameters yielded promising results for ABC application due to their quasi-
convex landscape; however, the statistics (and, in turn, the metric) appeared less sensitive to
variations of the other two parameters, which will potentially make it harder to infer them.

Note that the obtained results are not sufficient for stating that one can, without a doubt,
apply the ABC method for the parametrisation of the considered tumour model. However, the
outcomes of this work indicate that ABC has potential and might be a viable option worth
exploring further, especially if the performance of the model can be improved.

One of the possible future objectives could be to continue to study the model’s sensitivity
to variations of its parameters by trying to identify (quasi-)convex landscapes and exploring
other combinations of parameters by computing their 2D maps. Another step could be an
implementation of the simplest version of one of the ABC techniques, e.g., a basic version of
the ABC Sequential Monte Carlo. Finally, one could try to improve the performance of the
model and develop more efficient ABC implementations.
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