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Abstract

We built a system to participate in the eRisk 2019 T1 Shared Task. The aim
of the task was to evaluate systems for early risk prediction on the internet, in
particular to identify users suffering from eating disorders as accurately and
quickly as possible given their history of Reddit posts in chronological order.
In the controlled settings of this task, we also evaluated the performance of
three different word representation methods: random indexing, GloVe, and
ELMo.

We discuss our system’s performance, also in the light of the scores ob-
tained by other teams in the shared task. Our results show that our two-step
learning approach was quite successful, and we obtained good scores on
the early risk prediction metric ERDE across the board. Contrary to our
expectations, we did not observe a clear-cut advantage of contextualized
ELMo vectors over the commonly used and much more light-weight GloVe
vectors.

Our best model in terms of F1 score turned out to be a model with GloVe
vectors as input to the text classifier and a multi-layer perceptron as user
classifier. The best ERDE scores were obtained by the model with ELMo
vectors and a multi-layer perceptron. The model with random indexing
vectors hit a good balance between precision and recall in the early processing
stages but was eventually surpassed by the models with GloVe and ELMo
vectors.

We put forward some possible explanations for the observed results, as
well as proposing some improvements to our system.
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1. Introduction

Mental health problems are one of the great challenges of our time. It is estimated
that more than a billion people worldwide suffer from some kind of mental health
issue.1 According to the World Health Organization, more than 300 million
people in the world suffer from depression,2 and 70 million suffer from some
kind of eating disorder.

As for other major global phenomena, mental health issues are widely discussed
on the internet in different online communities and social media. This generates
an enormous amount of text, which contains really valuable information. Natural
language processing is the field of data science that deals with language data. With
the help of advanced tools and algorithms, it is possible to extract patterns and
gain insights that can help save lives.

One possible application of such tools is to monitor the texts that users publish
online, in forums such as Reddit or social media such as Twitter, and automatically
detect whether a person is at risk of developing a dangerous mental health issue.
If the technology becomes reliable enough, an alert system could be developed to
inform the person and put them in touch with health care resources before the
problem becomes life-threatening.

Another realistic scenario would be to provide support for help lines and
hospitals. It would be possible to develop chat bots and other dialogue systems
that can determine the severity of a person’s mental health risk based on just
a few lines of text. This would help caregivers to prioritize and make sure that
everyone receives the treatment they need, when they need it.

The strength of machine learning tools is in the amount of data that they
can process automatically in a short period of time. It would be impossible for
human psychologists to keep up with the incredible amount of text data that is
produced every day. Moreover, new machine learning techniques do not require
the programmer to know much beforehand about the problem that she is trying
to solve. These algorithms can extract cues from large data sets automatically,
which eliminates the need for hand-crafted features. Of course this development
has to be carefully monitored in order to take ethical issues into account, and the
last word should always go to a medical professional.

The important question now is whether there is any evidence that people
who suffer from mental illnesses actually express themselves in a different way
compared to healthy individuals. After all, machine learning is not a magic wand,
and the texts have to contain some amount of signal to be picked up with such
methods. As it turns out, there is plenty of evidence from psychology and cognitive
science that the language of mental health patients has specific characteristics that
are not as prominent in control groups of healthy people (see Section 2.1).

1https://ourworldindata.org/mental-health
2https://www.who.int/news-room/fact-sheets/detail/depression
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The Early Risk Prediction on the Internet laboratory at CLEF 2019 (eRisk 2019
for short) focused on the detection of anorexia and self-harm tendencies in social
media text with particular emphasis on the temporal dimension. The participating
teams were not only asked to detect signs of the aforementioned mental health
issues, but to do so as quickly as possible. The lab also required the teams to
provide an estimate of the risk level for each user, and one of the tasks focused
specifically on automatically filling out questionnaires on risk factors.

This thesis set out to participate in Task 1 (T1) of the eRisk lab 2019, i.e.
early detection of signs of anorexia. We developed an end-to-end system that
can perform the required task and compared our results with the other teams.
In the framework of this downstream task, we evaluated different types of word
representations, also known as word embeddings. Evaluating the performance of
the different versions of our system gave us some insights into the strengths and
weaknesses of each word representation method.

1.1. Purpose

This master thesis project has two main purposes:

• Contributing to the development of techniques for early risk detection
on the internet. With this goal in mind, we build an end-to-end system
that given the texts posted by a user on the internet in chronological order
predicts the risk of anorexia as quickly as possible. There are a number
of methodological considerations in this task that make it challenging and
academically relevant.

• Evaluating different types of word representations in the controlled envi-
ronment of a specific downstream task. In particular, we compare the per-
formance of word embeddings belonging to different families of methods:
random-indexing embeddings, GloVe embeddings and ELMo embeddings.
As a baseline we use randomly initialized embeddings from one of the
popular machine learning libraries.

1.2. Outline

We begin by introducing the related work and fundamental concepts that con-
stitute the basis for this thesis. The background section is divided into three
subsections: the first concerns studies in cognitive science and psychology that
have investigated the language of mental health patients; the second subsection il-
lustrates previous approaches and algorithms used to solve the early risk prediction
task; the third subsection deals with word representation methods.

We then move on to illustrate the set up of the shared task in 2019, the
evaluation metrics and the data set that we worked with. The following section
covers the methodology of the present work: we discuss in depth our system
design choices and the final experimental settings. Then we present the five
models entered in the shared task, as well as other models that were included in
our experiments but not submitted to the shared task.
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The results section presents the outcome of our experiments, as well as the
scores obtained by other teams in order to provide a comparison. We then discuss
the performance of the various models and draw some conclusions regarding the
strengths and weaknesses of different architectures.
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2. Background

2.1. Language of mental health patients

Many studies have focused on the language of depressed patients. Rude et al.
(2004) analyzed the language of essays written by American college students who
had been depressed, were currently depressed or had never been depressed. They
found that, in accordance with prevalent psychological theories of depression,
depressed subjects tended to show more negative focus and self-preoccupation
than healthy control participants. Even people who had previously been depressed
but had recovered showed a higher ratio of “I” pronouns compared to non-
depressed students.

Another study by Smirnova et al. (2013) found many markers in mildly de-
pressed participants’ speech which told them apart from manifestations of sadness
in people who did not suffer from depression. For example, they mention that
patient speech presented “increased number of phraseologisms, tautologies, lexical
and semantic repetitions, metaphors, comparisons, inversions, ellipsis” compared
to the control group.

Some studies have also focused on the language of eating disorder patients.
Wolf et al. (2007) looked at essays written by patients undergoing treatment
for anorexia nervosa and compared them to recovered ex-patients and a control
group of college students. Their results show, similarly to the depression studies,
that inpatients had the highest rate of negative emotion words and self-related
words compared to the other two groups. The patients also used more words
related to anxiety and less words related to social processes. Surprisingly, they also
presented the least number of references to eating habits, but this could be due to
the fact that they were already in therapy and were trying to distance themselves
from their disease.

Wolf et al. (2013) looked instead at the language of pro-anorexia blogs online,
where people who do not acknowledge their mental health issues and refuse to
go into therapy interact with each other. According to the authors, these writings
showed “lower cognitive processing, a more closed-minded writing style, were
less emotionally expressive, contained fewer social references, and focused more
on eating-related contents than recovery blogs”. They were able to select a subset
of 12 language features that allowed them to correctly identify the source of the
text in 84% of the cases.

2.2. Early Risk Prediction on the Internet

As mentioned in the introduction, there is a growing interest in using NLP
techniques to detect mental health issues through user writings on the internet.
In 2017, CLEF (Conference and Labs of the Evaluation Forum) introduced a
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new laboratory, with the purpose to set up a shared task for Early Risk Prediction
on the Internet (eRisk). The first year there were two ways of contributing:
either submitting a research paper about one’s own research on the subject, or
participating in a pilot task on depression detection that was meant to give insights
about “proper size of the data, adequate early risk evaluation metrics, alternative
ways to formulate early detection tasks, other possible application domains, etc.”.1

In 2018, the first full-fledged shared task was set up. There were two subtasks
where the teams could submit their contributions: Task 1, with the title “Early
Detection of Signs of Depression” and Task 2, called “Early Detection of Signs
of Anorexia”. The participating teams received a training set specific for each
task and their systems were then evaluated on a test set that was made available
only during the evaluation phase. In order to take the temporal dimension into
account, the test data was released in 10 chunks, each containing 10% of each
user’s writings. The teams had to send a response for each user in the chunk
before they could process the next one. Losada et al. (2018) give an overview of
the results of the shared task and the approaches that the different teams used to
build their systems.

As mentioned above, eRisk 2018 entailed two different tasks, one about detec-
tion of depression and one about detection of anorexia. The organizers report
that for Task 1 they received 45 contributions from 11 different teams, whereas
for Task 2 they received 35 contributions from 9 different teams. Most of the
teams used the same system for both tasks, since they were indeed quite similar,
the only difference being domain-specific lexical resources related to one of the
two illnesses. In what follows, we will go over some of the strategies used by the
teams that submitted a system for Task 2, detection of anorexia. We first give an
overview of the main categories of approaches and then we focus more closely on
the best performing teams.

The teams used a variety of approaches to solve the tasks. Roughly, the solutions
can be divided into traditional machine learning approaches and other approaches
based on different types of document and feature representations, but many
teams used a combination of both. Some researchers also came up with innovative
solutions to deal with the temporal aspect of the task.

A common theme was to focus on the difference in performance between
manually engineered (meta-)linguistic features and automatic text vectorization
methods. For example, contributions of Trotzek et al. (2018) and Ramiandrisoa
et al. (2018) both dealt with this research question. Since they are one of the top
performing teams, we will go into more details of Trotzek et al. (2018) below.
The other team used a combination of over 50 linguistic features for two of their
models, and doc2vec (Le and Mikolov, 2014), which is a neural text vectorization
method, for the other three. When they submitted their 5 runs, they used the
feature-based models alone or in combination with the text vectorization models,
but they report that they did not submit any doc2vec model alone because of the
poor performance shown in their development experiments.

Probably the most specific challenge of this task was building a model which
could take the temporal progression into account. One of the teams that obtained
the best scores, Funez et al. (2018), built a time-aware system which is illustrated

1http://early.irlab.org/2017/index.html
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further below. Among the other teams, Ragheb et al. (2018) use an approach
that bears some resemblance to our system (see Chapter 4). They stacked two
classifiers, the first one which predicted what they call the “mood” of the texts
(positive or negative), and the second which was in charge of making a decision
given this prediction. The main difference is that they were operating with a chunk
based system, so they had to build models of different sizes to be able to make
a prediction without having seen all the chunks, whereas our second classifier
operates on a text-by-text basis. Furthermore, their first models uses Bayesian
inversion on the text vectorization models, whereas we used a feed-forward neural
network with LSTMs.

Other notable approaches were to look specifically at sentences which referred
to the user in the first person (Ortega-Mendoza et al., 2018), or to build different
classifiers that specialized in accurately predicting positive cases and negative
cases (Cacheda et al., 2018). If one of the two models’ output rose above a
predetermined threshold of confidence, that decision was emitted; if none of
the models or both of them were above the threshold, the decision was delayed.
Another team used latent topics to help in classification and focused on topic
extraction algorithms (Maupomé and Meurs, 2018).

Now we turn to a more in-depth description of the most effective approaches.
Trotzek et al. (2018) submitted five models to Task 2, and they obtained the
best score in three out of five evaluation measures. Models three and four were
regular machine learning models, whereas models one, two and five were ensemble
models that combined different types of classifiers to make predictions. This team
used some hand-crafted metadata features for their first model, for example the
number of personal pronouns, the occurrence of some phrases like “my therapist”,
and the presence of words that mark cognitive processes.

Their first and second models consisted of an ensemble of logistic regression
classifiers, three of them based on bags of words with different term weightings
and the fourth, present only in their first model, based on the metadata features.
The predictions of the classifiers were averaged and if the result was higher than
0.4 the user was classified as at risk. These models did not obtain any high scores,
contrary to other models submitted by this team.

Their third and fourth models were convolutional neural networks (CNN)
with two different types of word embeddings: GloVe and FastText. The GloVe
embeddings were 50-dimensional, pre-trained on Wikipedia and news texts,
whereas the FastText embeddings were 300-dimensional, and trained on social
media texts expressly for this task. The architecture of the CNN was the same for
both models, with one convolutional layer and 100 filters. The threshold to emit a
decision of risk was set to 0.4 for model 3 and 0.7 for model 4. Unsurprisingly, the
model with larger embedding size and specifically trained vectors performed best,
reporting the highest recall (0.88) and the lowest ERDE50 (5.96%) in the 2018
edition of eRisk. ERDE stands for Early Risk Detection Error and is an evaluation
metric created to track the performance of early risk detection systems. It takes
into account how many texts a system processes before emitting a decision, and
penalizes false negatives more than false positives. Since ERDE can be a seen as a
global penalty over all users in the test set, the better systems obtain the lowest
scores (for a detailed definition of the evaluation metric ERDE, see Section 3.3).
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The fifth model presented by Trotzek et al. (2018) was an ensemble of the
two CNN models and their first model, the bag of words model with metadata
features. This model obtained the highest F1 in the shared task, namely 0.85, and
came close to the best scores even for the two ERDE measures.

Another team that submitted high-scoring systems to the shared task in 2018
was Funez et al. (2018). They did not approach the tasks as a pure machine
learning problem, instead they proposed two techniques based on document
representation and sequential acquisition of data. They maintain that regular
machine learning approaches to classification tasks are not suited to handle the
temporal dimension of early risk detection. They propose two methods to deal
with what they call the “incremental classification of sequential data”: Flexible
Temporal Variation of Terms (FTVT) and Sequential Incremental Classification
(SIC).

Flexible Temporal Variation of Terms expands on a previous technique called
just Temporal Variation of Terms proposed by the same authors (Errecalde et al.,
2017). This is in turn based on Concise Semantic Analysis (Li et al., 2011), which
is a semantic representation method that maps documents to a concept space.
The authors incorporate the temporal aspect by enriching the minority class
documents at each time step with partial documents seen at previous time steps,
and adding the chunk information to the concept space.

Sequential Incremental Classification is a learning technique where a dictionary
of words and their frequency is built for each category at training stage. At the
classification stage, each word is assigned a number between 0 and 1 which
represents the confidence that the word exclusively belongs to one or the other
category. All the confidence vectors are summed over the history of a user’s
writings, and when the evidence for positive risk surpasses the evidence for
negative risk, an at risk decision is emitted.

Both techniques described above led to good results in the shared task. One of
the models using FTVT and logistic regression obtained the lowest ERDE5 score
of 11.40%, whereas one of the models based on SIC got the best precision score
(0.91).

2.3. Word embeddings

2.3.1. Overview

Word embeddings, also called word vectors or word spaces, are a family of meth-
ods to represent written text in numeric form. Word vectors make texts more
accessible to computers, and this transformation is the first step for many natural
language processing procedures. As a more formal definition, we can adopt the
formulation by Almeida and Xexéo (2019), which is based on the major points
emerging from the literature:

Word embeddings are dense, distributed, fixed-length word vectors,
built using word co-occurrence statistics as per the distributional
hypothesis.

The simplest method that one can think of to convert words into numbers is
called one-hot encoding. Each word is assigned an index and the corresponding
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vector will have 1 at the position of the word index and 0 everywhere else. This
very basic vectorization method has two major shortcomings: first, each vector
will necessarily be as long as the number of words in the corpus (our vocabulary),
and will be very sparse, with thousands of zeros and only one position that carries
actual information. Second, since indexes are assigned to words arbitrarily – for
example, in order of occurrence – the resulting embeddings do not carry any
information about the relationships between words in sentences and larger texts.

This is where the distributional hypothesis comes in. Basically, this hypothesis
maintains that words that appear in similar contexts have similar meanings. If we
track all the possible ways in which a word can be used in our training corpus,
we will have a blueprint that allows us to recognize that word and understand it
when we see it in new data.

The earliest proposals about how to obtain word vectors under the distributional
hypothesis come from the field of Information Retrieval. Salton et al. (1975)
proposed a vector space model that represents documents as vectors, where each
element of the vector represents in turn a word occurring in that document. In this
way, we obtain a term-document matrix, where usually the rows denote words
and the columns represent documents. An advance in this direction came with
latent semantic analysis (LSA). This is a technique introduced by Deerwester et al.
(1990) where a dimensionality reduction technique is applied to a term-document
matrix to obtain vectors of a more manageable length.

The methods presented so far all belong to the family of count-based methods,
i.e. models where global information about the distribution of words is leveraged
to obtain word vectors. Although this class of methods includes notable members
such as GloVe (see section 2.3.3 below), recently the research community has
focused more on another family of algorithms, called prediction-based methods.

In this type of methods, word embeddings emerge as a by-product of training a
language model, or some other type of natural language understanding system.
A language model is basically a probabilistic model of the distribution of words
in a language. The best known prediction-based method is probably word2vec,
proposed by Mikolov et al. (2013). It comes in two different variants, according to
whether it is trained using the continuous bag of words (CBOW) or the skip-gram
algorithm. In CBOW, the objective of the training is to teach the model to predict
a word given its context, whereas in Skip-Gram it is the opposite, namely to
predict the context given a word. word2vec has proven to be quite effective in a
variety of NLP tasks and is often used to initialize machine learning models.

Training a language model is an unsupervised learning task which even shallow
neural networks can perform really well, although until a decade ago it was a
rather inefficient and lengthy procedure, which limited the amount of data that
could be used. Advances in computer hardware and in the mathematical tools
have recently made it possible to train language models on huge amounts of
data, so as to leverage the real power of unsupervised learning and transfer it
to downstream NLP tasks. The newest trend is to pre-train really large models
on enormous amounts of data using representations from deep neural networks.
ELMo (Peters et al., 2018) and BERT (Devlin et al., 2019) are examples of such
new direction in research.

In what follows, we look into the details of the word embedding methods used
in this thesis. They were devised as incremental improvements on some previously
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existing methods, to address different problems that presented themselves along
the way. Some methods are optimized for semantic analysis and word space
transformations, while others are more geared towards deep learning with neural
networks, following the development of the field.

2.3.2. Random indexing

Random indexing was proposed as an alternative to the popular dimensionality
reduction technique called latent semantic analysis (LSA) (Deerwester et al.,
1990). In LSA, the first step is to construct the large co-occurrence matrix for the
words and documents in the corpus, and then a matrix factorization technique
called singular value decomposition is applied to obtain lower-dimensionality
vectors. This means that the memory and computation bottleneck of calculating
the co-occurrence matrix cannot be avoided; moreover, it is impossible to add
new data without starting afresh. Random indexing was proposed as a technique
to build the word representations incrementally, and avoid the above mentioned
limitations of LSA.

The main methodology behind random indexing is neatly explained in Sahlgren
(2005). This technique builds on the work by Kanerva et al. (2000). Random
indexing can be considered a two-step operation:

• Each word is assigned an index vector. This vector’s dimensionality can vary,
but it is usually in the thousands (1000 or 2000 for most applications). It is
randomly generated with a few sparse 1’s and −1’s, and all other elements
are 0.

• A context window is defined, and for all the documents in the corpus, the
index vectors of the words that appear in the window around a target word
are added to the context vector of that word.

The result of these steps are relatively low-dimensional vectors that can be incre-
mentally updated as new data becomes available. It is also possible to construct
other types of vectors through random indexing, for example taking into account
not only the words in the context window, but all the words occurring in the same
document. These vectors are called association vectors, because they provide a
sense of which words tend to be associated, i.e. occur together in a document.

One important feature of the random indexing vectors used in this work is
the distinction between left and right context. Before being added to the target
word context vector, the index vector of a co-occurring word is shifted in two
different ways according to whether it occurs in the right or left context. This
means that the resulting context vector preserves some information about the
relative position of words, not just their co-occurrence.

More formally, Equation 2.1 illustrates a vector update using the random
indexing technique, as described in Sahlgren et al. (2016).

®v(a) = ®v(ai ) +
c∑

j=−c , j,0

w(x i+j )π j ®r (x i+j ) (2.1)

Every time a word a is encountered, its context vector ®v(a) is updated. ®v(ai ) is
the context vector of the word a before the ith occurrence of that word. x i+j
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represents each word that appears in the context window around a at its ith

occurrence and ®r (x i+j ) represents the random indexing vectors of each of the
words in the context window. c is the size of the context window to the left and
to the right of the target word. w is a weighting function that determines how
much weight is assigned to the different words (the default is 1). This weighting
can be useful to treat stop words or punctuation differently from lexical words.
π j is a permutation that rotates the random index vectors in order to preserve
information about word order, i.e. it makes a difference in the context vector
whether a word is encountered before or after the target word.

2.3.3. GloVe

Global vectors (or GloVe for short) are a very popular type of word vectors
used in a variety of NLP tasks. They were proposed by Pennington et al. (2014)
as an improvement over the previously published word2vec system (Mikolov
et al., 2013), although for many applications the two types of vectors are often
considered equally beneficial.

The starting point to obtain GloVe vectors is building a co-occurrence matrix.
Then, from the co-occurrence matrix it is possible to calculate the ratio between
the occurrence of two words in a context. The following example, presented in
the original paper, explains this concept quite clearly: if we look at the words
“steam” and “ice”, they have in common that they are both states of water, but
they have different characteristics. So we expect them to occur more or less the
same amount of times around the word “water”, whereas “steam” will occur more
often together with “gas”, and “ice” will occur together with “solid”.

Figure 2.1.: Pennington et al. (2014) use this explanatory table to show the behavior of
co-occurrence ratio.

Figure 2.1 shows that the co-occurrence ration of “steam” and “ice” with “water”
is close to 1, because both words are equally correlated with “water”. The same
goes for their co-occurrence with a completely unrelated word like “fashion”:
there is no reason why “steam” should occur together with “fashion” more often
than “ice”, or vice-versa. However, if we look at the co-occurrence ratio of “ice”
with “solid” and “steam” with “gas”, we find that there is a difference of several
orders of magnitude. As the authors put it, “Only in the ratio does noise from
non-discriminative words like “water” and “fashion” cancel out” (p. 1534).

This unique property is the reason why the authors propose to train the vectors
so that for two words, the dot product of their vectors equals the logarithm of
their probability of co-occurrence (corrected by some bias factor). Equation 2.2
shows the fundamental principle behind GloVe. wi is an embedding of the context
word i, w̃k is an embedding of the target word k, bi and b̃k are bias terms, and Xik
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is the number of times the two words co-occurred (the corresponding cell in the
co-occurrence matrix).

wiw̃k + bi + b̃k = log(Xik) (2.2)

The authors further propose a weighting scheme to give frequent co-occurrences
higher informative value than rare co-occurrences, which could be just noise.
At the same time, really common co-occurrences are probably the results of
grammatically constrained constructions like “there was”, and it is not desirable
that they should be given too much importance. The parameters in the weighting
function, which is shown in Equation 2.3, were found through experimentation
so the authors offer no theoretical explanation for the choice of those specific
values.

weiдht(x) =min(1, (x/100)
3
4 ) (2.3)

2.3.4. ELMo

All word embedding methods presented so far have in common that they produce
static word vectors that are completely independent of word senses. They are
trained on large amounts on unlabeled linguistic data, and the result is a collec-
tion of vectors that represent each word type, comparable to a sort of look-up
dictionary, where other systems downstream can find the representations for the
data that they need to process.

Context-independent word embeddings already work quite well, but part of
the information is lost, because words can have different senses, i.e. they can
mean different things in different contexts. For example, the word “light” can
be a noun referring to a physical phenomenon, as in the the phrase “the speed
of light”, or it can be an adjective meaning the opposite of “heavy”. Many NLP
applications could benefit from being able to preserve this information in word
representations.

There have been various attempts to generate context-dependent word repre-
sentations (for example, Melamud et al. (2016) and McCann et al. (2017)) and
to capture different word senses in other ways (Neelakantan et al., 2014). ELMo
(Embeddings from Language Models) proposed by Peters et al. (2018) is one such
attempt. It is different from traditional word embeddings in several ways and
shows promising results in a variety of downstream applications. The following
section explains how ELMo embeddings work and why the authors chose to call
them deep contextualized word representations.

First off, ELMo representations are contextualized. This means that the vectors
are not precomputed, but they are generated ad hoc for the data that is going to
be processed in a specific task. The language model that is used to get the word
embeddings is trained on a corpus with 30 million sentences, and the system uses
two layers of biLSTMs. This pre-trained model is then run on the data for the
task at hand to get specific, contextualized word representations. Contrary to
traditional word embeddings, which generate vectors for each word type, ELMo
generates a vector for each word token. This means that all the occurrences of the
word “light” that are nouns and refer to the natural phenomenon will be closer
together in the vector space than the occurrences of “light” that mean “not heavy”.
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Secondly, ELMo representations are deep. Instead of only taking the representa-
tions in the top layer of the biLSTMs in the bidirectional language model (biLM),
ELMo vectors are a linear combination of both biLSTMs layers and the input layer
of the biLM. Peters et al. (2018) report that the top layer of the biLSTMs has been
shown to encode more word sense information (Melamud et al., 2016), whereas
the deeper layers contain more syntactic information (Hashimoto et al., 2017).
Keeping all three layers in the final representation allows for more information to
be preserved. These layers can either be averaged, or task-specific weights for a
weighted average can be computed during training of the downstream system.

Finally, the biLM that ELMo is based on is fully character-based, and the authors
use character convolutions to incorporate subword information. This means that
there is no risk of out-of-vocabulary words for which ELMo representations
cannot be computed.

Equation 2.4 shows how Peters et al. (2018) calculate the ELMo representation
for each word.

ELMotaskk = γ task
L∑
j=0

staskj hLM
k , j (2.4)

Here hLM
k , j is the jth layer of the biLM for the kth word of the sentence. staskj are the

task specific weights used to combine the three layers, and γ task is an additional
task-specific parameter that allows to scale the entire vector and improve the
optimization process. Contrary to the original ELMo system, we did not add
γ task and staskj to our model, because we were more interested in the effect of
contextualized word embeddings than in the benefits of the fine-tuning process.
We averaged the three layers that ELMo returns for each word and used that as
the word vector.
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3. The shared task

3.1. eRisk 2019

In order to participate in the eRisk 2019 laboratory, the teams had to build a
system for early risk prediction. Each team had at their disposal up to 5 runs,
which they could use to test different variations of their system or different
techniques altogether.

This year there was a fundamental difference in the presentation of the data
compared to the previous two editions. In 2017 and 2018 the test data was
presented in 10 chunks with 10% of the writings for each user, and the teams
received one chunk per week for 10 weeks. In 2019, on the other hand, the test
data was presented in rounds with one document per user. The teams had to send
back a decision for each user and each run before they could retrieve the following
round of texts. This means that some of the approaches used in previous years
that relied on the presence of chunks were no longer applicable.

Switching from chunks to single texts also had repercussions on the scores in
the ERDE metrics. As defined in section 3.3, ERDE assigns a penalty to the true
positives according to the number of texts that the system needs to process before
emitting the at risk decision. Since the texts are presented in chunks, it means
that even if the system emits the correct decision after the first chunk, the lowest
score that it can obtain is limited by the number of texts that were in that chunk
for a user. For example, if the person has written 250 posts in total, each of the 10
chunks will contain 25 texts, and the lower limit for ERDE would be k = 25. With
the new round based system, the lower limit for k is 0. It is therefore possible to
obtain lower ERDE scores if the system is really quick at emitting its decisions.

There were two other important differences in this year’s edition of the shared
task compared to the previous years. The first concerns the decision labels. In
eRisk 2018, the systems needed to choose among three labels for each user after
each chunk: 0 meant that they were not ready to make a decision, and they
wanted to see more data; 1 meant that the user was at risk of eating disorders;
2 meant that the user was considered not at risk. Whenever the system emitted
a decision (labels 1 or 2), that was regarded as final, and it was not possible to
change it even if the system kept processing more texts. This year, on the contrary,
there were only two labels, namely 0 for no risk and 1 for at risk user. Only
label 1 was considered final, whereas label 0 could be changed to 1 at any time.
This means that the teams did not need to implement a conscious strategy for
withholding the decision, they could just emit a label 0 until there was enough
evidence for a label 1.

The other difference was the introduction of a new requirement. The organizers
mention that they want to “explore ranking-based measures to evaluate the
performance of the systems”, and therefore, they ask participants to “provide an
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estimated score of the level of anorexia/self-harm”1. This estimation had to be
given in addition to the binary label for each round, so the main purpose remained
to perform a binary classification task.

Since there were no further specifications on how to obtain these estimated
scores in the description of the task, and the training data was not labeled for
degree of illness, the teams were free to come up with their own estimation
methods. The intent of the organizers was to explore the possibility of introducing
ranking-based evaluation metrics.

3.2. Data set

Table 3.1 shows some relevant statistics on the training and test sets for the shared
task T1 at eRisk 2019.

Training set Test set
Total users 473 815
At risk users 61 (12.9%) 73 (9.0%)
Total documents 253,220 570,143
Documents (label 1) 24,829 (9.8%) 17,610 (3.1%)
Avg. document length 30.7 29.7
Avg. doc. length (label 0) 27.8 28.7
Avg. doc. length (label 1) 57.1 60.3
Avg. docs. per user 536.5 699.6
Avg. docs. per user (label 0) 555.7 744.7
Avg. docs. per user (label 1) 407 241.2
Range docs per users 9-1999 10-2000

Table 3.1.: Some statistics for the training and test set that the organizers of the shared task
provided for participating teams. The numbers in brackets are percentages of the
total, where relevant.

The data set used in this thesis was collected and annotated by the organizers
of the shared task. They crawled the social media platform Reddit, where dis-
cussions take place in sub-forums divided by topic, and it is therefore relatively
straightforward to collect texts on a specific theme. The texts were written during
a period of time of a number of years. They labeled as positive all those users that
explicitly mention having a diagnosis of anorexia. The data was provided in XML
files, where for each message there were user, date, title and text fields.

3.3. Evaluation metrics

The most challenging part of early risk detection tasks is probably the temporal
aspect. Usually, the results of a classification task are expressed in terms of accuracy,
or maybe F measure, which is a synthesis of precision and recall. In this kind of
task, though, these evaluation metrics are not enough: the systems must be scored
also according to how quickly they can arrive at the correct decision.

1http://early.irlab.org/server.html
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3.3.1. ERDE

The organizers of eRisk have proposed a novel evaluation metric called Early Risk
Detection Error (ERDE), which takes into account both the correctness of the
decision and the number of texts needed to emit that decision. Moreover, ERDE
treats different kinds of errors in different ways: it is considered worse to miss a
true positive than to mistakenly classify a true negative as positive. This follows
the rationale that in a real-life application of these systems it would be much
more dangerous to miss a positive at risk case than to offer help to someone who
is feeling fine.

In Losada et al. (2018), ERDE for a decision d after having processed k texts is
defined as in Figure 3.1. The parameter o controls the point where the penalty
quickly increases to 1. Changing the value of o, it is possible to determine how
quickly a system identifies the at-risk cases. cfp is set as the relative frequency of
the positive class. There needs to be some penalty for false positives, otherwise
systems could get a perfect score by classifying everything as no risk. cfn is set to 1,
which is the highest possible penalty for this measure.

Figure 3.1.: The definition of the ERDE measure.

The penalty for a delayed decision comes into play when considering true
positives. ctp is set to 1, which means that late decisions are considered as harmful
as wrong decisions. The factor lco(k) is a monotonically increasing function of k,
as shown in Equation 3.1.

lco(k) = 1 −
1

1 + ek−o
(3.1)

3.3.2. Precision, recall and F measure

Especially when the value of o is low, e.g. 5, the ERDE measure is quite unstable.
The system can only look at 5 texts before the penalty score shoots up, and if
those 5 texts happen not to be very informative, it is extremely difficult to make a
risk decision. Because of this fundamental instability, the organizers of eRisk have
also used F measure, precision and recall to rank the performance of participating
teams. This is measured not on the prediction of category labels for texts, as in
regular classification tasks, but on the prediction of labels for users.

Specifically, precision and recall (and consequently F measure) are measured
on the positive cases only. A high precision means that the system is usually right
when it identifies a user as at risk, but it might be missing some positive cases;
a high recall means that the system is good at identifying most of the positive
cases, but it might be labelling some of the negative cases as positive as well. The
F measure gives a synthesis of the two, calculated as harmonic mean of precision
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and recall. If the system has a high F score, it usually means that it has both good
precision and good recall, so this measure is often used to evaluate the overall
performance of a classifier.

For the kind of task at hand, it is reasonable to assume that recall would be
more important than precision in a real-life application. Namely, it would be
crucial to be able to identify as many at-risk cases as possible, whereas false alarms
would not put anyone’s life on the line. Of course, it is still desirable to obtain
high precision, in order to be able to focus on the people that actually need help
and avoid wasting resources on healthy individuals.

3.3.3. Latency, speed and F-latency

For eRisk 2019, the organizers introduced three new metrics to evaluate the
performance of the systems. They are meant to complement ERDE, precision
and recall, and to compensate for their shortcomings.

The first new measure that they propose is the latency for true positives. This is
just the median number of texts that the system processed before identifying the
true positives that it did find.

The speed and Flatency measures were originally proposed by Sadeque et al.
(2018) and adopted for the first time in this edition of the shared task. The idea is
to find an evaluation metric that combines the informativeness of the F measure
with the task-specific quantification of delay. This is achieved by multiplying the
F measure by a penalty score calculated from the median delay.

Equation 3.2 shows how the penalty for each true positive decision is obtained.
k is the number of writings seen so far, and p is a parameter that controls how
quickly the penalty increases.

penalty(k) = −1 +
2

1 + exp−p(k−1)
(3.2)

The speed metric is calculated as 1 minus the median penalty for all the true
positives identified by the system. A fast system that always detects its true
positives after only one writing will get a speed score of 1.

Finally, the Flatency is calculated as the F measure multiplied by the speed. If a
system has speed of 1, its F score and Flatency will be the same.

3.3.4. Ranking-based metrics

As mentioned above, this year the organizers asked the participants to provide
a score quantifying the risk level of the user together with the system’s decision.
Using these scores, they constructed a ranking of the users by decreasing risk level
at each round in the test phase, for each of the participating systems. They used
two metrics from the Information Retrieval tradition to evaluate these rankings,
namely P@K and nDCG@K.

P@k stands for precision at rank k, where k here was set to 10. This metric
measures how many of the items ranked from 1 to k are relevant for a given query.
In this case, it measures how many of the users in the first 10 positions of the
ranking are actually high-risk users.
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nDCG@k stands for normalized Discounted Cumulative Gain at rank k. In the
shared task this score was measured at ranks 10 and 100. The gist of this metric is
that a highly relevant result that ends up at the bottom of the ranking should be
penalized even if the system actually retrieved it. Equation 3.3 shows the formula
to obtain DCG at rank k.

DCGk =

k∑
i=1

reli
log2(i + 1)

(3.3)

In this case the relevance is binary, i.e. reli ∈ {0, 1}. In order to normalize the
DCG score, it is sufficient to divide it by the ideal DCG, which is the DCG of a
system that performs a perfect ranking.
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4. Methodology

In this chapter we present the system that we built to participate in eRisk 2019.
We submitted 5 runs to the official test phase, which are illustrated in more detail
in section 4.3. We also carried out some additional experiments which we did not
submit to the shared task (section 4.4).

In order to perform the early risk prediction task, there were several specific
challenges to be overcome. The most obvious was the temporal element, since text
classification is usually completely unaware of time. To deal with this challenge,
we constructed a system with two learning steps, one to classify the texts and one
to learn how to emit time-aware decisions.

Then there is the fact that the positive class is by far the minority class, but it
cannot be given too much weight because of the many mislabeled texts in this
class as a consequence of label transfer from users to texts (see below). We tried to
deal with this problem by training the text classifier without class weights, so that
it could ignore the mislabelled texts more easily, and adding class weights only in
the loss of the user classifier, where the system could have a more comprehensive
view of a user’s history.

Another challenge consisted in the fact that some people might be talking about
illness without being sick themselves. We did not implement a specific solution
for this kind of pitfall, but we hypothesized that the neural model could learn to
identify non-lexical clues in the writing style of healthy and at-risk users. Still, it is
more likely that these kind of clues would allow the model to make early positive
decisions in the absence of lexical clues, rather than allowing it to make negative
decisions (at any time) in the presence of lexical clues.

This leads us to the last big challenge of this early prediction task. The set-up of
the task implies that false negatives are penalized more than false positives, and in
order to obtain better ERDE scores the system has to decide on the positive cases
as quickly as possible. These positive decisions have to be quick, accurate, and
cannot be changed. This yields systems that by design have very good recall and
poor precision. We tried to deal with this problem by increasing the threshold for
positive decisions, thus making the system more conservative, but this of course
leads to somewhat lower ERDE scores. We made the practical assumption that a
good balance between precision and recall would more useful in a real-life setting
than near-perfect scores on the early prediction metrics.

4.1. System design

We approached this problem as a text classification problem with an added
temporal dimension. For this reason, we built a system that consists of two
main components, each designed to handle one part of the task. This is an
operational simplification of the actual research question, which instead deals
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with the objective of classifying users, not texts, according to the criterion of
mental health risk.

Such an objective is reflected in the structure of the data set provided by the
organizers, where the labels 0 and 1 refer to the writer’s state of health, not to
the contents of single texts. We transferred the labels from writers to the texts
that they have posted online, which means that we introduce a degree of noise in
the data. People diagnosed with an eating disorder do not always talk about their
mental health issues, and perfectly healthy people might talk about some friend
or relative that they worry about. Nonetheless, we hypothesize that an altered
mental health state is reflected in a person’s writing style to a sufficient extent
for a neural network to pick up subtle cues even when the topic is not explicitly
about the illness itself (see section 2.1).

The first component of our system consists of a Recurrent Neural Network
(RNN) with Long Short-Term Memory cells (LSTMs). RNNs are neural archi-
tectures where the output of the hidden layer at each time step is also used as
input for the hidden layer at the next time step. This type of neural network is
particularly suitable for tasks that involve processing of sequences, for example
sentences in natural language. LSTM cells (Hochreiter and Schmidhuber, 1997)
were introduced because regular RNN cells tended to forget important informa-
tion the further away you got from the source. LSTMs have a more sophisticated
mechanism to determine which bits of information can be forgotten and which
are important for the task at hand and should be retained even far away from the
source.

This recurrent neural network takes care of the text classification task: it outputs
the probability that each text belongs to the 1 (risk) class. The output of this
classifier is passed on as input to the second classifier.

The second component of our system is constructed to handle the temporal
dimension of the problem. The texts for each user in both the training and the
development set are ordered by date, so as to replicate the actual testing conditions
and also the real-life situation underlying this task. The first classifier (which at this
point has already been trained), is used to assign a probability value of belonging
to class 1 to each text. Using this array of predictions in chronological order, we
create feature vectors to train the second classifier, which predicts the class of the
users given the scores of their texts. Each array contains the following features:

• The number of texts seen up to that point, min-max scaled to match the
order of magnitude of the other features

• The average score of the texts seen up to that point

• The standard deviation of the scores seen up to that point

• The average score of the top 20% texts with the highest scores

• The difference between the average of the top 20% and the bottom 20% of
texts.

We experimented with two architectures for the second classifier: logistic regres-
sion and multi-layer perceptron. Logistic regression is a linear classifier that uses a
logistic function to model the probability that an instance belongs to the default
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class in a binary classification problem. A multi-layer perceptron, on the other
hand, is a deep feed-forward neural network, and therefore a non-linear classifier.
We tested their performance by combining both types of classifier with identical
models for the text classification step.

4.2. Experimental settings

The following experimental settings were obtained by running tuning experiments
on the development set. We varied different hyperparameters like embedding
size, hidden layer size, number of layers, vocabulary size, etc., to find the best
combination, also taking practical issues such as training time into account. One
important factor to keep in mind is that we wanted to compare word embedding
methods, so it was desirable to have the same (or very similar) settings for all
models. During our development phase we found that often a hyperparameter
setting that worked well for one model was not ideal for another model, and
compromises had to be made.

As development set we used a subset of the training data, which was set
aside before training. The results reported in Section 5.1 were obtained on a
development set containing a randomly selected 20% of the total users. Out of 94
users in the development set, 12 were positive at-risk cases. It must be pointed
out that this is a very small number compared to the actual test set which contains
over 800 users, and this contributes to the differences between the development
results and the results on the official test set reported in Section 5.2.

We also experimented on a number of different data splits to determine an
average performance of the models, since the number of positive users in the
development set can affect the F1 measure rather heavily.

For the implementation we used Sci-kit learn (Pedregosa et al., 2011) and
Keras (Chollet et al., 2015), two popular Python packages that support traditional
machine learning algorithms as well as deep learning architectures.

We only took into consideration those messages where at least one out of the
text and title fields was not blank. Similarly, at test time we did not process blank
documents, instead we repeated the prediction from the previous round if we
encountered an empty document. If any empty documents appeared in the first
round, we emitted a decision of 0, following the rationale that in absence of
evidence we should assume that the user belongs to the majority class.

We pre-processed the documents in the same way for all our runs. We used the
stop-word list provided with the package Natural Language Toolkit (Bird et al.,
2009), but we did not remove any pronouns, as they have been found to be more
prominent in the writing style of mental health patients (see Section 2.1). We
replaced URLs and long numbers with ad hoc tokens and the Keras tokenizer
filters out punctuation, symbols and all types of blank space characters.

Our neural architecture for the LSTM models consists of an embedding layer,
two hidden layers of size 100 and a fully connected layer with one neuron and
sigmoid activation (as illustrated in Figure 4.2). The embedding layer differs
according to which type of representations we use for each model, whereas the
rest of the models is equivalent for all of our neural models. The output layer with
a sigmoid activation function makes sure that the network assigns a probability
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to each text instead of a class label. We limit the sequence length to 100 words
and the vocabulary to 10,000 words in order to make the training process more
efficient.

The first classifier is trained on the training set with a validation split of 0.2
using model checkpoints to save the models at each epoch, and early stopping
based on validation loss (see for example Caruana et al. (2001)). Two dropout
layers are added after the hidden LSTM layers with a probability of 0.5. Both
early stopping and dropout are intended to avoid overfitting, given that the noise
in the data makes the model more prone to this type of error.

Figure 4.1.: The diagram illustrates the structure of the neural network used as text classifier.

Regarding the second classifier, we experimented with different settings for
logistic regression and the multi-layer perceptron. For LR, we determined that the
best optimizer was the SAGA optimizer (Defazio et al., 2014). We used balanced
class weight to give the minority class (the positive cases) more importance during
training. Concerning the MLP, we determined empirically that for our problem
an architecture with two hidden layers of size 10 and 2 yielded good results.

The classifier was trained on feature vectors obtained from the whole training set
and tested on the development set. The output of this classifier was the probability
of belonging to the 0 or 1 class. Since we needed to focus on early prediction of
positive cases and on recall, precision in our system tended to suffer. In order to
improve precision as much as possible, we experimented with different cut-off
points for the probability scores to try to reduce the number of false positives
as much as possible. We ended up using a high cut-off probability of 0.9 for a
positive decision, because we found that this did not affect our recall score too
badly, and it did help improve precision.

We collected all the verdicts at different time steps in a dictionary to calculate
ERDE5 and ERDE50, whereas precision, recall and F1 were calculated on the
final prediction for each user.

Once the development phase was concluded, we retrained the chosen models
using all the data at our disposal, i.e. without setting aside a number of users for
development. We still maintained the validation split to train the neural network,
as different amounts of data lead to a different overfitting pattern. All the models
and the tokenizer were saved so as to be used for prediction during the official
test phase.
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4.2.1. Word embeddings as input

For the baseline models that do not use any pre-trained embeddings, we had to
create an embedding index using the Keras embedding layer. First a tokenizer is
used to obtain a list of all the words present in the training set. Only the top most
common 10,000 words are considered for the classification task. Then we use the
numerical index of the tokenizer object to convert each document into a sequence
of numbers that uniquely identify the words in the document. These sequences
are passed to the embedding layer, that creates a look-up table from numerical
word indexes to word embeddings. The embeddings are randomly initialized and
trained together with the rest of the model parameters.

For GloVe, we chose publicly available vectors trained on Twitter data, since
we are also dealing with social media texts. The pre-trained embeddings file
contains 1.2 million words (uncased), trained on 2 billion tweets. We used the
numerical index in the Keras tokenizer again as an index for the embedding
matrix, but in this case we initialized the vectors with the values read from the
GloVe file. For words that could not be found in the GloVe file, we sampled from
a normal distribution where the mean and standard deviation were obtained from
all available vectors.

The random indexing vectors had size 2000, and were used in the same way
as the GloVe embeddings, except that the large embedding size did not allow
us to calculate the mean and standard deviation on the machine we used for
development, so we initialized unknown words with vectors of 0. Since in random
indexing the random index vectors are summed every time that a word appears
in a context, the values can vary greatly, in the order of tens of thousand units.
Therefore we normalized the embeddings to make them all sum to 1.

For ELMo vectors we followed a different procedure than for the other two
types of embeddings. We used the AllenNLP python package (Gardner et al.,
2017) to generate the embeddings from the command line and stored them in a
file. We ran the elmo command with the appropriate flag to obtain the average of
the three layers in biLSTM, so as to save one 1024-dimensional vector for each
word.

Given that ELMo works on the sentence level, we used NLTK to perform
sentence tokenization before running the ELMo model on our documents. Then
we concatenated the vectors for each sentence until a maximum of 100 words.
Since these embeddings are contextualized, we did not remove stop words or
uncase the data, on the rationale that it is better to leave as much information as
possible to be used as context for each word. After obtaining the embeddings, we
fed them to the same sequential LSTM model that we used for the other runs.

4.3. Runs

As mentioned above, we submitted 5 runs to the shared task, which was the
maximum number allowed for each team. Table 4.1 shows the combinations of
models for the different runs.

The baseline model consists of randomly initialized word embeddings obtained
from the Keras embedding layer. We chose an embedding size of 100 because it
resulted in faster training and there did not seem to be any advantage of larger
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embedding size during our development experiments. We tested this model with
both a logistic regression classifier and a multi-layer perceptron.

Run ID
First classifier

word embeddings
Second classifier

0
Random
initialization

Logistic
Regression

1
Random
initialization

Multi-layer
Perceptron

2 GloVe
Logistic
Regression

3 GloVe
Multi-layer
Perceptron

4
Random
indexing

Multi-layer
Perceptron

Table 4.1.: Summary of the models used in the 5 runs submitted to the eRisk 2019 shared
task.

Runs 2 and 3 were initialized with pre-trained GloVe embeddings provided by
Stanford NLP.1 In this case we noticed a benefit of larger embedding size, so we
used 200-dimensional vectors. Through development experiments we determined
that freezing the weights of the embedding layer resulted in better scores, so
we used this setting for both our GloVe models. As for the baseline model, we
combined our GloVe model with both logistic regression and the multi-layer
perceptron.

Finally, our last model was initialized with random indexing context vectors
downloaded from a database at the company Gavagai in Stockholm.2 In this
case as well we found that freezing the weights of the embedding layer was
more beneficial. Since we only had one run left at this point, we decided to
test this model only with a multi-layer perceptron in the shared task, since
the neural model is generally considered to be more powerful than a logistic
regression classifier, and we had obtained slightly better results in the development
experiments.

4.4. Other models

We set out with the main objective to participate in the eRisk 2019 shared task,
but since the organizers published the test data after the official test phase, we
were able to conduct experiments with other models that were not submitted to
the shared task. We focused specifically on using ELMo embeddings to train the
first classifier, to determine what impact contextualized embeddings would have
on the performance of the system.

Since contextualized embeddings have proven to be able to improve perfor-
mance in many NLP tasks, including sentiment classification (see for example

1https://nlp.stanford.edu/projects/glove/
2https://www.gavagai.se/
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Krishna et al. (2018)), we hypothesized that they could be beneficial also for the
task at hand.

We did not submit this model to the shared task because obtaining ELMo
embeddings is a computationally expensive process even using a pre-trained
model. The shared task setup required all the models to submit their decisions
in parallel, so including one slow model would inevitably slow down all runs.
We estimate that the ELMo model is 4-5 times slower than the other models in
processing the texts.
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5. Results and discussion

In this chapter we present our results and error analysis on both the development
set and the test set, as well as our results in the official shared task of eRisk 2019
T1.

As regards our hypotheses, we expect the baseline models to perform worst, be-
cause they do not have any prior knowledge in the form of pre-trained embeddings
at their disposal. We also expect the random indexing embeddings to perform
worse than GloVe and ELMo, because they were proposed before the current
deep learning boom, and their size is much larger than all other embeddings
commonly used with neural networks. Given this technique’s success in many
domains of NLP research, we hypothesize that the ELMo models should have
the best performance, immediately followed by the GloVe models. In terms of
the user classifier, we have experimented with logistic regression and multi-layer
perceptron. We hypothesize that the MLP, being a more complex model, will
perform better than LR, which is a linear classifier.

5.1. Development experiments

In this section, we report the results of our development experiments. We show
how the final models that we settled upon performed on the development set,
and we report the results of our error analysis. The new metrics introduced for
eRisk 2019 are not included in our evaluation, since we did not have access to
them until quite late in the timeline of the task.

In order to make the testing conditions as similar as possible to the real shared
task set-up, we ordered each user’s texts in chronological order and saved the
predictions of the models to a dictionary also in chronological order. This simulates
the round system in the shared task where the texts are made available one at a
time.

Table 5.1 shows the results obtained on the development set by our models.
Each type of word representation was tested with logistic regression and a multi-
layer perceptron as user classifier, for a total of eight different combinations.

The first row of the table shows that the accuracy of the LSTM text classifier
wasn’t dramatically different across conditions. Surprisingly, the baseline model
with a randomly initialized embedding layer presents the highest accuracy score,
although marginally.

For all models, the multi-layer perceptron classifier presents a higher accuracy
than the logistic regression classifier, and this is also reflected in the F1 scores,
although not always in the ERDE scores. This is not surprising, since ERDE is a
rather unstable measure which is very dependent on a handful of texts, especially
in the case of ERDE5. The random indexing model obtained better ERDE scores
with logistic regression, as did the ELMo model concerning ERDE5.
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Baseline Rand. Ind. GloVe ELMo
LSTM
classifier

Accuracy 91.75 91.64 91.72 91.36

Logistic
regression
classifier

Accuracy 91.99 88.78 87.59 83.55
Precision 0.36 0.33 0.45 0.35
Recall 0.75 0.75 0.75 0.75
F1 0.49 0.46 0.56 0.47
ERDE-5 8.50 6.81 8.64 8.69
ERDE-50 5.36 5.64 4.69 5.50

Multi-layer
perceptron
classifier

Accuracy 93.91 93.64 92.99 92.48
Precision 0.56 0.40 0.82 0.75
Recall 0.75 0.67 0.75 0.75
F1 0.64 0.50 0.78 0.75
ERDE-5 7.39 6.99 7.73 8.98
ERDE-50 5.21 5.89 3.46 4.66

Table 5.1.: The results of our experiments on the development set. The scores are reported in
percentages, except precision, recall and F1 which are reported in decimal points.

The model with GloVe embeddings and the multi-layer perceptron classifier
scored highest on all metrics except ERDE5, where the model with random
indexing vectors and logistic regression performed best. We had hypothesized
that the model with ELMo embeddings and a multi-layer perceptron would be
the best, since it had the most sophisticated embeddings and the most powerful
classifier, but this was not the case. We offer a possible explanation below in the
error analysis section.

Some interesting observations can be made regarding the precision and recall
scores on the development set. None of the models obtained a recall score over
0.75, which suggests that about a quarter of the positive users have scores that are
too similar to the users in the negative class for the models to tell the difference.
We have used a cut-off threshold of 0.9, so this means that for some of the positive
users, the system was never sufficiently confident to emit a positive decision.

Furthermore, the results show that using the logistic regression classifier leads
to very low precision scores compared to the multi-layer perceptron, especially
for the GloVe and ELMo models. This means that it is much more prone to false
positives, which in this set up cannot be corrected later on.

5.1.1. Error analysis

We performed both automatic and manual error analysis on the development set
in order to understand where the different models went wrong and what kind of
documents proved to be the most difficult to classify correctly.

For automatic error analysis we looked at the number of incorrectly classified
texts in our development set, divided them into false positives and false negatives,
and compared across models. We also determined how many texts were classified
correctly only by one model and mislabeled by all others. Additionally, we looked
at the length of the documents, quantified in number of words excluding punctu-
ation, where a word in this context was simply considered as a string of characters
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between two spaces (or at the beginning or end of a line). Table 5.2 shows the
results of the automatic error analysis. “Length correct” is the average number
of words in the correctly classified texts, whereas “Length wrong” is the average
number of words in the incorrectly classified texts. “False pos.” is the amount of
false positives in the output of that model, and “False neg.” is the amount of false
negatives. “Total errors” is the number of classification errors committed by the
model, and “Only correct” is the number of texts that only that model could
classify correctly.

Length
correct

Length
wrong

False
neg.

False
pos.

Total
errors

Only
correct

Baseline 27.68 39.61 3462 611 4073 100
Rand. Ind. 17.93 25.9 3608 520 4128 93
GloVe 17.97 25.55 3351 737 4088 103
ELMo 22.93 31.83 3467 797 4264 127

Table 5.2.: The results of the automatic error analysis for our four models on the results of
the LSTM text classifier on the development set.

The development set contained 49,374 documents, of which only 4,371 were
true positives. Again, given the transfer of labels from users to documents, many
of those texts did not contain any reference to anorexia or psychological issues.
Thus it is not surprising that all our models mislabeled at least 75% of the true
positives. In accordance with this proportion, the manual error analysis (see
below) showed that among the false negatives, 4 out of 5 texts did not present
any clues identifiable by a human reader. Rather, the high percentage of errors in
this category shows that the models actually learned what were the most salient
clues of the positive class, and labeled the texts as 0 when they could not find any
of those clues.

The false positives were much fewer, around 1.5% of the true negatives. This
is expected since 0 (no risk) was the majority class. As we show below in the
manual error analysis, in many cases it is possible to identify clues as to why the
model made an error on that document.

The models with the least number of errors is the randomly initialized baseline
model, whereas the model that mislabeled most texts in the development set was
the model with ELMo embeddings. This is an unexpected result, because our hy-
pothesis was that augmenting the baseline with deep contextualized embeddings
would result in an improved performance.

We can only conjecture on the cause of this phenomenon. It is possible that
ELMo embeddings, being able to capture more accurately the contextual meaning
of words, make the model more sensitive to inaccurate labels. In a certain sense, if
the model understands more of natural language, it would also be more thrown
off by two documents that have very similar embeddings but two different
labels. A more coarse-grained model will have many other inconsistencies and
the unjustified labels might be less disruptive. This hypothesis could be tested by
using a mix of automatic and manual methods to annotate the documents in a
more consistent way, and then running the experiments on the new annotation.
However, such an undertaking is beyond the scope of the present work.
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For our manual error analysis we looked at 50 false positives and 50 false
negatives sampled at random among the predictions of our baseline model on the
development set. We wanted to get a more precise idea of how well this type of
classifier “understands” the task at hand, i.e. whether it actually uses the type of
clues that one would expect to perform classification. We analyzed the documents
manually trying to find pointers as to what went wrong and why. Of course this
kind of evaluation is qualitative, and the fact that a human reader cannot pick up
on the cause of the error does not mean that the neural network was behaving
randomly. It can also that the kind of features that it was basing its decision on
are not apparent for human readers.

Unfortunately, given that the documents in the data set can contain sensitive
and personal information, we are not allowed to disclose any part of the texts, not
even to show examples to support our claims. This means that the results of the
manual error analysis can only be reported in general and aggregate forms.

Through the manual error analysis, it is clear that the system has learned to
recognize many of the clues that could be considered as reasonable red flags for
eating disorders. Out of 50 false positive texts, 26 contained explicit references
to food, physical appearance, weight loss, medical personnel, rehab, anxiety or
problematic relationships. Of the remaining 24 texts, 6 contained references to
partners (words like “boyfriend”, “girlfriend” and “fiancé”) which Trotzek et al.
(2017) found have a high information gain in the classification of depressed users.
Some texts presented expressions like “miserable”, “I feel bad about it” and “the
darker side of life”. All in all, there were 12 texts out of 50 where it was not
possible to find any clues that could have led to the classification error.

Concerning false negatives, the situation is quite different, in the sense that here
it is the gold standard that is lacking. The texts were not annotated for presence
of discourse related to eating disorders, so we had to transfer the labels from users
to texts in order to train the classifier. This means that many texts labeled as 1 are
actually about completely different topics. Most people talk about normal things
online even if they have a mental health issue, at least some of the time. Among
our 50 randomly false negative texts, 42 did not contain any mention of topics
related to eating disorders, or any indication that the user was feeling psychically
unwell.

5.2. Results on the test set

After the official testing period was over, the organizers made the test set available
to the participating teams. This allowed us to carry out our own evaluation and
to spot a problem with the testing script (see Section 5.3). Here we report our
results on the official test set and the relative error analysis.

Table 5.3 shows the performance of our models on the official test set. We used
a script provided by the organizers to evaluate precision, recall, F1 and ERDE, so
the results should be comparable to the official ones. As for the development set,
we do not report the results for the new metrics introduced in 2019 as they were
made public after testing was concluded.

On the test set we observed many of the same patterns that we had seen on the
development set, although F1 tended to be worse and ERDE scores were instead
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Baseline Rand. Ind. GloVe ELMo
LSTM
classifier

Accuracy 96.17 96.57 96.79 96.67

Logistic
regression
classifier

Accuracy 96.33 95.8 93.76 95.64
Precision 0.35 0.34 0.4 0.41
Recall 0.89 0.89 0.9 0.9
F1 0.5 0.49 0.55 0.56
ERDE-5 4.01 4.22 4.49 3.64
ERDE-50 2.68 2.58 2.45 2.27

Multi-layer
perceptron
classifier

Accuracy 97.76 97 97.48 98.13
Precision 0.49 0.64 0.68 0.65
Recall 0.77 0.63 0.67 0.7
F1 0.6 0.63 0.68 0.67
ERDE-5 5.08 6.51 6.98 6.81
ERDE-50 3.46 4.46 4.3 3.85

Table 5.3.: The results of our experiments on the test set. The scores are reported in
percentages, except precision, recall and F1 which are reported in decimal points.

better across the board. This is probably due to the fact that the official test set
contained a lower percentage of positive users (9% vs. 12.8%).

The model with GloVe embeddings and the multi-layer perceptron classifier
that had the best F1 on the development set also had the best F1 on the test set.
Again, ELMo vectors did not make much of a difference in the performance of
the model, but there is a slight advantage over GloVe vectors in combination with
the logistic regression classifier, and also in the ERDE scores for the multi-layer
perceptron classifier.

Regarding the difference between the logistic regression and multi-layer per-
ceptron classifiers, we could detect a clearer trend on the test set than we had on
the development set. We had already observed that logistic regression seemed to
lead to worse precision scores, but on the test set we could also determine that it
also gave rise to better ERDE scores. This result can be explained as follows: if
the system incurs in many false positives, it will likely also be able to correctly
identify the true positives, and zooming in on many true positives early on also
leads to good ERDE scores.

In this testing condition we could also identify a clearer difference between
the baseline model and the models which used some form of knowledge transfer
from pre-trained word embeddings, at least in combination with the multi-layer
perceptron. Compared to the baseline, the other three models show a better
balance between precision and recall, and they also show worse ERDE scores,
which are a symptom of a more conservative behavior, especially in the early
phases.

5.2.1. Error analysis

Table 5.4 shows the results of the automatic error analysis on the test set. We
decided to look at the test set to find possible explanations for the performance of
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the models, but we did this only after the system was developed and all evaluations
had been carried out.

The model with the least number of total errors is the model with GloVe
vectors, which also has the lowest number of false positives. On the development
set we had observed that the model with random indexing vectors had the most
conservative behavior, i.e. it had the least false positives, whereas on the bigger
test set the model with GloVe vectors proved to be more cautious.

On the test set there is a perceptible difference between models with pre-
trained vectors and the baseline in terms of total number of errors, which we did
not observe on the development set. The total number of errors is below 20,000
for all three models with external vectors, whereas it is almost 22,000 for the
baseline. The proportion of false positives to false negatives is also different for
the baseline compared to the other three models.

As for the development set, the ELMo model could classify correctly the largest
number of tests where all three other models failed, although it did not have the
lowest number of errors in absolute terms. This might mean that this model had
picked up some clues that the other models could not identify, but such clues do
not always lead to a better performance.

The table also shows that all models made less mistakes on short documents,
and this is largely due to the fact that the majority class tends to have shorter
documents. It is interesting to notice, however, that the model with ELMo vectors
seems to have less difficulty than the other models in correctly predicting longer
sentences. This could be due to the contextualized nature of these embeddings:
in this model the data passes through an LSTM network twice, so the final
representation might better preserve information and relationships even in longer
sentences.

Length
correct

Length
wrong

False
neg.

False
pos.

Total
errors

Only
correct

Baseline 18.59 40.22 13,871 7,957 21,828 887
Rand. Ind. 18.63 41.49 15,117 4,451 19,568 561
GloVe 18.76 39.02 14,721 3,565 18,286 301
ELMo 22.74 37.88 14,660 4,305 18,965 939

Table 5.4.: The results of the automatic error analysis for our four models on the results of
the LSTM text classifier on the official test set.

On the test set we also carried out another type of error analysis. We wanted to
see what kind of features had misled the models to commit false positive errors,
and our hypothesis was that in the presence of a strong lexical cue (like “weight”),
the models would ignore the rest of the context of the document and emit a
positive decision. To test this hypothesis, we calculated the document frequency
of the 150 most frequent words in the set of documents that our different models
classified as belonging to the positive class, and compared the ranks of some
relevant words with their ranks in the same kind of list for the real positive class.

The rationale was that if the words had a higher rank in our models’ positive
predictions set than in the real positive class, those lexical clues had been given
too much importance in the classification. Table 5.5 shows the results of this
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analysis on the test set. We chose a set of lexical features that we thought could
be meaningful, but of course the same analysis could be applied to many other
words.

Positive
class

Baseline Rand. In. GloVe ELMo

eat 14 12 12 11 13
feel 21 18 16 15 15
look 42 38 48 46 43
help 49 41 41 35 39
body 106 86 80 82 98
weight 111 67 84 47 50
food 133 102 110 66 81
fat - 126 - 101 119
calories - 143 145 126 129
diet - - - 122 134
hospital - 146 146 - -

Table 5.5.: The rank of some lexical features in the document frequency list for the real
positive class and for the positive predictions of our four models. The hyphen (-)
indicates that the word is not present in the top 150 most frequent words for that
data partition.

The results show that for the more frequent words, namely “eat”, “feel”, “look”
and “help”, the ranking in our models’ positive predictions set is not dramatically
different from the ranking in the real positive class. However, starting with the
word “body” and downwards, the ranking for our models’ predictions grows more
and more apart from the ranking in the real positive class. In a way, this shows that
our models have “understood” the task, and that they have identified which salient
clues many of the texts in the positive class have in common. If we take into
account the coarse labelling of the texts, we can also add that the word frequency
in the real positive class is probably skewed by the many non-problematic texts
that are included in that class. Still, we can find some support for our hypothesis
that the models in some cases gave too much weight to some lexical features
which could just as well be used in non-alarming contexts.

This is a useful insight, because one simple way to help the models improve
their accuracy in this respect would be to give them more negative examples
where those same lexical features are used in other contexts than eating disorders,
so that they could learn to disambiguate from the context. For example, if a
document uses the word “weight” in the context of the phrase “the weight of
responsibility”, and the model has been exposed to a sufficient number of such
instances, it will know that “weight” does not necessarily correlate to eating
disorders in all contexts, and it might give more importance to other cues, lexical
and non-lexical.
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5.3. Shared task

A total of 13 teams successfully completed at least one run in eRisk 2019. Most
of them submitted five runs, but a few decided to use three runs or less. As
mentioned in Section 4.3, we submitted five models to the shared task.

Five teams decided to stop processing the writings before the stream of 2000
texts was exhausted. Some teams stopped as early as the 9th or 11th round of the
competition. Unfortunately, because of a problem with the script that we used to
communicate with the server in the shared task, our systems did not behave as
we intended. We processed only the first round of texts and emitted our decisions
based on that. The scores reported below are to be considered on the basis of this
fact, but since some teams chose to process only 9 or 10 texts, this is not a direct
contravention of the shared task rules, and the results are still valid.

We chose to include these results in the present report because they provide
some interesting insights into how our system behaves in the earliest phase of
testing. Given that the whole point of eRisk is to evaluate early decision making,
these results can still add some value to our understanding of the task.

The organizers kept track of the time that the teams took to complete the
shared task. Only four teams finished the task in less than a day, and out of
those, two teams did not process all texts. We took two days and seven hours
to process all rounds of texts, which was still on the lower end of the spectrum.
Eight teams took longer time than we did to process the data, ranging from five
to over twenty-one days.

The results that we obtained in the official decision-based evaluation are re-
ported in Table 5.6, which is an extract of the results table provided by the
organizers (Losada et al., 2019).

Table 5.6.: An extract of the results table provided by the organizers for the decision-based
evaluation, concerning our team UppsalaNLP.

Table 5.7 shows the results that our team obtained in the ranking-based eval-
uation, and is also an extract from the table provided by the organizers after
the official evaluation. The ranking-based metrics were also computed also after
having processed 500 and 1000 writings, but obviously our results stayed the
same at all measure checkpoints, so we do not report those columns here.

From the tables above it emerges that out of our five runs, the model that
performed best in the official evaluation was run n.4, which employed random
indexing vectors and a multi-layer perceptron. This holds for both the decision-
based evaluation and the ranking-based evaluation. The only exception to this
is the best recall score, obtained by the baseline model with a logistic regression
classifier.
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Table 5.7.: An extract of the results table provided by the organizers for the ranking-based
evaluation, concerning our team UppsalaNLP.

From the results of the error analysis on the dev and test sets, we can hypoth-
esize why our random indexing model with a multi-layer perceptron ended up
performing best in the shared task, where we only processed one round of texts.
It is worth remembering that in the shared task a label of 0 could be changed at
any time to 1, but a label of 1 was final. The false negatives could be recovered
later on (at some cost), but the early false positives were lost for good.

Table 5.2 shows that the random indexing model had the least false positives
on the development set, whereas Table 5.4 shows that the GloVe model had the
least false positives on the test set. If we exclude the ELMo model, which was not
submitted to the shared task, the random indexing model had the second most
conservative behavior on the test set. In addition, we know that using a multi-layer
perceptron classifier leads to a better balance between precision and recall. If
we look at the results of the GloVe models, runs 2 and 3, the model with the
logistic regression classifier follows the pattern of better recall and low precision,
whereas the model with the multi-layer perceptron shows the opposite pattern.
This might mean that the GloVe model, in combination with the multi-layer
perceptron, is too conservative to give a good performance after only one round
of texts, whereas the random indexing model strikes a better balance.

Table A.1 in the Appendix reports the results of the best teams in the decision-
based evaluation. Of course our results presented in Section 5.2 are not official,
but to our best knowledge they should be comparable to the results reported in
the table, because they are obtained under the same testing conditions. Our best
F1 score on the test set was 0.68, whereas the best F1 in the shared task was 0.71.
We obtained a recall of 0.9 which is only slightly worse than 1.0, reached in the
shared task only by systems that severely sacrificed precision. We can therefore
affirm that the quality of our system is comparable to the best participating teams.

In the case of ERDE5 and ERDE50 more than one team shared the first place
with the same non-perfect scores of respectively 0.06 and 0.03. These values
are likely rounded up the the nearest percentage point, and if we do the same
thing with our unofficial results, we actually obtain an ERDE5 of 0.04 for all
our logistic regression models, and an ERDE50 of 0.02 for our GloVe/ELMo and
logistic regression models.

Concerning speed and latency more than one team obtained a perfect score of
1, which we also did, but this is because we did not change our predictions after
the first round.

For the sake of completeness, we also report the scores of the best teams in the
ranking-based evaluation. Not all teams submitted risk level scores for all 2000
rounds. In fact, two teams did not submit any scores at all, and only six teams
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kept submitting the scores until the end of the stream. Table A.2 in the Appendix
shows the results of the best teams in the ranking-based evaluation.

In light of the results reported above, we can assert that we built a system
really focused on early risk prediction, without necessarily sacrificing precision
and recall.
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6. Conclusion

For this thesis project, we built a system to participate in the shared task T1 at
eRisk 2019. The goal of the task was to evaluate systems for early risk prediction
on the Internet, and in addition to that, we wanted to evaluate different word
representation methods in the framework of a controlled task.

The system that we built was based on a two step learning process that allowed
us to deal with the temporal dimension of the task. The first step consisted in text
classification with an LSTM classifier, whereas the second learning step consisted
in user classification using manually engineered features. The chosen classification
methods were logistic regression and multi-layer perceptron.

During the official testing phase of the shared task we experienced a glitch in
the communication with the server emitting the texts and saving the responses,
so we only processed the first round of documents. This in itself gave us useful
insights into the earliest processing stage in our system, but it also meant that we
had to rely more heavily on our own evaluation to draw meaningful conclusions.

In the very first processing round, the model with random indexing vectors and
a multi-layer perceptron classifier performed best compared to the other models.
We hypothesize that this is due to the rather conservative behavior of this model
that allowed it to strike a better balance between precision and recall compared
to the other models. The model with GloVe vectors and a multi-layer perceptron,
on the other hand, was too conservative, which led to low recall and worse ERDE
scores.

As our own evaluation shows, the models with GloVe and ELMo vectors
eventually caught up and surpassed the models with random indexing vectors,
obtaining higher precision and recall and in some cases also better ERDE scores.
We hypothesize that random indexing vectors contain much of the same infor-
mation as GloVe vectors, but given that they were proposed before the current
popularity of deep learning, their size does not allow the hidden layer of a neural
network to make use of all the available information.

We also observed that using logistic regression to classify users led to high recall
and rather low precision, whereas using a multi-layer perceptron classifier led
to a better balance between the two. This is a useful insight that could guide
the choice of classifier in a real-life application, depending on what the end user
thinks should be prioritized.

Contrary to our expectations, contextualized ELMo vectors did not result in
notable performance gains compared to regular GloVe vectors. This could be
in part due to the fact that our data set was coarsely annotated, but given the
circumstances, the big overhead in training and testing time for the ELMo model
could not be justified with improved results.

In any case, our manual error analysis showed that even the baseline LSTM
model had indeed picked up well on salient clues for this text classification task.
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Our deep learning approach has proven to be quite successful and is a promising
way forward in this line of research.

Regarding the architecture of our user classifier system, we can suggest some
improvements based on the knowledge that we have gathered up to this point.
We did not experiment with many different combination of features for the user
classifier due to time constraints, so one possible future direction would be to
include other feature and try to improve performance. For example, we could
have used a running average instead of (or in addition to) a global average to
give single documents more influence over the decision even in later stages of
processing.

With the kind of set-up that we used, it makes little sense to keep processing
all 2000 rounds, as it would be almost impossible for individual texts to sway
the global average later on. We did not take into consideration the possibility of
suspending processing after a certain number of texts because we were not sure
whether this was allowed by the rules of the task, but as other teams did it, we
could have also taken this approach to reduce processing time.

In conclusion, we did build a successful early risk prediction system, which
could potentially be employed to help health care professionals in identifying
at-risk users online. There is definitely room for improvement, especially in the
direction of obtaining better precision without affecting recall and ERDE scores,
so we leave this as a question for future research.
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A. Appendix

Team(s) Run Score
Precision lirmm 1 0.77
Recall Fazl 1-3 1.00
F1 CLaC 4 0.71

ERDE-5

UppsalaNLP
UNSL
CLac
BioInfo@UAVR
BiTeM

0-4
1-4
0-2, 4
0
1

0.06

ERDE-50
BiTeM
CLaC
UNSL

1
1-2, 4
2-4

0.03

Latency

UppsalaNLP
BioInfo@UAVR
BiTeM
SSN-NLP

0-4
0
0, 3
1, 4

1.00

Speed

UppsalaNLP
BioInfo@UAVR
BiTeM
SSN-NLP
UNSL

0-4
0
0, 3
0-4
0-3

1.00

F-latency CLaC 4 0.69

Table A.1.: The scores of the best teams (name and run number) for the decision-based
evaluation.
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Team(s) Run n. Score

1 writing
P@10

UppsalaNLP
BiTeM
UNSL
LTL-INAOE

4
1-4
0-4
0-1

0.8

nDCG@10 UNSL 0-4 0.82
nDCG@100 UNSL 2 0.55

100 writings
P@10

UNSL
LTL-INAOE

0-3
0-1

1

nDCG@10
UNSL
LTL-INAOE

0-3
0-1

1

nDCG@100 UNSL 4 0.85

500 writings
P@10

UDE
UNSL

1
0-4

1

nDCG@10
UDE
UNSL

1
0-4

1

nDCG@100 UDE 1 0.87

1000 writings
P@10

UDE
UNSL

1
0-4

1

nDCG@10
UDE
UNSL

1
0-4

1

nDCG@100 UDE 1 0.88

Table A.2.: The scores of the best teams (name and run number) for the ranking-based
evaluation.

46


	Acknowledgments
	Introduction
	Purpose
	Outline

	Background
	Language of mental health patients
	Early Risk Prediction on the Internet
	Word embeddings
	Overview
	Random indexing
	GloVe
	ELMo


	The shared task
	eRisk 2019
	Data set
	Evaluation metrics
	ERDE
	Precision, recall and F measure
	Latency, speed and F-latency
	Ranking-based metrics


	Methodology
	System design
	Experimental settings
	Word embeddings as input

	Runs
	Other models

	Results and discussion
	Development experiments
	Error analysis

	Results on the test set
	Error analysis

	Shared task

	Conclusion
	References
	Appendix

