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Abstract 
 
This paper uses statistical learning to examine and compare three different statistical methods 
with the aim to predict credit card fraud. The methods compared are Logistic Regression, K-
Nearest Neighbour and Random Forest. They are applied and estimated on a data set consisting 
of nearly 300,000 credit card transactions to determine their performance using classification 
of fraud as the outcome variable. The three models all have different properties and advantages. 
The K-NN model preformed the best in this paper but has some disadvantages, since it does 
not explain the data but rather predict the outcome accurately. Random Forest explains the 
variables but performs less precise. The Logistic Regression model seems to be unfit for this 
specific data set.  
 
 
 
 
 
 
KEYWORDS: Logistic Regression, K-Nearest Neighbour, classification, random forest, fraud, 
transactions and statistical learning.  
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1. Introduction 
The drastic increase of data collection and technical development over the last decades has 
made it possible to store information in extensive quantities. With the growing access to data, 
the interest in understanding and use the data has accelerated simultaneously. Consequently, 
the interest in statistics and other methods to understand and draw conclusions about data has 
increased as well. Hence, the demand of automated prediction of different outcomes and 
analysis has followed. 
 
This has led to the development of machine learning and statistical learning. Which has made 
it possible to build algorithms that can self-sufficiently predict data (Awoyemi, Adetunmbi, & 
Oluwadare, 2018). Hastie et al. (2009) argue that the use of machine and statistical learning 
can be applied in a broad range of fields. 
 
Statistical learning is divided in two main applications. Either to predict data into a class, or to 
group data and build clusters. The former is called supervised statistical learning and the latter 
is called unsupervised statistical learning. Both consist of a vast range of models that can be 
applied under different conditions.  
 
Given some data that for each observation contains information about the observation, input, 
the goal is to build algorithms that given only the input values can predict an output. (Hastie, 
James, Witten, & Tibshirani, 2013).  
 
The amount of credit card transactions has increased drastically over the last decades and the 
extensive progress of e-commerce has revolutionised the typical transaction pattern. According 
to Jan Olsson, the Swedish Police expert on fraud, credit card fraud is the most frequent crime 
in Sweden today (Majlard, 2018). Furthermore, the banks’ reputations and credibility are 
impaired by these criminal activities, which has led to great interest in minimising the losses 
consisting of repaying affected customers (Sorournejad, Zojaji, Atani, & Monadjemi, 2016).  
 
To investigate the performance of detecting fraudulent transactions this paper will compare 
three of the most common supervised statistical learning methods; Logistic Regression, K- 
Nearest Neighbour, and Random Forests (Hastie, James, Witten, & Tibshirani, 2013). The 
focus will be on comparing how well these models predict credit card fraud and how user-
friendly they are. Thus, the aim is to answer the question Which statistical model is best at 
predicting whether a credit card transaction is fraudulent or not? 
 
This thesis is structured into five sections, starting with this introduction. In the second section 
a review of the theory behind the different methods is discussed followed by Section Three 
where the theory is implemented on the models. In the fourth section the results are presented 
and in the last section the results are discussed. The authors’ conclusion is presented in the final 
part of the paper. 
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2. Theory 

2.1. Statistical Learning 

Statistical learning means to learn and build models from data itself, rather than building 
models as a result from an underlying scientific theory (Hastie, James, Witten, & Tibshirani, 
2013). That is done by splitting a dataset into two parts; one training set and one test set. 
Thence, different models are estimated and fitted on the training set. Once the models are 
estimated to effectively describe the training data, they are run on the test data. The predictor 
of the test data is then recommended for future statistics (Bousquet, Boucheron, & Lugosi, 
2004).  
 
Statistical learning can, as mentioned before, be used for different purposes. The two 
applications are supervised- and unsupervised statistical learning. Unsupervised statistical 
learning implies to learn from data that has not been classified, laboured or categorized (has no 
dependent variable) and find communalities in the data (Hastie, Tibshirani, & Friedman, 
Elements of Statistical Learning, 2008). 
 
Supervised statistical learning, used in this thesis, aims to identify or predict an output given a 
certain input (usually a vector). The word supervised implies that the data is either classified, 
laboured or categorized i.e. has a dependent variable which often is denoted Y. By estimating 
models on the training data and evaluating them the intention is to produce a function that 
classifies the output correctly. The models strive to generalise the behaviour of different outputs 
and generate an algorithm that correctly classifies the output, given only the input (Hastie, 
Tibshirani, & Friedman, 2008). The three models compared in this paper are all common 
methods used in a broad range of fields.  
 
One feature that distinguishes the way different statistical learning methods’ basic properties 
is the way they use the data. Either the model generalises the behaviour of the data and classifies 
it based only on the generalisation or it gets the input first and then compares it on the training 
data to predict it. The first example is called an eager learner. The observation is run though 
the model to find the outcome that matches the variables. The other one is called a lazy learner. 
These models do not learn any model but makes each prediction by a separate calculation. In 
other words, a lazy learner does not generalise the behaviour beforehand but answers each 
question when it is asked. The input is given first and then the method is applied.  

2.2. Logistic Regression 

When using statistics to predict the outcome of a binary variable logistic regression is one of 
the most common methods. (Agresti, 2007) The method uses p independent variables that 
together create a vector 𝒙" = (𝑥&, 𝑥(, … , 𝑥*) to estimate the probability that an event occurs 
(Walter A. Shewhart, 2000).  
 
The aim is to use the variables given in the vector to build a model that hopefully will generalise 
the behaviour of the data and so forth predict the outcome of a specific observation. There are 
many different ways to generalise the behaviour in logistic regression but the most common 
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way to this is by Maximum Likelihood  (Hastie, James, Witten, & Tibshirani, 2013). A method 
that maximises the probability of the outcome using a set of 𝛽*-& parameters. 𝛽. represents 
how much a particular variable xi on average impacts the probability of the outcome, where xi 
is a value of each variable in the vector. The value of xi is multiplied with the average impact 
that the particular variable has on the outcome and then summed over all variables that are 
chosen to be part of the model (Agresti, 2007).  
 
Logistic regression uses log odds to calculate the likelihood that an event will occur given some 
variables. Mathematically the model is built according to the following: 
 

𝑙𝑛	(
Pr(𝑌 = 1|𝑋&, 𝑋(, … , 𝑋8)

1 − Pr(𝑌 = 1|𝑋&, 𝑋(, … , 𝑋8)
= 𝛽: +	𝛽&𝑋& + ⋯+ 𝛽*𝑋* 

 
where the left side of the equation represents the odds of an event occurring. Another way to 
write the equation is according to the following: 
 

𝑃𝑟(𝑌 = 1|𝑋&, 𝑋(, … , 𝑋8) =
𝑒@A-	@BCB-⋯-@DCD

1 + 𝑒@A-	@BCB-⋯-@DCD
. 

 
This presents an equation where the outcome is the conditional probability of an event 
occurring. If 𝑃𝑟F𝑌 = 1G𝑋&, 𝑋(, … , 𝑋*H = 1,	the probability that the event investigated will 
occur is 100 %. If 𝑃𝑟F𝑌 = 1G𝑋&, 𝑋(, … , 𝑋*H = 0, there is a 0% probability that the event 
investigated will occur.  
 
To estimate a logistic regression model, the underlying assumption that the relationship 
between the independent variables in the model is linear needs to be fulfilled. This does not 
mean that the relationship between the variables and the outcome needs to be linear (as in linear 
regression), but only the relationship of the conditional part of the equation. Finally, the last 
step is to decide on a cut-off point. The point chosen to divide whether the event is classified 
as will occur. Usually, and quite intuitively, that point is often when the probability is greater 
0.5 or 50%. 

2.3. K-Nearest Neighbour (K-NN) 

2.3.1. Bayes Classifier  

Another way to classify the output of a given data set is to use Bayes Classifier. It is the most 
efficient method to estimate conditional probabilities and it is proven that the average 
minimised test error is given by this classifier. That means that the classifier assigns the 
predicted value to the class with the largest conditional probability, i.e. Bayes Classifier 
“assigns each observation to the most likely class, given its predictor values” (Gareth James 
D. W., 2013). In reality this is hard to accomplish since the conditional probability in many 
cases is unknown. Thus, it is often impossible to calculate the Bayes Classifier. (Hastie, James, 
Witten, & Tibshirani, 2013) 
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2.3.2. K-NN 

Instead of using the Bayes Classifier, K-NN is often an efficient alternative. (Cover & Hart, 
1967). K-NN is a lazy learner and one of the simpler methods used in supervised statistical 
learning. The method is used both in classification and regression to predict the output of an 
observation. The main concept of the method is to use training data and compare the 
independent variables of the training data to the prediction (Hastie, Tibshirani, & Friedman, 
Elements of Statistical Learning, 2008). The method finds the k nearest observations in the 
training data and decides the class belonging of the observation by a majority vote (Ghosh, 
Kumar, Quinlan, Wu, & Yang, 2007). The distance between the unknown and the nearest 
neighbours can be measured in different ways. In order to do this, the data needs to be scaled 
or standardised. This can be done by applying a normalisation equation on the entire data set, 
making it possible to measure the distance on a uniform scale. A common statistical 
measurement to measure the distance between data points is the Euclidean Distance. 

 
An example of measuring distance is shown in Figure 2.3.2. where the chosen level of k=3. 
The left picture shows the nearest neighbours of a new observation and the right picture shows 
the boundaries for classification of the entire data. 
 
The model estimates the conditional probability of all classes. Observations are classified by a 
majority vote of the neighbours, i.e. the class with the highest probability. This is done by the 
following equation: 

𝑃𝑟(𝑌 = 𝑗|𝑋 = 𝑥:) =
1
𝐾L𝐼(𝑦. = 𝑗)

.∈P

, 

where j represents the number of classes, x0 is the observation we want to predict, and K is the 
number of neighbours used to make the prediction. This makes it necessary to store nearly all 
of the training data to make predictions, which can make the method very computationally 
expensive when there is a big number of observations N in the data set. Because of the high 
memory requirement, this can also lead to a slow calculation. 
One of the great features of K-NN is that the method does not make any underlying assumptions 
about the distribution of the data (e.g. as in linear regression where we need normality). 
Therefore, it is a good choice of model if the distribution of the data is unknown. Neither does 
the method use the training data to make any generalisations; it just compares each observation 
to the k nearest training points resulting in quite intuitive method that is easy to interpret and 
understand. 
 
A weakness of K-NN is that its performance is dependent on what level of k is chosen. If the 
level of k is to low, the model can be sensitive to noise. That means that it will take only a few 
neighbours into consideration which makes it responsive to randomness. Again, if the level of 
k is too high, the model might consider observations that are too far away and thus belong to 
another class. There are many ways to estimate k. One of the simpler ways determine k is to 
take the square root of observations in the training data (Abbadi, Altarawneh, & Hassanat, 
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2014)

 
Figure 2.3.2. The K-NN approach using k=3. (Adopted from Gareth James D. W., 2013) 

2.4 Classification Trees and Random Forests 

2.4.1 Classifications Trees 

Using Classification Trees as a method of predicting some variable is often described as one 
of the easier methods to explain due to its simplicity. (Sorournejad, Zojaji, Atani, & 
Monadjemi, 2016) The purpose is to find a function that predicts an outcome. When creating a 
classification tree every observation of the data set initially belongs to a group. This is the 
dependent variable or outcome. 
 
With each observation comes a vector containing different variables. Each variable is split into 
two subgroups. Then these subgroups are split into two new subgroups. To do so, each new 
group is assigned a splitting criterion for each of the variables. This procedure is repeated until 
all variables are split and a termination criterion is reached, also called a terminal node which 
will be the final classifier (Hastie, James, Witten, & Tibshirani, 2013).  
 
Classification trees received their name from the way they look, where a split into two new 
subgroups is called a root node or node, eventually forming something that looks like a tree. 
An example of this is illustrated in Figure 2.4.1.  
 
When fitting a classification tree three general rules are applied: 

1. Splitting rule: A criteria for how a variable can be split into two groups. 

2. Stopping rule: A decision for when to identify a terminal node or not. 

3. Classifying rule: Assigning a class to the terminal node. 
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The aim is to find a prediction function that predicts the outcome of the dependent variable.  
 

 

 
Figure 2.4.1. A decision tree corresponding to the output of recursive binary splitting on a two-dimensional 
example. (Adopted from Hastie et al. 2013, page 308) 
 
 

2.4.1 Random Forest 

Random Forest is, as the name indicates, an ensemble method consisting of several 
classification trees that together form a group of trees or a “forest”. The majority outcome is 
used to predict the final output. By calculating Bayes rule, 
 

𝑓(𝑥) = 𝑎𝑟𝑔	𝑚𝑎𝑥
U	∈	𝒴

𝑃 (𝑌 = 𝑦|𝑋 = 𝑥	), 

 
and generating many trees that combined give a final prediction of the class by majority voting 
(Ma & Zhang, 2012). This is done by the following equation 

𝑓(𝑥) = 𝑎𝑟𝑔𝑚𝑎𝑥
U	∈	𝒴

	L𝐼(𝑦 = ℎX(𝑥))
Y

XZ&

. 

3. Methodology 

3.1. Data 

The dataset on which the models will be tested in this paper is downloaded from kaggle.com 
(2019-03-23). It has originally been collected during a research collaboration of Worldline and 
the Machine Learning Group at Université Libre de Bruxelles on big data mining and fraud 
detection. The dataset consists of 284 807 transactions made by credit card holders in Europe 
during two days in September 2013. Out of all of the transactions, 492 were fraudulent.  
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The data set consists of 28 encrypted variables coded V1-V28 which are a result of a Principal 
Component Analysis (PCA) transformation. There is no information given about what the 
different variables represent due to confidentiality issues. In addition to the encrypted variables 
there are three unencrypted variables Time, Amount and Class. The variable Time is measured 
in seconds from when the first transaction was performed. Class is a binary variable, also called 
dummy variable, where the value 1 represents that a fraud is made and 0 otherwise.  
 
To perform supervised statistical learning on the data it will be split into two sets: one set will 
be used as training data and will contain 80% of the data set, the other set will be used as test 
data and will contain 20% of the entire data set. The split will be done randomly. After the split 
the training set consists of 220 459 observations whereof 386 are fraudulent. The test set 
consists of 64 312 observations whereof 106 are fraudulent.  A very advantageous property of 
the dataset is that there are no missing values.  

3.2. Model Methodology and Estimation 

When creating a logistic regression model, that as accurately as possible predicts whether a 
transaction is fraudulent or not, the model needs to be tested with different combinations of 
variables. To get a clear picture of what variables are significant the first model, the full model 
contains all of the 30 independent variables.  
 
When the full model is built and evaluated the model is reduced step by step until there are 
only significant variables left. The aim is to get a model that is as simple as possible, but still 
has a high accuracy.  Since the model’s main purpose in this analysis is to predict if a certain 
transaction is fraudulent or not, there is no need to test the goodness-of-fit measure of the 
models but rather test how well they perform on the test data. The variables in the logistic 
regression are estimated with the maximum likelihood. 
 
To generate a K-NN model and being able to calculate the statistical distance between the data 
points the data needs to be normalised. This is, as mentioned in the theory part of this paper, 
done by applying a normalisation function. 
 

𝑥[\]^ = 	
𝑥. − 𝑥^.[

𝑥^_` −	𝑥^.[
 

 
The number of k is determined by testing at what level it best predicts the test data. One way 
to determine what level to choose is to use the square root of the total number of observations 
in the training data. Thus, by taking the square root of all 220 495 observations, the number of 
k would be 470.  
 
When deciding on a level of k, both overfitting and making a model that is too strict can be an 
issue. To avoid this, the model will be tested at different levels of k. The left side in Figure 
3.2.1. illustrates a model that is overfitted and the right side illustrates a model with a too strict 
decision rule i.e. when the model is not flexible enough. The purple dotted line illustrates Bayes 
decision rule which would be the optimal delimitation. 
 
Since K-NN decides its predictions based on a majority vote by a reference group containing 

k observations, this could lead to almost all of the observations being classified as non-
fraudulent in the test data. Another important factor is that the aim in this paper is to find the 
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fraudulent 

 
Figure 3.2.1. The K-NN approach using k=1 and k=100. Example of overfitting and too strict decision rule 
(Adopted from Gareth James D. W., 2013) 
 
transactions. Thus, a model that rather predicts a transaction as fraudulent than not is preferred. 
Overestimation is therefore not of great concern and the model will be tested at lower levels of 
k. 
 
A random forest consists, as mentioned before, of multiple Classification Trees which together 
form a forest. This paper uses the standard number of trees, 500, in the estimated model. The 
model starts by building one tree, then repeats the procedure, until all different trees are done. 
A useful property of the random forest is that it ranks the importance of all variables in order 
to predict the outcome.  
 
The performance of all models will be evaluated by a confusion matrix of the predicted values 
and the true values of the test data. This way it is easy to compare the models and interpret the 
results.  
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4. Results  
When testing the full logistic regression model including all variables it was tested at different 
cut-off rates to determine which point the model had the highest accuracy. The final cut-off 
rate of the full model was set to 0.3 i.e. if there was a 30% risk or more that the transaction was 
predicted to be fraudulent.  
 
Different logistic regression models that only contained significant variables at a 0.05 and 0.01 
significance level with different combinations of variables where tested and compared. They 
all performed worse in predicting the fraudulent transactions than the full model. Therefore, 
the full model was chosen as the final Logistic Regression model. The result showed that 76 of 
the fraudulent transactions where predicted correctly and 30 of the fraudulent transactions 
where missed. The model also predicted 20 nonfraudulent transactions as frauds.  
 
The K-NN models performed better. Ordinarily the method of choosing a level of k is to use 
the square root of the total number of observations. This was not possible in this study, since 
there are not enough frauds to test the model at these high levels of k. Thus, lower levels of k 
had to be tested. When testing at three different levels of k; 5, 20 and 100, the result was the 
same at all three levels. They all predicted all of the 106 frauds correctly and had a 100 % 
accuracy.  
 
When estimating the random forest model on the training data the model predicted all of the 
fraudulent transactions correctly. This indicates that the model was correctly built according to 
the concept of statistical learning where the model learns the patterns and structure of the data.  
 
Once the random forest model was estimated and run on the test data it predicted 85 out of the 
106 frauds correctly leaving 21 of the fraudulent transactions where predicted as non-
fraudulent. The model also predicted 3 non-fraudulent transactions as fraud.  
 
Although this model predicts some transactions incorrectly when using 500 trees the model 
benefit from using more trees, i.e. expanding the forest to make the model prediction better. 
The importance of the variables in the model are illustrated in Figure 4.1. 
 
In Table 4.1 a confusion matrix illustrates the output from the predictions of all of the models 
on the test data.  
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   Predicted  

   Non-fraudulent Fraud True Total 
 Total 

Non-
fraudulent 

64 206 0 64 206 

 LR 64 186 20  

 K-NN 64 206 0  

True 
RF 64 203 3  
       
Total 

Fraud 

0 106 106 

 LR 30 76  

 K-NN 0 106  

 RF 21 85  

 True Total  64 206 106  
Table 4.1.1. Confusion matrix containing results from all three models. Logistic Regression (LR), K-Nearest 
Neighbour (K-NN) and Random Forest (RF). 
 

 
Figure 4.1. Variables ranked after importance with respect to prediction of the variable Class. 
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5. Discussion and Conclusion 
The purpose of this study was to compare three different statistical models and evaluate their 
performance when predicting credit card fraud given our data set. The models have different 
approaches and properties, therefore their difference in performance is not surprising. 
 
K-NN preformed the best by far. As mentioned before K-NN is known to work well when the 
distribution of the data is unknown. In this case the method performed well no matter what 
number of k was chosen, which might indicate that the statistical distance between the 
fraudulent and the non-fraudulent transactions is large. In that case there seems to be hardly 
any or no overlap between the different outputs and the only neighbours seem to be of the same 
class. A great advantage with the method is that it is easy to understand and interpret. 
Something that can be a bit of a rare sight in statistics. 
 
The logistic regression model performed worse than the other models. That might be because 
the underlying assumptions are not fulfilled. For example, it might be that the independent 
variables are not linearly related to each other. This would reduce the performance of the 
model. When there is a linear connection between the variables, logistic regression is easy and 
fast to compute, a great advantage in a world where the amount of data is increasing fast.  
 
The random forest performed fairly good. The model missed some of the fraudulent 
transactions, but it still has some advantages to K-NN. Since the random forest is an eager 
learner and trains the model beforehand for each possible outcome, it works way faster than K-
NN and requires less memory once the model is built. K-NN is time consuming and expensive 
when it processes large amounts of data. The 
 
Another advantage with the random forest is that it can give us information about the 
importance of each of the variables. That way it describes the data better and extracts 
information about the different variables in the data. This is something K-NN does not do.  
 
Therefore, random forest might be a better alternative for the credit card company that has the 
unencrypted variables, since they that way could learn more about how the frauds are 
committed.  
 
In all cases it might beneficial to use a non-symmetric loss function as is done in the Logistic 
Regression model, where the cut-off point is set to 30 %. This means that the models could be 
programmed to predict an observation as fraud if a certain number of the votes classify an 
observation as fraudulent. Since the credit card company might be interested in detecting all 
risky transaction and investigate these closer, the models could be the first automated step in a 
process of detecting frauds.  
 
To conclude, Random Forest and K-NN are both useful models but serve different purposes. 
K-NN is great if the only question asked is whether a fraud is committed or not. Random Forest 
gives information about the variables and the data and is therefore an advantageously 
alternative if the goal is to extract information about the data itself, not just the outcome. 
Logistic Regression seems not to be great fit for this specific data set.  
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Appendix 
R Code: 
library(caTools); library(MASS); library(randomForest) 
library(class); library(gmodels); library(tseries) 
library(caret); library(lattice); library(ggplot2) 
library(rafalib);library(cowplot);library(reshape2) 
library(tree);library(ISLR); library(tidyverse) 
library(dplyr); library(GGally); library(devtools) 
library(ggpubr); 
 
 
##Clean workspace 
 
rm(list=ls()) 
 
## Read data 
 
library(readr) 
creditcard <- read_csv("~/Desktop/Statistik/creditcard.csv") 
View(creditcard) 
 
##########DATA############# 
 
## Split the dataset ino training and test set and split ratio 80:20 
ind<- sample.split(Y = creditcard, SplitRatio = 0.8 ) 
TrainDF<- creditcard[ind,] 
TestDF<- creditcard[!ind,] 
 
 
#############LOGISTIC REGRESSION#################### 
 
## different logistic models  
 
model <- glm(Class ~ . ,family=binomial(link='logit'),data=TrainDF) # full model 
model1 <- glm(Class ~ V1 + V4 + V8 + V9 + V10 + V13 + V14 + V20 + V21 
+ V22 + V27 + V28 + Amount,family=binomial(link='logit'),data=TrainDF) 
model2 <- glm(Class ~ V1 + V4 + V8 + V9 + V10 + V13 + V14 + V20 + V21 
+ V22 + V27 + V28 + Amount,family=binomial(link='logit'),data=TrainDF) 
model3<- glm(Class ~ V4 + V8 + V10 + V13 + V14  
+ V20 + V21 + V22 + V27 + Amount,family=binomial(link='logit'),data=TrainDF) 
model4<- glm(Class ~ V12 + V14 + V10, family=binomial(link='logit'),data=TrainDF)  
 
## Over view of differene models 
summary(model) 
summary(model1) 
summary(model2) 
summary(model3) 
summary(model4)  
 
#Prediction of models and fit of models  
fitted.results <- predict(model,newdata=subset(TestDF),type='response') ## Predict trained 
model on testset 
fitted.results.cutoff <- ifelse(fitted.results > 0.3,1,0) 
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# accuracy in percent 
misClasificError <- mean(fitted.results != TestDF$Class) 
print(paste('Accuracy',1-misClasificError))  
 
 
#Confusion matrix 
CrossTable( x = TestDF$Class, y = fitted.results.cutoff, prop.chisq = FALSE ) ## Confution 
matrix 
 
 
############ KNN ################ 
 
## Generate normalisation function 
normalize <- function(x) {return ((x - min(x)) / (max(x) - min(x))) }  
 
#Aplly normailisation function to test and training set 
normalTrain <- as.data.frame(lapply(TrainDF[1:31], normalize))  
normalTest <- as.data.frame(lapply(TestDF[1:31], normalize)) 
 
 
## Only dependet variable class 
train_labels <- normalTrain[31]  
test_labels <- normalTest[31] 
 
 
#kreating the KNN model, tested with dtifferent levels of k, where k has equaled k=5, k=20, 
k=100 
data_test_pred <- knn(train = normalTrain, test = normalTest, cl = train_labels[,1], k=100) 
CrossTable( x = test_labels[,1], y = data_test_pred, prop.chisq = FALSE ) 
 
 
#### RANDOM FOREST ###### 
 
#Change the variable class in the training set and the test set 
TrainDF$Class <- as.factor(TrainDF$Class) 
TestDF$Class <- as.factor(TestDF$Class) 
 
# Random forest, ntree and mtry standard 
rf <- randomForest(Class ~., data = TrainDF, ntree = 100, importance = TRUE) 
 
#Inspecting varaibles 
importance(rf) 
 
# Plot of the importance of the different variables in the model, mean decrease accuracy and 
mean decrease Gini 
varImpPlot(rf) 
 
# Check the first observations  
head(rf)  
 
# Predicting the train data  
p1 <- predict(rf, TrainDF)  
 
head(p1) 
 
# Confusion matrix of the train data. Inspecting the predictions 
CrossTable( x = TrainDF$Class, y = p1, prop.chisq = FALSE )  
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# Predicting the test data  
p2 <- predict(rf, TestDF)  
 
head(p2) 
 
head(TestDF$Class) 
 
# Confusion matrix of the test data. Inspecting the predictions 
CrossTable( x = TestDF$Class, y = p2, prop.chisq = FALSE ) 
 
 
 
 

  
 
 


