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Abstract

Transition-based dependency parsing is known to compute the syntac-
tic structure of a sentence efficiently, but is less accurate to predict long-
distance relations between tokens as it lacks global information about the
sentence. Our main contribution is the integration of attention mechanisms
to replace the static token selection with a dynamic approach that takes
the complete sequence into account. Though our experiments confirm
that our approach fundamentally works, our models do not outperform
the baseline parser. We further present a line of follow-up experiments to
investigate these results. Our main conclusion is that the BiLSTM of the
traditional parser is already powerful enough to encode the required global
information into each token, eliminating the need for an attention-driven
approach.

Our secondary results indicate that the attention models require a neural
network with a higher capacity to potentially extract more latent information
from the word embeddings and the LSTM than the traditional parser. We
further show that positional encodings are not useful for our attention
models, though BERT-style positional embeddings slightly improve the
results. Finally, we experiment with replacing the LSTM with a Transformer-
encoder to test the impact of self-attention. The results are disappointing,
though we think that more future research should be dedicated to this.

For our work, we implement a UUParser-inspired dependency parser
from scratch in PyTorch and extend it with, among other things, full GPU
support and mini-batch processing. We publish the code under a permissive
open source license at https://github.com/jgontrum/parseridge.

https://github.com/jgontrum/parseridge
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1 Introduction

Dependency parsing is an important part of natural language processing. For
a given sentence, a parser can determine the function of each word and how
it relates to the rest of the sentence. This information is a step towards natural
language understanding and useful for downstream applications. For example,
tasks like coreference resolution, information extraction, or sentiment analysis
can benefit from utilizing structural information about the given sentence, as
stated by Ma et al. (2018). Figure 1.1 displays an example dependency tree. It
shows that the verb chased is the head of the word dog. The arc between the
head and its dependent is labeled nsubj, indicating that dog is the subject of the
sentence. This word, in turn, is the dependent of dog with the relation label det.

Traditionally, dependency parsing research is divided into two main approaches:
Some researchers see it as a graph search problem in which they train a model
that scores all possible trees for a given sentence to determine the best one. Graph-
based parsing has reported state-of-the-art results for example by Dozat et al.
(2017), though these parsers are often quite slow, as Ma et al. (2018) point out.
Transition-based parsers, on the other hand, process the sentence word by word
and construct the dependency tree incrementally, parsing a sentence in linear
time (for projective trees). However, the parser bases every decision it makes solely
on limited local information. Therefore, the parser is prone to error propagation
as it cannot correct the structure it already built if it later finds that previous
decisions were wrong.

One way to improve the quality of a transition-based parser is to include global
information about the whole sentence into the decision-making process. If the
parser is aware of the structure it has already built, as well as the words that are

det det

nsub j

aux

punct

obl

case

The dog was chased by the cat .$

r oot

Figure 1.1: An example of a dependency tree for the sentence The dog was chased by the cat.
The root token $ is added to simplify the parsing process and is not an actual part
of the sentence.
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yet to come, it can make better local decisions. The goal of this work is to explore
how attention mechanisms can improve a transition-based parser, especially
regarding long-distance relations between words.

Over the last five years, attention mechanisms have been applied with great
success to machine translation by Bahdanau et al. (2015), to language modeling by
Devlin et al. (2019), and to graph-based dependency parsing by Dozat et al. (2017),
among others. Attention is an approach to improve the processing of sequences
with varying lengths. Recurrent neural networks are traditionally used to encode
a sequence (for example a sentence) into a fixed-sized vector or to generate
another sequence, in which the outputs are aware of their position and their
adjacent neighbors. However, RNNs are notoriously slow and computationally
expensive, as well as bad at capturing long distance relations between words.
Since RNNs read a sequence item by item, they inevitably forget items that are
too far in the past. Attention, on the other hand, inspects the whole sequence at
once and assigns scores to every item by comparing it against a so-called query
vector. Higher scores indicate that the item is more important in the current
situations, while items with lower scores can be ignored. Eventually, the sequence
is transformed into a vector by computing a weighted average based on the scores.

1.1 Research Questions

In this work, we extend a transition-based dependency parser with an attention
layer to see whether it can benefit from the gained information about distant
words. Traditionally, our parser bases its decision about what to do next by observ-
ing the first three tokens of the stack and the first token on the buffer. Explained
in more detail in Chapter 2.1.2, the stack is a list of tokens that already are or,
will become, heads in the dependency tree, but have not yet been assigned their
parent node. The buffer, on the other hand, holds the rest of the sentence that has
not been processed so far.

We formulate the hypothesis that the selection of tokens from the stack and the
buffer is a bottleneck for the parsing process, because the parser is neither aware
of the already built structure nor of the unseen words. Therefore, we apply an
attention layer to each stack and buffer to dynamically encode them by inspecting
the complete list, not only the first item. We experiment with various ways to
represent the current state of the parser so that the attention models know on
which words they should concentrate.
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2 Background

2.1 Dependency Parsing

2.1.1 Concepts

In dependency parsing, we assign a label to each word in the sentence and de-
scribe how the words relate to each other. A word can have several children or
dependents, but only one parent word or head. Defining these relations for all
words allows us to construct a graph that describes the relations between the
words. For practical reasons, we often add an artificial *root* token, which has no
incoming arcs but acts as the head of the root of the actual dependency graph.
Upstream applications can use this graph to gain in-depth information about the
content of the sentence, for example, to identify predicate, subject, and objects,
or to relate adjectives to their nouns. In most cases, the dependency graph is in
the form of a tree. Hence we will use both terms interchangeably in this work.

While there are two main approaches to dependency parsing (graph-based
and transition-based), we are only covering transition-based parsing in this work.
In this technique, we parse a sentence word by word and build the dependency
graph incrementally. The parser is driven by the stack and the buffer, two data
structures that hold words from the sentence and describe what parts still have to
be processed. Initially, the stack is empty, while the words from the sentence are
copied to the buffer. Using a transition system, we move words from the buffer to
the stack and construct the dependency graph along the way. Every time we apply
an ARC transition, we define the relationship between two words and remove the
dependent of this relation from the stack. Eventually, the buffer contains only the
root token, while the stack is empty, indicating the end of the parsing process.

2.1.2 The Extended Arc-Hybrid Transition System

Most transition-based parsers use configurations to describe the current state of
the parsing process. We define a configuration as a triple (Σ,B , A) as a stack Σ, a
buffer B and a set of arcs A. The stack and the buffer are both queues that can
hold words (or their indices) of the sentence. Traditionally, the head of the stack
is on its right while the head of the buffer is on the left. We represent an arc as
a tuple (h,d), where the headword h points to its dependent d . For the sake of
simplicity, we omit the notion of labels for our formal definition.

We follow the extended arc-hybrid parsing system by de Lhoneux et al. (2017)
that is also used by the UUParser, which reached the best results for transition-
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Figure 2.1: Visualization of the extended arc-hybrid transition system. For each transition we
first illustrate the action that should be performed, and below the configuration
afterward. Note that the reduce operations LEFT ARC and RIGHT ARC add the
shown arc to the set of completed arcs A.

based parsers at the ConLL 2018 task as shown in Smith et al. (2018). The extended
version is additionally capable of handling non-projective trees through a SWAP
transition initially presented by Nivre (2009).

In our arc-hybrid transition-based parser, we start with an initial configuration
and apply a series of transitions until we reach the terminal configuration. The
start configuration holds the whole sentence on the buffer, followed by the root
token $:

c0 = ([ ], [w1, ..., wn ,$], { }), (2.1)

while the final configuration has processed all words, leaving only the root
token on the buffer:

c f = ([ ], [$], A), (2.2)

The transitions are illustrated in Figure 2.1 and contain a SHIFT operation,
the two REDUCE transitions LEFT ARC and RIGHT ARC, as well as a reordering
operation SWAP.

SHIFT

This transition moves the first item on the buffer to the beginning of the stack:

SHIFT(σ,b|β, A) = (σ|b,β, A) (2.3)

σ and β represent the rest of the stack or buffer respectively. SHIFT can always
be performed unless b is the root token.
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LEFT ARC

As a reduce operation, LEFT ARC will generate a new arc from the first item on
the buffer to the first item on the stack. Subsequently, the dependent token is
removed from the stack.

LEFT(σ|s0,b|β, A) = (σ,b|β, A∪ {(b, s0)}) (2.4)

The conditions for LEFT ARC are that the stack must not be empty, and the first
item on the buffer must not be the root token.

RIGHT ARC

In contrast to the LEFT ARC transition, all required tokens are taken from the
stack, as the arc points from the second item on the stack to the first. Again, the
dependent is removed from the stack after the operation.

RIGHT(σ|s1|s0,β, A) = (σ|s1,β, A∪ {(s1, s0)}) (2.5)

The stack must contain at least two tokens to perform the RIGHT ARC transition.

SWAP

The SWAP transition allows the parsing system to generate non-projective de-
pendency graphs by reordering the tokens. It takes the first item on the stack and
inserts it in second place in the buffer. Consequently, the parser does not process
the input sentence in a sequential order any more.

SWAP(σ|s0,b|β, A) = (σ,b|s0|β, A) (2.6)

The conditions for the SWAP operation are that the stack may not be empty, the
buffer contains more than one word, and the index in the sentence of s0 must be
smaller than the index of b.

2.1.3 Related Work on Deep Learning in Dependency Parsing

Traditionally, dependency parsers relied on hand-crafted feature functions that
are used to create a linear model that predicts the best action for the current
configuration, for example by Nivre (2003), Nivre (2004), and McDonald et al.
(2005).

With the advent of deep learning, feature engineering was gradually replaced
by architecture engineering, which focuses on creating a suitable neural network
architecture with the earliest example presented by Titov and Henderson (2010).
There has been plenty of research in this area (e.g. Chen and Manning (2014) and
Dyer et al. (2015)), which follow various attempts at both feature and architecture
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engineering. Kiperwasser and Goldberg (2016), published a novel approach by
using a minimal BiLSTM-based architecture that only depends on the embeddings
of the input sequence and no additional features. Despite its simplicity, they
report impressive results that have inspired other research groups to continue
developing their approaches based on the proposed architecture. In summary,
they use a stacked bidirectional LSTM that contextualizes the input embeddings.
At every time step, the token indices of the first three token indices on the stack
are selected, as well as the first one from the buffer. Based on the indices, they look
up the contextualized input representation from the LSTM and concatenate them
into one vector. This vector is then applied to a multilayer-perceptron with one
hidden layer and a tanh activation function in between. The logits of the output
then indicate which action is the best.

Dozat et al. (2017) present a graph-based dependency parser that borrows
its base architecture from the aforementioned BIST-parser by Kiperwasser and
Goldberg (2016). One of their contributions is adding a biaffine layer which is
used to score all possible heads with their dependents and use the resulting
distribution to build a dependency graph. In detail, they use each head token as a
query vector to an attention layer over all dependents. Note that even though head
and children might refer to the same token in the sentence, Dozat et al. (2017) still
represent them differently depending on their role. A biaffine attention function
is then used to determine the highest scoring dependent to create an arc between
them. This approach lead to impressive state-of-the-art results at the time of
the publication and is one of the most popular dependency parsing approaches
today. The publication also introduces various suggestions to increase the model’s
performance: For example, the authors use embedding dropout to regularize
by masking random tokens or part-of-speech tags in their input sequence (see
Section 2.4.3). Additionally, they also use dimensionality reduction layers that
are used to downsample the dimensionality of the input embeddings while also
filtering out information that is not required for the task of dependency parsing
(see Section 2.4.6).

Ma et al. (2018) present a novel parsing architecture based on pointer networks
by Vinyals et al. (2015) that constructs a dependency tree in a top-down depth-first
manner. They first contextualize the input sequence with a BiLSTM after encoding
the words with a character-based convolutional neural network. The main driver
of the parsing process is the stack, which holds indices that point to a token in
the input sequence. At every step, the token related to the top entry wh on the
stack is passed to the decoder LSTM. The resulting hidden state is then used as a
query vector in an attention layer over the input sequence. Based on the resulting
attention scores, the best token wc is selected, representing a dependency arc
with wh as the headword and wc as its dependent. Then, the index of wc is pushed
to the stack and the parser proceeds. Items are popped from the stack when the
attention scores result in a word pointing to itself (wh = wc ). Inspired by Dozat
et al. (2017), the authors also use a biaffine attention function. They additionally
experiment with including information about sibling and grandparent nodes into
the representation of a token and find that it increases accuracy. Overall, we see
this approach as a combination of graph-based and transition-based parsing:
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On the one hand, the parsing proceeds sequentially, driven by a stack similar to
transition-based parsing. On the other hand, arcs are defined by comparing a
word globally with all other inputs, a property typical for graph-based parsing. It
should be noted, however, that Ma et al. (2018) present their approach as a form
of transition-based parsing.

Fernández-González and Gómez-Rodríguez (2019) improve on the idea of Ma
et al. (2018) by reducing the number of transitions by half, thus decreasing the
parsing time by 2x. Additionally, they report an even higher accuracy on the
English Penn Treebank than the original approach by Ma et al. (2018). While
most of the approach works similar compared to their inspiration, the authors’
main contribution is to inverse the roles of the head and the dependent word in
the architecture: The stack represents dependents for whom the attention layer
suggests the best parent node.

2.2 Deep Neural Networks

We assume that the reader is familiar with the basic concepts of artificial neural
networks and will, therefore, only briefly introduce the key concepts that are
important for the performed experiments.

2.2.1 Basic Functionality

Similar to traditional machine learning algorithms, neural networks usually take
an input vector and return an output vector. In case of a classification problem,
this output vector can describe a probability distribution over several classes,
which is used to determine the best label, or it merely consists of one value for a
simple regression task. Internally, most neural networks depend on linear layers
in some form. Here, the input vector x is multiplied with a weight matrix W , and
often the bias vector b is added to the result to form the output h:

h = xW +b (2.7)

The matrix W and the bias vector b are parameters that are randomly initialized
and learned during training. A deep neural network consists of many linear layers
of varying size, where the output of one is passed on to the next. However, if two
linear layers follow each other, their function can be simplified into one layer,
which diminishes their power. Therefore, we add non-linear functions between
the layers to resolve this problem. These so-called activation functions are further
described in Chapter 2.4.9.

The supervised training process works by first calculating the loss: The network
computes an output for a given input. It then compares the output with the gold
result and computes the error that tells how far it has missed its target using a loss
function. If the error is exactly zero, the prediction was perfect. Based on the loss
value, the neural network then back-propagates the error through all layers until

12



x1

h1
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h2

x3

h3

xt

ht

Figure 2.2: A visualization of a recurrent neural network (RNN). At every timestep, the network
generates an output which is based on the current input and the previous outputs.

it reaches the input. For every learned parameter in every weight matrix or vector,
a partial derivative of the loss function is computed. Using the derived function,
we can generate the gradient that indicates how the weight has to be changed to
improve the performance of the network. An optimizer then changes all weights
based on their gradients. The exact calculation is determined by the optimization
algorithm and hyperparameters, such as the learning rate.

2.2.2 Multi-Layer Perceptron

A typical neural network component that is used in classification tasks is the multi-
layer perceptron. Traditionally it consists of an input layer, a middle layer, and
an output layer. If the MLP is the last component in the network, the dimensions
of the output match the number of classes. Often, a softmax function is applied
to the output to form a probability distribution over the classes. We formalize an
MLP with one middle layer as follows, where f stands for the nonlinear activation
function:

h =Wout f (Wmi d f (Wi nput x +bi nput )+bmi d ))+bout (2.8)

2.2.3 Recurrent Neural Networks

In natural language processing, we often have sequences of varying size as input.
These sequences cannot be adequately presented as one input vector of a fixed
size. Instead of a linear layer, we use a recurrent neural network (see Elman (1990))
to process sequences. An RNN reads a sequence item by item and generates an
output at every timestep, which is based on the input at the current timestep,
as well as the previous outputs. This way, we can encode information about
the context into the outputs. However, RNNs have problems with long distance
relations between items. The influence of a past item declines with every timestep
until it vanishes.

A proposed solution to this is replacing the vanilla RNN cells with Long Short-
Term Memory cells (see Hochreiter and Schmidhuber (1997)). As illustrated in
Figure 2.3, LSTM cells have an additional input, the cell state. This state is contin-
uously modified and passed along from timestep to timestep and can be used to
transport information over long distances. The LSTM also contains four gates that
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σ

t anh
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ht−1 ht

ct

xt

ht

Figure 2.3: A visualization about the inner mechanics of a Long Short-Term Memory cell
(LSTM). The input at the current timestep xt is colored turquoise, the output of
the cells ht−1 and ht is shown in green, and the cell state ct−1 and ct is orange.
Learned parameters W are blue and functions grey. Though not shown in the
illustration, a bias vector is also often learned in addition to the weight matrices.

control the information flow: First, the forget gate takes the current input and the
last output and passes it through the linear layer W f , followed by a sigmoid acti-
vation function. The result is pointwise multiplied onto the cell state. Secondly,
the input gate Wi and cell gate Wc work in a similar way. They are multiplied
elementwise and added to the cell state. Finally, the value of the cell state is used
to influence the output at the current timestep. It is multiplied to the output of
the output gate Wo . Please note that while we only show the weight matrices of
the four gates in Figure 2.3, usually every gate also typically learns a bias vector.

While LSTMs are widely used in natural language processing, they are compu-
tationally expensive and struggle with very long dependencies. However, they still
improve compared to vanilla RNNs.

2.2.4 Embeddings

A common way to encode categorical data in neural networks is through embed-
dings. Every value of a category is represented by a row in an embedding matrix,
replacing the actual value by its index in the matrix. If, for example, our categories
are the days of the week, we encode Monday as 0, Tuesday as 1, and so on. To
get their embeddings, we take the rows of the matrix at the said index. During
training, the weights of the embeddings are learned.

Word Embeddings

Since the introduction of the word2vec algorithm by Mikolov et al. (2013) in
2012, tokens in NLP systems are usually represented through word embeddings,
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replacing older approaches like one-hot encoding or co-occurrence matrices.
Though there are multiple algorithms to create word embeddings like Glove by
Pennington et al. (2014) or fasttext by Bojanowski et al. (2017), they work similarly.
The algorithm creates a representation for each word based on its surrounding
words given a large corpus of tokenized text. These multidimensional embeddings
have been proven very useful as they capture various semantic information about
the word. However, word embeddings act like a dictionary and have only one
embedding per type and are, thus, unaware of the context they are used in.

2.3 Attention

Intuitively, attention is a concept we are familiar with from our day-to-day life:
When reading a book, our eyes instinctively concentrate on crucial words, but
skip unimportant ones before moving on to the next segment. We can also actively
choose to pay attention, for example, to the voice of a friend in a noisy environ-
ment and tune down all other conversations around us. These two concepts of
implicit and explicit attention can also be found in artificial neural networks.

Implicit attention is a fundamental property of deep learning architectures. In a
feed-forward neural network, for example, the weight matrices are learned in a
way where the networks prioritize the values of essential features over unimpor-
tant ones. In the case of an LSTM, the forget gate learns implicitly which previous
inputs it should pay attention to and which to forget. While this underlying prop-
erty is inherent to the way neural networks work, implicit attention is often not
powerful enough.

In machine learning literature, the term attention mostly refers to explicit atten-
tion, where a neural network actively learns to prioritize one part of the input over
the rest. Our working definition of attention is to assign a value ai to every tensor
hi in our input. Based on the attention scores a, the network then transforms the
input h to the output h′.

This broad definition lets us differentiate the shape of the input (static or dy-
namic) and the kind of transformation (hard attention or soft attention).

Hard Attention and Soft Attention

Presented by Xu et al. (2015), hard attention only selects the part of input with the
highest attention score, while it completely dismisses all other values. Discussed
in the context of image processing, the authors list the reduced computational
cost as a benefit but point out that such a model is not differentiable and thus
requires a more complicated setup to train.

Soft attention, on the other hand, is the default in most NLP research. Here, the
attention scores are normalized through a softmax function to form a probability
distribution over the input. The input tensors are then multiplied with their
attention score and summed up, effectively using the attention scores to compute
a weighted average over the input. Unless otherwise mentioned, we will treat soft
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attention as the default mechanism for the rest of our work due to its importance
in NLP.

2.3.1 Bahdanau Attention

Bahdanau et al. (2015) present an approach to attention that can be applied to
sequences of varying length, as they propose their idea in the context of ma-
chine translation. Most modern machine translation systems follow the encoder-
decoder pattern. If one, for example, wants to train a system that translates English
to German text, the encoder would try to represent the whole English input sen-
tence as one vector. This vector is then passed to the decoder, which generates
the words in the target language German based on the vector and the already
produced German words.

Though this approach performs very well, its main weakness is the compressed
size of the vector that holds the encoded input sentence. No matter if the sentence
is five words long or fifty, it needs to hold the information about the whole sen-
tence in one vector. Traditionally, one uses a bi-directional LSTM to generate this
sentence encoding. The BiLSTM reads the input sequence word by word, passing
along a hidden state to remember past words. The output for the next word is then
based on the previous output and the hidden state. Thus, the output of the last
word holds information about the whole sequence. However, even LSTMs have
issues with long distance relations between words. Though the information in the
hidden state is controlled by a forget gate that learns to prioritize the influence
from distant, previous inputs, this technique has limitations. Due to the vanishing
gradient problem, the influence of the previous words decreases the farther away
it is from the current word, until during backpropagation, the gradients referring
to it move to zero, effectively stopping its weights from updating. One can improve
the performance by using a second RNN that processes the sequence in reverse
and then concatenating or summing the outputs of each word so that its values
are based on previous and upcoming words. Bi-directionality, nonetheless, is not
a solution to the fundamental shortcomings of RNNs. Therefore, using only the
output of the last word to represent the whole sentence creates an upper limit to
the knowledge the decoder can extract from it.

Bahdanau et al. (2015) therefore propose an idea to generate this encoding
vector dynamically based on the progress of the decoder: Whenever the decoder
tries to produce a word in the target language, it looks into the whole source
sequence and picks the words that are most helpful in the current context. Based
on the words and the information about the already generated target words, it
outputs the next translated word. Intuitively, this approach seems reasonable: If
the decoder detects a context, in which it makes sense to produce the main verb
of the sentence, the most critical information needed is about the main verb in
the source sentence. For example, when generating the determiner for a noun in
German, where article and noun must agree in terms of gender and number, the
decoder must already concentrate on the following noun in the source sentence,
so that it generates the grammatically correct article.
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Figure 2.4: The attention mechanism originally introduced by Bahdanau et al. (2015). A query
q is compared against all items in the input sequence k using a scoring function
scor e(q,ki ). The scores are normalized using softmax and multiplied with the
corresponding items in the value sequence v . The results are summed to form the
context vector c.

2.3.2 Concepts

In the following, we define the attention mechanism presented by Bahdanau et al.
(2015), though we make it more abstract for contexts outside of the encoder/de-
coder setup and use the notation of query, key, and value to describe it. This
notation was introduced by Graves et al. (2014) and Sukhbaatar et al. (2015), and
used explicitly by Vaswani et al. (2017).

The keys describe the vectors in a sequence that we compare against the query
vector. Eventually, the output of the scoring function is applied to the sequence of
value vectors to produce a weighted average over them (see Figure 2.4). One can
interpret the query vector as an encoding of a concept we want to lay our focus
on. For example, if the query vector holds the syntactic concept of a subject, we
can use it to search for the best candidates of a subject in the input sequence. In
the case of our neural machine translation example, the query represents the part
of the sentence that was translated so far with an emphasis on the most recent
word. We then use it to query the sentence in the source language to find the best
information for the next word to generate. This way, the sentence encoding is
explicitly made for the current situation in the decoder RNN, which will use the
context vector as well as the last output and last state of the decoder to generate
the next word in the target language.

2.3.3 Scoring Functions

This notion of attention is based on a scoring function score(q,ki ), often also
referred to as an alignment- or similarity function. Given a query vector q and
a key vector ki , it outputs a numeric value that describes the similarity between
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both inputs. The term alignment function is a remnant from the origins in ma-
chine translation, where one needs to align the words in the source sentence to
the words in the target sentence. The score() function describes the comparison
between the query vector and the key vector at position i . To gain all attention
scores one must then calculate the score for each key vector ki in the sequence.

Dot Product

Luong et al. (2015) propose using the inner product between the query vector and
a key vector. Like most other scoring functions, it requires q to be of the same
length as k.

scoredot(q,ki ) = qT ki (2.9)

Scaled Dot Product

Introduced along with the self-attention mechanisms of the Transformer, Vaswani
et al. (2017) extend the dot similarity by normalizing the result over the square root
of the dimension of the key/query vectors dk . The authors motivate the scaling by
stating that without it, for large values of k the following softmax function would
lead to very small gradients, thus limiting learning.

scoresdot(q,ki ) = qT ki√
dk

(2.10)

Concat Scoring

Concat- or additive scoring is the original scoring function proposed by Bahdanau
et al. (2015), which is also one of the most computationally intense function. It
involves two learned weight matrices Wa and Ua , as well as a learned vector va . In
summary, the query vector is multiplied with the matrix Wa and the key vector by
Ua . The resulting vectors are added and passed through a t anh nonlinearity. The
score is then the result of the inner product between the output of the activation
function and the learned vector va . Like the parameterized dot function, this
approach also allows the dimension of the query and the key to differ.

scoreadd(q,ki ) = vT
a tanh(Wa q +Uaki ) (2.11)

Biaffine Attention

Proposed by Dozat et al. (2017), a biaffine scoring function first multiplies the
query vector with a learned weight matrix and subsequently multiplies it with the
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key vector. Most implementations, however, describe this function as a bilinear
layer. The weight matrix is of the dimensions (q , qdi m , kdi m).

scorebiaffine(q,ki ) = qWaki +b (2.12)

Learned Scoring

In addition to the presented regular scoring functions, we propose a completely
learned scoring function. This is useful in a context where no query vector is given,
and one is instead interested in a function that outputs the universal importance
of a word, for example, in a text classification case.

Inspired by Yang et al. (2016), the function is a linear layer that accepts a key
vector of a defined size but outputs a vector of size 1.

scoreuniversal(ki ) = tanh(Waki +ba) (2.13)

2.3.4 Context Vector

The scoring function is applied to compare every key vector in the input sequence
with the query vector. Afterward, these scores need to be normalized to form a
probability distribution over the scores. Usually, a softmax function is applied,
though in rare cases sigmoid is used as well:

ai = exp(scor e(q,ki ))∑
n exp(scor e(q,kn))

(2.14)

The probability distribution now tells us the importance of each item in the
sequence given the query, where high scores indicate that much attention should
be given to this word.

In the following, we need to apply the attention scores to the values. In most
NLP applications, the sequence of keys and the sequence of values are identical.
However, one can think of scenarios where a sequence is, for example, represented
by word embeddings, as well as part-of-speech tag embeddings. The attention
weights could then be computed based on the sequence of part-of-speech tag
embeddings, which would then be multiplied with the sequence of word embed-
dings. Although, if not specified otherwise, we will see keys and values as identical
in the following work.

To generate the context vector, which represents an encoding of the whole se-
quence based on the context in the query, we multiply the attention probabilities
with the corresponding values vectors. Subsequently, we sum the scaled value
vectors to create a weighted average:

c =∑
i

vi ai (2.15)
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To sum up the last steps, one can see the calculations as

Attention(Q,K ,V ) = softmax(score(Q,K ))V (2.16)

2.3.5 Universal Attention

If we apply attention mechanisms to non-sequence-to-sequence problems, find-
ing a correct query vector becomes non-trivial. Though we dedicate a large portion
of our experiments on this issue, we also need to introduce a lesser known con-
cept of attention that does not require an explicit query vector. Instead, it learns
a query vector internally that represents the concept of a universally important
word with regards to the training corpus.

This concept was introduced by Yang et al. (2016) in the context of a text classifi-
cation task: On the sentence level, an attention layer would learn essential words
and produce a sentence encoding. The sequence of sentence encodings is then
passed through a second attention layer, which in turn learns the concept of the
most important sentence. The output of this text encoding is then passed through
a multi-layer perceptron to produce the most probable category of the text.

In detail, the attention mechanism of Yang et al. (2016) work by applying a linear
layer followed by a tanh activation function to the input to extract important
information from it. It is then scored by computing the inner product with a
learned query vector. This way, the dimensionality of the output of the attention
layer can be varied:

Attentionuni(K ,V ) = softmax(score(Qa , tanh(WaK +ba))) ·V (2.17)

In the following, we refer to this kind of attention as universal attention, to avoid
confusion with the already existing term of global vs. local attention (see Luong
et al. (2015)).

2.3.6 Positional Encoding

As stated before, the scoring function in an attention layer compares each item
with the query but is unaware of their context or the order of the sequence. Though
there might be situations where this bag-of-words approach is feasible, many NLP
tasks depend heavily on the order of words in a sequence.

To make the attention mechanism aware of the order, we discuss three ap-
proaches to encoding the context of words.

RNN based

We went into detail about the disadvantages of recurrent neural networks in terms
of long-distance relations, but a bidirectional RNN can nevertheless adequately
contextualize words in a sequence. In fact, if attention is applied directly to the
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outputs of an RNN, it is questionable whether an explicit positional encoding is
even necessary. However, using an RNN is a computationally expensive operation,
and for example, in the case of the transition-based BIST parser (see Kiperwasser
and Goldberg (2016)), words are extracted from an RNN output and stored in a
different order on the stack.

Positional Embeddings

An easy approach to encoding the position of a word is to learn it with an embed-
ding matrix. For a sequence of length m, we create a second sequence 1,2, . . . ,m
and use it to retrieve their embeddings. One must, of course, define an upper limit
n so that pos(i ) = max(i ,n). The dimensionality of the embeddings can be freely
configured, and each positional embedding is concatenated with the embedding
of its corresponding word.

A disadvantage of this approach, on the other hand, is that we ultimately in-
crease the dimensionality of the sequence, which makes it larger than the size of
the query vector. Though we discussed size independent scoring functions, an
alternative solution is to downsize the input sequence with a linear layer. Another
approach is presented by Devlin et al. (2019) who add the embeddings directly to
the tokens, instead of concatenating them.

Positional Encodings

A positional encoding is especially important when no RNN is used in the whole
architecture, hence the authors of the Transformer (Vaswani et al. (2017)) propose
the concept of positional encodings. They define a wave function for every input
dimension, which is then applied to the position in the sequence. In detail, they
define a sinus function for uneven dimensions and a cosine function for even
dimension. The higher the dimensions is, the longer the length of the wave.

The positional encodings are defined as follows: The current dimension is
represented by i , while d describes the total number of dimensions.

PE(pos,2i ) = si n(pos/100002i /d ) (2.18)

The function for uneven rows is defined analogy as:

PE(pos,2i+1) = cos(pos/100002i /d ) (2.19)

The values are then added to the input keys, values, and queries. The authors
also note that they found that positional embeddings work as well, but that posi-
tional encoding can also be used for sequences of any length, even those unseen
during training.
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Figure 2.5: Self-attention works by using the same sequence as queries, keys, and values. For
each item in the sequence, we compute a context vector using the item itself as the
query vector. The output is then the sequence of generated context vectors.

2.3.7 Input Transformation

As briefly mentioned before, we can try to improve the attention function by
performing a linear transformation on the inputs. This can help the network to
learn what information is crucial to attend to, as well as filtering out information
that has become redundant at this point in the case of the value vectors. Note that,
even though we treat the input keys and values as the same, both are transformed
by two distinct linear layers. Transforming the input can also introduce more
flexibility in term of the dimensions, since now the initial query and key values
can have different dimensionality, while the output dimension can be freely
configured as well. In line with Vaswani et al. (2017), we only multiply the input
with the learned weight matrix and do not add a bias unless specified otherwise.

We define the transformed input as follows:

Q ′ =QWq

K ′ = K Wk

V ′ =V Wv

(2.20)
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2.3.8 Multi-Head Self-Attention

So far, we have explained attention for many-to-one tasks: Given a sequence and
a query, we transform it into one fixed-sized vector. However, this concept can be
extended further into a sequence-to-sequence context to eventually replace the
role of RNNs in generating a sequence of contextualized inputs. This concept is
called self-attention and is one of the main contributions of the influential paper
Attention is All you Need by Vaswani et al. (2017).

In most NLP tasks, we treat the keys and the values as identical. For self-
attention, the queries also do not originate from an external source, but from the
sequence itself. The attention function is called for every token in the sequence to
generate a new sequence of context vectors that correspond to the old inputs (see
Figure 2.5).

As an example, consider the sentence It is rainy. First, we compute the context
vector over the sequence it is rainy with respect to the query vector it. Every word
(including it itself) is compared against the query, and based on the normalized
attention scores, we generate the first context vector that captures the context
of it. We then repeat the process for the token is and compare it against all other
words in the sequence and eventually run the attention for the last word rainy.
This way, we have generated three context vectors, each capturing the essence of
the context of each word in the sequence.

For this reason, we can try to replace sequence-to-sequence RNNs by a self-
attention layer. Compared to RNNs and even LSTMs which capture longer depen-
dencies, an attention-driven approach can view the whole sequence, not only the
immediate context. Therefore, it is trivial for a self-attention layer to detect very
long dependencies that an LSTM would have already forgotten. This, of course,
has to be applied alongside the positional embeddings so that the network can
learn to give less attention to words that are very far away.

The performance can be improved further by applying multiple self-attention
layers in parallel on the input, a method called multi-head attention. Each of the n
self-attention heads takes precisely the same input in the form of query, key, and
value, but specify on different tasks. In fact, Voita et al. (2019) show in a machine
translation context that the role of individual heads can be linguistically inter-
preted. Apart from attending to words that are positionally close to the attended
word, they identify heads with a distinctive syntactic function like a subject or
object dependency.

Each head transforms each input as described in Section 2.3.7 before applying
attention. The used weight matrices are not shared between heads to give them
further opportunity to filter out data that is not needed for their task. The outputs
of all heads are concatenated and projected into the original input dimensionality.
To speed up the process, the actual size of the dimensionality of each head is dmodel

h .
Note, however, that every head still receives the complete input, but projects it
into the lower dimension. In the original paper, the authors choose a number of
heads h = 8.
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Figure 2.6: The application of a multi-head attention layer in the Transformer architecture by
Vaswani et al. (2017). After each layer, the residual connection is applied followed
by layer normalization.

In detail, the computation looks as follows:

MultiHead(Q,K ,V ) = Concat(head1, ...,headh)W O (2.21)

where

headi = Attention(QW Q
i ,K W K

i ,V W V
i ). (2.22)

Transformer Encoder

The multi-head self-attention layer is only a sublayer in the context of the Trans-
former (see Figure 2.6). A residual connection is applied around the self-attention
layer so that the input to the layer is eventually added to its output. This is followed
by layer normalization:

LayerNorm(x +MultiHead(x, x, x)) (2.23)

Next, the result is used as input to a fully connected feedforward network with
two layers separated by a ReLU nonlinearity, around which an additional residual
connection is applied. The residual connections require that the size of the input
to always equal the size of the output.

All in all, the encoder in the Transformer paper can be formalized to:

Encoder(x) = LayerNorm(Attention(x)+FFN(x)), (2.24)

where
Attention(x) = LayerNorm(x +MultiHead(x, x, x)) (2.25)

24



and

FFN(x) = ReLU(xW1 +b1)W2 +b2 (2.26)

Additionally, the complete encoder consists of a stack of N Encoder(x) layers.

2.4 Regularization Techniques

In the following sections, we will lay out different mechanisms to regularize neural
networks. We use a liberal definition of the term to include all approaches that
help to improve the performance by supporting the network to generalize better.

The term regularization describes several techniques that prevent a machine
learning algorithm from overfitting on the training data. A good indicator for
an overfitting system is one in which the performance on the training set keeps
increasing, while the performance on a held-out development or test set first rises,
but then declines the longer the training takes place, as illustrated in Figure 2.7.
The reason for this is that instead of recognizing the underlying rules and patterns
in the data, the machine learning model focuses on learning the training data by
heart. Thus, overfitting leads to a model that does not generalize well on the data.

Deep learning systems are especially vulnerable to overfitting because of their
vast memory capacity. For example, the number of trainable parameters in a tradi-
tional machine learning algorithm, such as a support vector machine, is typically
several orders of magnitude smaller than the number of training examples. In a
deep neural network, the case is often the opposite. Therefore, the network has
the capacity to memorize the complete training set in its parameters and merely
learns to create a specific output for a particular data point, instead of learning
which hidden rules would lead to the desired result.

The right choice of the best regularization parameters depends on the context
and should be determined experimentally. Too regularization little leads to an
overfitting model, while too aggressive regularization can prevent the model from
learning anything at all.

2.4.1 Early Stopping

Another way to counteract overfitting is to stop training as soon as the model
shows the first signs of it. After each epoch, one measures the loss of the model
on the training data and held-out test data. If the error on the test data does not
decrease for some iterations or even starts to increase, one has found the optimal
point to stop training. This technique should be used in combination with all
other presented regularization methods and presumes that the model already
performs well at a specific time during training (see Bengio (2012)).
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Figure 2.7: Illustration of the typical progression of loss values measured on the training- and
test set. After the optimal number of iterations (marked with Early Stopping), the
model’s performance on the test set worsens as it starts to overfit the training data.

2.4.2 Weight Decay

Also referred to as L2 regularization and a conventional kind of regularization
used in simple traditional machine learning algorithms, weight decay acts as a
penalty on the loss value. Depending on a factor λ that controls the intensity of
the penalization, it prevents weights from becoming too large (see Krogh and
Hertz (1992)). A subtle difference between L2 regularization and weight decay is
that L2 regularization is applied to the output of the loss function, while weight
decay is performed on the learned parameters directly. Nevertheless, their effect
is very similar.

2.4.3 Dropout

Though the idea behind dropout sounds drastic at first, it is one of the most
effective techniques to prevent a neural network from overfitting. Dropout is a
function that randomly deletes part of its input. Each value in the input tensor is
set to 0.0 with the specified probability p (see Srivastava et al. (2014)).

Effectively, it forces the network to become more robust and handle incomplete
inputs. Additionally, as even the same inputs change slightly due to the dropout,
it makes it harder for the model to merely memorize the data points. Instead, it
must concentrate on generalizing the input.

Dropout can be applied directly to the input values, or more commonly after a
layer in the neural network. Typically, dropout is perfomed after a feed-forward
layer or on the output of a recurrent neural network.

Commonly, dropout probabilities between 10% and even 50% are used, though
the majority is around values between 15-30%.
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Recurrent Dropout

A special form of dropout that can be used in recurrent neural networks is the
recurrent dropout. It is applied between each timestep of the network and helps to
regularize the contextualization of the inputs (see Zaremba et al. (2014)). However,
we will not use this form of dropout in our experiments, as it is not supported by
the CuDNN library, which ensures a speedy execution on Nvidia GPUs.

Embedding Dropout

Dozat et al. (2017) propose to implement dropout directly on the input sequence,
even before the embedding is applied. This means that complete tokens in the
sentence are deleted. Though, in the case of the Dozat et al. (2017) dependency
parser, they additionally use a sequence of part-of-speech tags to which they also
apply the dropout. If a word or tag is dropped, the other is scaled by a factor of
two. Only in the case where both of them are affected by the dropout, the input
vector is filled by zeros.

In their parser, Dozat et al. (2017) suggest a dropout probability of 33% on both
input sequences.

2.4.4 Out-of-Vocabulary Embedding

This is a technique used in the original BIST parser by Kiperwasser and Gold-
berg (2016) with the aim of training an embedding for out-of-vocabulary words.
When using pre-trained embeddings which have a fixed vocabulary, this vector is
learned for every token that is not in the initial vocabulary. Nonetheless, as there
might be very few out-of-vocabulary tokens in the training set, the embedding is
not updated often enough the learn the notion of an infrequent word, thus the
performance on held-out data might suffer.

Therefore, the authors randomly replace infrequent tokens with the out-of-
vocabulary embedding to give it more opportunities to learn.

2.4.5 Layer Normalization

Built as an improvement over batch normalization (see Ioffe and Szegedy (2015)),
Ba et al. (2016) present layer normalization. It is applied directly to the output of a
layer and is not dependent on its batch size. Furthermore, layer normalization
can also be applied to RNNs, an application that batch normalization lacks as the
size of the summed inputs in RNNs vary strongly depending on the input size.

In layer normalization, one computes the mean and the variance per layer in
the batch sample. Analogue to the batch normalization, we then normalize, scale,
and shift the values with the learned parameters γ and β.
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2.4.6 Dimensionality Reduction

Used as well by Dozat et al. (2017), dimensionality reduction can help both speed
up the training of a neural network as well as help regularization. They propose to
apply a linear layer directly to the output of the LSTM to transform every token
representation into a lower dimensionality. In their research, they find that this
technique can be used to remove information from the input sequence that is
unnecessary for the task of dependency parsing. Ma et al. (2018) also make use of
this technique in their stack-pointer network approach to dependency parsing.

2.4.7 Gradient Clipping

Another technique to help the model generalize better is to define a maximum
value for the gradients. After the gradients are computed, but before the weights
are updated, a function mi n(g ,m) is applied to all gradients in the network,
where g represents the value of the gradient and m the maximum desired value.
This method can also be used to counteract the exploding gradient problem, as
described by Pascanu et al. (2013). Typical values for gradient clipping are between
5.0 and 10.0.

2.4.8 Training Data from Wrong Paths

Regularization does not have to be strictly a part of the neural network architec-
ture itself, but can also be introduced in the training data. Initially proposed by
Goldberg and Nivre (2013), Kiperwasser and Goldberg (2016) also integrate this
technique into their transition-based dependency parsing, as they observe that
their model started overfitting after only a few epochs of training. As a countermea-
sure, they gradually let the parser make a wrong decision to follow an alternate
path, thus teaching the model to perform well in a locally correct context that is
globally incorrect.

When the difference between the score of the best correct action (a transition
and its label, if applicable) and the highest scoring wrong action is above a certain
threshold, the model chooses to follow the wrong action with a probability of p.
Note, that while the wrong action differs from the action required to build the gold
dependency graph, it is still technically possible given the current configuration
and the used transition system. Using a dynamic oracle (Goldberg and Nivre
(2013)), the gold dependency graph is updated with the chosen wrong action, so
that all subsequent decisions are still as good as possible. This way, the parser
explores situations during training that differ from the gold path and learns how
to best act in these contexts. This is especially important as, during the prediction
phase, the parser will inevitably make some wrong decisions, leading it to a wrong
path, but it now has learned to work best in these situations.
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2.4.9 Activation Functions

Though activation functions are not regularization techniques in the narrow sense,
they still play an important role in the performance and robustness of the network.
We therefore quickly introduce the most important ones that we will use in our
experiments.

Generally, an activation function is a non-linear function that is applied to the
output of the layer. Without a nonlinearity in between, one could reduce multiple
linear layers into one, annihilating their power. Therefore, an activation function
is used in a way to separate each linear layer from another.

Many publications about activation functions claim the advantage of their
nonlinearity over others, so we conclude that certain activation functions might
work best for certain tasks. Therefore, we find it most helpful to determine the
best function experimentally.

Sigmoid and tanh

The sigmoid function is one of the oldest activation functions and transforms
an input number into the range of 0 and 1, making it a good match to form
probability distributions. However, the hyperbolic tangent function (tanh) almost
always yields better performance. It has a similar shape to sigmoid but transforms
the values into a range of −1 and 1, a more natural realm for numbers in deep
neural networks. The tanh function, is used regularly especially in recurrent neural
networks, as its upper bound keeps gradients from exploding.

Hard tanh

Though the shape of the tanh function seems very useful, as it pushes large posi-
tive values to 1 and large negative values to −1 while also keeping the nuances of
values in between, it is computationally heavy. Therefore, the hard tanh function
was introduced which mimics the tanh with straight lines. Interestingly, it is not
only faster but often yields even better results (see Gulcehre et al. (2016)).

ReLU

Bringing the idea of the hard tanh to the extreme, the Rectifier unit was introduced
by Nair and Hinton (2010). It is very easy to calculate, as it is defined as max(0, x)
and is nowadays a common and very well performing activation function.

Leaky ReLU

In some instances, the ReLU can be too extreme as it completely discards all values
below zero. In these cases, a leaky ReLU can help. It does not set all negative values
to zero but uses a very flat linear function with an angle that can be set through a
parameter.
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PReLU

Following up on the idea of the leaky ReLU, the Parametric ReLU (PReLU) works
the same way but learns the best angle α during training.

ELU

In a similar fashion as other ReLU inspired functions, ELU keeps the identity
function for positive values, but instead of using a linear function for negative
values like the leaky ReLu, it uses an exponential function (see Clevert et al. (2015)).

GELU

One of the most recent activation functions, Gaussian Error Linear Units by
Hendrycks and Gimpel (2016) are again a smoother version of the ReLU and
is shown to perform very well, though its computation is more complex than
most other activation functions. It is used most notably in the training of BERT by
Devlin et al. (2019).
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3 Baseline Parser

In the following section, we define a traditional neural dependency parser. Its
performance acts as a baseline against which we compare the outcomes of our
attention-based parser. The baseline parser borrows many ideas from the UU-
Parser by de Lhoneux et al. (2017), which in turn is based on the BIST parser by
Kiperwasser and Goldberg (2016). However, the baseline parser is not a complete
reimplementation of the UUParser, and its model lacks several features and im-
provements that we left out for the sake of simplicity. Note that most of the parsing
process itself remains the same in the attention parser unless otherwise specified.

3.1 Neural Network Architecture

As shown in Figure 3.1, the neural networks that the parser uses are a bidirectional
LSTM and two multilayer-perceptrons for predicting the best transition and its
label.

In a first step, we retrieve the embedding for each word in the current sentence
from the embedding matrix. In our basic setup, we only use token embeddings,
though more features can be added. The UUParser, for example, can also concate-
nate the word embedding with a part-of-speech tag embedding, an embedding
for the used treebank and a learned representation of the characters of the current
word.

For each sentence, the sequence of token representations is then passed through
a stacked bidirectional LSTM. The outputs for each direction are saved for every
token, and used in the following steps as a contextualized representation of the
input. Using a BiLSTM is crucial because it allows us to encode information about
words occurring before and after each token. The outputs for each layer are then
concatenated.

During the parsing process, we use these contextualized token representations
to predict the best transition and the best label using multilayer-perceptrons
(MLP). The input for the MLPs is the concatenation of the top words on the stack
and the buffer. This way, the parser communicates to the network which words
are available for the next transition. A hyperparameter defines the number of
words. Traditionally, only the first word from the buffer and the first three words
from the stack are used.

In the cases where the stack contains less than three words, or the buffer is
empty, we use a padding vector to substitute the missing words. This padding
vector is a parameter that is also learned during training.
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Figure 3.1: Visualization of the neural network model used in the baseline parser. First, the
sentence is processed by an LSTM, then the entries from the stack and the buffer
are concatenated in fed to the MLPs.

The parser uses one MLP to predict the best transition and another to predict
the best label. In the latter, a pseudo label is used both for the SWAP and the SHIFT
transition, as those do not add actual arcs to the dependency tree. Additionally, the
labels for a LEFT ARC and for a RIGHT ARC are treated as distinct cases, resulting
in twice the number of relation labels. Both MLPs have an input layer of length
4 ·LST Mout put_di m , a middle layer of variable size and an output layer of size 4 to
predict the transition and 2 ·num_l abel s +2 for the relations.

3.2 Parsing Process

In the parser, the neural network previously described is used to only predict
the scores for the transitions and the relations based on the content of the stack
and buffer. The parsing algorithm does the actual parsing and determination of
the best action. In Section 2.1.2, we already described the extended arc-hybrid
transition system that is used in our parser. There, we defined not only the transi-
tions but also their preconditions. Figure 3.2 illustrates the different stages of the
parsing process that we describe further in the following sections.
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Score Calculation

When parsing a sentence, its token representations are first passed through the
LSTM to generated contextualized token vectors. Then, the parsing loop is re-
peated until the final configuration is reached where the stack is empty, and the
buffer only contains the root token.

At the beginning of each iteration, the current state of the buffer and stack are
used by the MLPs to generate two outputs: The four scores for the transitions
and the 2n +2 scores from the relation MLP. To retrieve the final score used for
predicting the best action, we add the score of the transition to the score of its
corresponding labels.

For example, in case of LEFT ARC, we add the score of the LEFT ARC transition
from the transition MLP to every output from the relation MLP that corresponds
to a LEFT ARC label. We do the same for RIGHT ARC and SWAP until we receive
the scores for 2n +2 actions: One for SHIFT, one for SWAP, n for LEFT ARC and n
for the RIGHT ARC transition. The idea behind using two MLPs instead of one to
predict the transition with its labels directly is to add the importance for predicting
the correct transition, as in reality, all the labels of the LEFT ARC transitions are
not independent.

Action Pruning

The parser only needs a fraction of the calculated scores to compute the margin
loss and predict the best action. Those for the SHIFT and the SWAP transition, as
well as two scores from each arc transition: One that matches the gold label, and
one that is the best label, but does not match the gold label. All other scores can
be discarded.

Optimizations in these directions are not necessarily required when the training
is performed in the CPU. However, if the parser is run on the GPU, each access
to tensors stored in the GPU memory is expensive and can be a potential bot-
tleneck for the whole parsing process. In fact, sorting the best correct and the
best incorrect actions proves to be a time-intensive operation. To speed up this
process, we introduce action pruning which allows us to use on-GPU operations
to isolate only the required scores and transfer them to CPU memory in as few
access operations as possible.

If we want to get the scores of the best incorrect action, we first have to isolate
all scores of the LEFT ARC and all scores of the RIGHT ARC transition on the
GPU. Then, we sort both tensors and save both the indices as well as the scores
for the first two entries. We need the second-best score in the case that the best
correct action already has the best score. If this happens, we revert to using the
second-best score.

This way we only have eight access operations to the GPU memory: One for the
SHIFT transition, one for the SWAP transition as well as three for each arc: one for
the two best scores, one for the indices of the two best scores to map the relation
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to the scores and one to retrieve the score of the gold action. In the case of the
English GUM treebank, which has 47 different relation labels, we can reduce the
number of access operations by almost 92%, from 96 to 8.

Check Conditions

As defined in Section 2.1.2, a transition can only be performed if its preconditions
are met. In this step, we discard all transitions that cannot be applied in the
current configuration.

Compute Costs

Not to be confused with loss or scores, costs are a term used in the parsing training
algorithm to penalize actions that do not lead to the given gold tree. This process
is part of the used dynamic oracle (see Goldberg and Nivre (2013), de Lhoneux
et al. (2017)). The cost describes the number of gold arcs that become unreachable
if a specific transition is applied. As described by de Lhoneux et al. (2017), SWAP
transitions are only applied when necessary to make sure that non-projective arcs
become available.

Action Selection

At the current stage, we have identified all the correct actions that lead to the
gold dependency graph, as well as the incorrect actions that are still technically
possible.

From both categories, we now select the action with the highest score to be our
best correct action and our best wrong action, respectively. To prevent overfitting,
we sometimes force the parser to take an incorrect action instead of the correct
one. This lets the parser learn to recover from previously wrong decisions. In
Section 2.4.8, we further discuss the mechanics of this regularization technique.

Dynamic Oracle

As presented by Goldberg and Nivre (2013), a dynamic oracle can be used to
update the sentence structure to reflect previous changes that might deviate
from it. This is required in combination with the induction of incorrect decisions
described in the previous chapter. If a parser makes a mistake causing it to follow a
slightly different path, we need to update the gold dependency graph accordingly.

In case of a SHIFT transition and a SHIFT case of 2, we modify the relationship
between the first token on the buffer and its parent by removing it from its depen-
dents. We then search through all tokens in the stack and remove the first buffer
token from the list of dependents of any token here.

If the selected action is a LEFT ARC or a RIGHT ARC, we remove the first buffer
token from its parent’s dependents list.
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Figure 3.2: The diagram shows how the parser selects the best correct and the best wrong
action to eventually compute the loss, as well as apply the selected action after
updating the dynamic oracle.

Apply Transition

Finally, we want to apply the selected transition to change the stack and buffer
to build a dependency graph, in case we predict rather than train. We follow the
transition definitions explained in Section 2.1.2.

Max-Margin Loss

At the end of each iteration, we have the possibility to compute a loss between
the best correct and the best incorrect item, regardless of whether we induced
an error earlier on or not. The only requirement is that the difference between
both is larger than a set margin threshold. If the requirement is met, the loss is
calculated by subtracting the score of the best incorrect action from the score of
the best correct item.

The loss values are then collected and averaged after the sentence was parsed.
Following the convention introduced by Kiperwasser and Goldberg (2016), the
loss is only computed when there are at least 50 loss values.
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4 Experiments

After presenting the architecture of our transition-based dependency parser, along
with various attention mechanisms, we now empirically explore different ways to
integrate attention into the parser.

A weakness of the transition-based parsing approach, compared to graph-based
parsing, is the lack of global information about the rest of the sentence when mak-
ing transition decisions. Our goal is to use attention over different data structures
in the parser to encode information about the already built structure and yet
unprocessed tokens. We experiment with different setups and data structures like
stack, buffer, the whole sentence, and a sequence of already processed tokens.
The attention approaches aim to improve the token selection from the stack and
the buffer, which are subsequently concatenated and passed to the MLPs, which
then predict the transition and the relation label.

We compare the performance of different changes to the parser by training a
model on the English EWT treebank, which is part of the Universal Dependencies
project by Nivre et al. (2018). We train on the training section of the treebank,
tune our model based on the labeled-attachment score (LAS) measured on the
held-out development set, and eventually use the test set to report our final results.
For training and evaluation, we use the gold segmented data.

In our experiments, we load 300-dimensional fasttext embeddings proposed by
Bojanowski et al. (2017) for all the tokens in the treebank, including the test and
development set. The token embeddings are frozen, except for the root vector,
the out-of-vocabulary vector, and an embedding for numeric tokens. Our initial
hyperparameters are inspired by the default settings of the UUParser and a small
experimental exploration for an adequate gradient clipping value.

Learning rate 0.001 MLP hidden layer size 100
Batch size 4 MLP dropout 0.25

Gradient clipping 5 MLP activation function tanh
Weight Decay 0.0

Error probability 0.1 Embedding size 300
Margin loss threshold 1.0 Embedding dropout 0.0

Oov probalility 0.0 LSTM hidden size 125
LSTM layers 2

LSTM dropout 0.33

Table 4.1: Hyper-parameters used in the experiments, unless stated otherwise.
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All experiments are performed on a CPU cluster and use the same random seed
to make the experiments reproducible.

4.1 Baselines

We evaluate the performance of our attention-based experiments against two
baselines.

Our lower baseline is manufacturing a situation where an attention model
fails to learn anything at all. In our attention experiments, we focus on using
attention to compute a weighted average over the stack and the buffer. Therefore,
for our first baseline, we assign the same attention score to all tokens, effectively
computing an unweighted average. If we can beat this baseline, we can be sure
that our attention model is at least fundamentally working. We refer to this as the
“average baseline.”

The second baseline is the LAS score of the baseline parser, which works similar
to the BIST- or UUParser, and statically selects the top stack and buffer words as
MLP input. If we can improve over this baseline, we have shown that our proposed
attention model works better than the old approach. In addition to the default
parameters, we configure the parser to use the first token from the buffer and
the top three tokens from the stack. Unluess specified otherwise, we refer to this
setup when we compare against a baseline.

4.2 Attention in Transition-based Parsing

The application of attention is straightforward for encoder-decoder architectures,
as the last output of the decoder can be used to query the sequence in the encoder.
However, in the parsing use-case it is a challenge to find the best vectors to use
as queries, keys, and values. Therefore, we conduct four sets of experiments with
different setups. In every query-key-value configuration, we also compare the dif-
ferent scoring functions dot, scaled dot, general, concat, and biaffine. Additionally,
we also investigate the impact of transforming the inputs to different dimensions
before the attention layers using a linear layer. In each case we transform queries,
keys, and values to the same size, but with different linear layers. We test the sizes
100, 250, and 500, as well as the unchanged vectors of size 250 (2x the hidden
layer of the BiLSTM). Before the attention layers and the transformation, we add
positional encodings to all used sequences.

We present four approaches to integrating attention mechanisms into the parser.
The universal attention and the stack-buffer queries models work directly on the
stack and buffer and are referred to as the simple models. The finished tokens and
sentence-based attention models, on the other hand, contain stacked attention,
where the query to stack and buffer is the outcome of a different attention layer.
Due to their recursive nature, we call this group the complex models.
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Figure 4.1: Illustration of the attention structure of the universal attention setup on the left and
the stack-buffer query configuration on the right. The arrows describe the query
vectors.

Universal Attention
Our first experiment tests the most basic attention setup possible, where we run
universal attention layers over both stack and buffer. As an initial experiment,
universal attention has the advantage that it does not require an explicit query
vector, as it learns one during training. This learned query vector has the purpose
of identifying tokens that are globally important at the sentence level. We expect
the performance to be the lowest of all attention experiments. Although it can
inspect the whole buffer with all upcoming tokens, it has no notion of the already
partially constructed dependency tree. Therefore, we hypothesize that the uni-
versal attention layers will mostly learn to score tokens based on their position,
while also giving weight to universally important parts of sentences like nouns or
verbs. The outputs of both attention layers are concatenated and passed to the
MLP. In addition to the other scoring functions, we also test the learned scoring
function, which we developed together with the concept of universal attention.

Stack-Buffer Queries
The second experiment is aimed to connect the stack and the buffer directly. We
use a standard soft attention layer each for the stack and the buffer. The stack
attention layer receives the first token of the buffer as a query, and the buffer
attention layer bases its attention computation on the top stack token.

We hope that querying the buffer with the top stack token and vice-versa helps
making both structures aware of each others contents. Overall, we expect a simi-
larly low performance, as it still lacks complete global information.

Finished Tokens
The goal of this experiment is to include complete global information into the
classification process.

At every timestep, we construct a list of tokens that are removed from both stack
and buffer and are therefore part of a complete subtree. The list is reversed and
positionally encoded so that the first item is the token that has beenf finished
most recently. We encode this sequence using universal attention. Subsequently,
we use this vector as a query for the soft attention layers over stack and buffer.

We hope that introducing information about the already finished tokens help
the stack and buffer attention layers to make a more informed decision.

Sentence-based Attention
For the last set of experiments, we increase the complexity further by also in-
troducing information about the whole sentence. The setup is as follows: We
use universal attention over the sequence of finished tokens as was done in the
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Figure 4.2: The attention setup illustrated for the finished tokens experiments left and the
sentence-based attention on the right. The arrows indicate the query vectors.

previous experiment. We then use this encoding as the query to a sentence-based
attention layer. This way, we enrich the encoding of finished tokens with global in-
formation about the complete sentence. The outcome of this layer is then passed
as a query to the stack and buffer attention layers.

Parsing without an LSTM

Our results discussed in Chapter 5.2 show that our attention models beat the
average baseline, but all perform slightly worse than the baseline parser. However,
we interpret the patterns found in some attention weights as an indicator that
attention in transition-based parsing works. On the other hand, some attention
layers concentrate on the top token in the stack or buffer, virtually simulating a
baseline parser that takes the first item from the stack and the buffer. To further
investigate the effect of attention in our parser, we decided to run experiments in
which we remove the LSTM altogether. If attention is indeed working, we believe
that the attention models will perform better than the baseline parser in this
situation, as they can gather information about the whole sequence. Because
we suspect that the parser will not perform well at all when it works directly
on the frozen embeddings, we also run experiments where we run the tokens
through multiple linear layers. In detail, we first use a linear layer to upscale
the embedding to the desired dimensionality: 128, 256, and 512. Then, we apply
another linear layer with the same dimensionality, followed by a ReLU activation
function. Eventually, we add a residual connection around the second linear layer
and a dropout of 10% and layer normalization. Using this approach, we can give
the model some room to extract useful information from the embeddings, while
not introducing any contextualization.

We hypothesize that the baseline parser will experience the largest drop in per-
formance, since we believe that the final MLPs depend on the encoded structural
information from the LSTM. Though this information is essential to the attention
model as well, we expect them to work slightly better, since they still explicitly
learn to select valuable tokens based on their word embedding. Generally, we also
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think that the introduced linear layers are essential and will help the performance,
because they introduce additional capacity into the model.

4.3 Model Capacity in the Attention Parser

As we will discuss in Chapter 5.2, we are surprised to find relatively small differ-
ences between all the scores, including our non-attention baseline parser. One
explanation could be that the model lacks the complexity to capture more infor-
mation. Therefore, we increase the capacity of the model at different places and
evaluate the performance on the best attention models from the first experiments.

MLP Complexity
By default, both multilayer-perceptrons use one hidden layer of 100 dimensions.
We are testing the following configurations to increase their capacity:

1. One hidden layer of 256 dimensions.

2. One hidden layer of 512 dimensions.

3. Two hidden layers: 100 dimensions + 100 dimensions.

4. Three hidden layers: 100 dimensions + 100 dimensions + 100 dimensions.

5. Two hidden layers: 256 dimensions + 512 dimensions.

6. Two hidden layers: 512 dimensions + 256 dimensions.

Each layer is followed by a tanh activation function and a dropout with p = 0.25.

Pre-Attention MLP
Another way to increase the capacity of the model is to add another MLP before
the attention layers. The output of the LSTM is then passed to both the transition
MLP and the relation label MLP. The MLP has one hidden layer of size 512, and
we experiment with a tanh and ReLU activation function that is applied between
the layers. We repeat the experiment with a residual connection around the MLP:
After adding the input to the output, we perform layer normalization, as described
in Chapter 2.4.5.

Post-Attention MLP
In another experiment, we repeat the setup, but at a different position. The MLP
works on the concatenated output of the attention layers. Again, the MLP has one
512 dimensional hidden layer, followed by either a tanh or a ReLU non-linearity.
We also repeat the experiment with a residual connection.

LSTM Layers
The results of our initial attention experiments pointed out the importance of
the LSTM in our parsing architecture: If the top token from the buffer is enough
for the baseline parser to perform as well as an attention model that inspects the
whole sequence, we conclude that each token must contain important structural
information about the sentence. If this is true, the quality of the contextualized
tokens is of critical importance for the parser. Therefore, we investigate how the
LSTM can be improved to increase parsing performance.

40



In the previous experiments, we stacked two BiLSTMs. To observe their influ-
ence on the performance, we try a configuration with one layer and another one
with three stacked BiLSTMs. Generally, we expect the single-layer LSTM to have
a bad performance. Not only does it lack the additional capacity, but due to the
implementation details in PyTorch it also cannot use any dropout, as it is applied
between the layers. We believe, on the other hand, that the performance of the
model increases with the number of stacked LSTMs.

LSTM Hidden Dimensions
By default, the LSTM uses a hidden layer of 125 dimensions, resulting in an output
of 250, as the outputs of both directions are concatenated. To see if an increased
number of dimensions coincide with better performance, we experiment with
setting the size of the LSTM hidden layer to 256. We also tried even larger sizes
such as 512 but found that our compute cluster lacks the required memory for
these experiments.

Combination
Eventually, we combine the best working models from the previous experiments to
see if the improvements add up. For the baseline parser and the attention models,
we test a configuration that uses the BERT-style positional embeddings presented
in Chapter 4.5.1. We also increase the hidden dimensions of the final MLPs to 256,
and use a post-attention MLP with residual connections and a three-layer LSTM.

Generally, we are skeptical if the changes will create a much better performing
model, as most improvement comes from increasing the model capacity. This
is achieved by the additional MLP, the increased hidden dimensions of the final
MLPs, and the third LSTM layer simultaneously. Therefore, we expect to see only
a small improvement due to the better positional encoding, if any at all.

4.4 Additional Regularization and Hyper-Parameters

Our experiments on the model capacity show that especially the complex atten-
tion models benefit from more learnable parameters, where the finished-tokens
attention model with three LSTM layers yields the best results so far. On the other
hand, increased capacity can lead to overfitting. Hence, we test various regulariza-
tion techniques in this set of experiments. Dozat et al. (2017) observe that their
attention-based model required more regularization than the vanilla BIST parser.
Therefore, we are motivated to try the same with our best attention model. Since
we lack the infrastructure to run a full hyperparameter exploration, we apply all
changes individually. Eventually, we combine the best found parameters to create
a final model. All experiments are based on the aforementioned best model.

Dimensionality Reduction
Inspired by Dozat et al. (2017), we add a linear layer followed by a ReLU activa-
tion after the LSTM. The motivation is that this layer can remove unnecessary
information from the LSTM output. It is somewhat similar to some of our config-
urations in the experiment in Chapter 4.3, though there we did not change the
dimensionality, but rather added a complete feed-forward neural network.
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We test reducing the original dimensionality of 250 to 128 and 64.

Token Dropout
Another regularization step by Dozat et al. (2017) is to drop some tokens in the
input sequence randomly. However, as we found that filling the dropped token
with zeros is too drastic for our approach, we replace it with the learned out-of-
vocabulary token instead.

We experiment with dropout probabilities 1%, 5%, and 10%.

LSTM Dropout
Our experiments about the LSTM capacity have already shown that changes to the
LSTM can have a big effect on our attention models. To see if the performance can
be further increased with a different dropout probability, we change the dropout
between the LSTM layers from the default of 33% to 25%, 50%, and 75%.

Gradient Clipping
Gradient clipping can help with the exploding gradient problem, but also when
the loss becomes too high due to large batch size. We change the default value of
5 to 1, 3, and 10.

Weight Decay
As weight decay is a vital regularization feature, we experiment with different
probabilities and test the values 1% and 5%.

Batch Size
A contribution of our parser over the original BIST- or UUParser is the introduc-
tion of batched training. By default, we use a batch size of 4, meaning that four
sentences are processed simultaneously and backpropagation is performed after
all sentences have been parsed. We now also test values of 1, 2, and 8.

Activation Functions
The activation function in the final MLPs is by default tanh. To explore the effect
of more recent non-linearities, we test hard tanh, ReLU, PReLU, ELU, and GELU.

Out-of-vocabulary Probability
We randomly replace infrequent tokens with the out-of-vocabulary embedding to
give the model more possibilities to learn it. The chance that a token is replaced

by the OOV token is calculated as 1− token_ f r eq
(token_ f r eq+oov_pr ob) .

We test an OOV probability of 0.1, 0.25, and 0.4.

Learning Rate
After building a combined model with the best results from the presented regular-
ization experiments, we finally try different learning rates for out Adam optimizer.
In addition to our default rate of 0.001, we now try 0.0003, 0.01, 0.03, and 0.1 as
well.

42



4.5 Model Analysis

4.5.1 Positional Encodings

In a follow-up experiment to the initial attention experiments, we investigate the
influence of different kinds of positional encodings on the parsing performance.
In our first experiments, we added the positional encodings directly to the embed-
dings of the sequence. This might overshadow the contextualized information in
the vectors, making the positional information too prominent.

All experiments will be performed with the best models from our inital experi-
ment: unscaled universal attention with dot scoring, unscaled stack-buffer query
with concat scoring, unscaled finished tokens attention with concat scoring, and
unscaled sentence attention with concat scoring.

No Positional Encodings
First, we investigate the general importance of positional encodings by removing
them altogether. We think it will cause a drop in performance. However, it will be
interesting to see how the attention weights in the universal attention setup will
develop, as they were previously highly biased towards positional information.
On the other hand, the LSTM might already be a suitable positional encoder in
itself, rendering additional encodings obsolete.

Normalized Encodings
Another reason why the position encoded sequences perfom poorly might be that
their values became too large after adding the positional encodings. We, therefore,
use layer normalization to bring them into a more suitable range.

Normalized Positional Dropout
Inspired by Vaswani et al. (2017), we add a small dropout with p = 0.1 after adding
the positional encodings to the input, but before applying layer normalization.

Positional Embeddings
Though Vaswani et al. (2017) note that positional encodings work as well as
learned positional embeddings, we believe that embeddings might work better in
our use case. For one, through the dimensionality, we can control their influence
and secondly, they are concatenated to the input vectors, leaving the lexical
information untouched. We test the performance of 64-dimensional embeddings
and 128. On the other side, Devlin et al. (2019) also use positional embeddings
but match their dimensions to those of the input in order to add the embeddings
pointwise to the tokens in the input sequence. We test this approach as well.

4.5.2 Multi-Head Self-Attention

A main contribution of Vaswani et al. (2017) is the Transformer, which contains a
stacked multi-head self-attention encoder instead of an RNN to encode the input
sequence. The Transformer-style encoder has yielded impressive results and is,
for example, utilized by the BERT language model by Devlin et al. (2019).
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In our parser, we replace the LSTM with this Transformer encoder to find out if
it leads to improved performance, as has been shown by Kitaev and Klein (2018)
for constituency parsing. As described in more detail in Chapter 2.3.8, we stack
several Transformer layers, so that the output of a layer is used as input to the
next. Each layer first computes the self-attention vectors for all tokens using a
certain number of distinct heads. A residual connection is wrapped around the
self-attention sub-layer, so that the initial input is added to the output, alongside a
dropout of 10% and a subsequent layer normalization. In the second sublayer, we
use a three-layer feed-forward neural network, where the dimensions of the first
and the third match the output dimensions of the self-attention sublayer, while
the middle layer contains 4x the number of dimensions. A ReLU non-linearity is
applied after the first and the second layer. Similar to the first sub-layer, a residual
connection is also applied around the MLP sublayer, alongside the dropout and
layer normalization. Before the first encoder, we add the same positional encod-
ings as in the first batch of experiments. This setup closely replicates the approach
described by Vaswani et al. (2017) as illustrated in Figure 2.6.

In our experiments, we vary the size of the stacked encoders (1, 4, 8, 12) and the
number of heads (3, 6, and 12) for the baseline parser.
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5 Results and Discussion

5.1 Baselines

The first baseline has the purpose of determining whether the attention models
learn any weight distribution at all. Therefore, our average attention baseline com-
putes the unweighted attention over a sequence. As shown in Table 5.1, the model
benefits from transforming the inputs to 125 or 250 dimensions, both resulting
in 80.28 and 80.29 LAS, respectively. On the other hand, 500 dimensions seem
to be too high with the best development LAS of 80.08, while the model without
any linear transformation only reaches 79.87. For our attention experiments, we
choose 80.29 LAS as our lower baseline.

Our second baseline describes the performance of the default baseline parser,
which does not use any attention at all, but uses the top tokens from the stack
and the buffer directly. It reaches the best LAS at epoch 34 at 83.35.

This result is slightly lower than the UUParser with the same embeddings and
hyperparameters which reaches an LAS of 84.22. We explain the small difference
with the different handling of embeddings and a lack of recurrent dropout in our
parser.

5.2 Attention in Transition-based Parsing

Overall, the outcome of all four experiment batches is very similar in terms of
the best LAS. All of them managed to beat our average baseline, though even
the best performing model (stack-buffer query) lies with a score of 82.81 around
0.5 LAS behind our baseline parser. Though the results are very similar, we find
it surprising that their ranking contradicts our predictions. First are the simple
approaches with the stack-buffer query setup performing best (82.81), followed
by the universal attention approach (82.58), while the more complex attempts

Model Best Develop LAS
Baseline Parser 83.35
Average Attention Baseline, unscaled 79.87
Average Attention Baseline, 125dim 80.28
Average Attention Baseline, 250dim 80.29
Average Attention Baseline, 500dim 80.08

Table 5.1: Baseline parser results and the results of the average attention baseline. The LAS is
reported on the development set at the best epoch.
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dot scaled dot concat learned biaffine
Universal Attention

unscaled 82.58 37.47 81.36 82.07 79.97
125dim 21.15 48.57 76.59 72.24 20.57
250dim 04.62 37.32 60.80 47.92 12.39

Stack-Buffer Query
unscaled 81.85 78.42 82.81 - 20.90
125dim 28.62 42.03 69.55 - 15.01
250dim 11.82 45.64 41.10 - 10.06

Finished Tokens
unscaled 20.64 70.18 82.09 - 18.36
125dim 19.81 72.57 70.79 - 15.35
250dim 15.51 64.74 59.52 - 14.97

Sentence-based
unscaled 22.55 63.62 81.59 - 59.19
125dim 12.48 45.11 63.15 - 14.54
250dim 10.40 19.30 49.58 - 15.34

Table 5.2: Results from the first experiments that explore the impact of different scoring func-
tions, and the transformation of the attention input. We report the LAS of the best
epoch on the development.

rank last. The finished tokens model scores at 82.09 and the sentence-based setup
performs worst with only 81.59. As far as we can interpret a trend in these small
score variations, it seems that the complex setups are worse than the simple ones:
Basing the queries for the stack and buffer on the outcome of other attention
layers does not seem to introduce more global information as thought, but rather
confuse the outer attention layers.

However, we can see clear tendencies when comparing the different parameters
for the experiments. In almost every case, transforming the input either to 125
or 250 dimensions results in a substantial drop of performance, contrasting the
average baseline experiments. The most extreme example exists in the universal
attention setup where unscaled inputs with a dot scoring functions result in 82.58

Feel that you ’re in complete peace .$ sitting there , right on top of the world

Figure 5.1: Gold dependency tree for the sentence “Feel that you’re sitting there in complete
peace, right on top of the world.” that is used as an example to interpret the attention
weights.
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LAS, while the best result with 250 dimensions is a mere 4.62. The approach of
transforming the input was taken from the self-attention idea by Vaswani et al.
(2017), but it seems that this approach is not working for our use-case.

More evidence for the hypothesis that self-attention concepts do not transfer
well to regular attention, can be observed when comparing the scoring functions:
Except for the universal attention experiments, the concat scoring functions by
Bahdanau et al. (2015) from the original attention paper consistently perform
best, while the scaled dot function by Vaswani et al. (2017) peaks at 78.42 LAS and
seems to deliver unsteady results. Interestingly, in the simple attention setups,
the regular dot function always outperforms the scaled dot function, while the
reverse is the case for the complicated setup. Throughout all experiments, the
biaffine scoring function leads to underwhelming results. We are surprised by this
outcome, as Dozat et al. (2017) report great performance improvements using
this approach.

Attention Energies

Since the results of the different models are very similar in terms of LAS, we
compare their performance on an in-depth level by inspecting the attention
energies. As an example, we chose the sentence “Feel that you’re sitting there in
complete peace, right on top of the world.” from the training corpus. This way,
we can be sure that each model follows roughly the same path during parsing,
allowing us to compare better how different models pay different attention in the
same situation. Also, the sentence itself contains no out-of-vocabulary tokens
and is of a reasonable length for our analysis.

If the parser paid attention similar to a human given a transition system, we
would expect it to consistently pay some attention to the predicate or an upcoming
root of a phrase to resolve SHIFT / LEFT-ARC ambiguities. Also, we tend to identify
sequences at one glance, and do not progress through a sentence word-by-word.
However, it is naturally difficult to predict whether a parsing model would require
the same cues as humans. For example, the baseline parser approach works
reasonably well by only inspecting the first word of the buffer, meaning that it is
probably able to pick up on subtle cues that are opaque to humans.

Stack Buffer
feel that you ’re sitting there in complete peace , ... *root*

...
feel sitting there in complete peace , right on top of the world . *root*

...
feel sitting right on top of the world . *root*

Figure 5.2: Visualization of the attention weights at three selected configurations while parsing
the example sentence. The yellow columns describe the stack and green the buffer.
The visualization is created by the best universal attention model.
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Stack Buffer
feel that you ’re sitting there in complete peace , ... . *root*

...
feel sitting there in complete peace , right on top of the world . *root*

...
feel sitting right on top of the world . *root*

Figure 5.3: Visualization of the attention weights at three selected configurations while parsing
the example sentence. The yellow columns describe the stack and green the buffer.
The current visualization is created by the best stack-buffer query model.

Universal Attention
The universal attention model’s performance is underwhelming, as it is clear
that it only picks up on the positional information and disregards everything else
(see Figure 5.2). Throughout the corpus, it almost always directs all the attention
energies to the top word of the structure. We would have expected that the learned
query vector would prefer words of certain part-of-speech tags such as verbs or
nouns, as they often play an important role during the parsing process. However,
the positional encodings seem to completely overshadow any lexical information.

Stack-Buffer Query
As shown in the attention weights in Figure 5.3, the buffer attention seems to pick
up on some cues. For example, when trying to determine the transition for “there”
on the stack and “in” on the buffer, the attention is not only directed towards to
the first word, but also towards “peace” which will become the head of “in” later
on. Our interpretation here is that the model learned to shift “in” to the stack so
that it can become the dependent of “head” in a LEFT ARC transition later on.

On the other hand, in the third example configuration, both the top word “right”
and “*root*” light up. The desired action here is to move “right” to the stack
allowing it to become the dependent of “top” later, while the “*root*” can be
disregarded. However, though a similar situation to the second configuration,
the dependent “top” does not receive any attention, contradicting our previous
interpretation.

Finished Tokens
We observe that the attention weights on the buffer in Figure 5.4 are more spread
out than in the previous model, even though it follows the same pattern in the
second and third configuration. This is remarkable, given the contradiction we
found in our previous interpretation, and could indicate that the models pick up
on latent cues that we fail to identify. In contrast to the stack-buffer query model,
the attention energies in the first configuration make more sense under our initial
hypothesis that some attention should be directed towards the predicate, as they
are highlighting the predicate of the sentence, “sitting.”

The attention over the finished tokens, on the other hand, seems unremarkable.
Though the weights are spread out, they have a clear bias towards the top token
and seem mostly influenced by the positional encodings.
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Stack Buffer
-

feel that you ’re sitting there in complete peace , ... *root*
...

you ’re that
feel sitting there in complete peace , right on top of the world . *root*

...
you ’re that there complete peace in ,

feel sitting right on top of the world . *root*

Figure 5.4: Visualization of the attention weights at three selected configurations while parsing
the example sentence. The teal colored rows hold the finished tokens, yellow the
stack and green the buffer. The current visualization is created by the best finished
tokens model.

Sentence-based
Our last model setup uses the finished tokens as a starting point, as its output is
passed as a query to the sentence, which in turn is used as a query to the stack
and the buffer.

As discussed earlier, this setup might be too complicated for the model to detect
dependencies. As illustrated in Figure 5.5, the finished tokens-attention almost al-
ways concentrates on the top word, and so does the stack and the buffer. The only
indication that the model learned any attention at all can be found in the second
configuration in the sentence attention. Here, the weight is distributed mostly to
important words in the sentence: “sitting,” which is the predicate, “peace” which is
the head of the upcoming phrase, and “top,” which is the head of the sub-phrase
“right on top of the world.” Interestingly, the token “there” also receives some
attention, though we fail to explain the connection between the query “that” and

Stack Buffer
-

*root* feel ... sitting there in complete peace , right on top of the world .
feel that you ’re sitting there in complete peace , ... *root*

...
you ’re that

*root* feel ... sitting there in complete peace , right on top of the world .
feel sitting there in complete peace , right on top of the world . *root*

...
you ’re that there complete peace in ,

*root* feel ... sitting there in complete peace , right on top of the world .
feel sitting right on top of the world . *root*

Figure 5.5: Visualization of the attention weights at three selected configurations while parsing
the example sentence. The teal colored rows hold the finished tokens, orange
describes the whole sentence, yellow the stack and green the buffer. The current
visualization is created by the best sentence-based model.
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this token.

Conclusion

Interpreting the patterns in the outputs by hand and only according to a single
sentence should not be seen as empirical evidence, because we might fall victim
to our confirmation bias and over-interpret the results. Nevertheless, we can
detect specific problems of the attention model:

1. The influence of the positional encodings seem to be too strong. In the
entire universal attention model, along with most of the sentence-based
model, barely any attention is distributed to words other than the top word.

2. Though the attention energies in the buffer of the stack-buffer query and
the finished tokens experiment are better distributed, it does not show in
the results. One explanation could be, that the MLP highly depends on the
lexical features of the distinct tokens, which might get lost by averaging
them.

3. Generally, all the scores, including the second baseline, are surprisingly
similar. This could be due to underfitting caused by the model’s lack of
capacity to capture more nuances.

Parsing without an LSTM

The goal of this experiment is to inspect the impact of the LSTM on the different
models by deleting it.

In the experiment where we use the embeddings directly, the attention models
experience a massive drop in performance. The stack-buffer query model reaches
the best score of 26.37 LAS, while all other models drop below 10 LAS. However,
the baseline parser reaches 56.1, as shown in Table 5.3.

When we apply the linear layers to the embeddings, the picture changes, in case
of 128 dimensions, the universal attention model scores 61.89 LAS, stack-buffer
query 62.22, finished tokens 63.89 LAS and the sentence-based model reaches
64.13 LAS. On the other hand, the baseline model only sees a slight increase to
58.12 LAS. While the 128-dimensional configuration is the best performing one
for the attention models, the baseline model also slightly increases with the higher
dimensionality, reaching 59.80 LAS for 512 dimensions. The performance of the
attention model, on the other hand, decreases with increasing dimensionality.

Conclusion
This experiment delivers two important insights into the workings of the parser.
First of all, it shows that the baseline parser is more dependent on the contextualiz-
ing effect of the LSTM than the attention-based models. This gives further weight
to the idea that the baseline parser performs so well by extracting information
about the context and potentially the sentence structure from the LSTM output.
The attention models are less dependent on this information, as they can inspect
the whole sequence.
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Universal Stack-Buffer Finished Sentence- Baseline
LSTM Attention Query Tokens based Parser

No LSTM 4.49 26.37 8.41 7.41 56.10
128 dim 61.89 62.22 63.89 64.13 58.12
256 dim 56.31 51.39 56.17 60.45 59.39
512 dim 30.57 43.76 47.47 45.38 59.80

Table 5.3: The results describe the effect of removing the LSTM from the parser, as well as
adding a linear layer with a certain dimensionality. The scores are the best LAS of
the development set.

The second conclusion is that the attention models and the baseline parser
seem to extract different information from the word embeddings. The perfor-
mance of the attention model is remarkably bad when run on the embeddings
directly, but as soon as we increase the capacity in the form of the linear layers,
they outperform the baseline parser. We believe that the attention models use
these layers to find latent cues in the embeddings that the traditional baseline
model does not seem to benefit from. Another explanation could be that the
attention models simply require a higher capacity that was lost by the removal of
the LSTM.

5.3 Model Capacity in the Attention Parser

Layers
In the first experiment, we used one hidden layer of size 100 in the final MLPs
to predict the best transition and the best relation label. To investigate the ef-
fect of increasing the number of layers or their dimensions, we tested various
configurations.

First, we increase the number of hidden layers to 2 x 100 and 3 x 100. These
setups yield the worst results (see Table 5.4), where the performance drops with

MLP Layer Universal Stack-Buffer Finished Sentence-
Dimension Attention Query Tokens based

100 82.58 82.81 82.09 81.59
256 82.62 82.69 82.65 82.72
512 82.22 82.38 82.30 82.03
100, 100 75.74 76.01 80.46 80.35
100, 100, 100 64.61 64.14 65.64 63.48
256, 512 82.64 82.65 82.44 82.73
512, 256 78.89 82.63 82.27 82.14

Table 5.4: The results describe the effect of different hidden layers in the MLPs used to predict
the transition and the relation label. We report the scores of the best epoch on the
development set.
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every additional layer. Interestingly, the 2 x 100 configuration performed visibly
better for the complex models than the simple ones.

In the second run, we keep the number of layers constant but increase the
dimensions of the hidden layer to 256 and 512. We find that the 256-dimensional
MLP always outperforms the one with 512 dimensions, and again see a pat-
tern where two complex models gain most from the increased complexity: The
finished-token approach increases by 0.56 LAS and the sentence-based model
even by 1.13 LAS compared to the original model. However, while the universal
attention setup gains a mere 0.04 LAS, the performance of the stack-buffer query
model drops by 0.12 LAS.

As a third experiment, we combine both approaches and test two configura-
tions: One uses a 256-dimensional hidden layer followed by one of size 512, while
the other reverses the order. Interestingly, the trend observed in the second ex-
periments repeats itself in this configuration: The model which uses the 256 dim
layers first consistently performs better than when the 512 dim layers are used
first. Though the 256-512 setup yields the best results for the universal attention
approach (82.64 LAS, 0.06 LAS increase) and the sentence-based model (82.73
LAS, 1.14 LAS increase), the scores are only marginally better than than those with
only one 256 dimensional layer, revealing that the added complexity of the second
layer is not used by the model at all.

Pre-Attention MLP
Another approach for increasing the capacity of the model and helping it cap-
turing dependencies in the data is by introducing a feed-forward neural network
between the LSTM and the attention layer. The MLP has one layer with 512 di-
mensions, and we experiment with different activation functions (ReLU and tanh)
and whether or not to add residual connections and normalize the output. The
general idea behind this layer is to allow the model to detect patterns in the tokens
that can later help the attention layer.

We find that the configurations without the additional residual connection lead
to conflicting, but generally worse, results (see Table 5.5). If a tanh activation
function is used, the scores drop to 4.18 and 9.87 LAS for the universal attention
and stack-buffer query models respectively. The drop is not as dramatic for the
complex models, resulting in 49.71 LAS for the finished tokens approach and
46.40 LAS for the sentence-based model. Using a ReLU non-linearity generally
leads to better results, though the universal attention model still drops to 6.34 LAS,
while the sentence-based model only decreases by 0.23 LAS. The remaining two
models experience a decrease by around 4 LAS. If a residual connection is used,
the finished tokens model increases by 0.99 LAS with a tanh, while the universal
attention setup increases by half a LAS in the ReLU experiments. All other models
see more or less drastic decreases.

These erratic results lead us to the conclusion that an MLP right after the LSTM
is not advisable, as it obscures the information picked up by the LSTM rather than
improve it, which even seems to be the case when a residual connection is used.
This is another indication that the model is very sensitive to the LSTM output, and
that changes to it can break the whole system. Nevertheless, we are surprised to
see the differences in performance between the ReLU and the tanh non-linearity,
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but cannot explain why some models drop by almost 80 LAS, while others stay
roughly the same.
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Universal Stack-Buffer Finished Sentence-
Attention Query Tokens based

Original Models 82.58 82.81 82.09 81.59
Pre-Attn. ReLU 6.34 78.50 77.64 81.36
Pre-Attn. tanh 4.18 9.87 49.71 46.40
Pre-Attn. ReLU Res. 83.08 79.80 75.30 75.61
Pre-Attn. tanh Res. 37.07 63.37 83.08 62.53
Post-Attn. ReLU 17.61 20.51 22.30 18.93
Post-Attn. tanh 11.17 19.32 18.42 20.14
Post-Attn. ReLU Res. 82.75 82.99 83.29 83.30
Post-Attn. tanh Res. 82.90 82.85 83.19 82.83

Table 5.5: Results of the experiment in which we add an MLP before or after the attention
layers to extend the model capacity. The MLPs are tested with a ReLU and a tanh
non-linearity, as well as with and without a residual connection.

Post-Attention MLP
We repeat the same experiments but apply our MLP directly to the concatenated
output of the attention layers.

Though the scores for the experiments without residual connections see a
massive drop, just as in the previous experiments, the decrease is not as dramatic,
but more consistent through the attention models. On average we see that the
tanh is performing worse than the ReLU experiments.

If, however, a residual connection is added, the results consistently improve.
Except for the universal attention model, the ReLU non-linearity always outper-
forms the tanh activation function. The most notable increase can be observed in
the complex models. Here, the finished tokens model increases by 1.2 LAS to 83.29
LAS and the sentence-based attention approach even gains 1.71 LAS, pushing the
score to 83.30 LAS, outperforming all other attention models and almost leveling
with the performance of the baseline parser.

LSTM Layer Size
If only one LSTM layer is used, the performance drops for all attention models.
However, the impact varies. The simple universal attention model experiences
a decline by 46.91 LAS, while the finished tokens and stack-buffer query models
only drop by 15.14 and 12.69 LAS. The complex sentence-based model decreases
by 5.74 LAS, and the baseline parser drops by 2.16.

When we use three stacked LSTM, we see an increase in all models: 0.6 for the
universal attention model, 0.98 both for the baseline parser and the stack-buffer
query, 1.83 in case of the finished tokens model, and 1.97 for the sentence-based
approach.

LSTM Hidden Dimensions
Increasing the dimensions of the hidden layer of the LSTM to 256 drastically
worsens the performance in all attention models. Again, the simple models see
the most decline: The stack-buffer query approach drops by 61.87 to a mere 20.94
LAS, while the universal attention model declines by 55.36. The complex models
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Universal Stack-Buffer Finished Sentence- Baseline
LSTM Attention Query Tokens based Parser
1 layer 35.67 70.12 66.95 75.85 81.19
2 layers 82.58 82.81 82.09 81.59 83.35
3 layers 83.18 83.79 83.92 83.56 84.33
128 dim 82.54 80.03 82.49 82.28 83.70
256 dim 27.22 20.94 42.97 42.85 84.14

Table 5.6: The table shows the best results on the development set and the corresponding best
epoch for different configurations of the LSTM. Note that the 2 layers results are the
outcomes of the first models in our initial experiments.

decline by 39.12 in case of the finished-token setup and by 38.74 LAS for the
sentence-based approach.

Conclusion
Concerning MLPs, our experiments show that the simple attention models do
not vastly benefit from increased capacity, neither in the final MLP nor through
integrating additional MLPs into the model. On the other hand, the two com-
plex models can see a boost in performance. While increasing the size of the
hidden layer of the final MLPs to 256 dimension helps, the largest improvement
is achieved by adding an additional MLP with residual connections after the
attention layers.

We interpret this outcome as a sign that the complex models require more
capacity to unfold their captured information. An additional clue is that the more
complex sentence-based model benefits the most, as it contains information not
only about the finished tokens, but also about the whole sentence. Using this
setup, it clearly outperforms all other attention models.

Our experiments on the LSTM show how crucial it is for the performance of the
whole parser. The initial hyperparameters seem to work well, though all models
profit from increasing the number of stacked LSTM. Once again, the complex
models benefit the most from increased capacity.

It is interesting how drastically the performance drops when using only one
LSTM layer, especially as the baseline parser sees the smallest decline. These
observations bring us to two conclusions: First, the attention models pick up
additional or different cues from the LSTM output, which are enhanced by stack-
ing multiple LSTMs. We reason that otherwise, the baseline parser would see a
similar drop in performance. Second, the complex attention models are generally
more robust against changes to the LSTM. Though both benefit the most from
increasing the number of LSTMs, they experience far less decline when only one
LSTM is used or when the dimensionality is changed. An explanation could be,
that the higher number of the attention layers leaves the model more capacity to
counteract a suboptimal LSTM configuration.

Our experiments on the attention models and the baseline parser leave us with
several insights:
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Universal Stack-Buffer Finished Sentence-
Attention Query Tokens based

Initial Models 82.58 82.81 82.09 81.59
Positional Encoding 82.73 83.76 83.31 83.13
LSTM 83.18 83.79 83.92 83.56
Post-Attention MLP 82.75 82.99 83.29 83.30
MLP with 256 dim. 82.62 82.69 82.65 82.72
Combination 83.49 83.84 83.55 83.39

Table 5.7: Summary of the first experiments. We list the scores of the models with the best
configuration of each experiment.

First of all, our Experiment in 5.5.1 shows that adding the positional encodings
as proposed by Vaswani et al. (2017) is not the best choice for our attention
approach. In fact, the LSTM seems to encode the position so well into the tokens
that positional encodings are not needed at all. The best approach we found is to
learn the positional embeddings and add them to the tokens.

Secondly, our experiments show that the complex attention models (finished
tokens and sentence-based) initially perform worse than the simple ones, but
eventually outperform them, when we increase the capacity of the model. They
specifically benefit from adding an MLP with a residual connection after the
attention layer, and by increasing the number of LSTM layers to three.

Thirdly, we see that the attention-based models seem to extract different infor-
mation from word embeddings and the LSTM output than the traditional baseline
parser. They seem to benefit more from a deeply stacked LSTM that captures more
hidden information about the sentence. Also, our experiments with removing
the LSTM show that the attention models do not work well on the embeddings
themselves, but outperform the traditional model once as we add linear layers
which allow the model to extract hidden information from the word embeddings.

We combine the discovered best practices by using the BERT-style positional
embeddings, adding an MLP after the attention layer, increasing the MLP hidden
layer to 256, and set the LSTM layer size to three.

As expected, the results of the combination show that the improvements do
not add up. Though the simple models perform slightly better, the best atten-
tion model is still the finished tokens approach when using three LSTM layers.
Therefore, we will use this model in our final experiment to finetune some hyper-
parameters.

5.4 Additional Regularization and Hyper-Parameters

In this experiment, we try different regularization mechanisms to improve the
performance of our best attention model. However, we find that our initial param-
eters are already well-tuned as none of the experiments lead to better results than
our previous model.
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Model Results Model Results
Dim. Red. 128 63.72 LSTM Drop. 0.25 83.42
Dim. Red. 256 54.49 LSTM Drop. 0.5 83.24
Token Drop. 0.01 83.70 LSTM Drop. 0.66 81.48
Token Drop. 0.03 83.41 LSTM Drop. 0.75 78.10
Token Drop. 0.05 83.37 Batch Size 1 83.33
Gradient Clip. 1 83.89 Batch Size 2 83.70
Gradient Clip. 3 83.47 Batch Size 8 83.34
Gradient Clip. 10 83.35 W. Decay 0.01 4.48
Activation H. tanh 45.75 W. Decay 0.05 6.74
Activation ReLU 27.19 W. Decay 0.10 2.54
Activation PReLU 83.24 L. Rate 0.0003 81.97
Activation ELU 83.78 L. Rate 0.01 4.30
Activation GELU 83.27 L. Rate 0.03 4.30
OOV Prob. 0.1 83.32 L. Rate 0.1 4.30
OOV Prob. 0.25 83.61 Comb. Attn. 83.59
OOV Prob. 0.4 83.45 Comb. BL. 84.69

Table 5.8: Different regularization hyperparameters and the score of the resulting model. The
experiments are based on the best attention model, which uses three LSTM layers
and bases its attention calculations on the finished tokens. The reported scores are
measured on the development set.

First of all, we notice that the process of reducing the dimensionality of the
LSTM output to another dimension does not work at all, as even the best configu-
ration of 128 dimensions only scores 63.72 LAS. This is a contrast to the parser by
Dozat et al. (2017) who successfully implemented this technique.

Next, we see that a token dropout of 1% performs better than the higher config-
urations. However, the outcome of 83.70 LAS is still below our experiment without
any token dropout. Again, this shows that a method from the graph-based parser
by Dozat et al. (2017) does not seem to particularly improve our transition-based
parser. Instead, Dozat et al. (2017) additionally uses part-of-speech embeddings,
so that the parser still has some information about a dropped token.

In terms of LSTM dropout, the initial setting of 33% seems to hit a gold spot, as
neither higher nor lower settings yield improved results. Out of all of them, 25%
results in the best scores of 83.42 LAS.

By default, we clip gradients over a value of 5, but we also experiment with the
settings 1, 3, and 10. Higher values lead to slightly worse results, indicating that
the model benefits from a more rigorous application of this technique. Clipping
gradients at a value of 1 yields the best results of this experiment with 83.89 LAS,
only 0.02 LAS lower than our previous model.

Surprisingly, weight decay has a detrimental effect on the performance of the
parser, as even settings as low as 0.01 bring the parser down to 4.48 LAS. We find
no explanation for this effect and are surprised by this outcome, as weight decay
is one of the most common regularization techniques in deep learning.
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Next, we investigate the batch size. By default, we parse four sentences simulta-
neously and perform backpropagation afterward, if we have collected at least 50
loss values. Out of the tested values, a batch size of two works the best with 83.70
LAS, but we find that the size of four still works best.

In our next experiment, we compare the performance of different activation
functions in the final MLPs. The ELU non-linearity scores best with 83.78 LAS,
while ReLU is the worst function with only 27.19 LAS.

The learning rate is one of the most critical hyperparameters, and we test
different values. However, all the tested rates higher than the default of 0.001
prevent the parser from learning anything at all, while the lower rate also leads to
lower scores of 81.97 LAS. Again, we can confirm that the default settings work
very well, though we can imagine that cyclical learning rates or scheduled learning
rates might improve the performance. We leave this, however, for future research.

Finally, we experiment with different out-of-vocabulary settings and find that
a value of 0.25 works best, although it is still the preferred choice not to replace
infrequent tokens with an OOV vector. Since we use a broad set of pre-trained
frozen word embeddings for training, development, and test-set, this outcome
is not unexpected, as out-of-vocabulary words are infrequent in our English
treebank.

In the last experiment, we try to combine the best settings of this run to see
if they might enforce each other and result in a better model than the one with
the default parameters. We use a token dropout of 1%, a gradient clipping value
of 1, a batch size of 2, the ELU activation function, and an OOV value of 0.25.
Unfortunately, the results are disappointing with 83.59 LAS for our attention
model and 84.69 for our baseline parser. On the other hand, we have already
observed in the previous experiments that combining settings that work well
individually does not necessarily lead to increased performance when combined.

5.5 Model Analysis

5.5.1 Positional Encodings

No Encodings
Interestingly, completely removing the positional embeddings results in better
scores for all the attention models, though the difference is the most noticable in
the complex ones. We explain this unexpected behavior with the LSTM, which in
itself already encodes the position into the tokens. The results are shown in Table
5.9.

Normalized Encodings
Our experiments show that applying layer normalization after adding the posi-
tional encodings to the tokens always improves the performance. However, the
effect is only marginal in the two simpler approaches (universal attention and
stack-buffer query). The measured difference is slightly larger in the more com-
plex models: The finished tokens approach sees an increase by almost half a LAS
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Universal Stack-Buffer Finished Sentence-
Attention Query Tokens based

Pos. Encodings 82.58 82.81 82.09 81.59
No Pos. Encodings 82.69 82.94 83.04 83.01
Normalized 82.63 83.05 82.52 82.47
Norm. + Dropout 82.86 82.84 82.74 82.54
Embeddings 64 dim 83.43 83.29 83.02 83.12
Embeddings 128 dim 83.15 83.26 82.67 82.76
Embeddings add 82.73 83.76 83.31 83.13

Table 5.9: Development LAS at the best epoch for the results of our positional encodings exper-
iments. For comparison, the first row lists the best results from our initial experiments
again, where we added the positional encodings as proposed by Vaswani et al.
(2017).

to 82.52, and the sentence-based model shows the largest gain by 0.88 LAS from
81.59 to 82.47.

Normalized Positional Dropout
Adding a small dropout of 10% before the normalization step shows better results
in all four models compared to the original setup, though only three models see
an improvement due to the dropout. Compared to the results of the normalized
encodings, the universal attention and the finished tokens approach improve by
0.23 and 0.22 LAS respectively, yet the sentence-based model only increases by
0.06 LAS, and the stack-buffer query setup even decreases by 0.21 LAS.

Positional Embeddings
We tested three setups to investigate the impact of learning positional embeddings:
Concatenating embeddings of 64 or 128 dimensions, and adding embeddings
that match the dimensions of the tokens.

Our results show that 64 dimensions always outperform 128 dimensions, though
only by a small margin in case of the stack-buffer query setup (0.03 LAS). The
universal attention model sees an increase of 0.85 to 83.43 LAS, making the con-
catenation of a 64-dimensional embedding the best approach for this model. The
finished tokens and the sentence-based approaches see even higher gains of 0.93
and even 1.53 LAS respectively.

Overall, the best performing approach is adding learned embeddings directly
to the tokens. This technique is taken directly from Devlin et al. (2019) who utilize
it for the BERT language model. It allows the stack-buffer query model to reach
83.76 LAS, an increase of 0.95 points. The finished tokens and the sentence-based
models also perform best with this approach, scoring 83.31 LAS (1.22 LAS increase)
and 83.13 LAS (1.54 LAS increase) respectively. The only outliner is the universal
attention model, which only sees an increase of 0.15 LAS.

Conclusion
In conclusion, we show that all of our follow-up experiments improve over the
original models, where positional encodings were added directly to the tokens.
Though on average, adding dropout and normalizing the output shows the best
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Transformer Layers
1 4 8 12

H
ea

d
s 3 55.42 46.57 14.72 5.78

6 54.58 46.17 14.90 5.52
12 54.63 45.25 16.03 5.00

Table 5.10: The results of the experiment in which we replace the LSTM with a Transformer
style self-attention layer. We compare different numbers of layers and attention
heads on the baseline parser. The scores are reported in LAS on the development
set.

performance for the positional encodings, we see that learning the embeddings
during training always outperforms this approach. Though all models benefit from
using BERT-style encodings, the more complex models see the most substantial
gains.

5.5.2 Multi-Head Self-Attention

Our results show that it does not make sense to replace the LSTM with a Trans-
former-style encoder. The best performing model merely results in 55.42 LAS for
a configuration of one layer and three heads, compared to our 83.35 LAS baseline.
Nevertheless, we find a clear trend in terms of layer size. The results worsen in
step with the number of layers are introduced: The best score for four layers is
46.57, for eight layers 16.03 and twelve layers, only 5.78 LAS. However, the number
of heads seems not to have a considerable influence.

The underwhelming results are perplexing, as multi-headed self-attention usu-
ally has a reputation for performing better than the traditional LSTM. In the case
of constituency parsing, Kitaev and Klein (2018) show that they benefit from
a Transformer encoder. Also, Ahmad et al. (2019) show improvements for the
stack-pointer architecture when using multi-headed self-attention. Then again,
to our knowledge nobody has reported successfully integrating the Transformer
into transition-based dependency parsing. Therefore, we believe further research
is needed on this approach to explore more ways to integrate the Transformer
encoder into this parser architecture.

5.6 Conclusion

Overall, we see that the attention model that is based on the finished tokens and
runs with three LSTM layers works best with a LAS of 83.92 on the development set
and 83.45 on the test set. The baseline parser, however, reaches 84.33 LAS on the
development set and 84.32 LAS on the test set, when using the same configuration.

Finally, we inspect the attention energies of our best model again for the same
sentence and at the same configurations as previously (see Figure 5.6). Compared
to the initial energies of this attention model in Figure 5.4, the stack and buffer
look similar in the first and second configuration, though the weights on the
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Stack Buffer
-

feel that you ’re sitting there in complete peace , ... *root*
...

’re you that
feel sitting there in complete peace , right on top of the world . *root*

...
’re you that in there complete peace ,

feel sitting right on top of the world . *root*

Figure 5.6: Visualization of the attention weights at three selected configurations while parsing
the example sentence. The teal colored rows hold the finished tokens, yellow the
stack and green the buffer. The current visualization is created by our overall best
model.

finished tokens sequence are less distributed in the better model. However, this
can also be an effect that the model takes a slightly different path during parsing.
In the third configuration, the better model distributed the energies more over
the sequence of the finished tokens, though the most notable difference can be
seen in the buffer of the last configuration. Here, the better model focuses on the
words “right”, “top”, and “world”, while the initial model put almost all weight to
the first word “right”. As mentioned before, the interpretation of these weights
can be highly biased, though we think that the energy distribution on the buffer
of the last configuration clearly shows an improvement in the model.
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6 Conclusion

We started with the hypothesis that the token selection process forms a bottleneck
for the parser performance, which could be resolved through attention mecha-
nisms. The traditional BIST parser statically selects only one token from the buffer
and is seemingly unaware of the upcoming tokens or the already parsed sentence.
We applied attention to integrate this global information about the already parsed
tokens, the sequence of future tokens, and the sentence as a whole. Our results
show, however, that the attention models achieve very similar scores compared to
the baseline parser. Thus, we see our initial hypothesis disproved.

Nevertheless, we show that our attention models are generally working. We
inspect the attention weights while parsing an example sentence and detect
patterns indicating that the parser is aware of the upcoming structure. Similar
patterns are also shown in an example by Dozat et al. (2017). Furthermore, all
our attention models outperform the lower, average baseline, proving that the
attention mechanisms are indeed learning. Even so, the most interesting results
come from the experiments in which we delete the LSTM. Here, the attention
models perform considerably better than the original baseline parser.

We conclude from this experiment that the LSTM in the baseline parser is
more powerful than we originally anticipated. Even though the attention models
work, they are still mostly outperformed by a system that merely inspects one
single token from the buffer and three from the stack. Consequently, the LSTM
must be able to encode enough information about the upcoming tokens and
potentially the sentence structure into each contextualized token. Though it could,
of course, be the case that both the baseline parser and the attention models work
completely differently and achieve roughly the same result by coincidence, we
find this to be unlikely. LSTMs are known to encode information about nearby
words, while attention models have the advantage of being able to inspect the
complete sequence. On the other hand, most of the time this information about
very distant tokens is not needed by the parser. Most transitions are concerned
with building the structure of local phrases, and only in the comparatively few
cases where the roots of these phrases are connected to form a bigger structure,
could an attention model be advantageous.

Our experiments also show that our attention models benefit the most from an
increased model capacity to detect more subtle cues from the LSTM output and
the word embeddings than the traditional baseline parser. We see evidence for
this in the experiments where we increase the capacity of the MLP or the LSTM.
Though the traditional model also sees some benefit, our attention models reacted
stronger to the changes. The most convincing sign is, however, the experiment
in which we remove the LSTM. Here, the baseline parser works comparably well
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when using the embeddings directly, while the performance of the attention
models plummeted. After feeding the embeddings through a feed-forward neural
network, however, the attention models outperform the traditional parser.

Another insight we derive from our results is that many Transformer techniques
do not work well in our architecture: The scaled dot scoring function is outper-
formed by the original concat function, scaling the input of the attention layers
to a different dimension yields underwhelming results, and even the positional
encodings are causing the scores to decrease. Nevertheless, the concept of ap-
plying a residual connection around a feed-forward neural network, followed by
layer normalization, improved the performance, where the feed-forward neural
network alone did not work well at all.

Future Work

Our results show multiple areas for future research. First of all, we are interested to
see if non-projective sentences would benefit more from attention mechanisms
than projective ones. We reason that in the baseline parser, only the top buffer item
is inspected. We have shown that the LSTM encodes information about upcoming
tokens. Therefore the parser is not required to use additional tokens from this
sequence. However, when a token is inserted into the second position of the buffer
through a SWAP transition, the parser is not aware of this token until it rises to the
top of the buffer. Similarly, an in-depth study of the influence of attention on long-
distance relations would be further helpful to determine whether our attention
approach is a dead-end or is indeed helpful in some situations. If the latter is
the case, one could think about developing a hybrid parser, which includes both
static- and attention-based information.

One of the biggest struggles in our work was the identification of suitable query
vectors into the stack- and buffer attention layers. Ideally, we would have a way
to encode the already built dependency tree into a fixed-size vector, instead of
inspecting a sequence of finished tokens. We believe that research into learning an
encoding of the partial dependency tree could be beneficial for the performance
of the attention models.

Also, we think that further research should be dedicated to developing a more
sophisticated MLP structure for the prediction of the transitions and relation
labels. In the current state, both MLPs are built identically, though the prediction
of the four transitions, and up to a hundred relation labels potentially, require
a different setup. Dozat et al. (2017), for example, use different sized MLPs for
the prediction of the labels and the arcs. It could also be interesting to see if one
could construct MLPs that are dedicated to a specific transition. One for LEFT
ARC would, for example, only take the first item from the stack and the buffer into
account, while the RIGHT ARC MLP could take the first two tokens from the stack.

Lastly, we think that there is great potential in the Transformer encoder to
replace the LSTM. Though our short experiment with it show underwhelming
results, we think that a more dedicated approach could improve upon this work.
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lomb, Çağrı Çöltekin, Miriam Connor, Marine Courtin, Elizabeth Davidson,
Marie-Catherine de Marneffe, Valeria de Paiva, Arantza Diaz de Ilarraza, Carly
Dickerson, Peter Dirix, Kaja Dobrovoljc, Timothy Dozat, Kira Droganova, Puneet
Dwivedi, Marhaba Eli, Ali Elkahky, Binyam Ephrem, Tomaž Erjavec, Aline Eti-
enne, Richárd Farkas, Hector Fernandez Alcalde, Jennifer Foster, Cláudia Freitas,
Katarína Gajdošová, Daniel Galbraith, Marcos Garcia, Moa Gärdenfors, Sebas-
tian Garza, Kim Gerdes, Filip Ginter, Iakes Goenaga, Koldo Gojenola, Memduh
Gökırmak, Yoav Goldberg, Xavier Gómez Guinovart, Berta Gonzáles Saavedra,
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Missilä, Cătălin Mititelu, Yusuke Miyao, Simonetta Montemagni, Amir More,
Laura Moreno Romero, Keiko Sophie Mori, Shinsuke Mori, Bjartur Mortensen,
Bohdan Moskalevskyi, Kadri Muischnek, Yugo Murawaki, Kaili Müürisep, Pinkey
Nainwani, Juan Ignacio Navarro Horñiacek, Anna Nedoluzhko, Gunta Nešpore-
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