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Abstract

Social robot learning with deep reinforcement
learning and realistic reward shaping

Martin Frisk

Deep reinforcement learning has been applied successfully to numerous 
robotic control tasks, but its applicability to social robot tasks has 
been comparatively limited. This work combines a spatial autoencoder 
and state-of-the-art deep reinforcement learning to train a simulated 
autonomous robot to perform group joining behavior. The resulting 
control policy uses only first-person camera images and the robot's 
speed as input. The behavior of the control policy was evaluated in a 
perceptual study, and was shown to be less rude, more polite, and more 
sociable when compared to the reference model. We believe this 
methodology is generalizable to other social robot tasks.
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Chapter 1

Introduction

In classic robotics, the main research branches have been navigation, and ma-
nipulation. These would be tasks involving observing the environment, then
forming and executing a plan to get from A to B, or using a robot arm in a
manufacturing process (Kanda & Ishiguro (2016)). Social robotics can be seen
as a third branch: interaction.

The use-cases of social robots range from recreational applications — such as
virtual pets — to elder-care and receptionist work (Campa (2016)) and to robot
tasks involving interactive elements (e.g. human-robot cooperation in construc-
tion or manufacturing tasks). As society is increasingly automated, more and
more robot applications are developed where the robot is required to interact
with humans emotionally, or operate near humans without being disruptive or
being perceived in a negative way. This drives the increasing relevance of social
robotics in the modern world.

One particular social robot task is what we refer to as group joining, where the
robot is to approach and join a preexisting group of humans in a way that is
socially acceptable. In this work we attempt to simulate a realistic social sce-
nario, and allow a simulated autonomous robot agent to learn appropriate group
joining behavior by training in this environment. The robot agent combines a
learned state-representation with training through deep reinforcement learning
(Mnih et al. (2013)) to learn appropriate group joining behavior. It is the au-
thors belief that this methodology could be a precursor — or perhaps even a
prior model — to learning appropriate group joining behavior in a real-world
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setting.

Since the agent is to act autonomously, the control policy would ideally depend
only on sensory information that a real robot could access thorough its on-board
equipment. Therefore the inputs consist of a first-person camera view, together
with the robot’s velocity relative to the ground. As learning control policies
directly from pixel-data is very difficult and requires vast amounts of samples,
this work utilizes a learned state representation. At a high level, this means
learning a mapping from the full input to a low-dimensional representation that
more clearly presents the task-relevant features. Applying such mappings as
preprocessing is a known way of simplifying reinforcement learning training
(Finn et al. (2015)).

The learned state representation used in this work, detailed in section 4.2, uti-
lizes a type of deep spatial autoencoder based on the work of Finn et al. (2015),
which was shown to work well in experiments using reinforcement learning to
learn control policies in a classic robotics setting.

The reinforcement learning (RL) algorithm used is a policy gradient algorithm,
Proximal Policy Optimization (Schulman et al. (2017)), presented in chapter 3.
We chose this algorithm due to its wide applicability and the stability of its
performance (Henderson et al. (2017)).

A reward function tailored to the task of group joining (first presented in Gao,
Yang, Frisk, Hernandez, Peters & Castellano (2018), here in section 4.3), based
on the work of Pedica & Vilhjálmsson (2008) is used. This reward functions
has been designed to reflect social concepts such as private space, and natural
group formations.

The state-representation learning and the policy training steps fit well together
since neither is based on supervised learning. As a consequence, the entire
training procedure requires very little human intervention.

The main contribution of this work is twofold: First we provide proof-of-concept
that combining PPO with a learned state representation based on a deep spatial
autoencoder — and the aforementioned reward function — can indeed facilitate
learning of simulated group joining behavior. Second, we produce multiple vari-
ations of this general scheme, and evaluate them to bring some insight into what
parts contribute to the successful training of the robot agent. The variations
are in terms of what type of sensory information is available, what learned state
representation is applied, and what type of policy network-architecture is used.
The performance of these are compared to each other, and to that of a base-
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line model in chapter 5. That chapter also presents the results of a qualitative
study (conducted by Gao, Yang, Frisk, Hernandez, Peters & Castellano (2018))
evaluating the learned behavior, which showed that the learned behavior was
perceived as more sociable and polite, and less rude than the behavior generated
by a previous method.
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Chapter 2

Related work

2.1 Deep Reinforcement Learning (DRL) in human-
robot interaction studies

DRL algorithms provide a framework for automatic robot perception and control
(Sünderhauf et al. (2018), Chernova & Thomaz (2014)). In recent years, robot
learning tasks including gripping and locomotion have been tackled using DRL
(Levine et al. (2016)).

Since the early days of human-robot interaction studies (HRI), RL has been
used in attempts to solve some of its problems. Bozinovski (e.g. Bozinovski et al.
(1996)) conducted some of the early work using social feedback as accumulative
rewards. In the wake of work like LeCun et al. (2015), deep learning based
solutions began to show success in many areas, including ones related to HRI.
ResNet (He et al. (2016)) and other work have shown remarkable success in im-
age classification, while Long Short-Term Memory-based solutions (Hochreiter
& Schmidhuber (1997)) have been shown applicable to a range of text processing
tasks. Other work in HRI investigated the applicability of RL algorithms such
as Exp3 (Gao, Barendregt, Obaid & Castellano (2018)) or Q-learning (Matarić
(1997)) in social robotics settings.

The applicability of DRL to social robot learning remains under-explored how-
ever, in parts due to the lack of cross-disciplinary synergies in HRI. As a conse-
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quence, the interaction scenarios studied in previous research have been limited
to simplified cases and the algorithms studied to relatively simple ones (Ferreira
& Lefevre (2015)). One pioneering work in combining DRL with social robotics
was conducted by Qureshi who applied a Deep Q-Network (DQN) (Mnih et al.
(2015)) to learn to chose between predefined actions for greeting people, based
soley on visual input (Qureshi et al. (2016)).

2.2 Learning representations

RL has been used to solve a wide range of complex tasks. Learning directly
from visual observations has been shown successful on tasks including playing
ATARI games (Mnih et al. (2013)), simulated car driving (Tan et al. (2018))
and navigating through mazes (Mirowski et al. (2016)). However, as the di-
mensionality of visual inputs is usually very high, learning directly from such
inputs requires a large amount of samples. This has made some researchers
conclude that it is intractable in the social robot learning setting (Böhmer et al.
(2015)). The simplest approach to overcome this would be to apply some low-
dimensional hand-crafted features to transform the images, and then feed the
resulting data-vector into the RL-framework as its state. This would however
be time consuming and task-specific, thus undercutting the generality of RL.

Previous work (including Lange et al. (2012)) have made use of deep autoen-
coders (AEs) to learn a simplified state representation which enables faster
learning. Making variations of AEs that give rise to representations that are
particularly well-suited for RL have been tried by several authors. Such work
include Böhmer et al. (2015) who tried to learn the dynamics of the environ-
ment by constructing an AE predicting the next state, and Finn et al. (2015)
who employed a type of spatial AE (SAE) to learn a representation that com-
prises image coordinates of relevant image features. The latter argued that
such a representation is particularly well-suited continuous control tasks with
high-dimensional visual inputs.

2.3 Group behavior

To simulate large-scale group-dynamic behavior, previous work, such as Treuille
et al. (2006) and Hëıgeas et al. (2010), have employed particle-based meth-
ods. Small-scale groups have been studied by Musse & Thalmann (2001) and
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Reynolds (1999) where agent-based methods have been employed, meaning that
the behavior of each agent is explicitly modeled. Kendon (1990) proposed a so-
called F-formation system that dynamically models positions and orientation
of agents within a group. Concerning group approaching behavior specifically,
Ramı́rez et al. (2016) applied inverse reinforcement learning, meaning that agent
learned from behaviors demonstrated by humans. Pedica & Vilhjálmsson (2012)
used behavior trees to simulate social behaviors, including group joining behav-
ior. Jan & Traum (2007) developed an algorithm simulating the movement of
agents that accounts for dynamical repositioning of agents, but without properly
orienting them.
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Chapter 3

Theory

This chapter aims to present Proximal Policy Optimization (Schulman et al.
(2017)) together with its theoretical justification.

In order to do this we start with a brief introduction to Markov Decition Pro-
cesses (MDPs) in section 3.1, which is used to introduce reinforcement learning
(RL) in section 3.2. In section 3.3 we discuss policy gradient methods, which
is a class of methods that address the RL problem. In section 3.4 we introduce
the policy gradient algorithm of PPO which lies at the core of this work.

3.1 Markov decision processes

3.1.1 Introduction

A Markov decision process (MDP) is a stochastic control process that models
settings that unfold over time influenced both by stochastic outcomes, and by
the decision-making of an agent. MDPs and variations thereof have been studied
since at least the 1950’s (Bellman (1957)). We will focus on the discrete-time
case and start with a formal definition:

Definition 1 (Markov decision process). A Markov decision process (MDP) is
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a tuple (S,A, P as,s′ , R
a
s,s′ , χ0, T, γ) where,

• S, the state space, is a set of states1, fully describing the environment.

• A, the action space, is a set of actions available2. Actions a ∈ A may be
either discrete or continuous.

• P as (s′) = Pr(st+1 = s′ |st = s, at = a), the transition distributions, are the
probability distributions for the next state given that the agent performed
action a after observing state s at time t.

• Ras(r) = Pr(rt = r | st = s, at = a), the reward distributions3, are the
probability of the real-valued reward received after after performing action
a in state st = s.

• P as and Ras have the Markov property, i.e. Pr(st+1 | at, st, at−1, st−1, . . .) =
Pr(st+1 | at, st) and similarly for the reward distribution.

• T = {t ∈ Z+ | t < Tmax} is the time-indexing set. Tmax is the time-
horizon, which can be finite or infinite.

• χ0, the initial distribution, is a probability distribution over S from which
s0 is sampled.

• γ ∈ [0, 1) is the discount factor, deciding how to weigh long-term rewards
against short-term rewards.

MDPs can be used to model situations where an agent is acting in an environ-
ment in the following way: An initial state s0 is sampled from χ0. The agent
chooses an action a0 to perform, which leads to the agent receiving reward r0

and a new state s1. The probability of each possible next state st+1 is affected
by both the state st = s and the action at = a through the distribution P sa .
Similarily, st and at determines the distribution of the reward rt through Ras .
In other words the outcomes are determined in parts by the MDP (sometimes
called the environment) and in parts by the choices of an agent, represented by
actions.

In an MDP, the process of chosing an action to carry out is repeated either for a
fixed number of steps (the case where Tmax is finite), or until a terminal state is
reached. In certain cases this could mean that the process continues indefinitely.
We will focus exclusively on the case where the MDP terminates in finite time,
and we refer to the time from initiation to termination as an episode.

1Technically, the state should contain sufficient information to disambiguate it from other
s ∈ S, otherwise it would be a partially observable Markov decision process (POMDP).

2The actions available may be different in each state, but we ignore this technicality as it
makes no difference for analysis

3For technical reasons this distribution is assumed to be bounded in expectation,
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Figure 3.1: Illustration of an agent acting in some environment modeled
as a Markov Decision Process. The agent selects its action at based on
what state st it is in. Both at and st will influence the reward rt and the
next state of the environment st+1.

The generality of this framing is quite remarkable. It allows modeling of classic
games such as chess, shogi and go (Silver et al. (2017)), various control tasks
and games (Brockman et al. (2016)), as well as robot manipulation tasks (Finn
et al. (2015)). As we shall see later in this text, it also lends itself to be used in
a social robot scenario where a robot agent seeks to join a group.

3.1.2 Problem formulation

The problem one seeks to solve in an MDP is that of finding an optimal policy π∗

that plans well and maximizes expected cumulative return by taking appropriate
actions.

To make these notions precise, a few definitions are in order:

Definition 2 (Policy). A policy π is a function mapping states s to a distribu-
tion4 over the actions a ∈ As.

Definition 3 (Trajectory). A trajectory τ = (s0, a0, r0, . . . , sn−1, an−1, rn−1, sn)
is a sequence of states, actions and rewards sampled from the MDP and a policy
π. I.e. s0 ∼ χ0, at ∼ π(st), rt ∼ Ratst , and st+1 ∼ P atst for t = 0, . . . , n− 1.

We will use the shorthand notation τ ∼ π, χ0 for such sampled trajectories.
Some slight notational abuse will be introduced by taking τ ∼ π, s to mean

4When the policy is deterministic we allow ourselves to write π(s) = a, instead of treating
π as a deterministic distribution.
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trajectories τ sampled from the policy π where s0 = s.

Definition 4 (Length of a trajectory). Since trajectories are assumed finite,
we define N(τ), the length of τ as the number of non-terminal states visited in
τ . We sometimes refer to N(τ) simply as N if there is no ambiguity in doing
so.

Definition 5 (Cumulative reward). The cumulative reward R(τ) of a trajectory
τ of length n (finite or infinite), is the weighted sum

R(τ) =

N−1∑
t=0

γtrt.

Note how definition 5 clarifies the role of γ as an exponential discount factor. If
γ is close to 0, only the immediate reward matters, and if γ is near 1, the entire
trajectory is counted.

We can now formalize the notion of an optimal policy as the following maxi-
mization:

Definition 6 (Optimal policy). A policy π∗ is optimal if and only if

π∗ = arg max
π

Eτ∼π,χ0 [R(τ)] .

Note that we defined a policy to be optimal if it is maximizing reward when
starting from states drawn from the initial distribution χ0, which is sensible.
We assume for simplicity that the support of χ0 is the entirety of S. This makes
no difference to any result, but allows for less cluttered notation.

3.1.3 Solution

In the case where all parameters (transition and reward distributions etc.) of the
MDP is fully known, and the action and state spaces are finite, there are several
ways of solving an MDP. Such solutions include value-iteration (Bellman (1957))
and policy-iteration (Howard (1960)), and several variants combining concepts
from both (van Nunen (1976)).

We will look briefly at the method of value-iteration, but to do that we need to
define the notion of value.
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Definition 7 (Value function). Let π be a policy. The value function induced
by π is

V π(s) = Eτ∼π,s [R(τ)] .

This is in other words the expected cumulative reward when following the policy
π and starting from s0 = s. The value function induced by the optimal policy
V π
∗
, is referred to simply as V ∗.

Comparing definitions 6 and 7, we can think of the optimal policy as the policy
that has the maximal induced value function.

Furthermore, we can rewrite definition 7 by using definition 5 as

V π(s0) = Eτ∼π,s0

[
n−1∑
t=0

γtrt

]
=

= Eτ∼π,s0

[
r0 +

n−1∑
t=1

γtrt

]
= (3.1)

= Eτ∼π,s0 [r0 + γV π(s1)] .

This is one way of writing the Bellman Equation, and it shows how one can
break down the problem of finding an optimal value-function into a sequence of
sub-problems, each of which is concerned only with the part of the trajectory
at subsequent time-steps.

Another consequence of this is that the optimal policy can also be expressed as
the policy that is choosing actions greedily with respect to V ∗:

π∗(s) = arg max
a

Es′∼Pas [V ∗(s′)] . (3.2)

These observations inspire iteration schemes which could be made into algo-
rithms for solving MDPs. For instance initialize,

∀s : V0(s) = 0, (3.3)

then iterate

∀s : Vi+1(s) = max
a

{
Es′∼Pas ,r∼Ras [ r + γVi(s

′)]
}
. (3.4)

This makes intuitive sense, as V1(s) will give the value of s if the episode was
to terminate after that action. V2(s) gives the correct value of s if the episode
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would terminate in two steps, and so on. In fact, this iteration scheme converges
to V ∗. A proof of this is provided in section A.1.

This is sufficient to show that any MDP with finite state and action spaces, and
known transition and reward distributions is in other words soluble in principle.

3.2 Reinforcement learning

Although section 3.1.3 demonstrated one of several ways of solving MDPs, con-
siderable problems remain: The computational complexity of value-iteration is
O(|A| |S|2) per iteration (Littman et al. (1995)). Convergence in value is only
guaranteed in the limit, the resulting policy will not change beyond some fi-
nite number of iterations (Beutler (1989)), but given the computational cost
per iteration, this is still intractable for large MDPs. To emphasize this point,
consider that a simple game such as connect four, has a state-space of about
1013 states (Allis (1994)), not to mention chess with a state space of about 1043

states (Shannon (1950)). Worse still; in many cases the transition or reward
distributions may not even be known, in which case iteration schemes similar
to the one outlined in section 3.1.3 would not be possible.

A method sometimes employed when attempting to solve such vast or partially
unknown MDPs is reinforcement learning (RL). RL can loosely be described as
machine learning methods that interact with an environment through a policy,
incorporating experience gathered by these interactions to increase the expected
cumulative reward.

Gathering information about the system is necessary for finding an optimal
policy, since we do not know all we need a priori. In RL-terminology this
is called exploration, and its antithesis - utilizing the knowledge gathered so
far - is called exploitation. The trade-off between these two, often called the
exploration-exploitation dilemma is central to RL. Intuitively, if one never tries
anything new, one can not learn anything so-far unknown. On the other hand,
to get good results, one should also leverage previous experiences to guide ones
actions.

We will first introduce a relatively simple approach, tabular Q-learning, and
then show step by step how to modify that concept to arrive at PPO (Schulman
et al. (2017)), the RL-algorithm at the core of this work.
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3.2.1 Tabular Q-learning

Consider an environment modeled by a finite MDP with unknown transition
and reward distributions, P as and Ras,s′ . A natural attempt would of course be
to sample these distributions in an effort to estimate them directly, and then
use these estimates in e.g. a value-iteration scheme.

This approach is certainly possible in many contexts, but we make the ob-
servation that the problem we seek to solve, namely finding π∗, only depends
implicitly on P as . It might be more efficient to somehow estimate the value
of states directly without explicitly estimating the transition distributions P as .
However, if the transition distributions are unknown we can not recreate π∗

from V ∗ as we previously did.

This motivates the following definition.

Definition 8 (Q-function). Let π be a deterministic policy.

Then

Qπ(s, a) = Eτ∼π′,s [R(τ)]

where

π′(s) =

{
a at the first time-step

π(s) at subsequent time-steps

This is to say, the Q-function of an (s, a)-pair gives the expected cumulative
reward when starting in state s, performing first action a, and for the rest of
the episode following the policy π. As in the case with the value function, we
will refer to Qπ

∗
as Q∗.

From definitions 6, 7 and 8 it follows that

V π(s) = Qπ(s, π(s)) = max
a

Qπ(s, a), (3.5)

and in particular,

V ∗(s) = Q∗(s, π∗(s)) = max
a

Q∗(s, a), (3.6)

which clarifies the close relation between the Q-function and the value-function.
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Equation 3.1 can be expressed in terms of the Q-function as

Qπ(s0, a) = Eτ∼π′,s0
[
r0 + γmax

a′
Qπ(s1, a

′)
]
.

Acting greedily with respect to a Q-function is a policy, and in particular

π∗(s) = arg max
a

Q∗(s, a). (3.7)

This is useful, since we need now only the ability to sample the MDP to at once
attempt to learn policy and value-estimates simultaneously, without explicitly
keeping track of transition and reward distributions. Concretely how will be
shown below (algorithm 1), but first we need to address the issue of exploration.

One attempt to induce exploration could be to sample a random number x
between 0 and 1. If x is ”large enough”, say x > ε, we take the best action we
know. If x < ε we instead choose an action uniformly at random. This is called
ε-greedy, which in spite of its simplicity has provably good properties (Singh
et al. (2000)).

We now have the main components of a simple version of tabular Q-learning:

Algorithm 1 Tabular Q-learning

Input: An MDP (S,A, P as , R
a
s,s′ , χ0, T, γ), ε ∈ (0, 1], learning rate (η)∞i=0

1: Initialize Q(s,a)← 0 ∀s, a . Q is stored as a table.
2: for i=0,1,...,I do . For each episode. . .
3: Sample s ∼ χ0 . Get an initial state.
4: while s not terminal do
5: sample x ∼ U(0, 1)
6: if x < εi then
7: a←UniformRandom(A) . Either choose random action.
8: else
9: a← arg maxa′ Q(s, a′) . Or choose greedy action.

10: sample s′ ∼ P as . Perform action a
11: sample r ∼ Ras,s′ . Receive reward r
12: Q(s, a)← (1− ηi)Q(s, a) + ηi(r + γmaxa′ Q(s′, a′)) . Update table.

As seen above, the main idea of Q-learning is to sample the MDP to generate
”experiences” consisting of (s, a, r, s′)-tuples. These are then used to improve
an estimate of the Q-function. In spite of the algorithms simplicity, tabular Q-
learning will converge in the sense that ‖Q−Q∗‖ → 0 as I →∞, independently
of the MDP, given some simple criteria on the ηi and ε.
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Specifically, one needs only make sure that every action is chosen in every state
infinitely many times 5, and that for the ηi it holds that limN→∞

∑
i=0 ηi =∞,

limN→∞
∑
i=0 η

2
i <∞. (Jaakkola et al. (1994), Singh et al. (2000)).

It should be noted that although such strong guarantees exist, it is in the limit
and in practice convergence may be slow. Variants with better convergence
properties exist including Speedy Q-Learning (Azar et al. (2011)).

3.2.2 Deep Q-learning

A practical problem when attempting RL in a tabular fashion is that the number
of state-action pairs is simply too large. Consider the ∼ 1013 states of connect
four mentioned previously. Assuming we could represent each state-action pair’s
Q-value with a single byte, it’s branching factor of 4 (Allis (1994)) would make
the Q-table in the order of tens of terabytes large. Even if this amount of
storage is no longer considered astronomical, it sufficiently illustrates that many
interesting problems would be out of reach for any method relying on such
tables. Furthermore, even if storage was itself not an issue, each state-action
pair has to be tried a large number of times to yield a good estimate of the
Q-function, which is another insurmountable problem for tabular Q-learning in
large state-spaces.

If one can not store and update the Q-value of each state-action pair explic-
itly, the solution must necessarily involve some form of generalization. For a
somewhat regular MDP, one might expect for some notion of distance d, that
if d((s, a), (s̃, ã)) was small, then |Q∗(s, a)−Q∗(s̃, ã))| would be small too. Al-
though not a precise statement, it resembles the notion of continuity. Thus it
serves as some justification to the hope of approximating the Q-function with a
piece-wise continuous function approximator.

Early work adopting this method include Tesauro (1990), and more recently
it was used by Mnih et al. (2013). In this latter work, some modifications are
made to replace the table in the tabular Q-learning algorithm with a deep neural
network6, resulting in Deep Q-learning.

Supervised deep learning generally makes the assumption that samples are in-
dependent and identically distributed. This is clearly not the case when we

5Guaranteed by, for instance, a constant ε > 0.
6We will not go into any detail about how neural networks work or are trained, nor how

supervised deep learning works. For that we refer to Goodfellow et al. (2016).
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sample states and actions in algorithm 1, as P as and Ras,s′ depend both on the
policy through the action a, and also on the preceding state.

To lessen the impact of this, Mnih et al. (2015) used an experience replay (similar
ideas were previously applied in Lin (1993)). It is essentially a buffer in which
they store the experiences7 gathered. Instead of updating the Q-table each step,
they periodically draw random samples from the buffer, and use it to update
the weights of the neural network. This will not guarantee that all samples are
from the same distribution, but it will certainly at least somewhat decorrelate
the sampled experiences.

Let Qθ refer to a deep Q-network parameterized by the vector θ, and πθ(s) =
arg maxaQθ(s, a) be the policy implicitly parametrized by θ. The update step
will be replaced by a training step seeking to minimize the loss-function

L(θ) = Eτ∼πθ,χ0

[
(yt −Qθ(st, at))2

]
, (3.8)

where

yt =

{
rt If st is terminal.

rt + γmaxaQθ(st+1, a) Otherwise.
(3.9)

is the target value. Note that for stability, among other reasons, yt is treated
as constant with respect to θ when performing the gradient step.

We hope to accurately approximate the expectation value of equation 3.8 by
sampling experiences from the experience replay, and thus gradually improve
the Q-function estimate Qθ, as shown in algorithm 2.

7Meaning (st, at, rt, st+1)-tuples.
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Algorithm 2 Deep Q-learning with experience replay. (Mnih et al. (2015))

Input: An MDP (S,A, P as , R
a
s,s′ , χ0, T, γ), ε ∈ (0, 1], learning rate (λi)

∞
i=0

1: Initialize θ with random numbers and E = ∅, an empty experience replay.
2: θ̃ ← θ
3: for i=0,1,...,I do . For each episode. . .
4: Sample s′ ∼ χ0 . Get an initial state.
5: while s not terminal do
6: s← s′

7: sample x ∼ U(0, 1)
8: if x < εi then
9: a←UniformRandom(A) . Either choose random action.

10: else
11: a← arg maxa′ Qθ(s, a

′) . Or choose greedy action.

12: sample s′ ∼ P as . Perform action a
13: sample r ∼ Ras,s′ . Receive reward r
14: E ← E ∪{(s, a, r, s′)} . Add this experience to the experience replay

15: Sample a random Esample ⊂ E.
16: for each (sj , aj , rj , s

′
j) ∈ Esample do

17: yj ←

{
rj If s′j is terminal.

rj + γmaxaQθ̃(sj , aj) Otherwise.

18: Perform gradient descent step on equation 3.8 w.r.t θ
19: Every N updates set θ̃ ← θ

The purpose of maintaining two sets of parameters, θ, θ̄ is to prevent the process
from diverging.

Algorithm 2 is slightly different from that in the original paper as they apply
pre-processing which is specific to their domain, and not necessarily seen as a
core part of the algorithm.

Many notable variations and extensions to this algorithm have been developed.
Such include double deep Q-learning (Van Hasselt et al. (2016)) where a sepa-
rate Q-networks are used for action selection and state-action evaluation, which
stabilizes the learning process. Schaul et al. (2015) used a prioritized replay
buffer ensuring that more important experiences are sampled more frequently.
These ideas and others were combined to the Rainbow algorithm (Hessel et al.
(2017)) which out-performed its predecessors, on the benchmark task of playing
ATARI 2600 games (Brockman et al. (2016)8).

8Also https://gym.openai.com/envs/#atari
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In conclusion, function approximation have successfully been combined with RL
to solve tasks that would not be soluble in a tabular setting. It is particularily
well-suited to tasks with discrete action-spaces, such as the ATARI 2600 games,
where it for the majority of games showed super-human performance.

The theory behind Q-learning is in principle compatible with continuous action-
spaces, but in practice it is too expensive to compute the continuous argmax.
Discretization often leads to poor performance as it tends to lose crucial in-
formation (Lee et al. (2018)). Therefore, in section 3.3, we look into another
approach to RL which has been proven to be effective in the continuous action-
space setting.

3.3 Policy gradient methods

Instead of learning the value function, either directly or through the Q-function,
and then defining the policy through that (e.g. equation 3.7), we will look at
another approach, starting from having a parametrized policy πθ (for instance,
a neural network with weights θ). One can then attempt to maximize quantities
such as the cumulative reward (definition 5) through its dependency on θ.

If one could somehow evaluate

∇θEτ∼χ0,πθ [R(τ)] (3.10)

this could be used to get a local improvement to the policy, and iterating this
would at least lead to a local maximum. The difficulty of obtaining this gradient
is that it depends on the environment through P as , which is often times not
known to us.

There is a class of policy gradient methods — finite difference methods — that
avoids this problem. This method class instead works by perturbing each compo-
nent of the parameter vector θ separately. That is to say that if θ = (θ0, . . . , θn),
n different policies are created: θ̃(i) = (θ0, . . . , θi−1, θi + ε, θi+1, . . . , θn). By
sampling trajectories from each such perturbed policy, one can approximate the
corresponding partial derivative by the method of finite differences, to form an
estimate of the gradient in equation 3.12.

This method has been successfully applied, for instance to learn locomotion
policies for quadruped robots (Kohl & Stone (2004)), but it does not scale well
to complex policies. This is because for each component of θ, a perturbation
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has to be made and for these perturbed policies, at least one trajectory needs to
be sampled. In other words, each parameter update requires at least as many
sampled trajectories as there are parameters in the policy model, which is not
feasible for deep neural networks, which may have many thousands (or millions)
of parameters.

The remainder of this chapter will be spent discussing how one can estimate
gradients such as the one in equation 3.10 from much fewer trajectories, and
develop effective RL-algorithms based on those ideas. The foundational result
that enables this is the policy gradient theorem.

3.3.1 Policy gradient theorem

Theorem 3.1 (Policy gradient theorem.). Let (S,A, P as , R
a
s,s′ , χ0, T, γ) be an

MDP, Ω the set of possible trajectories, πθ a stochastic policy parameterized by a
vector θ such that πθ is differentiable with respect to θ, and f : (S×A×R)n → R
be a bounded function mapping trajectories to real numbers.

Then,

∇θEτ∼πθ,χ0 [f(τ)] = Eτ∼πθ,χ0

[
f(τ)

N−1∑
t=0

∇θ log πθ(a = at|s = st)

]
. (3.11)

Proof. See section A.2.

This result is although well-known (it dates back at least to Williams (1992)),
quite remarkable. No restrictions were put on f except that it is bounded. Thus
it works even for discontinuous or unknown quantities. One can choose f to be
for instance cumulative reward, which leads to

∇θEτ∼πθ,χ0 [R(τ)] = Eτ∼πθ,χ0

[
R(τ)

N−1∑
t=0

∇θ log πθ(a = at|s = st)

]
. (3.12)

Performing gradient ascent using this objective will increase the probabilities of
actions associated with high values of R(τ). Estimating this kind of expectation
values from finite samples of trajectories is the core of modern policy gradient
algorithms.
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The efficiency of these methods come from the fact that we use our knowledge
of the policy’s gradient with respect to θ. Namely, given a trajectory we use
equation 3.12 to figure out how to change θ so that the resulting policy is more
desirable. Compare this to the finite difference methods mentioned earlier where
each component of θ had to be individually perturbed and evaluated to estimate
the same gradient.

This reduction of the number of samples needed to perform an update is highly
desirable, since collecting trajectories is generally what dominates the run-time
of these algorithms. So to develop truly efficient algorithms, we would like to
reduce the number of samples needed even further. However, the estimator
is generally of very high variance, so reducing the number of samples used to
estimate the gradient becomes prone to error. Thus, reducing the variance of
the gradient estimates — and thereby allowing for policy updates using less
samples — will be the topic of section 3.3.2.

3.3.2 Variance reduction techniques

This section will detail two main methods for lowering the variance of empirical
estimations of equation 3.12: the first being by rewriting equation 3.12 in a
way that uses significantly fewer terms, the second being subtracting a baseline.
These steps will together will allow a reformulation of equation 3.12 that to-
gether with General Advantage Estimation (Schulman, Moritz, Levine, Jordan
& Abbeel (2015)) constitutes the core of PPO.

Consider the case where all trajectories τ are of length T + 1. By the linearity
of expectation values, it is clear that

Eτ∼πθ,χ0
[R(τ)] = Eτ∼πθ,χ0

[
T∑
t=0

γtrt

]
=

T∑
t=0

Eτ∼πθ,χ0

[
γtrt

]
, (3.13)

and thus

∇θEτ∼πθ,χ0
[R(τ)] = ∇θ

T∑
t=0

Eτ∼πθ,χ0

[
γtrt

]
. (3.14)

This proves useful since for a fix 0 < t ≤ T , rt only depends on the part of the
trajectory up until st, which we denote τ0:t ≡ (s0, a0, r0, . . . , st). This means
that

∇θEτ∼πθ,χ0
[rt] = ∇θEτ0:t∼πθ,χ0

[rt] . (3.15)

24



We can use equation 3.15 to rewrite equation 3.14 and then apply theorem 3.11
to arrive at the gradient estimate

∇θEτ∼πθ,χ0
[R(τ)] = Eτ∼πθ,χ0

[
T∑
t=0

(
γtrt

t∑
i=0

∇θ log πθ(a = ai | si)

)]
=

= Eτ∼πθ,χ0

[
T∑
i=0

(
∇θ log πθ(a = ai | si)

T∑
t=i

γtrt

)]
,

(3.16)

where the last equality is arrived at by changing the order of summation and
adjusting the indices accordingly. Comparing this to equation 3.12, we see
that this new gradient estimate has significantly fewer terms and is thus lower
variance (Schulman (2016)).

Further variance reduction can be achieved by subtracting a baseline b(st) from
the reward. Intuitively this makes sense, as we are not seeking to select actions
leading to high reward and avoiding ones leading to low reward — we are at-
tempting to select actions leading to higher reward. See section A.3 for a proof
that this does not bias the gradient estimator. Not every baseline will reduce
variance of course, but as we will see later, there are choices that do.

A baseline that is near optimal, and useful in practice is the value function
V πθ (st) (Schulman (2016)). This choice is natural as with it, the gradient
estimate will act to increase the log-probability of actions which performance
exceed that of the value induced by the current policy. In other words, if an
action is evaluated and it leads to higher cumulative reward than expected, the
probability of that action will increase. Similarly, actions that are lower than
expected will have their probabilities decreased. There are slight improvements
to be made to the choice of baseline (see Greensmith et al. (2004) for a thorough
treatment of this matter) but the value function is commonly used in practice.

Using this baseline, the sum (
∑T
t=i γ

trt)− V πθ (si) can be seen as an empirical

estimate Â(si, ai), of the advantage function, Aπθ (si, ai), defined as Aπ(s, a) ≡
Qπ(s, a) − V π(s). Taking Ai to mean A(si, ai), the gradient estimator can be
written more compactly as,

∇θEτ∼πθ,χ0
[R(τ)] = Eτ∼πθ,χ0

[
T∑
i=0

∇θ log πθ(a = ai | si)Ai

]
. (3.17)

In this view, finding a low variance gradient estimate is now expressed in terms
of advantage estimation. Schulman, Moritz, Levine, Jordan & Abbeel (2015)
developed a technique called generalized advantage estimation, which when com-
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bined with ideas from Mnih et al. (2016) results in the estimator

Ât =

T−i−1∑
i=0

(γλ)i δt+i, (3.18)

where each

δt = rt + γVφ(st)− Vφ(st+1), (3.19)

and Vφ is a parametrized approximation of the value function V πθ . We note

that for λ close to 1, due to the telescoping aspect of equation 3.18, Ât is
similar to the advantage estimate in equation 3.15. However for 0 < λ < 1,
rewards that are received after a long time are down-weighted, and replaced by
an approximate value Vφ. This reduces the variance at the price of introducing
some bias. The added discount factor λ can be understood as balancing the
reliance on function approximation and the sampled rewards. λ close to 1 leads
to higher variance but low bias and vice-versa. For a thorough discussion on
these variance reduction techniques, see Schulman (2016), Schulman, Moritz,
Levine, Jordan & Abbeel (2015) and Greensmith et al. (2004).

3.4 Proximal Policy Optimization

The main problem remaining is that of taking appropriate step-sizes. The gra-
dient estimates of section 3.3.2 are only valid at the current parameter setting
θ, and although it is tempting to do so, taking multiple gradient steps is not
justified by theory, and is empirically found to be destructive (Schulman et al.
(2017)). Refraining from doing several updates on the same data would lead to
low sample efficiency.

Schulman et al. (2017) introduced proximal policy optimization (PPO), which
combines the policy gradient estimation methodology described in section 3.3
with techniques for preventing destructive gradient steps, even while performing
several gradient steps on the same samples.

The way this is done, is by sampling trajectories from a policy πθ and then
using them to update the policy using a variant of the gradient estimator of
equation 3.17. Their modifications to the gradient estimator enables taking
several gradient steps on the same samples without risking taking destructively
large gradient steps, which increases sample efficiency while maintaining stabil-
ity of learning.
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Denoting the policy that was used to sample trajectoriesπθold , one can now
define the probability ratio

ρt(θ) =
πθ(at | st)
πθold(at | st)

. (3.20)

By observing that

∇θ log f(θ)|θ=θold =
∇θf(θ)|θ=θold

f(θold)
= ∇θ

(
f(θ)

f(θold)

)∣∣∣∣
θ=θold

(3.21)

one can define the loss function

LCPI(θ) = Êτ∼πθold ,χ0

[
T∑
t=0

ρt(θ)Ât

]
(3.22)

where Ê means an empirical estimated expectation value, and maximize this
objective by gradient ascent to update the policy. For θ = θold the gradient of
LCPI is then the empirical estimate of the objective in equation 3.17.

CPI stands for Conservative Policy Iteration and is due to Kakade & Langford
(2002) who developed an algorithm with this objective.

Equation 3.22 can also be interpreted as importance sampling (Mehta et al.
(1988)) since

Êτ∼πθold ,χ0

[
ρt(θ)Ât

]
= Êτ∼πθold ,χ0

[
πθ(at | st)
πθold(at | st)

Ât

]
(3.23)

is the importance sample estimate of Êτ∼πθ,χ0

[
Ât

]
using trajectories sampled

from the distribution πθold . This justifies taking several gradient steps using the
same sampled trajectories, since keeping track of the old probabilities allow us
to still estimate the gradient of the current parameters, even though they were
not the ones used to gather the sample.

The importance sample estimate deteriorates if the policies differ too much,
so it is important that the updated policy does not change too much. Over-
simplistic approaches such as L2-regularization on ‖θ − θold‖ will not suffice
for deep neural networks as it is not clear how distance in parameter-space is
connected to distance in output distribution. TRPO (Schulman, Levine, Abbeel,
Jordan & Moritz (2015)) deals with this by constraining the gradient in terms
of KL-divergence. A simpler yet effective way of preventing the probabilities to
diverge too much is PPO’s clipped loss function:

LCLIP(θ) = Êτ∼πθold ,χ0

[
T∑
t=0

min(ρt(θ), clip(ρt(θ), 1− ε, 1 + ε))Ât

]
(3.24)
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where ε is a hyper-parameter (common choices are in the range of 0.1 to 0.2).
To prevent premature convergence, an entropy bonus is added:

LS(θ) = Êτ∼πθold ,χ0

[
T∑
t=0

S [πθ(st)]

]
(3.25)

Combining these gives

LCLIP+S(θ) = LCLIP(θ) + c · LS(θ). (3.26)

Schulman et al. (2017) introduced this objective and showed experimentally
that maximizing it leads to stable learning performance across a wide range of
tasks. The loss used for the value-estimation is

Lvalue(φ) = Êτ∼πθold ,χ0

[
T−1∑
t=0

(Vφ(st)− yt)2

]
(3.27)

where

yt =

{
rt If st is terminal.

rt + γVφ(st+1) Otherwise.
(3.28)

is treated as a constant with respect to φ during differentiation, similar to the
case of equation 3.9.

An algorithm based on these ideas is presented below:

Algorithm 3 Proximal Policy Optimization (Schulman et al. (2017))

Input: An MDP (S,A, P as , R
a
s,s′ , χ0, T, γ), clipping parameter ε,

parametrized functions π(·),V(·).

1: Initialize θ, φ with random numbers, and E = ∅.
2: for i=0,1,...,I do . For each episode. . .
3: Sample s0 ∼ χ0 . Get an initial state.
4: for t = 0, . . . , T do
5: sample at ∼ πθ(st)
6: sample st+1 ∼ P atst . Perform action at.
7: sample rt ∼ Rast,st+1

. Receive reward rt.

8: Add τi to E, where τi = (s0, a0, r0, . . . , st+1) . Store sampled trajectory.
9: Every N steps

10: θold ← θ
11: Compute all Ât for each τ ∈ E according to eq. 3.18.
12: Perform gradient ascent on objective from eq. 3.26 to update θ.
13: Perform gradient descent on objective from eq. 3.27 to update φ.
14: E ← ∅
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Chapter 4

Method

This work is concerned with social robot learning by way of RL. The approach
chosen is to create a virtual environment (described in section 4.1) in which
training will take place. The environment is populated by simulated human
agents (SHAs) and a robot agent. The robot agent is the learning agent in the
scenario, and the goal is for it to learn appropriate group-joining behavior. The
SHAs are positioned as if engaged in a conversation, and are programmed to
re-position themselves dynamically according to the Social Force Model (SFM).
SFM is based on work including Jan & Traum (2007) and Kendon (1990), and
makes it so that the SHAs move away if the robot agent encroaches on their
personal space.

Training in a virtual environment instead of in the real world will allow for
faster training, as the simulation can be carried out faster than real-time. It
also eliminates the risk of harming any physical robots or the environment. The
downside of training in a simulation is that performing the same task in the real
world becomes a form of generalization, which is unlikely to happen without
further effort. Some modifications that may overcome this will be discussed in
chapter 7.

In this work, the goal is to train a control policy, that relies entirely on infor-
mation intrinsic to the robot, i.e. visual input and velocity information alone.
If successful, this could perhaps be used as a prior model for a future real-world
training scenario.
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The approach chosen is to first extract images from the environment, which are
then used to learn a low-dimensional state-representation. The state-representation
can then be applied to the environment state as a form of pre-processing, which
simplifies the learning of the control policy. In section 4.2, two different state-
representations are presented together with their training procedure.

Once this step is done, we train a control policy by applying PPO, described
in algorithm 3. As the state-representation is applied prior to feeding the state
into the RL framework, one can think of the state-representation being part of
the MDP itself. Thus algorithm 3 is sufficient to describe also training with
such a pre-processing step.

To apply RL, a reward function is needed. This work utilizes the reward function
developed in Gao, Yang, Frisk, Hernandez, Peters & Castellano (2018), but it
is also presented in section 4.3 for completeness.

After detailing the environment (section 4.1) the state representation learning
procedure (section 4.2) and the reward function (section 4.3), the results of each
step is presented in chapter 5.

4.1 Environment

A simulated environment was constructed using the Unity 3D1 game engine,
consisting of a square floor enclosed by four walls. In this space, a conversation
group consisting of two Simulated Human Agents (SHAs) is spawned at a ran-
dom position within this domain. The robot agent is spawned in the vicinity
of the group and is to perform group-joining behavior. Both the SHAs and the
robot agent are made to resemble the SoftBank Pepper robot2.

Figure 4.1 shows a sampled state from the environment, shown both from a
top-down and a first-person view, right) is the first-person view of the robot
agent. The gray robot is the robot agent, whereas the blue and greeen ones are
the SHAs.

The environment can be made to present the state in three modes: Vector,
CameraOnly and CameraSpeed. Vector is a vector-based representation, which

1https://unity3d.com/
2https://en.wikipedia.org/wiki/Pepper_(robot)
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Figure 4.1: The environment setup from two views. The left image shows
the environment in a top-down view, while the right image shows it from
the first-person view of the robot agent. In the environment are two Sim-
ulated Human Agents (SHAs: green and blue), and a robot agent (gray).
The circles around the human agents and the robot are for visualization
purposes, and represent different social spaces discussed in section 4.3.1.

is comprised of the positions and velocities of all the agents in the environment,
and the positions of the walls. All positions are expressed relative to the robot
agent. This representation is designed to be comparatively easy to learn, and it
serves as a benchmark against which other representations could be measured.

CameraOnly and CameraSpeed are made to resemble two plausible real-world
settings: one where the robot can see in front of it with a camera, and one
where the robot also has the ability to estimate its speed. We denote these
state representations st = It and st = (It,vt) respectively. It is the pixel-data
from the robot’s first-person view camera, (rendered by the Unity engine), and
vt the speed of the robot.

4.2 State representations

Training on raw pixel-data directly would need huge amounts of samples (Mnih
et al. (2013)). For that reason it may be inappropriate for social robot learning
(Böhmer et al. (2015)).

We choose instead to learn mapping to a low-dimensional state-representation
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which can then be applied to the images-data to reduce the complexity of the
control policy learning problem. This can be interpreted as a form of auto-
matic feature extraction where the features are trained rather than designed.
To achieve such a mapping in an automated and generalizable manner, an au-
toencoder (AE) (Goodfellow et al. (2016)) is used.

An AE is a type of neural net φ that maps inputs to itself, meaning that
φ(x) ≈ x. It can be decomposed into an encoder and a decoder, φ ≡ φdec ◦φenc.
When designing the architecture of the AE, one can seek to make the intermedi-
ate representation φenc(·) comparatively low-dimensional. If the reconstruction
φ(x) contains all features relevant to solving the task, that information must in
some form also be present in φenc(x).

If φenc(x) is such that the task relevant information is easily discerned, it
may constitute a simplified yet sufficient state-representation. Using this state-
representation could then accelerate the learning process.

In this work, a type of AE is implemented from which image coordinates of rel-
evant features can be extracted from the intermediate representation. This is a
variation on the deep spatial autoencoder (SAE) described by Finn et al. (2015).
We refer to this architecture as the Spatial Auto-encoder Variant (SAEV ). To
compare whether this is more efficient than a regular convolutional AE, one
such was also implemented.

Both architectures are instances of Convolutional Neural Networks (LeCun et al.
(1998)), which make use of a mathematical operation called convolution. This
type of networks has proven successful for image classification tasks, as shown
by Krizhevsky et al. (2012) and subsequent work. For an introduction to the
convolution operation and Convolutional Neural Networks and a discussion of
the properties to which they owe their success, we refer to Goodfellow et al.
(2016).

We call this architecture ConvAE and define it as follows:

φconvenc ≡ D1 ◦ C3 ◦ C2 ◦ C1 (4.1)

φconvdec ≡ C6 ◦ C5 ◦ C4 ◦D2, (4.2)

where the Di are fully connected layers, and the Ci are convolutional layers.

The SAEV will be introduced in two steps, first the encoder and then the
decoder. The SAEV encoder is

φsaevenc ≡ S ◦ C3 ◦ C2 ◦ C1, (4.3)
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Figure 4.2: The encoder used by the spatial autoencoder variant (SAEV)
used in this work. Three activation channels per layer are visualized as
an RGB-image. The image to the top left is the input layer, while the
image to the bottom left is the output. Due to the convolutional layers
not using any padding, C3 only represents the center 82× 82 pixels of the
input. This causes a slight discrepancy in the positioning of the activation
peaks and the positions of the corresponding objects.

where Ci are convolutional layers. The activation function C1 and C2 is a vari-
ation of the common rectified linear unit called exponential linear units (ELU)
activation (Clevert et al. (2015)), while C3 uses a spatial softmax-activation,
defined as:

softmax(z)i,j,c =
ezi,j,c∑W

w=0

∑H
h=0 e

zw,h,c
. (4.4)

S is a mapping that treats each feature-map (channel) of its input as a bivariate
probability distribution, and computes from it a tuple (xc, yc, ρc). xc and yc
are estimated positions of the features, computed as the following expectation
values:

xc = E(i,j)∼Pc [ i ]

yc = E(i,j)∼Pc [ j ] , (4.5)
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where Pc(i, j) refers to the (i, j) coordinate of the input’s cth feature-map. ρc
is the presence of the cth feature. Its purpose is to encourage well localized
features. It is defined as the weighted sum

ρc =

W∑
i=0

H∑
j=0

Pc(i, j) ·Gk·I(xc,yc)
(i, j), (4.6)

where GΣ
µ is the PDF of a Gaussian distribution with mean µ and variance Σ.

This measures how much of the total activation is located near the estimated
position. A feature map which is located precisely at the estimated position,
and nowhere else has a presence near 1. The more spread out a feature is, it
will have a presence closer to 0. The output from S is the concatenation of the
(xc, yc, ρc) of each feature map.

The SAEV architecture differes from the spatial autoencoder used by Finn et al.
(2015) in the way the decoder is designed. The decoder of the SAEV is

φsaevdec ≡ B ◦ C6 ◦ C5 ◦ C4 ◦∆, (4.7)

where Ci are convolutional layers. C6 uses a tanh-activation, while C4 and
C5 uses the ELU-activation. ∆ : RN×3 → RW×H×N is a transformation that
takes position information of the N features it receives, and maps each to a
rudimentary feature map:

∆(x1, . . . , xC , y1, . . . , yC , ρ1, . . . , ρC , )i,j,c =

= ELU(ρc − ‖(i, j)− (xc, yc)‖2). (4.8)

In other words it creates N feature maps with peak values of ρc at the estimated
position (i, j) = (xc, yc) that decrease radially according to the ELU. The func-
tion B is addition of a trainable tensor to the input; B(z) = z + β, where β is
of the same dimensions as z. The purpose of this is to serve as a type of bias.
This will free up the other stages of the architecture to learn to recreate parts
of the images that are not always in the same place. Fig 4.2 shows a schematic
view of the architecture of φsaevenc .

The loss function used in training consists of three terms:

Ltotal(ut) = Lerror(ut) + Lpresence(ut) + Lsmooth(ut), (4.9)

where

Lerror(ut) = α1‖φ(ut)− ut‖2, (4.10)

Lpresence(ut) = α2(1− ρ̄(ut)), (4.11)

Lsmooth(ut) = α3((φenc(ut+1)− φenc(ut))

− (φenc(ut)− φenc(ut−1))). (4.12)
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The first term is the L2 reconstruction error. The second term incurs loss based
on the presence of a feature. ρ̄(ut) is the average ρc value given by φenc(ut).
The third component is a smoothness loss designed by Finn et al. (2015), which
biases towards features which move in a regular manner over time3.

Notice how Lsmooth is defined on a sequence of temporally consequtive inputs.
To obtain such temporally correlated data, an agent was first trained using the
Vector representation and that was used to collect trajectories which can then
be turned into (ut+1,ut,ut−1) tuples. For the convolutional AE, the presence
loss is ill-defined and thus that term was omitted. All models were trained using
the Adam-optimizer (Kingma & Ba (2014)) to minimize Ltotal.

4.3 Reward shaping

Since RL involves maximizing expected reward, a reward function appropriate
to the task is needed. Gao, Yang, Frisk, Hernandez, Peters & Castellano (2018)
devised a reward function tailored to learning group-joining behavior based on
concepts from the Social Force Model (SFM) by Pedica & Vilhjálmsson (2008).
In sections 4.3.1 and 4.3.2 we will present all the components of this reward
function for completeness, but to refer to Gao, Yang, Frisk, Hernandez, Peters
& Castellano (2018) for justification and context.

4.3.1 Modeling group behavior

Conceptually, the reward function is based on three force fields. The model used
is that a group is situated around a group centre. Around the group centre is
a region called social space. There is also a force field around the group centre
which is called the cohesion force Fc, that acts within the social space to attract
all agents towards the group centre. Throughout this chapter, p is the position
of the agent that is subject to the force in question.

The cohesion force Fc is defined as

Fc(p) = α(1− s

||o− p||
)(o− p), (4.13)

3Compare with the finite difference approximation of the second derivative.
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where o is the group centre, s the radius of the social space, and α is a scaling
factor. α is defined as α = Na/(Ns+ 1), where Na and Ns are the total number
of agents and the number of agents within the social space respectively. It has
the effect of reducing the magnitude of the cohesion force if the social space gets
crowded.

Each agent has a personal space. If an agent’s personal space is intruded on by
one or more agents, it will be subject to a repelling force Fr defined as

Fr(p) = −(dp − dmin)2 pr
||pr||

(4.14)

where the positions of the intruding agents are the pi, and pr =
∑Np
i (pi − p)

(Np being the number of agents in the agent under consideration’s personal
space), dp is the radius of the personal space, and dmin is the distance to the
closest agent inside the personal space.

The third force is the equality force that acts on all agents within the social
space. It is designed to make the agents share the space evenly. The equality
force Fe is defined as

Fe(p) = (1− m

||c− p||
)(c− p) (4.15)

where c is the centroid of the agents inside the social space (i.e. c = (p +∑Ns
i pi)/Ns), Ns is the number of other agents inside the social space, and

m = 1
Ns

∑Ns
i ‖pi − c‖ is the average distance to the centroid.

The cumulative reward function is defined as a line integral over the path L
that the robot agent travels. The first component R1 is defined as

R1 =

∫
L

r1(u) · du (4.16)

where r1(u) =
∑
i∈{r,e,c}Fi(u) is the total force acting on the robot agent.

Note that the force fields Fi depend on the positioning of all agents, which may
change as the SHAs will move away if the robot agent intrudes on their personal
space. For notational simplicity however, this is left implicit in the formulae.

A further reward component R2 is formed using r1

R2 =

∫ t1

t0

1A(u(t))dt (4.17)
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where A is the set of points along the robot’s trajectory where dr1(u(t))/dt ≥ 0,
and 1 is the indicator function. R2 will thus measure the amount of time spent
increasing R1.

Further incentive is added to complete the task, in form of two more reward
components. The first of which is a time-penalty

R3 = −
∫ t1

t0

dt, (4.18)

where t0, t1 are the times an episode starts and ends respectively. The second
is a bonus reward R4 for successful approaching behavior within the required
number of time steps.

R4 =

{
1 if approach was successful

0 otherwise
(4.19)

An episode lasts until a time limit is reached, or the robot agent is sufficiently
close to the group centre.

4.3.2 Following social norms

The reward components in section 4.3.1 are all designed to give incentive to the
robot agent to approach the group, and to do so in a speedy manner. These
reward components are egoistic, in the sense that they reflect how beneficial
a particular movement pattern was for the robot agent itself. To enable more
considerate behavior to emerge, an altruistic reward component is devised using
the same social forces as before:

R5 = −
Np∑
j=0

∫
Lj

∑
i∈{r,e,c}

Fi(pj) · duj (4.20)

where Lj refers to the curve traced out by the movement of the jth SHA, and
Np is the total number of SHAs.

The final reward function is defined as a weighted sum of the Ri:

R =

5∑
i=1

wiRi (4.21)

By balancing the weights, one can achieve a realistic reward function capturing
notions from human social interaction.
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Chapter 5

Results

5.1 State representation learning

Trajectories were gathered from the environment, as defined in section 4.2, and
were used to train both versions of the state representation to minimize the
loss defined in equation 4.9 until test-loss no longer decreased. This took 1143
iterations (5 hours and 37 minutes of wall time) for the SAEV, and 485 iterations
(2 hours and 2 minutes of wall time) for the ConvAE. Figure 5.1 show how the
influence of the different loss functions changed during the course of training.
Note that presence loss is only shown for the SAEV, as it is not defined for
non-spatial architectures.

Figure 5.2 shows a sample image together with its reconstruction by each au-
toencoder. As seen in the figure, the reconstruction yielded by the ConvAE
is more detailed and more similar to the original than the one yielded by the
SAEV. This does not nessecarily make it the better representation however,
as both representations capture the most relevant information — the relative
positioning of the SHAs.

To give an insight into what information is present in the intermediate represen-
tation of the SAEV, figure 5.3 shows three images together with feature-points
extracted from φsaevenc . As the relevant objects are discernible in the ConvAE re-
construction, that information must be present in some form in its intermediate

38



Figure 5.1: The total loss for the autoencoders used to learn the simplified
state representations: the Spatial Autoencoder Variant (SAEV) to the left,
and the convolutional autoencoder (ConvAE) to the right. Each color
illustrates the contribution of a loss-component to the total loss.

representation. However the intermediate representation of the ConvAE does
not have an interpretation that lends itself to visualization, we can not verify
this visually.

Figure 5.2: A sampled image from the environment (left), with the recon-
struction by the SAEV (middle) and ConvAE (right).

5.2 Learning group approaching behavior

The experiments were carried out using the ML-agents toolkit1 (Juliani et al.
(2018)). PPO (algorithm 3 from section 3.4) was applied to learning to perform
group joining behavior using the three different types of states (Vector, Cam-
eraOnly and CameraSpeed) described in section 4.1. The state types contain-
ing visual information were combined with both learned state representations

1https://github.com/Unity-Technologies/ml-agents
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Figure 5.3: Three different images shown together with the positions ex-
tracted from the learned state representation. Each feature has the same
coloring across the three images. Two features have been chosen to be
visualized as circles to more clearly show how they track their intended
objects, while the others are visualized as dots.

to evaluate them. Most experiments used a LSTM architecture (Hochreiter &
Schmidhuber (1997)) for both the policy and value networks. Some experiments
were carried out using a feed-forward (FF) architecture for comparison. Table
5.1 combinations of state type, state representation and network architecture,
together with the corresponding performances achieved after 3 · 106 steps of
training.

Model Reward Percentage

Vector + LSTM (Baseline) -0.256 100.00%
CameraOnly + SAEV + FF -0.869 57.06%
CameraOnly + SAEV + LSTM -0.804 61.63%
CameraOnly + ConvAE + FF -0.81 61.18%
CameraOnly + ConvAE + LSTM -1.091 41.51%
CameraSpeed + SAEV + LSTM -0.544 79.80%
CameraSpeed + ConvAE + LSTM -0.709 68.22%
Random policy -1.684 0.00%

Table 5.1: Peak performance of different configurations, expressed both in
actual reward values, and in relative measures.

Performance is measured as the peak of an exponentially weighted running
average of the cumulative reward achieved during training episodes. This is
expressed both in cumulative reward, and as a relative measure. The relative
measure varies linearly with respect to the cumulative reward, such that the
peak baseline performance is 100% and the average performance of an agent
which chooses actions uniformly at random is 0%.
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Except for the baseline, which was faster, each experiment took about 24 hours.

Figure 5.4: Learning curves of the best models compared to a uniformly
random agent and the baseline.

5.3 Comparing trajectories

A version of SFM was implemented to compare with the model learned in sec-
tion 5.2. SFM was chosen as it was shown in Pedica et al. (2010), to increase
believability of the generated group-formations compared to other methods. The
drawback of SFM is that it does not facilitate planning, but is instead directly
influenced by the social forces. Figure 5.5 show two paths sampled from the
trained model, compared to paths sampled from the SFM. The starting posi-
tions for the paths are the same for both models. To show the velocity of the
movement, points are put on the trajectories with equal temporal spacing.

A qualitative study where participants evaluated the behavior generated by the
learned model was carried out. In this study participants filled out a question-
naire asking them to evaluate video recordings of approaching behaviors and
rate them on a 1-7 Likert scale. On this scale, 1 means ”not at all” and 7 means
”very”.

41



The questionnaire contained six videos of approaching behaviour viewed from
the top-down perspective. The videos used three different starting configura-
tions of the agents. For each starting configuration, the behavior of both the
learned model from section 5.2 and the SFM model was recorded. The partici-
pants were shown the videos in a random order, and were asked to evaluate how
polite, sociable, rude and human-like the behavior was.

Figure 5.5: Comparison of trajectories using two different models starting
from the same initial configuration. The left image shows paths generated
by our learned model, while the right image shows paths generated by the
social force model.

In total, 20 participants of mixed cultural background, and an average age
of 28.25 participated in the study. Figure 5.6 shows how they rated the ap-
proaching behaviours generated by two models. It was found that people con-
sidered the behavior generated by our model to be significantly more polite
(t(19) = 6.45, p < .001), less rude (t(19) = 6.46, p < .001) and more sociable
(t(19) = 2.65, p < .025). However, it was not found to be perceived as more
human-like than the ones generated by SFM (t(19) = 1.01, p > .05).
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Figure 5.6: Comparison of behaviors generated by two models. The be-
havior generated by our model is generally considered to be more polite,
less rude and more sociable.
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Chapter 6

Conclusions

We formulated the social robot task of group joining as an RL problem using
concepts from SFM. A spatial autoencoder was used to create a learned low-
dimensional state representation mapping input images to image coordinates
of relevant features. Combining this state-representation with PPO, we were
able to train a simulated robot agent to perform group joining through a policy
which maps input images to continuous valued actions.

To evaluate the performance we compared the performance to that of a baseline
model, which was fed the positions and velocities of all relevant objects directly.
The performance of the best image-based model is lower, but still comparable
to the baseline representation.

Out of the two learned state representations evaluated, the SAEV is a type of
spatial autoencoder performed the best, although this outcome may in parts be
due to variance inherent to the experiments. The training time for the SAEV
is significantly longer, but in a simulated setting, samples are readily available.
The training time for the SAEV is still a relatively small part of the entire
training procedure (including the training of the group-joining behavior), so
that may not be a major drawback.

The behavior generated by this training procedure was evaluated qualitatively in
a perceptual study. It was shown to increase the subjective measures politeness
and sociability while reducing rudeness, when compared to a previous model.
The behavior was however not perceived as more human-like.
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Chapter 7

Discussion

Throughout this work a method was developed that shows some potential in
addressing learning social robot tasks though applying a general purpose policy
gradient reinforcement learning algorithm in combination with learned state
representations. The method still has a lot of room for improvement however.

The state representation that performed best in this work (the Spatial Autoen-
coder Variant, SAEV) can likely be improved in many respects, and is in its
present form unlikely to perform well in settings with multiple objects that look
similar. This is due to the fact that it computes a single location for each fea-
ture map, which is likely to prevent it from keeping track of, for instance, two
green Simulated Human Agents (SHAs) in a way that facilitates learning of
appropriate positioning and approaching etc.

It is interesting to note that although the reconstruction from the state repre-
sentation called ConvAE was generally better than the one from the SAEV, this
did not lead to a better representation for policy learning, as seen in figure 5.4.
This is perhaps not unexpected, as performing the reconstruction is in itself not
necessary to perform group joining. This is somewhat analogous to the fact
that one can learn to navigate with a car through traffic without being able to
produce a realistic drawing of a traffic situation.

The reward function developed for the policy training step is another place
where improvements can be made. It is currently not well understood exactly
how the different parameters influence the learned policy, and how they should
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be changed. This can be seen as a learning problem in itself.

The SAEV learning curve in figure 5.4 shows what seems to be a significant
improvement near the end of the training session, after a long period of not
improving. This change appeared — to the extent we were able to qualitatively
discern — not to be due to the discovery of any particular new behavior. This
highlights that the reward function is not well understood, as it suggests that the
agent was able to learn to increase the reward received, but that the increase in
itself did not correspond to the agent learning any particular desired behavior.
Put simpler, it suggests that the reward function in its current form is not
perfectly aligned with the task to which it was made for.

Due to the limited ammount of experimentation we were able to carry out, it
is also likely true that the hyperparameters of the policy training step can be
improved significantly.

With all that being said, the resulting learned policy was shown in section 5.3
to be an improvement over the behavior generated by the Social Force Model
(SFM) which was used as a baseline in this work.

The improvements that the perceptual study revealed was that our learned
behavior was perceived as more sociable and polite, and less rude. In light of
these improvements, it is interesting that the behavior was not perceived as
more human-like. It is the authors belief that the metric of human-likeness
is not as important as the other three. It is perfectly possible for humans to
collaborate with — and enjoy the company off — other species, such as cats
or parrots, without ever seeing them as truly human-like. In a similar way its
possible to picture collaborating with a robot in a constructive and beneficial
way, and to even feel cared for by the robot, even if the robot’s mannerism is
not convincingly human-like. At least this is possible if the robot is not rude,
and is instead polite and sociable.
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Chapter 8

Future work

The entirety of this work was carried out in simulations. The simulated setting
allows for the agent learn by repeatedly carrying out a far-from-optimal policy,
which would be a potentially very dangerous thing were it to take place in the
real world. Simulated environments also have the benefit of being able to run
much faster than what would be the case in the real world, enabling use of
algorithms that would otherwise be too sample inefficient.

Bridging the gap between acting in the simulation, and acting in the real world
is not necessarily easy however, but a recent work suggests that it is possible.
Andrychowicz et al. (2018) managed to successfully train a physical robot hand
to perform dexterous in-hand manipulations of an object, by first training in a
simulation.

Combining some of the methods of Andrychowicz et al. (2018) to the context
of this work constitutes an interesting line of research. This would require a
substantial modeling effort, as a key feature of their work is domain random-
ization. This means that the environment needs to be made variable, such that
all objects look and behave slightly different each time a sample is gathered.
Concretely, things like textures and models — as well as parameters dictating
the reactive movement of the SHAs — would have to be made variable. With
this in place, one can then sample both the looks and the behaviour of the en-
vironment prior to sampling a trajectory. This makes the policy more robust
to slight variations, which in turn likely leads to better performance in the real
world.
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A simulated and randomizable environment which resembles an existing real-
world environment could then be used to train social robot behavior. This
behavior could then use this behavior as a prior model for physical robot be-
havior which could be refined through further training. Were this to turn out
successful it could be a way of creating rich social robot behavior in a way which
would be both faster and safer than training that takes place entirely in the real
world.

Another interesting topic of research is to explore the possibilities of learning
better state representations, for which there are numerous exploratory paths.
Other autoencoder based approaches such as SegNet (Badrinarayanan et al.
(2015)) could perhaps be utilized to create other useful state representations for
this type of reinforcement learning. Any spatial state representation, such as
ours or one based on e.g. SegNet, could perhaps be combined with algorithms
such as particle filters or density estimators. This could enable more reliable
tracking of objects, while enabling it to also track multiple near-identical objects.
This is mentioned as this would be an issue with the current approach.

Further work could also investigate how to combine the concepts used to device
our reward function into the learning of other tasks. This could for instance be
a robot learning to carry out some task in an environment inhabited by humans
which the robot must not annoy, disturb or endanger.

Preliminarily, the methodology applied in this work looks like an interesting
path which could, with some algorithmic improvements and a more visually
realistic simulation, be able to train a prior model that works in simple real-life
settings. With further experimentation and better hyper-parameters it seems
possible to bridge the gap between the best visual-based control policy and the
baseline model entirely.
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Matarić, M. J. (1997), ‘Learning social behavior’, Robotics and Autonomous
Systems 20(2-4), 191–204.

Mehta, C. R., Patel, N. R. & Senchaudhuri, P. (1988), ‘Importance sampling
for estimating exact probabilities in permutational inference’, Journal of the
American Statistical Association 83(404), 999–1005.
URL: https://amstat.tandfonline.com/doi/abs/10.1080/01621459.1988.10478691

Mirowski, P., Pascanu, R., Viola, F., Soyer, H., Ballard, A. J., Banino, A.,
Denil, M., Goroshin, R., Sifre, L., Kavukcuoglu, K. et al. (2016), ‘Learning
to navigate in complex environments’, arXiv preprint arXiv:1611.03673 .

Mnih, V., Badia, A. P., Mirza, M., Graves, A., Lillicrap, T., Harley, T., Silver,
D. & Kavukcuoglu, K. (2016), Asynchronous methods for deep reinforcement
learning, in ‘International conference on machine learning’, pp. 1928–1937.

Mnih, V., Kavukcuoglu, K., Silver, D., Graves, A., Antonoglou, I., Wierstra,
D. & Riedmiller, M. (2013), ‘Playing atari with deep reinforcement learning’,
arXiv preprint arXiv:1312.5602 .

Mnih, V., Kavukcuoglu, K., Silver, D., Rusu, A. A., Veness, J., Bellemare,
M. G., Graves, A., Riedmiller, M., Fidjeland, A. K., Ostrovski, G. et al.
(2015), ‘Human-level control through deep reinforcement learning’, Nature
518(7540), 529.

Musse, S. R. & Thalmann, D. (2001), ‘Hierarchical model for real time sim-
ulation of virtual human crowds’, IEEE Transactions on Visualization and
Computer Graphics 7(2), 152–164.
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Treuille, A., Cooper, S. & Popović, Z. (2006), ‘Continuum crowds’, ACM Trans-
actions on Graphics (TOG) 25(3), 1160–1168.

Van Hasselt, H., Guez, A. & Silver, D. (2016), Deep reinforcement learning with
double q-learning., in ‘AAAI’, Vol. 2, Phoenix, AZ, p. 5.

van Nunen, J. A. E. E. (1976), ‘A set of successive approximation methods for
discounted markovian decision problems’, Zeitschrift für Operations Research
20(5), 203–208.
URL: https://doi.org/10.1007/BF01920264

Williams, R. J. (1992), ‘Simple statistical gradient-following algorithms for con-
nectionist reinforcement learning’, Machine learning 8(3-4), 229–256.

54



Appendix A

Proofs

A.1 The convergence of value-iteration

Theorem 1.1. The value-function Vi in the value-iteration scheme outlined in
equations 3.3 and 3.4 converges to V ∗ as i→∞.

Proof. Consider an operator B such that,

BV (s) = max
a

{
Es′∼Pas ,r∼Ras [ r + γV (s′)]

}
. (A.1)

We will show first that for the maximum-norm1 and 0 ≤ k < 1, ‖BV1−BV2‖ <
k‖V1 − V2‖.

‖BV1(s)−BV2(s)‖ =

= γ‖max
a

{
Es′∼Pas [V1(s′)]

}
−max

a

{
Es′∼Pas [V2(s′)]

}
‖ ≤

≤ γmax
a

{
‖Es′∼Pas [V1(s′)]− Es′∼Pas [V2(s′)] ‖

}
= (A.2)

= γmax
a

{
Es′∼Pas [‖V1(s′)− V2(s′)‖]

}
≤

≤ γ‖V1(s)− V2(s)‖.

Since γ < 1, this part of the proof is done.

1This is defined as ‖f(x)‖ = supx |f(x)|. The maximum-norm is well-defined for any
value-function as the value-function is defined by a bounded sum.
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Choosing now V1 = Vi and V2 = V ∗, and using that BV ∗(s) = V ∗(s) (as
otherwise V ∗ would not be optimal), and that BVi = Vi+1 (by equation A.1)
we arrive at

‖Vi+1(s)− V ∗(s)‖ < k‖Vi(s)− V ∗(s)‖, (A.3)

which implies convergence.

A.2 Proof of the policy gradient theorem

Starting at a more general setting, we consider a set Ω a subset of Rn or Zn.
Let X be a random variable on Ω with a probability distribution parametrized
by a vector θ such that P (X = x) = p(x, θ) is continuously differentiable with
respect to θ, and non-zero for all x. For a scalar valued f(X), we are interested
in

gf(X) = ∇θEX [f(X)] . (A.4)

Rewriting equation A.4 as an integral, and using that for h > 0,

∇x log h(x) =
∇xh(x)

h(x)
⇔ h(x)∇x log h(x) = ∇xh(x), (A.5)

we see that

gf(X) =∇θ
∫

Ω

f(x)p(x, θ)dµ(x) =

=

∫
Ω

f(x)∇θp(x, θ)dµ(x) =

=

∫
Ω

f(x)p(x, θ)∇θ log p(x, θ)dµ(x) =

=EX [f(X)∇θ log p(X, θ)] . (A.6)

where µ is the counting measure if Ω is discrete, and the Lesbegue measure if
Ω is continuous.

Applying equation A.6 to a trajectory τ sampled using the policy πθ results in

∇θEτ∼πθ,χ0 [f(τ)] = Eτ∼πθ,χ0 [f(τ)∇θ log Pr(τ |θ)] . (A.7)

Substituting τ for its constituents (s0, a0, r0, . . . , sT ) and rewriting Pr(τ |θ) as

Pr(τ |θ) = χ0(s0)
∏N−1
i=0 P aisi (si+1)πθ(ai|si), by the chain-rule of probabilities, we
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see that

∇θ logPr(τ |θ) =∇θ log

(
χ0(s0)

N−1∏
i=0

P aisi (si+1)πθ(ai|si)

)
=

=

N−1∑
i=0

∇θ
(
logP aisi (si+1) + log πθ(ai|si)

)
+∇θ logχ0(s0) =

=

N−1∑
i=0

∇θ log πθ(ai|si), (A.8)

where the last equality is because neither P aisi (si+1) or χ0(s0) depends on θ.
Combining equations A.7 and A.8 gives the result.

A.3 State-dependant baseline-subtraction does
not bias the policy gradient estimator

Theorem 3.1. Subtracting a state-dependant baseline from any single term
of the sum in the right hand side of equation 3.14 does not bias the gradient
estimator, i.e.

∇θEτ∼πθ,χ0
[rt − b(st)] = ∇θEτ∼πθ,χ0

[rt] . (A.9)

Proof. By the linearity of the expectation value equation A.9 can be rewritten
as

∇θEτ∼πθ,χ0 [rt − b(st)] = ∇θEτ∼πθ,χ0 [rt]−∇θEτ∼πθ,χ0 [b(st)] , (A.10)

which shows that the result follows if ∇θEτ∼πθ,χ0
[b(st)] = 0. To verify that

this holds — apply theorem 3.11 and split the resulting expectation value into
parts, then rearrange the terms:

∇θEτ∼πθ,χ0
[b(st)] =

=Eτ0:t∼πθ,χ0

[
Eτt+1:T∼πθ,χ0

[b(st)∇θ log πθ(a = at | s = st)]
]

=

=Eτ0:t∼πθ,χ0

[
b(st)Eτt+1:T∼πθ,χ0

[∇θ log πθ(a = at | s = st)]
]
. (A.11)

Since, by theorem 3.11

Eτt+1:T∼πθ,χ0 [∇θ log πθ(a = at | s = st)] = ∇θEτt+1:T∼πθ,χ0 [1] = 0, (A.12)

equation A.11 becomes

∇θEτ∼πθ,χ0
[b(st)] = Eτ0:t∼πθ,χ0

[b(st) · 0] = 0, (A.13)

57



and we see that state-dependent baseline subtraction does not bias the gradient
estimate.
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