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1. Introduction

Whatever is worth doing at all, is worth doing well.

-Philip Stanhope, 4th Earl of Chesterfield

To do something properly is by many considered a virtue. Cheating or trying
to do something quick and dirty is thus considered a sin. This thesis shows
that this sentiment is not true, but we present support for the contrary:

Sometimes it is better to do as little as possible.

We show how a lazy strategy is useful and that a “doing bare minimum”-
mindset can allow for a practical speed up. A lazy strategy, illustrated in
Figure 1.1, works by abstracting the original problem to something simpler,
and consequently easier to solve. Often a solution to the simpler problem
is an answer to the original problem. If this is the case, then the procedure
is done; otherwise, the abstraction is refined to yield a problem closer to
the original problem, which then is attempted to be solved. In this man-
ner the problem is gradually refined until a solution is found (in the worst
case, the original problem has to be solved). Thus, when combined with a
suitable long term strategy, completeness is preserved, i.e., the same set of
problem can still be solved. In this thesis, we explore how lazy strategies
can be applied to automated reasoning, more specifically in automated the-
orem proving using sequent calculi (see Chapter 3), and SMT solving (see
Chapter 6) within first-order logic (see Chapter 2).

1.1 Brief History of Logic and Automated Reasoning

Logic is the study of what makes an argument sound – by formalising as-
sumptions and precisely describing how new facts can be derived from al-
ready known ones, it is possible to decide whether a conclusion follows
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Figure 1.1. Lazy strategy.

from its premises. As with many scientific fields, already thinkers in ancient
Greece made the first steps; the syllogisms of Aristotle being an example of
template-based formalization of deduction. In more modern history, Frege
is attributed of developing the first proof-system for first-order logic in his
document Begriffsschrift published in 1879 [65]. Peano would, although
unaware of Frege’s work, provide a formalisation of arithmetic over natu-
ral numbers [108], and similar work was later done by Presburger, who in
1929 presented a decision procedure for the theory of natural number with
only addition and equality [103].

In the early 20th century, Hilbert initiated a program to try and formalise
the foundation of mathematics by providing a set of axioms from which all
theorems can be derived. However, quite soon this turned out to be a futile
mission when Gödel published his incompleteness theorems [75], demon-
strating that any sufficiently interesting theory would contain statements
which neither could be proved nor disproved. Around the same time, Tur-
ing defined a more precise notion of computability, using Turing machines,
while in parallel Church made similar work using lambda-calculus. It was
shown that these two coincide and the Church-Turing thesis conjectures
that calculating functions on natural numbers is equivalent to this notion.
It was also shown that certain properties of Turing machines are undecid-
able (e.g., the halting problem) [130], implying that there exists problems
which are undecidable by a computer.
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In first-order logic (see Chapter 2), an important result is due to Herbrand
[81], proving that if a universally quantified formula is unsatisfiable, then
there exists a finite number of instantiations of the formula such that the
conjunction is unsatisfiable. This implies that it is possible to enumerate
all the proofs for valid formulas, allowing construction of semi-decision
procedures for first-order logic. Various proof-systems has been introduced,
for example Hilbert-systems, which are similar to what Frege introduced.
These systems usually have few inference rules and many axioms (or axiom
schemas). In contrast, Gentzen introduced the sequent calculus system
[71], which instead have a larger set of inference rules and generally relies
on a very small set of axioms.

The automation of reasoning has also been the aim of research for a long
time. Predating Computer Science, already in 17th century, the mathe-
matician Leibniz invented a mechanical calculator capable of performing
all four basic arithmetic operators. He stated: “It is unworthy of excellent
men to lose hours like slaves in the labour of calculation which could safely
be relegated to anyone else if machines were used.”

The history of automated reasoning really starts with the advent of the
electric computer. In 1954, Davis implemented Presburger’s algorithm for
deciding Presburger Arithmetic in a vacuum tube computer. The efficiency
was not too impressive, however, as stated by Davis: “Its a great triumph
to prove that the sum of two even numbers is even” [48]. A greater tri-
umph was when an algorithm for deciding satisfiability of propositional
logic, DPLL, was presented in 1962 [49], which extension is still today
the foundation of the state-of-the-art SMT solvers. Around the same time,
Robinson introduced resolution [118], a calculus for first-order logic de-
signed for automation in a computer. Notably, it included the concept of
unification, which itself has become an important research topic. Today res-
olution is one of the most efficient procedures used in automated theorem
provers.

In the beginning, most things proved using automated reasoning were ei-
ther trivial or already known, but the four-color map problem is one of first
mathematical theorem which were proved using a computer, and could
have not been proved (using the same method) otherwise [102]. The com-
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Figure 1.2. The original circuit (to the left), and the optimised circuit (to the right).

bination of improvements of satisfiability/proof-procedures as well as ad-
vancement of computer hardware have enabled the usage of automated
reasoning in many real-world applications.

1.2 Applications

Example 1.2.1. (Circuit Logic) Consider the circuits in Figure 1.2. An engi-
neer claims that the optimised circuit in to the right computes the same value
as the original circuit (to the left). However, it is desirable to prove that the
two circuits are equivalent. We can represent the two circuits as propositional
formulas:

φoriginal = ((A∨ B)∧ (B ∨ C))∨ C

φoptimised = B ∨ C

If there is an assignment to the inputs A, B and C such that the two formulas
have different truth values, the two circuits are not equivalent and we have a
bug. We use a SAT solver to yield and answer to this question. In this case,
the solver would conclude that no such assignment exists and therefore the
two circuits does compute the same Boolean function.

14



0 ...
1 if (x + y > 10 && x < y) {
2 if (y > 5) {
3 ...
4 } else {
5 error()
6 }
7 }
8 ...

Figure 1.3. Example code containing a bug.

Example 1.2.2. (Bug Finding) Consider the program code in Figure 1.3.
There is an error on line 5, and we wonder if it can be reached. For this
to be the case, there needs to be values for x , y such that the first if-statement
(line 1) is satisfied while the second if-statement (line 2) is falsified. We can
formalise the condition for the error as the conjunction φ1 ∧φ2:

φ1 = x + y > 10∧ x < y

φ2 = ¬(y > 5)

Thus, if there are assignments to the variables x , y such that the formula φ1∧
φ2 is satisfied, there is a bug. Here we need to reason modulo a background
theory, the theory of integer arithmetic (assuming x , y are integer variables).
Therefore we can no longer use a SAT solver, so instead we can use an SMT
solver to check the existence of such an assignment. In this case a solver would
return that the formula is unsatisfiable indicating that this particular case can
not happen.

Example 1.2.3. (Software Verification) As a final example, consider the func-
tion max in Figure 1.4. We can formally define the desired outcome of the

15



0 def max(a : Int, b : Int) : Int = {
1 if (a - b > 0) {
2 a
3 } else {
4 b
5 }
6 }

Figure 1.4. Example code for a function computing the maximum of two values.

max-function:

ψ(x , y) = (max(x , y)≈ x ∨max(x , y)≈ y)

∧max(x , y)≥ x

∧max(x , y)≥ y

To assert the correctness of program code, we could translate the effect of the
program code into a first-order logic formula φ(x , y) and then check whether
the formalisations are equivalent:

∀x , y.(ψ(x , y)↔ φ(x , y))

While an SMT solver tries to satisfy a formula, a theorem prover can construct
a proof which shows that the formula is valid (i.e., it always holds). Such
a proof would guarantee (as long as the formalisation is correct), that the
function computes the same function as expressed by the desired result.

1.3 Challenges in First-Order Reasoning

This thesis presents two different approaches towards reasoning with first-
order logic. After formalising a problem into a first-order logic formula, we
can (see Figure 1.5):
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VALI D/INVALI D SAT/UNSAT

Figure 1.5. Overview of solving problems using first-order logic. The marked area is
the main focus of this thesis.

• Search for a proof, showing that the formula is valid. This is the focus
of the Automated Theorem Proving research field. Many approaches
exists and we present a sequent calculus perspective in Chapter 3 that
we use in Chapter 4 as well as in Chapter 5.
• Search for a satisfying model, showing that the formula is satisfiable.

This is the aim of the research field of Satisfiability Modulo Theories
(SMT). In Chapter 6 we present the DPLL approach which have pro-
duced many SMT solvers. In Chapter 7 we will focus on these solvers.

Two key challenges in reasoning with first-order logic are Quantifier and
Theory reasoning. We present new techniques for handling them separately
but also in combination.

1.3.1 Quantifier Reasoning

One of the fundamental challenges in first-order logic is handling quanti-
fiers. Quantification is a language construct which allows for making state-
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∀
(a) The Universal Quantifier.

∃
(b) The Existential Quantifier.

ments referring about one or all objects of some universe. For example,
“every man is mortal” represents the fact that every object which has the
property of being a man also possesses the property of being mortal. This
relationship can only be expressed in first-order logic using a (universal)
quantifier (see Figure 1.6a). In the same manner, it is possible to express
“there is a person who is the king of Sweden” using a (existential) quan-
tifier (see Figure 1.6b). However, with great power comes great cost —
reasoning with quantifiers efficiently is very hard. Many decision problems
involving quantifiers are not decidable, e.g., validity of first-order logic. In-
tricate strategies are needed to handle formulas with quantifiers especially
in combination with theory reasoning (see below). In Chapter 4 we present
a new method based on restricted unification, which can handle quantifiers
efficiently for first-order logic with equality.

1.3.2 Theory Reasoning

Many interesting problems need first-order reasoning in conjunction with
theories, i.e., symbols in the formula are interpreted according to some back-
ground theory. For example the theory of equality and the theory of bit-
vectors. Equality is perhaps the most fundamental theory and is present
in many problems, thus it is crucial to reason with it efficiently. From the
perspective of software analysis, bit-vectors are interesting since they allow
for modeling program semantics accurately. For example, program usually
do not reason with mathematical integers but with fixed-width bit-vector
representations which can overflow. Finding methods how to reason about
formulas with these theories in an efficient manner is an important task.

In Chapter 5 we present a lazy method for handling bit-vector constraints
as well as bit-vector interpolation. Where old methods would compute
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interpolants entirely over integer arithmetic, our method is capable of gen-
erating simpler interpolants by keeping bit-vector operations abstract.

Moreover, in Chapter 7, we describe an approximation framework that can
be applied to a multitude of theories and we use floating-point arithmetic
as an illustrating use case. We show that it is possible with relatively few
lines of code to implement approximation strategies capable of improving
state-of-the-art SMT solvers.

1.4 Summary

In this thesis we present lazy approaches toward handling both quantifier
and theory reasoning, and attempts to answer the following research ques-
tions:

RQ1 - Can a lazy approach improve the handling of the combination of
equality reasoning and quantifiers?

A major hindrance for reasoning with the theory of equality together with
quantifiers in sequent calculi was the discovery that simultaneous rigid E-
unification is undecidable. Can a lazy approach that bounds the unification
problem still allow for a complete and useful proof procedure for first-order
logic with equality?

RQ2 - Can a lazy approach improve the handling of the combination of
bit-vector and quantifier reasoning?

Bit-vector theory can be reduced to integer arithmetic to avoid reduction
to propositional logic. However, when reasoning in integer arithmetic it
is hard to express bit-vector constraints (e.g. bit-level operations). Can a
lazy translation to integer arithmetic improve the efficiency of the resulting
calculus, as well as the shape of the computed interpolants?

19



RQ3 - How can the notion of approximation in SMT be described in a
modular way?

SMT solvers have capabilities for reasoning over many different theories
with support of theory modules. It has been shown that theory reasoning
can benefit from approximating the problem at hand by lazy refinement.
How can approximations be decomposed in a modular way to allow high-
level abstraction strategies to be described and applied to different theo-
ries?

We address these questions and the structure of the thesis is as follows:

• In Chapter 2 we give a background of propositional and first-order
logic. This lays out the foundation for the work in this thesis.
• In Chapter 3 we describe sequent calculus and how it is used in an

automated theorem proving setting.
• In Chapter 4 we discuss a restricted form of unification and how it

is used to handle the theory of equality together with functions and
quantifiers. A core idea is to limit the possible terms allowed in a
substitution to a finite domain which is lazily expanded.
• In Chapter 5 we show how bit-vector interpolation can be performed

by treating bit-vector operations abstractly and then only concretise
lazily.
• In Chapter 6 we give a background of Satisfiability Modulo Theories

and how SMT problems can be solved.
• In Chapter 7 the notion of approximation is explored. By first ab-

stracting the theory-part of a formula and then lazily refining it many
problems can be solved quicker. The chapter presents a framework
for describing and implementing such approximations.

20



2. Logic for Busy People

Bibel described that the key pieces of intelligence are knowledge and reason-
ing [20]. Performing automatic reasoning requires formalisation of these
two concepts, i.e., we need an exact translation of the facts to unambiguous
form, and precise rules telling us what can be deduced from these facts. We
explore two different approaches towards automated reasoning: Sequent
Calculus and Satisfiability Modulo Theories. A sequent calculus is a proof
system, i.e., it allows to construct proofs for a formula to show that it is
valid. Satisfiability modulo theories on the other hand, is the problem of
finding a model, i.e., a satisfying assignment to a formula. Common to
both these systems are that they work with the language of first-order logic.
We begin with a short background of propositional logic and afterwards an
explanation of first-order logic. This introduction is necessarily brief; for
more extensive descriptions there are plenty of options, see, e.g., [125, 10].

2.1 Propositional Satisfiability

In this section we give a overview of propositional logic. The core notion
of propositional logic are propositions — statements which are either true
or false. For example the following: EarthIsFlat,CircuitInputAIsEnabled and
ExistsLargestPrimeNumber are propositions. These propositions can then be
combined using Boolean connectives to form more complicated statements:

Example 2.1.1. EarthIsRound∨EarthIsFlat expresses that the Earth is flat or
round (or both!), and CircuitInputAIsEnabled∧CircuitInputBIsEnabled tells us
that both input A and input B are enabled. We can also express the negation of
a proposition, ¬ExistsLargestPrimeNumber states that the proposition “There
Exists a Largest Prime Number” is false.

21



2.1.1 Syntax

In this section we define the syntax for propositional logic — a description
of what well-formed propositional formulas look like. Let p,q, . . . be propo-
sitions, Propositional formulas consist of propositions combined using the
Boolean connectives ({∧,∨,¬,→}).

Definition 2.1.2. We define the set, 	prop = {φ,ψ,φ, . . .}, of propositional
formulas recursively as the set of all formulas which can be constructed from
the following rules:

• Every proposition p is a formula.
• If φ is a formula, so is ¬φ.
• if φ,ψ are formulas, so is (φ ◦ψ) for ◦ ∈ {∧,∨,→}.

We call a proposition and its negation a literal. We will often omit paren-
theses from formulas if unambiguous. For example, the connective ∧ is
associative, so we can write ((φ1∧φ2)∧φ3) as φ1∧φ2∧φ3. There are two
special propositions true and false which plays a special role in representing
the two possible truth-values.

2.1.2 Semantics

The semantics of propositional logic defines how formulas should be inter-
preted. We consider in addition to all proposition a special set of truth-
values {�,⊥}. These are related to propositions by Boolean valuations:

Definition 2.1.3. A Boolean valuation is a function β which assigns one of
the truth values ({�,⊥}) to each proposition.

If β(p) = � we say that the proposition p is true, while if β(p) = ⊥ we
say that p is false. For all valuations β(true) = � and β(false) = ⊥. Given
a Boolean valuation, we define a valuation function over propositional for-
mulas:

22



Definition 2.1.4. The truth value of a formula w.r.t. to a Boolean valuation
β is given by the function valβ :	prop→ {�,⊥}, defined inductively:

valβ(p) = β(p) if p is a proposition

valβ(¬φ) = � if valβ(φ) = ⊥
valβ(¬φ) = ⊥ if valβ(φ) = �

valβ(φ ∨ψ) = � if valβ(φ) = � or valβ(ψ) = �
valβ(φ ∨ψ) = ⊥ if valβ(φ) = ⊥ and valβ(ψ) = ⊥

valβ(φ ∧ψ) = � if valβ(φ) = � and valβ(ψ) = �
valβ(φ ∧ψ) = ⊥ if valβ(φ) = ⊥ or valβ(ψ) = ⊥

valβ(φ→ψ) = � if valβ(φ) = ⊥ or valβ(ψ) = �
valβ(φ→ψ) = ⊥ if valβ(φ) = � and valβ(ψ) = ⊥

Definition 2.1.5. A propositional formula φ is satisfiable if there exists a
Boolean valuation β such that valβ(φ) = �. A formula which is not satisfi-
able is unsatisfiable.

Example 2.1.6. Consider the formula consisting of only a single proposition
p, it is clearly satisfiable by taking β(p) = �. Observe that the formula p∧ q
is also satisfiable by taking the valuation β(p) = �,β(q) = �. On the other
hand, the formula p ∧¬p is unsatisfiable since there is no Boolean valuation
β such that valβ(p ∧¬p) = �.

The following formula is special, because it is true for all possible Boolean
valuations.

φ = (p ∧ (p→¬q))→¬q

Definition 2.1.7. A propositional formula φ is a tautology, if for every Bool-
ean valuation β , valβ(φ) = �.

23



2.1.3 Normal Forms

We call two formulas φ,ψ equivalent if they evaluate to � under the same
Boolean evaluations, denoted by φ ≡ ψ, and we call them equisatisfiable
if either both formulas are satisfiable or neither is. If we wish to decide
whether a formula φ is satisfiable, we can instead investigate an equiva-
lent or equisatisfiable formula φ′, which might be easier to reason about.
A normal form is a syntactic set of formulas such that for every formula
there exists an equivalent or equisatisfiable formula of this set. These are
important because their existence allows algorithms to be restricted to op-
erate on formulas of certain forms.

Definition 2.1.8. A formula is in Negation Normal Form (NNF) if the nega-
tion connective (¬) only occurs directly in front of propositions.

Definition 2.1.9. A formula is in Conjunction Normal Form (CNF) if it is
a conjunction of disjunctions, i.e. (l0,0 ∨ . . . l0,n0

)∧ . . . (lm,0 ∨ . . . l0,nm
), where

each li, j is a literal.

Definition 2.1.10. A formula is in Disjunctive Normal Form (DNF) if it is
a disjunction of conjunctions, i.e. (l0,0 ∧ . . . l0,n0

)∨ . . . (lm,0 ∧ . . . l0,nm
), where

each li, j is a literal.

Conjunctive normal form is commonly used in automated reasoning and
is the normal form for several major methods. A formula in CNF is of-
ten treated as a set of clauses, where each clause is a disjunction, and the
original formula is the conjunction of all clauses. One appealing reason
for CNF is that there exists a linear-time algorithm, using Tseitin-encoding
(see [129]), which can reduce any formula to a polynomial-sized CNF for-
mula which is equisatisfiable to the original formula.

2.1.4 Truth Tables

In this thesis we deal with classical logics, i.e., where the law of excluded
middle is assumed to hold. This means that every proposition is either true
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p q ¬q p→¬q p ∧ (p→¬q) φ

⊥ ⊥ � � ⊥ �
⊥ � ⊥ � ⊥ �
� ⊥ � � � �
� � ⊥ ⊥ ⊥ �

Table 2.1. Truth table for φ = (p ∧ (p→¬q))→¬q and its sub-formulas.

or false (never both, never neither). In other logics this might not hold, for
example in intuitionistic logic where statements are only considered true if
constructively proven to be true (for more details, see e.g., [109]).

One well-known method of establishing the satisfiability of a formula is us-
ing truth tables. Since every proposition is either true or false, it is possible
to construct a table where each row represents one particular Boolean valu-
ation. Given a formula with n propositions, there are 2n Boolean valuations,
therefore such a table will have 2n rows, each of which contains one unique
Boolean valuation, together with the truth value of the formula. If any row
contains a � for the formula, then there is a satisfying assignment, if all
rows are ⊥ the formula is unsatisfiable, and if all rows are �, the formula
is a tautology.

Example 2.1.11. The truth table for the formula φ = (p∧ (p→¬q))→¬q
is shown in Table 2.1. By looking at the right-most column, we can see that
φ is satisfiable (looking at, e.g., the first row), and it is indeed a tautology
(since every row contains �).

The truth table method is simple and can always determine whether a
propositional formula is satisfiable/unsatisfiable/tautology. To establish
the satisfiability of a propositional is known as the SAT problem (short
for satisfiability), and in [41] it was established as the first NP-complete
problem. This suggests that there are no “efficient” (polynomial-time) al-
gorithms for solving this problem (unless P= NP). However, the truth table
method is not very efficient and real-world applications need formulas with
even millions of variables [2], so truth tables do not scale. In Chapter 6 we
will see the DPLL algorithm, which works much better in practice.
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2.2 First-Order Logic

Although propositional logic is powerful and can model interesting prob-
lems, there are many problems for which the propositional language is not
expressive enough, the next step is First-Order Logic. The difference be-
tween first-order-logic and propositional logic is the introduction of pred-
icates, functions, and (non-Boolean) constants and variables. While the
core building block for propositional logic is propositions, for first-order
logic they are the atomic formulas. An atomic formula is a predicate ap-
plied to some arguments, we will define this more precisely shortly, but we
begin with an example:

Example 2.2.1. Consider the following formula

∀x .(isHuman(x)→ isHuman(father(x)))

stating that the father of every human is also human. Three features of first-
order logic are highlighted: (i) the variable x which stands for objects of an
underlying universe; (ii) the quantifier ∀ which quantifies the formula giving
the meaning of x referring to every object of the underlying universe; and (iii)
the function father and the predicate isHuman.

In the remainder of this section we present the syntax as well as the seman-
tics of first-order logic.

2.2.1 Syntax

We now present a formalisation of first-order logic (for a more extensive
description see, e.g., [125, 63]). The syntax is similar to propositional
logic, however, first-order logic also has (non-Boolean) variables, terms,
predicates, functions, and quantifiers. A first-order signature is a four-tuple
Σ= 〈V, F, P,α〉, where V is a set of variables, F a set of function symbols, P
a set of predicate symbols, and α : (F ∪ P)→ � is a function mapping each
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function and predicate symbol to its arity. Zero-arity functions are called
constants.

Definition 2.2.2. The set of terms, �fol, is defined inductively:

• any variable is a term;
• if t1, . . . tn are terms, and f ∈ F,α( f ) = n then f (t1, . . . , tn) is a term.

Definition 2.2.3. The set of first-order formulas, 	fol = {φ,ψ,φ, . . .}, is
defined inductively. If x ∈ V is a variable, t1, . . . , tn ∈ �fol are terms, p ∈ P is
a predicate such that α(p) = n, and φ,ψ are formulas, then:

• p(t1, . . . , tn) is an atomic formula;
• ¬φ is a formula;
• (φ ∨ψ) is a formula;
• (φ ∧ψ) is a formula;
• (φ→ψ) is a formula;
• (∃x .φ) is a formula;
• (∀x .φ) is a formula;

We will call an atomic formula and its negation a literal. The notion of a
sub-formula is defined in the usual way. Consider a formula ϕ, which is
created by one of the step in the above definition, e.g. ϕ = φ → ψ. Then
φ and ψ are sub-formulas of ϕ. We omit parentheses in the same manner
as for propositional logic. We also define the set of free variables:

Definition 2.2.4. The set of free variables fv(φ) is defined inductively:

fv(x) = {x} if x ∈ V
fv( f (t1, . . . , tn)) =

⋃
fv(ti)

fv(p(t1, . . . , tn)) =
⋃

fv(ti)
fv(¬φ) = fv(φ);
fv(φ ∨ψ) = fv(φ)∪ f (ψ);
fv(φ ∧ψ) = fv(φ)∪ fv(ψ);
fv(φ→ψ) = fv(φ)∪ fv(ψ);
fv(∃x .φ) = fv(φ) \ {x}
fv(∀x .φ) = fv(φ) \ {x}
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Occurrences of a variable x which are not free in φ is called bound. If a
formula contains free variables it is called an open formula, otherwise it is
closed.

2.2.2 Semantics

Next we describe the semantics of a first-order language. We start with
an auxiliary definition of substitution, which will play an important role in
evaluation of first-order formulas:

Definition 2.2.5. A substitution σ is a mapping of variables to terms, such
that all but finitely many variables are mapped to themselves. We use postfix
notation of substitution, i.e. φσ denotes the application of the substitution σ
to the formula φ which replaces all free variables according to the mapping.
If x1, . . . xn are all variables x such that xσ �= x, and for each xi we have
xiσ = ti we can write σ as {x1/ti, . . . , xn/tn}. We also let φ[x/t] represent
the substitution of all occurrences of x by t in φ.

Example 2.2.6. Given the substitution σ = {x/a, y/ f (a)} and the formula
φ = g( f (x))∨¬g(y), then φσ = g( f (a))∨¬g( f (a)).

We continue by defining a first-order structure and variable assignment,
which together play the same role as a Boolean valuation does for proposi-
tional logic:

Definition 2.2.7. A first-order structure is a tuple 〈U , I〉 where U is a non-
empty underlying universe of objects, and I is an interpretation, such that
(i) for each function symbol f ∈ F, I assigns a function on the underlying
universe I( f ) = f I : Un→ U with n= α( f ); (ii) and for each predicate p ∈ P,
I assigns a predicate relation on the underlying universe I(p) = pI ⊆ Un with
n= α(p).

Definition 2.2.8. A variable assignment � assigns to each variable v ∈ V
an element c ∈ U of the underlying universe, denoted by � (v) = c. If � ′
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assigns to every variable (except possibly x) the same constant as� , then we
call it an x-variant of� .

We next define what it means for a first-order structure and a variable as-
signment to satisfy a first-order formula:

Definition 2.2.9. Given a first-order structure S = 〈U , I〉 and an assignment
� , we define a valuation val�S over formulas as:

val�S (v) =� (v) if v ∈ V

val�S ( f (t1, . . . , tn)) =
I( f )(val�S (t1), . . . , val�S (tn))

val�S (p(t1, . . . , tn)) = � if I(val�S (t1), . . . , val�S (tn)) ∈ I(p)
val�S (p(t1, . . . , tn)) = ⊥ if I(val�S (t1), . . . , val�S (tn)) �∈ I(p)

val�S (¬φ) = � if val�S (φ) = ⊥
val�S (¬φ) = ⊥ if val�S (φ) = �

val�S (φ ∨ψ) = � if val�S (φ) = � or val�S (ψ) = �
val�S (φ ∨ψ) = ⊥ if val�S (φ) = ⊥ and val�S (ψ) = ⊥
val�S (φ ∧ψ) = � if val�S (φ) = � and val�S (ψ) = �
val�S (φ ∧ψ) = ⊥ if val�S (φ) = ⊥ or val�S (ψ) = ⊥

val�S (φ→ψ) = � if val�S (φ) = ⊥ or val�S (ψ) = �
val�S (φ→ψ) = ⊥ if val�S (φ) = � and val�S (ψ) = ⊥

val�S (∃x .φ) = � if val� ′S (φ) = � for some x-variant� ′ of�
val�S (∃x .φ) = ⊥ if val� ′S (φ) �= � for all x-variants� ′ of�

val�S (∀x .φ) = � if val� ′S (φ) = � for all x-variants� ′ of�
val�S (∀x .φ) = ⊥ if val� ′S (φ) = ⊥ for some x-variant� ′ of�
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We will write valS to mean a valuation function with an arbitrary assign-
ment which is well-defined over ground formulas. If a first-order formula is
evaluated to� under all first-order structures and all assignments, it is valid
(otherwise it is invalid), and if it is evaluated to � under some first-order
structure for some assignment, it is satisfiable (otherwise it is unsatisfiable).

2.2.3 Normal forms

As for propositional logic, there exist normal forms for first-order logic.

Definition 2.2.10. A formula is in prenex normal form (PNF) if all quanti-
fiers are at the beginning of the formula, i.e., φ is in PNF if it is of the form:

φ =Q1 x1, . . . ,Qn xnϕ

where ϕ is a quantifier-free formula. We call Q1 x1, . . . ,Qn xn the quantifier
prefix, and ϕ the matrix of φ.

Any formula can be transformed into PNF by moving quantifiers and suit-
able variable renaming. In first-order logic, similarly to CNF of proposi-
tional logic, clausal normal form is often used in automated theorem prov-
ing.

Definition 2.2.11. A formula is in Clausal Normal Form if it is in PNF, the
quantifier prefix contains no existential quantifiers, and the matrix is in CNF.

As in propositional logic, the resulting formula is often regarded as a set
of clauses. There are satisfiability preserving translations to clausal normal
form, and one important step towards eliminating existential quantifiers is
skolemisation.
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2.2.4 Skolemisation

A common preprocessing for quantified formulas is Skolemisation, which is
a process to remove existential quantifiers from a formula. We consider a
formulas in prenex normal form. If the formula begins with an existential
quantifier

∃x1Q2 x2 . . .Qn xnφ

(where each Qi ∈ {∀,∃}), then the first quantifier can be removed by re-
placing x1 with a fresh constant c:

Q2 x2 . . .Qn xnφ[x1/c]

Otherwise, there is a prefix of universal quantifiers before the first existen-
tial quantifier:

∀x1 . . .∀xm−1,∃xmQm+1 xm+1 . . .QnXnφ

Instead of replacing xm with a fresh constant, we instead need to replace it
with a fresh Skolem function f (x1, . . . , xm−1):

∀x1 . . .∀xm−1,Qm+1 xm+1 . . .QnXnφ[xm/ f (x1, . . . , xm−1)]

In this manner all existential quantifiers can be eliminated yielding an equi-
satisfiable formula consisting of only universal quantifiers. Therefore, we
can generally focus on only handling universally quantified formulas.

2.3 Theories

Expressing problems in pure first-order logic is possible, however, in many
cases it is done with some background theory. The theory provides a set
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of interpreted symbols (e.g., functions, predicates) as well as a set of first-
order formulas true in this theory.

Definition 2.3.1. A theory is a set of sentences closed under logical entail-
ment.

A theory can either be presented as all valid sentences, or as a finite axiomi-
sation from which all valid sentences can be deduced. Examples include
Bit-Vector Arithmetic, Equality, and Integer Arithmetic. In Section 1.2, ap-
plications for automated reasoning is presented. In two of them, reasoning
is done modulo some theory. For example, in software verification it is com-
mon to reason with integer arithmetic, since programs often work with in-
teger variables. In hardware verification, it is more common to reason with
bit-vectors, modeling behaviour of, e.g., integrated circuits.

2.3.1 Bit-Vector Arithmetic

The theory of fixed-width Bit-Vectors is a many sorted theory, with one sort
for every possible width n. Each bit-vector is n bits wide, and the theory
includes bit-vector operations such as bit-wise and, bit-wise or and bit-wise
addition. The theory is often used to model machine arithmetic, since be-
haviour such as overflow is easy to represent accurately. Especially floating-
point arithmetic is suitable to model using bit-vectors since it can capture
the semantics in a precise manner, which can be hard with some other the-
ory, e.g., real arithmetic.

The theory is inherently decidable since all objects are finite. It is possible
to translate all constraints to Boolean constraints and express the original
formula in propositional logic (“bit-blasting”) , however, the original struc-
ture is often lost. Another approach is to translate into unbounded integer
arithmetic, which can express some constraints much more naturally (e.g.,
bit-vector addition). On the other hand, expressing bit-vector operations
(e.g., bit-vector xor) is non-trivial with integer arithmetic.
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2.3.2 Equality

The theory of equality concerns the natural interpretation of the equality
predicate and is perhaps the most fundamental theory and present in many
problems. It is a reflexive, symmetrical and transitive predicate and we
look for the smallest equivalence relation containing all equality literals.

Equality reasoning is often combined with functions, thus also requiring
congruence reasoning, i.e., if the argument of two functions are equal, then
so are their results. In this case, we look for the congruence closure of a set of
equalities, i.e., the smallest congruence relation containing the equalities.
In Chapter 4, we will define (and use) this concept more in detail.

Many interesting problems use the notion of equality, therefore the addition
of equality reasoning is essential for creating a useful calculus. We will use
≈ to correspond to the predicate which should be interpreted as the natural
equality relation.

2.3.3 Integer Arithmetic

The theory of Integer Arithmetic is undecidable in the general case. How-
ever, Presburger showed that the first-order theory with integers, and only
the addition function and the equality predicate is decidable [103]. Many
software verification conditions can be expressed in terms of integer arith-
metic (e.g., loop bounds in programs) which makes it of interest for au-
tomated reasoning. By adding inference rules dealing with (in-)equalities
of integer arithmetic, one can create a procedure for handling Presburger
formulas [120].

2.3.4 Quantifier Elimination

As a final note of this chapter, we mention Quantifier Elimination (QE).
It is the process of removing all quantifiers from a formula φ to find an
equivalent quantifier-free formula φ′:
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Definition 2.3.2. A theory T quantifier elimination if for every formula φ,
there is a quantifier-free formula φ′ such that φ is a satisfiable in the theory
if and only if φ′ is.

First-order logic does not in general, admit quantifier elimination, but when
reasoning within certain theories it can be possible. For example, in linear
real arithmetic, Fourier-Motzkin elimination can eliminate variables from a
system of inequalities. In theories which admits QE, the quantifiers does not
provide more expressiveness (but in some cases it might allow for shorter
formulas), and often implies decidability.

Example 2.3.3. As an example of quantifier elimination, consider the follow-
ing formula (taken from [120]):

φ = ¬∃x∃y.(2x − c ≈ 10∨ 2y − c ≈ −1)

It can be reduced to the following quantifier-free formula φ′:

φ′ = 2 � (c + 10)∧ 2 � (c − 1)

where � is the negated divisibility predicate. Here φ and φ′ are satisfied by
exactly the same structures, but φ′ contains no quantifiers.
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3. Automated Theorem Proving and Sequent
Calculus

The task of Automated Theorem Proving (ATP) is to find proofs for valid
formulas automatically. The symmetrical problem is the satisfiability prob-
lem of first-order logic, i.e., to find a model such that a formula is satisfied.
This is the goal of Satisfiability Modulo Theory (SMT) which we will delve
into in Chapter 7. Many automated theorem proving techniques, or proof
systems, work with proof by refutation, which means that the proof sys-
tem is designed to show that a formula is unsatisfiable. This can be used
to show the validity by a formula by refuting its negation. We begin by a
short presentation of resolution, but will mainly focus on sequent calculi.

Resolution was introduced in 1965 by Robinson in [118], where a calculus
and proof procedure, designed for automatic reasoning, was presented. In
contrast to earlier procedures, which would more often try to mimic human
reasoning, the resolution method allows for an easy implementation, being
limited to a single inference rule. Resolution is a refutation-style system
working with formulas in clausal normal form. The single inference rules
is based upon the notion of resolvents [3]. The clause C is a resolvent of
clauses A and B if there are substitutions σ and θ such that Aσ = L ∨ A′
and Bθ = ¬L ∨ B′ and C = A′ ∨ B′.

If clauses A and B are valid, then so are also their resolvents. The resolution
rule is repeatedly applied to the set of clauses until the empty clause has
been derived, proving that the original set of clauses was unsatisfiable, or
until no new resolvents can be derived, in which the original set of clauses
was satisfiable. The process might also never terminate. Resolution was
extended in many directions, e.g., using a set-of-support strategy [134] as
well as including equality reasoning by using paramodulation [117]. To-
day it is the foundation of many state-of-the-art theorem provers, including
VAMPIRE [116] and the E theorem prover [123].
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3.1 Sequent Calculus

For propositional logic we had the method of truth tables to decide whether
any propositional formula is a tautology, satisfiable, or unsatisfiable. For
first-order logic we use proofs to establish validity, and in this thesis we
will work with proofs in a sequent calculus. The building block of such a
proof is the sequent:

Definition 3.1.1. A sequent is a pair Γ �Δ, where Γ and Δ are finite sets of
formulas. Γ is called the antecedent and Δ the succedent.

A sequent Γ �Δ is valid if the conjunction of the formulas in the antecedent
implies at least one of the formulas in the succedent, i.e.,

γ1 ∧ . . .∧ γn→ δ1 ∨ . . .∨δm

where Γ = {γ1, . . . ,γn} and Δ= {δ1, . . . ,δm}.
Sequent calculus was introduced by Gentzen [71] and has been one of the
most influential logical systems since. There exists sequent calculi for dif-
ferent logics, including propositional logic, and in this thesis we focus on
sequent calculi for first-order logic. A similar system, Semantic Tableaux,
traces back to Beth in 1955 [18] and was made popular by Smullyan [125]
for classical logics. The two systems are similar, indeed Carnielli observed
that “tableau systems are sequent systems upside down, and vice versa”
[37]. Therefore we will much in the same spirit as in [54], treat results in
one system as results in the other.

A sequent calculus proof consists of a tree, where each node is a sequent
related to its parents according to a set of inference rules. In Figure 3.1 we
present a sequent calculus for first-order logic, it is the basis of the work
presented in Chapter 4 as well as in Chapter 5. Above the line of each
rule are the premises while below the line is the conclusion. A rule state
if the (sequents in the) premises is valid, then so is (the sequent in the)
conclusion. For example, ∧-LEFT is conjunction left, simply stating that if
φ and ψ hold separately, the conjunction φ ∧ψ also holds. The rule ∧-
RIGHT is conjunction right which applies case reasoning of φ and ψ as two
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Γ ,φ � Δ Γ ,ψ � Δ
Γ ,φ ∨ψ � Δ ∨-LEFT

Γ � φ,ψ,Δ
Γ � φ ∨ψ,Δ

∨-RIGHT

Γ ,φ,ψ � Δ
Γ ,φ ∧ψ � Δ ∧-LEFT

Γ � φ,Δ Γ � ψ,Δ
Γ � φ ∧ψ,Δ

∧-RIGHT

Γ � φ,Δ
Γ ,¬φ � Δ ¬-LEFT

Γ ,φ � Δ
Γ � ¬φ,Δ

¬-RIGHT

Γ ,¬φ � Δ Γ ,ψ � Δ
Γ ,φ→ψ � Δ →-LEFT

Γ � ¬φ,ψ,Δ
Γ � φ→ψ,Δ

→-RIGHT

Γ , [x/t]φ,∀x .φ � Δ
Γ ,∀x .φ � Δ ∀-LEFT

Γ � [x/t]φ,∃x .φ,Δ
Γ � ∃x .φ,Δ ∃-RIGHT

Γ � [x/c]φ,Δ
Γ � ∀x .φ,Δ ∀-RIGHT

Γ , [x/c]φ � Δ
Γ ,∃x .φ � Δ ∃-LEFT

∗
Γ ,φ � φ,Δ

CLOSE

Figure 3.1. A sequent calculus for first-order logic. In the rules ∀-RIGHT and ∀-LEFT

c does not occur in conclusion.

separate branches. At the bottom is the CLOSE rule which closes a branch
if the same formula occurs on both sides. A closed branch is valid and the
CLOSE rule acts as the only axiom in this calculus. The rule ∀-LEFT allows
for instantiation of a universal quantified formula with an arbitrary term.
If a proof exists with a sequent � φ at the root, and each leaf node is an
instance of the CLOSE rule, then the formula φ is proven to be valid.

∗
. . . , H(E) � H(f(E)), H(E)

CLOSE

¬H(E), . . . , H(E) � H(f(E))
¬-LEFT

∗
H(f(E)), . . . , H(E) � H(f(E))

CLOSE

H(E)→ H(f(E))),∀x .(H(x)→ H(f(x))),H(E) � H(f(E))
→-LEFT

∀x .(H(x)→ H(f(x))), H(E) � H(f(E)) ∀-LEFT

∀x .(H(x)→ H(f(x)))∧H(E) � H(f(E))
∧-LEFT

Figure 3.2. Sequent proof of formula in Example 3.1.2.
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Example 3.1.2. Consider the formula presented in Example 2.2.1 asserting
that the every father of a human is human. Given this, with the additional
fact that Edward is human, we should be able to deduce that the father of
Edward is also human. This can be formalised as the following formula:

(∀x .(isHuman(x)→ isHuman(father(x)))∧ isHuman(Edward))

→ isHuman(father(Edward))

which can be written as a sequent (where we abbreviate isHuman with H,
father with f and Edward with E):

∀x .(H(x)→ H(f(x)))∧H(E) � H(f(E))

In Figure 3.2 a proof of the formula is shown. At the root is sequent which we
wish to show to be valid. The first step decomposes the conjunction, followed
by the second step which instantiates the quantifier with the constant E. After-
wards there is a case-split due to the implication, and the right branch is closed
immediately, while the left first requires the negation rule applied once. In the
end, all branches are closed, thus proving the validity of the initial sequent.

We call a set of inference rules sound if there only exist proofs for sequents
that are valid, and complete if there exists a proof for every sequent which
is a valid.

Definition 3.1.3. A first-order calculus is complete if for every valid formula
φ there exists a proof in the calculus for φ.

Definition 3.1.4. A first-order calculus is sound if there exists a proof for a
formula φ only if φ is valid.

Another useful property for calculi are proof confluency:
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∗
. . . , P(a) � P(a)

CLOSE
∗

. . . , P(b) � P(b)
CLOSE

∀x .P(x), P(a), P(b) � P(a)∧ P(b)
∧-RIGHT

∀.x P(x), P(a) � P(a)∧ P(b) ∀-LEFT

∀x .P(x) � P(a)∧ P(b) ∀-LEFT

Figure 3.3. Example proof using quantifier instantiation.

Definition 3.1.5. In a calculus, if every unfinished proof of a valid formula
can be extended to a valid proof, the calculus is said to be proof confluent.

While completeness and soundness are desirable for most calculi, proof con-
fluence is sometimes not required, but can make proof search simpler. As
an example of where proof confluency is not present, we can consider cal-
culi which operate under the connection restriction, (presented in the next
Chapter, see Section 4.10.1). In such a calculus, even picking the wrong
starting clause can hinder the construction of a proof. Now we present the
two areas of reasoning in first-order logic in which this thesis has its focus.

3.2 Quantifier Reasoning

Most of the rules presented in Figure 3.1 are straightforward to apply, but
the rules for handling quantifiers ∀-LEFT and ∃-RIGHT allow for the instan-
tiation with any term. When applying the rules it can be hard to know
which term would be a fruitful choice. There are different solutions to this
problem.

In Figure 3.3 an example proof using quantifier instantiation is shown. In
this scenario we have picked exactly those two terms needed to close the
proof (first instantiating with a, and then with b). However, we can not
always rely on guessing the correct terms beforehand. In the remainder of
this section we present two strategies on how find suitable terms.
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(X1/a)
. . . , P(X1) � P(a)

CLOSE
(X2/b)

. . . , P(X2) � P(b)
CLOSE

∀x .P(x), P(X1), P(X2) � P(a)∧ P(b)
∧-RIGHT

∀.x P(x), P(X1) � P(a)∧ P(b) ∀-LEFT

∀x .P(x) � P(a)∧ P(b) ∀-LEFT

Figure 3.4. Example proof using free variables.

3.2.1 Complete Instantiation

The most naive method is to just instantiate each formula with every pos-
sible term. Herbrand’s theorem guarantees that only a finite number of
instantiations with terms from the Herbrand universe (i.e., all terms con-
structable from symbols occurring in the proof), is enough to prove the
unsatisfiability of a formula. Therefore, by fixing some ordering over all
terms and repeatedly picking the smallest unused term and use this for the
rule application, sooner or later a proof will be found (if it exists). This
strategy is often not very good in practice since most instantiations will be
wasteful. However, by making Herbrand’s theorem stronger, potentially re-
ducing the number of terms needed for instantiation, this strategy is greatly
improved [112].

3.2.2 Free Variables

Given an “oracle” which could tell beforehand what term would be useful
for a quantifier instantiation, it would be possible to make proof search
very efficient. Of course, no such oracle exists, but free variables delays the
choice to a later point, when it is possible to see what would be a good term
to pick. A free variable (or “dummy variables” in Kangers terms [88]) is a
meta-variable used when a quantifier is instantiated. It is only later, when
it can be determined what would be a good choice, that the free variable is
replaced by a term.

In Figure 3.4 we see a proof can see an example of the usage of free vari-
ables. The sub-formula ∀x .P(x) is instantiated two times with the free
variables X1 and X2. This delays the choice of term for the ∀-LEFT ap-

40



Γ , [x/X ]φ,∀x .φ � Δ
Γ ,∀x .φ � Δ ∀-LEFT

Γ � [x/X ]φ,∃x .φ,Δ
Γ � ∃x .φ,Δ ∃-RIGHT

Figure 3.5. Quantifier rules with free variables. The symbol X is a fresh free variable.

plications. At the top of the left branch, it can be seen that a substitu-
tion σl = {X1/a} allows us to close this branch. For the right branch
σr = {X2/b} is a closing substitution. These two substitutions can then
be combined to σ = {X1/a, X2/b}, which is a closing substitution for the
whole proof. By delaying the choice, we have can use a search for substitu-
tion as the “oracle” providing us with fruitful instantiations.

In Figure 3.5, two required rules for reasoning with free variables are pre-
sented. In principle, instead of introducing an arbitrary term, a free variable
is introduced which later is replaced by a term by some substitution. After
we delay the choice of term, we still need a method to decide when the
proof can be closed. This amounts to finding a substitution such that when
applied to the whole proof, it enables the application of the CLOSE rule. To
do this for one branch, we identify formulas and try to unify them.

Example 3.2.1. We once again consider the proof-tree in Figure 3.4, this
time right before it is closed. The left branch can be closed if we can find a
substitution such that P(X1) (from the antecedent) can be unified, i.e., made
equal, to P(a). Thus we are looking for a substitution σ such that P(X1)σ =
P(a)σ. In this case it is easy to see that the substitution σl = {X1/a} would
work. In general, the problem of finding a substitution σ which makes a pair
of terms (s, t) equal is known as (syntactical) unification.

3.2.3 (Syntactical) Unification

The problem of (syntactical) unification was introduced by Robinson in
1965 [118] as a crucial part of the resolution method where it is needed to
find resolvents. The unification problem is syntactical in the sense that the
two terms should become syntactically identical.
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Definition 3.2.2. ([118]) If A is any set of terms andσ is a substitution, then
σ is said to unify A, or to be a unifier of A, if Aσ is a singleton. Any set of
well-formed expressions which has a unifier is said to be unifiable.

While the original definition is defined over sets of terms, we will work over
pairs of terms. An important class of unifiers are the most general unifiers.

Definition 3.2.3. A unifier θ is called a most general unifier (or mgu for
short) if for every other unifier σ there is a substitution σ′ such that σ = θσ′.

It is shown in [118] that for every unification problem as defined in Defini-
tion 3.2.2 there exists a unique mgu up to variable renaming.

Robinson’s Algorithm

When the concept was first introduced in [118], Robinson also gave an algo-
rithm for computing a most general unifier for two terms, see Algorithm 1.
It works by parsing both expressions from left to right and tries to substitute
variables with suitable terms to make the two expressions equal. It allows
variables to take any value and is complete in the sense that it will find a
unifier if one exists.

Input : A set of terms A
Output : A mgu of the terms in A

σ← ε
while Aσ is not singleton do

Find two terms s, t ∈ A such that sσ �= tσ
Find the first position i where sσ and tσ differs.
s′ ← s[i]
t ′ ← t[i]
if s′ is a variable and s′ does not occur in t ′ then
σ←σ ∪{s′ ← t ′}

else if t ′ is a variable and t ′ does not occur in s′ then
σ←σ ∪{t ′ ← s′}

else
Fail

end
Algorithm 1: Robinson original unification algorithm [118].
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Example 3.2.4. ([4]) Consider the problem of unifying the the two terms:

h(x1, x2, . . . , xn, f (y0, y0), . . . , f (yn−1, yn−1), yn)

h( f (x0, x0), . . . , f (xn−1, xn−1), y1, . . . , yn, xn)

A unifier for these terms would have to include exponentially sized terms, since
x1 = f (x0, x0), x2 = f ( f (x0, x0), f (x0, x0)), . . ..

Example 3.2.4 illustrates the problem that sometimes the resulting mgus
will be exponential in size. There are several approaches how to miti-
gate this: Robinson proposes [119] using a table to represent substitutions,
which can represent the above kind of solutions in linear space (by sharing
common sub-terms between terms). Another more sophisticated approach
using multi-sets of terms is suggested in [98].

3.2.4 Simultaneous Unification

Closing a sequent proof with multiple branches requires us to find a substitu-
tion that unifies several pairs of terms simultaneously. Once again, studying
the example tree in Figure 3.4, to close the proof a substitution needs to
be found which is a unifier of both (X1, a) and (X2, b). If no variables are
shared between the different unification sub-problems we could apply e.g.,
Robinson’s algorithm to each sub-problem one at a time and just combine
the resulting unifiers (since they will not share any variables this will be
straightforward). In general, however, the same variable might occur in
multiple sub-problems.

Example 3.2.5. If we wish to unify ( f (g(a), Y ), f (X , b)) simultaneously as
(g( f (X ), c), g(Z , c)) we can rewrite it as a single unification problem by in-
troducing a new function-symbol f ′, defining:

s = f ′(s1, s2) = f ′( f (g(a), Y ), f ((X ), c))

t = f ′(t1, t2) = f ′( f (X , b), g(Z , c))
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and then unify (s, t). If we have a unifier σ such that sσ = tσ then it is easy
to see that it will also unify the original sub-problems.

As seen in Example 3.2.5, simultaneous syntactical unification can be sim-
ulated using regular unification. However, when we are dealing with more
complicated forms of unification, it is not always the case that this transfor-
mation is applicable.

3.2.5 Quantifier Instantiation Strategy

With help of free variables and unification it is possible to construct a proof
procedure which can handle universal quantified formulas. However, as
seen in Figure 3.4 we sometimes need to instantiate a quantifier multiple
times. Thus, in a unification procedure we still need to develop a strategy
on how many times to instantiate a universally quantified formula, since
there is no a priori knowledge on how many times is needed to close all
branches. One method, a sort of iterative deepening, is to start by instanti-
ating each quantifier once and search for a proof. If no proof can be found,
each quantifier is instantiated again and the search is continued. In this
fashion all quantifiers are instantiated over and over again, and eventually
each quantifier will have been instantiated often enough for a proof to be
found.

3.3 Theory Reasoning

As mention in the previous chapter, theory reasoning can sometimes be
of great importance. In Chapter 4 and Chapter 5 we will focus on theory
reasoning (in combination with quantifiers) for the theory of equality and
the theory of bit-vectors. Here we present a few methods of how a theory
can be handled in a sequent calculus, and we use the theory of equality as
an example.
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Reducing to Propositional Logic

Sometimes it is possible to reduce a theory problem to propositional logic,
thus eliminating the need to consider the background theory. For example,
in [135], two methods are presented for equality logic. The first encodes
the transitivity predicate explicitly for all combination of three terms after
reducing all equalities according to an ordering, The formula is then solved
together with the encoding. The second approach introduces a bit-vector
encoding, such that each variable is represented by log n Boolean variables,
where n is the total number of variables in the problem. Afterwards each
equality literal x ≈ y can be replaced by equalities between the Boolean
variables

∧log n
i xi↔ yi.

Reducing the equality reasoning to propositional logic has the upside that,
in absence of any other first-order parts of the formula, the problem can
be completely encoded into SAT, thus eliminating the need of a first-order
solver. A downside is that if the formula contains functions, predicates or
other non-propositional parts except equalities, it has to be combined with
other techniques.

Adding Axioms

If the background theory can be finitely axiomatised, it is possible to elimi-
nate the need for specific theory reasoning by adding axioms to the formula.
In equality logic, one can add a new equality predicate, here denoted by ≈,
and define it by its properties as a equivalence relation:

• Reflexitivity, φRe f = ∀x . x ≈ x .
• Symmetry φS ym = ∀x , y.x ≈ y → y ≈ x .
• Transitivity φTran = ∀x , y, z.(x ≈ y ∧ y ≈ z)→ x ≈ z.
• Congruence

– For each function symbol f ,

φCong f
=∀x1, . . . xn, y1, . . . yn.(x1 ≈ y1, . . . xn ≈ yn)→

f (x1, . . . , xn)≈ f (y1, . . . , yn)
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– For each predicate symbol p,

φCongp
≈∀x1, . . . xn, y1, . . . yn.(x1 ≈ y1, . . . xn ≈ yn)→

p(x1, . . . , xn) = p(y1, . . . , yn)

We can now take a formulaφ and replace equality literals with literals using
≈ instead and prove it under the axiomisation of the equality predicate:

(φRe f ∧φS ym ∧φTran ∧
∧

f

φCong f
∧∧

p
(φCongp

))→ φ

In this manner equality can be handled by any calculus capable of handling
first-order logic. However, if there is a large number of predicates and/or
functions, it can require the addition of a great number of axioms. More-
over, the axioms are universally quantified formulas, which are often hard
to handle efficiently. Nevertheless, it has been successfully implemented in,
e.g., leanCoP [107].

Adding inference rules

It is also possible to extend the inference system itself, by adding rules
which are tailor-made to handle a certain theory. This allows for flexibility
since the rules can be tuned to work well within the specific system and
can be integrated to synergise with it. For example, the superposition cal-
culus [5] replaces the the resolution rule is by a superposition rule which
works directly with equality literals. It has been successfully used in, e.g.,
VAMPIRE [116].

However, it is of course non-trivial work to design inference rules which
work efficiently and the results do not carry over to other inference sys-
tems. In Chapter 4 we present the approach which adds inference rules
to handle equality in a sequent calculus, and in Chapter 5 to integrate bit-
vector reasoning. We show here in depth how equality reasoning can be
integrated into a sequent calculus by addition of inference rules.
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Γ , t ≈ t � Δ
Γ � Δ ≈-INTRO

∗
Γ � t ≈ t,Δ

≈-CLOSE

Γ , t ≈ s,φ[t] � Δ
Γ , t ≈ s,φ[s] � Δ ≈-LEFTL

Γ , t ≈ s � φ[t],Δ
Γ , t ≈ s � φ[s],Δ ≈-RIGHTL

Γ , t ≈ s,φ[s] � Δ
Γ , t ≈ s,φ[t] � Δ ≈-LEFTR

Γ , t ≈ s � φ[s],Δ
Γ , t ≈ s � φ[t],Δ ≈-RIGHTR

Figure 3.6. Rules for handling equality in a sequent calculus, φ[s] represents a
formula with a occurrence of s and φ[t] is the same formula with the occurrence of s
replaced by t.

3.3.1 Equality in Sequent Calculi

In a sequent calculus setting, perhaps the most straightforward method of
handling equality is to introduce new inference rules which correspond to
equality reasoning. Reeves [111] gives an overview of the first methods in-
troduced and proposes a method which adds an equality rule working with
equality constraints. However, methods which adds inferences rules for
handling equality has problems (see [15]). To illustrate some of the prob-
lems, consider the inference rules presented in Figure 3.6 (similar to LK=

as presented in [55]). The rule ≈-INTRO allows us to state that any term is
equal to itself (reflexitivity), and the rule ≈-CLOSE can close a branch since
a term is always equal to itself. The bottom rules (≈-LEFTL/R, ≈-RIGHTL/R)
allows for using an equality (in either direction) to substitute a term for
an equal one in some formula. In all of these rules, s or t might contain
variables, in which case a substitution must be applied first. If unrestricted,
these rules can be applied back-and-forth generating an infinite chain of
the same sequents repeated. There are means of remedying these flaws,
for example by introducing a term order and only allow rewriting a term to
a smaller term. Another approach is to incorporate the equality reasoning
into the unification procedure.

Example 3.3.1. Consider a sequent Γ , a ≈ b, P( f (X , X )) � P( f (a, b)),Δ
with the free variable X . To show that this is valid we need to find a sub-
stitution σ such that f (X , X )σ = f (a, b)σ. By syntactical unification this
is impossible. Instead, we must first use the rule ≈-LEFTL to obtain the se-
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quent Γ , a ≈ b, P( f (X , X )) � P( f (b, b)),Δ, where the syntactical unifier
σ = {X/b} can close the proof.

However, note that it would be possible to find a substitution if we consider
the equation a ≈ b during the unification process. This requires equality
unification.

3.3.2 Equality Unification

As mentioned above, the theory of equality has a special role in theorem
proving and occurs in many problems. Therefore it is an fundamental prob-
lem how to do unification modulo equations (E-unification). We begin with
a auxiliary definition before we define E-unification:

Definition 3.3.2. ([127])

The replacement relation →E induced by a set of equations E is defined by:
u[l]→ u[r] if l ≈ r ∈ E. This is extended by letting←E represent its inverse,
↔E its symmetric closure, →∗E its transitive closure and↔∗E its congruence
closure.

Note that the semantics of the replacement relation↔∗E are the same as for
equality (≈) when E is a set of ground equations. That is, if E contains no
variables, s↔∗E t if and only if s ≈ t follows from equality reasoning over
E. We will explore this concept further in Chapter 4. Now we are ready to
define rigid E-unification:

Definition 3.3.3. ([127]) Let E be a set of equations, and s, t be terms. A
substitution σ is called a rigid E-unifier of s and t if sσ ≈ tσ follows from
Eσ via ground equational reasoning. A simultaneous rigid E-unifier σ is a
common rigid E-unifier for a set (Ei, si, ti)ni=1 of rigid E-unification problems.

The notion of rigid means that the variables in equations are instantiated
only once. In a sequent proof, every occurrence of the same free variable
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must be replaced with the same constant in the whole proof, which means
rigid E-unification has to be used.

Example 3.3.4. Returning to our example, in the following sequent:

Γ , a ≈ b, P( f (X , X )) � P( f (a, b)),Δ

the two terms (P( f (X , X )), P( f (a, b))) with E = {a ≈ b}, has a (rigid) E-
unifier σ = {X/a}.

Given Γ � s ≈ t,Δ, and a rigid E-unifier σ (using equalities from Γ ) for
(s, t), the sequent is known to be valid. Since there exists a E-unifier, this
guarantees that by using equalities from Γ , it is possible to change sσ ≈ tσ
into u≈ u (for some u) using the rules in Figure 3.6. By a final application of
≈-CLOSE the branch can be closed. We can introduce a rule which performs
this is a single step:

∗
Γ , s1 ≈ t1, . . . sn ≈ tn � s ≈ t,Δ

≈-CLOSE

if there exists a rigid E-unifier σ for (s,t) using E = {s1 ≈ t1, . . . sn ≈ tn} and
σ is applied to the whole proof. This rule allows us to effectively incorpo-
rate the equality reasoning into the unification procedure.

Now the Robinson algorithm does not apply since we can no longer assume
that we need syntactical identity, but we are looking to solve the (simultane-
ous) rigid E-unification problem. Rigid E-unification as in Definition 3.3.3 is
decidable, in fact it is NP-complete [68]. Ground rigid E-unification, i.e. the
case when equations in E contain no variables, is decidable [124]. More-
over, if the sets Ei are all equal then this problem can be reduced to an
instance of non-simultaneous rigid E-unification and is thus decidable. But
in the general case, simultaneous rigid E-unification (SREU) is undecidable
[52]. Also note that in rigid E-unification, there is no single mgu, but there
will be a set of mgus [16]. In Chapter 4 we present a decidable restriction
of rigid E-unification and how it can be integrated into a sequent calculus.
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Theory Unification

There also many problems that can utilise unification under some other
theory, e.g., a theory containing functions which are commutative or asso-
ciative.

Example 3.3.5. The two terms s = f (X , a) and t = f (Y, b) are not syntac-
tically unifiable. However, if the function f is commutative, the substitution
σ = {X → b, Y → a} is an unifier since sσ = f (b, a)≈C f (a, b) = tσ).

It has been shown [4] that unification modulo commutativity and unifica-
tion modulo associativity (and the combination) are both NP-hard in the
general case.

3.4 Proof Search

Given a valid formula φ, in a complete sequent calculus there exists (at
least) one proof, the question is how to find it. The utterly naive procedure
is enumerating all possible proofs and see which happens to correspond to
a proof of exactly the relevant formula. However, this is of course extremely
inefficient and impractical. Instead, we start with the sequent � φ as a
root of a proof tree and work backwards by checking what rules could be
applied to yield the current sequent as a conclusion. If multiple choice are
available, we need a strategy to choose which rule to select. An important
point here is whether this strategy always keeps proof confluency, or if we
need backtracking.

3.4.1 Backtracking

As mentioned, some calculi are not proof confluent, i.e., after applying a
rule the proof tree might not be completable anymore even though the
starting formula is valid. This can happen if substitutions are applied to
eagerly.
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{X/a}
P(a, X ), P(X , b) � P(a, a), P(a, b)

CLOSE

P(a, X ), P(X , b) � P(a, a)∨ P(a, b)
∨-R

...
P(a, X ), P(X , b) � P(b, b)

P(a, X ), P(X , b) � (P(a, a)∨ P(a, b))∧ P(b, b)
∨-R

...

Figure 3.7. An example proof where applying the substitution σ = {X/a} makes the
proof impossible to close.

In Figure 3.7 we have found a closing substitution for the left-hand branch
σ = {X/a}. However, if we apply this to the whole proof, the right-hand
branch can not be closed. Thus the proof is no longer closable (while the
substitution σ′ = {X/b} can close the whole proof). If such a wrong move
has been made, a procedure would need to backtrack and undo the destruc-
tive decision to try a different choice. It is possible to avoid backtracking
in this case, by only applying substitution when closing all the branches is
possible, as described in [15]. Another approach is by using incremental
closure where substitutions for each branch are computed one-by-one in
such away that a global substitution is constructed incrementally (for ex-
ample, as described in [72]). Given a proof confluent calculus, since we
can always extend the proof to a valid one, we never need to backtrack,
although in some cases this can lead to shorter proofs.

Summary

In these chapters we have presented a background of logic, how reasoning
with a sequent calculus can be automated and how theory (equality) reason-
ing can be integrated by the means of simultaneous rigid E-unification. We
present as two challenges quantifier and theory reasoning, which we will
address in the following two chapters. Chapter 4 presents how combina-
tion of quantifiers and the theory of equality can be handled by a restricted
form of unification. Chapter 5 present how the theory of bit-vector can be
integrated into a sequent calculus by adding inference rules.
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4. Quantifier Handling for Equality and
Functions

This chapter is based on:

Peter Backeman and Philipp Rümmer

Theorem Proving with Bounded Rigid E-Unification

25th International Conference on Automated Deduction (CADE-25) [8]

Peter Backeman and Philipp Rümmer

Efficient Algorithms for Bounded Rigid E-unification

Automated Reasoning with Analytic Tableaux and Related Methods (TABLEAUX 2005) [7]

Arguably the most important theory is the theory of equality. It is tradition-
ally part of first-order logic and often an important component when rea-
soning with other theories. In this chapter we present how a special form of
unification, Simultaneous Bounded Rigid E-Unification, can be formulated
and used to form a complete and efficient proof procedure for first-order
logic.

Example 4.0.1. Consider the following problem (from [53]):

φ = ∃x , y, u, v.

�
(a �≈ b ∨ g(x ,u, v)≈ g(y, f (c), f (d))) ∧
(c �≈ d ∨ g(u, x , y)≈ g(v, f (a), f (b)))

�

To show validity of φ, we can construct a sequent calculus proof:

�
a ≈ b � g(X , U , V )≈ g(Y, f (c), f (d))

�
c ≈ d � g(U , X , Y )≈ g(V, f (a), f (b))

� (a �≈ b ∨ g(X , U , V )≈ g(Y, f (c), f (d)))
∧ (c �≈ d ∨ g(U , X , Y )≈ g(V, f (a), f (b)))

∧R

� φ
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To close this proof, both � and � need to be closed by applying further
rules, and substituting concrete terms for the variables. The substitution σl =
{X/Y, U/ f (c), V/ f (d)} makes it possible to close� through equational rea-
soning, and σr = {X/ f (a), U/V, Y / f (b)} closes� , but neither closes both.

In this example, two rigid E-unification problems have to be solved:

E1 = {a ≈ b}, s1 = g(X , U , V ), t1 = g(Y, f (c), f (d)),

E2 = {c ≈ d}, s2 = g(U , X , Y ), t2 = g(V, f (a), f (b)).

Observe that the substitution σs = {X/ f (a), Y / f (b), U/ f (c), V/ f (d)} is a
simultaneous rigid E-unifier, and suffices to finish the proof of φ.

Since the SREU problem famously turned out undecidable [52], this style
of reasoning shown here is problematic. Different solutions have been pro-
posed to address this situation, including potentially non-terminating, but
complete E-unification procedures [64], and terminating but incomplete
algorithms that are nevertheless sufficient to create complete proof proce-
dures [53, 73]. The practical impact of such approaches has been limited;
to the best of our knowledge, there is no (at least no actively maintained)
theorem prover based on such explicit forms of SREU.

4.1 Bounded Rigid E-Unification

This chapter presents an approach, based on bounded rigid E-unification
(BREU), which belongs to the class of “terminating, but incomplete” algo-
rithms for SREU. In contrast to ordinary SREU, our method only considers
E-unifiers where substituted terms are taken from some predefined finite
set. This directly implies decidability of the unification problem; as we will
see later, the problem is in fact NP-complete, even for the simultaneous case,
and can be handled efficiently using SAT technology. In our experiments,
cases with hundreds of simultaneous unification problems and thousands of
terms were well in reach, and future advances in terms of algorithm design
and efficient implementation are expected to further improve scalability.
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4.1.1 Atomic terms and Flat equations

For sake of presentation, in this chapter we will work with formulas which
are normalised by means of flattening. We call constants and (free or
bound) variables atomic terms, and all other terms compound terms. A
flat equation is an equation between atomic terms, or an equation of the
form f (t1, . . . , tn) ≈ t0, where t0, . . . , tn are atomic terms. Analogously,
an atomic substitution is a substitution that maps variables only to atomic
terms. An atomic substitution is idempotent if for every term t, (tσ)σ = tσ.
Given an order over terms �, we call a substitution σ non-increasing if
Xσ � X for all variables X .

A flat formula is a formula φ in which functions only occur in flat equa-
tions. A formula φ is positively flat (negatively flat) if it is flat, and every
occurrence of a function symbol is underneath an even (odd) number of
negations. Note that every formula can be transformed to an equivalent
positively flat (negatively flat) formula; we will usually assume that such
preprocessing has been applied to formulas handled by our procedures.

Example 4.1.1. Consider the formula φ from Example 4.0.1, it is equivalent
to the following flattened formula φ′:

φ′ = ∀z1, z2, z3, z4.
�

f (a) �≈ z1 ∨ f (b) �≈ z2 ∨ f (c) �≈ z3 ∨ f (d) �≈ z4 ∨

∃x , y,u, v. ∀z5, z6, z7, z8.

⎛
⎝ g(x ,u, v) �≈ z5 ∨ g(y, z3, z4) �≈ z6 ∨

g(u, x , y) �≈ z7 ∨ g(v, z1, z2) �≈ z8 ∨
((a �≈ b ∨ z5 ≈ z6)∧ (c �≈ d ∨ z7 ≈ z8))

⎞
⎠
⎞
⎠

A proof constructed for φ′ has the same structure as the one for φ, with
the difference that all function terms are now isolated in the antecedent:

� ′
. . . , g(X , U , V )≈ o5, a ≈ b � o5 ≈ o6

�′
. . . , g(U , X , Y )≈ o7, c ≈ d � o7 ≈ o8

...
f (a)≈ o1 ∨ f (b)≈ o2 ∨ f (c)≈ o3 ∨ f (d)≈ o4 � ∃x , y,u, v. ∀z5, z6, z7, z8. . . .

(∗)
...

� ∀z1, z2, z3, z4. . . .
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To obtain a bounded rigid E-unification problem, we now restrict the terms
considered for instantiation of X , Y, U , V to the symbols that were in scope
when the variables were introduced (at point (∗) in the proof): X ranges
over constants {o1, o2, o3, o4}, Y over {o1, o2, o3, o4, X }, and so on. Since
the problem is flat, those sets contain representatives of all existing ground
terms at point (∗) in the proof. It is therefore possible to find a simultaneous
E-unifier, namely the substitution σb = {X/o1, Y /o2, U/o3, V/o4}.

It has long been observed that this restricted instantiation strategy gives rise
to a complete calculus for first-order logic with equality. The strategy was
first introduced as dummy instantiation in the seminal work of Kanger [88]
(in 1963, i.e., even before the introduction of unification), and later studied
under the names subterm instantiation and minus-normalisation [55, 56];
the relationship to SREU was observed in [53]. The impact on practical
theorem proving was again limited, however, among others because no
efficient search procedure for dummy instantiation were available [56].

We present bounded rigid E-Unification, a restriction of rigid E-unification
in the sense that we now require unifiers to be atomic substitutions such
that variables are only mapped to smaller atomic terms according to a given
partial order � (i.e., it is non-increasing). This order takes over the role of
an occurs-check of regular unification.

Definition 4.1.2. A bounded rigid E-unification (BREU) problem is a triple
U = (�, E, e), with � being a partial order over atomic terms such that for
all variables X the set {s | s � X } is finite; E is a finite set of flat equations;
and e = s ≈ t is an equation between atomic terms (the target equation). An
atomic non-increasing substitution σ is called a bounded rigid E-unifier of s
and t if sσ↔∗Eσ tσ.

Note that the partial order � is in principle an infinite object. However,
only a finite part of it is relevant for defining and solving a BREU problem,
which ensures that BREU problems can effectively be represented.

Definition 4.1.3. A simultaneous bounded rigid E-unification problem con-
sists of a pair (�, (Ei, ei)ni=1) such that each triple (�, Ei, ei) is a bounded rigid
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E-unification problem. An atomic substitution σ is a simultaneous bounded
rigid E-unifier for (�, (Ei, ei)ni=1) if σ is a bounded rigid E-unifier for each
problem (�, Ei, ei).

An unifier to a simultaneous BREU problem can be used to close all the
branches in a proof tree. In Section 4.2 we present the connection in detail.

Example 4.1.4. We revisit the Example 4.0.1, which leads to the simultane-
ous BREU problem (�, {(E1, e1), (E2, e2)}) with

E1 = E ∪ {a ≈ b}, e1 = o5 ≈ o6, E2 = E ∪ {c ≈ d}, e2 = o7 ≈ o8,

E =

�
f (a)≈ o1, f (b)≈ o2, f (c)≈ o3, f (d)≈ o4, g(X , U , V )≈ o5,
g(Y, o3, o4)≈ o6, g(U , X , Y )≈ o7, g(V, o1, o2)≈ o8



and {a, b, c, d} ≺ o1 ≺ o2 ≺ o3 ≺ o4 ≺ X ≺ Y ≺ U ≺ V ≺ o5 ≺ o6 ≺ o7 ≺
o8. A unifier to this problem is sufficient to close all goals of the tree up to
equational reasoning; one such unifier is σ = {X/o1, Y /o2, U/o3, V/o4}.

While Simultaneous Rigid E-Unification is undecidable in the general case,
Simultaneous Bounded Rigid E-Unification is decidable; the existence of
bounded rigid E-unifiers can be decided in non-deterministic polynomial
time, since it can be verified in polynomial time that a substitution σ is a
unifier of a (possibly simultaneous) BREU problem (and since an E-unifier
only has to consider variables that occur in the problem, it can be repre-
sented in space linear in the size of the BREU problem). Hardness follows
from the fact that propositional satisfiability can be reduced to BREU, by
virtue of the following construction.

4.1.2 Reduction of SAT to BREU

Consider propositional formulas φb, which are assumed to be constructed
using the following operators:

φb ::= p || ¬φb || φb ∨φb
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where p is a propositional symbol.

A formula φb of this kind is converted to a BREU problem by introducing
two constants 0 and 1; two function symbols for and fnot ; for each propo-
sitional symbol p in φb, a variable Xp such that 0≺ Xp and 1≺ Xp; and for
each sub-formula ψ of φb, a constant cψ and an equation:

Xp ≈ cψ if ψ= p,

fnot(cψ1
)≈ cψ if ψ= ¬ψ1,

for(cψ1
, cψ2
)≈ cψ if ψ=ψ1 ∨ψ2.

The above, taken together with a set of equations { for(0,0)≈ 0, for(0,1)≈
1, for(1,0) ≈ 1, for(1,1) ≈ 1, fnot(0) ≈ 1, fnot(1) ≈ 0} defining the seman-
tics of the Boolean operators, and a target equation cφb

≈ 1 yields a BREU
problem that is naturally equivalent to the problem of checking satisfiabil-
ity of φb. Indeed, every E-unifier can be translated to an assignment A of
the propositional symbols such that A |= φb.

Theorem 4.1.5. Satisfiability of BREU problems is NP-complete.

4.1.3 Generalisations

A number of generalisations in the definition of BREU are possible, but can
uniformly be reduced to BREU as formulated in Def. 4.1.2, without causing
a blow-up in the size of the BREU problem.

Definition 4.1.6. A generalised bounded rigid E-unification problem is a
triple U = (�+, E+, e+), with � being a partial order over terms such that for
all variables X the set {s | s �+ X } is finite; E+ is a finite set of equations; and
e+ is a positive Boolean formula over equality literals (the target formula). A
non-increasing substitution σ is called a bounded rigid E-unifier of s and t if
sσ↔∗Eσ tσ.
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We address how each generalisation in Definition 4.1.6 can be reduced to
ordinary BREU. The translation carries over to the simultaneous BREU prob-
lem in a natural way.

Target formula.

There is no need to restrict BREU to single target equations e, instead ar-
bitrary positive Boolean combinations of equations can be solved; this ob-
servation is useful for integration of BREU into calculi. Any such combi-
nation of equations can be transformed to a single target equation using a
construction resembling that in Section 4.1.2, at the cost of introducing a
linear number of new symbols and defining equations.

For the remainder of the chapter, we assume that e in Def. 4.1.2 can indeed
be any positive Boolean combination of atomic equations.

Arbitrary equations.

Non-flat equations in E+ or in the target formula e+ can be handled by
reduction to equisatisfiable BREU problems with only flat equations, in a
manner similar to [6]. Any non-flat equation of the form t[ f (c̄)]≈ s can be
replaced by two new equations t[d] ≈ s and f (c̄) ≈ d, where d is a fresh
constant; the symmetric case, and non-flat target equations are handled
similarly. Iterating this reduction eventually results in a problem with only
flat equations.

Non-atomic E-unifiers.

It is further possible to consider partial orders � over arbitrary terms, as
long as the set {s | s � X } is still finite for all variables X . Reduction to
problems as in Def. 4.1.2 is done by introducing a fresh constant ct and a
(possibly non-flat) equation t ≈ ct for each compound term t occurring in
a set {s | s � X } for some variable X in the BREU problem. A new order �′
is defined by replacing compound terms t with constants ct , in such a way
that

{s | s �′ X } = {s | s � X , s is atomic} ∪ {ct | t � X , t is compound} .
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With this in mind, it is possible to relax Def. 4.1.2 by including non-atomic
unifiers σ (which might map variables to compound terms) as unifiers to a
BREU problem, as long as the substitutions are non-increasing.

Example 4.1.7. Consider the generalised BREU problem B+ = (�+, E+, e+)
defined by

E+ = { f ( f (a, b), c)≈ g(b), f (X , Y )≈ c, g(b)≈ a}, e+ = a ≈ c ∧ a ≈ b,

a ≺+ b ≺+ c ≺+ f (a, a)≺+ f (a, b)≺+ f (b, a)≺+ f (b, b)≺+ X ≺+ Y.

Intuitively, the order �+ encodes the fact that an E-unifier has to be con-
structed that maps every variable to a term with at most one occurrence of f ,
and no occurrence of g. One unifier is the substitutionσ+ = {X/ f (a, b), Y /c}.
An equisatisfiable BREU problem according to Def. 4.1.2 is B = (�, E, e):

E =

⎧⎨
⎩

f (d1, c)≈ d2, f (a, b)≈ d1, g(b)≈ d2, f (X , Y )≈ c, g(b)≈ a,
f (a, a)≈ d3, f (a, b)≈ d4, f (b, a)≈ d5, f (b, b)≈ d6,
ft(a)≈ t1, ft(b)≈ t2, ft(c)≈ t2

⎫⎬
⎭ ,

e = t1 ≈ t2, a ≺ b ≺ c ≺ d3 ≺ d4 ≺ d5 ≺ d6 ≺ X ≺ Y,

with the E-unifier σ = {X/d4, Y /c}.

4.2 A Sequent Calculus with E-Unification

Starting from the base calculus, presented in Section 3.1, we now extend it
to first-order logic with equality by adding additional inference rules. The
calculus operates only on flat formulas, and illustrates the use of free vari-
ables and BREU for delayed instantiation; for practical purposes, many re-
finements are possible, some of which are outlined in Section 4.4. The
BREU procedure is utilised to define a global closure rule that discharges
all goals of a proof tree simultaneously. The base calculus is proof-confluent
and all added rules preserves this property, thus allowing backtracking-free
proof search. We will show that fair application of the proof rules is com-
plete.
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Γ � φ,Δ
Γ ,¬φ � Δ ¬-LEFT

Γ ,φ � Δ
Γ � ¬φ,Δ

¬-RIGHT

Γ ,φ,ψ � Δ
Γ ,φ ∧ψ � Δ ∧-LEFT

Γ � φ,Δ Γ � ψ,Δ
Γ � φ ∧ψ,Δ

∧-RIGHT

Γ ,φ � Δ Γ ,ψ � Δ
Γ ,φ ∨ψ � Δ ∨-LEFT

Γ � φ,ψ,Δ
Γ � φ ∨ψ,Δ

∨-RIGHT

Γ ,∀x .φ,φ[x/X ] � Δ
Γ ,∀x .φ � Δ ∀-LEFT

Γ � φ[x/c],Δ
Γ � ∀x .φ,Δ ∀-RIGHT

Γ ,φ[x/c] � Δ
Γ ,∃x .φ � Δ ∃-LEFT

Γ � ∃x .φ,φ[x/X ],Δ
Γ � ∃x .φ,Δ ∃-RIGHT

Γ � Δ
Γ , s ≈ s � Δ ≈-ELIM

∗
Γ � s ≈ s,Δ

≈-CLOSE

Γ , t ≈ s � Δ
Γ , s ≈ t � Δ ≈-ORIENT where t � s

Γ , t ≈ s, (t ′ ≈ s′)[t/s] � Δ
Γ , t ≈ s, t ′ ≈ s′ � Δ ≈-LEFT

where t � s and t ′ � s′, the
term t occurs in t ′ ≈ s′, and if
t = t ′ then s′ � s

Γ , t ≈ s � (t ′ ≈ s′)[t/s],Δ
Γ , t ≈ s � t ′ ≈ s′,Δ ≈-RIGHT

where t � s and the term t
occurs in t ′ ≈ s′

∗
Γ1 � Δ1

. . . ∗
Γn � Δn

BREU

.. . ...
Γ � Δ

where Γ1 �Δ1, . . . , Γn �Δn are
all open goals of the proof,
Ei = {t ≈ s ∈ Γi} are flat
antecedent equations,
ei =

∨{t ≈ s ∈Δi} are
succedent equations, and the
simultaneous BREU
problem (�, (Ei, ei)ni=1) is
solvable

Figure 4.1. Our sequent calculus for first-order logic with equality. In rules ∀-LEFT

and ∃-RIGHT, X is a fresh variable, whereas the rules ∃-LEFT and ∀-RIGHT introduce
a fresh constant c. In ≈-LEFT and ≈-RIGHT, the equation (t ′ ≈ s′)[t/s] is the result
of replacing all occurrences of t with s.
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The propositional, first-order, and equational rules of the calculus are in Fig-
ure 4.1. Propositional and first-order rules (top half) are identical to the
base calculus. The extension, the equational rules (bottom half) simplify
terms by means of ordered ground rewriting. Compared with the proposed
rules in Section 3.3.1, this calculus does impose a restriction in how terms
can be substituted to avoid infinite deductions and only allows substitution
in one direction. We introduce a strict partial order ≺ ⊆ (C ∪ V )2 over
constants and free variables reflecting the order in which symbols are in-
troduced by the rules ∀-LEFT, ∀-RIGHT, ∃-LEFT, ∃-RIGHT: we define s ≺ t
if the constant or variable t was introduced above the symbol s, or if s is a
symbol already occurring in the root sequent and t is introduced by some
rule in the proof. For instance, for the proof shown in Example 4.0.1, the
partial order shown in Example 4.0.1 is derived.

By slight abuse of notation, we also write s ≺ f (t1, . . . , tn) if s does not
start with a function symbol. The rule ≈ORIENT moves the bigger term to
the left-hand side of an equation. ≈-LEFT and ≈-RIGHT can be used to re-
place occurrences of the (bigger) left-hand side term of an equation with
the smaller right-hand side term; this rewriting is purely ground and does
not unify expressions containing free variables (unification is entirely left to
the BREU closure rule discussed in the next paragraph). As a consequence,
and since ≺ is well-founded, rewriting is terminating and confluent, and
in fact implements a congruence closure procedure [6] that eventually re-
places every term with a unique representative term of its equivalence class
modulo equations in the antecedent.

The BREU rule operates globally and closes all remaining goals of a proof
if a global E-unifier σ exists that solves some succedent equation in each
goal. The rule makes use of the non-strict partial order � corresponding
to ≺, with the implication that every variable X can be mapped to symbols
that were introduced prior to X in the proof. To encode non-emptiness
of the universe, we assume that there is some constant c⊥ ∈ C below all
variables X ∈ V in a proof (c⊥ ≺ X for all X ∈ V ); if the proof itself does
not contain such a constant, it is assumed that c⊥ is some fresh constant
with c⊥ ≺ X for all variables X .
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Example 4.2.1. Consider a proof branch with the sequent taken from Exam-
ple 3.3.4 and some ordering over the terms, e.g., a � b � f (a, b) � f (X , X ).
If a substitution σ = {x/a} has been applied, we can close such a branch
using the rules presented in Figure 4.1:

∗
b ≈ a � f (X , X ),≈ f (a, a)

≈-CLOSE

b ≈ a � f (X , X ),≈ f (a, b)
≈-RIGHT

a ≈ b � f (X , X )≈ f (a, b)
≈-ORIENT

where the ≈-CLOSE can be used after applying the substitution σ = {X/a}.
We can also perform all this steps at once by applying BREU rule (if this is the
last open branch of the proof):

∗
a ≈ b � f (X , X )≈ f (a, b)

BREU

if σ is applied to the whole proof, where σ is a solution to the BREU prob-
lem (≺, {a ≈ b}, f (X , X ) ≈ f (a, b)). If there are more open branches, the
corresponding simultaneous BREU problem must be solved instead.

4.3 Properties of the Calculus

The base calculus has been shown to be sound and complete. In this section
we show that also the extended calculus is sound and complete.

4.3.1 Soundness

The soundness of the calculus from Figure 4.1 can be shown by substituting
constants for all free variables, and observing the local soundness of each
rule.

Lemma 4.3.1 (Soundness). Suppose Γ � Δ is a sequent without free vari-
ables. If a closed proof can be constructed for Γ � Δ using the calculus in
Figure 4.1, then Γ �Δ is valid.
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Proof. We assume that a proof for Γ �Δ was closed using rule BREU, with a
non-increasing unifier σ that maps every variable X occurring in the proof
to a constant Xσ ∈ C with Xσ ≺ X . In case all goals were closed using
≈CLOSE, Xσ can be some arbitrary constant with Xσ ≺ X .

By induction, it can be shown that the instance (Γ ′ � Δ′)σ = Γ ′σ � Δ′σ
of every sequent Γ ′ � Δ′ occurring in the proof is valid. This is the case
for every goal discharged using rule BREU by definition. For all other rules,
it is the case that if the σ-instance of the premises is valid, then also the
σ-instance of the conclusion is valid. We show two cases, the other rules
are verified similarly:

• ∃-LEFT: assume that the instantiated premise (Γ ,φ[x/c] � Δ)σ is
valid. Since c is fresh, for all free variables X in Γ ,∃x .φ �Δ, X ≺
c . Therefore Xσ ≺ c, and it follows that (Γ ,∃x .φ � Δ)σ does
not contain c. Validity of (Γ ,φ[x/c] � Δ)σ then implies validity of
∀x .(

∧
Γ ∧φ→∨

Δ)σ, and equivalently of (Γ ,∃x .φ �Δ)σ.
• ≈-LEFT: assume that (Γ , t ≈ s, (t ′ ≈ s′)[t/s] �Δ)σ is valid. Then the

conclusion (Γ , t ≈ s, t ′ ≈ s′ �Δ)σ is valid, too, since the conjunctions
(t ≈ s ∧ t ′ ≈ s′)σ and (t ≈ s ∧ (t ′ ≈ s′)[t/s])σ are equivalent.

Since the root sequent Γ � Δ does not contain any free variables, it is
implied that (Γ �Δ)σ = Γ �Δ is valid.

4.3.2 Completeness

The completeness of the calculus can be shown using a model construction
argument (e.g., [64]), which also implies that every attempt to construct a
proof of a valid sequent in a “fair” manner will ultimately be successful; this
ensures that proofs can always be found without the need for backtracking
(although backtracking might sometimes lead to success more quickly, of
course).

We call a proof search strategy for the calculus in Figure 4.1 fair if the appli-
cable propositional and first-order rules ∧-LEFT, ∧-RIGHT, ∨-LEFT, ∨-RIGHT,
¬-LEFT, ¬-RIGHT, ∀-LEFT, ∀-RIGHT, ∃-LEFT, ∃-RIGHT are always eventually
applied, and in the case of ∀-LEFT and ∃-RIGHT that they are eventually ap-

64



plied unboundedly often. Fairness does not mandate the application of the
equational rules, which are subsumed by BREU; eager application of equa-
tional rules is in practice cheap and advisable for performance, however.

Lemma 4.3.2 (Completeness of fair proof search). Suppose Γ � Δ is a se-
quent without free variables, and suppose that a proof is constructed in a fair
manner. If Γ � Δ is valid, then eventually a proof tree will be obtained that
can be closed using the rule BREU.

In order to prove this lemma, we first consider a “ground” version GC of
our calculus, obtained by removing the rule BREU, and by replacing ∀-LEFT

and ∃-RIGHT with the following ground rules:

Γ ,∀x .φ,φ[x/c] � Δ
Γ ,∀x .φ � Δ ∀-LEFTg ,

Γ � ∃x .φ,φ[x/c],Δ
Γ � ∃x .φ,Δ

∃-RIGHTg

where c is an arbitrary constant. GC has the property that systematic appli-
cation of the rules will either eventually produce a closed proof, or lead to
a saturated (possibly infinite) branch from which a model can be derived:

Definition 4.3.3. An open proof branch in GC labelled with sequents Γ0 �Δ0,
Γ1 �Δ1, . . . (where Γ0 �Δ0 is the root of the proof) is called saturated if

(i) the branch is finite and no rule is applicable in the goal sequent Γn �Δn;
or

(ii) the branch is infinite, and for the limit sets Γ∞,Δ∞ of formulas occur-
ring on the branch, as well as the sets Γ p,Δp of persistent formulas

Γ∞ =
⋃
i≥0

Γi , Δ∞ =
⋃
i≥0

Δi ,

Γp =
⋃
i≥0

⋂
j≥i

Γ j , Δp =
⋃
i≥0

⋂
j≥i

Δ j

it is the case that a) Γp only contains equations and ∀-quantified formu-
las; b) Δp only contains equations and ∃-quantified formulas; c) none
of the rules ≈ELIM, ≈CLOSE, ≈ORIENT, ≈-LEFT, ≈-RIGHT is applicable
in Γp �Δp; d) at least one constant c occurs on the branch; e) for every
formula ∀x .φ ∈ Γp and every constant c occurring on the branch, there
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is an instance φ[x/c] ∈ Γ∞; and f) for every formula ∃x .φ ∈ Δp and
every constant c there is an instance φ[x/c] ∈Δ∞.

The ability to construct saturated branches follows directly from the ob-
servation that application of the GC-rules other than ∀-LEFTg and ∃-LEFTg

terminates (because ≺ is well-founded), and that ∀-LEFTg and ∃-LEFTg can
be managed in a fair way using a work queue. The property (ii)–(d) en-
codes non-emptiness of universes, and is ensured by instantiating every
formula ∀x .φ ∈ Γp and ∃x .φ ∈ Δp at least once on every branch (e.g.,
using the ≺-smallest constant c⊥).

Lemma 4.3.4. If a (finite or infinite) GC proof contains a saturated branch,
then the root sequent Γ �Δ has a counter-model (is invalid).

Proof. We use persistent equations to construct a structure S = (U , I). In
case of a finite saturated branch, persistent formulas are the ones in the
goal; without loss of generality, we assume that also finite branches contain
at least one constant. U is chosen as the set of constants that do not occur as
left-hand side of some persistent antecedent equation; left-hand side terms
are interpreted as the right-hand side constants. In case the value of some
function application f (c1, . . . , cn) is not determined by the equations, we
set the value to some arbitrary constant c ∈ U:

U = {c ∈ C | c occurs in Γ∞∪Δ∞} \ {c | c ≈ d ∈ Γp}

I(c) =

�
d if there exists an equation c ≈ d ∈ Γp
c otherwise

I( f )(c1, . . . , cn) =

�
d if there exists an equation f (c1, . . . , cn)≈ d ∈ Γp
c otherwise, for some arbitrary c ∈ U

Since no equational rule is applicable in Γp � Δp, it is clear that valS(t ≈
s) = true for every t ≈ s ∈ Γp, and valS(t ≈ s) = false for every t ≈ s ∈Δp.

By well-founded induction over the equations in Γ∞, it can then be shown
that in fact all equations in Γ∞ evaluate to true under S. For this we define
a well-founded order≺′ over flat equations (for c, d ∈ C , c̄, c̄′ ∈ C∗, f , g ∈ F ,
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and ≺lex, the well-founded lexicographic order induced by ≺):

(c ≈ d)≺′ (c′ ≈ d ′) ⇔ (d, c)≺lex (d
′, c′), (c ≈ d)≺′ ( f (c̄)≈ d ′),

( f (c̄)≈ d)≺′ (g(c̄′)≈ d ′) ⇔ f = g and (d, c̄)≺lex (d
′, c̄′).

In particular, note that in any application of rule ≈-LEFT we have (t ≈ s)≺′
(t ′ ≈ s′) and (t ′ ≈ s′)[t/s] ≺′ (t ′ ≈ s′); this implies that if all equations
≺′-smaller than t ′ ≈ s′ hold, then also t ′ ≈ s′ holds. In the same way, it can
be proven that all equations in Δ∞ evaluate to false.

By induction over the depth of formulas we can conclude that all formulas
(not only equations) in Γ∞ evaluate to true, and all formulas in Δ∞ to
false.

Lem. 4.3.2. Assume that an (unsuccessful) attempt was made to construct
a proof P for the valid sequent Γ � Δ by fair application of the rules in
Figure 4.1. We define a global mapping v : V → C of variables occurring in
P to constants, and use v to map P to a GC-proof with a saturated branch.
The mapping v is defined successively by depth-first traversal of P, visiting
sequents closer to the root earlier than sequents further away. Note that for
each branch that has not been closed by applying ≈CLOSE, fairness implies
that ∀-LEFT (∃-RIGHT) has been applied infinitely often to every universally
quantified formula in the antecedent (existentially quantified formula in
the succedent).

When a node is visited where a new variable X is introduced by ∀-LEFT or
∃-RIGHT for a quantified formula φ, set v(X ) = c for some constant c ≺ X
that is ≺-minimal among the constants that have not yet been assigned for
the same formula φ on this branch. If no such constant exists, an arbi-
trary constant c ≺ X is chosen. On every infinite branch, this ensures that
for every quantified formula φ handled via ∀-LEFT or ∃-RIGHT, and every
constant c occurring on the branch, there is some application of ∀-LEFT or
∃-RIGHT to φ such that the introduced variable X is mapped to c = v(X ).

The function v can then be used to translate P to a GC-proof P ′, replacing
each variable X with the constant v(X ), and inserting exhaustive applica-
tions of the equational rules wherever they are applicable. By Lem. 4.3.4
and since Γ �Δ is valid, each branch in P ′ can be closed after finitely many
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steps through ≈CLOSE. This implies that it has to be possible to close the
corresponding finite prefix of the original proof P using rule BREU, with the
mapping v restricted to the variables occurring in the prefix as E-unifier.

4.4 Refinements and Application of the Calculus

The presented calculus can be refined in many practically relevant ways;
here we outline three modifications that we use in our implementation.

General instantiation.

Similar to the subterm instantiation method proposed by Kanger [88], our
system explicitly generates constants representing all terms possibly re-
quired for instantiation of quantified formulas, through application of ∃-
LEFT and ∀-RIGHT. While subterm instantiation is complete, it has been
observed (e.g., in [55]) that resulting proofs can sometimes be significantly
longer than the shortest proofs that can be obtained when considering ar-
bitrary instances of quantified formulas. Instantiation with new terms can
be simulated in our systems by adding a rule TOT representing the totality
axiom ∀ x̄ .∃y. f ( x̄)≈ y , which iteratively increases the range of terms con-
sidered for substitution by the BREU rule. In TOT, f is a function symbol,
X1, . . . , Xn are fresh variables, and c is a fresh constant (and we set Xi ≺ c
for all i ∈ {1, . . . , n}):

Γ , f (X1, . . . , Xn)≈ c � Δ
Γ � Δ TOT

Local closure.

The closure rule BREU can be generalised to operate not only on complete
proof trees, but also on arbitrary sub-trees, and thus be used to guide proof
expansion. For any sub-tree t, it can be checked (i) whether all goals in t
contain equations that are simultaneously E-unifiable; as long as this is not
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the case, proof expansion can focus on t, since rules applied to branches out-
side of t will not be helpful; and (ii) whether the goals in t are E-unifiable
with a unifier σ such that Xσ = X for all variables X that occur outside of
t; in this case, t can be closed permanently and does not have to be con-
sidered again. It is also possible to define a notion of unsatisfiable cores for
E-unification problems, which can further refine the selection of goals to be
expanded.

Ground instantiation.

It has also been observed that handling of quantifiers using free variables
is very powerful, but is excessively expensive in case of simple quantified
formulas that have to be instantiated many times, and provides little guid-
ance for proof construction. Possible solutions include the use of connec-
tion conditions (see Section 4.10), universal variables, or simplification
rules [17, 74]. In our implementation, we use a more straightforward
hybrid approach that combines free variables with ground instantiation
through E-matching [122]; in combination, free variables and e-matching
can solve significantly more problems than either technique individually.
E-matching can be integrated naturally in our calculus without losing com-
pleteness, following [122]; in general this requires the use of the rule TOT

shown above. Otherwise, some triggers might never be activated because
no triggering instance could be found, while a proper instantiation of the
totality-axiom would provide such an instance.

Application strategy.

When using the BREU rule as the main approach to close branches in a
proof-search a choice has to be made how and when to try and apply it. A
too eager approach might lead to extensive search of BREU unifiers, while
waiting to long might lead to unnecessary large proofs (as well as large
BREU problems). In this work we rank different search steps and try and
apply all non-branching and non-instantiating rules eagerly first, as well as
rewriting, and next the BREU is attempted at the smallest sub-tree which
does not share free variables with any other branches. If a unifier is found
for this sub-tree, then it can be closed without affecting the rest of the
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search, as described above. If no unifier can be found, another step must
be applied (e.g., branching or instantiating a quantifier with a free variable).
This strategy utilises the fact that BREU problems are by design finite and
small and can thus be processed fairly quickly (in comparison with full E-
unification).

4.5 Solving Bounded Rigid E-Unification

Suppose B = (�, E, e) is a BREU problem, and S ⊆ V ∪ C the set of all
atomic terms occurring in B (“relevant terms”). In this chapter, two dif-
ferent procedure for solving BREU are presented, an eager encoding of the
problem into SAT that encodes the entire procedure as a SAT-problem, and
a lazy encoding that uses SAT to generate candidate substitutions. Common
to both methods is the representation of the candidate substitution.

4.5.1 Candidate representation

We introduce a bijection Ind : S→ {1, . . . , |S|}, such that for each s, t ∈ S we
have s � t ⇒ Ind(s)≤ Ind(t); the mapping Ind, as well as its inverse Ind−1,
will be used for the remainder of the paper. A candidate substitution is
represented by a set of pseudo-integer variables1 {vs | s ∈ S}, where each
vs represents which atomic term should substitute s. The following SAT-
constraint restricts the domain of each vs:∧

c∈S∩C

vc = Ind(c) ∧ ∧
X∈S∩V

∨
t∈S
t�X

�
vX = Ind(t)∧ vt = Ind(t)

�
(SAT DOMAIN)

The SAT DOMAIN constraint consists of two conjunctions, the first ensures
that no constants are substituted. The second ensures that each variable X
is substituted by a term t, which is smaller or equal to X , such that t is not
substituted by another term. This guarantees that represented substitution
is idempotent.
1A pseudo-integer variable is a bit-wise representation of an integer in the range {1, . . . , n}
by introducing $log n% Boolean variables.
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Any idempotent substitution σ satisfying Xσ � X for the variables X ∈ V
(as in Def. 4.1.2) can be represented by vX = Ind(Xσ), and thus gives rise to
a SAT model of the domain constraint; and vice versa. A search procedure
over the models is thus sufficient for enumerating all possible candidates.
The SAT DOMAIN constraint will be used in both methods presented in this
paper.

4.6 Eager Encoding of Bounded Rigid E-Unification

In this section we describe how to eagerly encode a (simultaneous) BREU
problem into SAT. We note that a fairly intricate encoding is necessary to
accommodate the combination of variables, constants, and congruence rea-
soning. For instance, the classical Ackermann reduction can be used to
encode congruence closure and constants, but is not applicable in the pres-
ence of both variables and constants, since unification will still be needed.
We begin with a more precise definition of congruence closure.

4.7 Congruence Closure

We characterise the concept of congruence closure (CC) [105, 6] as fixed-
point computation over equivalence relations between symbols. Let S ⊆
C ∪ V denote a finite set of constants and variables. The equivalence clo-
sure ClEq(R) of a binary relation R ⊆ S2 is the smallest equivalence relation
(ER) containing R.

Let further E be a finite set of flat equations over S (and arbitrary functions
from F). Without loss of generality, we assume that every equation in E
contains a function symbol; equations a ≈ b between constants or vari-
ables can be rewritten to f () ≈ a, f () ≈ b by introducing a fresh zero-ary
function f . The congruence closure CCE(R) of a relation R ⊆ S2 with respect
to E is the smallest ER that is consistent with the equations E, and defined
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as a least fixed-point over binary relations as follows:

CC1
E(R) = ClEq

�
R∪ {(b, b′) | ∃ f (ā)≈ b, f (ā′)≈ b′ ∈ E with (ā, ā′) ∈ R}�

CCE(R) = μX ⊆ S2. CC1
E(R∪ X )

where (ā, ā′) ∈ R is the inclusion {(a1, a′1), (a2, a′2), . . . , (an, a′n)} ⊆ R, pro-
vided ā = (a1, . . . , an) and ā′ = (a′1, . . . , a′n).

Example 4.7.1. Given terms {a, b, o1, o2, o3, o4, o5, o6, X , Y, U , V} and equal-
ities {a ≈ b, f (a)≈ o1, f (b)≈ o2, g(X , U , V )≈ o5, g(Y, o3, o4)≈ o6} and an
assignment substitution for the variables (here treated as a set of equalities)
σ = {X = o1, Y = o2, U = o3, V = o4}, a step-by-step illustration of a congru-
ence closure computation is shown in Figure 4.2. When starting each term is in
a separate equivalence class and during the first step (σ) all assignment equal-
ities are handled at once; a dashed line around two (or more) terms denotes
the merging of the equivalence classes containing them. In each subsequent
step two equivalence classes are merged, and as a final result we have seven
equivalence classes: {a, b}, {o1, o2, X , Y }, {o3, U}, {o4, V}, {o5, o6}, {o7}, {o8}.
From this we can deduce, for example, that o5 = o6 is implied by the original
set of equalities.

4.7.1 Congruence Tables

Consider the simultaneous BREU problem and unifier σ introduced in Ex-
ample 4.0.1. Figure 4.2 in Section 4.7 shows a congruence closure compu-
tation for the resulting equalities after applying σ of the first sub-problem.
From the final results we can see that o5 = o6 is implied, henceσ is a unifier
for the first sub-problem.

In general, this procedure takes at most n steps, where n is the number of
initial constants and variables (since each step reduces the number of equiv-
alence classes by one). Therefore, by a table with n rows and n columns,
we can represent any such derivation. A congruence table is a table where
each column represents a union-find data structure in a step of the congru-
ence closure procedure, and each row corresponds to an atomic term and
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σ

a o1 o2 o3 o4

b X Y U V

o5 o6

o7 o8

a ≈ b

a o1 o2 o3 o4

b X Y U V

o5 o6

o7 o8

f (a)≈ o1, f (b)≈ o2

a o1 o2 o3 o4

b X Y U V

o5 o6

o7 o8

g(o1, o3, o4)≈ o5, g(o2, o3, o4)≈ o6

a o1 o2 o3 o4

b X Y U V

o5 o6

o7 o8

Figure 4.2. Step-by-step congruence closure.

each cell contains the representative (the smallest term of an equivalence
class) for each term in corresponding step. The initial column is defined
by a substitution while every internal column is constrained by its previous
column modulo the given set of equations. From the final column of the
table, an equivalence relation, equal to the congruence closure of the given
substitution modulo the given equations, can be extracted.
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Definition 4.7.2. Suppose E is a set of flat equations, each containing exactly
one function symbol, andσ is a non-increasing substitution. As before, let S =
{t1, . . . , tm} ⊆ C ∪ V be the relevant terms, and Ind(ti) = i (i ∈ {1, . . . , m}).

Then a congruence table T of size n for E and σ is a list of column vectors
[c̄1, . . . c̄n], with c̄i ∈ {1, . . . , |S|}m, where c̄1 = (Ind(t1σ), . . . , Ind(tmσ)) and
for each pair of consecutive vectors c̄i and c̄i+1 and each j ∈ {1, . . . , m}:

(1) if c̄i( j)2 �= j then c̄i+1( j) = c̄i+1(c̄i( j)).
(2) if c̄i( j) = j then:

a) c̄i+1( j) = c̄i+1(k) if k < j, and there are equations f (a1, . . . , al) ≈
b,
f (a′1, . . . , a′l) ≈ b′ ∈ E such that c̄i(Ind(b)) = j and c̄i(Ind(b′)) =
k, and furthermore c̄i(Ind(ah)) = c̄i(Ind(a′h)) for all h ∈ {1, . . . , l}.

b) c̄i+1( j) = j if no such pair of equations exists.

Intuitively, each column vector represents one step in a congruence closure
computation, and position i in a column vector corresponds to the repre-
sentative of the term ti at this step. In many cases, a full congruence table
is not needed, but often derivations will terminate in fewer steps. For ex-
ample, in Figure 4.2 only four steps were needed.

To explain the definition, observe first that all entries of the first vector
“point” upwards, i.e., c̄1( j) ≤ j for j ∈ {1, . . . , m} (due to the definition
of Ind in Section 4.5.1), and define a union-find forest. The rules relating
consecutive vectors (union-find data structures) to each other in Def. 4.7.2
correspond to three different cases: (1) defines path shortening, stating
that each term can point directly to its representative term; (2a) states that
if the arguments of two function applications are equal, the results must
also be equal, and enables merging of the two equivalence classes such
that the new representative is the smaller term; and (2b) states that if no
such merging is possible, a term retains its identity value. All definitions
are acyclic because the property c̄i( j)≤ j is preserved in all columns i (see
Lem. 4.7.5 below).

2We write c̄( j) for the jth component of a vector c̄.
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a b o1 o2 o3 o4 X Y U V o5 o6 o7 o8
a b o1 o2 o3 o4 o1 o2 o3 o4 o5 o6 o7 o8
a a o1 o2 o3 o4 o1 o2 o3 o4 o5 o6 o7 o8
a a o1 o1 o3 o4 o1 o1 o3 o4 o5 o6 o7 o8
a a o1 o1 o3 o4 o1 o1 o3 o4 o5 o5 o7 o8

Table 4.1. Complete congruence table for the derivation in Figure 4.2.

Example 4.7.3. In Table 4.1 a complete congruence table (of size 4) for the
derivation in Figure 4.2 is shown; for sake of presentation, the table contains
symbols t rather than their index Ind(t), and in each column bold font indi-
cates modified entries. We can see that the fourth column defines an equiv-
alence relation partitioning ER of the set of relevant terms S into seven sets.
More importantly, under this equivalence relation the two terms in the target
equation e1 = o5 ≈ER o6 are equal, implying that the substitution is a unifier
to this sub-problem.

As noted, a congruence table does not always need the full number of
columns to represent a congruence closure accurately, but the computation
might terminate in fewer steps. This leads to the following definition:

Definition 4.7.4. A congruence table T = [c̄1, . . . , c̄n] of size n is complete
if for every table T ′ = [c̄′1, . . . c̄′n+1] of size n+ 1, if c̄1 = c̄′1, . . . , c̄n = c̄′n then
c′n+1 = c′n.

Intuitively, a congruence table T is complete, if every additional column
added would be identical to the last one.

Lemma 4.7.5. For every congruence table T = [c̄1, . . . , c̄n] of size n
∀i ∈ {1, . . . , n− 1}. ∀ j ∈ {1, . . . , |c̄i|}. c̄i+1( j)≤ c̄i( j).

Lem. 4.7.5 states that when observing a certain index of vectors of a congru-
ence table, e.g., c̄1(2), c̄2(2), . . . , the values are non-increasing. Therefore,
given a set of relevant terms S, there is an upper bound b such that all con-
gruence tables, with vectors of length |S|, with size n≥ b will be complete.

75



Observe that every vector c̄ in a congruence table of size n defines an equiv-
alence relation ER(c̄) = ClEq{(Ind−1( j), Ind−1(c̄( j))) | j ∈ {1, . . . , m}}. Fur-
thermore, considering a congruence table T of size n for a set of equations
E and a substitution σ, the vectors c̄1, . . . c̄n ∈ T represent intermediate
and the final step of congruence closure over E and σ. This leads to the
following lemma:

Lemma 4.7.6. Given a complete congruence table T of size n for equations E
and substitution σ, it holds that ER(c̄n) = CCE{(t, tσ) | t ∈ S}.

Proof. For clarity, let RI
σ = {(Ind(s), Ind(t)) | (s, t) ∈ Rσ} Intuitively, RI

σ

is the same relation as Rσ but defined over integers instead of terms. For
j ∈ � define σI j = Ind((Ind−1( j)σ)), i.e., the index of the resulting term
after applying σ to the term corresponding to j.

We can first observe that c̄i( j)≤ j for every i ∈ {1, . . . , n} and j ∈ {1, . . . , m},
due to Lem. 4.7.5, and because the first column has this property.

In the whole proof, we write Rσ = CCE{(t, tσ) | t ∈ S}. We show the
two directions of the lemma: ER(c̄n) ⊆ Rσ (soundness), and Rσ ⊆ ER(c̄n)
(completeness).

Soundness

By well-founded induction over pairs (i, j) ∈ �2, with the lexicographic
ordering (i, j)< (i′, j′)⇔ i < i′ ∨ (i = i′ ∧ j < j′), we show the property

( j, c̄i( j)) ∈ RI
σ (4.1)

From this soundness follows directly, because Rσ is an equivalence relation.
Suppose (4.1) holds for all pairs (i′, j′) with (i′, j′)< (i, j).

• If i = 1, then c̄i( j) = jσI by Definition 4.7.2, that means c̄i( j) = jσI ,
and (4.1) holds by construction.
• For i > 1, according to Definition 4.7.2 there are different cases:

(i) c̄i−1( j) �= j, which implies c̄i−1( j)< j and c̄i( j) = c̄i(c̄i−1( j)).
⇒ Through induction, we know:

– ( j, c̄i−1( j)) ∈ RI
σ
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– (c̄i−1( j), c̄i(c̄i−1( j))) ∈ RI
σ

It is then also the case that ( j, c̄i(c̄i−1( j))) ∈ RI
σ because RI

σ is an
ER.

(ii) c̄i−1( j) = j, and
a) c̄i( j) = c̄i(k) with k < j, and there are equations

f (a1, . . . , al)≈ b, f (a′1, . . . , a′l)≈ b′ ∈ E

such that c̄i−1(a1) = c̄i−1(a′l), . . . , c̄i−1(al) = c̄i−1(a′l), and
c̄i−1(b) = j, c̄i(b′) = k.
⇒ Through the induction, and because RI

σ is an ER that is
consistent with the equations E, we know that (b, b′) ∈ RI

σ.
Because of c̄i−1(b) = j and induction, we furthermore know
(b, j) ∈ RI

σ and similarly (b′, k) ∈ RI
σ. Because RI

σ is an ER,
this altogether implies ( j, k) ∈ RI

σ.
Due to k < j, we finally have (k, c̄i(k)) ∈ RI

σ by induction,
and therefore ( j, c̄i(k)) ∈ RI

σ.
b) no such pair of equations exists, and c̄i( j) = j
⇒ It follows that ( j, j) ∈ RI

σ because RI
σ is an ER.

Completeness

Observe that all columns c̄i with i > 1 are idempotent in the following sense:
if c̄i( j) �= j, then c̄i(c̄i( j)) = c̄i( j) (this follows directly from Def. 4.7.2). This
implies that ER(c̄n) = {(s, t) ∈ S2 | c̄n(Ind(s)) = c̄n(Ind(t))}. Completeness
of a table then implies that ER(c̄n) is also a fixed-point of the function CC1

E

defining the congruence closure function CCE . Because Rσ = CCE{(t, tσ) |
t ∈ S} is the least fixed-point of CC1

E (that includes {(t, tσ) | t ∈ S}), we
can conclude Rσ ⊆ ER(c̄n).

Observe that if a BREU problem B = (�, E, s ≈ t) has an E-unifier σ, then
(s, t) ∈ CCE{(t ′, t ′σ) | t ′ ∈ S}. Therefore, with Lem. 4.7.5 and Lem. 4.7.6,
it is only necessary to consider the congruence tables of a large enough
size for every substitution to converge to a solution, and if none of them
represents a unifier, the given BREU problem is unsatisfiable. This leads to
the construction of a SAT model that encodes all possible congruence table
of a certain size.
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4.7.2 Modeling Congruence Tables using SAT

In the remainder of this section we present the variables (the congruence
matrix and the active congruence pairs) as well as the constraints introduced
to model congruence tables for a given BREU problem B = (�, E, e) using
SAT.

Congruence matrix.

The congruence matrix M ∈ {1, . . . , m}m×n is a matrix of pseudo-integer vari-
ables with m rows and n columns, corresponding to the vectors [c̄1, . . . c̄n]
in Def. 4.7.2. We write M i

j for the cell in row j and column i. Intuitively, the
matrix represents congruence tables of size n for a set of relevant symbols
S with |S|= m, and cell M i

j represents the entry c̄i( j).

Active congruence pairs.

The set of congruence pairs is the set CP = {( f (ā) ≈ b, f (ā′) ≈ b′) ∈ E2}.
For each column i > 1 in the congruence matrix, there is also a set {vi

cp |
cp ∈ CP} of auxiliary Boolean variables that indicate the active congruence
pairs cp = ( f (a1, . . . , ak)≈ b, f (a′1, . . . , a′k)≈ b′), constrained by:

vi
cp⇔ M i−1

Ind(a1)
= M i−1

Ind(a′1)
∧ · · · ∧M i−1

Ind(ak)
= M i−1

Ind(a′k)
∧M i−1

Ind(b) > M i−1
Ind(b′)

(TABLE CP)
Intuitively, if some vi

cp is true, the congruence pair cp represents two equa-
tions in which the arguments are equal in the equivalence relation of col-
umn i−1, but the results are different, i.e., two equivalence classes can be
merged.

Initial column.

In the initial column, we constrain each cell M1
j to be consistent with the

variables vs introduced in Section 4.5.1 to represent candidate substitu-
tions: ∧

t∈S

M1
Ind(t) = vt (TABLE INIT)
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Internal column.

In the internal columns with index i > 1, each cell must obey the following
constraints, for every j ∈ {1, . . . , m}:∨

k∈{1,..., j−1}
(M i−1

j = k ∧M i
j = M i

k)∨ (TABLE INT)

M i−1
j = j ∧

⎛
⎜⎜⎜⎝

∧
cp∈CP(¬vi

cp ∨M i−1
Ind(b) ��= j)∧M i

j = j

∨∨
cp∈CP

�
vi

cp ∧M i−1
Ind(b) = j∧∨

k∈{1,..., j−1}(M i−1
Ind(b′) = k ∧M i

j = M i
k)
�

⎞
⎟⎟⎟⎠

with cp = ( f (ā) ≈ b, f (ā′) ≈ b′). The topmost constraint models condi-
tion (1) while the bottom constraint models condition (2) in Def. 4.7.2.

Goal Constraint.

The final constraint asserts that the two rows corresponding to the two
terms in the target equation contain the same atomic term in the final col-
umn.

M n
Ind(s) = M n

Ind(t) (TABLE GOAL)

where the target equations is e = s ≈ t and the table has n columns.

Incompletion Constraint.

In principle, we can create a congruence matrix with one row for each term
and one column for each (possible) congruence closure step. As discussed
above an upper bound is the number of terms in the original problem. How-
ever, in practice it is a large over-approximation and we have not been able
to find a better bound. Instead, we formulate an incompletion constraint
which is added to the last column of the congruence matrix, which allows
for an iterative search over congruence matrix sizes:∨

cp∈CP

vn+1
cp (TABLE INCOMP)
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If the constraint is satisfied, it implies that if a column is added to the con-
gruence matrix, the final two columns will be identical, i.e., all congruence
tables represented by the congruence matrix are complete.

Input: BREU problem B = (�, E, s ≈ t)
Add initial table constraint (SAT DOMAIN, TABLE CP, INIT, INT, GOAL)
while ¬sol ver.isSat() do

Remove goal constraint (SAT GOAL)
Add incompletion constraint (TABLE INCOMP)
if ¬sol ver.isSat() then

return UNSAT
else

Remove incompletion constraint (TABLE INCOMP)
Add internal column and goal constraints (TABLE INT, GOAL)

end
end
return SAT

Algorithm 2: Search procedure for the eager encoding of a BREU prob-
lem.

4.7.3 Eager procedure

Our eager procedure (outlined in Algorithm 2) creates constraints for an
initial table, and then in an iterative fashion adds columns until either a
unifier is found, or an incompletion constraint is not satisfied. Incompletion
constraints make it unnecessary to provide an a-priori upper bound on the
size of constructed tables. To handle a simultaneous BREU problem B =
(�, (Ei, ei)ni=1), one table is created for each sub-problem (�, Ei, ei), such
that the variables xt are shared. However, for many simultaneous BREU
problems only a few of sub-problems are required to prove unsatisfiability.
Therefore we use an iterative approach, where initially there is only a table
for the first sub-problem. Once the constraints of the first table could be
satisfied, the encoding is extended in an iterative fashion with tables for
the other sub-problems, until either all tables are satisfied, or a subset of
complete but unsatisfiable tables has been found. The details are shown in
Algorithm 3.
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Input: Simultaneous BREU problem B with subproblems
P = {p!, . . . , pn}� ← & /* Active Problems */

Add domain constraints (SAT DOMAIN)
while� �= P do

if sol ver.isSat() then
σ← sol ver.model()
if σ solves all sub-problems then

return SAT
else

Let p be an unsolved problem� ←� ∪{p} Add
constraints for p (TABLE CP, INIT, INT, GOAL)

end
else

for p ∈� do
Remove goal constraints for p (TABLE GOAL) Add
incompletion constraint for p (TABLE INCOMP)

end
if sol ver.isSat() then

for p ∈� do
Remove incompletion constraint for p (TABLE INCOMP)
Add additional column for p (TABLE INT) Add goal
constraint p (TABLE GOAL)

end
else

return UNSAT
end

end
end
return UNSAT

Algorithm 3: The eager procedure for a simultaneous BREU problem.
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4.8 Complemented Congruence Closure

The congruence closure algorithm (Section 4.7) efficiently decides entail-
ment between ground equations, and can therefore be used to check (in
polynomial time) whether a given substitution σ is a unifier to a BREU
problem: σ translates to the equivalence relation {(a, b) ∈ S2 | aσ = bσ}
over the symbols S ⊆ C∪V occurring in the problem, and can be completed
to the smallest ER solving the BREU equations via CC.

As main building block for the lazy BREU algorithm introduced in the next
section, we defined a generalised version of CC that can be applied to whole
sets of relations over S, in a manner similar to abstract interpretation (the
new algorithm can indeed be identified as an abstract domain for CC, within
the framework of abstract interpretation, but the details are beyond the
scope of this paper). This notion of complemented congruence closure (CCC)
can also be used as an preprocessing optimisation for the SAT-based algo-
rithm in Section 4.6, since it can often quickly rule out the existence of
unifier to a BREU problem (Example 4.8.4)

CCC reasons about disequalities that are preserved by CC: while CC is de-
fined as a least fixed-point over relations R ⊆ S2 representing equalities
between symbols (constants or variables), CCC corresponds to the compu-
tation of greatest fixed-points over relations D ⊆ S2 representing disequali-
ties between symbols. The definition of CCC is similar in shape to the one of
CC in Section 4.7; as before, we assume that E is a finite set of flat equations
over S in which each equation contains exactly one function symbol.

C3,1
E (D) =

⎧⎨
⎩(c, c′) ∈ D |

c �= c′, and for all f (ā)≈ b, f (ā′)≈ b′ ∈ E
it holds that
D ∩ ClEq{(ā, ā′), (b, c), (b′, c′)} �= &

⎫⎬
⎭

C3
E (D) = νX ⊆ S2. C3,1

E (D ∩ X )

The one-step function C3,1
E removes all pairs (c, c′) (representing disequal-

ities c �≈ c′) from the relation D that can no longer be maintained, i.e., if
there are equations f (ā) ≈ b and f (ā′) ≈ b′ such that in some ER (con-
sistent with the disequalities D) it is the case that ā ≈ ā′, b ≈ c, and
b′ ≈ c′. This criterion is expressed by checking whether the equivalence
closure ClEq{(ā, ā′), (b, c), (b′, c′)} has some elements in common with the

82



relation D representing assumed disequalities. The function C3,1
E is clearly

monotonic, and can therefore be used to define C3
E as a greatest fixed-point

over the complete lattice of binary relations; C3
E itself is then also mono-

tonic.

4.8.1 Properties of Complemented Congruence Closure

In this and later sections, we write RC = S2 \ R for the complement of a
relation over S. Most importantly, we can show that CC and CCC yield the
same result when starting from equivalence relations, illustrating that CCC
is a strict generalisation of CC:

Theorem 4.8.1. Suppose R ⊆ S2 is an ER. Then CCE(R)C = C3
E (R

C).

We first show a weaker lemma:

Lemma 4.8.2. If R ⊆ S2 is an ER, then C3
E (R

C)C is an ER as well.

Proof. Consider a sequence D0, D1, D2, . . . of relations over S, defined by
D0 = RC ; and for each i ∈ �, if there is some pair (b, b′) ∈ Di such that
there are equations f (ā)≈ b, f (ā′)≈ b′ ∈ E and {(ā, ā′)} ∩ Di = &, set

Di+1 = Di \ {(c, c′), (c′, c) | c, c′ ∈ S such that (b, c) �∈ Di and (b′, c′) �∈ Di} .

Otherwise (no such pair (b, b′) exists), set Di+1 = Di.

We derive the following properties about the sequence:

(i) The sequence becomes constant — the sequence is decreasing, and
since S is finite it means that there is some n ∈ � such that for all
n′ ≥ n we have Dn′ = Dn.

(ii) Each DC
i is an ER — Clearly by the lemma assumption, DC

0 = R is
an ER. Given that DC

i is an ER, consider Di+1. Unless Di = Di+1, in
which case the condition is clear, there is a pair of equations f (ā) ≈
b, f (ā′) ≈ b′ ∈ E such that {(ā, ā′)} ∩ Di = &. We must show that
when a pair (s, t) is removed from Di+1, the relation defined by DC

i+1
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is still reflexive, symmetric and transitive. Reflexitivity always hold.
Symmetry holds by construction since both (c, c′) as well as (c′, c) is
removed. To ensure transitivity, when the pair (b, b′) is removed from
Di+1 also all pairs (c, c′)where (b, c), (b′, c′) �∈ Di is removed, but once
again this holds by construction. Therefore DC

i+1 is also an ER.
(iii) Di ⊇ C3

E (R
C) for every i ∈ � — Clearly, D0 = RC ⊇ C3

E (R
C). Assume

Di ⊇ C3
E (R

C), then Di+1 ⊇ C3,1
E (Di) ⊇ C3,1

E (C
3
E (R

C)) = C3
E (R

C).
(iv) Dn ⊆ C3

E (R
C) — Consider the n from (i), if C3,1

E (Dn) �= Dn, then there
exists a pair (b, b′) as above and Dn+1 �= Dn. Therefore, Dn is a fixed-
point of C3,1

E . Since C3
E (R

C) is a greatest fixed-point of RC and Dn ⊆ RC ,
then Dn ⊆ C3

E (R
C).

Altogether, we can conclude that DC
n is an ER, and Dn = C3

E (R
C).

Theorem 4.8.1. We separately show the two directions CCE(R)C ⊆ C3
E (R

C)
and CCE(R)C ⊇ C3

E (R
C).

⊆:

By proving that CCE(R)C is a fixed-point of C3,1
E and CCE(R)C ⊆ RC (the latter

of which holds because of CCE(R) ⊇ R):

C3,1
E (CCE(R)

C)

=

⎧⎨
⎩(c, c′) ∈ CCE(R)

C |
c �= c′, and for all f (ā)≈ b, f (ā′)≈ b′ ∈ E
it holds that

CCE(R)C ∩ ClEq{(ā, ā′), (b, c), (b′, c′)} �= &

⎫⎬
⎭

(∗)
=

�
(c, c′) ∈ CCE(R)

C | for all f (ā)≈ b, f (ā′)≈ b′ ∈ E it holds
that ClEq{(ā, ā′), (b, c), (b′, c′)} �⊆ CCE(R)


(∗∗)
= CCE(R)

C

(∗) holds because c �= c′ for all (c, c′) ∈ CCE(R)C , since CCE(R) is an ER. For
(∗∗), observe that if ClEq{(ā, ā′), (b, c), (b′, c′)} ⊆ CCE(R), then also (c, c′) ∈
CCE(R), contradicting the fact that (c, c′) ∈ CCE(R)C .
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⊇:

By proving that C3
E (R

C)C is a fixed-point of CC1
E , and R ⊆ C3

E (R
C)C⇔ RC ⊇

C3
E (R

C):

CC1
E(C

3
E (R

C)C)

= ClEq

�
C3

E (R
C)C ∪

�
(b, b′) | there are f (ā)≈ b, f (ā′)≈ b′ ∈ E

with (ā, ā′) ∈ C3
E (R

C)C

�
(∗)
= ClEq

�
C3

E (R
C)C ∪

�
(b, b′) | there are f (ā)≈ b, f (ā′)≈ b′ ∈ E with

ClEq{(ā, ā′), (b, b), (b′, b′)} ⊆ C3
E (R

C)C

�
(∗∗)
= ClEq

�
C3

E (R
C)C

�
(∗)
= C3

E (R
C)C

(∗) hold because C3
E (R

C)C is an ER by Lem. 4.8.2. For (∗∗), suppose there is
a pair (b, b′) �∈ C3

E (R
C)C with ClEq{(ā, ā′), (b, b), (b′, b′)} ⊆ C3

E (R
C)C . Then

also (b, b′) ∈ C3
E (R

C) and C3
E (R

C) ∩ ClEq{(ā, ā′), (b, b), (b′, b′)} = &, and
by definition (b, b′) �∈ C3,1

E (C
3
E (R

C)), contradicting the fact that C3
E (R

C) is
a fixed-point of C3,1

E .

For arbitrary relations R, congruence closure CCE(R)will be an ER, whereas
the result C3

E (R
C)C in general is not; consider in particular the case E = &,

in which CCE will not have any effect beyond removing pairs (c, c) from a
relation. This implies that the assumption of R being an ER is essential in
the theorem. Sets C3

E (D) for relations D whose complement is not an ER
can be used to approximate the effect of CC, and in particular summarise
the effect of applying CC to whole families of relations:

Corollary 4.8.3. Suppose R ⊆ S2 is an ER, and D ⊆ S2 a relation such that
R∩ D = &. Then CCE(R)∩ C3

E (D) = &.

For utilisation of CCC in our lazy algorithm presented in Section 4.9, we will
consider disequality sets. While an equivalence relation is best described by
a set of equalities R, a disequality set, RC , is instead a set of disequalities
over a set of terms � . Intuitively it represents every equivalence relation
( over the terms in � such that for all disequalities (s, t) ∈ RC , (s, t) �∈ ( .
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c X f (X ) f (c) d e

(e) First possibility of making c ≈ e.

e X f (X ) f (c) d c

(f) Second possibility of making c ≈ e.

X X f (X ) f (c) d d

(g) Possibility of making X ≈ d.

Figure 4.3. Illustration of (dis)equality relations.
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Example 4.8.4. Consider S = {c, d, e, X }, equations E = { f (X )≈ X , f (c)≈
d}, and the equivalence relation R = ClEq{(X , c)} that identifies X and c and
keeps the other symbols distinct. CC on this input will also identify X and d,
and thus c and d, but keep e in a separate class: CCE(R) = ClEq{(X , c), (X , d)}.
The two steps are shown in Figure 4.3a and 4.3b.

Now consider the disequality set RC = {(c, d), (d, e), (c, e), (X , d), (X , e)}↔,
where we write A↔ = A∪ A−1 for the symmetric closure of a relation. CCC
on RC will remove (X , d) from the relation, since ClEq{(X , c), (X , X ), (d, d)}
is disjoint from RC, and similarly (c, d): C3

E (R
C) = {(d, e), (c, e), (X , e)}↔ =

CCE(R)C . The two steps are shown in Figure 4.3c and 4.3d. It is easy to see
that 4.3a is the inverse of 4.3c and that 4.3b is the inverse of 4.3d.

Consider now the BREU problem B = (�, E, c ≈ e) with c ≺ X ≺ d ≺ e. Note
that every non-increasing substitution σ preserves the disequalities

D = {(c, d), (c, e), (X , d), (X , e), (d, e)}↔
=

⋂
σ a substitution∀X∈V. Xσ�X

{(a, b) ∈ S2 | aσ �= bσ}.

Consider the pair (c, e), they can only be equal by using the pair of equa-
tions in E, and the two possible ways are illustrated in 4.3e and 4.3f. Blue
(solid) lines corresponds to given equalities (which are known to be true), red
(dashed) lines are known disequalities (according to the disequality set) and
the black (dotted) lines are possible equalities. We can see that both possibili-
ties includes at least one red (impossible) equality, which means that CCC will
not remove (c, e).

On the contrary, in 4.3g a possibility of making X and d equal is shown, and
here there are no impossible equalities, thus (X , d) �∈ C3

E(R
C). Finally, in the

result of CCC applied to the BREU problem, shown in 4.3d, we can see that c
and e are not E-unifiable, and thus there are no unifiers.
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4.9 Lazy Encoding of Bounded Rigid E-Unification

When dealing with large simultaneous BREU problems, e.g., containing
many parallel problems as well as many equations, just constructing a
monolithic SAT model (possibly containing much redundancy) as in Sec-
tion 4.6 can be time-consuming, even if the subsequent solving might be
fast. Our second algorithm for solving BREU problems works in the style
of lazy SMT solving: starting from a compact SAT encoding that coarsely
over-approximates the BREU problem, additional constraints are succes-
sively added, until eventually a correct E-unifier is derived, or the encoding
becomes unsatisfiable. The overall idea is to repeatedly generate candidate
substitution σ, check whether the candidate is a unifier, and otherwise gen-
erate a blocking constraint that excludes (at least) this substitution from the
search space.

4.9.1 Overall Procedure

Consider a simultaneous BREU problem (�, (Ei, ei)ni=1). The algorithm uses
an underlying solver process for reasoning incrementally about the SAT en-
coding. The SAT DOMAIN constraints from Section 4.5.1 (line 1) is used to
enumerate candidates, and given a candidate substitution σ, congruence
closure is used to verify that σ solves each sub-problem (�, Ei, ei) (line 4).
The overall procedure is shown in Algorithm 4.

4.9.2 Blocking Constraints

Given a candidate σ that violates one of the sub-problems (�, Ei, si ≈ ti),
a blocking constraint for σ is a formula φ over the candidate substitutions
variables {vt | t ∈ S}, introduced in Section 4.5.1, with the property that
(i) φ evaluates to false for the assignment {vt/Ind(tσ) | t ∈ S}, and sec-
ondly (ii) φ evaluates to true for all genuine E-unifiers σ′ and assignments
{vt/Ind(tσ′) | t ∈ S}. In other words, φ excludes the incorrect substitu-
tion σ, but it does not rule out any correct E-unifiers. The most straightfor-
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Input: Simultaneous BREU problem B with subproblems
{�i, Ei, ei}n

Add domain constraints (SAT DOMAIN)
while solver.isSat() do
σ← solver.model
if σ solves all sub-problems then

return σ
else

Let (�, E, e)i be an unsolved sub-problem
D← {(s, t) ∈ S2 | sσ �= tσ}
D′ ←minimise(D, (�i, Ei, ei))
Add blocking constraint

∨{vs = vt | (s, t) ∈ D′}
end

end
return UNSAT

Algorithm 4: The lazy procedure for a simultaneous BREU problem..

Input: Disequality set D
Input: BREU problem (�, E, s ≈ t) with (s, t) ∈ C3

E (D)
Compute set BaseD for � /* BaseD ⊆ D */
for dq ∈ D\BaseD do

D′ ← C3
E (D\{dq})

if (s, t) ∈ C3
E (D
′) then

D← D′ ∪ BaseD
end

end
return D

Algorithm 5: Minimisation of disequality sets, where BaseD ⊆ D by
construction.
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ward blocking constraint excludes the incorrect candidate σ:∨
X∈S∩V

vX �= Ind(Xσ) (4.2)

This constraint leads to a correct procedure, but is inefficient since it does
not generalise from the observed conflict (in SMT terminology), and does
not exclude any candidates other than σ. More efficient blocking con-
straints can be defined by using the concept of complemented congruence
closure. For this, observe that (4.2) can equivalently be expressed in terms
of disequalities implied by σ:∨

(s,t)∈D

vs = vt , D = {(s, t) ∈ S2 | sσ �= tσ} (4.3)

Indeed, in order to satisfy (4.2), one of the disequalities in D has to be
violated (since σ′ �= σ implies Xσ′ = t for some variable X and some
t ∈ S\{Xσ}); and vice versa, (4.3) can only be satisfied by substitutions σ′
different from σ.

To obtain stronger blocking constraints, we consider subsets of D in (4.3),
but ensure that only constraints are generated that do not exclude E-unifiers
of the sub-problem (�, Ei, si ≈ ti), and therefore also preserve unifiers of
the overall problem (�, (Ei, ei)ni=1). This is the case for all constraints de-
fined as follows: ∨

(s,t)∈D′
vs = vt , (LAZY BC)

where D′ ⊆ {(s, t) ∈ S2 | sσ �= tσ} such that (si, ti) ∈ C3
Ei
(D′).

The condition (si, ti) ∈ C3
Ei
(D′) expresses that D′ is a set of disequalities

that prevents si and ti from being unified. Suppose σ′ is a substitution
candidate violating LAZY BC, which by construction implies R∩ D′ = & for
R = {(s, t) ∈ S2 | sσ′ = tσ′}. By Corollary 4.8.3, we then have CCEi

(R) ∩
C3

Ei
(D′) = &, and therefore (si, ti) �∈ CCEi

(R), so thatσ′ cannot be an E-unifier
of (�, Ei, si ≈ ti).

Greedy systematic minimisation of disequality sets D is described in Algo-
rithm 5, which successively attempts to remove elements dp from D, but
preserving (s, t) ∈ C3

E (D). Certain disequalities sσ �= tσ are known to hold

90



a

b

X

�

a

b

X a

b

X

a

b

X

Figure 4.4. The initial disequality set (to the left) represents three equality relations
(to the right).

under any substitution σ, and are handled using a special set BaseD and
kept in D:

BaseD =
⋂

σ a substitution∀X∈V. Xσ�X

{(a, b) ∈ S2 | aσ �= bσ}

BaseD can easily be derived from �. Elimination of disequalities from
BaseD is not helpful, since such disequalities are already implied by the
SAT DOMAIN constraint; at the same time, they are useful as input for CCC.

Example 4.9.1. Consider a BREU problem B = (�, E, a ≈ b) with E =
{ f (a, a) ≈ a, f (X , X ) ≈ b} and �= a � b � X and the disequality set
shown (graphically to the left) in Figure 4.4 which represents three equiva-
lence relations (shown to the right). Note that performing congruence closure
modulo the set E over each of the three equivalence relations, in no case yields
that a ≈ b. However, complemented congruence closure modulo the set E
will remove the disequality (a, b). Intuitively, this is because CCC can not dis-
tinguish between equalities from different equivalence relations, the equality
a ≈ X will be used together with b ≈ X to unify the two equations, even
though in no equivalence relation do they hold at the same time.

The constraint LAZY BC is implemented in lines 8–10 in Algorithm 4.

Example 4.9.2. We consider again (�, {(E1, e1), (E2, e2)}), taken from Exam-
ple 4.0.1, which is solved by the run of Algorithm 4 shown in Table 4.2. Note
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σ X Y U V (E1, e1)(E2, e2) Minimised set D′
σ1: X Y U V � (�) {(Y, o4), (V, o4)} ∪ BaseD
σ2: X Y U o4 � (�) {(Y, o4), (U , o3)} ∪ BaseD
σ3: X o4 U V � (�) {(U , o4), (V, o4)} ∪ BaseD
σ4: X o4 U o4 � (�) {(U , o4), (U , o3)} ∪ BaseD
σ5: X o4 o3 o4 � (�) {(X , Y ), (Y, a), (Y, b),

(Y, o1), (Y, o2), (U , o4)} ∪ BaseD
σ6: o4 o4 o3 o4 � � {(X , o2), (Y, o2)} ∪ BaseD
σ7: o2 o1 o3 o4 � � {(Y, o2), (V, o2)} ∪ BaseD
σ8: o1 o2 o3 o4 � � —

Table 4.2. Execution of the lazy algorithm.

that various executions exist, since the sets D′ and the candidates σ are not
uniquely determined. Sets D′ directly translate to blocking constraints, for
instance {(Y, o4), (V, o4)} ∪ BaseD is encoded as vY = vo4

∨ vV = vo4
∨ · · · . In

iterations 1–5, the sub-problem (�, E1, e1) is violated, and used to generate a
blocking constraints; in 6–7, (�, E2, e2) is used. It can be observed that the al-
gorithm is able to derive very concise blocking constraints, and quickly focuses
on interesting assignments.

4.10 Towards Bounded Connection Tableaux

Traditionally in proof search, there is not much interplay between the uni-
fication and the search procedure other than the resulting unifier (or lack
thereof). Therefore, it is interesting to investigate the possibility of exploit-
ing synergies between the two, e.g., facts found during search for a unifier
could be used by the search procedure. Here, an attempt is made in the
context of connection tableaux (see, e.g., [78]). We outline how equality
could be integrated into a connection tableaux calculus using BREU, by
modification of the inference rules, and hint how the unification method
and proof procedure could be more integrated.

As mentioned in Section 3.1, semantic tableaux are in many ways equiv-
alent to sequent calculi. They are usually presented as trees, where each
branch represents a conjunction of its nodes, and the tree represents the
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disjunction of its branches. For simplicity, we will in the remainder of this
section consider a refutational semantic tableau procedure for formulas in
clausal normal form, thus avoiding rules for handling connectives. Fig-
ure 4.5 presents a simple two-rule tableau calculus for first-order logic with-
out equality (here multiple premises are placed above each other instead
of side-by-side). It is similar to what is presented in [78], but here we work
with clauses in CNF so we only need the EXTEND rule and we make the clos-
ing an explicit rule. In contrast to sequent calculi where the entire formula
is in the root sequent, in a tableau setting a starting clause is picked, and
the EXTEND rule is repeatedly applied until all leaves can be closed using
CLOSE-PRED.

Example 4.10.1. Consider the formula from Example 2.2.1.

(∀x .(isHuman(x)→ isHuman(father(x)))∧ isHuman(Edward))

→ isHuman(father(Edward))

To prove it using the calculus in Figure 4.5, since we use a refutation method,
we negate the conclusion (isHuman(Edward)) and convert to clausal normal
form:

{∀x .(¬isHuman(x)∨ isHuman(father(x))),

isHuman(Edward),

¬isHuman(father(Edward))}

We pick as initial clause ¬isHuman(X ) ∨ isHuman(father(X )), where X is a
free variable. We then apply EXTEND twice, one for each branch with the
remaining clauses, and both branches can be closed using CLOSE-PRED after
applying the substitution σ = {X/Edward}.
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C1 | · · · | Cn
EXTEND

p(s)
...
¬p(s′)
∗ CLOSE-PRED

Figure 4.5. EXTEND is applicable if the clause C1 ∨ · · · ∨ Cn is in the initial formula.
CLOSE-PRED is applicable if sσ = s′σ modulo the equalities on the branch and σ is
applied on the whole tableau. CLOSE-EQ is applicable if sσ = tσmodulo the equalities
on the branch and σ is applied on the whole tableau.

¬isHuman(X )

isHuman(Edward)

*

isHuman(father(X ))

¬isHuman(father(Edward))

*

Since we can construct a closed proof and refute the formula (with negated
conclusion), the original formula is valid. Note that, apart from structural
rules, the proof is very similar to the sequent calculus proof in Figure 3.2.

4.10.1 Connection Tableaux

Many restrictions of the search space are possible for this basic tableau
method. One popular, and empirically successful, such restriction is the
connection restriction. A connection tableau is a tableau proof obeying the
connection restriction – only proof expansion steps where (at least) one
branch is immediately closed are allowed. It has been successfully imple-
mented in, e.g., leanCoP [107].

While leanCoP uses the axiomisation approach to reason about equality
(see Section 3.3), here we present an outline of a calculus in a connection
tableaux setting that instead modifies the inference rules. It can be formu-
lated by replacing the EXTEND rule of the previous calculus with the four
new rules shown in Figure 4.6. These rules enforces the restriction that
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an extended tableau always closes (at least) one branch without further
EXTEND steps. Note that, in principle we can require, in an application of
EXTEND-AND-CLOSE-EQ-POS, that the equality s ≈ t is used in the equality
reasoning when finding a contradiction, we must use s ≈ t. Otherwise, the
branch should have been closable at an earlier step.

Whenever a branch is closed by applying a substitution, and proof search
later fails (or reaches some bound) we need to backtrack. In general, there
can be multiple possible substitutions which closes a branch, and any of
them could be the required to close the whole proof. In principle there
are two options, either substitutions are tried one by one until exhausted
and one can conclude that the previous rule application needs to be back-
tracked, or we delay the application of the substitution until we can close
all the branches. The latter option, in presence of free variables, requires
solving simultaneous rigid E-unification. It is natural to consider a bounded
connection tableaux (BCT), which instead uses BREU in a style similar to
what is presented in this Chapter (i.e., only consider terms already occur-
ring on the branch).

Some of the properties of connection tableau using regular unification trans-
late to BCT (e.g., soundness) while others do not. For example, regular
connection tableaux are complete, i.e., even though only a proof search is
made over connection tableaux, there is always at least one such tableau if
the original formula is valid. This is not the case for bounded connection
tableaux.

Example 4.10.2. Consider the the following two clauses:

∀x .P(x , g(x)) (4.4)

∀y, z.¬P( f (y), z) (4.5)

Any connection tableau would have to either begin with (4.4) and immedi-
ately followed by (4.5), or vice versa. The two possibilities are illustrated in
Figure 4.7. However, the substitution to close the left (a) tableau is σa =
{X/ f (Y ), Z/g(X )}, and the term f (Y ) only occurs after X has been intro-
duced to the tableau and thus {X/ f (Y )} can not be found by BREU as intro-
duced here. For the right (b) tableau, it is the similar case with {Z/g(X )}.
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¬p(s)
...

p(s′)
∗ | · · · | Cn

EXTEND-AND-CLOSE-PRED-POS

p(s)
...

¬p(s′)
∗ | · · · | Cn

EXTEND-AND-CLOSE-PRED-NEG

s ≈ t∗ | · · · | Cn
EXTEND-AND-CLOSE-EQ-POS

s �≈ t∗ | · · · | Cn
EXTEND-AND-CLOSE-EQ-NEG

Figure 4.6. The rules EXTEND-AND-CLOSE-PRED-POS (neg) is applicable if the clause
(¬)p(s′)∨· · ·∨Cn is in the initial formula and sσ = s′σ modulo the equalities on the
branch. The rule EXTEND-AND-CLOSE-EQ-NEG is applicable if the clause s �≈ t∨· · ·∨Cn
is in the initial formula and sσ = tσ modulo the equalities on the branch. The rule
EXTEND-AND-CLOSE-EQ-POS is applicable if the clause s ≈ t ∨ · · · ∨ Cn is in the initial
formula and s′σ �≈ t ′σ, for some s′, t ′, modulo the equalities on the branch. In all
rules, σ is applied on the whole tableau.

P(X , g(X ))

¬P( f (Y ), Z)

¬P( f (Y ), Z)

P(X , g(X ))

(a) (b)

Figure 4.7. The two possible initial connection tableaux for the clause set in Exam-
ple 4.10.2.
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a ≈ b

f (a) = c0
f (b) = c1
c0 �≈ c1

*

c ≈ d

f (c) = c2
f (d) = c3
c2 �≈ c3

*

Figure 4.8. Proof using the pseudo-clause in Example 4.10.3. Each node is a literal
where gray equations are the equational part of a node.

Therefore it is interesting to investigate if a relaxation can be made to this
restriction such that completeness can be regained, or if it is possible to find
heuristics for when the connection restriction is useful.

4.10.2 Pseudo-Clausal Tableaux

Traditionally, when working with connection tableaux, clausal tableaux can
be used. That is, the starting formula is on CNF, and there is one expansion
rule which consists of taking one conjunct and appending each literal as a
new branch to a leaf, in such a way that at least one of the new branches are
immediately closed. This means that each node will have multiple children,
except when it has been expanded by a unit clause.

We propose to use BREU in conjunction with the connection restriction, and
to allow rewriting equations to flat form without explosion of proof size,
we define Pseudo-Clausal Tableaux. Briefly, a pseudo-literal, e1 ∧ · · · ∧ en  l,
should be interpreted as a conjunction of n+ 1 literals, where ei are equa-
tions and l is a predicate or an equational literal. A pseudo-clause is a dis-
junction of pseudo-literals, possibly with a leading quantifier prefix. Finally,
a formula is on pseudo-clausal normal form (PCNF) if it is a conjunction of
pseudo-clauses. In tableau expansion steps, each pseudo-literal is treated
as a single literal.
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Example 4.10.3. Consider the following formula:

(a ≈ b ∨ c ≈ d)∧ ( f (a) �≈ f (b))∧ ( f (c) �≈ f (d))

We convert it to PCNF:

(a ≈ b ∨ c ≈ d) ∧
(( f (a)≈ c0 ∧ f (b)≈ c1)  c0 �≈ c1)∧ (( f (c)≈ c2 ∧ f (d)≈ c3)  c2 �≈ c3)

In Figure 4.8 a simple connection tableau proof is shown. In consists of a
single application of EXTEND-AND-CLOSE-EQ. Each node is a literal where
gray equations are equational part of a node. The left branch can be closed
since c0 ≈ c1 modulo the equalities on the branch (and similarly for the right
branch).

4.10.3 Other Improvements

There are other interesting improvements to add to the tableau calculus.
Normally, a call to a unification procedure yields either a substitution or
returns that no substitution exists. An interesting extension is to also return
auxiliary information found during the unification procedure.

Propagating Unit Clauses

In the lazy method for solving BREU described in Section 4.9, blocking
clauses are generated to prohibit the generation of candidate substitutions
in a lazy manner. These blocking clauses will also hold for certain branches
of the current proof tree. Especially unit clauses are of interest since those
corresponds to literals which can be appended to branches in the proof tree
and facilitate the proof search.
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SAT UNSAT T/O (SAT) T/O (UNSAT)
Table 3769 2854 0 3
Lazy 3727 2845 45 9

Table 4.3. Comparison of the two BREU procedures. All experiments were done on an
AMD Opteron 2220 SE machine, running 64-bit Linux, heap space limited to 1.5GB.

FOF FOF CNF CNF
with eq. w/o eq. with eq. w/o eq.

Princess + BREU 211 325 203 252
Hyper 1.0_16112014 [14] 119 378 160 305
leanCoP 2.2 (CASC-J7) 153 379 –3 –3

Table 4.4. Comparison of our prototypical implementation on TPTP benchmarks. The
numbers indicate how many benchmarks in each group could be solved; the runtime
per benchmark was limited to 240s (wall clock time). All experiments were done on an
AMD Opteron 2220 SE machine, running 64-bit Linux, heap space limited to 1.5GB.

4.11 Experimental Results

We implemented both procedures described in Section 4.6 and Section 4.9
into a stand-alone Scala library4, the connection tableau procedure out-
line in Section 4.10 is not implemented yet. It was integrate into the
EPRINCESS theorem prover (based on [120]) using the calculus presented in
Section 4.2. We also include the refinements discussed in Section 4.4. Con-
sidered benchmarks were randomly selected TPTP v.6.1.0 problems with
status Theorem or Unsatisfiable. To illustrate strengths and weaknesses
of the compared tools, the benchmarks were categorised into FOF (first-
order) problems with equality, FOF problems without equality, CNF (clause
normal form) problems with equality, and CNF problems without equality.
500 benchmarks from all of TPTP were chosen in each group.

To measure the performance of the two methods, we used randomly se-
lected benchmarks from TPTP v.6.1.0 to generate (simultaneous) BREU
problems: when constructing a proof for a TPTP problem, EPRINCESS re-
peatedly extracts and attempts to solve BREU problems in order to close
the constructed proof. EPRINCESS was instrumented to output and collected

3leanCoP cannot process benchmarks in the TPTP CNF dialect.
4Found at https://github.com/uuverifiers/breu
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Figure 4.9. Cactus plot showing the runtime distribution for the two procedures.
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Figure 4.10. Runtime dependent on the maximum number of equations in a BREU
sub-problem.
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FOF FOF
with eq. w/o eq.

ePrincess 78 35
leanCoP 75 85

Figure 4.11. Results from CASC-25, comparing EPRINCESS with LEANCOP.

those BREU problems, so that altogether 6626 instances were in the end
available for benchmarking. Those 6626 BREU problems were then sepa-
rately processed by the Eager and Lazy procedure, with a timeout of 60s.

4.11.1 Eager vs Lazy

The two procedures can handle most of the BREU problems generated. Ta-
ble 4.3 tells us that the eager procedure can solve all but three, while the
lazy timeouts on slightly above 50. However, the three problems which the
eager method could not handle where all solved by the lazy method. The
fact that almost all BREU problems could be solved indicates the efficiency
of the two BREU procedures, but also that the BREU problems generated by
the calculus are not excessively large (which can be considered a strength
of the calculus).

The cactus plot in Figure 4.9 shows the distribution of runtime needed by
either procedure to solve the BREU problems. It can be observed that more
than half of the problems can be solved in less than 0.1s, and most of the
problems in less than 1s. Figure 4.10 shows that increasing complexity of
BREU problems (�, (Ei, ei)ni=1), measured in terms of the maximum num-
ber of equations in any BREU sub-problem (Ei, ei), also leads to increased
solving time. The graph illustrates that the lazy procedure is more sensitive
to this form of complexity than the eager procedure. The high runtime for
equation count > 35 corresponds to timeouts. In contrast, we found that
neither procedure is very sensitive to the number of sub-problems that a
BREU problem consists of.

From Figure 4.9 and Figure 4.10, it can be seen that the eager procedure
is on average a bit faster than the lazy procedure. The scatter plot in Fig-
ure 4.12 gives a more detailed comparison of runtime, and shows that the
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Figure 4.12. Runtime comparison of the lazy and eager procedures. The time is
measured in seconds.

correlation of runtime of the procedures is in fact quite weak, but there is
a slight trend towards shorter runtime of the eager method.

On average, the lazy procedure produces 4.3 blocking clauses before find-
ing an E-unifier, or proving that no unifier exists. The major bottleneck of
the lazy method lies in the minimisation step of blocking constraints. The
procedure spends most of its time in this part, and could be improved by
creating a more efficient algorithm for CCC. For the eager method, most of
the runtime is spent in SAT solving, in particular in calls concluding with
UNSAT.
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4.11.2 Performance of EPRINCESS

We compared our BREU implementation with the tableau provers Hyper
and leanCoP from the CASC-J7 competition. Hyper uses the superposition-
based equality reasoning from [14], whereas leanCoP relies on explicit
equality axioms. The experimental results shown in Table 4.4 are still pre-
liminary, and expected to change as further optimisations in our BREU pro-
cedure are done. However, it can be seen that even our current implementa-
tion of BREU shows performance that is comparable with the other tableau
systems in all groups of benchmarks, and outperforms the other systems on
benchmarks with equality.

In Figure 4.11, results from the 25th CADE ATP System Competition5 are
presented. It show a comparison between EPRINCESS and LEANCOP in the
category of first-order formulas. Here EPRINCESS is a bit worse on formulas
without equality, but still marginally better on formulas with equality, which
is the formulas which EPRINCESS is designed for.

4.11.3 Related Work

Our work in this chapter is partly motivated by a recent line of research
on backtracking-free tableau calculi with free variables [72], capturing uni-
fication conditions as constraints that are attached to literals or tableau
branches. This calculus was later extended to handle equality by using
superposition-style inferences in [73], building on results from [53]. Our
work resembles both [53, 73] in that we define an incomplete version
of SREU, but show it to be sufficient for complete first-order reasoning.
Our variant BREU is incomparable in completeness to the SREU solving in
[53, 73]: BREU is able to derive a solution for the example shown in Sec-
tion 4.0.1, which [53, 73] cannot; on the other hand, the procedures in
[53, 73] are able to synthesise new terms of unbounded size as unifiers,
whereas our procedure only considers terms from predefined bounded do-
mains. The calculus in [73] was further extended to handle linear integer
arithmetic in [120], however, excluding functions (but including uninter-

5http://www.tptp.org/CASC/25/
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preted predicates, to which functions can be reduced via axioms), leading
to a further unification problem that is incomparable in expressiveness.

Equality handling was integrated into hyper tableaux in [14], again using
superposition-style inferences, and also including redundancy criteria. This
work deliberately avoids the use of rigid free variables shared between mul-
tiple tableau branches, so that branches can be closed one at a time, and
there is no need for simultaneous E-unification. The calculus was imple-
mented in the Hyper prover, against which we compared our implementa-
tion in Section 4.11.

4.12 Conclusions

We have in this chapter presented bounded rigid E-unification, a variant of
SREU, and illustrated how it can be used to construct sound and complete
theorem provers for first-order logic with equality. We have also presented
two different procedures for solving the BREU problem. Both of them are
shown to be efficient and usable in an automated theorem proving environ-
ment. Overall, this result shows that a lazy approach towards expanding
the domain of explored substitutions can be beneficial in a sequent calcu-
lus setting. As an additional result, we have present a simpler proof of
completeness for this kind of restricted instantiation.
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5. Quantifier Handling and Interpolation for
Bit-Vectors

This chapter is based on:

Peter Backeman, Aleksandar Zeljić and Philipp Rümmer

Bit-Vector Interpolation and Quantifier Elimination by Lazy Reduction

Formal Methods in Computer Aided Design (FMCAD 2018) [9]

The inference of program invariants over machine arithmetic (bit-vector
arithmetic) is an important problem in verification. Techniques that have
been successful for unbounded arithmetic, in particular Craig interpolation,
have turned out to be difficult to generalise to machine arithmetic: existing
bit-vector interpolation approaches are based either on eager translation
from bit-vectors to unbounded arithmetic, resulting in complicated con-
straints that are hard to solve and interpolate, or on bit-blasting to propo-
sitional logic, in the process losing all arithmetic structure.

In this Chapter we present (i) a strategy for handling quantifiers in the
theory of bit-vectors; (ii) and a strategy for extracting interpolants from
the resulting proofs. Bit-vectors are often used when representing machine-
arithmetic since, at some level, they accurately represent how a computer
deals with numbers. We work with fixed-width bit-vectors, i.e., each bit-
vector has a specified sort which defines its number of bits.

We present a new Craig interpolation method for bit-vector arithmetic, ini-
tially focusing on arithmetic bit-vector operations including addition, mul-
tiplication, and division. Like [76], we compute interpolants by reducing
bit-vectors to unbounded integers; unlike in earlier approaches, we define a
calculus that carries out this reduction lazily, and can therefore dynamically
choose between multiple possible encodings of the bit-vector operations.
This is done by initially representing bit-vector operations as uninterpreted
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predicates, which are expanded and replaced by Presburger arithmetic ex-
pressions on demand. The calculus also includes native rules for non-linear
constraints and bit-vector equations, so that formulas can often be proven
without having to resort to a full encoding as integer constraints.

Reduction of bit-vectors to unbounded integers has the additional advan-
tage that integer and bit-vector formulas can be combined efficiently, in-
cluding the use of conversion functions between both theories, which are
difficult to support using bit-blasting. This combination is of practical im-
portance in software verification, since programs and specifications often
mix machine arithmetic with arbitrary-precision numbers; tools might also
want to switch between integer semantics (if it is known that no overflows
can happen) and bit-vector semantics for each individual program instruc-
tion.

Example 1: Arithmetic Bit-Vector Operations

We start by considering one of the examples from [76] as a satisfiability
problem A∧ B defined by

A= ¬bvule8(bvadd8(y4, 1), y3)∧ y2 ≈ bvadd8(y4, 1)

B = bvule8(bvadd8(y2, 1), y3)∧ y7 ≈ 3∧ y7 ≈ bvadd8(y2, 1)

where variables range over unsigned 8-bit bit-vectors. The function bvadd8

represents addition of two bit-vectors, while the predicate bvule8 is the un-
signed ≤ comparison.

An eager encoding into Presburger arithmetic (linear integer arithmetic,
LIA) would typically add variables to handle wrap-around semantics, e.g.,
mapping y ′4 ≈ bvadd8(y4, 1) to y ′4 = y4+b1−28σ1∧0≤ y ′4 < 28∧0≤ σ1 ≤
1. This yields a formula in Presburger arithmetic that exactly models the bit-
vector semantics, and can be solved using existing methods implemented
in SMT solvers. However, additional variables and large coefficients tend
to be hard for solving.

Our approach translates bit-vector formulas to the core language — an ex-
tension of Presburger arithmetic with constructs to express bit-vector do-
mains, wrap-around semantics and operations that can be simplified in
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different ways, such as bvmul. For example, domain predicate inw(x) ex-
presses that variable x belongs to the value range of a bit-vector of width
w. Similarly, predicate ubmodw(x , y) expresses the unsigned wrap-around
semantics without explicitly encoding it. Translating A and B to the core
language yields:

Acore = ψA∧ ubmod8(y4 + 1, c1)∧ c1 > y3 ∧ y2 ≈ c1

Bcore = ψB ∧ ubmod8(y2 + 1, c2)∧ c2 ≤ y3 ∧ y7 ≈ 3∧ y7 ≈ c2

whereψA = in8(y2)∧in8(y3)∧in8(y4)∧in8(c1) andψB = in8(y2)∧in8(y3)∧
in8(y7)∧in8(c2) capture the domain constraints. The core language enables
a layered calculus that encodes predicates on a case by case basis, preferring
simpler encodings whenever possible. In our example, rule BMOD-SPLIT

splits the ubmod8(y2 + 1, c2) into the only two relevant cases based on the
bounds of y2 implied by Acore, Bcore:

. . . , 0≤ c2 < 256, y2 + 1≈ c2 �

. . . , 0≤ c2 < 256, y2 + 1≈ c2 + 256 �
. . . , ubmod8(y2 + 1, c2) � BMOD-SPLIT

Due to y7 ≈ 3 ∧ y7 ≈ c2, the cases reduce to y2 ≈ 2 and y2 ≈ 258, and
immediately contradict Acore, Bcore.

When variable bounds are tight enough and there are only a few cases,
case splits are more efficient than σ variables. However, that is not always
the case and our calculus lazily decides how to handle each occurrence.
operator in ILIA.

Example 2: Structural Bit-Vector Operations

We continue with a (reduced) example taken from [33], a formula of equal-
ities between (parts of) bit-vectors of length 8.

x[5 : 0]≈ 22∧ y[7 : 2]≈ 6∧ x ≈ y

107



where x[u : b] is the extraction of the bits from uth down to bth (inclusive).
In the previous example the bit-vector formula is translated to integer arith-
metic, however this can sometimes be very inefficient when dealing with
structural bit-vector operations, e.g., extractions and concatenations. A di-
rect translation to integer arithmetic has a hard time to isolate the conflict
(since integer operations can not capture extractions in a natural way). In-
stead, it is possible to split the bit-vectors into segments

x[5 : 0]≈ 22 y[7 : 2]≈ 6 x ≈ y

y[7 : 6]≈ 0 x[7 : 6]≈ y[7 : 6]

x[5 : 2]≈ 5 y[5 : 2]≈ 6 x[5 : 2]≈ y[5 : 2]

x[1 : 0]≈ 2 x[1 : 0]≈ y[1 : 0]

Given this decomposition of the bit-vectors, it is easy see the conflict x[5 :
2] ≈ 5 �≈ 6 ≈ y[5 : 2] ≈ 6 without a translation to integers. In Section 5.4
we provide more details in how bit-vectors can be decomposed in this man-
ner using an interpolating calculus.

5.1 A Sequent Calculus for Bit-Vectors

We formulate our approach on top of a simple logic, PAUF, of Presburger
arithmetic constraints combined with uninterpreted predicates, like the one
in [121] (in [30, 29] extended to support Craig interpolation). It can be
seen as an extension of the basic first-order logic presented in Section 2.2
where now atomic formulas, ϕ, are defined by the following grammar:

ϕ ::= t ≈ 0 || t ≤ 0 || p(t, . . . , t)

t ::= α || c || x || αt + · · ·+αt

where p is a predicate, α ∈ �, c is a constant and x is a variable. The
symbol t denotes terms of linear arithmetic. For simplicity, we sometimes
write s ≈ t as a shorthand of s− t ≈ 0, inequality s ≤ t for s− t ≤ 0, and
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∀c.φ as a shorthand of ∀x .[c/x]φ if c is a constant. The abbreviation true
(false) stands for the equality 0≈ 0 (1≈ 0). Semantic notions such as struc-
tures, models, satisfiability, and validity are defined as in Chapter 2, but we
assume that evaluation always happens over the universe � of integers;
bit-vectors will later be defined as a subset of the integers.

For checking whether a formula in this logic is satisfiable or valid, we work
with the sequent calculus presented in [121], PAUF-CALC, which is an ex-
tension of the base calculus with rules for equations and inequalities in
Presburger arithmetic; the details of those rules are not relevant for this
work.

PAUF-CALC is a complete calculus for quantifier-free formulas, i.e., for ev-
ery valid quantifier-free sequent a closed proof can be found. It is well-
known that the this logic including quantifiers does not admit complete
calculi [79], but as discussed in [121] the calculus can be made complete
(by adding slightly more sophisticated quantifier handling) for interesting
undecidable fragments, for instance for sequents � φ with only existential
quantifiers. In Section 5.2.2 we extend this logic to also handle bit-vector
constraints.

For quantifier-free input formulas, proof search can be implemented in
depth-first style following the core concepts of DPLL(T) [106]: rules with
multiple premises correspond to decisions and explore the branches one by
one; rules with a single premise represent propagation or rewriting; and
logging of rule applications is used in order to implement conflict-driven
learning and proof extraction. For experiments, we use the implementa-
tion of the calculus in PRINCESS.1

5.2 Quantifier Elimination of Bit-Vectors

The sequent calculus in Section 5.1 can eliminate quantifiers in Presburger
arithmetic, i.e., in PAUF without uninterpreted predicates, since the arith-
metic calculus rules are designed to systematically eliminate constants. To
illustrate this use case, suppose φ is a formula without uninterpreted pred-
1http://www.philipp.ruemmer.org/princess.shtml
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icates and without constants c, but possibly containing variables x . For-
mulaφ furthermore only contains ∀/∃ under an even/odd number of nega-
tions, i.e., all quantifiers are effectively universal. To compute a quantifier-
free formula ψ that is equivalent to φ, we can construct a proof with root
sequent � φ, and keep applying rules until no further applications are
possible in any of the remaining open goals {Γi � Δi | i = 1, . . . , n}. In this
process, rules ∃-LEFT and ∀-RIGHT can introduce fresh constants, which are
subsequently isolated and eliminated by the arithmetic rules. To find ψ, it
is essentially enough to extract the constant-free formulas Γ v

i ⊆ Γi, Δv
i ⊆Δi

in the open goals, and construct ψ =
∧n

i=1(
∧
Γ v

i →
∨
Δv

i ). Note that the
formula ψ might still contain divisibility statements ∃k.αk ≈ t, since oth-
erwise QE in Presburger arithmetic is in general not possible.

The full calculus [121] is moreover able to eliminate arbitrarily nested quan-
tifiers, and can be used similarly to prove validity of sequents with quan-
tifiers. A recent independent evaluation [113] showed that the resulting
proof procedure is competitive with state-of-the-art SMT solvers and theo-
rem provers on a wide range of quantified integer problems.

5.2.1 Solving Non-Linear Constraints

We extend the logic PAUF in two steps: in this section, symbols and rules
are added to solve non-linear diophantine problems; a second extension is
then done in Section 5.2.2 to handle arithmetic bit-vector constraints. Both
constructions preserve the ability of the calculus to eliminate quantifiers
(under certain assumptions).

For non-linear constraints, we assume that the set P of uninterpreted pred-
icates contains a distinguished ternary predicate ×, with the intended se-
mantics that the third argument represents the result of multiplying the
first two arguments, i.e., ×(s, t, r)⇔ s · t ≈ r. The predicate × is clearly
sufficient to express arbitrary polynomial constraints by introducing a ×-
literal for each product in a formula, at the cost of introducing a linear num-
ber of additional constants or existentially quantified variables. We make
the simplifying assumption that × only occurs in negative positions; that
means, top-level occurrences will be on the left-hand side of sequents. Posi-
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tive occurrences can be eliminated thanks to the equivalence ¬×(s, t, r)↔
∃x .(×(s, t, x)∧ x �≈ r).

Calculus Rules for Non-Linear Constraints

We now introduce classes of calculus rules to reason about the ×-predicate.
The rules are necessarily incomplete for proving that a sequent is valid,
but they are complete for finding counterexamples: if φ is a satisfiable
quantifier-free formula with × as the only uninterpreted predicate, then it
is possible to construct a proof for φ � & that has an open and unprov-
able goal in pure Presburger arithmetic (by systematically splitting variable
domains, Section 5.2.1).

Deriving Implied Equalities with Gröbner Bases

The first rule applies standard algebra methods to infer new equalities from
multiplication literals. To avoid the computation of more and more complex
terms in this process, we restrict the calculus to the inference of linear equa-
tions that can be derived through computation of a Gröbner basis.2 Given
a set {×(si, ti, ri)}ni=1 of ×-literals and a set {ej ≈ 0}mj=1 of linear equations,
the generated ideal I = ({si · ti − ri}ni=1 ∪ {ej}mj=1) over rational numbers is
the smallest set of rational polynomials that contains {si · ti−ri}ni=1∪{ej}mj=1,
is closed under addition, and closed under multiplication with arbitrary ra-
tional polynomials [94]. Any f ∈ I corresponds to an equation f ≈ 0 that
logically follows from the literals, and can therefore be added to a proof
goal:

Γ , {×(si, ti, ri)}ni=1, {ej ≈ 0}mj=1, f ≈ 0 � Δ
Γ , {×(si, ti, ri)}ni=1, {ej ≈ 0}mj=1 � Δ ×-EQ

if f is linear, has integer coefficients, and f ∈ I

To see how this rule can be applied practically, note that the subset of linear
polynomials in I forms a rational vector space, and therefore has a finite
basis. It is enough to apply ×-EQ for terms f1, . . . , fk corresponding to any

2The set of all linear equations implied by a set of ×-literals over integers is clearly not
computable, by reduction of Hilbert’s 10th problem.
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such basis, since linear arithmetic reasoning (in PAUF) will then be able to
derive all other linear polynomials in I . To compute a basis f1, . . . , fk, we
can transform {si · ti− ri}ni=1∪{ej}mj=1 to a Gröbner basis using Buchberger’s
algorithm [35], and then apply Gaussian elimination to find linear basis
polynomials (or directly by choosing a suitable monomial order).

Example 5.2.1. Consider the square of a sum: (x + y)2 = x2 + 2x y + y2.
This can be proven in the following way. We begin by rewriting the equation to
normal form, letΠ= {×(x , x , c1),×(x , y, c2),×(y, y, c3),×(x+ y, x+ y, c4)}:

∗....
Π, c1 + 2c2 + c3 − c4 ≈ 0 � c4 ≈ c1 + 2c2 + c3

Π � c4 ≈ c1 + 2c2 + c3
×-EQ

Here, the ×-EQ-step is motivated by the fact that the Gröbner basis derived
from Π contains the linear polynomial c1 + 2c2 + c3 − c4, from which the
desired equation follows by linear reasoning.

Interval Constraint Propagation (ICP)

Our main technique for inequality reasoning in the presence of×-predicates
is interval constraint propagation (ICP) [131]. ICP is a fixed-point computa-
tion on the lattice �S of functions mapping constants and variables S = C∪X
to intervals �, and can efficiently approximate the value ranges of symbols.
The lattices are:

� = {[x , y] | x , y ∈ �, x ≤ y} ∪ {(−∞,∞)} ∪
{(−∞, y) | y ∈ �} ∪ {(x ,∞) | x ∈ �}

�
S = (S→ �)∪ {⊥}

We denote join and meet on �S with ),*, respectively. Abstraction and con-
cretisation functions connect the lattice �S with the powerset lattice+ (S→
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�) of value assignments:

α :

�+ (S→ �)→ �
S

V ,→⊔
β∈V {c ,→ [β(c),β(c)] | c ∈ S}

γ :

⎧⎪⎪⎨
⎪⎪⎩
�

S →+ (S→ �)

⊥ ,→ &
I ,→ {β : S→ � | β(c) ∈ I(c) for all c ∈ S}

The monotonic function Propφ : �S → �
S describes a single propagation

step for a multiplication literal φ = ×(s, t, r):

Prop×(s,t,r)(I) = α({β ∈ γ(I) | β |= s · t ≈ r})
Prop{φ1,...,φn}(I) =

n�
i=1

Propφi
(I)

Propagation for equalities t ≈ 0 and inequalities t ≤ 0 is defined similarly;
in practice, of course also any monotonic over-approximation of Propφ can
be used instead of Propφ .

Finally, the ICP rule assumes that a greatest fixed-point gfp Prop{φ1,...,φn} for
equality, inequality, and multiplication literals φ1, . . . ,φn in a sequent has
been computed, and adds resulting bounds for a constant c:

Γ ,φ1, . . . ,φn, l ≤ c, c ≤ u � Δ
Γ ,φ1, . . . ,φn � Δ ×-ICP

if (gfpProp{φ1,...,φn})(c) = [l,u]

Example 5.2.2. From two inequalities x ≥ 5 and y ≥ 5, the rule ×-ICP can
derive (x + y)2 ≥ 100:

×(x + y, x + y, c4), x ≥ 5, y ≥ 5,100≤ c4 �
×(x + y, x + y, c4), x ≥ 5, y ≥ 5 � ×-EQ

The slightly different problem x+ y ≥ 10→ (x+ y)2 ≥ 100 cannot be proven
in the same way, since ICP will not be able to deduce bounds for x or y from
x + y ≥ 10.
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Cross-Multiplication of Inequalities

While ICP is highly effective for approximating the range of constants, and
quickly detecting inconsistencies, it is less useful for inferring relationships
between multiple constants that follow from multiplication literals. We
cover such inferences using a cross-multiplication rule that resembles pro-
cedures used in ACL2 [132]. The rule captures the fact that if s, t are both
non-negative, then also the product s · t is non-negative.

Like in Section 5.2.1, we prefer to avoid the introduction of new multipli-
cation literals during proof search, and only add s · t ≥ 0 if the term s · t can
be expressed linearly. For this, we again write I = ({si · ti − ri}ni=1∪{ej}mj=1)
for the ideal induced by equations and ×-literals:

Γ , s ≤ 0, t ≤ 0, − f ≤ 0 � Δ
Γ , s ≤ 0, t ≤ 0 � Δ ×-CROSS

if f is linear, has integer coefficients, and s · t − f ∈ I

The term f can practically be found by computing a Gröbner basis of I , and
reducing the product s · t to check whether an equivalent linear term exists.

Interval Splitting

If everything else fails, as last resort it can become necessary to systemati-
cally split over the possible values of a variable or constant c ∈ C ∪ X :

Γ , c ≤ α− 1 � Δ Γ , c ≥ α � Δ
Γ � Δ ×-SPLIT

The α ∈ � can in principle be chosen arbitrarily in the rule, but in practice
a useful strategy is to make use of the range information derived for ×-ICP:
when no ranges can be tightened any further using ×-ICP, instead ×-SPLIT

can be applied to split one of the intervals in half.
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×-Elimination

Finally, occurrences of × can be eliminated whenever a formula is sub-
sumed by other literals in a goal, again writing I = ({si · ti− ri}ni=1∪{ej}mj=1):

Γ � Δ
Γ ,×(s, t, r) � Δ ×-ELIM

if s · t − r ∈ I

Note that ×-ELIM only eliminates non-linear ×-literals, whereas ×-EQ only
introduces linear equations, so that the application of the two rules cannot
induce cycles.

Quantifier Elimination for Non-Linear Constraints

Due to necessary incompleteness of calculi for Peano arithmetic, quantifiers
can in general not be eliminated in the presence of the × predicate, even
when considering formulas that do not contain other uninterpreted predi-
cates. By combining the QE approach in Section 5.2 with the rules for ×
that we have introduced, it is nevertheless possible to reason about quan-
tified non-linear constraints in many practical cases, and sometimes even
get rid of quantifiers. This is possible because the rules in Section 5.2.1 are
not only sound, but even equivalence transformations: in any application of
the rules, the conjunction of the premises is equivalent to the conclusion.

Similarly as in [26], QE is always possible if sufficiently many constants
or variables in a formula φ range over bounded domains: if there is a
set B ⊆ C ∪ X of symbols with bounded domain such that in each lit-
eral ×(s, t, r) either s or t contain only symbols from B. In this case, proof
construction will terminate when applying the rule ×-SPLIT only to vari-
ables or constants with bounded domain. This guarantees that eventually
every literal ×(s, t, r) can be turned into a linear equation using ×-EQ, and
then be eliminated using ×-ELIM, only leaving proof goals with pure Pres-
burger arithmetic constraints. The boundedness condition is naturally sat-
isfied for bit-vector formulas.
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5.2.2 Solving Bit-Vector Constraints

We now define the extension of the PAUF to bit-vector constraints. The main
idea of the extension is to represent bit-vectors of width w as integers in
the interval {0, . . . , 2w−1}, and to translate bit-vector operations to the cor-
responding operation in Presburger arithmetic (or possible the ×-predicate
for non-linear formulas), followed by an integer remainder operation to
map the result back to the correct bit-vector domain. Since the remainder
operation tends to be a bottleneck for interpolation (see Section 5.3), we
keep the operation symbolic and initially consider it as an uninterpreted
predicate bmodb

a. The predicate is only gradually reduced to Presburger
arithmetic by applying the calculus rules introduced later in this section.

Formally, we introduce binary predicates Pbv = {bmodb
a | a, b ∈ �,

a < b}. The semantics of each predicate bmodb
a is to relate any whole

number x ∈ � to its remainder modulo b− a in the interval {a, . . . , b− 1}:
bmodb

a(s, r) ⇔ a ≤ r < b ∧ ∃z. r = s+ (b− a) · z
⇔ a ≤ r < b ∧ r ≡ s (mod b− a)

We also introduce short-hand notations for the casts to the unsigned and
signed bit-vector domains:

ubmodw =def bmod2w

0 , sbmodw =def bmod2w−1

−2w−1 .

Translating Bit-Vector Constraints to the Core Language

For the rest of the section, we use the logic PAUF augmented with × and
bmodb

a-predicates as the core language to which bit-vector constraints are
translated. For presentation, the translation focuses on a subset of the arith-
metic bit-vector operations, BVOPa = {bvaddw, bvmulw, bvudivw, bvnegw,
zew+w′ , bvulew, bvslew}. An extension to bit-vector concatenation, extrac-
tion, and bit-wise functions is presented in Section 5.4. All operations
are sub-scripted with the bit-width of the operands; the zero-extend func-
tion zew+w′ maps bit-vectors of width w to width w+w′. Semantics follows
the FixedSizeBitVectors3 theory of the SMT-LIB [11]. Other arithmetic op-

3http://www.smtlib.org/theories-FixedSizeBitVectors.shtml
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bvaddw(s, t)≈ r � ubmodw(s+ t, r)
bvnegw(s)≈ r � ubmodw(−s, r)

bvmulw(s, t)≈ r � ∃x .
�×(s, t, x)∧ ubmodw(x , r)

�
zew+w′(s)≈ r � s ≈ r

bvslew(s, t) � ∃x , y. (sbmodw(s, x)∧ sbmodw(t, y)∧ x ≤ y)
¬bvslew(s, t) � ∃x , y. (sbmodw(s, x)∧ sbmodw(t, y)∧ x > y)
bvulew(s, t) � s ≤ t
¬bvulew(s, t) � s > t

bvudivw(s, t)≈ r �
�
t ≈ 0∧ r ≈ 2w − 1

�∨�
t ≥ 1∧ ∃x . (×(t, r, x)∧ s− t < x ≤ s)

�
Figure 5.1. Rules translating bit-vector operations into the core language. The rules
only apply in negative positions.

erations, for instance bvsdivw or bvsmodw, can be handled in the same way
as shown here, though sometimes the number of cases to be considered is
larger.

The translation from bit-vector constraints φ to core formulas φcore has
two parts: first, BVOPa occurrences in a formula φ have to be replaced
with equivalent expressions in the core language; second, since the core
language only knows the sort of unbounded integers, type information has
to be made explicit by adding domain constraints.

BVOPa elimination

Like in Section 5.2.1, we assume that the bit-vector formula φ has already
been brought into a flat form by introducing additional constants or quan-
tified variables: the operations in BVOPa must not occur nested, and func-
tions only occur in equations of the form f (s̄)≈ t in negative positions. The
translation from φ to φ′ is then defined by the rewriting rules in Figure 5.1.
Since the rules for the predicate bvslew distinguish between positive and
negative occurrences, we assume that rules are only applied to formulas in
negation normal-form, and only in negative positions.
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The rules for bvaddw, bvnegw, zew+w′ , and bvulew simply translate to the cor-
responding Presburger term, if necessary followed by remainder ubmodw.
Multiplication bvmulw is mapped similarly to the ×-predicate defined in
Section 5.2.1, adding an existential quantifier to store the intermediate
product. Since rules are only applied in negative positions, the quantified
variable can later be replaced with a Skolem constant. An optimised rule
could be defined for the case that one of the factors is constant, avoiding
the use of the ×-predicate. Translation of bvslew simply maps the operands
to a signed bit-vector domain {−2w−1, . . . , 2w−1−1}. The rule for unsigned
division bvudivw distinguishes the cases that the divisor t is zero or posi-
tive (as required by SMT-LIB), and maps the latter case to standard integer
division.

Domain constraints

Bit-vector variables/constants x of width w occurring in φ are interpreted
as unbounded integer variables in φcore, which therefore has to contain
explicit assumptions about the ranges of bit-vector variables. We use the
abbreviation inw(x) =def (0≤ x < 2w) and define

φcore =
�∧

x∈S

inwx
(x)

�→ φ′
where S ⊆ C ∪ X is the set of free variables and constants occurring in φ,
wx is the bit-width of x ∈ S, and φ′ is the result of applying rules from
Figure 5.1 to φ. Similar constraints are used to express quantification over
bit-vectors, for instance ∃x . (inw(x)∧ . . .) and ∀x . (inw(x)→ . . .).

Example 5.2.3. Consider challenge/multiplyOverflow.smt2, a problem
from SMT-LIB QF_BV containing a bit-vector formula that is known to be
hard for most SMT solvers since it contains both multiplication and division.
In experiments, neither Z3 nor CVC4 could prove the formula within 10min.
In our notation, the problem amounts to showing validity of the following
implication, with a, b ranging over bit-vectors of width 32:

bvule32(b,bvudiv32(2
32 − 1, a))→

bvule64(bvmul64(ze32+32(a), ze32+32(b)), 2
32 − 1)
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As a flat formula, with additional constants c1 of width 32 and c2, c3, c4 of
width 64, the implication takes the form:�

bvudiv32(232 − 1, a)≈ c1 ∧ bvmul64(c3, c4) = c2 ∧
ze32+32(a)≈ c3 ∧ ze32+32(b)≈ c4 ∧ bvule32(b, c1)

�
→ bvule64(c2, 232 − 1)

The final formula φcore is obtained by application of the rules in Figure 5.1,
and adding domain constraints:⎛
⎜⎜⎜⎜⎜⎜⎝

in32(a)∧ in32(b)∧ in32(c1)∧ in64(c2)∧ in64(c3) ∧
in64(c4)∧ ∃z. (×(c3, c4, z)∧ ubmod64(z, c2)) ∧
a ≈ c3 ∧ b ≈ c4 ∧ b ≤ c1��

a ≈ 0∧ c1 ≈ 232 − 1
� ∨�

a ≥ 1∧ ∃x .(×(a, c1, x)∧ 232 − 1− a < x ≤ 232 − 1)
��

⎞
⎟⎟⎟⎟⎟⎟⎠
→ c2 ≤ 232−1

Preprocessing and Simplification

An encoded formulaφcore tends to contain a lot of redundancy, in particular
nested or unnecessary occurrences of the bmodb

a predicates. As an impor-
tant component of our calculus, and in line with the approach in other
bit-vector solvers, we therefore apply simplification rules both during pre-
processing and during the solving phase (“inprocessing”). The most impor-
tant simplification rules are shown in Figure 5.2. Our implementation in
addition applies rules for Boolean and Presburger connectives.

The notation Π : φ � φ′ expresses that formula φ can be rewritten to φ′,
given the setΠ of formulas as context. The structural rules in the upper half
of Figure 5.2 define how formulas are traversed, and how the context Π is
extended to Π,Lit′ when encountering further literals. We apply the struc-
tural rules modulo associativity and commutativity of ∧,∨, and prioritise
LIT-∧-RW and LIT-∨-RW over the other rules. Simplification is iterated until
a fixed-point is reached and no further rewriting is possible. The connec-
tion between rewriting rules and the sequent calculus is established by the
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Π : φ� φ′ Π :ψ�ψ′
Π : φ ◦ψ� φ′ ◦ψ′ ◦-RW

Π : Lit � Lit′ Π,Lit′ : φ� φ′
Π : Lit∧φ� Lit′ ∧φ′ LIT-∧-RW

Π : Lit � Lit′ Π,¬Lit′ : φ� φ′
Π : Lit∨φ� Lit′ ∨φ′ LIT-∨-RW

Π : φ� φ′
Π : ¬φ� ¬φ′ ¬-RW

Π : φ� φ′
Π : Qx .φ� Qx .φ′ Q-RW

 
lbound(Π,s)−a

b−a

!
= k =

 
ubound(Π,s)−a

b−a

!
Π : bmodb

a(s, r)� s ≈ r + k · (b− a)
BOUND-RW

s+ (b− a) · t ≺ s

Π : bmodb
a(s, r)� bmodb

a(s+ (b− a) · t, r)
COEFF-RW

bmodb′
a′(s
′, r ′) ∈ Π, (b− a) | k · (b′ − a′),

s+ k · (s′ − r ′)≺ s

Π : bmodb
a(s, r)� bmodb

a(s+ k · (s′ − r ′), r)
BMOD-RW

Figure 5.2. Simplification rules for bit-vector formulas. In ◦-RW, φ and ψ are not
literals, and ◦ ∈ {∧,∨}. In LIT-∧-RW and LIT-∨-RW, the formula Lit is a literal. In
Q-RW, x must not occur in Π, and Q ∈ {∀,∃}. In COEFF-RW, all constants or variables
in t also occur in s.

following rules:

Γ ,φ′ � Δ
Γ ,φ � Δ RW-LEFT

Γ � φ′,Δ
Γ � φ,Δ

RW-RIGHT

if Γ ∪ {¬ψ |ψ ∈Δ} : φ� φ′

The lower half of Figure 5.2 shows three of the bit-vector-specific rules.
The BOUND-RW rule defines elimination of bmodb

a-predicates that do not
require any case splits; the definition of the rule assumes that the func-
tions lbound(Π, s) and ubound(Π, s) derive lower and upper bounds of a
term s, respectively, given the current context Π. The two functions can
be implemented by collecting inequalities (and possibly type information
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available for predicates) in Π to obtain an over-approximation of the range
of s.

Rule COEFF-RW reduces coefficients in bmodb
a(s, r) by adding a multiple of

the modulus b− a to s. The rule assumes a well-founded order ≺ on terms
to prevent cycles during simplification. One way to define such an order is
to choose a total well-founded order ≺ on the union C ∪X of variables and
constants, extend ≺ to expressions α · x by sorting coefficients as 0 ≺ 1 ≺
−1≺ 2≺ · · · , and finally extend ≺ to arbitrary terms α1 t1+ · · ·+αntn as a
multiset order [121].

The same order ≺ is used in BMOD-RW, defining how bmodb
a(s, r) can be

rewritten in the context of a second literal bmodb′
a′(s
′, r ′). The rule is use-

ful to optimise the translation of nested bit-vector operations. Assuming
bmodb′

a′(s
′, r ′), the value of s′ − r ′ is known to be a multiple of b′ − a′, and

therefore k · (s′ − r ′) is a multiple of b − a provided that b − a divides
k · (b′ − a′). This implies that the truth value of bmodb

a(s, r) is not affected
by adding k · (s′ − r ′) to s.

Our implementation uses various further simplification rules, for instance
to eliminate × or bmodb

a whose result is never used; we skip those for lack
of space.

Example 5.2.4. Consider bvadd32(bvadd32(a, b), c), which corresponds to
the expression ubmod32(a+ b, r1)∧ ubmod32(r1+ c, r2) in the core language.
Provided that a+ b+ c ≺ r1+ c, the formula can be rewritten using BMOD-RW

to ubmod32(a+ b, r1)∧ ubmod32(a+ b+ c, r2), .

Example 5.2.5. We continue Example 5.2.3 and show that φcore is valid,
focusing on the a ≥ 1 case of bvudiv32. The proof (Figure 5.3) consists of three
core steps: (i) using ×-ICP, from the constraints in32(a), in32(b), ×(a, b, d)
the inequalities 0≤ d and d ≤ 264 − 233 + 1 can be derived; (ii) therefore,
using RW-LEFT and BOUND-RW, the literal ubmod64(d, c2) can be rewritten
to d ≈ c2, capturing the fact that 64-bit multiplication cannot overflow for
unsigned 32-bit operands; (iii) using ×-CROSS, from the inequalities a ≥ 1
and b ≤ c1 and the products ×(a, b, d), ×(a, c1, e) we can derive e − d −
c1 + b ≥ 0. The proof branch can then be closed using standard arithmetic
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reasoning. The implementation of our procedure can easily find the outlined
proof automatically.

∗....
. . . , a ≥ 1, e < 232, b ≤ c1, d ≥ 232, e− d − c1 + b ≥ 0 �

. . . ,×(a, b, d),×(a, c1, e), a ≥ 1, e < 232, b ≤ c1, d ≥ 232 � ×-CROSS

. . . , 0≤ d, d ≤ 264 − 233 + 1, d ≈ c2 � (b)

. . . , 0≤ d, d ≤ 264 − 233 + 1, ubmod64(d, c2) � RW-LEFT

. . . , in32(a), in32(b),×(a, b, d),ubmod64(d, c2) � ×-ICP

� φcore
(a)

Figure 5.3. Proof tree for Example 5.2.5, with the sequences (a) and (b) of rule
applications not shown in detail.

Splitting Rules for bmodb
a

In general, formulas will of course also contain occurrences of bmodb
a that

cannot be eliminated just by simplification. We introduce two calculus rules
for reasoning about such general literals bmodb

a(s, r). The first rule makes
the assumption that lower and upper bounds of s are available, and are
reasonably tight, so that an explicit case analysis can be carried out; the
rule generalises BOUND-RW to the situation in which the factors l, u do not
coincide: "

Γ , a ≤ r < b, s ≈ r + i · (b− a) � Δ#u

i=l

Γ ,bmodb
a(s, r) � Δ BMOD-SPLIT

assuming the bounds
$ lbound(Π,s)−a

b−a

%
= l and

$ubound(Π,s)−a
b−a

%
= u with Π =

Γ ∪ {¬ψ |ψ ∈Δ}.
If the bounds l,u are too far apart, the number of cases created by BMOD-
SPLIT would become unmanageable, and it is better to choose a direct en-
coding of the remainder operation in Presburger arithmetic:

Γ , a ≤ r < b, s ≈ r + (b− a) · c � Δ
Γ ,bmodb

a(s, r) � Δ BMOD-CONST
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where c is assumed to be a fresh constant. Rule BMOD-CONST corresponds
to the encoding chosen in [76].

In practice, it turns out to be advantageous to prioritise rule BMOD-SPLIT

over BMOD-CONST, as long as the number of cases does not become too
big. This is because each of the premises of BMOD-SPLIT tends to be signif-
icantly simpler to solve (and interpolate) than the conclusion; in addition,
splitting one bmodb

a literal often allows subsequent simplifications that elim-
inate other bmodb

a occurrences.

Quantifier Elimination

Since the bit-vector rules in this section are all equivalence transformations,
QE for bit-vectors can be done exactly as described in Section 5.2.1. As the
ranges of all symbols are now bounded, it is guaranteed that any formula
will eventually be reduced to Presburger arithmetic, so that we obtain com-
plete QE for (arithmetic) bit-vector constraints.

5.3 Interpolation of Bit-Vectors

Over half a century ago Craig proved a theorem which has had great impli-
cations [44]:

Theorem 5.3.1. If φ |=ψ, then there is a formula I such that φ |= I , I |=ψ
and all non-logical symbols in I occur in both φ and ψ.

Craig interpolation is a commonly used technique to infer invariants or
contracts in verification. Over the last 15 years, efficient interpolation
techniques have been developed for a variety of logics and theories, in-
cluding propositional logic [99, 61], uninterpreted functions [99, 67, 30],
first-order logic [100, 91, 25], algebraic data-types [89], linear real arith-
metic [99], non-linear real arithmetic [46], Presburger arithmetic [29, 30,
77], and arrays [32, 128, 83].
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A theory that has turned out notoriously difficult to handle in Craig interpo-
lation is bit-vector arithmetic. Decision procedures for bit-vectors are pre-
dominantly based on bit-blasting, in combination with sophisticated prepro-
cessing and simplification methods, which implies that also extracted inter-
polants stay on the level of propositional logic and are difficult to map back
to compact high-level bit-vector constraints. An alternative interpolation
approach translates bit-vector constraints to unbounded integer arithmetic
formulas [76], but is limited to linear constraints and tends to produce in-
teger formulas that are hard to solve and interpolate, due to the necessary
introduction of additional variables and large coefficients to model wrap-
around semantics correctly.

Example 1 (cont): Interpolating Arithmetic Bit-Vector Operations

We take another look the example presented in Section 5.3, now as an
interpolation problem A∧B. An eager encoding into Presburger arithmetic
can be solved and interpolated using existing methods implemented in SMT
solvers. Interpolants can be mapped back to a pure bit-vector formula if
needed. The LIA interpolant presented in [76] for A∧ B is the somewhat
complicated formula ILIA = −255 ≤ y2 − y3 + 256-−1 y2

256.. Using our lazy
approach, the final interpolant in the example is ILAZY = y3 < y2, which is
simple and avoids the division operator in ILIA. in

5.3.1 Interpolation in PAUF

Given formulas A and B such that A∧B is unsatisfiable, Craig interpolation
can determine a formula I such that the implications A⇒ I and B⇒¬I
hold, and non-logical symbols in I occur in both A and B. An interpolat-
ing version of our sequent calculus has been presented in [30, 29], and is
summarised in Figure 5.4. To keep track of the partitions A, B, the calculus
operates on labeled formulas -φ.L (with L for “left”) to indicate that φ is
derived from A, and similarly formulas -φ.R for φ derived from B. If Γ , Δ
are finite sets of L/R-labeled formulas, and I is an unlabeled formula, then
Γ � Δ � I is an interpolating sequent.
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Γ , -φ.L � Δ � I Γ , -ψ.L � Δ � J
Γ , -φ ∨ψ.L � Δ � I ∨ J

∨-LEFTL

Γ , -φ.R � Δ � I Γ , -ψ.R � Δ � J
Γ , -φ ∨ψ.R � Δ � I ∧ J

∨-LEFTR

Γ , -φ.D, -ψ.D � Δ � I
Γ , -φ ∧ψ.D � Δ � I

∧-LEFTD

Γ � -φ.D,Δ � I
Γ , -¬φ.D � Δ � I

¬-LEFTD

∗
Γ , -φ.L � -φ.L,Δ � false

CLOSELL

∗
Γ , -φ.R � -φ.R,Δ � true

CLOSERR

∗
Γ , -φ.L � -φ.R,Δ � φ

CLOSELR

∗
Γ , -φ.R � -φ.L,Δ � ¬φ CLOSERL

Γ , -[x/t]φ.L, -∀x .φ.L � Δ � I
Γ , -∀x .φ.L � Δ � ∀Rt I

∀-LEFTL

Γ , -[x/t]φ.R, -∀x .φ.R � Δ � I
Γ , -∀x .φ.R � Δ � ∃Lt I

∀-LEFTR

Γ , -[x/c]φ.D � Δ � I
Γ , -∃x .φ.D � Δ � I

∃-LEFTD

Γ � -[x/c]φ.D,Δ � I
Γ � -∀x .φ.D,Δ � I

∀-RIGHTD

Figure 5.4. The upper box presents a selection of interpolating rules for propositional
logic, while the lower box shows rules for quantifiers. Parameter D stands for either
L or R. The quantifier ∀Rt denotes universal quantification over all constants occur-
ring in t but not in ΓL ∪ΔL; likewise, ∃Lt denotes existential quantification over all
constants occurring in t but not in ΓR ∪ΔR. In ∃-LEFTD, c is a constant that does not
occur in the conclusion.

Semantics of interpolating sequents is defined using the following projec-
tions: ΓL =def {φ | -φ.L ∈ Γ } and ΓR =def {φ | -φ.R ∈ Γ }, which extract the
L/R-parts of a set Γ of labeled formulas. A sequent Γ � Δ � I is valid
if (i) the sequent ΓL � I ,ΔL is valid, (ii) the sequent ΓR, I � ΔR is valid,
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and (iii) the constants and uninterpreted predicates/functions in I occur
in both ΓL ∪ ΔL and ΓR ∪ ΔR. As a special case, note that the sequent
-A.L, -B.R � & � I is valid iff I is an interpolant of A∧ B. Soundness of
the calculus guarantees that the root of a closed interpolating proof is a
valid interpolating sequent.

To solve an interpolation problem A∧ B, a prover typically first constructs
a proof of A, B � & using the ordinary calculus (see Section 3.1). Once
a closed proof has been found, it can be lifted to an interpolating proof:
this is done by replacing the root formulas A, B with -A.L, -B.R, respectively,
and recursively assigning labels to all other formulas as defined by the rules
from Figure 5.4. Then, starting from the leaves, intermediate interpolants
are computed and propagated back to the root, leading to an interpolating
sequent -A.L, -B.R � & � I .

5.3.2 Interpolation for Non-Linear Constraints

To carry over the Craig interpolation to non-linear formulas, the calculus
rules for ×-predicate needs interpolating versions. For this, we follow the
approach used in [30] (which in turn resembles the use of theory lemmas in
SMT in general): when translating a proof to an interpolating proof, we re-
place applications of the ×-rules with instantiation of an equivalent theory
axiom QAx. Suppose a non-interpolating proof contains a rule application

....
Γ , Γ ′, Γ1 � Δ1,Δ′,Δ · · ·

....
Γ , Γ ′, Γn � Δn,Δ′,Δ

Γ , Γ ′ � Δ′,Δ R
....

(5.1)

in which Γ ′,Δ′ are the formulas assumed by the rule application, Γ ,Δ are
side formulas not required or affected by the application, and Γ1,Δ1, . . . ,
Γn,Δn are newly introduced formulas in the individual branches.

The (unquantified) theory axiom Ax corresponding to the rule application
expresses that the conjunction of the premises has to imply the conclusion;
the quantified theory axiom QAx =def ∀S.Ax in addition contains universal
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quantifiers for all constants S ⊆ C occurring in Ax.

Ax =def

n∧
i=1

�∧
Γi →

∨
Δi

� → �∧
Γ ′ →∨

Δ′
�

Ax and QAx are specific to the application of R: the axioms for two distinct
applications of R will in general be different formulas. QAx is defined in
such a way that it can simulate the effect of R (as in (5.1)). This is done
by introducing QAx in the antecedent of a sequent, applying the rule ∀-
LEFT to instantiate the axiom with the constants S and obtain Ax, and then
applying propositional rules. The propositional rules ∨-LEFT and ¬-LEFT

are used to eliminate implications→ (which are short-hand for ¬,∨), and
the rule ∧-RIGHT to eliminate the conjunction

∧n
i=1:

∗....
Γ , Γ ′,

∧
Γ ′ →∨

Δ′ � Δ′,Δ
Γ , Γ ′, Γ1 � Δ1,Δ′,Δ · · · Γ , Γ ′, Γn � Δn,Δ′,Δ

...

Γ , Γ ′, Ax � Δ′,Δ ∨-LEFT,¬-LEFT,∧-RIGHT∗
Γ , Γ ′,∀S.Ax � Δ′,Δ ∀-LEFT∗

This construction leads to a proof using only the standard rules from Sec-
tion 5.1, which can be interpolated as discussed earlier. Since QAx is a valid
formula not containing any constants, it can be introduced in a proof at any
point, and labelled -QAx.L or -QAx.R on demand.

The obvious downside of this approach is the possibility of quantifiers occur-
ring in interpolants. The interpolating rules ∀-LEFTL/R (Figure 5.4) have to
introduce quantifiers ∀Rt/∃Lt for local symbols occurring in the substituted
term t; whether such quantifiers actually occur in the final interpolant de-
pends on the applied ×-rules, and on the order of rule application. For
instance, with ×-SPLIT it is always possible to choose the label of QAx so
that no quantifiers are needed, whereas ×-EQ might mix symbols from left
and right partitions in such a way that quantifiers become unavoidable. In
our implementation we approach this issue pragmatically. We leave proof
search unrestricted, and might thus sometimes get proofs that do not give
rise to quantifier-free interpolants; when that happens, we afterwards ap-
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ply QE to get rid of the quantifiers. QE is always possible for bit-vector
constraints, see Section 5.2.2.4

5.3.3 Interpolation for Bit-Vectors

Similarly, the interpolation approach from Section 5.3.2 carries over to bit-
vectors, with theorem axioms being generated for each of the rules defined
in this section. Since the translation of bit-vector formulas to the core lan-
guage happens upfront, also interpolants are guaranteed to be in the core
language, and can be mapped back to bit-vector formulas if necessary (e.g.,
as in [76]). Interpolants might contain quantifiers, in which case QE can
be applied (as described in the first paragraph), so that we altogether ob-
tain a complete procedure for quantifier-free interpolation of arithmetic
bit-vector formulas. For interpolation problems from software verification,
it happens rarely, however, that QE is needed.

In our implementation, we restrict the use of the simplification rules RW-
LEFT and RW-RIGHT when computing proofs for the purpose of interpola-
tion. Unrestricted use could quickly mix up the vocabularies of the indi-
vidual partitions in an interpolation problem A∧ B, and thus increase the
likelihood of quantifiers in interpolants. Instead we simplify A, B separately
upfront using rules in Figure 5.2, and apply RW-LEFT, RW-RIGHT only when
the modified formula φ is a literal.

Example 1 (cont): Interpolating Arithmetic Bit-Vector Operations

We recall the example from Section 5, and show how our calculus finds the
simpler interpolant I ′LIA = y3 < y2 for the interpolation problem A∧ B. The
core step is to turn the application of BMOD-SPLIT into an explicit axiom;
after slight simplifications, this axiom is:

Ax =

�
ubmodw(y2 + 1, c2)∧ 3≤ y2 < 256∧ in8(c2)

�→�
y2 + 1≈ c2 ∨ y2 + 1≈ c2 + 256

�
4Non-linear integer arithmetic in general does not admit quantifier-free interpolants. For
instance, (x > 1∧ x ≈ y2)∧ x ≈ z2 + 1 is unsatisfiable, but no quantifier-free interpolants
exist, regardless of whether divisibility predicates α | t are allowed or not.
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The axiom mentions all assumptions made by the rule, including the bounds
3 ≤ y2 < 256 that determine the number of resulting cases (or, alter-
natively, the formulas c1 > y3, y2 ≈ c1, c2 ≤ y3, y7 ≈ 3, y7 ≈ c2 from
which the bounds derive). The axiom also includes domain constraints
like in8(c2) for occurring symbols, which later ensures that possible quanti-
fiers in interpolants range over bounded domains. The quantified axiom is
QAx = ∀y2, c2. Ax, and can be used to construct an interpolating proof:

· · ·

∗....
-c1 > y3.L, -y2 ≈ c1.L, -c2 ≤ y3.R,
-y7 ≈ 3.R, -y7 ≈ c2.R, -y2 + 1≈ c2.R � & � y3 < y2 · · ·

-Acore.L, -Bcore.R, -Ax.R � & � y3 < y2
∨-LEFTR

-Acore.L, -Bcore.R, -QAx.R � & � y3 < y2
∀-LEFTR

We only show one of the cases, + , resulting from splitting the axiom -Ax.R
using the rules from Figure 5.4. The final interpolant ILAZY = y3 < y2

records the information needed from Acore to derive a contradiction in the
presence of y2 + 1 ≈ c2; the branch is closed using standard arithmetic
reasoning [29].

5.4 Handling the Structural Fragment

Two bit-vector operations which are not naturally translated to integer arith-
metic are: the extraction from a bit-vector (bvextract[u,l]), which cuts out a
slice of u− l + 1 consecutive bits; and the concatenation of two bit-vectors
(bvconcatv+w), forming a bit-vector of length v + w. We call the fragment
of bit-vector logic containing only these operations and positive equalities
the structural fragment of bit-vector theory. We here present how we can
extend our calculus to treat these operations with special care allowing, in
some cases, for improved efficiency and reduced interpolant sizes.

Example 5.4.1. Given the following bit-vectors:

c1 = [0,0] = 0 c2 =[1,1] = 3 c3 =[0,1] = 1

c4 = [0,0, 1,1] = 3 c5 =[1,1, 0,0] = 12
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where [bn, . . . b0] is equal to Σn
i=0(bi2

i). The following equations hold

bvconcat2+2(c1, c2)≈ c4 bvconcat2+2(c2, c1)≈ c5

bvextract[3,2](c4)≈ c1 bvextract[1,0](c4)≈ c2

bvextract[2,1](c4)≈ c3

While it is possible to translate extractions and concatenations to integer
arithmetic, it is not always efficient. We show here that it can be more
efficient to keep extractions abstract and only convert at need. Moreover,
it can also help in computing simpler interpolants.

Example 5.4.2. Now we consider the full example from [33], a formula over
the structural fragment which we divide into two parts

A= x[5 : 0]≈ z ∧ z[5 : 2]≈ 11
B = y[7 : 2]≈ 6∧ x ≈ y

where bit-vector x , y are of width 8 and z of width 6. The unsatisfiability of A∧
B can be proved by translating the bit-vector constraints to integer arithmetic

A/ = ubmod6(x , z)∧ ∃c1.(in2(c1)∧ z ≈ c1 + 11 · 22)
B/ = ∃c2.(in2(c2)∧ y ≈ c2 + 6 · 22)

Using the interpolation procedure presented in Section 5.2.2 we can compute
an interpolant:

I = ∃c.(x ≈ 44+ 64c ∨ x ≈ 45+ 64c ∨ x ≈ 46+ 64c ∨ x ≈ 46+ 64c)

We double the width of x , y, and consider a just slightly different formula
where the resulting sizes of the extractions are the same

A′ = x[13 : 8]≈ z ∧ z[5 : 2]≈ 11
B′ = y[15 : 10]≈ 6∧ x ≈ y

Using the same procedure now yields an interpolant of exponentially greater
size
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I ′ = ∃c.(x ≈ 4097+ 8192c ∨ x ≈ 4098+ 8192c ∨ · · · ∨ x ≈ 5120+ 8192c)

The conjunction is unsatisfiable due to the conflicting assignment of a small
slice in x and y , see Figure 5.5. The location of the conflict (i.e., the number
of bits to the left or right of the segment) are irrelevant, so the interpolant
could be constant size regardless of input size. However, when translating
to arithmetic the overall structure is lost, and the interpolant is not only
hard to interpret but can not be expressed succinctly.

7 6 5 4 3 2 1 0
x[8] * * 1 0 1 1 * *
y[8] 0 0 0 1 1 0 * *

15 14 13 12 11 10 9 . . .
x[16] * * 1 0 1 1 * . . .
y[16] 0 0 0 1 1 0 * . . .

Figure 5.5. The conflict is due to the contradicting assignments to slices of x and y.
The top with bit-vectors of size 8, bottom with size 16.

5.4.1 Structural Fragment

In [33], a polynomial fragment of the bit-vector theory is identified — for-
mulas containing only extractions, concatenations and positive equalities
are solvable in polynomial time by a congruence closure procedure over
decomposed bit-vectors [45].

Definition 5.4.3. The structural fragment consists of all formulas of the form
φ1∧φ2∧· · ·∧φn, n ∈ � where each φi is either of the form bvextract[u,l](s)≈
r, bvconcatv+w(s, t)≈ r or s ≈ r.

Note that a formula containing bvconcatv+w operations can be translated
into an equisatisfiable formula instead using bvextract[u,l] operations. We
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illustrate the translation with an example, the generalisation is straight-
forward, see Figure 5.9. Consider a formula containing a concatenation
operation of two bit-vectors

φ[bvconcatv+w(s, t)]

The concatenation can be eliminated by introducing a existentially quanti-
fied variable to represent the result of the concatenation and express the
relationship with the arguments using extractions

∃x .(inv+w(x)∧ bvextract[v+w−1,w](x)≈ s ∧ bvextract[w−1,0](x)≈ t ∧φ[x])

Therefore it is only necessary to translate extraction operations to the core
language.

We extend the calculus to allow it to simulate the congruence closure proce-
dure and consequently handle formulas in the structural fragment more ef-
ficiently. We introduce a family of predicates Pex = {ex t ru

l | u, l ∈ �,u≥ l}.
Semantically ex t ru

l (s, t) relates the terms if t is the result of extracting bits
u through l (inclusive) from the s, this is formally expressed by quantifying
the values of the bits cut off from left and right:

ex t ru
l (s, t)⇔ inu−l+1(t)∧ ∃m, n ∈ �.(0≤ n< 2l ∧ s ≈ m2u+1 + t2l + n)

5.4.2 Bit-Vector Decomposition

As demonstrated in Section 5, a contradiction can sometimes be found be-
tween parts of bit-vectors, the challenge lies in how bit-vectors should be
decomposed. Intuitively, there is no need to split apart bits which are never
constrained individually. We decompose each bit-vector (and each extrac-
tion) into parts such that each constraint only refers to exactly one whole
part. Following the procedure described in [33], we use the notion of cut
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points, for each bit-vector a set of cut points is created. These are propa-
gated to other bit-vectors which are “related”, i.e., occur in the same equal-
ity or extraction.

Example 2 (cont): Interpolating Structural Bit-Vector Operations

Recalling the constraints from Example 5.4.2.

x[5 : 0]≈ z, z[5 : 2]≈ 11, y[7 : 2]≈ 6, x ≈ y

the sets of cut points for x , y and z are respectively {6,0}, {2,0} and {2,0}.
As seen in Figure 5.6, the resulting sets of cut points after propagation are
{6,2,0}, {6,2,0} and {2,0}.
The bit-vectors x , y, z from the previous example can then be decomposed
according to their cut points and then from simple reasoning follows the
inconsistency x[5 : 2] ≈ 5 �≈ 6 ≈ y[5 : 2] (no translation to integers
needed). By ensuring the decomposition is done in a particular way, only
checking conflicts between the parts of the bit-vectors yields a complete and
polynomial procedure [33]. Following is a description how it is integrated
into our calculus and how to construct interpolating proofs.

x 7 6 5 4 3 2 1 0
y 7 6 5 4 3 2 1 0
z 5 4 3 2 1 0

↓
x 7 6 5 4 3 2 1 0
y 7 6 5 4 3 2 1 0
z 5 4 3 2 1 0

Figure 5.6. Cut point propagation.

5.4.3 Handling Extractions

We formalise the splitting of bit-vector extractions according to the cut-
points with a calculus rule EXTR-SPLIT, see Figure 5.7. Intuitively, we cut
the bit-vector s at point i and introduce two existential variables x1, x2 cor-
responding to each half. By constraining that the corresponding halves of
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r are also equal to x1, x2 we ensure equality between s and r. This can be
generalised to split into several parts at once (allowing for shorter proofs).

The extraction operations can be translated to arithmetic if a proof can not
be found within the structural fragment. The rule EXTR-ARITH translated an
operator bvextract[u,l] to arithmetic consist of taking modulo all bits above
the uth bit and dividing away bits below the lth bit. We express the division
by existentially quantifying the remainder.

Using the rules presented above, to close a proof the calculus requires a
formula φ to occur twice, once negated (cf., CLOSERR). However, keeping
extractions abstract, it is sometimes necessary to use functional consistency
to infer that two extracts are equivalent. Functional consistency can be
described by a family of axioms (one axiom for each combination of u, l):

∀s1, s2, r1, r2.(ex t ru
l (s1, r1)∧ ex t ru

l (s2, r2)∧ s1 ≈ s2→ r1 ≈ r2) (5.2)

For simplification of presentation, we incorporate the axiom instantiation
directly into a calculus rule EXTR-CONS.

Computing interpolants using rules EXTR-SPLIT and EXTR-ARITH is straight-
forward since the interpolant is not changed. The final rule EXTR-CONS

requires a bit more explanation. Applying EXTR-CONS is equivalent of in-
stantiating the axiom, which can be instantiated with either label L/R. As
described in Section 5.3.2, it is possible to instantiate the axiom using the
rules ∀-LEFTR and ∀-LEFTL and construct an interpolating proof. The rule
is applied to two literals which can have three combinations of labels: L/L,
R/R or L/R. In the first, the axiom is instantiated with label L, and the other
the axiom is instantiated with label R; this strategy yields the simplest in-
terpolants.

However, it is not guaranteed to be quantifier-free, and we address below
how to eliminate the quantifiers. Moreover, if EXTR-CONSLL is used, a dis-
junction is introduced, therefore we extend the structural fragment with
disjunction forming the disjunctive structural fragment.
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Theorem 5.4.4. The disjunctive structural fragment is closed under interpo-
lation.

Proof. Given an unsatisfiable formula φ = A∧ B in the structural fragment,
we can simulate the procedure from [33] which is sound and complete, by
applying EXTR-SPLIT, EXTR-CONS and structural rules. Therefore a proof can
be constructed for Γ , -Acore.L, -Bcore.R � Δ � I , such that I is equivalent
to an equivalent interpolant in the disjunctive structural fragment. We first
show that quantifiers from I can be eliminated and finally that the formula
can be translated to a formula in the disjunctive structural fragment.

In the disjunctive structural fragment, quantifiers can only be introduced
in the interpolant by application of EXTR-CONSLR, since no other rule intro-
ducing a quantifier is applicable. We show that in a resulting interpolant
∃Ls1r1

.(ex t ru
l (s, t) ∧ I ∧ J), where s and r are guaranteed to be either con-

stants or literals (since our calculus do not admit more complicated terms),
the quantifier can be eliminated. We consider the two (possibly simultane-
ous) cases, where a constant in s is quantified and where a constant in t is
quantified.

When applying EXTR-CONST, it can be ensured that the sub-formulas I , J
of the resulting interpolant consists of equalities between literals and con-
stants common to A and B . This is done by only applying the rule when
the equations present in Γ entails the equality s1 ≈ s2 in the conclusion of
the rule (we refer to [30] for a complete description). Closing the branches
using the rules described in [29]might lead to arithmetic interpolants (i.e.,
not a simple equality), therefore we might need to apply the CUT-rules (with
φ being an equality), akin to the procedure described in [67], which will
produce an interpolant consisting of a set of equalities. Finally, an equality
in I can then be used to eliminate the quantifier (since it constrains the
quantified variable to equal a certain constant).

In the second case, quantifiers can be eliminated when translating the pred-
icate ex t r back to a function application bvextract, e.g., an interpolant
∃x .(ex t ru

l (s, x)∧ I[x]∧ J[x]) is translated into [x/bvextract[u,l](s)](I ∧ J).

Finally, it should be noted that for the resulting formula to be in the dis-
junctive structural fragment, disequalities must be eliminated by the use
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of disjunction and bit-blasting. By enumerating all possible ways two bit-
vectors can be disequal (i.e., two possibilities per bit). Given two bit-vectors
of width w and a disequality

s �≈ t

it can be replaced by

w−1∨
i=0

((ex t r i
i (s)≈ 0∧ ex t r i

i (t)≈ 1)∨ (ex t r i
i (s)≈ 1∧ ex t r i

i (t)≈ 0))

Example 2 (cont): Interpolating Structural Bit-Vector Operations

Revisiting the example in Section 5, formulating it in the core language:

φcore = -ex t r5
0 (x , z)∧ ex t r5

2 (z, 11).L, -ex t r7
2 (y, 6)∧ x ≈ y.R

Figure 5.8 shows a proof with final interpolant ∃c.extr5
2(x)≈ c ∧ c ≈ 11.

Translating this interpolant to SMT-lib notation, gives us bvextract[2,5](x)≈
11 (since extr is a functional predicate).

5.4.4 Optimisations

Constant Extractions

We can use the following simplification rule whenever an an extraction
operator is over a constant or a variable with sufficiently tight bounds such
that the extracted bits are known:

(lbound(Π, s) xor ubound(Π, s))< 2u ∧ ex t ru
l (lbound(Π, s), c)

Π : ex t ru
l (s, r)� r ≈ c

EXTR-CONST
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∗
-c1 ≈ c2.R, -c1 ≈ 11.L , -c2 ≈ 6.R, . . . � � c1 ≈ 11

*

�
∗

-x ≈ y.R � -x ≈ y.R � true
CLOSERR �

-c2 ≈ 6.R, -ex t r5
2 (x , c1).L , -ex t r5

2 (y, c2).R, . . . � � I
EXTR-CONSLR

-ex t r5
2 (y, c2).R, -ex t r3

0 (6, c2).R, -in4(c2).R, . . . � � I
EXTR-CONST

-c1 ≈ 11.L , -ex t r7
2 (y, 6).R . . . � � I

EXTR-SPLIT*

�
∗

� -z ≈ z.L � false * �
-ex t r5

2 (x , c1).L , -ex t r5
2 (z, c1).L , -in4(c1).L , -ex t r5

2 (z, 11).L , . . . �� I
EXTR-CONSLL

-∃c(ex t r5
2 (x , c)∧ ex t r5

2 (z, c)∧ in4(c).L , -ex t r5
2 (z, 11).L , . . . � � I

*

-ex t r5
0 (x , z).L , -ex t r5

2 (z, 11).L , -ex t r7
2 (y, 6).R, -x ≈ y.R � � I

EXTR-SPLIT

-ex t r5
0 (x , z).L , -ex t r5

2 (z, 11).L , -ex t r7
2 (y, 6)∧ x ≈ y.R � � I

∧-LEFTR

-ex t r5
0 (x , z)∧ ex t r5

2 (z, 11).L , -ex t r7
2 (y, 6)∧ x ≈ y.R � � I

∧-LEFTL

where I = ∃c.(c ≈ 11∧ ex t r5
2 (x , c)) which translates into bvextract[5,2](x)≈ 11.

Figure 5.8. Proof tree for the example in Section 5.4.3.

Intuitively, we take the xor between the upper and lower bound and see if
the highest differentiating bit lies above the lth bit. If so, the result of the
extraction is known.

Handling Disequalities

As shown above, it is sometimes possible to close a proof by finding con-
tradicting assignments to (a part of) a bit-vector. In general, formulas can
contain bit-vector disequalities, i.e., a negative equality between two bit-
vectors. As an optimization, in some cases we can propagate cut points (as
above) and also split disequalities. In general, it is done by decomposing
each side according to the cut-points and constraint that one part of the bit-
vector must be disequal. Given constants s, t with cut points cp(s) = cp(t)
and a formula

φ[s �≈ t]
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We can substitute the single disequality with a disjunction of the parts

φ[
|cp|∨
i=1

∃x1, x2.(ex t rcp[i]
cp[i−1](s, x1)∧ ex t rcp[i]

cp[i−1](t, x2)∧ x1 �≈ x2)]

Example 5.4.5. Given two bit-vectors (x , y) and the decomposition in Fig-
ure 5.6, consider the disequality x �≈ y, it can be replaced by the following
conjunction:

∃c1, . . . , c6

⎛
⎜⎜⎜⎝

x[7 : 6]≈ c1 ∧ y[7 : 6]≈ c2 ∧ x[5 : 2]≈ c3

∧ y[5 : 2]≈ c4 ∧ x[1 : 0]≈ c5 ∧ y[1 : 0]≈ c6

→
c1 �≈ c2 ∨ c3 �≈ c4 ∨ c5 �≈ c6

⎞
⎟⎟⎟⎠

Thus, each disequality is replaced by new ones according to the decomposi-
tion. If it is necessary to translate to arithmetic, this gives more disequalities
but each one over a smaller domain.

BVOPbv elimination

As a side-effect of integrating the handling of bvextract[u,l] and bvconcatw+v,
the resulting calculus can also reason with formulas containing bit-vector
bit-operators BVOPbv = {bvnot,bvand,bvor, bvxor}. It is possible to rewrite
such an operation to a conjunction only using bvextract[u,l], we illustrate
bvor with an example:

Example 5.4.6. Given a formula φ[bvorv+w(s, t)], by introducing a existen-
tially quantified bit-vector it can be replaced by

∃x .(φ[x]∧ inw(x)∧
w∧
i

x[i]≥ s[i]∧ x[i]≥ t[i]∧ x[i]≤ s[i] + t[i])

The cases for bvnot,bvand and bvxor are treated similarly, see Figure 5.9.

We present an informal argument to why BVOPbv elimination will not lead
to quantifiers in interpolants. Since this strategy corresponds to bit-blasting,
afterwards every extract involved in bit-blasted constrains will be over sin-
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Category
PRINCESS Z3 CVC4

Total Time Total Time Total Time

Automizer
16 14 16 0.1 14 0.1
137 17.6 137 0.0 137 0.3

keymaera
3 13.9 108 6.9 34 1.0

3754 1.67 3923 0.3 3921 0.1

psyco
4 48.6 132 0.1 132 1.5
3 183 62 0.2 62 0.5

tptp
16 1.97 17 0.0 17 0.0
54 1.35 56 0.0 56 0.0

RND
5 13.2 40 6.9 25 40.7
2 2.3 28 6.7 22 13.2

RNDPRE
13 63.3 20 19.0 22 26.9
15 91.2 36 14.1 26 29.3

model
138 21 144 0.0 73 10.8
0 0 0

Heizmann
17 66.9 15 37.8 18 18.1
45 77.3 17 50.7 108 8.3

ranking
9 101.5 34 4.4 32 1.5
4 21.7 19 19.5 13 0.4

fixpoint
34 34.5 36 0.5 54 14.2
30 111.4 73 0.6 75 2.3

Table 5.1. Performance on SMT-LIB BV problems. For each family, the first/sec-
ond row gives sat/unsat problems. The experiments were done using PRINCESS ver-
sion 2019-10-02, using the option -portfolio=bv.

gle bits. Therefore, any quantifier in the resulting interpolant will either be
a quantifier over the final argument of a functional predicate or a quanti-
fier over a single bit. The former can be eliminated by translation back to
functions as described above. In the latter case, since the expression refers
to a single bit, we can create a disjunction over the two possible cases (the
constant being 0 or 1).

5.5 Experiments

We have implemented the procedures described in this article in the PRIN-
CESS theorem prover. This includes fairly stable implementations of the cal-
culi for non-linear arithmetic (Section 5.2.1) and for arithmetic bit-vector
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Category
PRINCESS Z3 CVC4

Total Time (s) Total Time (s) Total Time (s)
2017-BuchwaldFried 0/1 -/292 0/1 -/0.7
20170531-Hansen-Check 1/2 0.94/0.73 1/2 0.03/0.00 1/2 0.03/0.02
RWS 16/0 16.5/- 16/0 34.0/-
VS3 2/0 217/- 1/0 252/-
bench_ab 284/0 2.19/- 285/0 0.02/- 285/0 0.03/-
bmc-bv 10/8 5.32/45.0 15/15 2.2/13.6 15/12 7.5/35.8
bmc-bv-svcomp14 0/17 -/65.5 8/56 1.5/6.0 8/54 67.1/47.2
brummayerbiere 0/6 -/40.6 0/40 -/30.7 0/37 -/37.6
brummayerbiere2 0/1 -/181 4/25 46.1/90.4 6/43 61.3/54.6
brummayerbiere3 1/0 574/- 5/37 112/97.5 7/12 7.2/85.9
brummayerbiere4 9/0 32.4/- 10/0 0.00/- 5/0 88.6/-
bruttomesso
.../simple_processor 0/1 -/38.1 0/64 -/53.1 0/64 -/1.2
.../core 0/142 -/56.3 0/672 -/1.2 0/672 -/16.1
.../lfsr 0/225 -/69.9 0/240 -/16.8
calypto 1/2 276/4.7 4/7 0.5/8.6 4/10 13.2/4.3
challenge 0/1 -/1.35
check2 3/2 1.23/0.87 3/3 0.0/0.0 3/3 0.03/0.03
crafted 2/18 1.04/2.6 2/19 0.01/0.01 2/19 0.01/0.03
dwp_formulas 136/175 12.3/6.4 154/178 0.03/0.00 154/178 0.05/0.03
ecc 0/8 -/0.1 0/8 -/1.85
fft 5/4 40.8/212 1/0 5.7/-
float 0/1 -/270 59/53 116/89.6 39/28 80.3/131
galois 0/1 -/0.2 0/1 -/0.4
gulwani-pldi08 6/0 14.8/- 6/0 35.2/-
log-slicing 0/51 -/287 0/17 -/352
mcm 36/16 122/232 20/0 60.9/-
pspace 21/42 1.38/1.3 0/13 -/366 21/42 0.02/0.03
rubik 3/4 40.1/21.5 0/2 -/73.1
spear
.../openldap_v2.3.35 3/0 0.1/- 5/0 138/-
.../samba_v3.0.24 34/0 46.6/- 1373/13 8.8/2.4 1343/13 19.9/16
.../zebra_v0.95a 9/0 16.3/- 9/0 1.9/- 9/0 4.0/-
.../xinetd_v2.3.14 0/2 -/2.4 0/2 -/1.4 0/2 -/1.6
.../cvs_v1.11.22 0/5 -/5.3 24/5 4.9/7.4 24/5 14.4/4.5
.../wget_v1.10.2 5/0 8.1/- 38/4 60.7/3.7 36/4 74.8/9.1
.../inn_v2.4.3 163/0 14.2/- 219/0 13.7/- 204/0 29.1/-
stp 1/0 22.4/- 1/0 288/-
stp_samples 48/35 114/27.9 151/273 0.05/0.01 151/273 0.3/0.5
tacas07 2/0 6.85/- 3/0 1.0/- 3/2 22.1/186
uclid/catchconv 0/16 -/35.5 262/152 2.2/0.9 262/152 7.79/9.6
uclid/tcas 0/2 -/1.44 0/2 -/0.00 0/2 -/0.06
uclid_contrib_smtcomp09 0/6 -/218 0/6 -/383
uum 0/2 -/5.6 0/1 -/2.2
wienand-cav2008
.../Booth 0/2 -/12.0 0/2 -/16.6
.../Distrib 0/6 -/2.9 0/6 -/0.00 0/6 -/0.03
.../Commute 0/3 -/4.0 0/6 -/0.00 0/6 -/0.04
QF_BV Total
SAT 729 311 2701 847 2632 1313
UNSAT 487 390 1967 2126 1919 1490

Table 5.2. Performance on SMT-LIB QF_BV Problems. For each row, the first/second
value gives sat/unsat problems. PRINCESS version 2019-10-02 was used.
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operators (Section 5.2.2), and of the calculi for the structural fragment and
bit-wise operations (Section 5.4). Operators like shift or rotation are cur-
rently not fully supported. We report preliminary experimental results in
this section. All experiments were done on an AMD Opteron 2220 SE ma-
chine, running 64-bit Linux and Java 1.8. Runtime was limited to 10min
wall clock time, and heap space to 2GB.

SAT Checking on BV and QF_BV Problems

Results on SMT-LIB BV benchmarks are given in Table 5.1. We compare our
implementation with Z3 4.8.0 and CVC4 1.6. Our procedure can solve a
similar number of problems as Z3 and CVC4 on many of the BV families,
and is doing well in particular on families Automizer, model, and Heizmann.
While our procedure is not specifically designed for QF_BV, we provide re-
sults for this category as well in Table 5.2 (excluding the families ASP and
Sage). QF_BV families on which our procedure does well include Exam-
ple 5.2.3 and the PSPACE family.

Verification of C Programs

Since it is difficult to compare interpolation procedures outside of an ap-
plication, we present results of running the ELDARICA version 2.0-alpha3
model checker5 on a benchmark set of 551 C programs, using the imple-
mentation of our calculus in PRINCESS (using version 2018-05-25) as in-
terpolation procedure (Table 5.3). The benchmarks are the programs used
in [57] for evaluating different predicate generation strategies. The pro-
grams use only arithmetic operations, no arrays or heap data structures.
We interpret the programs as operating either on the mathematical integers
(math), or on signed 32-bit bit-vectors (ilp32) with wrap-around semantics.
Both configurations were running a parallel portfolio of two interpolation
strategies (ELDARICA option -abstractPO): straightforward interpolation
to compute predicates, and the interpolation abstraction technique [96].
The experiments show that our interpolation approach for bit-vectors can
solve almost as many programs as the existing interpolation methods for
mathematical integers, with a similar number of CEGAR iterations, and

5https://github.com/uuverifiers/eldarica
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Categories Total
ELDARICA math

Solved Time Iter. P. Size

All 551
293 21.0 11.1 1.0
101 73.4 31.8 1.0

HOLA 46
44 11.4 8.9 1.1
0 - - -

llreve 21
16 13.1 16.1 1.1
5 7.4 7.6 1.1

VeriMAP 155
132 5.8 2.3 1.0
21 8.4 4.4 1.0

SVCOMP 329
101 46.1 22.9 1.0
75 96.0 41.1 1.0

ELDARICA ilp32

All 551
217 28.0 13.6 1.4
117 49.7 21.7 1.2

HOLA 46
21 11.0 5.8 2.0
4 6.0 0.0 1.3

llreve 21
8 17.4 27.3 1.6
4 8.5 5.8 1.1

VeriMAP 155
100 5.9 3.6 1.1
41 11.6 2.4 1.5

SVCOMP 329
88 58.1 25.7 1.3
68 77.7 35.5 1.1

CPACHECKER -32

All 551
180 30.6 28.5
168 48.6 3.9

HOLA 46
12 84.1 87.4
4 11.4 0.0

llreve 21
7 26.5 75.7
5 37.3 7.0

VeriMAP 155
87 12.2 18.5
33 24.8 1.3

SVCOMP 329
74 44.0 26.3

126 56.5 4.5

Table 5.3. Comparison of Eldarica configurations on a benchmark set of 554 C pro-
grams. Top/bottom row corresponds to safe/unsafe benchmarks.

with interpolants of comparable size. The scatter plot in Figure 5.10 in-
deed shows very similar runtimes for the two configurations.

As comparison, we also ran CPACHECKER 1.7 [19] on the benchmarks, us-
ing options -predicateAnalysis -32 and MATHSAT as solver; MATHSAT
uses the interpolation method from [76]. As can be seen in Table 5.3,
our method is competitive with CPACHECKER on all considered families,
in particular for the safe programs. We remark, however, that we are com-
paring different verification systems here. Although both ELDARICA and
CPACHECKER apply CEGAR and interpolation, there are many factors af-
fecting the results.

144



1 10 100 t/o
math

1

10

100

t/o
ilp

32

Figure 5.10. Scatter plot comparing runtime of math and ilp32 semantics on the C
benchmarks.

5.6 Related Work

Most SMT solvers handle bit-vectors using bit-blasting and SAT solving, and
usually cannot extract interpolants for bit-vector problems. The exception
is MATHSAT [39], which uses a layered approach [76] to compute inter-
polants: MATHSAT first tries to compute interpolants by keeping bit-vector
operations uninterpreted; then using a restricted form of quantifier elim-
ination; then by eager encoding into linear integer arithmetic (LIA); and
finally through bit-blasting. Our approach has some similarities to the LIA
encoding, but can choose simpler encodings thanks to laziness, and also
covers non-linear arithmetic constraints.
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Other related work has focused on fragments of bit-vector logic. In [92],
an algorithm is given for reconstructing bit-vector interpolants from bit-
level interpolants, however restricted to the case of bit-vector equalities.
An interpolation procedure based on a set of tailor-made (but incomplete)
rewriting rules for bit-vectors is given in [93].

The core logic of bit-vectors (formulas with only concatenation, extraction,
and positive equations) was identified in [45] to be solvable in polynomial
time.6 Our work is inspired by the decomposition-based decision proce-
dure for this fragment developed in [33], where the authors presents an al-
gorithm together with a data-structure designed for solving formulas over
the core logic of bit-vectors efficiently.

5.7 Conclusions

We have presented a new calculus for Craig interpolation and quantifier
elimination in bit-vector arithmetic. It is shown to be efficient and capable
of computing simple interpolants. Furthermore, we have shown how to
efficiently integrate reasoning over the structural fragment.

6To avoid confusing with our own “core” fragment introduction in Section 5.2.2, we call the
logic from [45] the “structural fragment” in this article.
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6. Satisfiability Modulo Theories

So far we have discussed mainly automated theorem proving, where the
aim is to construct proofs of validity for formulas. Now we shift our fo-
cus to Satisfiability Modulo Theories (SMT), which instead tries to find
models which makes a formula satisfied. SMT solvers are often used as
back-end solvers for various tasks, e.g., symbolic execution [36], software
model checking [86] or program verification [23]. SMT is a generalisa-
tion of the SAT problem, where “meaning” is assigned to the propositional
literals. Consider the following propositional formula:

φ = p ∧ (q ∨ r)

Of course this formula is satisfiable, for example with the model m= {p ,→
�, q ,→ �, r ,→ ⊥}. However, now consider the following formula, with the
same propositional structure, but over integer arithmetic:

φ′ = x ≈ 0∧ (x < 0∨ x > 0)

If we let p = x ≈ 0, q = x < 0 and r = x > 0, then this formula is
identical to the previous one. But the model m will not satisfy φ′ since the
conjunction of the model (with negation applied to propositions assigned
⊥) is not satisfiable in the theory of integer arithmetic, i.e., x ≈ 0, x < 0
and x �= 0 can not all be true at the same time.

An SMT solver inspects the Boolean structure of a formula and tries to find
a satisfying (Boolean) assignment to all propositions such that the conjunc-
tion of the model is satisfiable in some background theory. In this chapter
we give an overview of how an SMT solver works, beginning with a descrip-
tion of how the underlying SAT problem can be solved. For the remainder
of this chapter we will assume that all formulas are converted to CNF.
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6.1 Propositional Satisfiability

The propositional satisfiability problem (SAT) is the problem of finding a
satisfying assignment to a propositional formula. There have been great
progress in creating highly capable SAT solvers which can solve formulas
with even million of variables. We will here describe the algorithm that lies
at the core of many SAT solvers.

6.1.1 Davis-Putnam-Logemann-Loveland

The origin of the Davis-Putnam-Logemann-Loveland procedure (DPLL) was
DP, introduced by Davis and Putnam [50]. They define a set of transforma-
tion rules for formulas in CNF, which all preserve satisfiability:

• ONE-LITERAL rule: If a clause contains only a single literal p (a so
called unit clause) then any model must satisfy this literal. Therefore
all occurrences of p can be replaced by true and the unit clause can
be eliminated. If the unit clause is ¬p, instead p is replaced by false.
• AFFIRMATIVE-NEGATIVE rule: If a proposition p only occurs positively,

i.e., it is never negated, we can replace all occurrences of p by true,
without losing satisfiability. The symmetrical case holds if p only oc-
curs negatively, and p is replaced by false.
• ELIMINATING ATOMIC FORMULAS rule: The rule as described amounts

to a variation of the resolution rule; if the formula is rewritten to a
form (A∨ p) ∧ (B ∨ ¬p) ∧ R) where p �∈ A, B,R, then the formula can
be replaced by (A∨ B)∧ R).

These rules are applied repeatedly (with simplifications such as A∨ t rue
is replaced by A, etc.) until all clauses are eliminated, which means the
formula is satisfiable, or a contradiction is found. The first two rules always
reduces the size of the formula and can be applied eagerly without risk of
blow-up. However, each application of the final rule can blow up the size
of the formula quadratically, and it turns out to be inefficient in practice.
Two years later, together with Logemann and Loveland, Davis published
an improved version [49] where the ELIMINATING ATOMIC FORMULAS was
replaced by case distinction:
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• CASE-SPLIT rule: If the formula is of the form (A∨ p)∧ (B ∨¬p)∧ R)
where p �∈ A, B, R, then the formula unsatisfiable only if both A∧R and
B∧R are unsatisfiable. In practice, we can first replace all occurrences
of p with true and look for a model, and then consider the other case
by replacing p by false.

This version, referred to as the Davis-Putnam-Logemann-Loveland proce-
dure (DPLL), does not have a blow-up in the size of the formula, but instead
has case-splits which divides the search into two branches. This turned out
to be very efficient in practice, and DPLL (and its successor) has formed the
basis of many efficient SAT solvers [62].

Example 6.1.1. We study the following formula take from [49]:

φ = (p ∨ r)∧ (p ∨¬s)∧ (¬p ∨ s)∧ (¬p ∨¬r)∧ (s ∨¬r)∧ (¬s ∨ r)

Consider the following derivation, where each line corresponds to the applica-
tion of one of the above rules, we begin with a case split on p.

CASE-SPLIT(p = false) : r ∧¬s ∧ (s ∨¬r)∧ (¬s ∨ r)
ONE-LITERAL(r = true) : ¬s ∧ s
CONTRADICTION(s ∧¬s) : false

and we continue with the other half of the case split:

CASE-SPLIT(p = true) : s ∧¬r ∧ (s ∨¬r)∧ (¬s ∨ r)
ONE-LITERAL(s = true) : ¬r ∧ r
CONTRADICTION(r ∧¬r) : false

Since both cases reach a contradiction, there is no satisfying assignment to the
original formula.

It is also possible to describe this procedure as a sequent calculus, in the
top half in Figure 6.1 we show rules inspired by a calculus [126] which can
simulate DPLL. The idea is to begin with the sequent φ � (where φ is in
CNF), and try to close the proof to show that the formula is unsatisfiable.
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Γ , l �
Γ , l, l ∨ C � SUBSUME

∗
Γ , l,¬l � CONTRADICTION

Γ , l, C �
Γ , l,¬l ∨ C � RESOLVE-POS

Γ ,¬l, C �
Γ ,¬l, l ∨ C � RESOLVE-NEG

Γ , p � Γ ,¬p �
Γ � SPLIT

Γ , l �
Γ � AFF-NEG-POS

if l occurs only positively in Γ
and {l} �∈ Γ

Γ ,¬l �
Γ � AFF-NEG-NEG

if l occurs only negatively in Γ
and {¬l} �∈ Γ

Figure 6.1. DPLL as a sequent calculus.

If no rules are applicable, then Γ contains a model for φ. Effectively, Γ
contains both asserted literals as well as the remaining clauses to be sat-
isfied. If all branches are closed (by CONTRADICTION) then the formula is
unsatisfiable.

The rule SUBSUME as well as RESOLVE-POS/NEG has the same effect as ONE-
LITERAL and SPLIT is CASE-SPLIT. The rules SUBSUME and RESOLVE are used
to remove literals and clauses which are (un)satisfied. The bottom half in
Figure 6.1 are rules for simulating the AFFIRMATIVE-NEGATIVE rule (which
are not needed for completeness). The CONTRADICTION rule concludes that
there is no model (for this branch).

Example 6.1.2. Consider the derivation in Example 6.1.1, it can be mimicked
using the sequent calculus rules introduced (with conjunction as set of clauses).
The resulting proof shown in Figure 6.2. We show only one branch of the SPLIT,
but the other branch will also result in the derivation of the empty clause. Thus
the formula has no models and it is unsatisfiable.

If the final clause (¬s∨r) was not part of the formula, instead the proof branch
would end up with the following sequent:

p, s,¬r �
150



φ,¬p � φ, p �
φ � SPLIT

∗
r ∧¬s ∧ s ∧ (¬s ∨ r)¬p � CONTRADICTION

r ∧¬s ∧ s ∧ (¬s ∨ r)¬p � RESOLVE*

r ∧¬s ∧ (s ∨¬r)∧ (¬s ∨ r)¬p � SUBSUME

(p ∨ r)∧ (p ∨¬s)∧ (s ∨¬r)∧ (¬s ∨ r),¬p � RESOLVE*

φ,¬p � SUBSUME*

∗
s,¬r, r, p � CONTRADICTION

s,¬r, (¬s ∨ r), p � RESOLVE

s,¬r, (s ∨¬r), (¬s ∨ r), p � SUBSUME

(¬p ∨ s), (¬p ∨¬r), (s ∨¬r), (¬s ∨ r), p � RESOLVE*

φ, p � SUBSUME*

Figure 6.2. Sequent calculus proof of the derivation in Example 6.1.1. The first step
is a SPLIT and the two branches are shown separately.
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r ¬rr ¬r

q ¬q

⊥
r ¬r

⊥⊥
r ¬r

q ¬q

p ¬p

Figure 6.3. Search tree for DPLL. The solid arrow corresponds to backtracking, while
the dashed arrow is backjumping.

where no more rules are applicable, and the model {p ,→ �, s ,→ �, r ,→ ⊥}
can be extracted.

When using the case-split rule, it is possible to describe the search for a
model using a binary search tree. Each edge corresponds to one of the
choices off the split, and in Figure 6.3 a search tree is illustrated. In the
original style DPLL, if a contradiction is found, the last decision is undone.

6.1.2 Conflict-Driven Clause Learning

The successor to DPLL is Conflict-Driven Clause Learning (CDCL) [97] and
is currently the basis of many state-of-the-art SAT solvers [2]. The main
extension is the idea of learning clauses — when a contradiction is found,
it is analysed and an explanation is constructed. An explanation is a clause
which ensures that the same set of decisions can not be taken again. In
DPLL, this would in practice always correspond to the negation of the cur-
rent context. For example, in figure 6.3, if a contradiction is reached in
the gray node, the complete explanation would be ¬(p ∧¬q ∧ r). If added
to the set of clauses, this would hinder the branch r but instead take the
branch ¬r directly instead. This would ensure that exactly this assignment
is not explored again (“backtracking”). However, by clever analysis and
using resolution-based reasoning, it is often possible to generalise the ex-
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planation such that it can rule out more useless decisions (“backjumping”).
In Figure 6.3, the dashed arrow corresponds to an explanation ¬(p ∧ ¬q),
which would allow the search to skip the entire sub-tree connected at ¬q.
The foundation of CDCL is to leverage this by learning clauses (i.e., adding
them to the formula) when finding a contradiction, deleting learned clauses
which are deemed less useful, and sometimes restarting the search from the
beginning but remembering the learned clauses.

There is much more to be said about propositional logic, and a whole field is
devoted to solving the SAT problem as efficiently as possible. The handbook
[21] is a good overview, and the yearly SAT competition [82], where tools
are tested against each other on a set of benchmarks, is a good source to
find state-of-the-art SAT solvers.

6.2 Satisfiability Modulo Theories

SAT solvers are very powerful, but they only work with propositional logic.
Therefore, they can only deal with problems which can be encoded com-
pletely in propositional logic. However, in some cases this is not possible,
or the propositional encoding becomes too inefficient, so it is desirable to
reason with some background theory. For sequent calculus we showed how
this can be done by modifying the inference rules or axiomatising he the-
ory, but SMT solvers address this by providing a framework in which theory
reasoning is combined with a SAT solver.

There are two main approaches to extend a SAT solver to an SMT solver, the
eager and the lazy approach. The eager approach, corresponds to encod-
ing the entire problem upfront as a SAT problem, and use a back-end SAT
solver to find a solution. In contrast, under the lazy approach, a formula is
abstracted to propositional logic and a background theory solver is used to
check propositional models and refine the formula. In this section we will
focus on the lazy approach.
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6.2.1 DPLL(T)

An SMT solver uses theory modules, which are implemented to handle
some specific theory, by asking queries on whether a conjunction of theory-
literals are satisfiable. In principle, each proposition represents a propo-
sition in some background theory and a SAT solver is used to solve the
propositional structure of the formula. When such a model is found, the
conjunction of true and false propositions are sent to an underlying the-
ory module which decides whether the conjunction is satisfiable within that
theory or not. If it is not, a new clause is returned which ensures the same
(propositional) model can not be found again. If it is satisfiable, then the
original formula is also satisfiable. The benefit of this approach is that it
allows for specially designed theory procedures which can be very efficient.

Example 6.2.1. Consider the following formula over integer arithmetic:

(x ≈ 0∨ y ≈ 0)∧ (z > y ∨ z > x)∧ (x + y > z)

A DPLL(T) solver would start by abstracting it to a propositional formula:

(p ∨ q)∧ (r ∨ s)∧ t

which has a propositional model {p,¬q, r,¬s, t}. Translating back to integer
arithmetic yields a conjunction of (integer arithmetic) propositions:

x ≈ 0∧ y �≈ 0∧ z > y ∧ z ≤ x ∧ x + y > z

However, this formula is not satisfiable, since x ≈ 0, z > y and x + y > z
can not hold at the same time. Therefore, the theory module must return a
theory-clause ensuring this model can not be found again. For example the
theory-clause: x �≈ 0 ∨ z ≤ y ∨ x + y ≤ z, or in the notation of the original
formula ¬p ∨¬r ∨¬t. This is added to the original formula:

(p ∨ q)∧ (r ∨ s)∧ t ∧ (¬r ∨¬s)∧ (¬p ∨¬r ∨¬t)
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which once again is sent to the SAT solver, yielding a model {p,¬q, r,¬s,¬t},
which in integer arithmetic is:

x ≈ 0∧ y �≈ 0∧ z > y ∧ z ≤ x ∧ x + y ≤ z

which can be satisfied, for example with {x = 0, y = −2, z = −1}.

6.3 Theory Reasoning

The lazy SMT solver architecture uses an external theory module for an-
swering queries. This allows for the incorporation of any procedure for
solving these constraints, and thus SMT solvers are very powerful when
reasoning with various theories. Compared with the theory reasoning in
sequent calculi, which requires specially designed inference rules or an ax-
iomisation of the theory, SMT solvers can relatively easily be extended to
handle new theories. Currently in the SMT-LIB standard, many theories are
specified, e.g., arbitrary sized bit-vectors, floating-point numbers, integers
and real numbers [12]. In Chapter 7 we will use the theory of floating-point
arithmetic as the example for theory approximation.

6.4 Quantifiers

SMT, while efficient at existential theory reasoning, does have limited sup-
port for reasoning with universal quantifiers. However, there are a few
techniques which enables support for quantifiers and we present some ex-
amples here, which are all based on instantiation. Similarly as in ATP, the
problem is knowing which instantiations are useful. In the sequent cal-
culus setting, we used free variables to delay the choice, but in an SMT
setting this is not as easy, as the underlying theory procedures in general
might only support ground reasoning. At its core, an SMT solver is very
efficient at ground reasoning, thus instantiation techniques can work fairly
well. There are different strategies in selecting which formulas to instanti-
ate and with what terms.
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6.4.1 E-matching

E-matching is an instantiation-based technique, i.e., given a universal quan-
tified formula ∀x .φ(x), the solver instantiates it with various terms t and
can then check for satisfiability using ordinary ground reasoning. If the
formula is unsatisfiable, with the correct instantiations a contradictions is
deducible.

One of the first techniques, see [58], uses triggers — each universally quan-
tified clause has one term or formula selected as its trigger, if this term can
be matched, by some substitution σ, with a (ground) term occurring in
the problem then the formula is instantiated using σ. This process can be
very efficient in practice, but is not complete, and it can also be difficult
to provide good triggers (either auto-generated or by human). Moreover,
triggers are a syntactical construct so the instantiation procedure is heavily
affected by the structure of the formula.

Example 6.4.1. Consider the following example formula (from [104]):

P( f (42))∧∀x .P( f (x))→ x < 0

If we select P( f (x)) as the trigger for the second clause, then the first clause
P( f (42)) will match it (with substitution σ = {x ,→ 42} and activate the
instantiation with σ yielding 42 < 0 which the theory module will recognise
as unsatisfiable.

E-matching has been successfully used in many SMT solvers, for example
Z3 [51] and CVC4 [13].

6.4.2 Conflict-Based Quantifier Instantiation

An alternative strategy to E-matching is to use conflict-based quantifier in-
stantiation [114]. While in e-matching triggers are used to instantiate for-
mulas with all matching terms, the conflict-based method instead only gen-
erates instances which will lead to conflicts immediately. We illustrate with
an example.
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Example 6.4.2. Consider the formula:

∀x .(P(x)∨ R(x))∧¬P(a)∧ P(b)∧¬P(d)∧ R(b)∧¬R(c)∧¬R(d))

If we chose P(x) and R(x) as triggers, e-matching would instantiate the first
clause time four time, yielding:

P(a)∨ R(a), P(b)∨ R(b), P(c)∨ R(c), P(d)∨ R(d)

which will form a contradiction with the original formula. Therefore we could
add all of these clauses and search again. However, if we look at what is
already known, we see that, e.g., the generated clause P(a)∨ R(a) is implied
by P(a) from the starting formula. Actually only the fourth clause is not
implied, and is enough for a contradiction. Thus, only the final instantiation
is actually needed.

The notion can also be extended to include propagating instances, i.e., in-
stances which would lead to an equality being propagated. These are also
useful and those such propagating instances are also kept. The technique
has been implemented in CVC4 [114].

6.4.3 Model-Based Quantifier Instantiation

Both instantiation-based methods described above can only find a contra-
diction in a formula, i.e., they can only verify that a formula is unsatisfiable.
An alternative approach is to try and find a model for the formula. Model-
Based Quantifier Instantiation (MBQI) constructs a candidate model, pro-
viding each function and predicate with an explicit interpretation using
if-than-else terms. MBQI afterwards check if this model does satisfy the
formula, otherwise a counter-example is generated and the interpretations
are refined.

Example 6.4.3. Consider the formula:

∀x . f (x)> 0∧ f (a)≈ b− 1
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We can generate a model for the formula by treating f (a) as a constant and
guessing a (constant) function for f . For example, the model m= {a = 1, b =
1, f m(x) = 0} satisfies the non-quantified literal. Now we must check that it
also satisfies the quantified literal. This is done by checking if the negated
quantified is satisfiable, i.e., is there a model for:

f m(c)≤ 0≡ 0≤ 0≡ true

This is satisfiable for any c, in particular for c = a, so we add the clause
¬( f (a)≤ 0)≡ f (a)> 0 to the original formula:

∀x . f (x)> 0∧ f (a)≈ b− 1∧ f (a)> 0

A new model must guess (at least) a new function to form a new model, e.g.
m′ = {a = 1, b = 2, f m(x) = 1}. Once again, we query this for counter-
examples:

f m′(c)≤ 0≡ 1≤ 0≡ false

Since it is unsatisfiable the model m′ is indeed a model for the original formula.

Model-Based Quantifier Instantiation was introduced in [70] and allows an
SMT solver to sometimes return models for universally quantified formulas.
For some fragment there are also termination guarantees for example with
finite domains (e.g., [133]) or if the models are guaranteed to be finite
(e.g., [115]).

Summary

Theory reasoning can be hard in an ATP setting, while an SMT solver is
well-equipped to handle theory reasoning, provided there is a theory mod-
ule which can efficiently answer queries of satisfiability over theory literals.
However, sometimes the theory queries themselves might be hard, and thus
a lot of time will be spent in the theory module. In Chapter 7 we show how
a lazy refinement of an abstracted theory formula allows for faster model
finding by the underlying theory procedure. This abstraction is done within
the SMT solver such that the theory module needs not to be changed.
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7. An Approximating Framework

This chapter is based on:

Aleksandar Zeljić, Peter Backeman, Christoph M. Wintersteiger and Philipp Rümmer

Exploring Approximations for Floating-Point Arithmetic Using UppSAT

Automated Reasoning - 9th International Joint Conference, IJCAR 2018 [136]

The construction of satisfying assignments of a formula, or showing that
no such assignments exist, is one of the most central tasks in automated
reasoning. Although this problem has been addressed extensively in re-
search fields including constraint programming, and more recently in SMT,
there are still constraint languages and background theories where effective
model construction is challenging. Such theories are, in particular, arith-
metic domains such as bit-vectors, nonlinear real arithmetic (or real-closed
fields), and floating-point arithmetic; even when decidable, the high com-
putational complexity of such problems turns model construction into a
bottleneck in applications such as model checking, test-case generation, or
hybrid systems analysis. In several recent papers, the notion of approxima-
tion has been proposed as a means to speed up the construction of (precise)
satisfying assignments.

7.1 Approximations

Example 7.1.1. Consider the following formula over Floating Point Arith-
metic (FPA):

φ = y = x + 1.75∧ y ≥ 0∧ (x = 2.0∨ x = −4.0)

We can use an SMT-solver to search for an assignment to x , y such that the
formula is satisfied. However, even for such a simple formula, using IEEE
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64-bit floating point semantics [1], we need > 100 variables and > 10000
constraints.

However, a satisfying assignment {x ,→ 2.0, y ,→ 3.75} can be expressed with
fewer than 8 bits for each variable. Thus, instead of trying to find a model for
φ over 64-bit floating point numbers, one could use reduced precision seman-
tics, e.g., using 8-bit numbers, which would reduce the number of variables
and constraints by several orders of magnitude. Of course, there is no a pri-
ori knowledge of what numbers of bits to search over, and often multiple tries
needs to be made.

Generally speaking, approximation-based solvers follow a two-tier strategy
to find a satisfying assignment of a formula φ. First, a simplified or approx-
imated version φ̂ of φ is solved, resulting in an approximate solution m̂
that (hopefully) lies close to a precise solution. Secondly, a reconstruction
procedure is applied to check whether m̂ can be turned into a precise solu-
tion m of the original formula φ. If no precise solution m close to m̂ can be
found, refinement can be used to successively obtain better, more precise,
approximations.

This high-level approach opens up a large number of design choices, some
of which have been discussed in the literature. The approximations consid-
ered have different properties; for instance, they might be over- or under-
approximations (in which case they are commonly called abstractions), or
be non-conservative and exhibit neither of those properties. The approxi-
mated formula φ̂ can be formulated in the same logic asφ, or in some proxy
theory that enables more efficient reasoning. The reconstruction of m from
m̂ can follow various strategies, including simple re-evaluation, precise con-
straint solving on partially evaluated formulas, or randomised optimisation.
Refinement can be performed with the help of approximate assignments m̂,
using proofs or unsatisfiable cores, or be independent of the actual reason
for failure. The only requirement is that approximations are improved in
such a way that finally a most precise approximation is reached (a “non-
approximation” so to speak), in which case it can fall back on a back-end
for the original theory, thus guaranteeing that the final result is correct.
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In this chapter we focus on the case of (quantifier-free) floating-point arith-
metic (FPA) constraints, a particularly challenging domain that has been
studied extensively in the SMT context over the past few years [28, 60,
137, 110, 66, 138]. To enable uniform exploration of approximation, re-
construction, and refinement methods, as well as simple prototyping and
comparative studies, we present UppSAT1 as a general framework for build-
ing approximating solvers. UppSAT is implemented in Scala, open-sourced
under the GPL license, and allows the implementation of approximation
schemes in a modular and high-level fashion, such that different compo-
nents can easily be combined with various back-ends. In this chapter we
focus on techniques for the satisfiable case, and note that in the current ver-
sion of UppSAT unsatisfiable benchmarks will never be solved faster than
by the chosen back-end. This is because a definite statement about unsat-
isfiability can only be made after reaching the most precise approximation,
which means that the back-end has to show unsatisfiability of the origi-
nal, non-approximated formula. Techniques for unsatisfiable problems are
given in [138].

In previous work the approximation framework and the approximation
were implemented within an SMT-solver [138]. Implementation of a new
approximation required a lot of code duplication and restricted the choice
of decision procedures. In UppSAT, the approximation framework is im-
plemented as an abstract SMT solver, which is instantiated using an ap-
proximation and an SMT-solver as a back-end. By using UppSAT, there are
several advantages:

• It is easy to support new SMT-solvers as back-ends, enabling the com-
parison of an approximation against different solving algorithms and
their implementations.
• UppSAT comes with pre-defined components and templates, allowing

for easy and compact specification of new approximations. Of course,
new templates and components can also be added.
• UppSAT enables new non-approximating SMT solvers, by simply im-

plementing a precise translation between the theories. For example,
using a bit-precise translation of FPA into BVA and a bit-vector back-

1https://github.com/uuverifiers/uppsat/releases/tag/v0.5-alpha
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end, yields an SMT solver for FPA. This is also a simple way to resolve
combination of FPA and BVA, by translating it into BVA upfront.

7.2 UppSAT — An Abstract Approximating SMT
Solver

The core idea of using approximations is to abstract away complexity while
retaining the essence of the constraints, e.g., by reducing the search space
or simplifying semantics. There are a number of ways this can be achieved:

• Reducing the search space by adding constraints to the formula, e.g.,
limiting the length of a string or an array, or imposing interval con-
straints on numeric data types.
• Reducing the search space by going to a smaller data type, e.g., in case

of parametric data types this is achieved by re-typing the variables and
constraints.
• Removing challenging semantics such as rounding operations or non-

linear constraints, by moving to theories that are simpler but retain
the relevant aspects, e.g., moving from floating-point arithmetic (FPA)
to bit-vector arithmetic (BVA).

In this section we discuss the general structure of an approximation from
the perspective of UppSAT. The core of an approximation is its approxima-
tion context, which contains the following components: (i) an input theory
T , the language of the problem to solve; (ii) an output theory T̂ , the lan-
guage of in which we solve approximate formulas; (iii) a precision domain,
the parameters used to indicate the degree of approximation; (iv) a preci-
sion ordering, defining an order among different approximations.

Given an approximation and a back-end solver, UppSAT takes a set of con-
straints of the input theory T and produces an approximate formula in the
output theory T̂ for the back-end solver. Precision regulates the encoding
from the input to the output theory, and its domain and ordering are of
consequence for encoding, approximation refinement and termination.
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The approximation context only determines the setting for the approxima-
tion, but does not give the complete picture. For example, fixing an input
and an output theory does not uniquely determine the encoding. To fully
define an approximation, in addition to the approximation context, we also
need to define: (i) an encoding of the formula based on precision; (ii) a
decoding the values of the approximate model; (iii) a model reconstruction
strategy; (iv) a model-based refinement strategy; (v) a proof-based refinement
strategy.

Encoding of the formula and decoding of the approximate model describe
the two directions of moving between the input and the output theory. The
encoding aims to retain the essential properties of the problem while mak-
ing it easier to solve. The goal of decoding is to translate a model for the
approximate constraints to an assignment of the input theory.

The purpose of model reconstruction strategy is to transform the decoded
model into a model of the original constraints. Sometimes the model of the
approximate formula will also be a model of the original formula. However,
often this is not the case, and a reconstruction strategy is used to repair the
assignment in an attempt to find a satisfying assignment.

The goal of the model-based and proof-based refinement is to select the ap-
proximation for the next iteration based on the available information. For
example, given an approximate model and a failed model we can infer
which parts of the formula are too coarsely approximated.

In order to preserve completeness and termination, for the case of decidable
theories, we assume that every precision domain contains a top element �,
and that precision domains satisfy the ascending chain condition (every
ascending chain is finite) [138]. By convention, approximation in top pre-
cision � corresponds to solving the original, un-approximated constraint
with the help of a fall-back solver.

Theorem 7.2.1 ([138]). The framework preserves termination, soundness,
and completeness of the back-end procedure, provided that: 1. maximal pre-
cision � is reached within a finite amount of steps; and 2. no approximation
takes place at maximal precision.
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AppContext

ModelReconstruction
def reconstruct(...)

Codec
def encode(...)
def decode(...)

ModelGuidedRefinement
def satRefine(...)

ProofGuidedRefinement
def satRefine(...)

Figure 7.1. The basic traits necessary to specify an approximation in UppSAT.

Figure 7.1 shows the traits (i.e., interfaces) that have to be implemented
by approximations in UppSAT. The approximation class takes an object im-
plementing all four traits, and combines them into an approximation to be
used by the abstract solver. In the traits, there are common parts occurring
in different approximations, therefore UppSAT provides abstract templates
which allows the implementation of functions by providing hook-functions
which, for example, works on a node-by-node basis. This allows for a sim-
ple and concise specification of an approximation.

7.3 Floating-Point Arithmetic

Since floating-point arithmetic is highly complex and requires extensive rea-
soning to perform accurately, it is a desirable target for approximation tech-
niques. Floating-point numbers are a two-parameter data type, denoted
FPe,s. The parameters e and s are the number of bits used to store the ex-
ponent and the significand in memory, respectively. The value of a floating
point number of sort FPe,s is defined by:

(−1)sign · significand · 2exponent

where the sign bit is part of the significand bits (generally the assumed
leading one of the significand is dropped). We will not present more details
about floating point semantics but refer the reader to the IEEE standard
[1].
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The IEEE-754 standard specifies several distinct combinations of e and s,
for example, single precision FP8,24 and double precision FP11,53 floating-
point numbers. And indeed, these are the most commonly used data types
to represent real-valued data. Solving FPA constraints typically involves
encoding them into bit-vector arithmetic and subsequently into proposi-
tional logic, via a procedure called flattening or bit-blasting. The size and
complexity of the propositional formula depends on the size of floating-
point numbers in memory. Such an encoding of FPA constraints can be-
come prohibitively large very quickly. However, many key values, e.g., spe-
cial values, one, powers of two, can be represented compactly and exist
in floating-point representations that contain very few bits. Therefore, for
models that involve mostly (or only) these values, reasoning over single- or
double-precision floating-point numbers can be wasteful. Instead, we solve
a reduced-precision version of the formula, i.e., we work with Reduced Preci-
sion Floating-Points (SmallFloats). Reducing the precision does not affect
the structure of the formula, but only changes the sorts of floating-point
variables, predicates and operations. Bit-blasting reduced-precision con-
straints results in significantly smaller propositional formulas, that are still
expressive enough to find an approximate solution.

The UppSAT framework implements an abstract approximating SMT solver
with the solving algorithm shown in Figure 7.2. The framework relies on
a background solver providing the CHECKSAT routine, reasoning about ap-
proximated formulas, while the other boxes have to be implemented in
order to specify an approximation. In this section we illustrate key notions
of the UppSAT framework by presenting three different examples of how to
approximate floating-point formulas using three different output theories.

7.3.1 Approximating FPA — SmallFloats

The reduced-precision floating-point approximation, hereafter called Small-
Floats (SF), uses floating-point operations of reduced precision, i.e., with
fewer bits for the exponent and significand. Approximations of this kind
have previously been studied in [137, 138], and found to be an effective
way to boost the performance of bit-blasting-based SMT solvers, since the
size of FPA circuits tends to grow quickly with the bit-width. The approxima-
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Figure 7.2. The approximation refinement algorithm implemented by UppSAT.

tion encodes the same floating-point constraints, but over smaller floating-
point domains, resulting in a smaller propositional formula.

We showcase this using an example on the SmallFloats approximation with
the floating-point formula φ from Example 7.1.1 over two single-precision
floating-point variables x8,24 and y8,24:

y8,24 = x8,24+8,24 1.758,24∧ y8,24 ≥8,24 08,24∧(x8,24 = 2.08,24∨ x = −4.08,24)

The rounding mode of the addition operation is omitted and assumed to
be RoundTowardZero in this example. The formula can be satisfied by the
model m= {x ,→ 2.08,24, y ,→ 3.758,24}, mapping to single-precision values
which use 8 bits to represent the exponent and 24 bits for the significand,
denoted FP8,24.

The SmallFloats approximation initially ENCODES the formula in the FP3,3

floating-point format, i.e., the format using 3 bits for the exponent, and
3 bits for the significand. The approximate formula φ̂3,3 is obtained by re-
placing the single-precision variables x and y with the re-typed variants
x3,3, y3,3, casting all floating-point literals to the new format, and replacing
the addition operator + and comparison predicates = and ≤ with the oper-
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ator +3,3 and the predicates=3,3 and≥3,3 for reduced-precision arguments:

y3,3 = x3,3 +3,3 1.753,3 ∧ y3,3 ≥3,3 03,3 ∧ (x3,3 = 2.03,3 ∨ x3,3 = −4.03,3)

Though φ̂3,3 is satisfiable, its models might not be models of the original
formula. The models might satisfy the reduced-precision formula only be-
cause of over/under-flows and rounding errors in the FP3,3 domain, e.g.:

m̂1 = {x ,→ 2.03,3, y ,→ 3.53,3} (7.1)

satisfies φ̂3,3 because 2.03,3 + 1.753,3 = 3.53,3 when the rounding mode is
RoundTowardZero.

To determine whether the approximate model m̂1 is indeed a solution for
the original formula, we DECODE it into a candidate model m, by casting
the model values from the FP3,3 representation to their FP8,24 representa-
tion. The represented values do not change, but the number of bits used to
represent them does. Model RECONSTRUCTION checks whether the original
constraints are satisfied by the decoded model and can even make adjust-
ments to the model. A naïve model reconstruction strategy would deter-
mine that the candidate model m1 based on m̂ does not satisfy formula φ,
because 2.0+ 1.75 �= 3.5 in single-precision floating-point arithmetic, and
would not attempt to correct the failed model. Therefore we need to RE-
FINE the approximation, and a simple strategy is to globally increase the
precision by the same amount, yielding for instance (after encoding):

y5,5 = x5,5+5,51.755,5∧ y5,5 ≥5,5 05,5∧(x5,5 = 2.05,5∨x5,5 = −4.05,5) (7.2)

This formula has sufficient bit-width to avoid rounding errors, and the
model:

m̂2 = {x ,→ 2.05,5, y ,→ 3.755,5} (7.3)

which when decoded is a model also for the original formula. As a side
remark, another possibility would be to identify that the cause of the im-
precision is that the value y is not correctly represented. Thus it would be
necessary only to locally increase the precision of y (along with predicates

167



and operators involving y) yielding a mixed precision formula:

y5,5 = x3,3+5,51.753,3∧ y5,5 ≥5,5 03,3∧(x3,3 = 2.03,3∨x3,3 = −4.03,3) (7.4)

This example shows how the solving proceeds when an approximate solu-
tion is found, depicted by the left cycle in Figure 7.2, and exiting with a
SAT answer. The right cycle in Figure 7.2 corresponds to the case when the
approximation does not have a model. The SATREFINE and UNSATREFINE

can implement different refinement strategies, based on models and proof-
s/unsatisfiable cores, respectively. The trace for this example is shown in
Figure 7.3.

7.3.2 Fixed Point Arithmetic

While floating-point numbers are flexible in the sense that the range of
representable values is very large, the operations are very costly to model.
A simpler alternative is to work with fixed-point arithmetic instead. In fixed-
point arithmetic a fixed number of integral and fractional bits are used to
represent numbers, e.g., a (5,5) fixed-point number has five bits for the
integral part and five bits for the fractional part. In Figure 7.4 an example
of a such number is shown where we have 00111.10000 which is equal to
7.5 in decimal.

It is possible to replace floating-point operations (e.g., floating-point addi-
tion) with simpler ones (e.g., bit-vector addition). Of course, this might
in some cases lead to incorrect results (e.g., overflow is not treated simi-
larly), also the domain of possible values is greatly reduced. However, the
bit-vector operations are much simpler and leads to faster reasoning.

Example 7.3.1. If using two integral and two fractional bits, Equation 7.3.1
would be expressed as:

y2,2 = x2,2 +2,2 1.752,2 ∧ y2,2 ≥2,2 02,2 ∧ (x2,2 = 2.02,2 ∨ x2,2 = −4.02,2)

where + is bit-vector addition.
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φ̂3,3 = y3,3 = x3,3 +3,3 1.753,3 ∧ y3,3 ≥3,3 03,3∧
(x3,3 = 2.03,3 ∨ x3,3 = −4.03,3)

m̂1 = {x ,→ 2.05,5, y ,→ 3.55,5}

m1 = {x ,→ 2.08,24, y ,→ 3.58,24}

Fail

φ̂5,5 = y5,5 = x5,5 +5,5 1.755,5 ∧ y5,5 ≥5,5 05,5∧
(x5,5 = 2.05,5 ∨ x5,5 = −4.05,5)

m̂2 = {x ,→ 2.05,5, y ,→ 3.755,5}

m2 = {x ,→ 2.08,24, y ,→ 3.758,24}

SAT (m= {x ,→ 2.08,24, y ,→ 3.758,24})

CHECKSAT

DECODE

RECONSTRUCT

REFINE

CHECKSAT

DECODE

RECONSTRUCT

Figure 7.3. Example trace.

0 0 1 1 1 1 0 0 0 0

integer bits fractional bits

Figure 7.4. (5, 5) fixed-point number.
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Observe that in this case, −4.0 is not expressible with this setup so the constant
would be translated to 10.002 which is equal to −2 in decimal.

7.3.3 Real Arithmetic

Another example of approximation is by translating to a different theory.
In this chapter we also present an approximation using real arithmetic. In
principle, we translate all floating-point operations and predicates to their
real counterparts and floating-point variables are replaced by real ones.

Example 7.3.2. The formula from Example 7.1.1 converted looks the same
but all types are changed to real arithmetic:

y = x + 1.75∧ y ≥ 0∧ (x = 2.0∨ x = −4.0)

A real-value model found for the formula is of course not guaranteed to
work for the original floating-point formula, since many real numbers can
not be represented as floating+point numbers. However, it is often a very
quick query and it is sometimes possible to adjust the model to a correct
one.

7.4 Specifying Approximations in UppSAT

In this section we show how to specify approximations in UppSAT, using
the example of the SmallFloats approximation from Section 7.3.1 and [137,
138]. It should be remarked that one of the design goals of UppSAT is the
ability to define approximations in a convenient, high-level way; the code
we show in this section is mostly identical to the actual implementation
in UppSAT, modulo a small number of simplifications for the purpose of
presentation.

We begin by a short description of some of the notions used in UppSAT.
UppSAT represent formulas using abstract syntax trees (AST), such that
each node represents an operation, function, constant or variable. The
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0 object SmallFloatsApp
1 extends SmallFloatsContext
2 with SmallFloatsCodec
3 with EAAReconstruction
4 with SmallFloatsModelRefinement
5 with SmallFloatsProofRefinement

Figure 7.5. SmallFloats as a Scala object.

same data structure is used for representing values, models (Model) are
therefore maps from nodes to AST. Precision is assigned to each node using
a precision map (PrecMap).

In the rest of this section we present how the approximation of floating
points, SmallFloats introduced in Section 7.3.1, can be implemented in
UppSAT.

7.4.1 SmallFloats in UppSAT

In UppSAT, an approximation consist of: (i) an approximation context,
(ii) a codec, (iii) a model reconstruction strategy, (iv) and a refinement
strategy for model- and proof-guided refinement. These components are
implemented using several Scala mix-in traits that agree on the signature
of the approximation, represented by the shared AppContext trait in Fig-
ure 7.1. The traits are simply combined into an approximation object which
will be used by the UppSAT solver. In Figure 7.5 the object SmallFloatsApp
is shown, which implements the reduced-precision floating-point approxi-
mation by combining instances of the traits shown in Figure 7.1 that all
extend the SmallFloatsAppContext. Using traits enables the modular mix-
and-match approximation design. In the following paragraphs, we present
the key points of reduced precision floating-point approximation through
its component traits.
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0 trait SmallFloatsContext extends AppContext {
1 val inTheory = FPTheory
2 val outTheory = FPTheory
3 type Prec = Int
4 val pOrdering = new IntPOrder(0,5)
5 }

Figure 7.6. Approximation context for SmallFloats.

n :

0 :

1 8 23

1 5 10

1 3 2

...

...

Figure 7.7. Scaling precision for a floating-point sort. For SmallFloats presented in
this section, n= 5.

Approximation context

An approximation context specifies input and output theory, a precision do-
main and a precision ordering. In UppSAT there are several defined theo-
ries (e.g., theory of floating-point numbers, integers, bit-vectors) which can
be used. In Figure 7.6 the specification of SmallFloatsContext, the ap-
proximation context object for the SmallFloats approximation, is shown. It
approximates floating-point constraints by scaling them down to a smaller
floating-point sort, as presented in Section 7.3.1. Therefore, both the input
and the output theories are the quantifier-free theory of FPA (FPTheory).
The precision is associated with each node in the formula tree and uni-
formly affects both the exponent and the significand, so a scalar data type
Prec = Int is sufficient to represent precision. In particular, we choose
integers in the range [0,5] with the usual ordering as the precision do-
main, thus yielding a linear sort scaling which consists of 6 sorts (see Fig-
ure 7.7), starting with FP3,3 and scaling up to (and including) the original
sort scaleSort in Figure 7.8).
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Codec

The SmallFloatsCodec trait implements the encoding of the formula and
the decoding of the approximate model. UppSAT provides general traits,
in PostOrderCodec, that implement the encode and decode methods us-
ing a post-order visitor pattern over formulas (or rather the corresponding
AST). This allows the codec to be implemented by implementing the two
hook functions that work over nodes in the formula tree: encodeNode and
decodeNode.

In Figure 7.8 the codec for SmallFloats is presented. It begins with a auxil-
iary function scaleSort which computes a new floating-point sort given a
precision.

Next, the function encodeNode shows how the approximation scales-down
the sort of floating-point variables and operations, while keeping the high-
level structure of the formula. Scaling is performed based on precision val-
ues, with the exception of predicates, which are scaled dynamically based
on the maximum sort of its arguments. Constant literals and rounding
modes remain unaffected by this encoding. There is no guarantee that the
sorts of nodes of different precisions will match, so cast operations are used
to ensure well-sortedness. To ensure consistency of the approximate mod-
els, all occurrences of a variable share the same precision.

After the back-end solver returns a model of the approximate constraints,
the decodeNode function casts a value to the sort required by the original
formula. On line 27 the node to be decoded is unpacked, on line 28 the
corresponding value of the approximate model is retrieved and decoded
using the function decodeFPValue, i.e., translated to a higher number of
bits. Finally on line 29 the decoded model (in construction) is updated.

For example, the formulaφ presented in Section 7.3.1 over single-precision
floating-point variables is encoded as the formula φ̂3,3. A checkSAT call
returns a model m̂ = {x ,→ 2.03,3; y ,→ 3.53,3}. Decoding will cast the
values of the approximate model to their original sort (the values will not
change, only their sorts), resulting in m= {x ,→ 2.08,24; y ,→ 3.58,24}.
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0 trait SmallFloatsCodec extends SmallFloatsContext with PostOrderCodec {
1 def scaleSort(node : AST, p : Int, children : List[AST]) : Sort = {
2 node.symbol match {
3 case _ : FloatingPointPredicateSymbol => {
4 val sorts = children.filterNot(_.isLiteral).map(_.symbol.sort)
5 sorts.foldLeft(sorts.head)(fpsortMaximum(_,_))
6 }
7 case _ : FloatingPointFunSymbol => {
8 val FPSort(eBitWidth, sBitWidth) = sort
9 val eBits = 3 + ((eBitWidth - 3) * p)/pOrder.maxPrecision

10 val sBits = 3 + ((sBitWidth - 3) * p)/pOrder.maxPrecision
11 FPSort(eBits, sBits)
12 }
13 case _ => sort
14 }
15 }
16

17 def encodeNode(node : AST, children : List[AST], p : Int) : AST = {
18 val sort = scaleSort(node, p, children)
19 val castChildren = children.map(cast(_, sort))
20 val symbol = encodeSymbol(node.symbol, sort, castChildren)
21 AST(symbol, node.label, castChildren)
22 }
23

24 def decodeNode(args : (Model, PrecMap[Prec]), decodedModel : Model,
25 node : AST) : Unit = {
26 val (appModel, pmap) = args
27 val AST(symbol, label, _) = node
28 val decodedValue = decodeFPValue(symbol, appModel(node), pmap(label))
29 decodedModel.set(ast, Leaf(decodedValue))
30 }
31 }

Figure 7.8. Reduced-precision encoding and decoding.

Model reconstruction strategy

A model reconstruction strategy specifies how to obtain a model of the in-
put constraints starting from the decoded model. Since the SmallFloats
approximation retains the Boolean structure of the original formula, a sim-
ple strategy to obtain a reconstructed model is by ensuring that the same
atomic constraints are satisfied. Reconstruction chooses a subset of the
atoms occurring in the formula, called the critical atoms, which if evalu-
ated identically as in the approximate model guarantee that the formula is
satisfied.

Due to the difference in semantics (e.g., rounding error), when evaluating
the original formula, errors accumulate. This can result in critical atoms
changing values under the original semantics. Therefore, evaluation of
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critical atoms under the original semantics is necessary to ensure that the
model satisfies the original formula. UppSAT provides a bottom-up recon-
struction strategy, which is specified on a node-by-node basis and applied
using a post-order visitor. To specify this reconstruction strategy only the
reconstructNode hook function needs to be implemented, shown in Fig-
ure 7.9.

Equality as assignment

An important heuristic used in the SmallFloats model reconstruction is
equality-as-assignment. Beginning from a candidate model assigning each
variable a value, we consider all the assignments as “unfixed” until they
are used. The idea is that given an equality constraint y = f (x1, . . . , xn)
in which the arguments x1, . . . , xn are fixed, but y is not, we can calculate
the value of f (x1, . . . , xn) and use it as the value of y in the reconstructed
model, thus fixing it. This is indeed the only way to satisfy the equality
constraint. To put this observation to use, variables are not fixed to a value
in the reconstructed model until they are used to evaluate an expression or
atom. When a predicate is evaluated, if some its arguments are not fixed, it
means that they have not been used yet and can be safely modified at this
point. To ensure maximal utilisation of this heuristic, the atoms are topo-
logically sorted to process implicating atoms, such as equalities, before the
other critical atoms.

Example 7.4.1. Consider the reconstruction outlined in Section 7.3.1. It
reconstructed the model m̂ = {x ,→ 2.03,3, y ,→ 3.53,3} by just up-casting the
values, yielding m = {x ,→ 2.08,24, y ,→ 3.58,24}, which did not satisfy the
original formula. Here equalityAsAssignment can be applied to the critical
atoms x = 2.0, y = x+1.75 and y ≥ 0. Processing them from left to right, the
first atom (x = 2.0) is satisfied by m, but not the second one (y = x + 1.75).
This is an equality constraint with an unfixed variable on the left-hand side
and the right-hand side is fixed (x + 1.75 = 3.75). Therefore, the model is
updated m with y ,→ 3.758,24 (ignoring the value of y in the candidate model),
yielding me = {x ,→ 2.08,24, y ,→ 3.758,24} which is a model for the original
formula.
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0 def reconstructNode(decodedM : Model, candidateM : Model, node : AST) = {
1 val AST(symbol, label, children) = node
2 if (children.length > 0)
3 if (equalityAsAssignment(ast, decodedM, candidateM)) {
4 return candidateM
5 } else {
6 val args =
7 for (c <- children) yield getCurrentValue(c, decodedM, candidateM)
8 val expr = AST(symbol, label, args.toList)
9 val value = ModelEvaluator.evalAST(expr, inputTheory)

10 candidateM.set(node, value)
11 }
12 }
13 candidateM
14 }

Figure 7.9. Post-order reconstruction using equality-as-assignment.

Model-guided refinement strategy.

There are two ways in which one iteration of the approximation loop can
fail. Consider first the case when a model is found for the encoded formula,
but it can not be reconstructed into a model of the original formula. Then a
model-guided refinement strategy is applied, which increases the precision
of the formula based on the found model (decoded model) and the recon-
structed model (failed model). A naïve method is to (globally) increase the
precision of every operation in the approximate formula. A better is to
only increase the precision (locally) of only certain operations that were
too coarse.

Comparing the evaluation of the formula under the decoded and the failed
models identifies the critical atoms to be refined. These atoms evaluate as
true in the approximate model and as false in the candidate model. Since
FPA is a numerical domain, it is possible to apply some notion of error to de-
termine which nodes contribute the most to the discrepancies in evaluation
and use them to rank the sub-expressions. After ranking, only a portion of
them is refined, in our case 30%. Refinement is achieved by increasing the
precision by a constant (in this case one) in the range [0,5], as described
above. In general, one could use the error to determine by how much to
increase the precision allowing a variable precision refinement. Since error-
based refinement can be applied to any numerical domain, UppSAT imple-
ments an abstract error-based refinement strategy, which allows us to spec-
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Figure 7.10. Model-guided refinement. The top tree corresponds to the decoded
model, while the bottom tree is the reconstructed model. Nodes with different Boolean
values (� for true, ⊥ for false) are critical atoms. The dashed (red) nodes are the
nodes to be refined in local model-guided refinement.

ify refinement by only instantiating the nodeError hook function, shown
in Figure 7.11.

Proof-guided refinement strategy

The second case in which the approximation loop can fail in one iteration
is that an approximate model can not be found. Then the proof-guided
refinement strategy can use unsatisfiable cores to refine the formula [138].
At the moment UppSAT has no support for obtaining proofs from the back-
end solvers. Instead, a naïve refinement strategy is used, which increases
all the precisions by a constant.

7.5 104 Approximations

When defining an approximation in UppSAT, there are several key choices
to be made. These are illustrated in Table 7.1. First of all, an input and
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0 trait SmallFloatsMGRefinementStrategy extends SmallFloatsContext
1 with ErrorBasedRefinementStrategy {
2 def nodeError(decodedM : Model, failedM : Model
3 acc : Map[AST, Double], node : AST) = {
4 node.symbol match {
5 case literal : FloatingPointLiteral => acc
6 case fpfs : FloatingPointFunSymbol => {
7 val Some(outErr) = relativeError(node, decodedM, failedM)
8 val argErrors =
9 node.children.map{relativeError(_, decodedM, failedM)}

10 val inErrors = argErrors.collect{case Some(x) => x}
11 val sumInErrors = inErrors.fold(0.0){(x,y) => x + y}
12 val avgInErr = sumInErrors / inErrors.length
13 acc + (ast -> outErr / (1 + avgInErr))
14 }
15 case _ => acc
16 }
17 }
18 }

Figure 7.11. Model-guided refinement strategy based on relative errors.

and a output theory are chosen, defining the context. Secondly, a codec is
picked, defining the semantics of precision, encoding and decoding. This
can be, for example, a monolithic encoding where the precision regulates
the encoding of the entire formula, or a composite one where precision is
assigned to each variable and operation in the formula, encoding them inde-
pendently of each other (modulo well-sortedness). Other examples include
reducing the size of floating-point types, described as SmallFloat in [138],
or translating from floating-point arithmetic to fixed-point arithmetic (FXA)
as described in Section 7.7.2. Thirdly, a reconstruction strategy must be
chosen, for instance, this can be equality-as-assignment or evaluation-based
using a back-end to patch failing constraints such as numeric model lift-
ing [110]. Finally, a refinement strategy should be decided, which defines
how precision should be increased when reconstruction fails, this can be a
simple uniform increase or using the discrepancy between candidate model
and the reconstructed model to decide which precision to increase. Further-
more, a notion of error can be used to decide by how much to increase the
precision.

Many of these choices are orthogonal, which enables a multitude of approx-
imations to be composed from a few distinct components. Together with
the rapid prototyping of UppSAT, it allows after the introduction of a new
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component to quickly try many new approximations with relatively little
coding effort. For example, re-implementation of the SmallFloat approxi-
mation takes fewer than 300 lines of commented Scala code.

Context Codec Reconstruction Refinement

(Tin × Tout ,+ )
Monolithic
SmallFloats
FPA↔ FXA

...

Evaluation-Based
Equality-as-Assignment
Numerical Model Lifting

...

Uniform
Error-Based

...

Table 7.1. Choices when defining approximations.

We have shown in detail the SmallFloats approximation of FPA, and dis-
cussed different components that can be used in general. In this section we
outline two further approximations of FPA that have been implemented in
UppSAT: the fixed-point approximation BV, encoded as bit-vectors, and the
real-arithmetic approximation RA. Both approximations are currently im-
plemented as a proof-of-concept for cross-theory approximations. Despite
their lack of maturity these approximations show promising results (see
Section 7.6).

7.5.1 BV — The Fixed-Point Approximation of FPA

The idea behind the BV approximation is to avoid the overhead of the round-
ing semantics and special values of FPA, by encoding all the FPA values and
operations as values and operations in fixed-point arithmetic.

The BV context

The input theory is the theory of FPA, and the intended output theory is the
theory of fixed-point arithmetic. However, since fixed-point arithmetic is
not commonly supported by SMT solvers, we encode fixed-point constraints
in the theory of fixed-width bit-vectors. The precision determines the num-
ber of integer and fractional binary digits in the fixed-point representation
of a number. For simplicity, at this point we do not mix multiple fixed-point
formats in one formula, but instead apply uniform precision in the BV ap-
proximation; as a result, all operations in a constraint are encoded using
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the same fixed-point sort. As a proof of concept, the precision domain is
two-dimensional, with the first component pi in a pair (pi, pf ) denoting the
number of integral, and the second component pf the number of fractional
bits in the encoding, respectively. The precision domain ranges from (5,5)
to (25,25), with the maximum element (25,25) = � being interpreted as
sending the original, unapproximated FPA constraint to a fall-back solver.

Example 7.5.1. Given a variable of precision (4,4), we will have a domain
of numbers between 1000.00002 and 0111.11112, which when interpreted in
two’s-complement notation are decimal numbers between −8 and 7.9375. Re-
turning to the formulaφ in Section 7.3.1, it would be encoded with a precision
of (4,4) into the formula φ̂F

4,4:

y8 = x8 ⊕8 0001.11002 ∧ y8 ≥s 0000.00002 ∧
(x8 = 0010.00002 ∨ x8 = 1100.00002)

We can note that fixed-point (4,4)-addition is exactly implemented by bit-
vector addition ⊕8 over 8 bits, and fixed-point comparison ≥ by signed bit-
vector comparison ≥s over 8 bits. Thus, the translation becomes relatively
straightforward.

Constants are interpreted as 2’s complement numbers with 4 fractional and
4 integral bits, e.g., 1100.00002 represents the binary number −0100.00002,
which is −4.0 in decimal notation. It can be seen that the constraint φ̂F

4,4 is
satisfied by the model m̂ = {x8 ,→ 0010.00002, y8 ,→ 001111002}, which
corresponds to the fixed-point solution x = 2.0 and y = 3.75, which is equal
to the floating-point model found earlier.

BV reconstruction and refinement

The model reconstruction strategy in the BV approximation is the same as
in the SmallFloats approximation. The refinement strategy is very simple:
it increases precision along both dimensions by 4, adding 4 more bits to
both the integral and fractional bits in the encoding.

180



Non-zero exponent

The presented method of using integral and fractional bits for representing
fixed-point numbers has one downside. If all solutions are very large, and
the low-value bits are not important, they still need to be represented. This
is exactly what floating points can avoid by having a large exponent. This
could also be used in a fixed-point environment by implicitly multiplying
all values with 2e for some suitable value of e. Of course, it can be hard to
know beforehand what is a good value for e, but there could be a relation
with e and the size of the constants in a problem. In this approximation
presented here e is always effectively zero and we leave this approach for
future work.

7.5.2 RA — The Real Arithmetic Approximation of FPA

The third approximation of FPA we consider, is by encoding it into real
arithmetic constraints. We briefly present a simple implementation of this
approximation.

Ramachandran and Wahl [110] describe a topological notion of refinement,
that requires a back-end solver that handles the combined theory of real
arithmetic and FPA. However, solving constraints over this combination of
theories is challenging in itself, and efficient SMT solvers are not publicly
available, to the best of our knowledge. Therefore, in this paper we only
us a binary precision domain of {⊥,�}, where either the entire formula is
translated into real arithmetic, or the original formula is solved.

The encoding is fairly straightforward: the FPA operations are translated
as their real counter-parts, omitting the rounding modes in the process.
While the special values can be encoded, currently they are not supported
by the RA approximation. Decoding will translate a real number to the
closest FPA numeral under the given rounding mode. As discussed above,
the refinement is trivial and the reconstruction is the same as in the the
SmallFloats approximation.
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Solver Solved T/O Best Avg. Max Avg. Only
Iter. Precision Time (s) Solver

ACDCL 86 44 65 - - 117.10 1
MathSAT 99 31 4 - - 169.17 0
Z3 97 33 6 - - 355.94 2
BV (Z3) 91 39 9 2.69 23 131.64 0
SF (ACDCL) 78 52 3 3.59 2 108.30 0
SF (MathSAT) 101 29 9 3.16 1 81.97 1
SF (Z3) 101 29 9 3.02 2 148.43 0
RA (nlsat) 90 40 4 1.85 110 301.87 0

Table 7.2. Comparison of the three back-ends and five instantiations of UppSAT,
showing # of benchmarks solved within 1 hour, # of timeouts, # of instances for
which the solver was fastest, average # of refinement iterations on solved problems, #
of benchmarks where refinement reached maximum precision, average time to process
all benchmarks (excluding timeouts), and # of instances only solved by the respective
solver. ACDCL/MathSAT/Z3 denotes respective back-end, SF/BV/RA denotes the three
presented approximations with the instantiating back-end in parenthesis.

7.6 Experimental evaluation

In this section we evaluate the effectiveness of the discussed approxima-
tions. For this analysis three back-ends were considered: Z3, MathSAT5
and MathSAT5 using ACDCL. We instantiate the SmallFloats approximation
with all three back-ends: SF(Z3), SF(MathSAT5) and SF(ACDCL). The BV
approximation is instantiated with the bit-vector solver of Z3 as a back-end,
and the RA approximation uses Z3’s nlsat tactic [87].

7.6.1 Experimental setup

We evaluate UppSAT on the satisfiable benchmarks of the QF_FP category
of the SMT-LIB2 . Currently, none of the approximations have a meaningful
proof-based refinement strategy, so the performance on unsatisfiable prob-
lems is left for future work. All experiments were performed on an AMD
Opteron 2220 SE machine, running 64-bit Linux, with memory limited to
1.0 GB, and with a timeout of one hour.

2The regression tests in the wintersteiger family were ignored for the evaluation.
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We compare the performance of the back-ends and the UppSAT instances
on 130 non-trivial satisfiable benchmarks. The results are summarized in
Table 7.2, and a more detailed view of this data is provided by the cactus
plot in Figure 7.12.

7.6.2 Table and Cactus plot

Looking at Table 7.2, we observe that the SmallFloats approximation com-
bined with bit-blasting, either in Z3 or MathSAT, solves the largest number
of instances. When comparing average runtime, MathSAT comes out as the
marginally better choice of back-end. This is expected, based on the perfor-
mance on the back-ends themselves. All the configurations shine on at least
a few benchmarks, indicating that the approximations do offer an improve-
ment. Furthermore, the ACDCL algorithm outperforms all the other solvers
on 65 benchmarks, but it solves fewer benchmarks that the bit-blasting ap-
proaches in total. This is corroborated in the cactus plot, where in the
left part of the graph ACDCL is solving many benchmarks, however, even-
tually it gets overtaken by the other solvers. Looking more closely at the
SmallFloats approximation, we can conclude that it improves performance
of bit-blasting considerably, regardless of the implementation (MathSAT or
Z3). On the other hand, SmallFloats seems to hinder, rather than help, the
already very efficient ACDCL algorithm.3

Looking only at the approximations, we can see that on average the bench-
marks are solved using around three iterations (the RA always performs at
most two iterations, the RA approximation and the FPA semantics). This
indicates that for many of the benchmarks, full-precision encoding is not
really necessary, since the SmallFloats approximation rarely reaches maxi-
mum precision.

3Earlier experiments using the stable version 5.4.1 of MathSAT have shown similar effects
of the SmallFloats approximation to those on the bit-blasting methods. However, overall
the performance results were not consistent with performance of MathSAT in previous pub-
lications, and indicated a bug. We thank Alberto Griggio for promptly providing us with a
corrected version of MathSAT, which we use in the evaluation.
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Figure 7.12. The X axis shows how many instances can be solved in the amount of
time shown on the Y axis, by each of the solvers and the portfolios. The UppSAT
instances are shown using full lines, while the back-ends are presented using dashed
lines. The colors denote the same back-end, e.g., MathSAT and SF(MathSAT) are both
colored green.
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Figure 7.13. Runtime comparison of SF(Z3) with Z3.
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Figure 7.14. Runtime comparison of BV(Z3) with Z3.
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VP (Back-ends) VP (All)
Solved 110 112
T/O 20 18
Total time (s) 25135 12516
Avg. time (s) 228.50 111.75

Table 7.3. Virtual portfolio performance.

7.6.3 Virtual portfolios

In Table 7.3, we compare the virtual best portfolio over all approximat-
ing solvers against the baseline of the virtual best portfolio over back-end
solvers. Inclusion of UppSAT instances in the portfolio allows only two
more benchmarks to be solved, compared to the back-end portfolio, but
cuts the average solving time in half.

7.6.4 Scatter Plots

Figure 7.14 shows the runtime comparison of the SmallFloats and BV ap-
proximations against the bit-blasting back-end Z3. The x-axis denotes the
runtime of UppSAT instances, while the y-axis denotes the runtime of Z3.
Maximum value along either axes denotes a timeout. Data points above
the diagonal indicate that UppSAT takes less time and below the diagonal
that Z3 takes less time on an instance. The left plot shows a comparison of
the SF(Z3) instance against the bit-blasting approach in Z3. The majority
of benchmarks are solved faster by the UppSAT instance, and the plot is
in line with previously published results, but the trend suggests a super-
linear speedup in performance which was not as pronounced before. The
right plot comparing the runtime of BV(Z3) to that of Z3 is similar to that
of SF(Z3), with the difference that gains and losses in runtime are even
greater with the SmallFloats approximation. The greater speed-ups are
due to even simpler propositional encodings, since the exponent is implicit
and fixed upfront. The losses in solving time are due to the fact the BV
approximation is not yet mature, since it lacks a fine-tuned precision order,
tailor-made refinement and simply re-uses the strategies used by the Small-
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Floats approximation. With this in mind, we believe that these results are
very promising.

We omit scatter plots for other UppSAT instances4, but offer a brief sum-
mary of the results. The comparison of SF(MathSAT) instance against Math-
SAT is very similar to that of SF(Z3) against Z3. The SF(ACDCL) did not
improve on the runtime of the ACDCL solver. This appears to be due to the
fact that SmallFloats approximation does not make formulas significantly
easier to solve for ACDCL, in contrast to the situation with bit-blasting. The
RA(nlsat) instance does currently not show satisfactory results; the approx-
imation is a proof of concept, and is an on-off approximation, since there
is no space for refinement in the absence of a back-end that would support
the combination of non-linear real arithmetic and floating-point arithmetic.

Overall, these results show that the SmallFloats and BV approximations can
indeed speed up the performance of the bit-blasting back-ends, and in case
of the BV approximation with not much effort.

7.7 Work In Progress

We are currently working on a number of different directions, where the
goal is to extend and test the capabilities of UppSAT.

7.7.1 Local Search Reconstruction

Local search strategies are often employed in optimisation and there are
adaptations of such for the SAT problem (see e.g., [84]). Currently, model
reconstruction in UppSAT is done using a linear pass (with equality-as-
assignment), where a failed model is passed through once and heuristics
are applied to it in an attempt to turn it into a model. However, this often
fails and after refinement another iteration is performed. Since UppSAT
spends most of its runtime finding approximate models, there is plenty of

4Detailed plots of all approximations and back-ends can be found at
https://github.com/uuverifiers/uppsat/wiki/Scatter-Plots---IJCAR-2018
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room for effective use of resources on a more extensive portfolio of model
reconstruction strategies.

The assumption is that a candidate model lies close (if not equal) to a model
of the input formula. Therefore, using local search to probe ‘similar’ models,
or models ‘close’ to the approximate one (by some measure), intuitively
makes sense. The challenge lies in defining a good measure of fitness, such
as to steer the search toward finding better and better models, for some
notion of ‘better’. For example, in numerical domains, a value that depends
on how large the violation is, e.g., the absolute difference between two
numbers which should be equal, could be used. By minimizing the sum of
these violations, a search direction is defined such that when fitness is zero
an actual model is found.

7.7.2 Improved Fixed-Point Approximation

We are currently extending the fixed-point approximation, primarily by in-
troducing a more sophisticated refinement method. In the naïve approx-
imation, floating-point number were translated into fixed-point numbers
based on a precision p, such that the encoded numbers had p integral bits
and p fractional bits. A uniform refinement strategy was used, i.e., when-
ever model reconstruction failed, the precision for the whole formula was
uniformly increased. Now we propose to improve this ordering by:

• Use a composite precision for encoding, enabling a fine-grained en-
coding and reconstruction.
• Use a vector precision domain (i, f ) making the number of integral

bits i and fractional bits f independent from each other.
• Refine precision based on where and how the reconstruction failed,

e.g., by studying how many bits were lost in encoding.

Experiments using a naïve implementation thereof show the potential of
these changes having a significant impact on performance and that they
may well result in a very competitive decision procedure for floating-point
arithmetic.
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7.7.3 Linear Approximation of Non-linear Constraints

There exist many efficient decision procedures for solving linear real con-
straints. However, when dealing with non-linear formulas, the problem
gets much harder. We propose an approximation of FPA using linear con-
straints over reals to employ existing, efficient decision procedures.

A straightforward, but naïve, method is to simply guess the values of some
of the involved variables, thus cutting out constraints over non-linear op-
erators (akin to theory decisions in SMT context). If the approximation is
unsatisfiable, chosen approximate values will be adjusted. If an approxi-
mate model is found, then reconstruction is attempted which would yield
better values for the next iteration if the reconstruction fails. More inter-
estingly, it might be possible to use approximate models and the Taylor-
expansion around the approximate values to iteratively obtain better esti-
mates of higher-order factors. The inspiration comes from work on incre-
mental linearisation of transcendental functions by Cimatti et al. [38].

7.8 Related Work

The concept of abstraction (and approximation) is central to software engi-
neering and program verification, and is increasingly employed in general
mathematical reasoning and in decision procedures as well. Frequently
only under- and over-approximations are considered, i.e., the formula that
is solved either implies or is implied by an approximate formula. Counter-
example guided abstraction refinement [40] is a general concept that is
applied in many verification tools and decision procedures, even on a rela-
tively low level as in QBF solvers [85], or in model-based quantifier instan-
tiation for SMT [70]. Van Khanh and Ogawa present approximations for
solving polynomials over reals [90]. Gao et al. [69] present a δ-complete
decision procedure for non-linear reals, considering over-approximations
of constraints by means of δ-weakening.

A general framework for decision procedures is Abstract CDCL, introduced
by D’Silva et al. [59], which was also instantiated for FPA [60, 27]. This
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approach relies on the definition of suitable abstract domains (as defined
for abstract interpretation [42]) for constraint propagation and learning.

The SMT solvers MathSAT5 [39], Z3 [51], and Sonolar [95] feature bit-
precise conversions from floating-point arithmetic to bit-vector constraints,
known as bit-blasting, and represent the currently most commonly used
solvers in program verification. As we show in our experiments, the per-
formance of bit-blasting can be boosted significantly with the help of our
approximation approach. An alternative, constraint programming-based
approach to solve FPA constraints is implemented in COLIBRI [22]. We be-
came aware of this solver only late and have thus not been able to make a
thorough experimental comparison, but note that it does display competi-
tive performance. As future work, it would in particular be interesting to
experiment with COLIBRI as a back-end solver in UppSAT.

The work presented in this paper builds on previous research on the use
of approximations for solving FPA constraints [137, 138]. UppSAT is also
close in spirit to the framework by Ramachandran and Wahl [110] for ef-
ficiently solving FPA constraints based on the notion of ‘proxy’ theories,
which correspond to our ‘output theories’. This framework applies a so-
phisticated method of reconstruction, by applying a fall-back FPA solver to
a version of the input constraint in which all but one variables have been
substituted by their value in a failing candidate model. Such reconstruc-
tion could also be realised in UppSAT, and an implementation in UppSAT
is planned as future work.

A further recent approximation-based solver for FPA is XSat [66]. In XSat,
reconstruction of models is implemented with the help of randomized op-
timization, which results in good performance, but does not give rise to a
decision procedure (incorrect sat/unsat results can be produced).

Specific instantiations of abstraction schemes in related areas also include
the bit-vector abstractions by Bryant et al. [34], Brummayer and Biere [31],
as well as the (mixed) floating-point abstractions by Brillout et al. [28].

There is a long history of formalization and analysis of FPA concerns us-
ing proof assistants, among others in Coq by Melquiond [101] and in HOL
Light by Harrison [80]. Coq has also been integrated with a dedicated FPA
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prover called Gappa by Boldo et al. [24], which is based on interval rea-
soning and forward error propagation to determine bounds on arithmetic
expressions in programs [47]. The ASTRÉE static analyzer [43] features ab-
stract interpretation-based analyses for FPA overflow and division-by-zero
problems in ANSI-C programs.

7.9 Conclusions

We have presented a methodology and new framework, UppSAT, for im-
plementing approximating SMT solvers. UppSAT enables simple and high-
level definition of approximations, can be combined with different back-
ends (at the moment Z3 and MathSAT, but further back-ends can be added
with little effort), and is useful both for rapid prototyping and for tailoring
solvers to particular use-cases.

The experimental evaluation demonstrates the efficacy of approximations.
The approximation instances presented here (SF(Z3), SF(MathSAT)) are
shown to be state-of-the art in handling formulas in FPA, where they im-
prove their performance of the respective back-end to a even greater extent
than previous work. For ACDCL this is not the case, indicating that perhaps
a different method of approximation should be utilised.

We also introduce three currently ongoing research projects, the first ex-
tending UppSAT library of components with a local search algorithm for
model reconstruction, and two projects focused on using UppSAT to solve
problems within theories which current solvers are struggling to deal with
efficiently.

The fixed point and real arithmetic approximations are presented here as a
proof of concept. They are simple and not much effort went into instanti-
ating the framework for these approximations. However, the results shows
that even uncomplicated approaches can be competitive; this opens up the
line of future work to design tailored refinement and reconstruction strate-
gies.
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8. Thesis Conclusions

In this thesis we have presented new techniques which push the state of
the art in automated reasoning with quantifiers and theories. We have in
three different contexts presented how a lazy strategy can be helpful.

RQ1 - Can a lazy approach improve the handling of the combination of
equality reasoning and quantifiers?

For the combination of quantifiers and theory of equality, we presented in
Chapter 4 the notion of Simultaneous Bounded Rigid E-Unification, how to
form a sound and complete calculus together with efficient ways of solv-
ing Simultaneous Bounded Rigid E-Unification problems. The procedure
essentially allows for a lazy expansion of the domain of terms considered
in a unifier, and shows that the resulting proof procedure can indeed be
an effective approach. As an additional result we present a simple proof of
completeness for this kind of restricted instantiation.

RQ2 - Can a lazy approach improve the handling of the combination of
bit-vector and quantifier reasoning?

In Chapter 5, we presented a method of lazily translating bit-vector pred-
icates to a concrete integer representation, thus allowing parts of the for-
mula to be kept abstract. Experimental results indicates that this allows
for verification problems to be solved with similar effort, even though bit-
precis reasoning is used instead of integer abstraction. It also enables for
more elegant bit-vector interpolants.

RQ3 - How can the notion of approximation in SMT be described in a
modular way?

Finally, in Chapter 7 we presented a framework for implementing approxi-
mations, allowing a model search to start from a coarse representation of
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the target formula and then lazily increase the precision where required
to allow for quicker calls to an underlying back-end solver. Overall, this
approach reduces the solving time for satisfiable formulas, which is demon-
strated in our re-implementation of a previous floating-point approxima-
tion.

Future Work

Although this thesis has shown the efficiency of the introduced procedures,
there are still clear directions for improvement.

We believe that BREU is a promising approach for handling equality in se-
quent calculi. Apart from improved algorithms and implementations for
solving BREU, it is interesting to consider the integration of BREU with
DPLL(T)-style clause learning. Another direction is defining BREU-style
unification working over theories other than equality, forming Bounded
Rigid Theory-Unification, and investigate its properties and usefulness.

While the bit-vector calculus introduced in Chapter 5 already show promis-
ing results in model checking experiments, we believe that there is still a lot
of room for extension of the approach. This includes more powerful propa-
gation and simplification rules, and more sophisticated strategies to apply
the splitting rules×-SPLIT and BMOD-SPLIT. Future work also includes more
efficient use of bounds and a strategy to employ bit-blasting when deemed
more efficient.

The clear direction for improving UppSAT, presented in Chapter 7, is to
extend the general framework with more abstract strategies, e.g., retrieve
multiple models from an approximate formula and/or apply multiple dif-
ferent reconstruction strategies on approximate models. Currently, much
time is spent in looking for models which means there is plenty of room to
devise more sophisticated strategies in the framework.

Overall, this thesis gives several examples of how a lazy approach towards
quantifier- and theory-reasoning can in be a powerful tool in the toolbox of
automated reasoning, or in other words:

Being lazy pays off
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9. My Publications

This thesis is in parts based on the following publications:

[8] Peter Backeman and Philipp Rümmer
Theorem Proving with Bounded Rigid E-Unification
25th International Conference on Automated Deduction, CADE 2015.

[7] Peter Backeman and Philipp Rümmer
Efficient algorithms for bounded rigid E-Unification
24th International Conference on Automated Reasoning with Analytic
Tableaux and Related Methods, TABLEAUX 2015.

I am the main author of both paper [8] and [7], and I implemented both
the eager and lazy procedure in Scala into a library which is integrated
into EPRINCESS. Moreover, I ran experiments and evaluated the results.

[9] Peter Backeman, Aleksandar Zeljić and Philipp Rümmer
Bit-Vector Interpolation and Quantifier Elimination
by Lazy Reduction
Formal Methods in Computer-Aided Design, FMCAD 2018.

The paper was written by equal amounts by all authors. The algorithm
for handling NIA was developed in close discussion with my supervisor,
and implemented by me. Chapter 5 is based on a journal version of the
paper currently under review.

[136] Aleksandar Zeljić, Peter Backeman,
Christoph M. Wintersteiger and Philipp Rümmer
Exploring Approximations for Floating-Point Arithmetic
using UppSAT
9th International Joint Conference on Automated Reasoning,
IJCAR 2018.

Aleksandar Zeljíc and I designed and implemented the UppSAT approx-
imation framework, and we are the principal authors of the paper.
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10. Sammanfattning

Att man ska “ge järnet” är ofta ansett som en dygd. Att ta genvägar och att
göra ett halvhjärtat jobb anses som fusk. Denna avhandling försöker visa
att:

Ibland är det bättre att göra så lite som möjligt

I tre olika områden visar vi på hur en så kallad “lat” strategi är effektiv och
ger upphov till snabbare lösningsprocedurer. En lat strategi börjar med att
abstrahera ett problem, för att sedan enbart gradvis raffinera det så långt
som det är nödvändigt. I många fall kan en lösning till en förenklad ver-
sion av ett problem även vara en lösning till ursprungsproblemet. I denna
avhandling fokuserar vi på att tillämpa lata strategier i system som löser
formler i första ordningens logik.

Första ordningens logik är ett uttrycksfullt språk som används inom många
områden, men en av de främsta tillämpningarna är verifiering av mjuk- och
hårdvara. Genom att först översätta programkod eller kretsars funktion till
logiska formler och sedan specificera önskat beteende, så kan man använda
sig av metoder för att automatiskt kontrollera att mjuk- eller hårdvaran
kommer att bete sig som önskat.

Teorembevisare och SMT-lösare jobbar båda med första ordningens logik.
Generellt sett så kan en teorembevisare automatiskt generera bevis för att
en formel är valid, medan en SMT-lösare kan hitta modeller som gör en
formel sann. Det förra är användbart när man till exempel vill visa att
programkod följer en viss specifikation, medan det senare kan användas för
att försöka hitta ett exempel på indata som ger upphov till ett fel. Denna
text fokuserar på två stora utmaningar inom detta område: teorier och
kvantifierare.
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Att resonera med teorier innebär att man, förutom det man kan uttrycka
med första ordningens logik, även har en bakgrundsteori som uttrycker in-
nebörden hos vissa symboler, funktioner och predikat. Till exempel så kan
man försöka lösa formler modulo teorin om heltalsaritmetik eller bitvek-
torer. Detta innebär att man genom någon metod måste hantera slutled-
ningar inom den teorin. Denna avhandling visar hur man kan hantera bit-
vektorer i en teorembevisare genom att på det lata sättet översätta predikat
över bitvektorer till heltalspredikat. Eftersom predikat enbart översätts när
det är nödvändigt kan man kombinera det bästa av två världar — man
behåller bitvektorers ursprungliga representation i de fall där det är mer
gynnsamt (till exempel när man har operatorer över delar av bitvektorn),
medan man översätter till heltalsaritmetik när det lämpar sig bättre (till
exempel när man har operationer som är enkla att översätta, såsom addi-
tion).

I en SMT-lösare kan man hitta modeller snabbare genom att abstrahera
ursprungsformeln och sedan på det lata sättet iterativt öka precisionen av
enbart delar av formeln som i den senaste iterationen visade sig vara prob-
lematiska. Vi presenterar ett ramverk, UppSAT, som möjliggör en modulär
implementering av ett sådant arbetssätt och demonstrerar konceptet med
en approximering av flyttalsaritmetik. Detta exempel visar att ett sådant
ramverk tillåter en enkel implementation som ger förbättringar i prestanda.

Kvantifierare (∀,∃) tillåter uttryck av resonemang kring en grupp objekt av
slaget “det finns minst ett objekt så att...” eller “det gäller för alla objekt
att...”. Kvantifierare ger upphov till ett väldigt uttrycksfullt logiskt språk,
men dessvärre så är det desto svårare att resonera med formlerna. Tradi-
tionellt sett så låter man en universell kvantifierare referera till vilket objekt
som helst. I denna avhandling så visar vi hur vi kan få en effektivare lös-
ningsprocedur genom att låta en teorembevisare gradvis utöka mängden
av objekt som en kvantifierare kan referera till. Detta kan ske utan att be-
gränsa dess lösningskraft, det vill säga den kan fortfarande lösa alla prob-
lem som gått att lösa utan begränsningen. Vi presenterar detta genom en
implementation som kan resonera med ekvivalensrelationer och kvantifier-
are på ett sätt som är bitvis snabbare än likvärdiga lösningsprocedurer.

198



Denna avhandling visar att det är gynnsamt att aggressivt förenkla problem
och sedan, på ett lat sätt, gradvis raffinera problemet mer och mer likt
ursprungsproblemet. Sammanfattningsvis kan man säga:

Lathet lönar sig
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