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Abstract

During the last two decades, advances in molecular technology
have facilitated the sequencing and analysis of ancient DNA
recovered from archaeological finds, contributing to novel in-
sights into human evolutionary history. As more ancient ge-
netic information has become available, the need for special-
ized methods of analysis has also increased. In this thesis, we
investigate statistical and computational models for analysis of
genetic data, with a particular focus on the context of ancient
DNA.

The main focus is on imputation, or the inference of missing
genotypes based on observed sequence data. We present results
from a systematic evaluation of a common imputation pipeline
on empirical ancient samples, and show that imputed data can
constitute a realistic option for population-genetic analyses. We
also discuss preliminary results from a simulation study com-
paring two methods of phasing and imputation, which suggest
that the parametric Li and Stephens framework may be more
robust to extremely low levels of sparsity than the parsimoni-
ous Browning and Browning model.

An evaluation of methods to handle missing data in the ap-
plication of PCA for dimensionality reduction of genotype data
is also presented. We illustrate that non-overlapping sequence
data can lead to artifacts in projected scores, and evaluate dif-
ferent methods for handling unobserved genotypes.

In genomics, as in other fields of research, increasing sizes of
data sets are placing larger demands on efficient data manage-
ment and compute infrastructures. The last part of this thesis
addresses the use of cloud resources for facilitating such ana-
lysis. We present two different cloud-based solutions, and ex-
emplify them on applications from genomics.
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Chapter 1

Introduction

1.1 DNA sequencing

The advent of next-generation sequencing (NGS) technologies has removed
many of the barriers previously associated with genome sequencing [19],
leading to a rapid increase in the amount of available data and accelerating
various areas of genomic research [2]. The set of technologies referred to
as NGS generally involves the breaking of the genetic sequence into smal-
ler fragments, determining their base pairs, and subsequently reconstruct-
ing the sequence [35]. The methodology has led to great improvements in
throughput and cost compared to earlier approaches, and allowed for the
automation of large parts the sequencing process.

The analysis process of NGS data can be divided into three stages, visu-
alized in Figure 1.1. In the primary stage, raw data from the sequencing ma-
chine is analyzed to determine the bases of the generated fragments, pro-
ducing reads, or short sequences of nucleotides. The second stage consists
of reconstructing the reads to get a cohesive representation of the sample’s
DNA sequence. This can be done either by means of de-novo assembly or
by alignment and variant calling [11, 55].

In this thesis, the main focus is on the latter method, in which the reads
are aligned, or mapped, to a reference genome based on similarity. Once
the alignment is done, the process of variant calling proceeds to determ-
ine differences between the sample’s genome and that of the reference.
Such variations can be changes in a single base, denoted as single nucle-
otide polymorphisms (SNPs) or larger structural variations like inversions
and deletions. Tertiary analysis, in turn, comprises a wide variety of meth-
ods for interpretation of the data generated in the previous steps. Highly
application-specific, this stage is of a more exploratory nature and can con-
sist of various data aggregation, improvement and inference steps, often

3
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Figure 1.1: Stages of analysis of NGS data. Sequencing machines fragment
the DNA molecule, after which primary analysis determines the sequence
of base pairs, producing reads. In the secondary analysis step, the reads
are reconstructed by means of de-novo assembly (not pictured) or align-
ment to a reference and subsequent variant calling. Outlined in red, from
left to right, are examples of a case where the reads are ambiguous and
the information in one is discarded, a position with no overlapping reads
and therefore no information about the sample sequence, and a position at
which a variant is called in the sample sequence. Tertiary analysis com-
prises a wide variety of statistical analysis tools for interpretation of the
resulting data.

in combination with additional data such as population-level patterns of
genetic variation or phenotypic information.

The tertiary analysis is often based on statistical models and the ability
to draw conclusions is largely dependent on the quality of the data studied.
All three analysis stages typically contain filtering and quality-assessment
steps and produce some measure of certainty of the results. In the align-
ment step, the degree of similarity between a read and the reference is an
indication of the quality of the mapping. Some degree of inconsistency is
typically allowed, as it can be due to base errors in the read or actual ge-
netic differences between sample and reference. Further, the more potential
matches a read has in the reference, the more uncertain the mapping is con-
sidered. Thus, shorter read lengths and high levels of base errors can lead
to lower alignment accuracy.
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The number of reads that overlap a given nucleotide is denoted as the
read depth, or coverage, at that loci. The average read depth over the se-
quence is referred to as the coverage of the sample. This impacts the sub-
sequent variant calling step, as a higher number of reads overlapping a
position facilitates the determination of a consensus value.

In the variant calling step in Figure 1.1, the consensus sequence of the
target sample is displayed at the top. The leftmost red rectangle exemplifies
a case in which a read is considered incorrect, e.g. due to errors in base
calling or alignment, and disregarded. The red rectangle in the middle
exemplifies a location with no read coverage at which the target sequence
cannot be determined, and the rightmost one a case where a SNP is called.
Variant calling is thus facilitated by a larger number of reads overlapping
a position, and those called at loci with very low read depth have a higher
degree of uncertainty.

The goal of sequencing is to determine the order of nucleotides in a
DNA molecule. This can be seen as constructing a physical map of the gen-
ome, where the relative positions of molecular markers, e.g. genes or SNPs,
are described in terms of absolute positions measured in basepairs along
the genome. An alternative way of defining genome maps is in terms of
distances based on genetic linkage information. Genetic linkage describes
the way that markers that are closely located on a chromosome tend to
be inherited together. The level of linkage depends on both physical dis-
tance and the recombination rate, and distances in linkage maps are often
expressed in terms of recombination frequency in centimorgans (cM).

Linkage maps provide information about the correlation of alleles at
different locations and are an important tool in various genomic analyses,
including identifying genes associated with disease [3] and assistance in
genome sequence assembly [58, 15]. Linkage information is also used in
the determination of haplotypes from genotypes, which is used to inform
the process of imputation, described in more detail in Chapter 2.

1.2 Ancient DNA

The analysis of genetic information from ancient DNA (aDNA) has been a
critical component in numerous recent discoveries regarding the history of
modern humans. An important addition to paleontological and archaeolo-
gical evidence, it has provided complementary information to existing the-
ories, perhaps most notably the support leading to wide-spread acceptance
of the out-of-Africa model for the origin of modern humans [56]. In addi-
tion to this, analysis of genomic information has also led to novel insights
into questions previously not easily explored, such as providing evidence
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that cultural variation to a large extent has been driven by migration and
admixture rather than the spread of ideas [38].

Several intrinsic challenges exist when analysing the genomes of an-
cient samples. Contamination of DNA from other organisms requires rig-
orous laboratory practices as well as methods to distinguish endogenous
DNA from contaminant sequences [21, 45]. Further, post-mortem damage
causes fragmentation of the DNA molecule [46] as well as chemical changes
to the nucleotides that comprise the genetic code [5]. This can influence
read length and the quality of base calls, impeding the alignment process,
as described in Section 1.1.

Downstream analyses are often based on SNP data, using genotypes
as a basis for various types of inference. Due to the difficulties in recon-
structing ancient genomes, the process of variant calling is similarly sub-
ject to inaccuracies [40]. Consequently, the process of determining the ge-
netic sequence of ancient samples is often more challenging than in the case
of modern data, resulting in sparser information with higher levels of er-
rors and uncertainty. This can impede downstream analysis by introducing
bias, even rendering some methods impossible to apply to aDNA.

1.3 Overview of the remaining chapters

The topic of this thesis is the development of computational methods in
the field of genomics, mainly of those pertaining to the tertiary stage of
analysis of sequencing data. Papers I and II address imputation and dimen-
sionality reduction. Based on statistical models, these methods are used for
augmentation and interpretation of genotype data, and we focus on their
application in the particular context of aDNA. As the typical size of gen-
omic data sets grows, efficient handling of information and computations
is becoming of increasing relevance in all stages of analysis. This is the fo-
cus of Papers III and IV, where the use of distributed computing to enable
scalable data analysis is addressed.

Imputation in the genetic context refers to the prediction of unobserved
variants and is a widely employed tool in studies of modern data. Ex-
amples include the boosting of power of inference in genome-wide asso-
ciation studies (GWAS) [49] and the identification of causal variants for
diseases via fine-mapping [12]. As some of the main challenges with an-
cient data are sparsity and high levels of uncertainty resulting from poor
sample quality, the possibility to boost information content has the poten-
tial to increase scientific returns greatly. However, the data quality may also
limit performance, and the applicability of existing imputation methods on
aDNA is still not fully explored.
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Most common methods for imputation target SNP data and are based
on statistical models that use known variation from a set of reference indi-
viduals to infer genotypes at untyped sites. In Chapter 2, two such frame-
works that form the basis of many imputation tools are described: the Li
and Stephens model and the Browning and Browning model. We outline
some of the issues of imputing aDNA, and present preliminary results com-
paring the performance of the two models on simulated data of extremely
high sparsity levels. In Paper I, an empirical study evaluating the imputa-
tion performance of the Browning and Browning model, as implemented
in the software Beagle 4.0, on a panel of ancient samples is presented.

Another statistical data analysis tool widely used in genomics is dimen-
sionality reduction, in particular by means of Principal Component Ana-
lysis (PCA). A common scenario in the field of ancient DNA is to use a set
of present-day samples to define a PCA model, and project ancient samples
to view them in the context of modern genetic variation. Applications in-
clude analysing population structure and identifying modern populations
that ancient samples are closely related to. PCA can also be used to assess
the quality of imputation by comparing the resulting genotypes to non-
imputed data in PCA space.

The unique characteristics of ancient data also pose challenges in the ap-
plication of PCA. The effect of unobserved genotypes in the study sample
may cause bias in estimated scores in the PCA model, potentially impair-
ing the ability to interpret results in a significant way. In Chapter 3 and
Paper II, a review of methods to handle missing data in PCA is presented,
along with an empirical evaluation of their performance for dimensionality
reduction of genotype data.

As more genetic information becomes available, the possibilities to per-
form statistical analysis are greatly improved, but the increasing sizes of
data sets are also placing demands on data storage and computational in-
frastructure. For many applications, the use of cloud-based resources can
provide a efficient and economical option, particularly in cases where large-
scale computing facilities are not readily available.

Chapter 4 gives an overview of the use of distributed computing re-
sources in the scientific realm, and introduces the last two papers of the
thesis. In paper III, the focus is on efficient handling of large data sets. We
present BAMSI, a framework for distributed filtering of alignment data,
and exemplify its application to an analysis of structural variation. Pa-
per IV introduces SWEEP, a cloud-based workflow management system
based on the serverless paradigm. We also demonstrate the applicability of
SWEEP in different scientific domains, including the execution of a pipeline
for performing sequence alignment and variant calling.





Chapter 2

Imputation

Many common methods for genotype imputation are based on statistical
models that infer haplotype phase of a sample conditional on its observed
genotypes [10]. A set of reference haplotypes is used for the phase determ-
ination, and missing genotypes are imputed based on the variation seen
in the reference population. The basic idea is that since genetic material
is passed on via inheritance, with mutation and recombination being rare
events, haplotypes in a population tend to be similar. Such methods are
based on approximate coalescent models [33] of expected patterns of hap-
lotypes in populations, which give rise to a Markovian structure along a
chromosome that is used to define a Hidden Markov Model (HMM) [47].

HMMs are a class of sequential state-space models in which observa-
tions are generated by an underlying Markov process that is unobserved,
or hidden. Figure 2.1 shows the graphical representation of a HMM of
length M with hidden states Xj and observations Yj. Transition probab-
ilities P(Xj|Xj´1) describe the probability of transitioning to a state Xj at
position j in the sequence, given that the state in the previous position is
Xj´1. Observation probabilities P(Yj|Xj) define the probability of observing
value Yj given that the hidden state is Xj. The joint probability of the HMM
model is given by Equation 2.1.

P(Y,X) = P(X1)
M
ź

j=2

P(Xj|Xj´1)
M
ź

j=1

P(Yj|Xj) (2.1)

Let H denote a set ofH reference haplotypes typed atMmarkers, and S
a target sample with partially observed genotypes at the same set of mark-
ers. In HMM-based models for phasing and imputation, the observed val-
ues are the genotypes of S, and the hidden states represent the correspond-
ing unobserved haplotypes. Based on this general framework, a variety of
methods have been developed. These mainly differ in how the reference

9
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X1 X2 XM-1 XM

Y1 Y2 YM-1 YM

. . .

. . .

Figure 2.1: Graphical representation of a HMM, with hidden states Xj and
observed values Yj. Arrows indicate conditional dependence relations.

haplotypes H are used to model the hidden states, as well as in the type
of inference that is performed. Two of the most prominent frameworks are
the Li and Stephens model and the Browning and Browning model, which
are outlined in Sections 2.1 and 2.2.

We briefly outline algorithms for inference in HMMs that are commonly
used in the context of phasing and imputation below, and refer to [47] for
detailed descriptions. The forward-backward algorithm computes the pos-
terior probability of each hidden state given the entire sequence of observed
genotypes P(Xj|Y1, . . . ,YM), which can be used for sampling haplotypes or
to obtain the most likely haplotype at each location. The most likely gen-
otype at each location can be obtained by integrating over the haplotype
probabilities. The Baum-Welch algorithm can be used to fit model para-
meters (e.g. recombination or mutation rates) to the observed data, and the
Viterbi algorithm to obtain the most likely sequence of hidden states given
the observation sequence.

The HMM described above can be adapted to consider the uncertainty
in observed genotypes that can arise e.g. due to poor sample quality by in-
tegrating over the possible genotypes at each marker. Equation 2.2 shows
the joint probability of the modified HMM, where Yj denotes the set of
possible genotypes at marker j, and the observed values are vectors of like-
lihoods, where L(g) denotes the genotype likelihood of genotype g.

P(Y,X) = P(X1)
M
ź

j=2

P(Xj|Xj´1)
M
ź

j=1

ÿ

gPYj

P(g|Xj)L(g) (2.2)
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2.1 The Li and Stephens model

The Li and Stephens framework [27] for estimating phased haplotypes of
a single sample S, given its observed genotypes is based the following a
HMM model:

• The observed states Yj are the genotypes of the sample S at markers
j P t1 . . .Mu.

• The hidden states Xj = (x1, x2)j are pairs that indicate the phase of
the haplotypes of S at marker j, where xk = i denotes that the kth
chromosome uses the ith reference haplotype as a template. The state
space of the HMM is thus (HˆH).

The observation probabilities P(Yj|Xj) depend on the similarity between
the genotype implied by the reference haplotypes used as a template for
hidden state Xj, denoted G(Xj), and the observed genotype Yj. Changes
in alleles are modeled as occurring independently along a chromosome,
with an error parameter εj that represents the probability of a mutation or
genotyping error causing the observed allele to change to its alternative.
The probability of an observed genotype at location Yj is thus obtained by
summing over the possible allele changes that can lead the genotype G(Xj)
to change to the genotype Yj, as shown in Table 2.1.

G(Xj)

Yj

0 1 2
0 (1´ εj)2 (1´ εj)εj ε2

j

1 2εj(1´ εj) (1´ εj)2 + ε2
j 2εj(1´ εj)

2 ε2
j (1´ εj)εj (1´ εj)2

Table 2.1: The observation probabilities P(Yj|Xj) for a position j of the
HMM defined in the Li and Stephens framework, where G(Xj) denotes the
genotype implied by the hidden state Xj and Yj is the observed genotype.

The transition probabilities P(Xj|Xj´1) given in Equation 2.3 depend on
how many switches occur between the states Xj´1 and Xj. A switch is
defined as a change in reference haplotype along a chromosome, i.e. if
xkj´1 ‰ xkj. The switches represent historical recombination events oc-
curring between loci j´ 1 and j, and are modeled using the parameter θj
that depends on the genetic distance dj between loci j´ 1 and j and the

effective population size Ne: θj = 1´ e
4Nedj

H .
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P(Xj|Xj´1) =

$

’

’

’

’

’

’

&

’

’

’

’

’

’

%

θ2
j

H2 if 2 switch

(1´ θj)θj
H

+
θ2
j

H2 if 1 switch

(1´ θj)2 +
2(θj ´ θ2

j)

H
+
θ2
j

H2 if 0 switch

(2.3)

The Li and Stephens model provides a basis for many phasing and im-
putation tools, including PHASE [52, 51], MACH [28] and IMPUTE2 [22].
These use markers in H at which S has observed genotypes to inform the
phasing as described above, and perform imputation at markers in H for
which S has unobserved genotypes. This can be done e.g. by finding refer-
ence haplotypes in H that are by some measure most similar to the partial
phased haplotypes of S, and assuming that the unobserved alleles of S are
identical to those of the reference. Some methods, including IMPUTE2,
perform phasing and imputation in alternate steps, first estimating phase
and then imputing conditional upon the resulting haplotypes, accounting
for uncertainty in phasing by iterating these two steps in an Markov Chain
Monte Carlo (MCMC) framework.

2.2 The Browning and Browning model

The Browning and Browning framework is based on a model of local haplo-
type clusters [7] that are defined from the reference haplotypes depending
on their similarity at nearby markers. Using an example from [8], Figure
2.2 shows the localized haplotype cluster model for the set of haplotypes
of length four in Table 2.2. The model is illustrated as a directed graph in
which the leftmost node corresponds to the source, and there is a level for
each of the four markers in the haplotypes. Nodes with solid circles rep-
resent allele 1 and those with dotted circles allele 2. Each node represents
a local haplotype cluster. Every path from the source to a node in the final
level represents a reference haplotype. Every edge (ni,nj) of the graph is
labeled with the relative frequency of haplotypes traversing the node ni

that also traverse the edge (ni,nj).



2.2. The Browning and Browning model 13

Haplotype Count
1111 21
1112 79
1122 95
1221 116
2111 25
2112 112
2122 152

Table 2.2: Example set of haplotypes used to define a localized haplotype
cluster. The haplotypes are of length four, and the numbers 1 and 2 denote
different alleles. The count describes the number of each haplotype present
in the set of individuals of interest.

n1

I

n2

n6

n7

n8

n3

n4

n5

n9

n10

n11

n12

.52

.48

.63

.37

1

1

1

1

.49

.51

.19

.81

.49
.51

1 2 3 4m=

Figure 2.2: Graphical representation of the localized haplotype cluster for
the haplotypes in Table 2.2. Every path from the source node I to a node
in the final level (m = 4) of the graph represents a haplotype in the table.
Nodes with solid lines represent allele 1 and nodes with dotted lines rep-
resent allele 2. Labels on the edges represent the proportion of haplotypes
leaving a node that traverse the given edge.

For a set H of H reference haplotypes typed atMmarkers, the correspond-
ing localized haplotype cluster model D is used to define a haploid HMM
over a single chromosome of a sample S in which

• the observed states Yj are the allele of the sample S at
markers j P t1 . . .Mu

• the hidden states Xj are haplotype clusters



14 Chapter 2. Imputation

Let T(Xj) denote the allele that haplotype clusterXj represents, and F(Xi,Xj)
the relative frequency on the edge (Xi,Xj) in D.

A haplotype cluster emits its associated allele with probability 1, and has
observation probability 0 for all other alleles (Equation 2.4).

P(Yj|Xj) =

#

1 if Yj = T(Xj)

0 otherwise
(2.4)

The transition probabilities of the HMM are based on the edges in D and
their labels of relative haplotype frequencies (Equation 2.5), ensuring that
the state space at each marker j and the possible transitions between states
follow the structure of the localized haplotype cluster D.

P(Xj|Xj´1) =

#

F(Xj´1,Xj) if (Xj´1,Xj) is an edge in D
0 otherwise

(2.5)

The described haploid model can subsequently be turned into a diploid
HMM that models the observed diploid genotypes of S by considering
ordered pairs of haplotype clusters. For each level m of the graph D, let
Lm denote the set of haplotype clusters at level m. The state space of the
diploid HMM is then

ŤM
m=1(Lmˆ Lm). For a state (Xa,Xb), the unordered

pair of alleles emitted by Xa and Xb in D represents a diploid genotype
that is emitted with probability 1 by the state. Transition probabilities are
obtained by the product of the haploid probabilities (Equation 2.6).

P((Xa,Xb)|(Xc,Xd)) = P(Xa|Xc)P(Xb|Xd) (2.6)

The Browning and Browning framework differs from that of Li and
Stephens in several ways. The localized haplotype cluster model results
in a more parsimonious method in the sense that it uses a smaller set of
possible haplotype configurations to represent the target sample’s haplo-
types. This has the effect of reducing the size of the model’s state space, as
well as the possible number of transitions between them, lowering the com-
putational burden. However, it also results in the fact that only haplotype
configurations that are present in the reference can be expressed, whereas
all possible haplotypes can be obtained for the target sample in the Li and
Stephens model.

Further, recombination and mutation are not explicitly modeled as para-
meters and do therefore not need to be estimated or fit to the data. As ob-
served genotypes that differ from the alleles associated with a haplotype
cluster have observation probability 0, the effects of genotyping error are
also not modeled.
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The Browning and Browning model is implemented in the software
Beagle, which is available in several versions. The algorithm described
here corresponds to Beagle 4.0 [9], which is also the version used in Pa-
per I. In this version, phasing and imputation proceeds by an iterative pro-
cess in which a localized haplotype cluster is built based on phased input
data, and used to build a HMM from which phased haplotypes are sub-
sequently sampled. For a set of target samples, the phased input data can
consist of both phased reference haplotypes as well as current estimates of
haplotypes for the target samples.

The forward-backward algorithm is used to sample a set of phased
haplotypes for each target sample conditional on the observed genotypes,
which are subsequently used as input for the next iteration. If both alleles
of Yj are missing, the observation probability P(Yj|Xj) = 1. If one allele is
observed, then P(Yj|Xj) = 1 if the observed allele is in the unordered pair of
alleles emitted by Xj, and P(Yj|Xj) = 0 otherwise. In the final iteration, the
Viterbi algorithm is used to calculate the most likely sequence of hidden
states, resulting in a set of phased haplotypes for each sample.

2.3 Evaluation of imputation of aDNA

As imputation tends to perform best on high-quality and densely geno-
typed data [10], there are several challenges associated with its application
to aDNA. With lower coverage, the probability that sequencing reads are
only sampled from a single chromosome at a given marker increases, lead-
ing to uncertainty in called genotypes that can result in bias in downstream
analyses. In such cases, it is preferable to use models based on a probab-
ilistic framework of genotype likelihoods [6, 39]. The fact that panels of
high-quality phased reference haplotypes that are representative of ancient
samples are not available may further introduce bias, as variants that are
not present in the population today can not be recreated.

Previous studies have performed imputation on aDNA and success-
fully used the results in various population-genetic analyses [17, 29, 25].
Section 2.3.1 briefly summarises Paper I in which an empirical study, de-
signed according to the imputation methodologies previously used in the
aDNA community, was performed. The goal was to systematically evalu-
ate pipeline design and performance assessment. In Section 2.3.2, we show
preliminary results from a study comparing the Li and Stephens model to
that of Browning and Browning on simulated data of extremely low cover-
age, and discuss the design of an imputation model adapted to the partic-
ular characteristics of aDNA.
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2.3.1 Empirical results

The ancient data used in the empirical study consisted of 61 samples of
low to moderate coverages between 0.1x and 16x, and five samples with
high coverages between 19x to 57x. The high coverage samples were sf12
[20], Loschbour and LBK [26], ne1 [17] and ans17 [16]. The first two, sf12
and Loschbour, stem from hunter-gatherer individuals from around 8000
years ago. The sf12 sample is from a site on the Baltic Sea island of Stora
Karlsö in Sweden, and the other sample is named after the Loschbour rock
shelter in Luxembourg where it was found. The rest of the samples are of
individuals from early farming cultures in Europe. The LBK sample is an
individual from roughly 7000 years ago found in Stuttgart Germany, and
ne1 an individual from Polgár Ferenci hát, Hungary from roughly the same
time period. The ans17 individual is the most recent sample, found at the
Ansarve site on the island of Gotland in Sweden, and dated to roughly 5000
years ago. See Tables 1 and 2 in the supplementary material of paper I for
full lists of sample names, coverages and original publications.

As in previous studies performing imputation on aDNA, the samples
with high coverage data were used for performance evaluation. The ori-
ginal dense read data was initially used to call a set of gold standard gen-
otypes. Low coverage data used as input to imputation was subsequently
generated by subsampling reads and inferring genotype likelihoods from
the sparser data. The resulting imputed genotypes were finally compared
to the gold standard ones to give an indication of imputation accuracy.

The reference data used for imputation was the 1000 Genomes [53]
phase 3 data set, consisting of phased haplotypes of 2504 individuals from
populations around the world. As the five high coverage samples used for
performance evaluation are of European heritage, it is reasonable to con-
sider the European subset of the panel as the most representative. Compu-
tational time can be saved by using a smaller reference, and some studies
of imputation of modern samples have indicated that population-specific
panels result in the highest performance [36, 43]. We compared imputation
results using the entire reference to only considering the European subset,
and showed that the larger and more diverse reference was beneficial in
the case of ancient DNA.

As previously discussed, the fact that only panels of modern individu-
als are available for use as a reference may be problematic for the imputa-
tion of ancient samples. While the imputation methodology allows for the
inclusion of other ancient samples in the inference, the benefits of consid-
ering more closely related samples may be diminished by the fact that the
majority are of low coverage and quality. However, our results indicated
that the inclusion of the 61 ancient samples increased accuracy, suggesting
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that even low and medium coverage samples can be leveraged to improve
imputation results.

An in-depth analysis of imputed data showed that overall concord-
ance of over 99% with the gold standard genotypes was obtained for data
with 1x coverage, and that error in heterozygote genotypes reached similar
levels for variants with population minor allele frequencies of at least 10%.
Our results confirm and extend those from previous studies, and motivate
the use of imputed data for downstream population-genetic analyses.

The empirical study also suggested areas of improvement for imputa-
tion of aDNA. For rare variation, the effects of different reference sets was
more pronounced, and the tendency to reference bias was higher. A signi-
ficant decrease in imputation accuracy was also observed from around cov-
erage 0.75x and below. The two hunter-gatherer samples, which are more
distant from the genetic profile of modern populations than the individuals
from early agricultural cultures, exhibited lower performance overall. By
developing models and methods that are adapted for the particular scen-
ario of ancient DNA, imputation accuracy for extremely low coverage or
genetically distant samples could possibly be improved, as well as the pos-
sibilities of recreating variation that is rare in the population today.

2.3.2 Preliminary results from simulation study

Data for the simulation study was based on the 1000 Genomes phase 3 data
set of called genotypes. Chromosome 20 was used, filtered to only include
biallelic SNPs, resulting in a set of 1739313 markers. Sample genotype like-
lihoods were generated for 10 target individuals from the CEU population
by simulating data of coverage c ď 1.0 based on the observed genotype
data G according to the following procedure:

With probability c, a single allele a of G was sampled according to the
probability distribution in Equation 2.7, conditioned on G. The parameter
ε represents the sequencing error rate, or the probability of sampling an
allele that is not present in G. Based on the sampled allele a, genotype like-
lihoods were subsequently generated for the three possible genotypes XX,
XY and YY according to Equation 2.7. With probability 1´ c, no allele was
sampled, simulating a completely missing genotype, resulting in genotype
likelihoods of 0.33 for all three genotypes. Simulated genotype likelihoods
were generated for 20 coverage levels in the interval [0.0, 1.0] for each of the
10 target individuals with the sequencing error parameter ε = 0.001.

P(a = X|G) =

$

’

&

’

%

1´ ε if G = XX

0.5 if G = XY

ε if G = YY

(2.7)
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For each individual and coverage level, single-sample imputation was
performed using the Browning and Browning model as well as the Li and
Stephens model. Results were compared based on genotype discordance,
defined as the fraction of sites at which the resulting genotype is not equal
to that in the original 1000 Genomes sample data. Genetic maps from the
HapMapII project were used [23].

In order to evaluate the effects of divergence from the reference panel,
imputation was performed using two different sets of phased reference
haplotypes. For a closely related reference, other CEU samples were used,
excluding the target sample itself. The CEU individuals are of European
ancestry and comprised 98 individuals in total. For a more distantly related
reference panel, the African population YRI was used, which consisted of
86 individuals.

For evaluating the Li and Stephens model, an implementation of the
framework described in section 2.1 was written in C++. The value of the
error parameter was set to ε = 0.001 and the values Ne = 25000 and
Ne = 60000 were used for the reference panels CEU and YRI, respect-
ively. Final genotypes were estimated by calculating posterior probabilities
P(Xj|Y1, . . . ,YM) based on Equation 2.2 for each state using the forward-
backward algorithm, after which the most likely genotype was obtained
by marginalizing over the possible states at each marker. The computation
was performed in chunks of 60000 markers, with an overlap of 6000.

Beagle version 4.1 was used as implementation of the Browning and
Browning model. Genotype likelihoods were used as input, with the para-
meters window=60000, overlap=6000, niterations=5, err=0.001

and defaults for all other arguments.
Figure 2.3 shows the genotype discordance of imputed genotypes for

different coverage levels for the Li and Stephens implementation and Beagle.
The average discordance over the 10 target samples is shown, with stand-
ard deviation in shaded regions. It is visible that the use of the more dis-
tantly related reference panel YRI gives higher discordance rates than the
population-specific CEU panel.

For coverage levels over 0.5, both models have similar error rates, with
Beagle slightly outperforming the other model for the highest coverages
near 1.0. In the lower part of the coverage range, our Li and Stephens im-
plementation has consistently lower discordance rates, and the difference
is more prominent for the more difficult scenario with the YRI reference
panel.

It should be noted that our model was tuned for the different reference
sets by adjusting the effective population size Ne. This parameter affects
the value of θ which influences the probability of switches occurring in
the underlying reference haplotype used as a template for each chromo-
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Figure 2.3: Effects of coverage and reference set on imputation using the
software Beagle, and an implementation of the Li and Stephens model. Av-
erage genotype discordance over ten target samples is shown, with stand-
ard deviation in shaded regions, for varying level of simulated low cover-
age. Labels indicate the reference set used in imputation.

some. The larger value for the YRI panel thus reflects the larger genetic
distance between the samples. Suitable values for the different reference
panels were found by testing and evaluation based on genotype discord-
ance of a few samples over a small interval of markers.

Beagle was run with the same parameters for both reference sets, and
experimentation with different values for parameters showed little effect
on genotype discordance. This is generally an advantage of Beagle; it is
not very sensitive to parameters and does not need extensive tuning, and
results have indicated that the less stringent modeling is beneficial in scen-
arios with large data sets of densely-typed markers [9].

Our preliminary results suggest that the more parametric Li and Steph-
ens model could be suitable in the particularly challenging scenario of phas-
ing and imputing aDNA. With extremely low coverages and high levels
of error and uncertainty, and in cases where a highly representative refer-
ence panel may be unavailable, the possibility to tune and adapt the model
could prove advantageous compared to the more data-driven approach.

As the state space of the Li and Stephens model is of size H2 and the
number of computations of the forward-backward algorithm scales quad-
ratically with number of states, optimization is required to increase com-
putational efficiency. A technique described in [28] that makes use of regu-
lar patterns in the transition matrices has been implemented, reducing the
computational requirements from O(H4) to O(H2). We plan to explore ad-
ditional optimization strategies in order to make the method applicable for
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realistic sizes of data sets.
We also plan to extend the current single-sample implementation to al-

low for a set of target samples to be phased simultaneously. By including
current estimates of the haplotypes of other study samples in the reference
panel when defining the HMM for a particular target sample, and iterating
over samples in a MCMC manner, the information in the entire target set
can be used in the model building. As the results in Paper I suggest, such
an approach can be used to leverage the information in low-to-medium
coverage ancient samples to improve overall imputation results for aDNA.

We further plan to explore methods for automatic parameter tuning.
This could be performed by fitting them to the data, as in e.g. [28] or by
including sample-specific information such as expected level of divergence
between different samples to adapt recombination probabilities. Another
option for tailoring the model would be to include estimation of sequencing
error according to an aDNA-specific damage model. As it is common to
completely exclude variants that could be the results of deaminated alleles
from analysis, modeling the error could be an alternative that allows more
of the available data to be utilized.
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Dimensionality reduction of
genotype data

Dimensionality reduction constitutes an important part of the toolset used
in making sense of the increasingly large amounts of genetic data avail-
able. As a means of distilling multivariate data to a few most important
constituents and enabling visualization, it can greatly simplify the inspec-
tion and understanding of the information contained in the genetic data of
thousands of individuals.

One of the most commonly used methods for dimensionality reduction
is PCA, in which a linear transformation of the input data is performed. In
this section, we outline the application of PCA on genotype data and chal-
lenges associated with using the method on ancient data. We also present
paper II, in which methods to handle missing data in PCA are addressed.

3.1 Principal component analysis

PCA [42] is a statistical method for analyzing multivariate data in which a
transformation is defined from a set of possibly correlated variables to a set
of linearly uncorrelated variables, or principal components. These make
up new dimensions for representing the data and are defined so that they
maximize its variance. The new dimensions are orthogonal, resulting in
mutually uncorrelated variance explained by each dimension. The idea is
that this will emphasize patterns in the data, and that considering only the
few principal components that represent the most variance will be enough
to accurately represent it.

One of the earliest uses of PCA in population genetics was performed
in [34], and it has since become a standard method for various applica-
tions, including the detection of population structure [41] and correcting

21
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for stratification in GWAS [44]. In applying PCA to SNP data, each indi-
vidual is represented by its genotype at a given set of markers, and the res-
ulting principal components are viewed as axes of genetic variation due to
the ancestry of the samples. Samples with similar genetic affinities are thus
expected to be projected to position with close proximity in PCA space. Fig-
ure 3.1 shows the PCA projection of 429 present-day individuals that make
up Panel 1 in Paper II. The samples stem from four European groups, with
visible clustering according to population.
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Figure 3.1: PCA projections of the 429 present-day individuals from Panel
1 in paper II, colored according to population.

3.2 Methods to handle missing data in PCA

When performing PCA, missing variables influence the projected coordin-
ates of samples. As missing data is common in empirical samples, this can
introduce bias in the interpretation of PCA of genotype data. A common
application in the field of aDNA is to project ancient samples onto the prin-
cipal components defined from a set of modern individuals. In some cases,
low sample coverage can result in large amounts of unobserved genotypes
at the markers of the modern panel, resulting in the effects of missingness
becoming particularly pronounced.

A widely used method in the field of aDNA to mitigate this is to only
consider markers that overlap with the ancient sample when defining the
PCA model, and merging such individual projections using the Procrustes
transformation [57, 48]. When applying this technique to evaluate imputa-
tion performance by means of PCA in Paper I, significant artefacts due to
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missing genotypes were observed. Experimentation showed that this was
largely due to the influence of different sets of markers overlapping the
modern reference, with effects particularly noticeable due to the fact that
different data points for the same individual were compared.

Other techniques for handling missing data have been introduced in the
PCA literature. In [4], several strategies are defined, and two regression-
based methods are shown to be statistically superior on simulated indus-
trial data sets. However, as PCA is highly data-dependent, such results are
not directly transferable to the genomics scenario. Firstly, genotype data
differs from many common applications due to the fact that there are gen-
erally many more variables than samples. Further, linkage disequilibrium
and the existence of rare variants that give certain markers a large impact
in the transformation may result in covariance structures that are atypical,
and in some cases particularly sensitive to missing data.

In order to evaluate methods in the particular context of genotype data,
we performed a study on empirical modern SNP data, presented in Pa-
per II. Five methods were selected and tested on four panels of samples
based on public data sets commonly used in practical applications. They
represented both array and sequencing data, and were filtered to remove
rare and correlated variants. This is a practice that is common to avoid
spurious effects in the interpretation of PCA, discussed in e.g. [31, 59]. An
exception was panels 3 and 4, which were the same data set unfiltered and
filtered for linkage, respectively, used to evaluate the effects of filtering on
performance of the methods.

For each panel, validation samples were generated by selecting a sub-
set of individuals and subsampling their genotypes to different levels of
missingness. The error of a method was defined as the difference between
estimated coordinates for sparse data and those obtained when using all
genotypes.

We selected the methods of trimmed scores (TRI), projection to the model
plane (PMP), trimmed score regression (TSR), known data regression (KDR),
as well as the strategy of performing individual projections and merging
using Procrustes transformation (PRCR) for the evaluation. TRI and PMP
correspond to the default and lsqproject options for dealing with missing
genotypes offered by the software SMARTPCA from EIGENSOFT 7.2.1 [41, 44]
which is widely used in the field of genomics. As previously mentioned,
the PRCR method is common in the aDNA community. The methods of
TSR and KDR are the two regression-based models that were found to give
best performance on the industrial data set considered in [4].

Figure 3.2 shows results for Panel 1, which was also the data set used
for PCA in Paper I. In this case, the KDR method was shown to give lowest
error on the validation set for most levels of missing markers, motivating
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Figure 3.2: Estimation error, in logarithmic scale, for varying levels of miss-
ing markers for different methods to handle missing data in PCA. Valida-
tion sets were created based on Panel 1 from paper II by randomly select-
ing 10 individuals and incrementally removing genotypes. A PCA model
was defined on the remaining samples, and the validation set subsequently
projected onto it using the different methods. Mean squared error of the es-
timation was calculated w.r.t. the true scores obtained when no genotypes
were removed. This was repeated over ten validation sets, with mean and
standard deviation over these shown.

its use in the paper. Evaluation on other data sets yielded varying results,
with no method consistently outperforming the others. An impact of the
filtering of correlated markers by LD pruning was also visible on the relat-
ive performance of the different methods.

Overall, the study confirmed the data-sensitive nature of the problem,
and suggested that method evaluation may be necessary to establish an ap-
propriate approach on a case-to-case basis. Future work in this area will in-
clude more rigorous testing on different data sets, including an evaluation
of the effects of preprocessing and filtering the data.

The effects of correlated variants on interpretation of dimensionality re-
duction results has been addressed elsewhere, with some suggesting modi-
fications to PCA by means of e.g. shrinkage methods [59], and others pro-
posing the use of nonlinear models like stochastic neighbor embedding
(t-SNE), generative topographic mapping (GTM) [18] or minimum curvi-
linearity methods [1]. The use of such methods will also be interesting to
explore in the context discussed here, for handling missing data in PCA as
well as exploring if nonlinear dimensionality reduction can capture human
genetic variation in a way that is more robust to missing genotypes.
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Scalable data analysis via cloud
computing

The rise of high-throughput technologies have caused an explosion in sizes
of genomic data sets and led to increasingly data-driven research in life sci-
ences [30]. Facilitating many types of statistical analysis, the availability of
large data sets has led to significant progress in areas such as investigat-
ing the association between diseases and human genetic variation as well
as in the fields of personalized medicine and drug development [14, 13].
Population-genetic analyses of large cohorts of individuals can also give
insights about our evolutionary past [38], as well as improve the recon-
struction of lost genetic variation from ancient samples, as discussed in
Paper I.

However, the increasingly data-intensive nature of many applications
is also placing larger demands on computational infrastructure. In this
context, the model offered by cloud computing providers like Amazon
Web Services (AWS), Google Cloud Platform (GCP), Microsoft Azure, and
IBM Cloud, can provide advantages compared to up-front acquisition of
local computational resources. As cost-effectiveness depends largely on
the level of resource utilization that can be maintained, the pay-per-use
pricing model of cloud resources may have benefits in scenarios where fu-
ture resource usage is difficult to predict [50]. The often significant initial
investment into in-house resources can also be reduced, as well as the costs
of setup and maintenance.

Further, the sizes of genomic data sets pose challenges for transfer and
processing that may hinder access and sharing of data between institutions
[37]. The migration of storage and processing to the cloud is a possible
means to mitigate this, and many consortia now make data sets available
via public repositories hosted on cloud resources, e.g. the ENCODE [54]

25
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and the 1000 Genomes [53] projects.
In Paper III, we introduce The BAM Search Infrastructure (BAMSI); a

scalable, distributed platform for data filtering and streaming using re-
sources from multiple cloud providers. Largely intended for preprocessing,
our tool can be used to perform initial reduction in size of a data set, allow-
ing a smaller subset to be downloaded or staged into other environments
for further analysis. BAMSI is made available as a public deployment hos-
ted by the Swedish National Infrastructure for Computing (SNIC) Science
Cloud (SSC) for filtering of the 1000 Genomes set of aligned reads, as well
as a general distributed computational framework extensible to other data
sets. We exemplified the use of BAMSI by performing an analysis of struc-
tural variation on the entire 1000 Genomes phase 3 low-coverage set of
aligned reads. The roughly 60TB data set was scanned for alignments in-
dicative of possible inversion events, and a genome-wide overview of the
results was presented.

We also demonstrated the scalability of the multi-cloud setup by ana-
lyzing the aggregated filtering throughput for deployments making use of
different mirrors of the data. One deployment was set up with filtering
workers on SSC, accessing the data from local shared storage at the Uppsala
Multidisciplinary Center for Advanced Computational Science (UPPMAX).
Another set of workers was set up on Amazon EC2, accessing the data from
the publicly available Amazon S3 bucket.

Figure 4.1 shows the throughput for combinations of these configura-
tions. When only using SSC resources, saturation of the link to UPPMAX
was reached at around 170 MB/s at 12 workers. As expected, saturation
of the link to S3 was not reached, and using Amazon resources resulted in
roughly linear scaling. The third setup, in which resources on EC2 were
added to those on SSC from the point of saturation, again shows continued
scaling as a function of number of workers. This illustrates how the use
of multiple data sources along with distributed processing located near the
data allows bandwidth bottlenecks to be minimized. In scenarios such as
this, where a local community cloud is available, this allows for increasing
filtering throughput while maintaining cost-effectiveness.

While cloud-based technologies abstract away much of the underly-
ing compute resources, the traditional Infrastructure as a Service (IaaS)
model nonetheless requires the allocation and maintenance of clusters of
virtual machines. As pricing depends on provisioned capacity, maximiz-
ing cost-effectiveness requires achieving and maintaining high cluster util-
ization rates. The setup and maintenance of clusters that can scale elastic-
ally according to current usage is not trivial and requires technical know-
ledge, resulting in management overhead or even the rendering of cloud
resources inaccessible for some users [24].
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Figure 4.1: Filtering throughput of BAMSI as a function of numbers of
workers for different setups of data and compute. The solid line indicates
runs in which all workers were deployed on SSC. The dotted line indic-
ates runs in which the number of SSC workers was fixed to 12, with addi-
tional workers deployed on Amazon EC2. The dashed line indicates runs
in which workers were deployed on Amazon EC2 only. The maximum
throughput over three runs is plotted for each setup of workers.

An alternative paradigm to IaaS that has recently been gaining traction
is that of serverless computing. In this model, the provisioning of resources
is hidden from the user, and the running of code or containers, rather than
virtual infrastructure, is provided on demand. The serverless paradigm
offers consumption-based pricing and inherent elasticity of resources and
promises a simpler means to obtain ’pay for what you use’ rather than ’pay
for what you provision’.

Most commercial cloud vendors now offer serverless options, but as the
increased simplicity comes at a higher price, the comparative cost-effectiveness
would depend on cluster utilization levels that could be maintained for
dedicated cloud resources. Other potential issues of serverless technolo-
gies include vendor lock-in resulting from the adaption of applications to
the interface of a particular service, as well as inefficiencies resulting from
handling of storage and state persistence, discussed further below.

In Paper IV, we present a novel workflow management system named
Serverless Workflow Enablement and Execution Platform (SWEEP). Built
on the serverless paradigm, SWEEP allows for efficient cloud-based com-
putation without the need of provisioning and maintaining clusters. SWEEP
workflows are defined in terms of functions or containers as executable
units that can be run on different serverless engines, and are thus not in-
herently tied to a single cloud provider. We exemplify and evaluate the use
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of SWEEP on two workflows from different scientific domains, and discuss
the applicability of the serverless paradigm to data- and compute-intensive
tasks, as well as ensuing implications for workflow design.

One of the workflows considered in the paper was a canonical sequence
alignment and variant calling pipeline, based on the Genome Analysis Toolkit
(GATK) [32] best practices documentation. The workflow was executed on
samples from the European and African superpopulations from the 1000
Genomes Project on chromosome 20. Figure 4.2 shows the runtime and
cost of the workflow for different numbers of samples.

The tasks were defined as containers that executed the different steps
of the pipeline, using Amazon S3 as an intermediate data store. Tasks
were executed using the serverless container execution service AWS Far-
gate, with no limit on concurrency. The total time of the entire workflow
was thus mainly driven by that of the longest-running sample, and the in-
crease in runtime seen in the plot largely reflects the fact that increasingly
long-running samples were included as the problem size increased. The
linear cost increase reflects the inherent elasticity of resources of the server-
less payment model.
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Figure 4.2: Average total workflow runtime and compute cost for differ-
ent problem sizes of a GATK variant calling workflow for chromosome 20
executed in SWEEP, with shaded regions indicating standard deviation.

The use of distributed cloud environments for scientific applications
has several implications for workflow design that can affect performance in
terms of scalability and correctness. The execution framework needs to be
able to detect and handle failures in individual tasks in order to achieve re-
siliency. By implementing smaller executable units, retries due to random
failures can have less effect on overall runtime, but can also incur higher
communication overhead. This is also influenced by the amount of inter-



29

task communication and level of I/O performed, with network perform-
ance affecting both. Large, long-running tasks can on the other hand reduce
the potential concurrency of the system and lead to unbalanced computa-
tional loads. This can potentially render it more difficult to maintain high
cluster utilization rates, particularly in cases with unpredictable runtimes.

The serverless execution paradigm can be a means to achieve elasticity
of resources, but is associated with other challenges, including overhead
due to the setup of the computational runtime for each executable unit, and
the maintenance of data persistence. As serverless execution is performed
in a stateless manner in which the invoker is unaware of the underlying
execution environment, remote data storage must be used for persisting
information between individual tasks. Efficiency and scalability thus re-
quires both low-latency and high-throughput remote storage, as well as
high network bandwidth to avoid large data transfer overheads.

It has been argued in e.g. [24] that as network bandwidths are approach-
ing those of storage, disk locality is becoming less important in determining
performance. For many practical applications, the nature of the workflow
and the tasks that it comprises, including the level of I/O, will determine
the optimal approach. As models of computation and execution in cloud
environments continue to be developed in industry as well as academia,
distributed cloud-based computing will likely become a realistic option for
an increasing number of scientific applications of more varied natures.





Chapter 5

Summary and future work

The work presented in this thesis concerns computational methods in the
field of genomics. We argued that as demands on storage and compu-
tational resources are rising, cloud infrastructures can facilitate scalable
data analysis. We also introduced two cloud-based distributed comput-
ing frameworks and exemplified their use on applications from genomics.
The studies assessing statistical methods have focused on evaluation in the
context of sparse, uncertain data and have highlighted areas of interest for
further study that will be important in the further development of method-
ology and the tailoring of models to aDNA.

The empirical study of imputation confirmed that application to ancient
data can give satisfactory results, but also pointed out that performance can
be improved in cases of extremely low coverage or rare variation. The pre-
liminary results from the simulation study indicated that the Li and Steph-
ens framework is a promising alternative method for this, and our future
work in this area will involve implementing a more efficient version of the
algorithm, adding support for utilizing information from multiple target
samples, as well as exploring the incorporation of ancient-specific inform-
ation, e.g. damage, into the model.

Our results also showed that unobserved genotypes can have signific-
ant effects on dimensionality reduction. Evaluation of different methods of
handling missing data in PCA indicated that the problem is highly depend-
ent on the data and how it has been preprocessed. The use of nonlinear
methods presents an alternative to linear approaches like PCA, and we plan
to investigate if such models also have advantages w.r.t. missing data. This
will include nonlinear dimensionality reduction as well as a wider range of
applications including imputation and clustering, e.g. proportional assign-
ment problems of the type used in admixture analysis.
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