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Abstract

Text to features for Swedish text

Man Dan Ly

In text mining, texts are usually transformed into numerical vectors or 
feature vectors, before they are given to a machine learning algorithm 
for text classification. In this project, a set of features for 
classifying tweets in Swedish was created. The following classification 
tasks were selected: gender, age and political party prediction, 
sentiment analysis and authorship attribution, which is the task of 
determining if a text was written by a particular author or not. 
Relevant previous studies were researched and a suitable subset of 
features used in those studies were chosen. A tool was developed that 
preprocesses the tweets and calculates, for each tweet, values for the 
features in the feature set. Experiments were run on a data set 
consisting of tweets written by Swedish politicians. The output of the 
tool was given to a machine learning algorithm that created 
classification models. While the first four classification tasks were 
unsuccessful, some of the authorship attribution models managed to 
produce an F-score between 80 and 90%. For the failed classification 
tasks, the features need to be tested on a different data set or new 
features have to be created. 
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Glossary

accuracy Performance measure of a classifier. It is the proportion of true
negatives and true positives among the total number of cases examined.
The formula is: (true negatives + true positives)/(true negatives + true
positives + false negatives + false positives).

clustering Groups examples which have similar feature values.

confusion matrix Specific table layout that allows the visualization of the
performance of an ML algorithm. Also known as error matrix, it displays
the precision and recall of the model.

corpus A collection of texts. In this report, ”corpus” refers to all texts in the
data set used.

F-score Performance measure of a classifier. It combines the precision and
recall into one measure.

k-means algorithm A clustering algorithm that determines a set of k clusters
and assigns each example in the data set to exactly one cluster. The
clusters consist of similar examples.

n-gram A contiguous sequence of n words from a text. For example, ”uni-
grams” are single words, whereas ”bigrams” are word combinations that
consist of two words.

normalization Adjusting values measured on different scales to a common
scale. In data mining, normalization is often performed before clustering,
so that all features are given the same importance.

part of speech Category of words, which have similar grammatical properties.
Common parts of speech include: nouns, verbs, adjectives, pronouns and
prepositions.

precision Performance measure of a classifier. It is the fraction of correctly
classified cases among the total number of cases retrieved. The formula
is: true positives/(true positives + false positives).

recall Performance measure of a classifier. It is the fraction of correctly classi-
fied cases among the total number of cases belonging to the category that
the classifier is trying to predict. The formula is: true positives/(true
positives + false negatives).

true negatives and true positives In a classification task, true negatives
are the cases that are correctly classified as not belonging to the cate-
gory. E.g. in a spam classifier, the true negatives are those emails that
are correctly identified as not containing spam, while true positives are
the texts that are correctly identified as spam.
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1 Introduction

The growing use of social media platforms such as Twitter and Facebook has
provided researchers with a rich source of human generated or natural language
text to study. The study of natural language texts is called text mining. The
purpose of text mining is to infer structured high-quality information from usu-
ally large numbers of unstructured texts. One important text mining task is
text classification, which tries to categorize a text into one or more predefined
categories, such as topic, genre or sentiment, spam/not spam [1].

Text mining could also be conceptualized as a process comprised of several
steps, visualized in Figure 1.

Figure 1: Steps in the text mining process

In this process, the attribute or the feature generation step is an important
one. Feature generation in the context of text mining is the process of turning
text data into numerical values that give a good representation of the texts
[2]. Feature generation is an essential step in the text mining process, since the
machine learning (ML) algorithms used in the data mining or pattern discovery
step typically expects numerical input.

While there exists text mining tools that can deal specifically with social
media data, there are none that are tailored to process such texts in Swedish.
On the other hand, there are tools that can be used to analyze texts written in
Swedish that are not, however, adapted for social media posts.

This thesis project covers the text preprocessing and feature generation step
in the text mining process. The aim is to develop a text processing tool specif-
ically for social media texts, that takes a number of social media posts written
in Swedish, e.g. tweets from Twitter, as input and for each text, outputs a
representation of the text document in the form of a numerical vector. These
vectors can then be given as input to an ML algorithm. In order to test the
quality of the features generated, the data mining step is performed, using an

8



ML algorithm for text classification. The thesis tries to answer the following
questions:

1. Based on previous studies, what features should be selected in order to
get good text classification results?

2. Using the feature vectors created by the tool, is it possible to classify
tweets correctly, using different classification tasks?

2 Theory

2.1 Text Mining and Natural Language Processing

According to Wachsmuth, text mining is comprised of three different fields of
research: information retrieval, data mining and natural language processing
(NLP) [1]. More generally, NLP is concerned with how to program computers
to be able to process, understand and interact with natural human languages;
this includes speech as well as written text [2]. When it comes to NLP in the
context of text mining, the former bridges the gap between information retrieval
and data mining by converting unstructured texts into structured information,
thereby enabling the discovery of patterns [1]. In Figure 1, techniques from NLP
are used both in the text preprocessing and the attribute/feature generation
step.

2.1.1 Text preprocessing: Normalization

Text normalization is the process of converting text to a more convenient and
standard form. Text normalization consists of basic NLP tasks such as: word
and sentence segmentation and stemming/lemmatization. More such prepro-
cessing tasks, such as spelling correction, exist, but only the ones relevant for
and used in this project will be covered [3].

Word tokenization The process of dividing the text into words, word seg-
mentation, is also called tokenization. Often a tokenizer will use regular ex-
pressions to specify strings that we want to extract as words or tokens from a
text. English, as well as Swedish words, are often separated from each other
by white space, so many basic tokenizers will use white space as a boundary
between words and also treat punctuation and special characters as separate
tokens. The latter poses a problem when tokenizing social media posts, such
as tweets, which frequently contain emojis such as ”;)”, which will be tokenized
into ”;” and ”)”. Also hashtags (#brexit), mentions (@realDonaldTrump) and
urls which are ubiquitous in tweets will not be properly tokenized [3].

Sentence tokenization The task of a sentence tokenizer is to divide the text
into sentences. Most tokenizers use punctuation, such as period, question and
exclamation mark as cues for sentence segmentation. While the latter two are
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relatively unambiguous marks of sentence boundary, periods are not since they
could act both as a sentence boundary marker or as a marker of abbreviations
like Mr. and Inc. In order for the sentence tokenizer to handle this distinction,
a binary classifier is used that decides which category the period will belong to.
In making this distinction, it must be known if the period is attached to a word
that is a commonly used abbreviation. This requires an abbreviation dictionary,
therefore advanced sentence tokenizers are usually language specific [3].

Lemmatization According to Jurafsky & Martin [3], lemmatization is the
task of determining that two words have the same root or stem, despite their
surface differences. For example, the words sings and sang are both formed from
the root verb sing. In this case, the word sing is the lemma of the two previous
words. The task of a lemmatizer is to map these two words to sing. Lemmatiza-
tion algorithms can be complex and because of this, sometimes stemming, which
is a simpler method of finding the root of a word, is used. Stemming involves
chopping off word-final affixes of a word, e.g. mapping runs into the lemma run.
However, this simpler and cruder method sometimes results in errors, therefore
lemmatization is the preferred way of finding the root of a word.

Lemmatization should be performed after part of speech tagging, another
NLP task. Part of speech tagging is the task of assigning parts of speech or word
classes to words. Lemmatization will be more accurate if the part of speech of the
word in question is known since a word could have different lemmas. Consider
the Swedish word f̊ar. Depending on if it is a verb (”gets”) or a noun (”sheep”),
the lemmas will be different; verb - f̊a(”get”) and noun - f̊ar(”sheep”).

2.1.2 Feature generation: NLP models for document representation

Many NLP tasks are involved with classification; this could concern basic, low-
level NLP tasks, where classification is an intrinsic part of the process. Examples
of such tasks are sentence tokenization and parts of speech tagging, where the
former utilizes a classifier to determine the category of a punctuation mark and
the latter involves classifying words in a sentence into the correct word class [3].

However, the most well known uses of classifiers in NLP are concerned with
higher-level tasks that all involve categorizing whole text or documents. Some
examples of such text classification tasks have already been mentioned, others
are: language identification for a text, determining the author of a text (au-
thorship attribution) and determining the attributes, such as gender and age,
of an author based on the attributes or features of a text (authorship profiling)
[3]. An important part of the text classification process is determining how
to represent each text or document numerically since, as already mentioned,
the machine learning algorithms used by the classifiers can only read numerical
input. Different models exist for document representation.

N-gram model This is commonly used model to represent a text document,
where the most popular version is to use unigrams or individual words. In
this variant of the n-gram model, also called bag-of-words model, a document
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is represented as if it were a bag of words, i.e. the position of the words in
the document is not important, we are only concerned with the frequency of
the different words, which constitute the numerical values in the feature vector
[3]. Often each unique word in the whole corpus or the whole data set of texts
constitutes a field in the feature vector, leading to very large feature vectors.
Different techniques for reducing the dimensionality of the vector exist, they are
all part of a process called attribute or feature selection (step 4 in Figure 1),
where only the most useful features are kept [4]. Feature selection is not part
of this project.

Text based model/representation Instead of using all words in the corpus
to represent documents numerically, we could also focus on particular aspects
or attributes of the texts. A commonly used alternative to the bag-of-words
model in sentiment analysis is to count not every word, but only the ones that
carry positive or negative sentiment or opinion. This means that instead of a
document being represented numerically by all counts of the corpus words in
the document, each vector will consist of just two fields: frequency of positive
and negative words. In order to determine weather document words are positive
or negative, sentiment lexicons can be used. Sentiment lexicons consist of list
of words that are preannotated as positive or negative. Sentiment lexicons can
be viewed as a subset of emotions lexicons, which contain lexicons covering a
variety of emotions [3]. One of the most well known is Linguistic Inquiry and
Word Count (LIWC), developed by Pennebaker & Tausczik, which contains 80
word categories such as anger, sadness and positive emotions [5].

Other, non-lexical text based, features can also be used to represent a docu-
ment such as total number of words, average length of the words, total number
of upper cased words or total number of punctuation marks.

2.2 Text Mining Social Media

Text mining social media or social network sites is more challenging than analyz-
ing conventional texts such as news media articles, novels or essays. Daelemans
conducted a study on internet grooming in chats on social network sites and
found that chat language was characterized by being quick and informal, close
to spoken language. He observed that this resulted in e.g. omission of letters
and words, abbreviations, acronyms, non-verbal and suprasegmental mimicry
(for example character flooding, concatenation and even merger of words, emoti-
cons) and many other phenomena not present in conventional texts, but also
found that the older the author, the more conventional the writing style [6].

An authorship profiling study by Rao et. al. [7] tried to predict the gender,
age, regional origin and political affiliation of authors using text data from the
microblog Twitter. Similarly to Daelemans, they found the informal style of
the texts challenging, but also the brevity of the format (a tweet may contain
at most 280 characters), which makes it difficult to extract useful information
for a text classification task .
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Specific text mining tools for social media exist, such as TwitIE [8], which
is an extension of the General Architecture for Text Engineering (GATE) tool
for NLP and information extraction, adapted to deal especially with tweets.
TwitIE has been tailored to deal with the particularities of tweets such as:
deliberate misspellings of slang words (LUVZ, HELLA), unconventional use
of capitalization, abbreviations (”2moro”, ”brb”), acronyms (ROTFL, LOL),
elision of words (”k” = ”ok”), which are corrected during the text normalization
process. TwitIE is available in languages other than in English, but not Swedish.

2.3 Feature Generation for Text Data

In the context of text mining, a feature is an attribute or property obtained
from the input text, represented by a numerical value [2]. Examples of features
for the open-source spam detection tool SpamAssassin, which is an example of
a text classifier, are:

• Email subject line is all capital letters

• Text in email claims you can be removed from the list

• Text in email mentions millions of dollars [3]

For these features, the numerical value can take on a binary value (0 or 1,
denoting false or true), but depending on the feature, the numerical value can
take on different value ranges. Text data and their representation in the form
of features are usually depicted graphically in a two dimensional table. For the
subset of SpamAssassin features just mentioned, the table could look like the
one in Table 1.

Table 1: The representation of text data in the form of features in a two dimen-
sional table. Red = feature vector, blue = feature set, green = label

Each text observation takes on a numerical value for each feature. The set
of all numerical values for one observation constitutes a feature vector. The
set of all features is called the feature set. For a training set of text data,
the last column of the two dimensional table typically denotes the label of the
observation, e.g. the right answer to the text classification task. Creating the
feature set is perhaps the most important step in building an ML model such as
a text classifier. According to Sarkar et. al. [2], good features that give a good
representation of the text data help in building effective models. Often it is not
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the ML algorithm, but the features chosen that determine the effectiveness of
the model.

Whereas generating features for numerical data may require little or no
data transformation, feature extraction for complex data types, such as text,
images and videos is much more challenging [2]. For text data, the challenge
lies in transforming unstructured text into numerical vectors. In the opinion
of Sarkar et al, the unpredictable nature of the syntax, format and content
of the text documents (and this is even more true for social media text data)
make it a challenge to extract useful information for building machine learning
models, such as text classifiers. This is where techniques from NLP come into
play. Before features can be generated, text data needs to be preprocessed and
normalized, using basic NLP tasks such as tokenization, part of speech tagging
and lemmatization described above. This refers to the text preprocessing step in
Figure 1. For the following step in the text mining process, feature generation,
different NLP models can be used to transform the text data into feature vectors.
What type of features are used depend on many things, e.g. the type of text
classification task [2].

2.3.1 Features for Different Text Classification Tasks

There exists many different text classification tasks, some of which have al-
ready been mentioned. According to Sarkar et. al., the features chosen depend
very much on the task at hand [2]. For this thesis project, a number of text
classification tasks were chosen: authorship attribution, sentiment analysis, as
well as gender, age and political affiliation prediction/classification (authorship
profiling). Authorship attribution or styleometry is the task of identifying the
author of a given text. The hypothesis underlying computational styleometry
is that the writing style (lexical choice, syntactic structure etc) is unique for an
individual, like a fingerprint and that authors can be distinguished by measur-
ing specific properties of their writings [6] - these properties are what we in the
context of text classification call features. Practical applications of authorship
attribution include forensic linguistics, e.g. in identifying internet groomers.
The purpose of sentiment analysis is to classify a text as negative, positive or
neutral. Finally, authorship profiling is the method of analyzing a text with the
intent of discovering information about an unknown author [9]. This could be
gender, age, political affiliation, regional origin and personality.

Features used in previous studies of authorship attribution, sentiment analy-
sis and authorship profiling can be roughly divided into three different categories
that represent different linguistic modalities; features related to syntax are con-
sidered a different modality or dimension than the semantic ones:

1. Stylistic features

2. Syntactic features

3. Semantic features
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The first category refers to features that capture writing choices that reflect an
author’s preferences, such as total number of sentences, total number of bal-
anced parentheses, quotation marks, average number of punctuation and words
per sentence. The syntactic category contain features that measure things like
most commonly used parts of speech, which illustrate how an author structures
his/her sentences. Lastly, semantic features capture the word choices of an au-
thor and consist of a frequency count of the most commonly used words [10].
For authorship profiling (AP), there exists international competitions in order
to find the most accurate methods of AP using numerical parameters of texts.
Results from the 2015 competition, with the theme: “find the most accurate
ways of identifying gender, age and psychological traits of Twitter users”, show
that winners applied features from all three linguistic modalities. Firstly, se-
mantic features such as frequency of n-grams, named entities (counts of actual
names of people, places, organizations), slang words, ironic words as well as
words from categories in emotion lexicons. Secondly, stylistic and syntactic fea-
tures such as verbosity measures, parts of speech and punctuation used, as well
as Twitter specific stats such as number of mentions and hashtags [9].

Another way of looking at features is to divide them according to complex-
ity. Some features can be generated directly after the text preprocessing step
using simple computations, whereas others are created out of such low-level fea-
tures and/or require the use of more sophisticated NLP tools such as a parts of
speech tagger or emotion lexicons. Frequencies of N-grams, such as unigrams
(individual words) in the above mentioned bag-of-words model, are regarded as
low-level features. A bag-of-words representation of documents in a text data
set could easily be created just after performing basic NLP tasks such as clean-
ing and tokenizing each document. On the other hand, the two features created
for sentiment analysis using the text based model described earlier, are regarded
as high-level features, since they make use of a sentiment lexicon.

Lastly, features can be categorized according to methodological approach,
i.e. how they are created. In an authorship profiling study [11] by Schwartz et.
al., the authors present two methods for generating features: traditional closed
vocabulary and open vocabulary. The first approach involves counting word us-
age over pre-chosen categories of language; these frequencies will constitute the
features. An example of the first approach might be to create a “body” category
of words and count how often words in the category are used by extroverts and
introverts. The feature values could then be used in a model to predict if a text
was written by an extroverted or introverted person. The most common lex-
ica used with the closed vocabulary approach is the already mentioned LIWC.
Apart from categories representing emotions, LIWC also contains categories of
languages such as parts of speech and topical categories such as family, job,
achievement etc. Earlier studies using LIWC show that men use more formal,
affirmation and informational words, whereas women tend to use more social
interaction language. Older people use more positive and less negative emotion
words and prefer less self-references such as ”I” and ”me”.

The open vocabulary method, on the other hand, also uses word frequencies
as features, but is not limited to counting words in predefined word lists as in
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LIWC. Instead it uses a data driven approach - features, which are not limited
to individual words or unigrams, but can be any type of n-gram, are derived
from the data set itself [11]. In the context of the NLP models discussed earlier,
the closed vocabulary approach uses a lexical text based model, while the open
vocabulary method largely uses different n-gram models. As described before,
the latter method usually involves some or several kinds of feature selection
techniques. Sometimes both approaches are used together, combining features
from both methods.

The feature dimensions and categories discussed in this section are summa-
rized in Table 2.

Table 2: Features categorized according to different dimensions

3 Method

3.1 Creation of feature set

When selecting the features, a number of things were taken into consideration.
Features that covered all linguistic modalities were selected, so that the features
gave a good representation of all aspects of the texts. The idea was to capture
the style, with stylistic features, as well as the meaning and content of the texts,
using semantic features.

Other things that were taken into account were feasibility and the time
constraint. Low-level features are typically generated using only simple calcu-
lations, whereas higher level features are more time consuming to create since
they require more sophisticated NLP tools. Because of this, the majority of the
features are low in complexity, since they are more easily generated. In order to
cover also the syntactic aspect of the texts, i.e. the sentence structure and parts
of speech usage, a parts of speech (PoS) tagger would have to be employed. In
the end, a PoS tagger was used, in connection with lemmatization, but the parts
of speech output from the tagger was not used, therefore syntactic features are
not included. More on that below in section 4.1.

The chosen features are listed in Table 3.
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Table 3: Features chosen for the tool

One can see that there is a high emphasis on stylistic features. The reasons
for this is that they are low in complexity and some of them are also closely
related to each other - therefore one feature is easily generated using another.
Another reason for the prevalence of stylistic features, is that the tool is to be
tailored specifically to social media posts and a lot of the characteristics of these
texts are stylistic, such as the frequency of hashtags and emojis. In order to also
capture the meaning, content and sentiment of the texts, semantic features were
included, such as counting words in LIWC categories to capture word usage, as
well as social media specific features such as emoji and emoticon sentiment. The
specific LIWC categories used are listed in Table 4.

Anger Achievement Affect
Anxiety Communication Family
Feel Friends Hear
Humans Job Negative emotions
Optimism Other references Positive emotions
Positive feeling See Senses
Smell Social Sadness

Table 4: LIWC categories used.

In order to also get a collected measure of the sentiment polarity of the words
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in the input text, two additional LIWC categories were added to the feature
set, created from the LIWC categories in Table 4 - a ”positive words” and a
”negative words” category. The first is created by concatenating the categories
”optimism”, ”positive emotions” and ”positive feeling” and removing duplicates,
while the latter is made up of categories ”anger”, ”anxiety”, ”negative emotions”
and ”sadness”.

3.2 Text Processing Pipeline

The actual tool handles step 2 and 3 in the text mining process shown in Figure
1, i.e. text preprocessing and feature generation. Figure 2 shows a general
overview of the tool pipeline. The steps in the pipeline are described in separate
sections below.

Figure 2: Pipeline in the text processing tool. Yellow = text preprocessing
steps, purple = generation of low-level features, pink = generation of high-level
features.

3.2.1 Sentence splitting

The first step in the text preprocessing part is dividing the input text into
sentences. We are interested in the number of sentences in the input text, as
this is used to compute the stylistic features that count the average number
of stylistic elements (hashtags, words etc) per sentence. In order to tokenize
sentences correctly, a sentence tokenizer for Swedish is used. Such a tokenizer
is able to recognize common Swedish abbreviations so that it does not split on
periods belonging to a well known abbreviation. For example, it will know that
the string ”Det kan t.ex. jämföras med bilkörning.”, constitute one sentence
and not three.

3.2.2 Tokenization and token categorization

In order to find the frequency of the elements that we are interested in, the
input text needs to be tokenized. There are many tokenizers available as open
source, both general and language specific. A language specific tokenizer has
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the ability to recognize that a common abbreviation in the language forms one
token, even if separated with white space. For example, a tokenizer adapted
specifically for Swedish texts will properly tokenize the string ”Bl a Uppsala
universitet har s̊adana riktlinjer.”, into tokens: ”Bl a”, ”Uppsala”, ”universitet”,
”har”, ”s̊adana”, ”riktlinjer”, recognizing that the known abbreviation ”Bl a”,
”among other things”, constitutes one, and not two tokens. Despite this, a
general custom made tokenizer was developed for the tool, the reason being
that some of the stylistic features required unconventional tokenization rules and
annotations. For example, most tokenizers treat each punctuation mark as one
token, but to compute the frequency of three or more consecutive punctuation
marks, the punctuation characters need to be treated as one single token. This
standard will also not treat emoticons, which are made up of several punctuation
marks, as a single token, which is the desired behaviour when processing social
media texts.

Many open source tokenizers also annotate tokens with attributes, in order
to categorize the tokens. Such attributes could be broad categories, such as
”word” and ”number”, but could denote a more specific grouping of classes of
tokens, for example ”allCaps” for words written in capital letters. A custom
made tokenizer allows you to define categories, as well as more specific attributes
to fit the features, yourself. For the feature set chosen, we need to categorize
tokens into broad categories, such as ”word”, ”hashtag” etc, but also, for the
word-category, describe the word tokens more precisely using annotations such
as ”allCaps” and ”noVowel”. Regular expressions are used to define the tokens
we want to pattern match on. The tokens produced are then pattern matched
once more on regular expressions in order to properly categorize them using
lists. To create the annotations needed for some of the token categories, an
instance of a class ”Token” is created for each token, where the class attributes
can be used to hold the annotations. The ”Token” objects are then appended
to the correct list or category.

3.2.3 Generation of low-level features

After performing word and sentence segmentation, the low-level features are
calculated. Some of them, such as the frequencies of different Twitter specific
tokens or elements (hashtags, mentions etc), are readily available, whereas oth-
ers are calculated using the results from the preprocessing steps. For tokens in
the word category, annotations are used to calculate features such as proportion
of words that do not contain vowels. Two or three (or more than three) con-
secutive punctuation marks are regarded as one token and also counted as one
occurrence of punctuation marks when calculating the total number of punctu-
ation marks.

3.2.4 Generation of high-level features

All of the high-level features chosen try to capture the semantic aspects or the
meaning of the input text. For a social media text, this means looking a words

18



as well as non-verbal elements, in this case emoticons and emojis. The seman-
tic features are all focused on catching the affective meaning of the input text,
i.e. finding out what verbal as well as non-verbal text components say about
the writer’s emotions or sentiment. The creation of these high-level features all
require the use of dictionaries in order to represent the affective status numeri-
cally.

The LIWC analysis consists of going through the word list and the list of
lemmas of these words, created in the text preprocessing part, in order to see
if these strings match against the words in the LIWC categories in Table 4,
plus the two extra categories. One category at the time is checked against the
lists for matches. In order to facilitate the matching of words in the input text
against LIWC category words, a number of measures are taken:

1. The lemmatization step is carried out so that we can also match on the root
of every word, in case the inflected word is not present in the dictionary.
In order to prevent counting both the word and the lemma as a match
(e.g. in those cases where the word is already in its base form), a flag is
used, so that the counter is only increased if the flag variable is False.

2. The word list and the lemma list are lower cased since all words in the
LIWC dictionaries are lowercase.

3. Compound words that are marked with a hyphen such as ”t-bana” (sub-
way) are broken apart at the hyphen to form two tokens.

These preprocessing steps make sure that, e.g. the word ”EU-handeln” (the EU
trade) is broken apart by the tokenizer into tokens ”EU”, ”-” and ”handeln”,
where the latter word is lemmatized to ”handel”, which is matched against the
LIWC category ”job”.

According to Agarwal & Mittal [4], one of the challenges of sentiment analysis
is how to handle negated sentiment. To deal with negated sentiment, a list of
negation words is created - at the moment it contains only the word ”inte”
(”not”). When calculating the frequency of the hand-crafted features ”positive
words” and ”negative words”, a check is made to see if a matching word is
preceded by a word in the list of negation words. If so, the counter of the
”opposite” sentiment is incremented, e.g. if there is a match on the word ”d̊aligt”
in the ”negative words” category, then if ”d̊aligt” is preceded by ”inte” (”not
bad”), then the positive words counter is incremented.

In order to calculate the sentiment of the non-verbal elements in the input
text, the lists containing emoticons and emojis created by the tokenizer are given
as input to specific dictionaries. The emoticons are matched against a dictionary
containing positive and negative emoticons [14]. If an emoticon in the input text
matches against a positive emoticon in the dictionary, the counter for positive
emoticons is incremented and similarly if it matches against a negative one.

The sentiment of the emojis is calculated using an emoji sentiment lexicon
called Emoji Sentiment Ranking [15]. The lexicon was created by letting a
group of human annotators label emojis by the sentiment polarity (negative,
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neutral, or positive) and using these results, a final sentiment score for each
emoji was calculated. The list containing the emojis tokenized from the input
text is matched against the emoji sentiment lexicon and a sentiment score is
retrieved for each emoji. The total sentiment score is the sum of all these
sentiment scores.

4 Implementation

The tool was implemented using Python 3.6. The feature vector for each tweet is
created using a Python dictionary, where the key is the name of the feature and
the value is the corresponding feature value. The sentence segmentation is done
using the Punkt sentence tokenizer from Natural Language Toolkit (NLTK) [17],
a well known NLP library. It has models pretrained on corpuses in different
languages, including Swedish, that take into consideration known abbreviations
in the target language, in order to perform correct sentence segmentation.

Word tokenization is performed using a custom made tokenizer. The tok-
enizer was implemented using Python regular expressions and the Python mod-
ule ”re” for regular expression operations. A number of regular expressions are
concatenated into a regular expression pattern using the logical operator ”or”.
The regular expression pattern is compiled into a regular expression object,
which has a number of methods attached to it - the ”finditer” method is used,
which takes a string, scans it left-to-right to find matches on the regular expres-
sion pattern in the object. In effect, the characters in the string that match the
regular expressions specified in the regular expression pattern will constitute a
token.

The list of emoticons to pattern match on is encoded as a Python dictionary,
with the emoticon string as key and value ”positive” or ”negative”. To encode
the ”Emoji Sentiment Ranking” lexicon [16], available as a table online, the
information in the table was imported to a csv file. Using the csv file with the
emojis and their corresponding sentiment scores, a Python dictionary is created
where the key is the byte encoding in UTF-8 for the string representation of
the different emojis and the value is the sentiment score. To avoid creating the
emoji dictionary out of the csv file each time the tool is run, the Python module
”pickle” is used to serialize the dictionary once, so it can be stored on disk and
deserialized every time the tool is run.

For the LIWC analysis, the official LIWC dictionaries compiled by Pen-
nebaker & Tausczik and translated into in many non-English languages, includ-
ing Swedish, are available for purchase. However, since this project only uses
open source products, an alternative set of Swedish LIWC dictionaries was used
[13], made available by Paul J Taylor of Lancaster University. The drawback
of using this set of unofficial dictionaries is that it only contains 21 categories,
listed in Table 4, whereas the official collection consists of 80 word categories.
The LIWC dictionaries used are not disjoint, i.e. a word could occur in several
categories. For example, the word ”sorglig” is present in both the ”sadness”
as well as the ”negative emotions” category. Each of the 21 word categories
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constitutes an individual feature in the feature set. The LIWC categories used
are hard coded in a list as strings. Using the Python data structure ”Set”, a set
for each LIWC category is created using the corresponding csv file, by adding
all entries in the csv file to the set.

4.1 Lemmatization

The lemmatization step is carried out prior to the LIWC analysis. This step
makes use of UDPipe [12], which is a pipeline for text preprocessing, with pre-
trained models for many languages, including Swedish. The UDPipe pipeline
does tokenizing, PoS tagging and lemmatization. The word list containing con-
ventional word tokens, produced in the pre processing steps, is given as input to
the pipeline. UDPipe is available as a library for many languages and as a web
service. Because of its ease of use, a version of the UDPipe web service was used
for this tool, see section 4. An HTTP request is sent to the web service, where
the input is the word list created in the tokenization step. To avoid sending
each word in a separate request, the words in the word list are joined to form a
”sentence”.

Ideally, one would like to have a modular system, using a component that
only does lemmatizing in this step. However, UDPipe does PoS tagging, which
should be performed before lemmatization. Nevertheless the UDPipe pipeline
still performs the unnecessary task of tokenizing a string that is already tok-
enized. The alternative was to find a stand alone PoS tagger, with or without a
built in lemmatizer, that was easy to incorporate into the tool pipeline, which
was not possible.

4.1.1 JSON-Tagger

To utilize UDPipe, the tool makes use of JSON-Tagger [18], which is a JSON
API written in Python and built on UDPipe. JSON-Tagger makes UDPipe
available via a JSON API, making it easier to use. JSON-Tagger is open source,
available on GitHub. The UDPipe pretrained model file for Swedish must be
downloaded. Before running the tool, the JSON-Tagger web server must be
started locally. The JSON-Tagger is used by making HTTP requests to the
local web server. The input we send to the local web server is the word list
created in the tokenization step. The web server responds with a JSON object,
which contains other JSON objects, one for each word in the word list sent.
These JSON objects contain amongst other things, the lemma and the part of
speech tag for each word.

The original word list actually contains instances of the class Token, one
for each word. Initially, the output from JSON-Tagger, containing the PoS
tag and the lemma for each word in the input string was matched against the
objects in the original word list. Using this method, an attribute of a Token
object can be used to hold the lemma for that particular word. However, since
the tool made use of two tokenizers, the general custom made one to create the
original word list and the tokenizer trained on Swedish texts provided by JSON-
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Tagger, this resulted in errors when the word list contained an abbreviation.
If, for example, the non-language specific custom made tokenizer would create
Token objects for the string ”Det är bl a pojkar som behöver hjälp”, this would
result in the following word list: [”Det”, ”är”, ”bl”, ”a”, ”pojkar”, ”som”,
”behöver”, ”hjälp”], whose elements would be matched. one by one, against the
output from the Swedish JSON-Tagger tokenizer: [”Det”, ”är”, ”bl a”, ”pojkar”,
”som”, ”behöver”, ”hjälp”]. Since the JSON-Tagger tokenizer would tokenize
the abbreviation ”bl a” correctly, the lemma attached to the word ”pojkar”
(”pojke”), would be matched against the string ”a”.

Instead, another method was used were the tokenized words from the JSON-
Tagger tokenizer was appended to a new word list and the lemmas for these
words were added to another list of lemmas. Using this approach, one could be
sure a word would be paired with its correct lemma.

5 Experiments

In order to test the effectiveness of the chosen features, tweets from a data set
was fed into the tool pipeline. The feature vectors produced by the tool were
used to create models for the different classification tasks.

5.1 Data set

The texts in the data set used consist of all tweets, excluding retweets, written
by Swedish parliamentary members and ministers between 31 January and 31
March 2019. The tweets were collected by Anton Norberg using the Twitter
API. The total number of tweets in the data set is 19 692, written by 220
parliamentarians. Some politicians only have one tweet, whereas the person
with the most tweets has 3 239.

5.2 Data Preparation

The data set was organized in a csv file. A ”feature results” csv file was cre-
ated, containing one column for the tweet id and one column for each feature,
including one column for each LIWC category. Each tweet in the data set was
read from the data set file and fed into the tool pipeline. The id and feature
values for each tweet was written into the results csv file, one row was created
for each tweet. Another csv file called ”labeled data” was created, containing
tweet id, user name, political party, gender and age of the writer of each tweet.
Data from the Swedish parliament’s website for open data [19] was used to map
names from the data set to the gender, age and political party of each author.
48 of the 220 politicians were not in this data file, so they could not be mapped.

For the sentiment classification task, the labels had to be created by hand.
The tweets were classified for sentiment using the following attribute values:

• 1 - positive sentiment or opinion of text
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• -1 - negative sentiment or opinion of text

• 0 - neutral text

Due to time constraints, only 10 391 tweets were labelled, which means that ap-
proximately half of the total data set was not used in the sentiment classification
task.

5.3 Creation of Models

To create the text classification models, a software platform for text mining,
RapidMiner, was used. Using the GUI, processes were created, resulting in a
model for each classification task. With the help of operators, data from the
”feature results” and the ”labelled data” csv files were read and joined to create
a table with data as input to a model. For all tasks, the input data consisted of
the data in the ”feature results” file, i.e. id and feature values, plus a column
for the right label: gender, age, party, sentiment or author/user name. For
the input to the age prediction model, the age values were grouped into three
categories that acted as label values:

• young - 35 years and younger

• middle - between 36 and 50 years

• old - 51 years and older

Since the gender, age and political party for 48 politicians could not be retrieved
in the data preparation stage, the tweets written by these politicians were not
included in the input data used to build the gender, age and political party
prediction models.

In order to find suitable politicians for the authorship attribution task, clus-
tering was performed in RapidMiner using the fast k-means algorithm, with
k=50. The feature values, in the created input data file with added label ”user-
name” or author, was first pre processed using normalization and then the up-
dated data file was given as input to the clustering algorithm. The output maps
each tweet in the data set to a specific cluster - in this context, a cluster consists
of tweets having similar feature values and each cluster could be thought of as
representing a specific writing style. Using this output, the homogenity index
for each politician was calculated by looking at all tweets written by a particu-
lar person and using the following method: find which cluster is most dominant
for each person and calculate the homogenity index by taking the number of
tweets that occur in this dominant cluster divided by the total number of tweets
written by the same person. The highest homogenity index value is 1, which
means that all tweets written by an author occur in the same cluster.

The authors selected for the authorship attribution task were chosen based
on two criteria: first, they should have a homogenity index above 0.4 and second,
they should have written a reasonable number of tweets. Four authors were
selected based on these two principles, see Table 5.
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Table 5: Politicians selected for the authorship attribution task, based on ho-
mogenity index and number of tweets.

For each author x chosen for the authorship attribution task, an input data
file was created, with tweet id, feature values and labelled with the user name
of the author. All tweets written by the author were included in the data file.
An equal amount of tweets, not written by x, were randomly chosen from the
original data set of 220 authors - these authors were labelled with not x. These
tweets were added to the data file, which was then given as input to an operator
that generated a model.

For all tasks a decision tree model was created using the input data file.
A decision tree model is used to develop machine learning models that can
classify data based on a set of decision rules. The tree building algorithm will
choose those features that really matter in partitioning the data into relevant
categories based on the classification task, while those features that do not
contribute to the accuracy of the tree are ignored. This makes decision trees a
good model to use when evaluating the features chosen, since they will visualize,
for each task, which features that are relevant. The samples given to the decision
tree algorithm were all balanced, so that the sample sizes for each class were
identical. A 10-fold cross-validation was used to train and test the models. For
each classification task, two decision tree models were created, one with tree
depth 2 and one with depth 3. For each task, only the results for the model
with the best accuracy result are presented in the ”Results” section.
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6 Results

The output and results from the classification models created are shown below.
They are of two types: tables and matrices showing the performance results
of the decision tree models and for the successful models, figures showing the
actual decision tree created. The decision trees for the failed models can be
found in the Appendix.

6.1 Gender, age and political affiliation prediction

Table 6, 7 and 8 show the confusion matrices for the gender, age and political
party classifiers respectively. For the gender classifier, when predicting if tweets
were written by a women, the recall and precision is 0%. The accuracy, which
is the proportion of true negatives and true positives among the total number
of cases examined, is 47%, which is no better than random classification.

true woman true man class precision
pred. woman 0 3 0.00%
pred. man 74 71 48.97%
class recall 0.00% 95.95%

Table 6: Confusion matrix for the gender classifier

The classifiers for age and political party perform even worse, with accuracy
scores of 39% and 3% respectively.

true young true middle true old class precision
pred. young 30 28 24 36.59%
pred. middle 1 0 0 0.00%
pred. old 1 4 8 61.54%
class recall 93.75% 0.00% 25.00%

Table 7: Confusion matrix for the age classifier

true S true M true SD true C true V true KD true L true MP precision
pred. S 0 5 9 12 12 6 10 11 0.00%
pred. M 0 1 1 0 0 2 1 0 20.00%
pred. SD 11 0 0 0 0 0 0 0 0.00%
pred. C 0 0 0 0 0 0 0 0 0.00%
pred. V 0 0 0 0 0 0 0 0 0.00%
pred. KD 1 4 0 0 0 2 1 1 22.22%
pred. L 0 2 2 0 0 2 0 0 0.00%
pred. MP 0 0 0 0 0 0 0 0 0.00%
recall 0.00% 8.33% 0.00% 0.00% 0.00% 16.67% 0.00% 0.00%

Table 8: Confusion matrix for the political party classifier
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6.2 Sentiment classification

Figure 9 shows the confusion matrix for the sentiment classifier. The recall for
the negative tweets is high, 99%, but the reason is that the classifier identifies
the majority of the tweets as being negative, which results in low recall for
the other classes, as well as low precision for the negative sentiment. However,
the precision for predicting positive sentiment is high, which might be worth
exploring further, maybe create a binary classifier to see how well it is able to
predict positive sentiment.

true neutral true positive true negative class precision
pred. neutral 0 0 0 0.00%
pred. positive 30 646 11 94.03%
pred. negative 1813 1197 1832 37.84%
class recall 0.00% 35.05% 99.40%

Table 9: Confusion matrix for the sentiment classifier

6.3 Authorship attribution

A decision tree model was created for each of the four authors chosen for the
authorship attribution task.

Table 10 shows the confusion matrix for the model created to recognize
tweets written by politician Elin Lundgren (username: ”elinludis”).

true elinludis true not elin class precision
pred. elinludis 364 234 60.87%
pred. not elin 21 151 87.79%
class recall 94.55% 39.22%

Table 10: Confusion matrix for the ”elinludis” classifier

The recall is 94%, i.e. it was able to find almost all tweets written by the
author. On the other hand, precision is only 60%, meaning that the number of
false positives, or tweets incorrectly identified as being written by the author, is
high. Table 14 shows accuracy and F-score of the ”elinludis” classifier. Because
of a high number of false positives, the accuracy is only 66% and the F-score,
which is a measure that combines precision and recall, is also low, 74%.

The confusion matrix for politician Isak From (username: ”fromisak”), Table
11, shows a high precision - 94%.

true not isak true fromisak class precision
pred. not isak 50 18 73.53%
pred. fromisak 2 34 94.44%
class recall 94.15% 65.38%

Table 11: Confusion matrix for the ”fromisak” classifier
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The recall, however, is low - the number of false negatives, i.e. tweets incor-
rectly identified as not written by the author, is high. Accuracy and F-score is
80% and 77% respectively.

Figure 3 shows the decision tree for the ”fromisak” classifier.

Figure 3: Decision tree for the ”fromisak” classifier.

The decision tree has a depth of 2, meaning it uses at most two features to
classify the tweets into categories. Each branch in the tree represents a ”splitting
rule”, a rule on how to partition the data into different classes. The first branch
in the tree in Figure 3 represents the rule: ”if feature ’number of hashtags’ is
larger than 2.5, categorize the tweet as being written by ”fromisak”, otherwise
apply next splitting rule”. The colored bar represents the proportion of tweets
from the different categories, where red represents tweets actually written by
”fromisak” and blue represents tweets written by other authors. Looking at the
colored bar in the leaf at level 2 in the decision tree, we can see that the first
splitting rule results in very high precision, whereas the second splitting rule
produces a lot of false negatives.

true ingemarnilsson true not ingemar class precision
pred. ingemarnilsson 50 4 92.59%
pred. not ingemar 20 66 76.74%
class recall 71.43% 94.29%

Table 12: Confusion matrix for the ”ingemarnilsson ” classifier

Table 12 shows the confusion matrix for politician Ingemar Nilsson (user-
name: ”ingemarnilsson ”). The recall is 71% and the precision is 92%. Similarly
to the ”fromisak” classifier, the low recall is due to a lot of false negatives, i.e.
a high number of tweets written by Ingemar Nilsson is classified as not written
by him. This is further supported by Figure 4, which shows the decision tree
for the classifier.
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Figure 4: Decision tree for the ”ingemarnilsson ” classifier

The confusion matrix for the classifier created for politician Leif Nysmed
(username: ”leifnysmed”) is shown in Table 13. Recall is high and precision is
also relatively high.

true not leif true leifnysmed class precision
pred. not leif 83 1 98.81%
pred. leifnysmed 20 102 83.61%
class recall 80.58% 99.03%

Table 13: Confusion matrix for the classifier ”leifnysmed”

Figure 5 shows that the decision tree model uses three splitting rules and
features when classifying the tweets: number of urls, number of mentions and
number of hashtags. We can see that the first two rules result in very high
precision and that it is the application of the hashtags rule that lowers total
precision, since it produces a lot of false positives, i.e. tweets that are incorrectly
classified as being written by ”leifnysmed”.

Figure 5: Decision tree for the classifier ”leifnysmed”
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Table 14 summarizes the performance of the authorship attribution classi-
fiers, with the ”leifnysmed” classifier yielding the best result with an F-score of
90%.

Table 14: Performance metrics for authorship attribution classifiers

7 Discussion

In this section the results of the experiments are discussed and I try to answer
the question if the features were successful in the different classification tasks
and if they were not, what features would have to be chosen instead. I also give
a general evaluation of the effectiveness of the chosen features.

7.1 Discussion of results

From the results section we can see that although it was not possible to predict
gender, age, political party and sentiment using the features chosen for the tool,
a couple of successful models could be created for the authorship attribution
task.

7.1.1 Political party prediction

For the political party prediction, it is likely that the tweets of politicians from
different parties will not differ in the stylistic or syntactic, but rather in the
semantic aspects of the texts, specifically topic or word choices. The semantic
features chosen for the tool all aim to capture the affective meaning, or the
psychological state of the writer, of the texts, which is not the same thing. The
authorship attribution study by Rao et. al. [7] used a bigram model to show
that bigrams could predict political affiliation of Twitter users. For example, the
bigrams ”my feminist” and ”my vegetarianism” strongly indicated democrat,
while bigrams such as ”my patriot” and ”my weapons” almost always indicated
republican. In order to first find which topics correlate with which parties, a
first step would be to mine the tweets, using an open-vocabulary approach, in
order to distinguish what words, phrases and topics are being used by which
parties. It is also likely, for the data set used in the experiments, that writers
with different political affiliation could be discussing the same topics but with
different sentiment, so in addition to finding out which topics and words are
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distinguishing for different parties, one might want to also examine how these
topics are being discussed. All in all, creating a classifier to predict the political
affiliation of a writer is complex and requires several steps, none of which include
the set of features that were chosen for this tool (or only a subset of it), so it is
not surprising that we got worst results for that task.

7.1.2 Age prediction

A surprising result was the bad performance of the age classifier. According to
Daelemans, the younger the writer, the less conventional the text [6], and the
stylistic features, such as the Twitter specific statistics (frequency of hashtags,
mentions etc), as well as some of the semantics features (emoticon and emoji sen-
timent/usage), should have been able to capture the difference between younger
and older politicians’ writing style. One explanation could be the particular-
ity of the data set - the authors of the tweets, being representatives of their
political parties, are all public figures. It is possible that younger politicians,
writing in an official capacity, change their writing style to be more conven-
tional, as opposed to how they would write as private individuals. As reported
by Daelemans, one of the problems and less researched areas within styleome-
try, is how to deal with different genres. Research into cross-genre styleometry
tries to find out to what extent stylistic properties of authors transfer from one
genre to another. He asks the rhetorical question: ”Can we expect that a model
trained on essays written by someone will be able to identify his suicide note
or blackmail letter?” In order to determine if this might be a valid explanation,
more experiments need to be performed, on a different data set, preferably with
tweets written by private individuals of different ages.

7.1.3 Gender prediction

The specificity of the data set could also be one explanation for the failure
of the gender classifier. It might be that gender specific characteristics of the
writing style of the authors are suppressed when writing as the representative
of a political party. Also many of the features chosen do not effectively capture
gender specific differences. For example, some of the LIWC categories that
are strongly correlated with gender, such as ”articles” and ”swear words” with
being male and ”home” with being female [11], are not included in the set of
LIWC lexicons used in the tool. Also, the features concerning emoticons only
counts number of positive and negative emoticons, while studies have shown
that the difference between men and women have to do with what emoticons
are being used [7]. Furthermore, due to time constraints, syntactic features
were not included in the feature set and previous studies [6] [11] show that
the frequencies of different parts of speech differ between men and women.
To improve the gender classifier, a new set of features that do capture these
differences must be created and also preferably tested on a different data set.

30



7.1.4 Sentiment classification

The bad performance of the sentiment classifier is not surprising, since it had
become apparent during the process of hand labelling the sentiment of the tweets
in the data set that it would be difficult to build an effective model using the
features chosen. For classifying sentiment, the most relevant features are the
semantic ones. This includes the non-verbal semantic features (emoticon and
emoji usage), however, since many of the tweets in the data set do not contain
emojis or emoticons, the most important features for catching the sentiment
of the tweets are the LIWC features. A number of problems with the LIWC
analysis in the context of sentiment classification were discovered. Firstly, the
list of negation words only contains the negation ”inte” (”not), which means
that does not contain negations like ”knappast” (”hardly”) and many others.
Moreover, negations that do not immediately precede the word that conveys
sentiment will not be recognized, e.g. in the sentence: ”EU sköter inte detta
särskilt bra.” (”The EU does not handle this particularly well”) To be consistent,
negation handling should be carried out for all LIWC categories and not just
for ”positive words” and ”negative words” categories, since all features in the
feature set are considered when creating the model.

Another challenge of detecting sentiment of the tweets in the data set is the
presence of irony and sarcasm. As in the case of negation, irony or sarcasm will
reverse the polarity of the sentiment.

Yet another possible source of error is the fact that when hand labelling the
tweets, information in hashtags and urls were considered, but when the tool
extracts words to be used in the LIWC, it only considers conventional words.
It is often the case in tweets that the sentiment is conveyed in the hashtag, e.g.
#butiksdöd, #kulminne, #hejadig.

A lot of words that convey sentiment are not present in the LIWC lexicons.
The sentiment of many of the tweets in the data set is displayed in the word
choices of the author and often those words are not adjectives, which make up
the majority of the words in the LIWC lexicons. For example, it is common
for the political tweets in the data set to use negative nouns like ”skandal”
and ”problem”, often in compund words like ”kommunskandal” (”municipal
scandal”) or ”förortsproblem” (”suburban problem”) and compund words in
Swedish are almost always concatenated, therefore the naive pattern matching
that is now used will not find the negative noun. Instead, a regular expression
would have to be used. The LIWC analysis is also unable to capture the meaning
of idiomatic expressions like ”g̊a åt skogen” (”go to hell”).

7.1.5 Authorship attribution

All the successful results come from models created for the authorship attribu-
tion task. This is hardly surprising, considering that the majority of the features
chosen were stylistic, intended to capture the writing choices and style of an au-
thor. For the successful models, all the features chosen to create the splitting
rules in the decision tree were stylistic features. Looking at the tweets and the
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writing style of the authors of the successful models, we can see that they all
consistently use Twitter specific attributes in their tweets. Politician Isak From
as well as Ingemar Nilsson frequently use multiple hashtags, mentions and urls
in their tweets - all of which the stylistic features are able to catch. Isak From
sometimes also writes very lengthy sentences, which is why, as seen in Figure 3,
the feature ”number of words per sentence” is used as a splitting rule. However,
using this rule, those tweets written by Isak From that happen to contain more
and shorter sentences, will be incorrectly classified as not being written by him.
The majority of the tweets by politician Leif Nysmed contain one url only. This
is a very distinct ”writing style”, which is easily captured in a model, resulting
in a high F-score. Looking at Figure 5, one can see that the classifier uses three
stylistic features to categorize and the last two rules are there to differentiate
tweets containing urls plus hashtags and mentions, which are frequently used
together, as in the case of Isak From and Ingemar Nilsson and tweets containing
a url minus hastags and mentions, the style of Leif Nysmed. Using this method,
the classifier is able to retrieve almost all tweets written by the author (recall:
99%) - the error is the false positives, i.e. the tweets that have an identical
style (i.e. containing only one url) that are misclassified as being written by
Leif Nysmed.

Another author chosen from the clustering analysis was politician Elin Lund-
gren (username: ”elinludis”), who sometimes writes in a distinctive style with
many short sentences. The ”elinludis” classifier did not achieve high accuracy,
due to a high number of false positives. To improve the performance of the
classifier, other features are needed, e.g. other stylistic features to better cap-
ture the writing style of the author, as well as features from other linguistic
modalities such as semantic to capture word use and syntactic to capture parts
of speech usage. If features from other linguistic modalities are included, then
this would allow the classifier differentiate tweets written by Elin Lundgren from
other writers, who also has a similar writing style, thereby minimizing the num-
ber of false positives. Syntactic features were not included in the feature set,
and apparently the verbal semantic features, the LIWC features, were not able
to capture the word choices of the author.

7.1.6 Alternative experimental settings

In the experiments, an observation or example in the input files given to the ML
algorithm consists of one tweet and the feature values for that tweet. However,
other set ups are possible. An alternative way of representing the data set is
to aggregate tweets, e.g. concatenate all those tweets written by an individual
author and calculate feature values based on this aggregation of tweets. These
alternative input files would then be used to create new models, in order to see
if we get a different result.
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7.2 Evaluation of chosen features

In evaluating the features in the feature set, one must look at how effective they
were in representing the texts in the data set. Table 15 shows the percentages
of zero values for all chosen features. Features ”number of negative emoticons”,

Table 15: Percentage of zero values for all features.

”number of positive emoticons” and ”percentage of two consecutive punctuation
marks” have the highest percentages of zero values, i.e. for these features, the
feature value of almost all tweets was zero, This means that very few tweets
contained emoticons and two consecutive punctuation marks, which implies that
these features did not give a good representation of the texts in the data set. The
majority of the chosen features have very high percentages of zero values. We
can see that parentheses, quotations, mentions and hashtags are used only by a
minority of the authors in the data set. Even so, some of these features, such
as ”number of mentions” and ”number of hashtags” were effective in catching
the writing style of the few authors that did make use of these style elements.
So features that have a high percentage of zero values could still be useful for
creating binary classifiers such as those in the authorship attribution task, since
they could be used to discriminate between the small minority of authors that
score high on these features and a subset of those that score a zero. However,
such features are not useful for building broad binary classifiers such as gender
predictors, where classes could be expected to be somewhat equally distributed
in the data set.

Some of the chosen features do not measure what they were intended to do,
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due to the peculiarities of the data set used in the experiments. The feature
”percentage of words without vowel” is supposed to capture the relative fre-
quency of utterances like ”grr”, ”hmm” or ”ugh”, while ”percentage of words
written in all capital letters” is intended to measure the use of e.g. internet
acronyms such as ”LOL”, ”YOLO” etc. However, in the data set containing
political tweets it is very common to use abbreviations for the political parties
written in capital letters, such as ”KD”, ”MP” and ”SD”, all of which will be
counted using the mentioned features.

A lot of the tweets did not use emojis nor emoticons, therefore it was im-
portant that the semantic aspects, or the meaning of the texts, were captured
by the LIWC analysis. To evaluate the effectiveness of the LIWC features, all
LIWC feature values were summed for each tweet. Figure 6 shows the frequency
bar plot for the aggregation of all LIWC categories.

Figure 6: Frequency bar plot for aggregation of all LIWC categories.

More than half of the close to 20 000 tweets in the data set have an aggregated
sum of between 0 and 3 words. Combining this fact with the numbers in Table
15 shows that of the tweets in this class interval, more than half of them have
an aggregated sum of 0 matches in the LIWC lexicons, so more than a quarter
of the tweets in the data set did not match against any of the words in the
LIWC lexicons. A number of reasons for the low counts in the LIWC analysis
have already been mentioned. One is that only 21 of the 80 LIWC categories
are used in the tool. Some of the categories that were not in the set of lexicons
used include:

• cognitive processes - insight, causation, certainty

• drives - power, reward, risk
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• time orientations - past focus, present focus, future focus

• personal pronouns - 1st person plural, 3rd person plural,

all of which would have been very useful in analyzing the political tweets in the
data set. Especially the analysis of personal pronouns would have been useful,
both for the gender prediction task, but also because it is common in political
texts to talk about ”we” and ”them”. The LIWC lexicon ”Other references” is
used in the tool, and while it contains personal pronouns, it makes no distinction
between first and third personal plural. An alternative would have been to use
a PoS tagger that differentiates between grammatical person, since the tagger
used only indicates singular or plural.

I also found some misspellings in the LIWC lexicons used, which obviously
affects the effectiveness of the analysis. Other possible explanations can be found
in the preprocessing steps. For example, the lemmatization could be erroneous,
because of the wrong PoS tag (see section 9), resulting in an inflected word
not being matched. Also, even though hyphenated compound words are broken
apart to facilitate the LIWC analysis, many compound words are not marked
using hyphens. As already mentioned, a regular expression would have to be
used to find LIWC words that are part of a non-hyphenated compound word.

One of the features in the feature set that was more successful in capturing
the properties of the input texts, was ”average number of words per sentence”.
Figure 7 shows the frequency bar plot for that feature.

Figure 7: Frequency bar plot for feature average number of words per sentence.

We can see that few of the tweets had extreme values: 0 or between 20 and
30 words per sentence. The majority of the tweets had on average 10 or less
words per sentence. About a quarter of the tweets had longer sentences. The
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feature makes it possible to differentiate between those that write short and
succinct and those that use more lengthy sentences. The feature is used in the
model built to predict tweets written by politician Isak From (Figure 3).

8 Related work

One of the most extensive studies of authorship profiling was conducted by
Schwartz et. al. [11]. It tried to predict the personality, gender and age of 75
000 Facebook users using status updates, each person producing approximately
200 updates. For features, they used both traditional LIWC analysis as well as
n-gram models. For the n-grams model they used a feature selection technique
called point wise mutual information (PMI) that only keeps phrases/word com-
binations that are established phrases and not just accidental juxtapositions of
words, which is often the result when creating n-grams where n>1. Another part
of the feature selection process was to keep only the most distinctive n-grams,
while discarding the generic ones. They found that models created using the
n-grams method outperformed those based on LIWC features. The top result
was for gender prediction, reaching a prediction accuracy of 91%.

Agarwal & Mittal [4] tried two different feature sets for sentiment analysis
on movie and product reviews. For the first feature set, n-gram models were
used, where the feature vector consisted of all words in the data set. The
second feature set consisted of adjectives and adverbs present in the text - these
were extracted using a PoS tagger. PoS tagger output is commonly used in
sentiment analysis to identify parts of speech that are important for catching
the sentiment of input texts. Adjectives and adverbs are commonly considered
as important word categories for sentiment classification. They found that using
n-gram models for document representation (unigrams and bigrams) performed
better than the other feature set.

Sapkota et al. [10] tested a combination of syntactic, semantic and stylistic
features for authorship attribution of different types of texts, such as web fo-
rum posts, poems and online news articles. For each data set, the feature sets
performed differently. The stylistic feature set had a considerable contribution
to the final classification for the web forum data set. However, this feature set
did not contribute much to the classification of the other data sets. The stylis-
tic features included things like punctuation marks and use of capitalization
and for the more conventional data sets, these features carried a very uniform
pattern regardless of author. The semantic features were second best in accu-
racy for the web forum data set but best for new articles, which indicates that
in this data set there is a strong correlation between topic and author. The
syntactic features had the worst result for web forum posts and poems data
set. The explanation of the authors is that these features make use of part of
speech taggers and parsers and when these syntactic analyzers are applied on
more unconventional texts, this will cause these tools to output a lot of noise.
The conclusion of the authors is that the differences in accuracy reached by the
individual modalities (feature sets) indicate that the genre of the texts should
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guide the selection of features.

9 Conclusions

To sum up, only the authorship attribution task was successful using the featues
chosen. The features were chosen to cover both semantic and stylistic aspects
of the texts. While the stylistic features failed to differentiate between different
genders and age groups and were of little use when trying to predict political
affiliation and sentiment, they were useful in discriminating between different
authors. The LIWC analysis, which was supposed to capture the semantic ver-
bal aspects of the texts, was not effective which had a negative effect on the
sentiment analysis. For the political affiliation prediction the features chosen
were completely unsuitable. To fully evaluate the age prediction task, the fea-
tures should be applied to a different data set in order to establish if the failure
was caused by the features or the data set.

The authorship attribution models were successful for those authors that
had a very distinctive style that the features were able to capture. More sub-
tle writing styles would require other stylistic features and/or the addition of
features in other linguistic modalities.

9.1 Lessons learned

It might also be good to concentrate on one classification task and concentrate
on trying to find effective features for that task. This would perhaps allow
experiments on different data sets or revision of the feature set. It would be
interesting to perform the LIWC analysis on a different data set - would the
frequency bar plot look different if used on tweets written by private individuals?
It would also be helpful to see how the stylistic features, many of which have a
high percentage of zero values, do with a different data set.

9.2 Future work

For future work, it could be beneficial to get a more balanced set of features
from different linguistic modalities, including the syntactic modality, as the cur-
rent feature set had a high emphasis on stylistic features. To also get syntactic
features, the output of the PoS tagger should be utilized. The reason for not
using the PoS tags, only the lemmas, was lack of time. In order to get correct
PoS tagging, the algorithm for PoS tagging/lemmatization would have to be
altered. Currently, all the words in the word list are concatenated into one
”sentence” and given to the PoS tagger. This means that if the tweet consists
of more than one sentence, these are concatenated into one, which could lead to
errors in assigning PoS tags. Also, mentions and hashtags are filtered from the
word list and the input sentence. For example in the sentence: ”@miljopartiet
vill att Sverige ska bli #fossilfritt”, this means that the noun and the adjec-
tive would be filtered out of the input to the tagger, which could also result
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in erroneous output. In order to get correct output, sentences should not be
concatenated but fed individually to the tagger, nor should mentions and hash-
tags be excluded. (The hash symbol should be excluded, in order to make it
possible to pattern match on the tag itself.) This measure would also improve
the lemmatization, since the wrong PoS tag could result in the wrong lemma.

Another preprocessing measure could be to perform more text normalization
tasks, such as spelling correction. This is done in TwitIE, since social media
posts, such as tweets, often contain both intended and unintended misspellings.
Weather a closed or open vocabulary approach would be used, spelling correction
would improve the performance of both methods.

As an alternative to the LIWC analysis, one could try using an open vo-
cabulary approach instead. That is, instead of counting words from pre-chosen
categories, words are derived from the text data itself, in order to find out which
words characterize different classes. This is because the closed vocabulary ap-
proach, which the LIWC analysis is an example of, is dependent on the fact that
the words in the texts must be present in the pre-chosen categories. Another
way to improve the semantic analysis would be to make use of the offical LIWC
dictionaries to see if there is an improvement in effectiveness.
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Appendices

A Decision Trees

Figure 8: Decision tree for the gender classifier.

Figure 9: Decision tree for the age classifier.
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Figure 10: Decision tree for the political party classifier.

Figure 11: Decision tree for the sentiment classifier.

Figure 12: Decision tree for the ”elinludis” classifier.
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