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Abstract

Simplifying stereo camera calibration using M-arrays

Sebastian Grans

Digitization of objects in three dimensions, also known as 3D scanning, is 
becoming increasingly prevalent in all types of fields. Ranging from manufacturing, 
medicine, and even cultural heritage preservation.

Many 3D scanning methods rely on cameras to recover depth information and the 
accuracy of the resulting 3D scan is therefore dependent on their calibration. The 
calibration process is, for the end-user, relatively cumbersome due to how the 
popular computer vision libraries have chosen to implement calibration target 
detection.

In this thesis, we have therefore focused on developing and implementing a new 
type of calibration target to simplify the calibration process for the end-user. The 
calibration board that was designed is based on colored circular calibration points 
which form an M-array, where each local neighborhood uniquely encodes the 
coordinates. This allows the board to be decoded despite being occluded or 
partially out of frame. This contrasts the calibration board implemented in most 
software libraries and toolboxes which consists of a standard black and white 
checkered calibration board that does not allow partial views.

Our board was assessed by calibrating single cameras and high FOV cameras and 
comparing it to regular calibration. A structured light 3D scanning stereo setup 
was also calibrated which was used to scan and reconstruct calibrated artifacts. 
The reconstructions could then be compared to the real artifacts.

In all experiments, we have been able to provide similar results to the 
checkerboard, while also being subjectively easier to use due to the support for 
partial observation. We have also discussed potential methods to further improve 
our target in terms of accuracy and ease of use.
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CHAPTER 1
Introduction

Us humans have been painting for a long time, and more often than not we have been
trying to recreate real-world objects or sceneries. Preservation of such artworks, in
the sense of digitization, has long been possible with the advent of cameras. Human
art and artifacts also exist in the third dimension in the form of sculptures in vari-
ous materials, tools, and even ancient weapons. It is only recently that we have been
able to begin digitally preserving these works of art by 3D scanning them into models
that can be stored and viewed on a computer. One example is the impressive Digital
Michelangelo Project [1] where they scanned the statue of David – which is more than
5 meters tall – down to an accuracy of 0.25 mm which was required to preserve the
chisel marks! 3D scanning can also be performed on much grander scales, helping to
preserve cultural heritage sites [2]. Not only does having a digital copy ensure that
future generations can see these ancient marvels, but it might also help make these
objects exists for longer as the scans can be used as a reference during restorations.

Figure 1.1: 3D Building view of the Uppsala
Cathedral in Google Earth Pro.1

Preserving historic artifacts is, of course,
a niche area of 3D scanning, and its appli-
cations go far beyond that. It is, in fact,
ubiquitous today, even if you aren’t aware
of it. Perhaps you are reading this thesis
in PDF form on a phone featuring ”face
unlock”. This form of security feature per-
forms a 3D scan of your face to make sure
that the person using the phone is, in fact,
you [3].

Another example is in Google Maps
and Earth which features a mode where
buildings and other objects are rendered in
3D as shown in Figure 1.1. With the aid of
computer vision, these objects have been
reconstructed from satellite and aerial pho-
tos.

The medical industry also uses 3D re-
construction extensively, as 3D models
can aid in the planning of complex surg-

1© 2018 Google. Image Landsat/Copernicus. Data SIO, NOAA, U.S. Navy, NGA, GEBCO. Image
© 2019 CNES/Airbus.



2 1 Introduction

eries [4], as well as for making custom-
fitted hearing aids [5], and much more.

And then there is, of course, the area of industrial metrology2, the study of mea-
surement. When parts are manufactured they often need to be measured to assure that
they are within specifications. For high-end parts, this is typically accomplished using
coordinate-measuring machines (CMMs) which individually probes one point at a time.
That makes it a painstakingly slow process. With camera-based 3D scanners, you can
essentially probe every pixel in the image, which for a 16-megapixel camera equates to
16 million simultaneous measurements. Optical 3D scanners do in general have a lower
accuracy compared to CMMs, but have the advantage of being much faster and easier
to use [6]. The examples that have been listed only scratch the surface of applications
for 3D reconstruction.

Many 3D scanners use cameras as their method of 3D reconstruction, and thus it
essential that they can be mathematically modeled and that their parameters can be
identified. Finding the parameters is achieved through the process of calibration, which
as the title suggests, is the theme of this thesis.

1.1 Motivation
With today’s calibration artifacts and standard computer vision libraries, calibration is
a tedious and time-consuming process. Especially so for stereo rigs which are often used
in 3D scanning applications. A reoccurring theme at the DTU Compute was that the
quality of the calibration was not related to the effort that was put in. It was speculated
that this was due to the current implementation of the calibration artifact detection in
the OpenCV library.

A motivation for this projection was, therefore, to try and construct a new calibration
board that could simplify the process, with the hopes that this would make it easier to
achieve a good calibration.

The idea was to construct a calibration board with circular calibration markers with
support for partial views, i.e. that the board is not required to be in full view by the
camera.

1.2 Related work
Calibration boards based on circular markers are nothing new and have been studied ex-
tensively before [7]–[9], and two such board detectors are also implemented in OpenCV.

Partial view calibration boards do exist, but don’t seem to be in use that extensively.
Of the major libraries with camera calibration implementations3, only OpenCV has
support for a partially detectable board [10]. Many of these partial view boards rely on

2Not to be confused with meteorology, the scientific study of the atmosphere.
3OpenCV, ROS, Matlab
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relatively complex fiducial markers [11]–[13]. These need to have a sufficient size to be
resolved and read properly.

There is however at least one partial checkerboard detector that does not rely on
fiducial marker [14], but the lack of a global coordinate system makes it unusable for
stereo calibration.

Robustness can be achieved either through complexity or simplicity and in this thesis
we chose to go the second path. We did this by letting a neighborhood of calibration
points be the fiducial markers. This was achieved by using M-arrays which have a
long history within the field of structured light 3D scanning. Not for calibration, but
rather the structured light itself. Several authors have demonstrated different encoding
strategies of M-arrays for the use in one-shot 3D acquisition [15]–[17]. We took this
method of encoding positional information and applied it to our calibration board.

During the writing of this thesis two papers were discovered that used techniques that
are very similar to ours. The first is by DiVerdi and Barron [18] which uses an almost
identical calibration board for the initial calibration of mobile stereo cameras. Their pa-
per gives very little detail on how they implemented it. The second article raises similar
concerns regarding the issues with the current checkerboard detectors and developed a
calibration board based on circular fiducial markers with embedded checkerboard cor-
ners [12]. This allowed for easy detection while also allowing for occluded markers and
high accuracy due to the embedded corner. They also evaluate their calibration by 3D
reconstruction of a large scale scene using structure-from-motion (SfM) techniques.

This thesis extends these articles somewhat by describing, in more detail, the process
of constructing the calibration board. And the second article by again illustrating the
benefit of partially detectable calibration board, but in this case for use in structured
light 3D scanner set-ups.
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CHAPTER 2
Theory

2.1 Homogeneous coordinates
When we think of coordinates, most of us think of them within the scope of Cartesian
geometry. There we have two perpendicular axes, x and a y, and we represent a point
using an ordered tuple (x, y) where each component represents the distance from the
origin along the corresponding axis. Similarly, we think of three-dimensional points by
adding a third axis, z, perpendicular to the other two. In areas like computer graphics
and computer vision however, it is more useful to work using projective geometry where
homogeneous coordinates are used. The usefulness will become clear later in the section.

Homogeneous coordinates are very similar to Cartesian coordinates, except that they
have an extra dimension. Meaning that (x, y) becomes (x, y, w) and similarly for the
three dimensional case (x, y, z) 7→ (x, y, z, w). Only in the case when w = 1 does x and
y represent the same point as in Cartesian coordinates. Getting w = 1 is as easy as
dividing all components by it as described by the following function:

hom−1 : [x, y, w]T 7→
[

x

w
,

y

w

]T

(2.1)

and thus

hom−1


λx′

λy′

λ


 =

[
x′

y′

]
(2.2)

Homogeneous coordinates also have the benefit that we can describe directions as
a coordinate without ambiguity. If the extra dimension is set to zero, e.g. (x, y, 0). If
we try to apply the above function, we divide by zero which is undefined, but can be
defined then as ”points at infinity”.

The usefulness of homogeneous coordinates is best shown with an example. In this
case, consider the operation of a rotation and a subsequent translation. In Cartesian
coordinates that would be calculated in two separate operations: multiplication followed
by an addition. [

x′

y′

]
=

[
cos θ − sin θ
sin θ cos θ

] [
x
y

]
+

[
δx

δy

]
(2.3)

In homogeneous coordinates this simplifies to a single matrix multiplication.λx′

λy′

λ

 =

cos θ − sin θ δx

sin θ cos θ δy

0 0 1


x

y
1

 (2.4)
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2.2 Camera models
The two most common camera models are based on either orthographic or perspective
projection. The orthographic camera model is the most naive one and simply projects
the world onto an image plane with parallel lines of projection. This type of projection
can be seen in old paintings before they managed to master the art of perspective
(See Figure 2.1a). As can be seen, depth is conveyed very poorly as two identical
objects at different distances from the camera will be the same size in the image plane.
Orthographic projection does nevertheless have its uses, for instance within the field of
cartography, computer-assisted design, and technical drawings. If we want to model a
real-world camera, however, we must turn to perspective projection.

(a)
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(b)

Figure 2.1: a) Old St Paul’s (sermon at St Paul’s Cross) painted using an orthographic
projection style by John Gipkyn in 16161. b) An exploded view of the ISS c:a 1999
drawn with orthographic projection.2

Let us first begin by thinking about how we were to construct a crude camera. Simply
placing a photosensitive plate in front of an object wouldn’t work, as it would only
produce an image of the average color and brightness of the scene. The reason is that
most objects radiate diffuse light, meaning that they reflect light in all directions.

If we instead put the photosensitive plate inside a box, and make a tiny hole in one of
the sides, we are placing a constraint on which light rays we allow to hit the plate. Only
photons that travel along the line between the source and the hole will pass through,
while the others will hit the outside of the box, or simply fly somewhere else. This type

1Image by courtesy of Society of Antiquaries of London.
2Modified figure based on a public domain image from NASA. https://commons.wikimedia.org/

wiki/File:ISS_components.svg

https://commons.wikimedia.org/wiki/File:ISS_components.svg
https://commons.wikimedia.org/wiki/File:ISS_components.svg
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of camera is also known as a pinhole camera and an illustration of one can be seen in
Figure 2.2. What it achieves, is a projection where every line passes through a common
optical center (the pinhole), which finally ends up on the image plane. This is exactly
what perspective projection is, and is named that way because it preserves the depth
of the scene, in the image (See Figure 2.3). In subsequent sections, we will develop this
camera model mathematically.

Figure 2.2: Example of a pinhole camera. The incoming light reflects diffusively from
the surface and only the rays that align with the pinhole hits the photosensitive plate.

Figure 2.3: Comparison of orthographic (left) and perspective projection (right) of three
equally sized boxes, clearly showing how the latter clearly conveys the depth of the scene.
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2.2.0.1 Cameras in 2D

To get a solid understanding, let’s first develop this model from scratch in two dimensions,
and later extend this to the third. Let the y-axis point in the same direction as the
camera and set the aperture to be located at the origin of the reference frame. In this
case, our photosensitive plate is, in fact, a line and is located at f distance away from
the aperture. This is known as the focal distance of the camera. The aperture is also
known as the center of projection. Note that we chose to place the image plane behind
the center of projection, to match the analogy with a real pinhole camera. Most other
authors draw the image plane in front of the pinhole by changing the sign of the focal
length. The benefit of this is that it somewhat simplifies the figure, as well as preventing
the resulting image from being inverted.

If we then consider a ray of light from a point, X, on an object that passes through
the aperture and hits the sensor. What coordinate on our one-dimensional sensor does
it hit? We can see that the light ray forms two right triangles with the x-axis, whose
ratio must be equal, and we thus have:

u

f
= X

Y

u = f
X

Y
(2.5)

y

x

f

O

u

X

Figure 2.4: An illustration of a pinhole camera in two dimensions.

We can also do this calculation using matrix multiplication if we use homogeneous
coordinates. A coordinate is then given by [X, Y, 1]T , and our camera can then be
described by the projection matrix and we perform the same calculation above by:
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λ

[
u
1

]
=

[
f 0 0
0 1 0

] X
Y
1


=

[
fX
Y

]

=
[

fX
Y

1

]

Where lambda is simply a scale factor. The result is the same as in Equation (2.5),
which is expected.

When we work with images, the origin is rarely in the center, but rather in the upper
left corner. If we have a 2D camera, our origin would instead be at the leftmost position
of the sensor. We achieve this by adding an offset term uc to our projection matrix:[

f uc 0
0 1 0

]
uc describes the distance from the principle point which, in this case, is where the sensor
intersects with the y-axis.

Neither do we usually work in a camera-centric references frame, but rather in some
kind of world coordinate system. This can be solved by adding a transformation matrix
that translates world coordinates into the camera coordinate frame. This matrix consists
of rotation and translation.

[
R t

]
=

[
r11 r12 tx

r21 r22 ty

]
(2.6)

Intuitively, this is most easily found by considering how the camera is rotated and
translated relative to the world space origin. Then we can construct [Rc | C]. And we
then get [R | t] by simply taking its inverse

[R | t] = [Rc | C]−1

= [Rc
T | −Rc

T C] (2.7)

Thus, we end up with a complete equation on the form:

λ

[
u
1

]
=

[
f uc

0 1

] [
R t

] X
Y
1



Where the first part is the intrinsic camera matrix, and the second is the extrinsic
camera matrix. This is sometimes also written as

λu = PX
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where P, the product of the intrinsic and extrinsic matrix, is known as the projection
matrix.

-3

-2

-1

0

1

2

3

4

5
World space
Camera space
Image space

-8 -6 -4 -2 0 2
y

x

Figure 2.5: An 2D camera modeled in Matlab which illustrates the various coordinate
systems and also the view frustum of the camera.

2.2.1 Cameras in 3D
We can now extend this model to three dimensions. Here, our homogeneous coordinates
are on the form [x, y, z, 1]T and let z be the direction in which the camera is viewing.
An additional row is added to the extrinsic matrix to allow for rotation and translation
in the new dimension. [

R t
]

=

r11 r12 r13 tx

r21 r22 r23 ty

r31 r32 r33 tz


This can, similarly to the 2D case, be constructed from Rc and C where:

Rc = RxRyRz

describes how the camera is rotated around the world space axes. And,

C =

cx

cy

cz
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is the position of the camera origin in world space. We can then produce [R | t] in the
same way as we did in the 2D case (See Equation (2.7)). Then we also need to extend
our intrinsic camera matrix to the following:

A =

fx s uc

0 fy vc

0 0 1


Where

fx and fy is the focal length. Having two different focal lengths allow for non-
square pixels. These parameters are almost always equal.

s is a skew factor, meaning that the sensor axes are not perpendicular.
This is almost always zero.3

uc and uv is, similarly to the 2D case, the x- and y-offset of the image plane
origin, relative to the principal point. The principle point in the
three-dimensional case is where the z-axis intersects the image plane.

Thus we arrive at the final equation:

λ

u
v
1

 = A
[
R t

] 
X
Y
Z
1

 . (2.8)

Where again, we refer to P = A[R | t] as the projection matrix. Stepwise this is a
transformation from world space to camera space.

x
y
z

 =
[
R t

] 
X
Y
Z
1

 .

Which is then followed by a transformation from camera space into the 2D image space.

λ

u
v
1

 = A

x
y
z



3An example of when the skew is not zero is described in the section Other Camera Models
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Figure 2.6: An illustration of a 3D camera modeled in Matlab. The left image visualizes
the scene and where the camera is in world space. To the left is the image captured by
the camera.

2.2.1.1 Other camera models
In aerial or satellite photography, ”linear” or even ”point” cameras are often used[19]
which are also known as ”push broom” or ”whisk broom” scanners.4 As the aircraft or
satellite travels along the surface, the push broom scanner acquires a wide but thin photo
at a time as it is pushed along the surface. In the case of a whiskbroom scanner, the
camera is also scanned back and forth, perpendicular to the direction of travel, resulting
in many small photos. This is visualized in Figure 2.7. In both cases, the photos are
later stitched together, resulting in a larger image.

This resulting image is a combination of perspective and orthographic projection.
With the former parallel to the direction of travel, and the latter along the direction of
travel. For the push broom scanner, the projection equation has the following form:

 u
λv
λ1

 =

1 0 0
0 f vc

0 0 1




1
Vx

0 0
−Vy

Vx
1 0

−Vz

Vx
0 1

 [
R −RT

] 
X
Y
Z
1

 .

Where Vx, Vy, Vz are velocities in x-, y-, and z-direction. And T = [Tx, Ty, Tz]T is the
camera location at time t = 0.[19]

The Whiskbroom camera is also a good example when the skew factor, s, is important,
as the aircraft is moving while it is scanning in the perpendicular direction. The resulting
image is then diagonally slanted.

4Linear and point is in quotation marks, because the sensors are in both cases 2 dimensional and
do not consist of only a single line of pixels, or a single pixel
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Figure 2.7: Illustration of a pushbroom (left) and a whiskbroom scanner (right).

2.3 Lens distortion
Lenses are not perfect, and there exists an assortment of optical aberrations that can
occur. Modern lenses are quite well made and manage to eliminate most of them, but
radial distortion remains an issue, especially for lenses with a high field of view such as
fish-eye lenses. Its effect is easy to see when straight lines are present in an image, as
they bow under distortion, as shown in Figure 2.8.

Radial distortion, as the name implies, is a projection error that is dependent on
the distance from the optical axis, which is usually the center of the image. It can be
described mathematically as: [

x̃
ỹ

]
=

[
x
y

]
(1 + ∆(r)) , (2.9)

where [x, y]T are the undistorted image coordinates, and

r =
√

x2 + y2 . (2.10)

The function ∆(r) is commonly the polynomial

∆(r) = k0r
2 + k1r

4 + k2r
6 + ... (2.11)

Since the distortion is in relation to the optical axis, it is most reasonable to apply
Equation (2.9) before the coordinate system of the image plane is changed. This can be
done by factoring the intrinsic camera matrix into two matrices. The first projects the
camera space coordinates into the image plane with the origin at the center, to which
we can apply the distortion. The second which then translates, and potentially skews,
the image plane. fx s uc

0 fy vc

0 0 1

 =

1 s uc

0 α vc

0 0 1


f 0 0

0 f 0
0 0 1

 (2.12)

Where α is the pixel aspect ratio fy

fx
.
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(a) Undistorted (b) Barrel distortion (c) Pincushion distortion

Figure 2.8: Visualization of how radial distorts a regular grid. The distortion coefficients
are positive for barrel distortion and negative for pincushion distortion.

2.4 Camera calibration
With the previous sections behind us, we have a solid foundation about how cameras
can be modeled. We can use that knowledge to construct virtual cameras for use in 3D
modeling, games, etc. But what about real cameras? Given a physical camera, how do
we figure out all the parameters? This is achieved by performing a camera calibration.

The basic idea behind camera calibration is that we take images of an object with
several features that we can easily detect in the image. If we know the relative positions
of these features on the object, we can from the correspondence between the image and
the object determine the projection matrix. All of this will be described in detail in the
sections below.

2.4.1 Calibration artifacts
An integral part of calibration is to find the correspondence between a set of known
3D world coordinates to their 2D image coordinates. For this, we need a calibration
target, an object with features of precisely known relative positions. If we can locate the
features of this object in an image, we have a correspondence set of world coordinates
and image coordinates.

Calibration targets come in all shapes and sizes. Below are some examples ranging
from a three dimensional cage with circular reflective features (Figure 2.9c), to one
dimensional rods with contrasting spheres (Figure 2.9a). And lastly, a two dimensional
planar calibration target with a checkerboard pattern (Figure 2.9b). This is the most
commonly used calibration target as it is very easy to manufacture a planar object to
a high precision, as well as being the simplest to use. Throughout this thesis, planar
calibration artifacts are used.
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(a) 1D calibration target from
Zhang ©2004 IEEE

(b) 2D calibration target. Im-
age used with permission from
Calib.io

(c) 3D calibration target. Im-
age used with permission from
SeaGIS. seagis.com.au

Figure 2.9

2.4.2 Features and feature extraction
In order to perform a calibration, regardless of the type of object, the feature points
must be identified in the image to be able to extract their 2D coordinates. For this
reason, feature points are often made to have high contrast to their background (as
seen in Figure 2.9) as it makes them easier to detect, regardless of the ambient lighting
conditions.

Since different calibration objects use different kinds of features, there is no way
to give a single definite description of how they are detected. The most common tar-
gets, however, use either checkerboard type patterns or circles. The former is most
often detected using a Harris corner detector with a subsequent filtering step to remove
false detections and then further refined to achieve sub-pixel accuracy [20]. Circles are
commonly detected using edge detection followed by ellipse fitting [7].

2.4.3 Zhang’s method
Throughout the history of camera modeling, there have been various forms of camera
calibration techniques [21]. Since the year 2000 when Zhang first released his paper [22],
his method has become the standard for camera calibration. His paper has also become
one of the most important papers in the field of computer vision with over 12000 citations
according to Google Scholar[23]. It is implemented in many common CV libraries and
toolkits, such as OpenCV and Matlab’s Camera Calibration app. Supposedly even
NASA used an implementation for the calibration of cameras on the Mars rovers [24].

One of the main contributions that this method added to the field of camera calibra-
tion, was the introduction of an algorithm that supports planar calibration targets. As
mentioned before, constructing a precise planar calibration object is very easy, compared
to making a 3D artifact. Zhang even suggests to simply print a checkerboard pattern
and place it on a hardcover book.

The basic idea behind his method is to utilize the fact that it is possible to find

http://calib.io
seagis.com.au


16 2 Theory

an homography5 between the calibration plane and the image plane. Continuing below
is an in-depth description of the main concepts behind Zhang’s method. The sections
are heavily influenced by his original paper while trying to fill in some gaps. For more
details, I suggest reading Zhang’s original paper[22], Burger’s tutorial on the method
[25] as well as the book Multiple View Geometry by Hartley and Zisserman [26].

2.4.3.1 Initial guess
As mentioned before, a point in the world X is projected onto the image plane by the
following equation x

y
w

 = A[r1 r2 r3 | t]


X
Y
Z
W


By defining the calibration board to be the Z = 0 plane, we can simply remove the
z-component of the world coordinate and also remove r3 from the extrinsic matrix.
Leaving us with x

y
w

 = A[r1 r2 | t]

X
Y
W


The matrix A[r1 r2 | t] is now a 3 × 3 matrix that specifies a homography between the
calibration plane and the image plane.

H = [h1 h2 h3] = λA[r1 r2 | t]

with λ being a scaling factor.
A homography is a transformation that maps points on one plane to another plane.

Homographies can easily be estimated and most computer vision libraries have functions
for this. Such as projective2d in Matlab and cv2.findHomography in OpenCV. How
the estimation is performed will not be covered here, and the reader is instead directed to
Example 2.12, Chapter 4.1 and 4.2 in Multiple View Geometry by Hartley and Zisserman
[26] for more information.

A property of a rotation matrix is that it is orthonormal, i.e. that the row and
column vectors are orthogonal to each other. This implies that the following must hold

rT
i rj = 0 (2.13)

rT
i ri = rT

j rj (2.14)
By performing the multiplication on the left hand side of Section 2.4.3.1, we find that
the column vectors of H correspond to

h1 = λAr1 (2.15)
h2 = λAr2 (2.16)
h3 = λAt . (2.17)

5An homography is a transformation between two planes
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After rearranging we get

r1 = 1
λ

A−1h1

rr = 1
λ

A−1h2

t = 1
λ

A−1h3

Substituting in Equation (2.14) we get 6

rT
i rj = hT

i A−T A−1hj

and thus we end up with the two constraints
hT

1 A−T A−1h2 = 0 (2.18)
hT

1 A−T A−1h1 = hT
2 A−T A−1h2 . (2.19)

In other words: For each image of the calibration target, we get two constraints on
our intrinsic camera matrix. Since the intrinsic camera matrix has 5 parameters (i.e.
5 degrees of freedom), we need at least three images to determine all of them. If the
skew parameter is fixed to zero (which is a reasonable assumption), only two images are
needed.

The goal is to rewrite the above constraints such that they are expressed as a system
of linear homogeneous equations. Such a system can be solved using singular value
decomposition (SVD, See Section 2.5).

We begin by defining a matrix B such that

B = A−T A−1 =


1

f2
x

− s
f2

xfy

vcs − ucfy

f2
xfy

− s
f2

xfy

s2

f2
xf2

y
+ 1

f2
y

− s (vcs − ucfy)
f2

xfy
− vc

f2
y

vcs − ucfy

f2
xfy

− s (vcs − ucfy)
f2

xfy
− vc

f2
y

(vcs − ucfy)2

f2
xf2

y
+ v2

c

f2
y

+ 1



=

B11 B12 B13
B21 B22 B23
B31 B32 B33


.

If we then explicitly write out the equation
hT

i A−T A−1hj = hT
i Bhj

we find

[hi1 hi2 hi3]B[hj1 hj2 hj3] = [hi1 hi2 hi3]

hj1B11 hj2B12 hj3B13
hj1B21 hj2B22 hj3B23
hj1B31 hj2B32 hj3B33


= hi1hj1B11 + hi2hj2B12 + hi1hj3B13

+ hi2hj1B21 + hi2hj2B22 + hi2hj3B23

ă + hi3hj1B31 + hi3hj2B32 + hi3hj3B33 .

6Remembering that (AB)T = BT AT
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We can see that Bij = Bji, meaning that B is a symmetric matrix. Therefore we can
simplify the above expression by writing it as vector

b = [B11 B12 B22 B13 B23 B33]T ,

which then yields
hT

i Bhj = vijb ,

where

vij = [hi1hj1, hi2hj2 + hi2hj1, hi2hj2,

hi1hj3 + hi3hj1, hi2hj3 + hi3hj2, hi3hj3]T .

And thus we have reached the goal and can write the Equations (2.18) and (2.19) as the
homogeneous system [

vT
12

(v11 − v22)T

]
b = 0 .

Given n views of the calibration board, we get n such equations which can be stacked
to give

Vb = 0 , (2.20)
where V is a 2n × 6 matrix. This system can be solved using SVD, and from the

solution vector we can then get the intrinsic camera parameters using that

λ = B33 − [B3
12 + vc(B12B13 − B11B23)] / B11

fx =
√

λ / B11

fy =
√

λB11/ (B11B22 − B2
12)

s = −f 2
xfyB12/ λ

uc = svc / fy − f 2
xB13/ λ

vc = (B12B13 − B11B23) / (B11B22 − B2
12) .

Since we now have the full intrinsic matrix, we can also get the extrinsic matrix compo-
nents r1 and r2 from equations Equations (2.15) and (2.16) and r3 must be orthogonal
to these and can thus be calculated as:

r3 = r1 × r2 .

2.4.3.2 Non-linear optimization
The resulting intrinsic camera matrix from above is the result of a linear least-squares
solution that minimizes the algebraic distance. Instead, it is more meaningful to mini-
mize the reprojection error. The reprojection error is the difference between the observed
image coordinate x of a world coordinate X, and the coordinate that is found if it is
projected using the calculated projection matrix. The reprojection error of one point is

ϵ = ||x − P (A, k, R, t, X)|| . (2.21)
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Where P is a function that transforms the world coordinates into the ideal image
plane, corrects for the distortions specified by the parameters in the vector k. And
finally transforms the coordinates to image plane coordinates, i.e. where (0, 0) is in the
upper left corner.

And thus we want to minimize the sum of all reprojection errors∑
i

∑
j

||xij − P (A, k, Ri, ti, Xj)||

where xij is the image coordinate of the j-th world coordinate, Xj, in view number
i. The minimization is with regards to the internal, external, as well as the distortion
coefficients and is solved using Levenberg-Marquardt (LM) algorithm. LM is an adaptive
iterative estimation method that behaves like a combination of Newton’s method and
the gradient descent method. For more information, see Chapter A6 in Multiple View
Geometry by Hartley and Zisserman [26].

2.5 Singular value decomposition
Homogeneous systems of linear equations, i.e. equations on the form

Ax = 0 (2.22)

are ubiquitous in computer vision. These type of equations occurs when estimating
various forms of homographies, such as the essential and fundamental matrices. Singular
Value Decomposition (SVD), as it is a tool for finding solutions to such equations.

Since we are usually working with over-determined systems with real data that con-
tains noise, only the trivial solution, x = 0 exists. With SVD we can find a non-zero
solution to the equation in a least-square sense. The Singular Value Decomposition
theorem states that a matrix A can be decomposed such that

A = UΣVT , (2.23)

where Σ is a diagonal matrix of singular values. A convention is that these values are
in a descending order.

A consequence of the decomposition is that the rightmost column vector in V, corre-
sponding to the smallest singular value, is the closest solution to Equation (2.22). The
reason for this is described in detail Appendix A.1.

2.6 Projected circles
In this thesis, we utilize circles as our calibration points. When circles undergo perspec-
tive projection, their images become ellipses. This is quite easy to see, as the lines of
the projection form a double cone as they pass through the center of projection (See
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Figure 2.10b). The image plane intersects this double cone and thus describes a conic
section, or more specifically: an ellipse (See Figure 2.10a). Only in special cases does
the image of the circle form a circle.

Furthermore, the ellipse center does not coincide with the projected circle center.
There are ways to recover the projected circle center through the use of concentric
[9] or coplanar [27] circles, or by utilizing the conic [7]. They do, however, remain
susceptible to lens aberrations, as this distorts the conic [28]. Datta, Kim, and Kanade
[29] compensated for this through the use of an iterative refining process, resulting in
calibrations that outperformed the regular checkerboard method.

circle
ellipse

parabola
hyperbola

(a) Illustration of conic sections.

Supporting plane

Projected circle center

Ellipse center

Image plane

Circle center

Center of projection

(b) The projection of a circle onto the image plane illustrat-
ing that the projection of the circle center is not the same as
the ellipse center.

Figure 2.10

2.7 M-arrays
As mentioned before, most current calibration targets are required to be in full view
of the camera to be detected. This is a limitation from a usability perspective, and
especially so for stereo calibration where both cameras need to observe the entirety of
the board.

In this thesis, one of the goals is to implement a calibration board that allows for a
partial view. For this purpose, we can utilize the properties of so-called Perfect Maps. A
perfect map is a r×s q-ary array, where each u×v window appears exactly once [30]. The



2.8 3D Reconstruction 21

term q-ary implies an alphabet of size q. I.e. if the alphabet is {0, 1} we have a binary
array. In Figure 2.11a, an aperiodic binary 3 × 9 perfect map is shown. It has a window
of 2 × 2 which implies that any element in this array can be uniquely identified by three
neighbors. Note, however, that this pattern is not rotationally invariant meaning that
each window is unique only within a certain rotation of the whole array. For instance, at
position (r, c) = (1, 0) we find the window [ 0 0

1 1 ], however this pattern can also be found
at (0, 3), (0, 7), and (1, 4), albeit rotated 90°, -90°, and 180° respectively.

Our case does not require a perfect map, and a subset of one is sufficient, which also
makes it much easier to construct. Such a subset is known as an M-array, an example
of which is shown in Figure 2.11b. In this example, we represent each number with a
certain colored circle. Other representations, such as polygons and colored lines have
also been used to encode these numbers [31], [32].

M-arrays like this have mostly been used in single-shot structured light systems, but
they have also been used as camera calibration patterns [18].

2.8 3D Reconstruction
In this section, we will briefly describe how a stereo camera setup can be used to digitally
recreate three-dimensional objects, and how structured light is used to augment this
process. For a more in-depth description the review articles by Geng [36] or Zhang [3]
are great starting points.

Stereo 3D scanning is all about triangulation, and this requires us to know two things:
The relative position of the two cameras, and where in both images the point we want
to triangulate is located.

The former is equivalent to determining the rigid transformation of the camera, i.e.
rotation and translation. This is achieved by performing a stereo calibration, which is
very similar to single camera calibration. The process is described in Appendix A.4.

The latter is known as the correspondence problem. We could naively solve it by
finding features in both images and then pair points that seem similar according to some

0 0 0 0 1 0 1 1 0
0 0 1 0 1 1 1 1 0
1 1 0 0 0 0 1 0 1


(a) A binary aperiodic 1-orientable perfect
map from [33]. Any 2 × 2 window in this
matrix is unique. This map can be described
by the notation (3, 9; 2, 2)2

(b) A (5, 8; 3, 3)3 M-array

Figure 2.11
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(a) Encoding scheme proposed by Albitar,
Graebling, and Doignon [34]

(b) Encoding scheme proposed by Lei, Bengt-
son, Li, et al. [35]

Figure 2.12: Alternative encoding schemes of M-arrays. (a) is a 3-ary M-array, while (b)
is 6-ary. Both use dashes (–) in to gain rotational information and simplify decoding.

metric (e.g. normalized cross-correlation). Instead, we can utilize our knowledge of the
geometry of the setup to limit our search space drastically.

Using Figure 2.13 as a visual guide, let’s develop this geometric knowledge. Consider
a 3D point X being projected into the cameras resulting in the image coordinate u and
u′. If we begin to examine camera one, and transform u back into camera space by
multiplying it with the inverse camera matrix A−1, we get back the vector x. We know
that X must lie somewhere on the line that this vector spans, but we can’t recover the
exact position without camera two.

Since the system is calibrated we also know the vector between the two cameras,
which forms the baseline. The baseline and x define a plane which is known as the
epipolar plane. The intersection of the epipolar plane with the image plane of camera
two is a line, which is called the epipolar line. We know that the corresponding image
of u in camera two must lie somewhere along this line, and thus we have reduced the
search space to only consider pixels along this line in order to find u′.

We can further simplify this process by rectifying the images. This means that
we transform both images to lie on a common plane such that their epipolar lines are
matching and parallel to the x-axis. Once this is achieved, the correspondence matching
is further simplified as they now lie on the same pixel row.

More details on epipolar geometry and how to find the epipolar line can be found in
Chap. 9 in Multiple View Geometry by Hartley and Zisserman [26].

In theory, we could now calculate x′, and find X ′ where the two lines intersect. In
practice, however, we can’t do this, as noise and rounding errors cause the lines to not
intersect, and instead, we need to estimate a solution. There are many ways to do this,
and here I will describe a linear method. For more details and other methods, I refer
you to Chapter 12 in Multiple View Geometry by Hartley and Zisserman [26].

Let’s begin explicitly writing out the projection of X to u by the projection matrix
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P1, with subscript 1 indicating that it describes camera one. We then haveλu
λv
λ

 =

P 1
1

P 2
1

P 3
1

 X

with P i
1 indicating row i of the matrix P1. Which thus yields:

u = P 1
1 X

P 3
1 X

v = P 2
1 X

P 3
1 X

.

We can rewrite it to an homogeneous equations such that

(P 3
1 u − P 1

1 )X = 0 (P 2
1 v − P 1

1 )X = 0 .

If we construct the same equations but for camera two, we can stack these equations
and get:

BX = 0 (2.24)
(2.25)

where

B =


P 3

1 u − P 1
1

P 2
1 v − P 1

1
P 3

2 u − P 1
2

P 2
2 v − P 1

2


which we can solve using SVD and thus find X.
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Epipolar line

Epipolar plane

Baseline

X

Figure 2.13: Visualization of a stereo rig and the epipolar geometry related to it.

2.8.1 Structured Light
Up until now, various feature description techniques such as SIFT could have been used
to find the point pairs. This is however quite computationally heavy and with yet another
technique, we can greatly simplify the correspondence problem. This is where structured
light comes into play. With structured light (SL) we project a pattern onto the object we
are scanning which essentially encodes every point along the epipolar line with a unique
label such that point pairs easily can be identified. There are many different encoding
schemes as shown in Figure 2.14, in this section we will explain binary coding.
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Figure 2.14: Various types of encoding schemes used in structured light 3D scanning.
Figure by Geng [36] and used in accordance with the Open Access License by OSA
Publishing.
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Figure 2.15: Photograph of one of the structured light 3D scanner used at the department
of applied mathematics and computer science
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Binary coding is performed by projecting a sequence of patterns as shown in Fig-
ure 2.16. In this example, a bit depth of five is used, meaning that we get 25 = 32
different labels but it should be easy to see that this can easily be extended to deeper
bit depth. In theory, the bit depth is limited by the resolution of the projector but is
in practice limited by what is resolvable by the camera. For more details on structured
light the reader is directed to two review articles Geng [36] & Zhang [3].

1

2

3

4

5

0 0 0 0 0 1 1 0 1 0 0 0 0 1 1

Order of projection

Figure 2.16: Illustration of the binary patterns and how they are decoded into a 5-bit
number.

2.8.2 Point clouds and polygon meshes
The resulting point cloud from the previous section is only from one view. If we wish to
reconstruct an object completely, we must scan the object from all possible angles. An
easy way of doing this is to use a computer-controlled turntable which can automate the
process.



28 2 Theory

Once this is complete the point clouds need to be combined, which is achieved by
using some form of point set registration algorithm. This is a field in itself, and will
therefore not be covered in great detail here. Iterative closest point (ICP) is one such
algorithm and is visualized in Figure 2.17. A turntable also helps this process, as we can
infer the rigid transformation of the point cloud and thus perform a crude pre-registration
before applying the algorithm.

If the scanned object is to be processed by a CAD/CAM software or used as a model
in 3D graphics, it must be converted into a polygon mesh. How this is performed is
beyond the scope of this thesis and the reader is instead directed to the review article
by Berger, Tagliasacchi, Seversky, et al. [37].

Figure 2.17: Registration of two point clouds using ICP. Convergence was reached after
25 iterations. Adaptation of GIF from the Point Cloud Library Website7

7http://pointclouds.org/documentation/tutorials/interactive_icp.php

http://pointclouds.org/documentation/tutorials/interactive_icp.php
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2.8.3 Structured light 3D scanning pipeline
In the end, a rough outline of the pipeline that is involved in 3D scanning is as fol-
lows:

1. Calibrate the stereo rig

2. Take stereo images of the object while projecting the structured light

3. Rectify the images

4. Decode the label for each pixel from the sequence of images

5. Find the pixel correspondence between the cameras

6. Triangulate each correspondence pair

7. Do you have enough scans?

a) No. Rotate the object slightly and go to step 2
b) Yes. Continue.

8. Register your individual point clouds using a point set registration algo-
rithm to form a complete 3D model

9. Reconstruct the surface

The scanned object can now be used in games, 3D renderings, reverse engineered, 3D
printed, and all other things polygon meshes are normally used for.
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CHAPTER 3
Methods

3.1 Calibration pattern generation
The calibration pattern we have developed consists of a hexagonal lattice with colored
circles at each lattice point which forms an M-array. The color sequence that is described
by each hexagonal neighborhood (i.e. 7 circles) uniquely identifies the coordinate of the
center point.

M-arrays can be constructed using de Bruijn sequences. Such methods, however, do
not allow for the construction of arbitrary sized matrices or windows. A more flexible,
albeit less elegant method, is the brute-force approach demonstrated by Morano, Ozturk,
Conn, et al. [15]. Their method is visualized in Figure 3.1 where a 5 × 7 pattern with a
3 × 3 window and a ternary alphabet, e.g. three colors, is constructed. As can be seen,
construction begins by randomly generating the first window. The pattern is then grown
laterally by assigning the three neighboring nodes colors, which are chosen by popping
a randomized list of all possible combinations. The number of all possible combinations
is given by nk, where n is the number of colors and k is the number of elements. Which
in this case becomes 33 = 27. This list is generated once using Pythons built-in function
itertools.product and then randomized.

The new window that this creates is then compared to all previous windows and is
only accepted if there is no collision, meaning that it is unique. If a collision occurs, a
new color combination is popped from the list and the window is again compared to all
other windows. In the case of 27 consecutive collisions, no combination was valid and the
whole generation procedure must be restarted from scratch. Once the lateral generation
is complete, the same procedure is performed vertically, below the initial window.

The pattern is then completed by adding color to a single element at a time, in a
raster scan fashion. Since we now only add one color, there are only three possible colors.
And again, if three collisions occur, the whole generation is restarted.

This procedure can easily be adapted to any kind of window size or shape, and
Figure 3.1b illustrates how it is done for a hexagonal window. We chose to use a
hexagonal array, as initial testing showed that a triangulation of a regular square lattice
is unstable at high viewing angles. As the global array size goes up, the risk for collisions
increases which can be mitigated either by increasing the size of the alphabet or the
window size.

In our case, a hexagonal window with a three-letter alphabet gives us 37 = 2187 pos-
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sible windows.1 Our calibration board consists of 451 hexagonal windows and required
only a few iterations of the algorithm.

The final pattern was rendered in A3 size into a PostScript file using the TikZ package
for LATEX. The circles were drawn with a radius of 4 mm and 13 mm distance between
them (center to center), and the colors were either pure red, green, or blue. The file
was then sent raw to a regular office laser printer and the printed pattern was then
adhered to a ~1 cm thick piece of glass using spray adhesive. A partial view of the final
calibration is shown in Figure 3.2.

The resulting M-array is not rotationally invariant, and thus for a 4-fold symmetric
window such as a square, we have 4 different ways of decoding it. And in the hexagonal
case, 6 different ways. Thus, a lookup table was constructed for each rotation.

Due to an oversight on the author’s part, the printed pattern does not form a regular
hexagon. It doesn’t affect the performance of the calibrations, but should nevertheless
be noted. More about this can be read in Appendix A.2.

(a) (b)

Figure 3.1: 3.1a) A visual representation of how M-arrays are constructed using the
brute-force approach by Morano, Ozturk, Conn, et al. [15]. 3.1b) The same method
adopted for hexagonal windows. The colors here were chosen to make the illustration
visually more appealing and are not the colors used in the final pattern.

1One should remove single-colored windows, as they do not convey rotational information. In our
calibration board, one such window is present without any issues.
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Figure 3.2: An image of our calibration board. It consists of a hexagonal lattice of
circles. Each lattice point is uniquely identifiable by its six nearest neighbors.

3.2 Pattern detection
The process of detecting the calibration board can be broken down into these major
components:

• Image segmentation

• Hexagon identification

• Hexagon decoding

• Center refinement

Each of which will be explained in detail in the subsequent sections.

3.2.1 Image segmentation
In this stage, each coherent object visible in the image is isolated and labeled. Rough
filtering is also done to eliminate obvious erroneous objects. It is not critical to remove
all erroneous points at this stage, as the succeeding procedures will filter these out.
Table 3.1 describes the steps in more detail. Most of the operations applied utilized
functions from the Python library Scikit-image version 0.15.0 [38].
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Table 3.1: Segmentation pipeline

1. Convert the image to gray scale
Since most rudimental image segmentation algorithms are designed to work
on grayscale images.

2. Apply a Gaussian filter
This smooths the image and makes the subsequent edge detection more
stable.

3. Find edges using the Canny edge detector
Results in a binary image where edges are labeled as ones.

4. Fill holes
Only closed edges, such as the elliptical calibration points, will be filled.

5. Remove small objects
The open edges will remain small in size and can be filtered out based on
size.

6. Label and calculate feature descriptors
For the remaining objects, we also calculate object descriptors such as its
centroid, major & minor axis, eccentricity, etc.
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(a) The calibration board in a cluttered
scene.

(b) After edge detection and filling.

(c) After filtering and labeling. (d) After performing skimage.measure.reg c
ionprops on the regions, a triangulation can
be performed.

Figure 3.3: An example of the segmentation of a cluttered scene.
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3.2.2 Hexagon identification
The objects that were identified in the previous steps, must now be filtered to determine
which are valid hexagons. This is performed by initially performing a Delaunay trian-
gulation which makes subsequent steps easier, as the triangulation gives us an easy way
to retrieve the neighbors of an object.

There are many reasons why an object might not represent a hexagon, such as when
the segmentation step does not eliminate all erroneously detected objects (Figure 3.3d),
or due to occlusion (Figure 3.4). The pipeline outlined in Table 3.2 takes care of this,
by identifying only valid hexagonal neighborhoods.
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Table 3.2: Hexagon identification pipeline

1. Triangulation
The process begins by performing a Delaunay triangulation of all the objects.
This results in a data structure with which it easy to retrieve the first order
neighbor of a vertex. A visualization of this is shown in Figure 3.3d.

2. Average properties
For all objects, calculate the their average angle and eccentricity.

3. Filtering
A proper hexagon window must pass the following stages

a) Neighborhood
A hexagon has exactly six vertices, and any point with fewer or more
neighbors can not represent the center of a hexagon.

b) Regularity
Opposing inner angles of a hexagon must be similar as shown in Fig-
ure 3.6b. This is an adoption of a technique presented by Renbo Xia,
Jibin Zhao, Weijun Liu, et al. [39].

c) Similarity
The vertices of the hexagon form an ellipse. Since the hexagons undergo
the same transformation as the calibration circles, they must have a
similar orientation and eccentricity as the calibration circle, the average
of which was calculated before this step.a

aDue to an error that was realized during the writing of this thesis, improvements to this
could have been made. Please see A.2

The similarity step is only required when the calibration board has been imaged at
an angle. At low board angles, on the other hand, the ellipse formed by the hexagon
vertices degenerates to a circle, which does not have a defined orientation, and filtering
by this property is irrelevant.
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Figure 3.4: The calibration circles might not be detected near occlusion and thus the
Delaunay triangulation does not represent an hexagonal neighborhood.

3.2.3 Hexagon decoding
Once the hexagons have been detected, we utilize the color encoding to identify the
absolute position of each calibration point. Decoding is done in a clockwise fashion and
is indexed from the neighboring vertex with the shortest distance to the line spanned
by the vector (r, c) = (−1, −0.5) and that lies in the second quadrant around the origin.
An example illustrated in Figure 3.6a. All vertices can then be sorted clockwise relative
to this, and by taking the average color of each object we can decode the hexagon. The
window in the figure is thus decoded to the string ’bgbrggr’.

The constructed M-array is only 1-orientable, meaning that each hexagonal window
is only guaranteed to be unique given that all other windows are decoded in the same
orientation. Since a hexagon is six-fold symmetric, we have six possible ways to decode
each window (See Figure 3.5) Therefore, we must have a lookup table for each possible
orientation of the board, such that each lookup table only has unique entries.

0° 60° 120° 180° 240° 300°

‘gbggrbr’ ‘bggrbgr’ ‘ggrbgbr’ ‘grbgbgr’ ‘rbgbggr’ ‘bgbggrr’

Figure 3.5: The hexagonal window that represents the coordinate (8, 12.5) in its six
possible states. Below each hexagonal window is the decoded sequence if it is indexed
from the circle at the north-west position. The arrow in the center is not present in the
real pattern and is added only to indicates which way is up on the calibration board.

Since the orientation is initially unknown, it must be determined before we can
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decode any positions. This is accomplished by a voting scheme wherein each hexagonal
window is decoded and compared towards all six lookup tables. It may occur in multiple
tables, but since collisions are rare and random, the board as a whole will vote with a
majority on one table (i.e. rotation). As an example, the result of voting on Figure 3.3c
results in the histogram shown in Figure 3.7a which indicates that the board is closest
to the 180◦ rotation.

Based on the consensus, the correct lookup table for that decoding orientation is
then used to find the absolute position of each hexagon. Most calibration points, except
those near the edges, are included in seven hexagons and can, therefore, be inferred seven
times. With each neighborhood, the certainty of the positions increases. In Figure 3.7b
this is visualized as a heat map.

(a) (b)

Figure 3.6: a) Decoding is done in a clockwise fashion, starting from the vertex in the
second quadrant and lying closest to the line spanned by the (r, c) = (−100, −50) vector
(orange). In this case, that is the white vertex and the thus results in the decoded string
to be ’bgbrggr’. b) Part of an image of the calibration board with the pattern overlayed.
A valid hexagonal neighborhood has similar opposing angles.

3.2.4 Calibration point refinement
Up until now, we have used the centroid of the detected object as our coordinate. An-
other approach is to fit an ellipse to the edges that were recovered in the segmentation
step and use the ellipse center as the coordinate. Both methods were used with the
second one using the least-squares estimator available in Skimage which is an implemen-
tation of a method developed by Halir and Flusser [40].

3.3 Checkerboard detection
For comparison, cameras were also calibrated using a conventional checkerboard style
calibration target. The pattern consists of 15 mm squares with 22 × 13 inner corners
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Figure 3.7: a) A bar plot of orientation votes from the hexagons found in Figure 3.3c.
Since the calibration board is mounted upside down, the decoding is offset by 3 which
the voting is suggesting. b) Each point is colored after the number of votes on the most
voted position. If it is completely yellow, all seven possible votes has voted on the same
coordinate.

that are the calibration points. It was printed onto a sheet of A3 paper and adhered to
a ~1 cm thick piece of glass which provides rigidity.

Detection of the checkerboard was performed by using the function cv2.findChe c

ssboardCorners which is provided by OpenCV library [41]. Sub-pixel accuracy could
subsequently be achieved with cv2.cornerSubPix, also provided by OpenCV.

3.4 Camera calibration
Throughout this thesis, calibrations have been performed using the function cv2.cal c

ibrateCamera from the OpenCV library version 4.1.0 [41]. This function provides an
implementation of the camera calibration method developed by Zhang [22] which was
described in detail in Section 2.4.3.

3.4.1 Reprojection error
One metric that is commonly used to assess camera calibrations is the reprojection
error. The reprojection error is described in Equation (2.21). It is the difference between
the image coordinate of the calibration point observed in the image, and the resulting
coordinate if that calibration point is projected using Equation (2.8). This is calculated
for all calibration points in all images, and usually presented as the root mean square
(RMS).
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3.5 Calibrated artifacts
One way to evaluate the calibration procedure is to scan and reconstruct objects that
are of known dimensions. Two such objects are described by the German VDI/VDE
Standard 2634(2) and consists of a dumbbell-shaped artifact and a rectangular cuboid
surface plate. The ones that were used in this thesis are shown in Figure 3.8 and
their calibrated dimensions are listed in Table 3.4. From the scans we can then get
estimations of probing, sphere-spacing, and flatness errors. These metrics are specified
by the standard and are described in Table 3.3.

Scans were performed in a stereo camera structured light set-up using phase-shift
encoded structured light. The primary pattern is sampled 16 times, while the cue
pattern is sampled 8 times. The dumbbell was scanned in 6 different positions in the
available scan volume, and the plate was scanned in 4 different positions. Reconstruction
of the artifacts were performed using a software library written in house.

The calibration of the SL system was either performed automatically or manually.
The automatic method implies that the calibration target was placed on a motorized
rotating platform (See Figure 3.9), and subsequently imaged every 5 degrees between -45
to 45°. For the manual approach, the calibration board was held by hand in front of the
cameras in various rotations and angles. The latter method was only used on our board.
The images were then processed as described in previous sections. Each camera is then
calibrated using cv2.calibrateCamera and subsequently the stereo system is calibrated
using cv2.stereoCalibrate.

(a) Dumbbell artifact. (b) Surface plate artifact.

Figure 3.8: Calibration objects described by the VDI/VDE Standard 2634(2). Their
specifications are listed in Table 3.4
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Table 3.3: Description of each quality measure described in VDI/VDE Standard 2634(2)
as described by Eiríksson, Wilm, Pedersen, et al. [42]

• Probing error form, PF , which describes the radial range of residuals from
the least-squares fit sphere with up to 0.3% of the worst points rejected.

• Probing error shape, PS , measuring the signed deviation between the
least-squares fit diameter and the nominal. Again, up to 0.3% of the worst
points are rejected.

• Sphere distance error, SD, denoting the signed difference between the
estimated and nominal distance between the spheres. Up to 0.3% of the
worst points are rejected.

• Flatness, F, which is the range of residuals from the measured points to the
least-squares fitted plane, with up to 0.3% of the worst points rejected.

Table 3.4

(a) Surface plate specifications.

Parameter Value / mm
Min. dev. from plane −0.0030
Max. dev. from plane +0.0012
Deviation uncertainty 0.0018

(b) Dumbbell specifications.

Parameter Value / mm
Center distance 198.9612
Distance uncertainty 0.001
Diameter ball 1 24.9989
Diameter ball 2 24.9969
Min. dev. from sphere 1 −0.0013
Max. dev. from sphere 1 +0.0006
Min. dev. from sphere 2 −0.0011
Max. dev. from sphere 2 +0.0020
Deviation uncertainty 0.0018
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Figure 3.9: The checkerboard calibration target placed on the rotation stage.
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CHAPTER 4
Results

4.1 Calibration using our board
In this section, we consider the results of calibrating a single camera with our calibration
target, with the regular checkerboard method as a point of reference. As mentioned
previously, the center of the calibration circles can be recovered in multiple ways. We
have here chosen to perform calibrations using either the centroid or the ellipse center.

The difference in coordinate between the two is generally very small (<0.06 px) as
can be seen in Figure 4.1, which shows a histogram of the norm of the difference of
~6000 data points.

The resulting camera matrix after calibration and corresponding reprojection error
is presented in Table 4.1. The reprojection error is very similar for both center-finding
methods at around 0.31 px, while the checkerboard has a lower error of around 0.26 px.

The reprojection error is also visualized as a distribution in Figure 4.2, and fur-
thermore spatially visualized over the sensor as shown in Figure 4.3. The latter also
demonstrates the difference in sensor coverage between our calibration pattern and the
standard checkerboard pattern.s

Table 4.1: The resulting camera matrix and the reprojection error after calibration using
either the centroid or the ellipse center as the coordinate. Calibration of the same camera
using a checkerboard is also included as a reference.

Centroid2462.0 0 1270.2
0 2460.1 1067.6
0 0 1



µ: 0.3082
RMS: 0.3736
Min: 0.0009
Max: 2.6610

Ellipse center2462.0 0 1270.2
0 2460.1 1067.6
0 0 1



µ: 0.3074
RMS: 0.3730
Min: 0.0009
Max: 2.6735

Checkerboard2475.1 0 1268.1
0 2476.9 1066.9
0 0 1



µ: 0.2557
RMS: 0.3059
Min: 0.0033
Max: 2.3925
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Figure 4.1: A histogram of the norm of the difference between the centroid and the
ellipse center of ~6000 data points from 21 images.
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Figure 4.2: The unit area normalized distribution of the reprojection error after calibra-
tion using the centroids, ellipse centers, or a checkerboard. The reprojection errors seem
to follow a log-normal distribution which is shown as the dotted line.
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Figure 4.3: A spatial visualization of the reprojection errors presented in Figure 4.2. Here
only the centroid (left) and checkerboard (right) method is shown. The visualization is
achieved by performing a cubic interpolation between all calibration points w.r.t. their
reprojection error.
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4.2 3D reconstruction of calibrated artifacts
The structured light 3D scanner setup was initially calibrated. The number of recovered
calibration points varied for the different boards and methods. The checkerboard cali-
bration consisted of 5434 calibration points per camera. 8562 points for our board, and
4669 calibration points with the manual method.

In Figure 4.4 and 4.5, the images of the calibration objects in the various poses,
as seen from the leftmost camera, have been blended and colorized. The colorization
matches the color coding from Figure 4.6a and 4.7a. On top of this, the calibration
points have been overlayed.

Figure 4.6 and 4.7 shows the partial 3D reconstruction of the calibrated artifacts and
their relative position in the scan volume. The calculated probing and sphere-spacing
error for the spheres are listed in Tables A.1 and A.2 and also visualized in Figure 4.9
and 4.8. The flatness errors for the surface plate listed in a similar fashion in Table A.3
and plotted in Figure 4.10.

Figure 4.4: The calibration artifact and calibration points as seen from the leftmost
camera in the stereo SL system. From left to right: Checkerboard. Our board. Our
board with the manual method.
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Figure 4.5: The calibration artifact and calibration points as seen from the leftmost
camera in the stereo SL system. From left to right: Checkerboard. Our board. Our
board with the manual method.

(a) Front view (b) Top view

Figure 4.6: Reconstruction of the dumbbell artifact in various positions. Asterisk indi-
cates which sphere is #1.
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(a) Front view (b) Top view

Figure 4.7: Reconstruction of the the surface plate in various positions.
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Figure 4.8: Sphere spacing error. See Table A.1 for numeric values.
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Figure 4.9: The probing error for sphere #1 and #2. See Table A.2 for numeric values.
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Figure 4.10: The RMS of the residuals to the least squares fitted plane.
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4.3 Calibration of GoPro
Calibrations of a GoPro Hero7 was also performed, which has a lens with significant
radial distortion due to its short focal length. Initially, the calibrations were quite poor,
especially for the checkerboard, with average reprojection errors of around 10 pixels.
This is when it was realized that OpenCV’s default termination criterion was set to low,
with a maximum iteration count of 30. After some tests, it was found that sufficient
convergence was achieved if this was increased to 200 as described in Section 3.4.

One of the reasons why the checkerboard calibration converged slower, was because
it consisted of 6864 calibration points, compared to 12468 when performed with our
board. The large radial distortion also contributes to a slower convergence. All previous
calibrations were also recalculated with the new termination criterion, but the results
were unaffected.

The resulting calibrations with either our board or the calibration board is shown
in Table 4.2. The resulting reprojection error is yet again visualized as a distribution,
as well as spatially in the image in Figures 4.11 and 4.12. The especially large errors
that are observed to the right in the first two figures, is a result of a lower density
of calibration points. The cause for this is the consequence of the issue presented in
Section 4.5.

Due to the poor results, calibrations were also performed with the flags set to f c

lags=cv2.CALIB_RATIONAL_MODEL, which uses a different form of lens distortion model
than described in Equation (2.11) and requires six parameters. This is described in the
discussion. This produced much better results (See Table 4.3) comparable to the ones
obtained in the previous section. The error distribution is also visualized in Figure 4.13

Table 4.2: A GoPro Hero7 calibrated using our board as well as a checkerboard.

Centroid1848.4 0 2041.5
0 1849.9 1504.3
0 0 1



µ: 3.7668
RMS: 3.7696
Min: 0.0222
Max: 66.924

Ellipse center1848.4 0 2041.5
0 1849.9 1504.3
0 0 1



µ: 3.8504
RMS: 5.1211
Min: 0.0197
Max: 61.065

Checkerboard1865.7 0 2011.2
0 1874.4 1473.1
0 0 1



µ: 2.8791
RMS: 3.7695
Min: 0.0307
Max: 54.891
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Figure 4.11: The unit area normalized distribution of the reprojection error after cali-
bration using the centroids, ellipse centers, or a checkerboard.
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Figure 4.12: A similar visualization as Figure 4.3, visualizing the local reprojection
error for the calibration of the GoPro with centroid (left), ellipse center (middle), or
checkerboard (right) method.
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Table 4.3: A GoPro Hero7 calibrated using our board with the centroid method, as
well as with a checkerboard. This time a rational distortion model was used by setting
flags=cv2.CALIB_RATIONAL_MODEL for cv2.calibrateCamera.

Centroid1762.2 0 1996.5
0 1761.2 1521.3
0 0 1



µ: 0.2574
RMS: 0.3306
Min: 0.0007
Max: 7.9848

Checkerboard1759.0 0 1984.8
0 1760.7 1518.0
0 0 1



µ: 0.2613
RMS: 0.3086
Min: 0.0026
Max: 1.6352
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Figure 4.13: The unit area normalized distribution of the reprojection error for the
calibrations in Table 4.3.
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4.4 Distortion and occlusion
We can begin by illustrating that our calibration board handles both occlusion and
distortion well, as is visualized in Figures 4.14a and 4.14b.
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(a) Despite being partially outside of the
frame, as well as being slightly occluded by
a hand, most calibration points are found.

0 500 1000 1500 2000 2500 3000 3500

0

500

1000

1500

2000

2500

(b) Image of our calibration board from a
GoPro camera with a high FOV lens result-
ing in the apparent radial distortion. Most
calibration points can nevertheless be recov-
ered.

Figure 4.14

4.5 Color decoding
As previously mentioned, the color is decoded by simply looking at the average color of
the object, and subsequently checking which color channel has the highest value. This
is not always reliable, as green circles have been observed to sometimes be interpreted
as blue (See Figure 4.15). The paper, which is supposed to be white, is biased towards
the blue channel with an RGB value of about [120, 130, 180] in the lower corner.

4.6 Indexing
The naive way of indexing the windows can sometimes cause many neighborhoods to
be lost. An example is shown in Figure 4.16, where the board has voted to decode
hexagons from the west-most point, while the indexing causes the windows to the right
to be decoded from the north-west.
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Figure 4.15: Green circles are sometimes decoded as blue. The average color in RGB of
each object is: a) [14, 83, 111] b) [8, 51, 153] c) [11, 87, 109].
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Figure 4.16: The naive indexing method causes windows to be decoded in two different
orientations.



CHAPTER 5
Discussion

In the first section of the results, we compared the centroid versus the fitted ellipse center.
The resulting calibrations are very similar which can be attributed to the fact that there
is little difference between the two extracted coordinates as seen in Figure 4.1. This
observation is also in line with current knowledge[43]. Depending on the requirements
on the calibration, one could forgo the ellipse fitting and reduce the computational time
required. A benefit of the ellipse fitting, however, is that it could be applied to circles
that are partially occluded, enabling more calibration points to be recovered.

None of these methods were better than the checkerboard which is probably a result
of the fact that neither the centroid or the ellipse center is the true projected circle center.
As mentioned in the Section 2.6, there are ways to remove this inherent bias by using
e.g. concentric circle, or by utilizing the conic. Either method could be implemented
in order to increase the accuracy of our calibration board. Whether circles are worse
than checkerboard corner detection seems to be unclear as there are multiple studies
contradicting each other.

Another possibility would be to use our M-array design in conjunction with a deltille
grid, where the colored circles would only act as a fiducial marker. This would achieve
the simplicity of our encoding while gaining the accuracy of the deltille saddle point [20].

If we turn our attention to the results of the reconstruction of the calibrated artifacts,
we observe that our board performs better, and especially when the calibration board is
operated manually. This contradicts the evidence from the previous section, which might
be explained by the method of calibration. First of all the checkerboard calibration has
around 36% fewer calibration points in total, compared to the automatic calibration
with our board. Secondly, the checkerboard calibration is also the one with the smallest
area coverage (As is evident in Figures 4.4 and 4.5). Ouellet and Hebert [44] have shown
that coverage is not hugely important, but around 10% of the calibration points should
be along the perimeter.

This can be compared to the previous section, where efforts were made to include
as much of the sensor as possible leading to a more similar coverage. The number of
calibration points were also similar at around ~6000.

This means that the checkerboard calibration is at a disadvantage from the start,
making it hard to draw any direct conclusions from these results. Insights can neverthe-
less be gained from the fact that the manual method is the one with fewest points, while
also performing the best, which illustrates the importance of having calibration points
near the perimeter. Performing a similar calibration with the checkerboard would have
been more cumbersome, as care must be taken to make sure that the entire board is
visible in both cameras. This is not a fundamental limitation of the stereo camera cali-
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bration, but rather a limitation in how OpenCV has chosen to implement checkerboard
detection, as well as the stereo calibration.

5.0.1 Encoding and Decoding
As seen in Figure 4.15, the color decoding method sometimes fails to properly read
the colors. This is most likely caused by improper lighting conditions. It is important
to have the board homogeneously lit with an unbiased light source. In the image in
question, there is a window located to the right, causing the board to be lit by the blue
sky.

Another reason is the color of the pattern itself. When constructed digitally, the
circles were encoded using the primary colors of the RGB color space, while the printer
uses the CMYK color space. The CMYK space is, in fact, a subset of RGB, and can
thus not replicate all the available colors as shown in Figure 5.1. The effect of this can
be seen in Figure 3.2, as all the colors seem a bit duller compared to what is expected.
It might be possible to achieve better color mapping by calibrating the printer, but an
easier approach might instead be to encode the circles using primary colors of CMYK,
namely: cyan, magenta, and yellow.

Furthermore, it might also be more useful to decode the color using the HSV (hue,
saturation, and value) representation of the RGB color model. The benefit of which
is that it separates the color information (hue and saturation) from the light intensity
component [45, Chapter 6.7.1].

The current indexing method is sometimes a limitation in our implementation as
shown in Figure 4.16. One solution to this issue could be to introduce additional markers
that convey the local rotation, similar to how Albitar, Graebling, and Doignon [34] used
dashes in their M-array (See Figure 2.12a.

The decoding process is nevertheless robust to these errors, as any mislabeled control
point is discarded by the voting scheme.

1https://commons.wikimedia.org/wiki/File:Color-gamut.png

https://commons.wikimedia.org/wiki/File:Color-gamut.png
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Figure 5.1: The whole area refers to the colors that the human vision system can perceive.
The RGB color model is a subset of these colors to which CMYK is also a subset.1

5.1 Pattern improvements
Except for the previously mentioned improvements, other changes can be made to the
pattern which could be beneficial.

By making the pattern larger in terms of both size as well as the number of calibra-
tion points, fewer images could be required. The pattern currently uses the first-order
hexagon neighborhood as the encoding window, which is somewhat limiting. This neigh-
borhood contains only seven calibration points, which with a ternary alphabet yields
37 − 3 = 2184 unique windows2. This is in theory good enough for most applications,
but due to the stochastic nature of the algorithm for generating these patterns, the
probability of collisions increases rapidly as the pattern size goes towards this limit.

One way to combat this would be to increase the encoding alphabet, e.g. by adding
more colors, shapes, or other encoding schemes one can think of. This might, however,
come at a cost of robustness. As we’ve seen, color measurements are highly dependent
on the ambient lighting conditions, and shapes are more difficult to decode, especially
when deformed by perspective transformation.

Another approach would be to increase the window size to be the second-order
hexagon neighborhood, which would then include 19 points. If the whole window is
required for decoding, it might reduce the recovery of points near occlusions and the
image edges. Instead, a better heuristic should be developed that can rely on a partial
window.

2Subtracting the three patches consisting of only one symbol, as they carry no rotational informa-
tion.
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5.2 GoPro calibration
Despite the knowledge that circles are inherently susceptible to bias due to lens distor-
tion[28], we chose to calibrate a camera with high radial distortion.

As mentioned in Section 4.3, the initial calibrations were of very low quality with se-
vere reprojection errors, regardless of the calibration target. A major reason is due to the
default distortion model used by OpenCV, which is the same as Equation (2.11) with 3
coefficients. This is clearly not suitable for high distortion situations. OpenCV does how-
ever also provide a rational distortion model by using the flag cv2.CALIB_RATIONAL_MODEL
which extends the distortion model to the following:

∆(r) = 1 + k1r
2 + k2r

4 + k3r
6

1 + k4r
2 + k5r

4 + k6r
6 . (5.1)

With this, lower reprojection errors were easily achieved for both for the checkerboard
and our board. With our board having a slightly higher RMS error, as well as a much
larger maximum error.



CHAPTER 6
Conclusion

In this thesis, we aimed to construct a new type of calibration board in order to simplify
the calibration of a stereo rig for use in a structured light 3D scanner. We successfully
developed and implemented a calibration board with support for partial detection. This
was achieved using a simple encoding scheme based on M-arrays, compared to other
partial board which relies on more involved fiducials. We have shown that the calibra-
tion board is robust to both occlusion and severe distortion. When assessed against a
traditional checkerboard calibration target it can provide similar results while also be-
ing subjectively easier to use for stereo calibration. This is since our calibration target
allows for partial observation, and does therefore not require the user to maintain the
checkerboard in full view of both cameras.

There are however some limitations with our implementation that have been dis-
cussed in detail. The main limitation is with regards to the recovery of the circle centers
which, based on available techniques shown in current literature, most likely can be
solved but were not included in the thesis due to time constraints.
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APPENDIXA
Appendix

A.1 Detailed explanation of SVD
The reason the last column of V is the solution is because that is in fact equivalent to
the following minimization:

min
||x||=1

||Ax||

The underscript indicates that we are constraining the length of x to be 1 in order to
avoid the trivial solution.

To show that the last column of V is indeed the solution, we begin by substituting
A for the decomposition and get

||Ax|| = ||UΣVT x||

The matrices U and V of Equation (2.23) are orthonormal matrices, which implies
that the norm of a vector is unchanged as it is transformed by the matrix, and therefore
we find that

||UΣVT x|| = ||ΣVT x|| , (A.1)

and by introducing y = VT x we get

min
||x||=1

||Ax|| = min
||x||=1

||UΣVT x|| = min
||y||=1

||Σy|| .

Explicitly writing out the last norm we get

||Σy|| =
√

σ2
1y2

1 + ... + σ2
ny2

n .

Since Σ is ordered such that σ1 > ... > σn, this norm is minimized if we choose y such
that yn = 1 and zero elsewhere. As can be seen below, this is equivalent to choosing the
last column of V.

y = VT x

⇔ x = Vy

⇒ x = vn = V


0
...
1
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A.2 Non hexagonality
During the writing of this thesis, it dawned upon the author that he had printed the
pattern with the wrong dimensions of the pattern. It is close enough to appear hexagonal
but is, in fact, slightly taller than it should be. More precisely, the distance between
the rows is the same as the distance between the circles within a row. This was a result
of starting from a square grid and naivëly shifting every other row half a unit, and
thus approximating the hexagonal pattern. To achieve the proper pattern, the distance
between rows should be multiplied by a factor sin 60◦ = 0.866, as seen in Figure A.1.

1

1

60°

sin(60°)

Figure A.1: The important angles and lenghts of a hexagon.

A.3 Tabulated data for the 3D reconstruction
The numerical values that were calculated and used to construct Figures 4.8 to 4.10 are
tabulated in Tables A.1 to A.3 respectively.
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Table A.1: The estimated sphere spacing. The calibrated dumbbell has a sphere center
distance of 198.9612 mm with an uncertainty of 0.001 mm.

Checkerboard Our Our, manual
A −0.0695 −0.0450 −0.0708
B +0.2946 −0.1971 −0.0678
C +0.1405 −0.1492 −0.1471
D +0.1319 −0.0227 −0.0276
E +0.2164 −0.0532 +0.2291
F +0.2298 −0.0330 −0.1113

mean 0.1573 −0.0834 −0.0326

Table A.2: Sphere diameter estimation where sphere #1 and #2. The nominal values
are 24.9989 mm and 24.9969 mm respectively, as measured by a CMM.

Checkerboard Our Our, manual
1 2 1 2 1 2

A +0.1272 +0.1389 +0.2047 +0.1397 +0.1142 +0.0716
B +0.0895 +0.1772 +0.1516 +0.1615 +0.0619 +0.1062
C +0.1502 +0.1768 +0.1296 +0.1627 +0.0856 +0.1081
D +0.1292 +0.1281 +0.1796 +0.1884 +0.1037 +0.0920
E +0.1304 +0.2152 +0.2011 +0.2198 +0.1131 +0.1409
F +0.2316 +0.1823 +0.2242 +0.2160 +0.1616 +0.1182

mean 0.1430 0.1697 0.1818 0.1813 +0.1067 +0.1062

Table A.3: The RMS of the residuals for the least squares fitted plane.

Checkerboard Our Our, manual
A 0.1146 0.0580 0.0403
B 0.0480 0.0416 0.0446
C 0.0416 0.0411 0.0542
D 0.1070 0.0457 0.0455
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A.4 Stereo camera calibration
Stereo calibration is the process of determining the rigid transformation between the two
cameras. It is common to first calibrate each camera separately, which yields the intrinsic
and distortion parameters, but also the extrinsic parameters relative to the world frame.
This is then followed by a stereo calibration where only the relative extrinsic parameters
are optimized.

The process is very similar to the single-camera calibration, albeit with a different
loss function. Zhang [46] suggested to use the following functional for stereo calibration:

n∑
i=0

m∑
j=0

[δij||xij − P (A, k, Ri, ti, Xj)||2 + δ′
ij||x′

ij − P (A′, k′, R′
i, t′

i, Xj||2] (A.2)

where δij = 1 if point j is visible in camera one, and zero if not. Likewise for δ′
ij which

refers to camera number two. And with

R′
i = RiRs and t′

i = Rits + ti (A.3)

Where Rs and ts is the rigid transformation from the reference frame of the first camera
to the second. The loss function is then minimized with regards to Rs and ts.
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