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Abstract

Redirecting player speech — Lexical entrainment to
challenging words in human–computer dialogue

Amanda Bergqvist

In a well-documented approach to dealing with the immense diversity of human
language, the words that a dialogue system can understand are embedded in its
output speech, causing human speakers to spontaneously adopt words familiar to the
system—a process known as lexical entrainment. In previous studies, however, the
tasks have been simple and the words suggested by the computer close synonyms to
the ones that the participant originally used. This Wizard of Oz–study attempted to
discern the confinements of lexical entrainment by urging participants to swap to a
more difficult set of words, in a more complex context. Remote participants were
ushered by an agent co-player to switch from using cardinal directions to using
left/right, and vice versa, when describing the position of countries in a dialogue-based
game. The corpus consisted of 32 dialogues. Results suggested that, even in the
slightly more challenging and unpredictable context of the geography game, people
accommodate the words suggested by the computer. Contrary to expectations, the
group subject to the swap that was considered to be the most difficult demonstrated
the greatest level of entrainment. Based on the results, it would seem that
entrainment depends not so much on levels of difficulty of the substitute words, but
on what makes sense to speakers in a specific context. This ties in with the idea of
conceptual pacts. People will still entrain in slightly challenging situations, but attaining
high levels of entrainment in human–computer dialogue requires context-appropriate
lexical choice.
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Sammandrag  
Det mänskliga språket är komplext. Dess oöverblickbara variationsrikedom gör det i 
praktiken omöjligt att konstruera en dator som helt kan förstå vad vi säger. Angreppssät-
tet som förespråkas idag är att, istället för att sträva efter fullständig förståelse hos datorn, 
försöka förutsäga och avgränsa vad människor kommer att säga till den.  

I föreliggande examensarbete undersöks i vilken mån ett dialogsystem kan vägleda en 
människa att tala så att systemet förstår. Projektet vill nyansera tidigare forskning, vilken 
visar att människor som samtalar med en dator omedvetet härmar dess ordförråd – ett 
fenomen kallat lexical entrainment. Genom att planera vilka ord datorn använder i sitt tal 
ska det alltså gå att lotsa människan till att använda ord som är lätta att uppfatta för en 
dator. Synonymerna som deltagare i tidigare studier anammat är dock vanliga, vardagliga 
ord och enkelt utbytbara mot deras ursprungliga ordval (t.ex. resa istället för åka).  

Examensarbetet syftade till att ifrågasätta att vi anpassar oss efter en dator lika flyhänt 
när orden den föreslår inte är godtyckligt utbytbara, i synnerhet när växlingen kräver en 
kognitiv ansträngning. Konkret prövades om amerikaners beskrivningar av länders geo-
grafiska lägen förändrades när datorn växlar mellan att använda väderstreck och hö-
ger/vänster. Amerikanerna deltog i ett dialogbaserat geografispel. Spelet bygger på sam-
arbete mellan en studiedeltagare och en simulerad virtuell medspelare (“Wizard of Oz–
agent”). I stora drag sonderar medspelaren först efter vilka uttryck deltagaren använder 
spontant, varpå dialogsystemet använder synonyma uttryck för att se om deltagaren står 
fast vid sina ursprungliga formuleringar eller börjar ta efter datorns vokabulär.  

Utfallet blev att amerikanerna anpassade sina ordval efter dialogsystemet. Det skifte 
som hållits för svårast och därmed väntats vara det mest resistenta mot byten, att gå från 
höger/vänster till väderstreck, gav upphov till flest ersättningar. Möjligen härrör det över-
raskande resultatet från en gemensam uppfattning att väderstreck är bättre lämpade i geo-
grafiska sammanhang. Det skulle förklara både varför deltagare som spontant använder 
vänster/höger är mest benägna att byta – när datorn använder väderstreck föreslår den 
implicit en strategi som av deltagare uppfattas som bättre lämpad, och varför deltagare 
som spontant använder väderstreck i högre grad står fast vid sitt val – den egna strategin 
anses vara överlägsen datorns. 

 Resultaten antyder att benägenheten att härma datorers ordval är så stark att den är 
livaktig även i mer krävande situationer. De antyder vidare att vad som påverkar, snarare 
än ersättningsordens svårighetsgrad, är hur väl de stämmer med sammanhanget där de ska 
användas. Människor har alltså även i mer komplexa dialoger stor benägenhet att gå ett 
dialogsystem till mötes vad gäller ordval men för att uppnå högre grader av lexikal an-
passning krävs att datorns ersättningsord är väl valda, så att de framstår som meningsfulla 
för användaren. 
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Glossary1 

Computer science 

agent A computer program based in artificial intelligence, which performs 
actions autonomously on behalf of an individual or an organization. 
Throughout this thesis, “agent” exclusively stands for “virtual 
agent”. 

AI 1. Abbreviation for artificial intelligence. 2. A computer program 
based in artificial intelligence. Usually referring to a robot or a virtu-
al agent. 

artificial intelli-
gence 

The simulation of intelligent behavior in computers. Such behaviors 
include the ability to reason, generalize and learn from past experi-
ence. 

automatic speech 
recognition 

The computerized process of transcribing speech, i.e., producing a 
written text corresponding to a spoken sequence of words.  

dialogue manag-
er 

The component that contains the rules of a dialogue system and is 
responsible for deciding what actions to take.   

dialogue system 
(DS) 

A computer program intended to partake in conversation with hu-
mans.  

input The data a computer program receives for processing. 

interface Throughout this thesis, restricted to mean “user interface”. The 
channel of communication, or point of contact, between a person and 
a computer program, such as the windows and menus of a web 
browser, in which one can make requests and receive information. 

natural language 
generation 

The computerized production of text in a natural language. 

natural language 
processing 

Umbrella term for all computerized operations concerned with natu-
ral languages. 

natural language 
understanding 

The computerized extraction of meaning from a text. 

output The result generated by a computer program. 
 

1 Definitions partly based on the online versions of Nationalencyklopedin, https://www.ne.se/, and Merriam-
Webster, https://www.merriam-webster.com/. Accessed June 8, 2019. 

https://www.ne.se/


 
 

 

robot An automatically operated machine that replaces human effort. This 
work only covers social robots, i.e., autonomous robots intended to 
interact and communicate with humans in accordance with social 
behaviors. 

software Throughout this thesis, exclusively in the sense “application soft-
ware”. Designates a computer program or a set of programs sharing 
a common objective.  

spoken dialogue 
system (SDS) 

A dialogue system operating in spoken language (i.e., processing 
speech). 

string A data type comprised of a sequence of characters representing text. 

text-to-speech The computerized process of generating speech corresponding to a 
text. 

virtual agent An agent represented as a virtual character (usually with anthropo-
morphic appearance), which communicates with users by means of a 
natural language (in speech or writing). Usually represented by an 
animated character or a voice.  

Wizard of Oz 
(WoZ)  

A technique for having users evaluate computer software or devices, 
in which a researcher simulates the functionality of the appliances. 
See section 4.1.3.2. 

 
Linguistics 

compound A word consisting of other words that have been joined to-
gether, e.g., seahorse, merry-go-round. 

corpus A large set of authentic linguistic data.  

derivative A word formed by adding a prefix or suffix to an existing 
word, e.g., successful from success. 

domain 
 

interlocutor 

A specific context where a language is used, e.g., at work or 
in an online community for canoeing. 

One who takes part in a conversation. 

lexical Of or relating to words or vocabulary. 
 

lexical entrain-
ment 

The phenomenon of adopting words used by an interlocutor.  

linguistic Of or relating to language. 

natural language The common conception of a language, i.e., a language that 



 
 

 

has emerged spontaneously and evolved naturally among 
native speakers, e.g., Portuguese or Finnish. In contrast to 
invented languages, e.g., Esperanto and programming lan-
guages. 

phonetic Relating to the sounds of language. 

semantic Relating to the meaning of words and expressions. 

synonym A word whose meaning is the same as that of another word, 
e.g., picture is a synonym for photograph. 

vocabulary The complete set of words that constitute a language, or a 
particular speaker’s stock of words in a language. 
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1 Introduction 

Imagine your grandma telling her pétanque friends about a weekend outing on the river 
with her great-grandson. At one point, there was a sudden wind gust, which made the 
kayak rock. The paddlers were slightly worried in that moment, but in retrospect both 
thought it was fun. Then picture your 9–year-old nephew telling his classmates about the 
same excursion. If you listen closely to the conversations you will notice that although 
relating the same trip, their accounts differ significantly. One way in which you might 
notice a difference is their choice of words. Your nephew might exclaim 

Then there was like a really big wave and the kayak like almost tipped over but Gramma 
didn't freak out, it was really cool.  

While your grandma may relate the same episode by saying 

Then there was a large wave and the kayak almost capsized, but I was fine and managed to 
steady it, and we had fun.   

In letting you listen in, your family members have given you a quick peek into the vast-
ness that is language variation.  

The significance and impact of language variation cannot be overstated. It plays an 
important role in human bonding, identity and keeping one’s distance, and it is an endless 
well for human pleasure and amusement. However, the magnitude of the variety poses a 
challenge for the computer science area of natural language processing. Chances are slim 
that two people trying out an unfamiliar program will use the same word to issue a com-
mand. What is more, different people may intend different actions when uttering the same 
command. Even though we have gotten used to using certain terms for certain actions in 
one computer application, we will be at a loss when first presented with an application 
from a new domain. People will use words that are ambiguous or hard to interpret for a 
computer, and they will use words that are not in the vocabulary of the system.  

In a well-documented approach to dealing with the diversity, the words that a dialogue 
system can understand are embedded in its output speech. This is a successful and smooth 
technique for persuading the user to use words known by the system, as it resembles 
strategies people use naturally in conversation. However, in previous work, the efficiency 
of the method has only been assessed in simple tasks and the words suggested by the 
computer close synonyms to the ones that the participant originally used. This bachelor’s 
thesis aimed to examine to what extent people imitate the computer when the substitution 
requires more attentiveness. 

 

1.1 How to read this thesis—the timesaver trick 
For those who are happy with just an outline of the study, the introductory parts of the 
main chapters (i.e., sections between headings x and x.1) are designed to be a somewhat 
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self-sufficient unit. The introductions aim to form a  (more or less) self-contained synop-
sis when extracted, which should give the busy reader a rough idea of the study.  
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2 Previous Work 

In conversation, we are biased in favor of words that we have recently heard. The habit of 
copying words used by our conversational partners is referred to as lexical entrainment. 
Our disposition to entrain may provide computers with a clever shortcut for navigating 
the boundlessness of natural languages. 

2.1 Lush Language 

The general intuition that different people will express the same idea in different manners 
is an established fact in linguistic research. In 1987, Furnas et. al. began to scratch the 
surface of language variation in connection with human–computer communication (Fur-
nas et al., 1987). The fundamental observation from the study is that people use a surpris-
ingly great variety of words to refer to the same thing. When asked to assign names for 
actions (text editing commands and commands for a message decoder program) and in-
formation retrieval (alternative words for common objects, categories for sales adver-
tisement items, and keywords for recipes), two different people rarely came up with the 
same word. 

If one person assigns a name to an item, untutored people will fail to access that item 
on 80 to 90 percent of their attempts. Names suggested by domain experts did not fare 
any better than the average, neither when appealing to novices nor other experts. That is, 
recipe keywords provided by cooks did not generate more hits, even among other cooks.  

Granted, some of the results from Furnas et. al. may be dated. Considering modern-
day exposure to text editors, one would expect a greater conformity in the naming of edit-
ing commands if the study was repeated today. As a result of the increased exposure, 
people have picked up the terms used in editing programs. One might say that the average 
person is no longer completely untutored in the domain of text editors, and that the termi-
nology of text editing has become more streamlined. Still, it can be argued that the im-
portance of the fundamental observation of the Furnas study, the principle of striking 
variety in human language, is even greater today than it was at the time of the article. 
Computers of the twenty-first century reach out to a much larger and more diverse group 
of people. Settling on a terminology for an application is more difficult when users repre-
sent a more heterogeneous group, because as such they have a more diverse way of ex-
pressing their needs. This were perhaps not a problem if users only needed to learn the 
vocabulary of a few types of devices, however, the domains in which we use computers 
increase. As soon as a person enters a new domain, they will again be untutored. The 
computers of today are expected to cater to a bigger set of needs than they used to. In 
each domain that gets digitalized, users will initially be untutored in the vocabulary of the 
application.  Considering the large number of applications that are embedded in people’s 
daily lives, people cannot be expected to learn the specific terminology of each device.  
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2.1.1 Why a Computer Could Not Understand a Person Even If It Had a 
Magical Complete Dictionary 
A first approach to managing the language variation would focus our attention on the 
understanding capacity of the computer. The naïve solution to tackling the variation is 
perhaps to aim for a complete dictionary. Without going into why such a dictionary will 
probably never see the light of day and trying to convince the reader that the variety is of 
such a magnitude that the sum of all speaker’s vocabularies, even in a single language, is 
in practice infinite, I will skip ahead to showing why, even if it were possible to equip a 
dialogue system with some complete dictionary, a dictionary alone is of little use.  

Suppose we could bestow a magical complete dictionary upon the dialogue system. 
There are still several reasons why one word might be preferred over another. In the fol-
lowing subsections, I will indicate some areas where a dictionary alone is not enough. 
Each reason is (prematurely) accompanied by examples from the automatic speech 
recognition employed in this bachelor’s thesis.  

2.1.1.1 Semantic Ambiguity (Polysemy and Homophony) 
Most words have multiple interpretations. A word that has multiple but related senses is 
known as a polyseme. Two words that accidentally sound the same, but differ in meaning 
(and sometimes in spelling) are homophones.  

One polyseme is the word change. When asked to assign a name to text editing ac-
tions, different typists in the Furnas study would choose the word change to describe both 
inserting, deleting, replacing, moving and transposing words. Although “to replace” was 
the most common intention when typists used the command change (60 occasions), the 
same word referred to the action of transposing on 41 occasions, and to “insert” and 
“move” on nearly as many. In a dialogue system, a more specific, unambiguous verb is to 
be preferred. Even though “replace” is a more likely intention of change than any of the 
other actions, in 67% of the cases it is not what the typist meant. 

It is worth noting that even in a very small and specific context, such as that of text ed-
iting, the same word can cover many different (sometimes even opposite) senses. In a 
more versatile dialogue system, which needs to be able to swap between different con-
texts, there will be an even greater risk of mix-ups. In the corpus of the geography game 
of the present study, the polyseme right appears both intending the direction that is oppo-
site to the left, and in the sense “immediately”, “exactly” (as in “Austria is right next to 
Hungary”). When right appears in the directional meaning, it is key in the geographical 
descriptions.  

2.1.1.2 Phonetical Ambiguity and Perception 

Another area of ambiguity is pronunciation and perception. Ideally, users would speak 
words that are easy for the dialogue system to perceive. One would prefer the speaker to 
use words that can be easily perceived and easily distinguished from other words. The 
automatic speech recognition software employed to transcribe the dialogues of this study 
rarely got the first few words of the Plurinational State of Bolivia 2 right. Automatic tran-
scriptions of the country include “Butler National State of Bolivia”, “floral National State 
of Bolivia”, “is there a national state of Bolivia” and “troll nation state of Bolivia”. In this 
case, the nonsensical clutter would be avoided if speakers could be convinced to simply 
say Bolivia. 

 
2 Participants tended to use the official name because it was marked on their map. 
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2.1.1.3 Individual Variation 
The individual characteristics and quirks between different speakers are yet another rea-
son why a simple dictionary, although exhaustive, is not enough for understanding human 
speech. The individual variations cover both the semantic ambiguities and the phonetical 
ones, and other categories that will not be mentioned here. In short, different people will 
have different ideas of what goes into being e.g., big and small (in the game corpus, play-
ers label Kazakhstan and Mongolia as both big and small countries), and they will pro-
nounce the words differently. From processing automatic transcriptions for this study, it 
is clear that accents have a considerable impact on the performance of the software. Tran-
scripts from some participant dialogues barely needed correcting, while for others there 
were inaccuracies in nearly every segment.  

None of these ambiguities inherent to the traits of language can be resolved by expand-
ing the dictionary of a computer program. Even if the vocabulary of the program were 
infinite, it would not help in perceiving an unconventional pronunciation of the Plurina-
tional State of Bolivia, or in determining which sense a person attaches to the word 
change. In the text editing scenario, a writer who by change means to insert a letter will 
not be happy to see another one deleted. This is why even a magically exhaustive diction-
ary is not enough. 

 
 

Converts the message from the human 
speaker to text. (Omitted if communication 
is text based.) 

Analyzes the text and extracts the meaning 
of it. 
 
  

Decides what action to take based on the 
meaning of the message. 
 

Materializes the action as text. 

Converts the text to a message in the modal-
ity of the DS (omitted if communication is 
text based.) and outputs the message.   

  

Figure 1. Architecture of a dialogue system. 

2.2 Dialogue systems 
A dialogue system (DS) is a computer program intended to partake in conversations with 
humans. It consists of several independent modules linked together as a chain of process-
es. The system takes a user utterance as input and generates a system utterance as output. 

input recognizer

understanding unit

dialogue manager

output generator

output renderer
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The functionality of the modules depends on the DS’s manner of communication—its 
modality. Various modalities for exchanging information have been employed in DSs. 
The interlocutors may communicate in text or speech, or even by gestures.  

Independently of the mode of communication, a DS typically consists of five units 
(figure 1). These are the input recognizer, the understanding unit, the dialogue manager, 
the output generator and the output renderer. The first two modules process input, and the 
last two create the output. The dialogue manager is the link between input and output. It 
chooses an appropriate response to the input and administers the general flow of the con-
versation. While the understanding unit performs a basic mapping of text to a semantic 
representation of the text, the dialogue manager often will have access to other contextual 
information (such as the history of the conversation), and external sources (such as time-
tables), which it takes into account when selecting its response. The processing of an 
example query in a spoken DS is displayed in figure 2.  
 
Unit Function 

 
Product   

(human speech)  [Dorothy queries system]  
    
Input recognizer Translates audio to text. I want to go there 

at 10. 
 

    
Understanding unit Captures the essence of the text. from: — 

to: there 
time: 10 

 

    
 1. Fills in slots and replaces ambig-

uous data by accessing conversa-
tion history (Dorothy recently 
spoke of Emerald City) and exterior 
sources (current GPS-position is in 
Munchkin Country and current time 
is 8 a.m.). 

from: Munchkin Country 
to: Emerald City 
time: 10 a.m. 

 

    
Dialogue manager 2.  Creates appropriate action and 

fills in slots by accessing itineraries 
for travels from Munchkin Country. 

from: Yellow Brick Road 1 
to: Emerald City 
departure: 10:15 a.m. 
mode of transport: bus 
 
 

 

    
Output generator Makes a text message based on the 

action details. 
There is a bus for 
Emerald city leav-
ing at 10:15 from 
Yellow Brick Road 
1. 

 

    
Output renderer Generates a spoken utterance of the 

text, as if reading it aloud. 
[An audio message in 
speech.] 

 

    
 
Figure 2. Example of a travel lookup dialogue in a spoken dialogue system. 
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2.2.1 Challenges 
A spoken dialogue system (SDS) needs to be able to first interpret a sequence of sounds 
correctly in order to decide what words have been spoken, and then single out the current 
meaning of the words in the present context, before deciding how to react. The linguistic 
bases for misunderstandings mentioned in section 2.1.1 have implications for the SDS. 
Not only is it likely that people will attempt to use commands not known to the dialogue 
system, they might also use words that are recognized by the system but taken to mean 
something different—words that are semantically ambiguous. Similarly, different people 
may intend different actions when using the same word. These semantic ambiguities are a 
concern of the understanding unit. People may further use words that are difficult to dis-
tinguish from one another—words that are phonetically ambiguous, or just difficult to 
perceive for an audio sensor. This is a matter for the input recognizer.  

2.3 Lexical Entrainment  
Preparing the dialogue system for all possible input speech seems to be an insurmounta-
ble task. Let us leave it aside and try a new access point. If we can only supply the com-
puter with limited understanding, we would wish to predict what words it will be exposed 
to, so that we can make the most of its limited resources. Ideally, we would not only want 
to predict the speech but nudge the speaker to use words that are unambiguous and easy 
to interpret. Obviously, we can provide speakers with keywords known to the computer. 
As we have seen, it is essential that human and computer map the same sense to the same 
keyword, so we would also need to supply the speakers with the content of the keywords. 
This gets rather clumsy whenever there is need for more than just a few keywords. 

So how do humans do it? The first place to look for solutions to navigating a sea of 
lexical choices is human–human conversation. It turns out people use strategies that apply 
in conversation with computers as well. In particular, people tend to copy words used by 
their conversational partner. As we shall see, this habit offers an unobtrusive means of 
slipping a person keywords. 

2.3.1 Human–Human Lexical Entrainment 
When people meet in dialogue, they deal with the lexical plenitude by finding common 
ground concerning how to discuss any issue. The participants of a conversation will seek 
to establish, among other things, a common vocabulary. During the conversation, the 
lexical choices of the participants align so that speakers end up using the same words for 
describing the same things. The act of repeating the same or closely related terms that 
have previously been used in referring to an object is known as lexical entrainment 
(Brennan, 1996).  

2.3.2 Human–Computer Lexical Entrainment 
The phenomenon of lexical entrainment does not only apply to human–human interac-
tion, but extends to human–computer interaction (Gustafson et al., 1997), as well as hu-
man–robot interaction (Iio et al., 2009). In fact, it seems that the readiness to adapt is 
even greater when the partner is a computer (Brennan, 1996), probably because the 
speaker expects limitations in the abilities of the computer and makes an effort to antici-
pate misunderstandings. While a majority of the evidence of lexical entrainment comes 
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from Wizard of Oz–setups, Parent and Eskenazi confirm that callers to a real bus infor-
mation spoken dialogue system do entrain to system primes (Parent and Eskenazi, 2010). 

2.3.3 Characteristics 
Speech entrainment involves the mutual alignment of all features of speech (Beňuš, 
2014). Interlocutors may adjust their pace, pitch, pronunciation etc., to mirror each oth-
er’s speech. Successful speech entrainment improves task performance (Nenkova et al., 
2008) and the impression of the dialogue partner (Beňuš, 2014). People who entrain are 
viewed as more socially attractive, intelligent and supportive. In general, higher levels of 
entrainment lead to smoother interactions and more pleasant and natural conversations.  

Lack of speech entrainment can display disagreement or dislike. When interviewed by 
an arrogant interviewer with a strong English accent, who called Welsh “a dying lan-
guage with a dismal future”, Welsh subjects broadened their Welsh accent significantly 
(Beňuš, 2014). As for lexical entrainment, Brennan and Clark discuss disagreement in 
relation to two study participants who refused to entrain to the word choice of the other 
(Brennan and Clark, 1996). The pair had been asked to solve a task together and both 
repeatedly used their favored term for referring to an object despite each time having to 
add an explanation because their companion did not agree with the description.  

Frequency of use and recency have an impact on lexical entrainment. The more fre-
quently we have heard a word and the more recently we have heard it, the more likely we 
are to repeat it (Brennan and Clark, 1996). These principles shine through in many stud-
ies, among others a field experiment in which callers to a bus information system are 
more likely to entrain in the first few turns following the system prime (Parent and Es-
kenazi, 2010). One short dialogue might not be enough to get a seasoned user to adopt the 
prime, but observation over a period of three weeks show positive evidence of longer-
term adaptation. Novice users may be more likely to adapt.  

Finally, there are indications that lexical entrainment from robot to human covers not 
only specific words, but also categories of words. In a study where participants were 
asked to select books with the assistance of a robot, the participants would adopt the type 
of references, e.g., color or size, used by the robot in its response (Iio et al., 2009). 

2.3.3.1 Exposed and embedded corrections 
In previous work, two types of stimuli for inducing entrainment have been used: embed-
ded corrections and exposed corrections (terminology introduced in Jefferson, 1987). An 
exposed correction is an utterance of which the sole purpose is correcting. The original 
intention of the dialogue is put on hold for the sake of clearing up some ground for mis-
understanding (or disagreement). An embedded correction, on the other hand, slips into 
the natural flow of the conversation without causing any interruptions. 

In the first example, the conversation keeps rolling on and the dialogue system simply 
indicates its preference (depart over leave) by using it in its answer. This is an embedded 
correction. In the second example, the correction is more emphasized and initiates a nest-
ed metalinguistic exchange. 

Ex. 1: Embedded correction 

Human: When does the train leave?  

Dialogue system: The train departs at 9.15 



 
 

 
 
 
 

9 

Ex. 2: Exposed correction 

Human: When does the train leave? 

Dialogue system: By leave, do you mean depart?  

Human: Yes. 

DS: The train departs at 9.15 

Exposed corrections have been found to be more persuasive (Brennan, 1996). After an 
exposed correction, speakers are more likely to adopt the correction and the effect of 
entrainment lasts longer. Embedded corrections are a weaker incentive for entrainment. 
After an embedded correction, entrainment is less likely to happen and the effect wears 
off faster.  

 
 



 
 

 
 
 
 

10 

3 Purpose 

All in all, lexical entrainment appears to be a promising tool in designing dialogue sys-
tems. In previous research, however, the tasks performed by the human have been simple 
and the synonyms proposed by the dialogue system have required equal mental effort as 
those initially used by the human. To the human, it might not make that much of a differ-
ence if a book is referred to as “the yellow book” or “the large book” (provided color and 
size are both distinguishable features of the book in question) (Iio et al., 2009), or if a 
ticket is booked by saying “I’d like to go to” or “I’d like to travel to” (Gustafson et al., 
1997), or if they need to say they want to leave “now” or “immediately” (Parent and Es-
kenazi, 2010). The dialogues of previous studies are command based and follow the pat-
tern: 

– Human makes a request. 
– Dialogue system abides. 
– Human makes a new request. 
– Dialogue system abides. 

But what if the substitutes proposed by the computer require more thought from the hu-
man than her initial phrasing, or do not come naturally to her? Will she still comply with 
the dialogue system’s suggested expressions or will she stick with her original terminolo-
gy? Results from Parent's study on a bus information system (Parent and Eskenazi, 2010) 
suggest that words that are frequent in day-to-day speech get entrained by the callers 
more often than less frequent words, or words that are “unnatural or harder”. Callers in 
the study readily swapped query for request when prompted by the system, but did not 
change schedule for the proposed, less common and ambiguous, synonym itinerary. The 
purpose of this bachelor’s thesis is to attempt to identify boundaries of lexical entrain-
ment in spoken human–computer dialogue, in particular with respect to nontrivial substi-
tutions. The underlying assumptions are that people will entrain to a greater extent when 
the substitution requires minimal effort, and that entrainment of cognitively straining 
substitutions is suppressed, or at least has a negative impact on the speaker. The hypothe-
ses are presented in section 4.2.1. 
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4 Method 

The perseverance of lexical entrainment was tested in the context of a dialogue based 
two-player game. Study participants collaborated online with a Wizard of Oz–agent. The 
general idea was to first probe for what type of expressions the human player uses natu-
rally, then have the agent refer to the same condition by an opposing set of expressions, 
and finally see if the participant sticks with their original choice or proceeds to use the 
phrasings suggested by the agent. That is, does the human imitate the computer’s vocabu-
lary? 

4.1 Materials 
The corpus was collected during the play of a rapid dialogue game (RDG), which origi-
nates from the Institute for Creative Technologies, U.S.A. The game was preceded and 
followed up by surveys on basic demographics and players’ opinion on their game part-
ner. 

4.1.1 The Parent Project and the Pilot Data 
This bachelor’s project relies heavily on the resources of the RDG-Map project3, run by 
the Institute for Creative Technologies, California, U.S.A. The project boils down to de-
veloping a virtual agent for playing a rapid dialogue game (RDG) with a human. RDG-
Map resources that are recycled in the present project include the game, the agent, the 
Wizard of Oz–interface, all things needed for the setup at Amazon Mechanical Turk4, 
surveys and previously recorded human–human dialogues and human–agent dialogues 
during gameplay. Whenever I speak of “pilot data”, this refers to data collected by the 
parent project when a study participant plays the original game with a Wizard of Oz–
agent. The data consisted of interactions with 46 unique players. Participants are native 
English speaking Americans, and were under the belief they were playing with an auton-
omous agent. The player and wizard interfaces are in JavaScript, HTML, and CSS. All 
backend is in Java.  

For the present bachelor thesis, the wizard interface and guidelines were customized, 
questionnaires were modified and new dialogues were recorded in order to answer the 
research question. The technological resources of the parent project provide the grounds 
for carrying out the study. Access to pilot data made it possible to identify player strate-
gies and speech behaviors at an early stage. The pilot data were further useful for picking 
suitable target countries, and predicting what type of directions to expect. The selection 
of priming words and categories are based on occurrences in the pilot data. Needless to 
say, the insights provided by the previous recordings have contributed greatly to the de-
sign of the study.  

 
3 As of today, there has been no publication on the project. 
4 The platform where participants were recrutied. 
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4.1.2 The Game: RDG-Map 
The hypotheses were tested during the play of a rapid dialogue game (RDG), RDG-Map. 
RDG-Map is a geography-themed two-player collaborative game that relies on spoken 
communication. The goal is to find countries on a world map. Both players have a world 
map. The map of the first player, the director, displays a highlighted country, and the 
second player, the matcher, needs to select the same country on his or her map for the 
team to gain points. In addition to seeing the highlighted target country, the director can 
hover the mouse over any country to see its name and capital (figure 3). The map of the 
matcher contains no names. Thus, whenever the matcher does not know the location of a 
target, the director needs to describe it in some way to help the matcher in identifying the 
country. The director decides when to move on to the next target. For each correctly iden-
tified country, the team gains a point.  

 

 Figure 3. Director’s view. The current target is Indonesia (in green). The director is hovering the 
mouse over Australia (greyed) to see its name. 

RDG-Map is a geography themed member of a set of RDG games previously presented 
by Paetzel et. al. (2014). In all RDGs, the goal is to have one player single out a target 
known only to the other player. The team's success in the game is determined by the rate 
of successful transmissions of information between the players. In the version of RDG-
Map used in the present study, players communicate by speaking to each other (as op-
posed to interacting in writing, as in a chat, or by gestures). 

4.1.3 The Virtual Agent 
Participants played the game with a Wizard of Oz–agent. Stripped down, a virtual agent 
is just a computer-generated program like any else, developed to assist the user in com-
pleting some task. The defining characteristic is that the program is configured to imper-
sonate a live being. The agent is represented by a voice, sometimes in combination with a 
visual animated character on a screen. Except for its lack of a physical body, it meets the 
popular notion of a robot: it has some humanlike qualities, such as verbal communication 
and a hint of personality, and gives an impression of some autonomy and intelligence. 

The game agent was represented by a female voice. There was no animation. The 
agent had prior knowledge of the location of ten countries, the known countries (table 1). 
These were the nine countries that at least 50% of Americans between the ages of 18 and 
24 can identify on a map, either in a world map or in a view of a continent (National Ge-
ographic Education Foundation, 2006, 2002), with Hungary added5. The list of known 

 
5 Hungary was added to enable identifying Austria. 
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countries was incremental and grew during the game, as correctly identified countries 
were added to the list (the agent learned their location, so to speak). 

 
1 Australia 
2 Brazil 
3 Canada 
4 China 
5 India 
6 Italy 
7 Mexico 
8 Russia 
9 United States 
10 Hungary 

Table 1. Countries known by the agent. (The first nine known by the average American, with 
Hungary added.) 

Players were to believe the agent was an able co-player. For eliciting a more natural flow 
of conversation and avoiding a mechanical style of merely giving orders, I believed it was 
necessary that the agent displayed some competency. If the player thought highly of the 
agent, they would not speak down to it. The agent raised awareness of its competence by: 
• in the first stage of the game identifying a country by name, with no further descrip-

tions needed. 
• back-channeling “Okay” when the player mentioned countries known to the agent. 
• mentioning known countries in its questions for further information during the prim-

ing section (e.g., “Is it north of India?”). 

It was especially important to highlight that the agent did know the location of some 
countries. If the player did not expect the agent to know of any countries, they might have 
felt there was no use in relating the target’s position to other countries.  

If the spatial relational directions were scanty, the agent asked for more information on 
the location (“Can you say more about the location?”). If the description of a location 
was not sufficient for identifying a country, the agent asked about the shape of the coun-
try (“What does it look like?”). 

 

4.1.3.1 Agent architecture  
The agent of this study is essentially a spoken dialogue system (figure 4, recall section 
2.2 on dialogue systems in general and the example from figure 2). Incoming audio con-
taining player speech is converted to text transcripts by the automatic speech recognition 
(ASR) module. The transcripts get passed on to the natural language understanding 
(NLU) unit, which assigns a level of confidence to each country based on the director 
speech it has accumulated so far. Each country’s level of confidence reflects the agent’s 
certainty that the country is the target. The country with the highest confidence level is 
the agent’s current guess.  
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Figure 4. Agent architecture. 

The vector of confidence levels is sent to the dialogue manager (DM), which decides 
what action to take based on the probabilities it has received. If the probability for a coun-
try being the target has reached a threshold, the agent will assert that she has identified 
the country. Otherwise she will ask for further information. The DM further receives 
information from the game about the current time and score. It is also the DM that com-
municates the agent’s currently selected country to the game. This corresponds to a hu-
man matcher’s having clicked a country on the map. The agent has a target selected at all 
times, so that it will always have made a guess no matter when the director decides to 
move on.  

The dialogue act is forwarded to a module for natural language generation (NLG), 
which contains a set of phrases but also has some capacity to assemble sentences by fill-
ing in gaps, such as names of countries. Separating dialogue acts (e.g., Greeting) from 
actual phrases (e.g., “Hello”) allows for swiftly changing languages. Phrases can be im-
plemented in different languages by simply replacing the NLG. The NLG component 
sends a phrase that corresponds to the incoming dialogue act to the final module, which is 
the text to speech (TTS) unit. The TTS converts the written phrase to speech and returns 
the audio to the game interface.  

The hypotheses of the study concern policies for all but the last component. If people 
adapt to the vocabulary proposed by a computer, it might improve the accuracy of the 
ASR and the NLU, as the computer can propose unambiguous words (aiding the NLU) 
that are easy to perceive (aiding the ASR). This is the very purpose of appealing to lexical 
entrainment. Several studies confirm that people do adapt, but lexical entrainment has so 
far only been put to a test in simple tasks. If people do not adapt, or if their performance 
or appreciation for an application declines there might be a need for customizing the 
computer’s vocabulary to the user. Deciding what expressions to use while talking to a 
certain person would involve the NLU, DM and the NLG, i.e., determining user prefer-
ence and selecting output phrasings accordingly. 

The gist of the study design is doing the opposite of tailoring the computer’s speech to 
the user. Here, the computer detects a person’s preference and counters with a different 
set of words, to find whether people adapt.  

4.1.3.2 Wizard of Oz–Technique 
A wizard managed the agent. In human–computer interaction studies, the Wizard of Oz 
(WoZ)–technique is a common way of testing aspects of an application before it is fully 
implemented. It often features in pilot studies, to obtain some pointers for design deci-
sions. The participants of the study are told they will be interacting with a robot, but in 
reality, the robot is a mere puppet administered by a researcher. The autonomy of the 
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robot can range from nonexistent to nearly independent. Simulating the functionality of 
the computer is cheaper and faster than an actual implementation, and is a smart way of 
avoiding costly mistakes before actually spending time and resources on an implementa-
tion. The WoZ-technique is further used when technology lags behind. With WoZ, re-
searchers may investigate human response to aspects of technology that they believe may 
be available in the future, but are not yet feasible. Finally, the WoZ-technique circum-
vents errors that the system could make autonomously, and which might influence results 
in other confounding ways. 

There is some controversy surrounding the WoZ-technique (Riek, 2012). Several bul-
lets of critique concern ethics, in particular the deception of the participant. Other pieces 
of critique argue that WoZ-experiments cannot be claimed to represent human–computer 
interaction, as it is still a human-to-human interaction with a computer as intermediary, 
even when one of the parts believes the other is artificial. 

4.1.3.2.1 Wizard’s Position in the Architecture  
For evaluating the hypotheses on a more universal level, it would have been more appro-
priate to have a real agent. However, during the time scope of the thesis, the game-
playing agent was still in development. Therefore, a wizard filled in for the agent. On a 
smaller scale, the WoZ-technique can contribute to the design of this specific agent. The 
study functions as a pilot study to gain an understanding of how people interact with an 
agent in the context of the game. It pays off learning what policies work with people be-
fore spending time and resources on an actual implementation.  

The agent of this study had no independence. One can barely say there was an agent. 
In the agent architecture (figure 4), the wizard replaced the function of all modules except 
for the final text to speech unit (TTS). Thus, the wizard heard the director’s speech 
(ASR), estimated what target the director was referring to (NLU), decided what action to 
take (DM/NLG), and chose phrases accordingly (DM/NLG). In short, I made all the deci-
sions the agent would have made had there been one. I made the decisions loosely based 
on guidelines for how the agent would have acted, had it been independent (see Appendix 
A). However, my main goal was not to play the game as closely mimicking an agent as 
possible, but to gather data. Therefore, I often made decisions that the agent would not, 
e.g., asking for more information even after a target had been identified. 

I interacted with players by clicking buttons that output audio (wizard interface in fig-
ure 5). The output speech consisted of prerecorded TTS phrases (“Cereproc,” 2006). In 
the fully implemented agent, phrases will be produced on demand in real-time, however, 
they will be generated with the same software as the prerecorded phrases. The ASR was 
used at a later stage for transcribing the dialogues, but was not used in the interactions. 
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Figure 5. Wizard interface. Agent phrases in the bottom left box. Current condition (cardinal) and 
associated priming questions in the middle column.  

4.1.3.2.3 Agent vs. wizard performance   

Compared to the wizard, the agent will be faster and more versatile in its feedback. How-
ever, the natural language understanding of the agent will never reach human levels. In 
particular long, intertwined geographical relationships are difficult for the agent to sort 
out. A player may start describing Zambia by saying it is two countries up from South 
Africa. The agent does not know where South Africa is, so the player might drop Zambia 
for a few seconds to tell the agent where South Africa is. These chains where players 
approach the target country by country can be substantially long and intricate. For each 
new country, it becomes increasingly difficult for the agent to map the descriptions to the 
intended country.  

Perception-wise, the wizard beats the agent. The automatic speech recognition (ASR) 
software of the agent was used for procuring transcripts of the recorded WoZ-dialogues. 
Because the ASR mishears, the transcripts have many errors. The application for correct-
ing transcripts logs errors but the error rate has not been calculated for this study. Howev-
er, it is my impression that the speech recognition unit still does fairly well. It misses 
short, unemphasized words like “and” and “it”, but usually captures content words6, 
which means that by and large, the general meaning comes through. The only exceptions 
are geographical names like the names of countries, cities and such. The ASR often mis-
hears these. Occasionally, the names are misinterpreted because a player mispronounces 
them, but some are frequently misunderstood even when players pronounce them in the 
conventional fashion. Recognizing the names of countries is of course of utmost im-
portance to an agent in the map game. 

Other errors in the automatically produced transcriptions are associated with simulta-
neous speech. For practical reasons, the recordings made during this study include both 
the voice of the agent and the player. However, when processed by the ASR, simultane-
ous speech causes errors. This would not be a problem in an autonomous agent, as it 
would only hear the player speech (as long as there is no background noise from the play-
er). Finally, the ASR makes more errors in transcribing some accents than others. 

When it comes to speed, the agent will be much faster, as it selects countries and 
speaks immediately, while a wizard needs to find countries on the map or the right speech 

 
6 Content words are words that have a concrete meaning. They signify actual actions, characteristics and 
objects ((to) ride, flying, carpet). Content words contrast with function words, which mainly have a grammat-
ical purpose, like on, a, with, you.  
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buttons and click them. The agent further has a greater capacity to tailor its feedback, as it 
has a mechanism for filling slots in fixed phrases. The output speech of the wizard was 
limited to some 20 phrases. It would have been difficult managing more buttons. Due to 
the limited amount, the phrases needed to be general. The agent will be able to specify 
what information it needs as it can fill in, among other things, countries’ names in its 
questions. In response to “Pakistan, between India and Afghanistan!” the wizard-
interface only offers the option “I don't know where that is”, even though the agent knows 
the location of India. The autonomous agent, on the other hand, will be able to fill in the 
countries it does not know, like so: “I don't know where Afghanistan is.”, thus providing 
the player with more detailed information and improving the team’s performance. 

The priming would not be part of an agent who is only supposed to play the game. 
However, if one would want to repeat the current study with a real agent rather than a 
wizard it is possible to have the agent make decisions on what strategy to prime for, de-
pending on the number of occurrences of relative spatial directions. However, the agent 
will likely not be able to tell homophones apart, e.g., it will not be able to tell a direction-
al “right” from the one meaning “precisely”. 

4.1.4 The Parser 
The parser groups utterances by player-ID, target, and role (director or matcher), and 
counts words for directions (see Appendix C for the Python code). The set of directions 
was created informally based on the recordings of the parent project, and has been casual-
ly extended to include directional words that appeared in interactions, but is not exhaus-
tive. As new directions were not added systematically, dialogues may contain directional 
words that the parser does not search for. 

The automatically generated text-to-speech transcripts of the dialogues were manually 
corrected, one segment at a time. The corrected transcripts were then parsed and occur-
rences of keywords were automatically counted.  

The parser identifies directions by searching for strings (e.g., west, left), such that 
compound words (left-hand) and morphological derivatives (e.g., western) will generate 
hits. Thus, 

– Somalia, on the easternmost point of Africa, pointing out into the ocean. 

generates a hit for east. Compounds constructed from multiple cardinal directions count 
as one hit. Thus,  

– It's on the northwest, west side of Russia. 

generates two hits, one for northwest, one for west, and none for north. 
The script dodges some false hits by subtracting occurrences of a predefined set of 

strings that include directional words but are not directions. These are predominantly 
geographical names (e.g. South America). To count all occurrences of the direction south, 
the counter will first count how many times south occurs in a player’s description of a 
target, and then subtract the number of occurrences of words from the false hit set of 
south. As compound cardinal directions are counted separately, compound directions 
including south are included in the false hit set of south.  
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4.1.5 Questionnaires 
Participants filled in two questionnaires: one prior to starting the game and one after hav-
ing played it (see appendices D and E). The first items on the pre-questionnaire requested 
demographic information and participant's experience with robots/virtual agents. Partici-
pants were asked to rate themselves in comparison to the average person in skills and 
pastimes involving navigation and travelling (e.g. sailing, speaking foreign languages and 
using a compass). To validate that players did have a preference for the route or orienta-
tion strategy, after playing the game they filled in the revised Lawton's Wayfinding scale 
(Lawton and Kallai, 2002)7. To assess the uncontrolled environment participants were 
asked about their current location, i.e., where they played the game (e.g. at home). 

The post-questionnaire included items from the Godspeed questionnaire (Bartneck et 
al., 2009), in which the survey-takers are asked to rate their impression of a robot on 
scales of opposites (e.g. Unfriendly – Friendly, Artificial – Lifelike). Other items ask the 
participants to evaluate their performance and various aspects of the collaboration and 
communication with the agent partner.  

4.2 Experiment Design 
The hypotheses were tested in a predefined round of the game, between a human player 
and a WoZ-agent. The human was the director and the agent was the matcher. The agent 
only knows the position of a few select countries, so it would usually not be able to iden-
tify the target country just by name. Below is a fictive example of registering the human 
preference, and trying to incite a future swap: 

Human: Eritrea, it’s the small country on the 
right of Africa. 

[registering preference for egocentric] 

Agent:  Is it north of Ethiopia? [inciting swap to cardinal] 

Human:  Yes, that’s it.  

Agent:  Got it.  

In following with the previous studies, the human would now swap to referring to posi-
tions by cardinal directions, so the next description would be, again fictitious: 

Human: The next one is Portugal. It’s west of Spain. 

But if the hypothesis of this project were to hold true, participants would not be prone to 
changing to a referencing system that is more cumbersome to them (especially not in a 
game where time-pressure is a factor), and would carry on using the referencing system 
that first springs to mind, thus: 

Human: The next one is Portugal. It’s left of Spain. 

The targets were a select set of countries appearing in a fixed order. They were distribut-
ed into three phases:  
• baseline: finding the players preference 
• priming: introducing stimuli words for the opposite strategy  

 
7 Not followed up due to the limited scope of the project. 
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• post-priming: seeing if the effect of entrainment lingers 

In the course of identifying the first targets, the agent would not mention any directions 
and the participant strategy thus elicited made up the baseline. For the following few 
targets, the wizard would make the agent ask follow-up questions, using the opposite 
strategy. Based on the parent project, in which human players would usually discuss 10–
20 targets in 10 minutes of play, the baseline and priming section of the current study 
were set to four targets each. After eight targets, the agent goes back to not speaking di-
rections.  

The study is a between-groups study. There are four conditions. Two conditions be-
long to the experimental group, and the other two to a comparison group. The setup is 
identical for all conditions except for the selection of stimuli words. Each game is 10 
minutes long. 

4.2.1 Hypotheses 

These are the hypotheses of the bachelor’s thesis: 

1. In an uncontrolled environment, people will entrain synonyms of equal difficulty. 

2. In an uncontrolled environment, people will not entrain to a more challenging set 
of synonyms. 

The entrainment is measured by whether the players start using the words introduced by the 
computer or not. 

The uncontrolled environment means participants play the game online from a famil-
iar location, rather than in a laboratory. Previous studies on lexical entrainment have 
been highly controlled (the Parent and Eskenazi study, 2010, being an exception). 
One purpose of the field experiment is to bring players to speak more spontaneously. The fol-
lowing components are assumed to deformalize player speech: 

 
Characteristic Underlying assumption 

Participants played the 
game online from a location 
of their own choice. 

The familiar environment will influence speech to become less 
formal than in a lab. 

There is a stopwatch and 
players are supposed to find 
the targets as fast as possi-
ble. 

Speech will be more spontaneous as players aim to finish fast and 
will not have time to phrase their thoughts as they would without 
the added time pressure. 

The task is somewhat com-
plex. 

The complex nature of the task will distract players from focusing on 
producing neatly organized speech. 

The task is broader than, 
e.g., plainly booking a ticket 
and the abilities of the agent 
are (at least initially) not 
known. 

Not knowing what type of information will aid the agent in select-
ing the correct country prevents players from conditioning their 
utterances to fit into a restrained template (the player’s mental 
model of what the agent can understand). There are many possible 
strategies for communicating a country (e.g., shape, spatial relation 
to other countries, cultural information), and in trying to find a 
means of aiding the agent, the player may pass through a greater 
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variety of leads spanning over categories that they would expect a 
human partner to grasp. Maintaining a broader interaction may 
prevent the player from falling into a heavily formalized way of 
giving instructions.  

The agent takes a somewhat 
active part in solving the 
problem. 

Players will speak more naturally if they feel they are playing with 
a competent partner who is not just a bystander. 

The synonyms of equal difficulty are borders and is next to. These belong to the com-
parison group and, although less specific, describe similar types of spatial relations as the 
words in the experimental group. In contrast to the challenging synonyms, the synonyms 
of equal difficulty are, in the context of spatial referencing of countries, pretty much in-
terchangeable. A country that borders another is also next to it. These words represent a 
simple swap, similar to those of previous studies, such as query for request (Parent and 
Eskenazi, 2010). The choice of substitute words is discussed thoroughly in section 4.2.2.  

The more challenging set of synonyms is the set of navigational directional words 
that are not preferred by the player. These are not directly translatable. While bordering 
will always imply being next to, the cardinal direction corresponding to, e.g., left depends 
on the position of the object in a global reference frame. Of course, on a world map north 
is usually “up”, but the point remains that overall left and west are not interchangeable. 
Swapping between left/right-directions and cardinal ones is thus not a simple matter of 
one-to-one translation, but involves changing strategy and can be considered more chal-
lenging than going from borders to is next to.  

4.2.2 Substitute Words 
In the context of the geography game, spatial referencing naturally springs to mind as a 
frequently occurring and possibly challenging clue given by the player. For spatial refer-
encing on a map, there are a few strategies, for example using egocentric relative direc-
tions: left, right; or the geographical cardinal directions (NSEW): north, south, east, west. 
In literature, the concept of egocentric directions is used for navigating and directing 
routes. This set only includes left and right. There is no above/below when trying to find 
a friend's house in an unfamiliar neighborhood. In this work, above and below have been 
included among the egocentric directions as these appear as common north/south coun-
terparts in the recordings of the parent project among players who use left/right. The two 
sets of challenging synonyms can be seen in table 2 and are the cardinal directions 
(NSEW): north, south, east and west; and the egocentric directions (LRAB): left, right, 
above and below. The synonyms of equal difficulty are borders and is next to.  

 
 Longitudinal Latitudinal 

Cardinal west  east north  south 

Egocentric left  right above  below 

Table 2. The two sets of directions. 

4.2.2.1 Navigational Strategies and Abilities 
There exists a large body of research on wayfinding and giving directions. In both activi-
ties, two strategies have been identified: the route strategy and the orientation strategy. 
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When we focus on the route we treat navigation as following a set of step-by-step instruc-
tions, allowing us to follow a route point-by-point, making left or right turns at landmarks 
along the way. The orientation strategy means keeping a birds-eye view and keeping 
track of our position in relation to reference points in a global reference frame. In orienta-
tion mode, we pay attention to distances and cardinal directions. The route strategy is 
regarded as more verbal and the orientation strategy as more visual. This view has been 
supported by studies interfering with the respective memory resources (Bartneck et al., 
2009).    

Neither finding one's way nor instructing others on how to reach a location are equiva-
lent to indicating countries on a world map. While research on navigation and route di-
recting puts the participant in the geographical space and involves skills like sense of 
direction and spatial ability, the map task of the present work is more of a referencing 
task than a navigational one. Pinning a country on a map is perhaps also a more scholarly 
and less practical task than finding one's way in a new town. However, the three tasks 
have several traits in common. In all tasks: 
• the task is carried out either in a geographical space or in a model of a geographical 

space (like a map). 
• one is aiming to communicate or find a point in the geographical space. 
• the location of the point can be described in relation to other landmarks. 
• possible relative descriptions include NSEW and left/right. 

In short, all three tasks involve referencing spatial relations, so there is reason to think 
that results from navigational studies may have some relevance for the world map task as 
well. In direction giving, the subject is on the producing end, so those studies probably 
are closer to the task performed in this study. The map task should also bear a closer re-
semblance to studies that are centered around maps (such as finding locations on maps or 
symbols in a 2D-matrix), rather than ground level–view navigation (such as finding one’s 
way in an actual building or a neighborhood). In particular, tasks where the map is pre-
sent have a bearing on the current study, as studies where there is no map places heavier 
demands on working memory. 

In this study, we only look at two attributes associated with the navigational strategies, 
and will simply refer to these as the egocentric directions (LRAB) and the cardinal direc-
tions (NSEW). Players who start out with egocentric directions will be nudged to switch 
to cardinal directions and vice versa.  As the study will not investigate navigation in any 
deeper sense, we will not call the sets of expressions orientation and route strategies. 
These concepts involve mental processes that will not be under scrutiny in the present 
work. However, it is of importance to the design of the study that the two sets of direc-
tions are hallmarks of two different approaches to navigation that seem to behave some-
what differently.  

4.2.2.2 Embedded Corrections 
In this experiment, corrections were embedded, as exposed ones imply that the agent does 
not understand what the player said. An embedded correction, such as the below, gives a 
hint as to the preference of the computer, without forcing a change. 

Human: The country is below Norway. 

Agent: South of Norway, got it. 
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An exposed correction (below) resembles an error message, and if the computer does not 
fully understand, the human is more or less forced to adapt. Adapting when there is no 
choice does not prove much.  

Human: The country is below Norway.  

Agent: By below, do you mean south?  

Human: Yes, south. 

Agent: Got it. 
 

4.2.2.3 Entrainment per Type of Term 
In contrast to most previous studies, this study did not use entrainment by term, but en-
trainment by type of term. The phenomenon is observed in a study by Iio et. al., where 
participants start referring to books by color after the robot has used color terms in con-
firmative follow-up questions (Iio et al., 2009). In the current study, stimuli for north and 
east were expected to make players swap to south and west as well. Thus, we induced a 
swap of referencing strategy rather than a swap of terms. 

As the game is more of a collaborative effort than a simple questions-and-answers sys-
tem, there were many opportunities for evoking the opposing set of directions. I was aim-
ing to substitute not only single words but a category of words, hence, the agent did not 
necessarily need to repeat information by using the corresponding substitute word, but 
could ask for more information by using other words belonging to the same set. Rather 
than reprimanding the user as in the example of the exposed correction, or re-stating the 
information just received with some minor change, as in the embedded one (see previous 
examples in section 4.2.2.2), primes were inserted in the agent’s requests for further in-
formation. This makes for a more natural flow, as the conversation is actually progressing 
with respect to the goal of the game. The human and agent work together, and both may 
take an active role in solving the task. Asking for clarifications halts the game, and re-
stating information is not a contribution, but asking for new information advances the 
game.  

Human: The country is below Norway. 

Agent: Is it north of Germany?  [rather than an utterance including “south”] 

Human: Yes. 

Agent: Got it. 
 

4.2.3 Over, Sideways and Under 
During the data gathering, all four directions did not need to be present in each section of 
a session. However, it was required that participants mentioned at least one longitudinal 
(west, east, left, right) and one latitudinal (north, south, above, below) direction in all 
three parts of the session. In the pilot data, players sometimes mix up east/west but do not 
confuse north/south. Everyday experience suggests that some people confuse left and 
right, which is rarely the case of above and below. The higher levels of struggle or errors 
associated with the longitudinal directions call for caution. If the longitudinal directions 
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are more difficult than the latitudinal, entrainment might differ between the two catego-
ries. Therefore, it is important to get data and to prime using members of both types.  

4.2.4 Targets 
Targets were selected to evoke spatial directions. These were the desired characteristics 
of the first twelve target countries (i.e., during the baseline, priming and first four coun-
tries after priming): 
• The name of the country cannot contain cardinal directions (e.g., North Korea, South 

Africa). This is to avoid the risk of unintentionally influencing the player. The rule al-
so applies to countries bordering the target, but not to continents. 

• Neighboring countries are either countries known by the average American (and thus 
also by the agent, see table 1), or previous targets. This is for encouraging spatial re-
lational descriptions. Targets may also be located on a salient part of the continent, 
e.g., an eastern coast. 

• Targets that cannot be identified in relation to its neighbors (due to the limited 
knowledge of the agent) should have a salient shape so that the targets can be plausi-
bly identified. 

The first bullet applies to all targets (Appendix B). One objective when selecting the tar-
gets has been that together, the targets are evenly distributed across the globe. This, how-
ever, can only be achieved as far as the above characteristics permit, in particular as the 
criteria favor clusters. In practice, I aimed for at least one target per continent. 

4.3 Participants 
Participants were a convenience sample of 32 adults (age: M = 34, range of 22–61; gen-
der: 45% female). To impose some uniformity on the corpus, participants were required 
to be American and native English speakers.  

Seven people report being or previously having been enrolled in a computer science 
programme at a university, and 12 people (37.5%) report a higher prior familiarity with 
robots and/or virtual agents (4 or 5 on a scale from “Not at all” to “Very familiar”). 
18.8% were not familiar with robots (1 or 2 on the same scale). The highest level of com-
pleted education was high school for 53% of the participants; the rest had either a bache-
lor’s (28%) or a professional degree (16%). One person had a PhD. All participants re-
ported playing the game at home. It was their first encounter with the game and the agent. 
Interactions with participants who had played the game previously were excluded. 

The experimental group consisted of 17 participants and the comparison group of 15 
participants. In the experimental group, 10 participants were exposed to cardinal direc-
tions and 7 to egocentric directions. In the comparison group, 9 participants were exposed 
to borders and 6 to next to. The groupings within the experimental and the comparison 
group were based on the preference as determined by the first phase of the interaction.  
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4.4 Procedure  
The data were captured online with remote participants who were recruited from Amazon 
Mechanical Turk8 (“Amazon Mechanical Turk,” 2018). Participants interacted entirely 
through their web browsers. The dialogues between participants and agent were recorded 
using a screen capturing software, which captured the dialogues and the wizard interface.  

Data were collected on six occasions between December 22, 2018, and January 12, 
2019, usually on weekends. Sessions generally took place in the morning through midday 
for the American participants: 11 a.m. to 3 p.m. in North American Central Standard 
Time (CST).  

4.4.1 Condition Assignment 
Players were assigned to either the experimental or the comparison group somewhat ran-
domly, but with the ultimate goal of keeping the groups more or less equally large. After 
excluding recordings that did not meet all criteria, the comparison group consisted of 15 
participants and the experimental group of 17 participants. Within the experimental 
group, each player was assigned the condition opposite to their navigational preference. 
Players in the comparison group were assigned to the priming word they used the least. If 
they neither mentioned borders nor next to during the baseline section, they were as-
signed to the word that would even out the distribution. In the experimental group, 10 
participants were exposed to cardinal directions and 7 to egocentric directions. In the 
comparison group, 9 participants were exposed to borders and 6 to next to.  

4.4.2 Inclusion Characteristics 

In addition to the demographical criteria listed in table 3, there were technical require-
ments. Participants needed to play the game in a specific browser, have a minimum inter-
net speed, and were required to use headphones, microphone, and a desktop or laptop 
computer. However, these conditions were not ensured prior to the interaction, so some 
participants might have not complied with them. 

 

Requirements 

American 

native English speakers 

first-time interaction 

at least 18 years old 

Table 3. Participant requirements. 
 

 
8 Amazon Mechanical Turk is a platform that matches organizations having some task to complete with 
people who can do the task. The organization posts jobs known as Human Intelligence Tasks (HITs) and 
workers sign up for tasks. Workers receive a monetary compensation upon completing a task. The service is 
useful for whenever an organization has a large job that a computer cannot do and that can be divided into 
several similar parts, such as the translation of a long text where each job corresponds to translating a section 
of the text, or acquiring human-annotated data for training machine learning algorithms. 
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Three constraints were embedded in the Amazon Mechanical Turk environment. The 
workers’ location needed to be in the U.S.A (signifying the worker has specified a postal 
address in the U.S.A.) and the worker needed to have had one hundred HITs approved by 
previous requesters and an overall 95% approval rate9. The advertisement for participat-
ing in the study was not displayed to workers who did not fulfill these basic criteria. 

4.4.3 Exclusions 
A large percentage of the recordings were excluded. The final sample of 32 participants 
was selected from 49 completed games. In total, some 90 games were initiated. About 
half of the games were aborted at an early stage, usually because after a few minutes 
there was still no sound from the participant.  

Completed games were discarded either because they did not represent first time en-
counters with the geography game and the agent (participants either had repeated interac-
tions within this study or they had already played the game in the parent study) or be-
cause players did not fill in the post-questionnaire after finishing the game. A few partici-
pants have a foreign accent but are included as they report being native speakers. One 
player who reported being British was excluded, as was a player whose speech was very 
obviously not native English. 

Whenever it was found a few minutes into a game that the recording would be of no 
use to the study (e.g., because a player skipped targets or the audio got bad), the game 
was still finished properly, as in any other ordinary data gathering, as to not disappoint 
the player and so they could collect their reward. However, interactions that were clearly 
flawed at the very start (e.g., because of lacking audio, player not clicking the start-button 
or player skipping entire pre-priming section) were cut short. These players receive a 
generic error message, including some suggestions for fixing audio problems. In the final 
sessions, players who were recognized from previous games were immediately turned 
down with the error message as we specifically ask for first-time interactions.  

4.4.4 Incentives 
Every participant who finished the game and completed the questionnaires was paid $3. 
The sum was set in a previous study in the parent project, and was based on the 2018 
hourly minimum wage of the State of California ($11.00/hour) (“State of California,” 
2016) and the estimated time for completing that participation (15 minutes). The partici-
pation in this study takes longer time, and the last participants played the game in January 
2019, after the Californian minimum wage had been raised to $12.00/hour (“State of Cal-
ifornia,” 2016). However, the state of California has one of the highest minimum wages 
in the US (“State Minimum Wages | 2019 Minimum Wage by State,” 2019) and partici-
pants can come from any state, so hopefully the figure was still reasonable with regard to 
the distribution of local minimum wages even though it was not brought up to date. 

4.4.5 Pipeline 
For each session, Maike Paetzel would start the game framework on the server and re-
lease advertisements for the task on Amazon Mechanical Turk. I would wait for a player 
to come along. We would play while I recorded the game from the wizard's point of view 
in my browser, i.e., the wizard interface and all output audio from my computer (i.e., both 

 
9 After a worker has completed a task on Amazon Mechanical Turk the organization that asked for the service 
can reject the outcome if the task has not been carried out satisfactory. 
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the player and agent speech). After the session was finished, Paetzel did the administra-
tion on Amazon Mechanical Turk and I uploaded the recordings to a cloud storage from 
which Ramesh Manuvinakurike downloaded them and processed the audio into tran-
scripts with the ASR software. Transcripts were then manually corrected one segment at a 
time by Paetzel, Manuvinakurike, Giulia Perugia or by myself. Transcripts do not contain 
non-lexical speech sounds (e.g., “uh huh”). Finally, the parser that I had constructed 
grouped utterances by player-ID, target and speaker (player or agent), and counted occur-
rences of relational descriptive words. 

4.4.6 Player Pipeline 
Players were first introduced to the general purpose of the study, what type of game they 
would participate in, and that they would be paid $3 upon successful completion. After 
the introduction came a list of mostly technical requirements. Players further needed to be 
willing to share audio because the game would be recorded. There was support for testing 
microphones and internet speed. Players could not have played the game before, and were 
informed that they may need to wait for a partner to join. After self-qualifying for the 
task, participants proceeded to the instructions. They needed to accept the consent form in 
order to continue. The introductory pages, which included requirements and rules, were 
recycled from the parent project. The consent form contains some minor changes. Before 
sending players to the game, the rules were repeated, and the player was requested to 
answer three questions correctly, to make sure they were aware they may not cheat (by, 
e.g., looking up countries in other maps), that it was possible to zoom in on the map, and 
that they were permitted to say the name of the targets. Players then entered their Amazon 
Mechanical Turk ID and were forwarded to the first questionnaire. They then played the 
game with a WoZ-agent. Finally, they were surveyed about the experience. 
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5 Results 

The final corpus included gameplay between 32 participants and a Wizard of Oz–agent. 
Each game was ten minutes long. The corpus thus consisted of more than 320 minutes of 
speech, as participants and agent usually exchanged some words or greeted each other 
before the game started.  

In all conditions, it seems that the frequency of the primed words increased during the 
priming section (table 4). For the group primed for cardinal directions, the percentage of 
cardinal directions kept increasing even after priming (baseline: 13.7%, priming: 44.2%, 
post: 56.7%). In the other three groups, the percentage of the primed words declined dur-
ing the last stage compared to the priming section, but was still higher than during the 
initial baseline section. 

 

Condition Baseline 
freq. (% out of all directions) 

Priming  
freq. (% out of all directions) 

Post  
freq. (% out of all directions) 

cardinal 18  (13.7%) 65  (44.2%) 160  (56.7%) 

egocentric 14  (24.1%) 59  (54.1%) 77  (40.7%) 

borders 0    (0.0%) 30  (30.0%) 56  (23.5%) 

next to 1    (2.0%) 15  (24.6%) 11    (6.4%) 

Table 4. Number of occurrences of the stimuli word(s) specific to each condition during the phases 
of the game. E.g., the third line shows that the group primed for border did not use that word at all 
prior to priming, that they used it 30 times during the priming section and another 56 times after 
priming. Percentages are out of all directions during the section. Thus, for border-participants the 
56 instances of border are 23.5% out of all directions mentioned by the group after priming,  

For the cardinal and egocentric (left/right) groups, the increase of the primed words is 
similar to the decline of words from the opposite set. When, for the cardinal group, cardi-
nal directions increase with 30.5% from the baseline to the priming section, and yet an-
other 12.5% in the final section; egocentric directions decline with first 32.7% and then 
another 8%.  

Table 5 shows the number of occurrences of the stimuli words in player speech, 
grouped by condition and section of the experiment. For comparison, frequencies of all 
stimuli words are included for all conditions. The data for the words that a group was 
primed for are in bold (these are the same data that have been extracted into table 4). The 
first two sections (baseline and priming) involved four target countries each. The number 
of targets during the final stage varies. The average player discusses 7.9 targets during 
that phase, which is why the number of directions is much larger in the last section. 
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  WORDS 
Condition Section cardinal 

words 
Freq. (% 
rel. Freq.) 

egocentric 
words 
Freq. (% rel. 
Freq.) 

borders 
Freq. (% rel. 
Freq.) 

next to 
Freq. (% 
rel. Freq.) 

all 
direc-
tions 
Freq.  

cardinal baseline 18 (13.7%) 108 (82.4%) 1   (0.8%) 4    (3.1%) 131 
priming 65 (44.2%) 73 (49.7%) 2   (1.4%) 7    (4.8%) 147 
post 160 (56.7%) 116 (41.1%) 1   (0.4%) 5    (1.8%) 282 

egocentric baseline 34 (58.6%) 14 (24.1%) 7 (12.0%) 3    (5.2%) 58 
priming 41 (37.6%) 59 (54.1%) 8   (7.3%) 1    (0.9%) 109 
post 98 (51.9%) 77 (40.7%) 8   (4.2%) 6    (3.2%) 189 

borders baseline 31 (36.0%) 50 (58.1%) 0   (0.0%) 5    (5.8%) 86 
priming 38 (37.6%) 29 (28.7%) 30 (30.0%) 4    (4.0%) 101 
post 94 (39.5%) 79 (33.2%) 56 (23.5%) 9    (3.8%) 238 

next to baseline 29 (58.0%) 17 (34.0%) 3   (6.0%) 1   (2.0%) 50 
priming 27 (44.3%) 14 (23.0%) 5   (8.2%) 15 (24.6%) 61 
post 80 (46.2%) 56 (32.4%) 26 (15.0%) 11   (6.4%) 173 

Table 5. The number of occurrences of the stimuli words in player speech, grouped by condition 
and section of the experiment.  
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6 Discussion 

From table 4, we can see that all groups entrained to their stimuli words. The effect lasted 
throughout the game, even after the agent stopped asking questions that include the 
primes. This speaks to the persuasiveness of lexical entrainment. Even in an open-ended 
conversation-like setup, while performing a complex task, in an uncontrolled environ-
ment, with participants in the comfort of their homes and with no outsiders present, peo-
ple still make an effort to accommodate to their computer partner. It should be empha-
sized that the primes were embraced even though they were embedded, which is the 
weaker form of correction. Primes were introduced by category rather than by specific 
word, which may also have decreased the rate of acceptance.  

The increase of stimuli words in the experimental groups might be an indication that 
the inclination to entrain is so strong that people aim to adjust to the agent even in using a 
strategy that they are not competent in, or that is strenuous to them. In the comparison 
group, the drive to entrain is manifested in that participants abandon the more specific 
cardinal and egocentric directions (the sum of which decreases after the baseline section) 
in favor of using the less informative borders and next to, which do not specify on which 
side one should look for the target. In the geography game, it would be more profitable to 
give directions that state on which side the target is.  

It is possible that going between cardinal and egocentric directions was not challeng-
ing to the participants of the study, and that a truly difficult swap would limit entrain-
ment, but as far as this study goes, the second hypothesis, that people do not entrain to 
more complex substitutes, is rejected. Hypothesis I was confirmed: in an uncontrolled 
environment, people do entrain synonyms of equal difficulty. The across-the-board en-
trainment in all groups provide further support for previous results on entrainment (e.g., 
Brennan, 1996).  

6.1 Conceptual Pacts 

 
Contrary to my predictions, the speech of the group subjected to cardinal directions con-
verged the most to that of the agent. Their convergence was also the most perseverant, 
and was the only one to keep increasing into the final section. Based on the assumption 
that left/right is more common in daily American life, NSEW was considered to be a 
more difficult strategy for Americans. It was hypothesized that players proficient in 
NSEW would also be confident in using LRAB, while the opposite may not be the case. 
There is some analogy to this assumption in research, as navigators choosing the orienta-
tion strategy (involving cardinal directions) are able to use the route strategy, while route 
strategists (using left/right) have more difficulties in employing the orientation strategy 
(Kato and Takeuchi, 2003). As the cardinal group was subjected to what was considered 
the most difficult swap (going from LRAB to NSEW), they were expected to be the least 
likely to entrain.  
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A possible explanation to the higher entrainment in groups starting out with LRAB can 
be found in a core idea of lexical entrainment: conceptual pacts (Brennan and Clark, 
1996). Lexical entrainment is not merely a matter of repeating certain words. It has a 
back-and-forth-aspect to it. We are constantly negotiating how to discuss any issue and 
we will not agree to everything. We strive to come to an understanding without betraying 
our beliefs. 

Brennan and Clark suggest that in referring to an object with a certain word, the 
speaker is proposing a conceptualization of the object. In adopting the same word, the 
partner sends a message that they agree with the conceptualization. Brennan and Clark 
call this agreement a conceptual pact. While we can show approval by accepting a word, 
we can also convey disagreement by rejecting it. In a Swedish context, an environmental-
ist and a logging contractor may disclose disagreement simply by referring to the same 
clear-cutting area with different terms. The environmentalist would be likely to use the 
older term kalhygge—in English “barren cutting area”, while a logging contractor might 
persist in using the more recent term föryngringsyta—”rejuvenation area”. 

In the geography game, the high convergence of the participants who started out with 
egocentric directions might reflect an acceptance of not just the cardinal words, but of the 
concept of referring to positions in a map by cardinal directions. The lesser convergence 
of participants who started with cardinal directions, may represent the same view: in the 
context of a map, cardinal directions are more appropriate than egocentric ones. From this 
outset, people will agree to replace their first choice if the alternative is more reasonable, 
but will reject the alternative if they find it inferior to their first choice.  

6.2 Imperceptible Intervention 
The priming section appears to have gone players by, despite its intrusiveness. This 
speaks in favor of using lexical entrainment in dialogue systems. In the dialogues and in 
the questionnaires, there is no indication that participants were aware that they adjusted 
their vocabulary to that of the computer. Two participants reflect on their adjusting their 
speech in general, but none of them mention the word they were actually primed for.   

“It was a bit strange because I couldn't describe the countries like I would have if I was 
talking to a real person. I had to rely on saying a country was ‘north of’ or ‘west of’ another 
country.”     
 (condition: borders) 

“I felt it was a challenge to describe what the AI would understand, and sometimes I de-
scribed things a little vague to see how easy it was for the AI to figure out what I was talk-
ing about.”      
 (condition: borders)  

Except for the absence of comments, the only hint regarding awareness of adopting the 
vocabulary of the agent, is a trial player who only after extensive probing recalled there 
being a certain type of questions that only lasted for a short period of time, and who was 
certain he did not change his way of describing although as a matter of fact the did. While 
it is possible that participants consciously adopted the primes, there was no sign pointing 
in that direction. Results suggest lexical entrainment can provide a smooth way of guid-
ing people to use words that are intelligible to the computer, without disturbing the flow 
of the dialogue. 
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6.3 Entrainment per Type of Term 
The results of this study might back up the conclusions of Iio et al. on entrainment per 
type of term. In their study, people who ask a robot assistant to pick out books start sin-
gling the books out by color when the robot uses color adjectives to confirm the selec-
tion—thus a swap by type of referential terms. The data of this study have not been sys-
tematically evaluated, but from an informal preview it seems that participants of the ex-
perimental group did not swap only to the specific directions that the agent used, but that 
the swap included other directions belonging to the same system. That is, an egocentric 
participant who heard the cardinal directions north, south and west during priming would 
later use east as well, although the participant was never exposed to this specific word. 
My impression is that participants changed type of terms and not only specific terms, but 
this has not been evaluated. 

6.4 Player Attention 
An early concern was that the priming part of the game would stand out, so that players 
would notice it. In planning the stages of the game, I thought the sudden appearance and 
just as sudden ending of the more detailed questions including directions would catch the 
attention of the players. In addition to the different type of questions, the playing style of 
the agent changes during the priming section. In the first and the final section of the 
game, the goal is to gather data. During these stages the agent is more passive, letting the 
director take the lead, and only poses questions to urge the player to speak more. During 
the middle priming part, however, the goal is letting the player hear as many spatial de-
scriptions as possible. While priming, the agent takes a much more active and pushy role. 

From a wizard's perspective, the swap is flagrant. The agent goes from patiently listen-
ing to rapid-firing questions at the player. As there was only a small number of prepared 
priming questions, and these to a large extent involved the neighboring countries, which 
turned out to be players’ first-choices in situating the target, in this section, it was urgent 
to anticipate the directions of the players. When the target was Guyana, half of the prim-
ing questions could not be used after a player mentioned the relation to Brazil. Therefore, 
it was necessary to rush questions before the player had a chance of describing too much. 
This is in stark contrast to the other stages of the game. In other sections, I would usually 
be patient and wait to make sure the player had had the time to have their say. But in this 
section, I often interrupted the player. The priming questions are the only yes/no-
questions. All other questions are open-ended. 

I expected players would be on to us, or at least find the sudden change odd but no one 
seems to react to it neither during play nor in the comments. It should be mentioned, that 
one player when out of ideas during the post-priming stage asks the agent to ask more 
questions, which might be related to the more energetic priming section.  

A trial player, who is formally not part of the study, was questioned on this topic after 
playing the game. The questions went from very broad (“Was there anything off about 
the game?” “Did you notice different sections?”) to gradually more narrow (“Did your 
partner ask different types of questions during different parts of the game?”). Only after 
repeated questioning did he remember being asked about specific directions during a 
portion of the game. On a side note, he was also asked whether he had changed his way 
of describing, which he assured he had not in spite of the fact that he clearly did. 

It would seem that the novelty of the game, the short exposure to it, the player's in-
volvement in the game and possibly the time pressure keep players from noticing oddi-
ties.  
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6.5 Credibility of the Wizard of Oz–Agent and Implications for a 
Reversed Turing Test 
A pertinent question is whether participants see through the fake agent. In the entire ma-
terial, there is no hint that a player suspects their partner is not virtual. In the comment 
fields of the post-questionnaire, participants either write about a general “partner”, 
“someone” or “she”, or explicitly an “AI”/”(ro)bot”/”it”. In both criticism and acclaim, 
participants explicitly presuppose that the partner is virtual.  

“Loved interacting with the bot” 

“The AI is too dumb” 

 “because i found it fun and interesting to attempt to explain myself clearly to a bot” 

“It was fun because it was interesting telling an AI what to do to look for countries. It was a 
bit strange because I couldn't describe the countries like I would have if I was talking to a 
real person. […]”, 

“When the computer said ‘I got it’ I didn't realize that they found the correct country. […]” 

“Because it guesses most times correctly” 

“I could tell she was not human. However she was quite pleasant and seemed pretty smart.” 

Some players, although inexperienced, do notice areas where the agent of this game 
clashes with the capabilities of computers. The performance of the WoZ-agent is both 
better and worse than those of a real agent. Players are upset about the slow response 
time—which is a human quality, and are amazed by identifications based on shapes—
which, as well, is on the human. Still no one seems to think they played with a person. 
For some players, the agent exceeds their expectations: 

“The game was fun because the bot was actually responding to what I was telling it and I 
enjoyed doing the task.”  

“It was a unique survey that I have not done before and talking to a bot was interesting and 
more intuitive than I imagined “ 

“I was surprised at how well she understood some of my explanations!” 

The astonishment can be heard in the recordings as well. During the game, players will 
laugh or gasp when the agent unexpectedly identifies a country. This usually happens 
after the agent identifies a target based on a shape description.  

Agent: What does it look like? 

Participant: It looks kind of like you’re cra—a little baby. You’re cradling a baby. 

Agent: Got it. 

Participant: [Laughter.] Okay, right! 

Among the weaknesses as well, there are giveaways about the true identity of the partner, 
such as the slow response time and having to queue even when being paired up with a 
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robot. Some players spot these weaknesses not typical for AIs but still do not question the 
identity of their partner. 

“The wait was annoying, especially because I ended up with a robot partner anyway. […] 
She was clearly a robot.” 

“The computer was too slow and wasn't great at feedback” 

Instructions repeatedly state that participants will be matched with either an agent or an-
other human, such as in the consent form: “You will be asked to play one game in coop-
eration with another human subject participating in the study or in cooperation with a 
computer agent.” Participants appear not to have realized their partner was not an auton-
omous agent. On a side note, neither did the family and friends who played trial versions 
of the game10. This speaks to the persuasiveness of the WoZ-method. The people who 
participated in pilot runs filled in questionnaires before and after playing the game, like 
any study participant would. After they had completed the final survey, they were open-
endedly interviewed with the purpose of finding flaws and fixing errors. Among the six 
people who tried the game in advance, no one suspected that they were actually playing 
with a human. This is remarkable as five of them are computer scientists or work in hu-
man–computer interaction and are familiar with the WoZ-method as well as with the 
characteristics of modern day virtual agents. What is more, every one of these people had 
at some point discussed either this project or the parent project with my supervisor or me 
but still no one thought of the WoZ aspect while playing11. Only one trial player brought 
up the question himself during the following discussion. He had not thought of it during 
play, but while filling in the post-questionnaire he finally had some doubts about the 
identity of his partner, as the agent had been, in hindsight, “too good”. Other trial players 
only came to the conclusion that the agent was a mere puppet after repeated prompting. 
Of course, if one has only played the game for a few minutes one may not be familiar 
enough with its dynamics to notice changes in the agent behavior, but one would expect 
people working in robotics to be able to tell apart a real virtual agent from a WoZ-
marionette.  

In “Computing Machinery and Intelligence”, Alan Turing presented his now famous 
take on the question “Can machines think?” (Turing, 1950). Turing approaches the issue 
by suggesting a means of resolving a related question: that of deciding whether a comput-
er acts intelligently or not. According to the Turing test, a machine is deemed to act with 
human intelligence if it can be mistaken for a person. In the Turing test, human interroga-
tors pose any question they like to a human and a computer, not knowing which one is 
which. In the end, the interrogators are to guess which of the addressees is human. In the 
original paper, a similar “imitation game” is played with the addressees being a man and 
a woman, and the task of the interrogators being to select the woman. If the interrogators 
get the answer correct as often in the human–computer version as in the man–woman 
version of the game, the computer outwardly acts according to the laws of human intelli-
gence, and Turing considers this machine to be intelligent. 

Typically, when the Turing test is brought up, the center of attention is the computer 
being mistaken for a person. This is only natural, as it is Turing's criterion for acting with 
human intelligence, and in so being answers his question on whether machines can 
“think”. In the data gathering for the present study, there is something different at work 

 
10 All trial players were sorely disappointed upon discovering that they had in fact not played the game with 
an impressive virtual agent but with yours truly. 
11 Shame on you for not paying attention! 
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which is related to the less discussed inherent consequence of the interrogator mistaking 
the computer for a person: namely, the interrogator mistaking the person for a computer.  

What are the minimum requirements for a person to be perceived as a machine? From 
this study, it would seem that the robotic voice and the repetitiveness of the set of phrases 
is enough to fool even those who have more than average experience with computers. 
However, if not even professionals pick up on the fact that there is no real agent, this 
implies there is something more at play than just the reassurance of a vaguely off robotic 
voice. A possible explanation is that the time pressure and the novelty of the game and 
the interface attracts players’ attention so that they do not notice aspects they would per-
haps not have missed had they played the game a second time. The main goal of the game 
being to collect data and plant expressions, I sometimes needed to keep asking questions 
even though a target country had been sufficiently described to be identified. To a player, 
this would have strengthened the belief that they were playing with an agent. A human 
would have identified the target from the explanation provided so far.  Still it is worth 
asking what the minimum requirements are for a person to be perceived as a machine. 

6.6 Sources of Error 
The major sources of error lie within the parser. They concern the automated processing 
of the dialogues and reconnect to the challenges of language understanding covered in 
section 2.1. Other errors are not believed to have had but a minor impact, if any, but are 
accounted for for the sake of clarity. 

6.6.1 Parser 
The parser is unsophisticated in that it simply counts specific occurrences without allow-
ing for pauses or deviations. Whenever an open compound is separated by other words, 
the script will not find it. For example, the script only checks for the string “South Afri-
ca”.  

–  It neighbors South, let’s see…Africa, South Africa. 

The above description would count as two references to south, minus one reference to 
South Africa, which makes one directional south.  

A similar problem occurs if the speaker makes a pause so that the speech gets parsed 
into two audio segments. The counter will thus give false positives, such that “northwest 
of China” will count as two directions if northwest is split over multiple segments. 

– It's to the north [pause while thinking] west of China.  

This was the quick-and-dirty way to implement the counter. However, attempts at ac-
counting for disrupted sentences would have led to false negatives. Allowing for words 
between parts of country names would result in many false negatives, as directions in 
statements like the one below would incorrectly be counted as not containing any direc-
tion. 

– Now go south, we’re still in Africa. 

The results might be slightly biased towards egocentric directions, as compound cardinal 
directions (such as northwest) were only counted once, but special treatment of corre-
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sponding egocentric constructions (such as upper left and top left) were neglected. A 
quick search for some possible egocentric constructions show that they are fewer than the 
compound cardinal directions, but as the sample is not that big the bias might have had 
some influence on the results. 

For the cardinal directions, false hits (like Middle East) could be discarded automati-
cally. Matters were more complicated when it came to other directions, like right and left, 
as these words have multiple meanings. Besides being directional words, right also signi-
fies “exactly”, “correct” or just”, and left signifies “remaining”. 

– It's right to the west of India. 

– That doesn't seem right. 

These meanings that were not of interest to the study could not easily be automatically 
filtered out. My impression is that in the corpus, especially the word right frequently oc-
curs in meanings that are not directional. Ideally, all occurrences of right would have 
been checked manually. This was not possible due to the limited scope of the project. The 
non-directional right has generated a possibly substantial amount of false hits for egocen-
tric directions. This is estimated to be the source of the greatest amount of errors. 

6.6.2 Transcript Corrections 
Four people corrected the segments of the automatically generated transcriptions, but 
each segment was only corrected by one person. As there has been no evaluation to assess 
inter-corrector agreement, it is possible there are discrepancies in the corrections. The 
resulting dialogues have been casually scanned, but were not systematically screened for 
errors.  

6.6.3 Deviance From the Wizard Guidelines 
In wizarding the agent, data collecting trumped loyalty to the wizard guidelines. The pro-
tocol was not strictly followed, but was used as a general guidance. The main goal was to 
get participants talking, in order to generate data. For the sake of generating data I would 
sometimes knowingly go against the guidelines. Needless to say, I could not be consistent 
to all players in every moment of all games.  

It is worth noting that when it was uncertain whether a target was sufficiently de-
scribed to be identified, I would rule in favor of the participant. While carrying out the 
study, I figured that the game score was of little relevance to the hypotheses, so when in 
doubt I would rather have them get a point too much than too few. This included occa-
sionally letting a player score a point even when they mixed up directions. As there is 
only ocean immediately to the west of Indonesia, a player who is describing an “island to 
the west of Indonesia” clearly means “to the east”.  At the time, it made sense to not de-
liberately misunderstand the player’s intention.  

In hindsight, the approach was less than ideal for two reasons. For one, I had the agent 
make deductions it could not have made on its own. Listening to what people mean even 
when it is contradicted by what they actually say involves a human receptiveness that 
computers of today perhaps do not have. More importantly, I may have interfered with 
player’s direction giving. As this study investigates the use of directions, I should have 
been consistent in selecting an incorrect target whenever a faulty description was offered, 
in particular when the description included a direction. As it is, there is a chance that I 
reinforced the players’ tendency to make mistakes, as there was no feedback when they 
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got it wrong. A lack of a point might have given some hint that there was something 
wrong about their description. I doubt however that this would have had a big impact on 
players, as they usually offer several instructions in the process of describing a country. 
Considering the time pressure, I do not think they would have had the time to single out 
what part of their instructions was faulty, especially as the deficiency might very well be 
on the part of the agent. Remember, the abilities of the agent are not transparent to the 
player.  

Either way, it is not a simple matter of selecting incorrect targets whenever there is a 
misleading piece of information, as up to that moment the identification of the target may 
have been crystal clear. In those cases, all information points at a target except for a sin-
gle piece which points in some other direction. While wizarding the game, there is no 
time for calculating the probabilities, so as a fallback solution I ruled in favor of the play-
er. 

Except for the borderline cases recently discussed, I aimed to only select the correct 
target when the description provided by the player was sufficient for identifying it. That 
is, I would deliberately make errors in situations where the agent would not have been 
able to score the right target even if a human would have had (e.g., on the basis of cultur-
al information). Knowing the order of targets, it is possible that I have accidentally se-
lected targets prematurely simply because I was expecting it. However, I am not aware of 
any such cases.  

The recordings have not been evaluated based on wizard consistency, nor have I 
measured the rate of accidental wizarding errors (i.e., any actions performed by the wiz-
ard that do not correspond to the abilities of the agent). One can only assume that in six or 
so hours of interaction there will be inconsistencies.  

Finally, I will have to admit I may once or twice have slipped a struggling participant a 
point just to cheer them up, even in response to descriptions that would not have allowed 
nor human nor computer to pin down the correct target.  

6.6.4 Bias of Ratings 
Overall, participants appear to have enjoyed taking part in the study. This might speak 
more to the general jobs posted on Amazon Mechanical Turk than to the map game, as 
many participants relate the current task to other HITs. 

“It was a blast.  Seriously, best task on mturk ever.  10/10 would do again. […] Seriously, 
thanks and happy holidays.” 

When workers at Amazon Mechanical Turk submit a completed task they do not get paid 
until the organization that posted the job has approved the solution. As workers risk not 
being compensated for their endeavor there might be a bias in favor of positive feedback 
on the game. 

6.6.5 Questionnaires 
The questionnaires are lengthy, which involves a risk that participants got bored and 
stopped paying attention. All participants display a range of ratings, so at least no one 
selected the same default value for all items, or even for a suspiciously long sequence of 
items. 

Filling in the Wayfinding scale, which includes statements about navigating using car-
dinal directions or turning left and right at landmarks, prior to playing the game may have 
affected the participant's strategies. However, if those questions had been in the post-
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questionnaire, the answers might have been affected by the player's experience of the 
game.  

6.7 Ethics 
The method of recording dialogues remotely raises concerns for participant privacy. In 
this study, the researcher’s presence was unintentionally concealed, which approaches the 
area of surveillance. Collecting data online has several benefits, such as a greater out-
reach, possibly to a more mixed crowd, and the convenience of not having to meet up in a 
designated location according to schedule. It has the prospect of becoming popular 
among researchers, but its traits need to be examined from an ethical point of view before 
it is put to use.  

6.7.1 Remote Data Collecting in Participants’ Environment 
All players reported playing the game at home. Besides players potentially letting their 
guard down and acting less vigilant in a familiar environment, they are actually letting 
strangers into their home. I suspect this is not something that players gave much thought 
(nor did I in preparing the study), but during the ten minutes of play there are quite a few 
incidents from participants' everyday life that glimpse through to the researcher and that 
have nothing to do with the game. Players talk to their children or other people in the 
room, doors slam, there is music playing...  

I never witnessed anything that I picked up on as sensitive, but that is definitely a risk 
in procuring data remotely while players are in their everyday context. Either way, what-
ever goes on in a person's home is private. Even if participants do realize that they are 
opening their home to strangers, they cannot foresee what is going to happen in that space 
over the next ten minutes. Being in their habitual space, they will likely react to events 
the way they usually do and possibly forget about the recording if they get interrupted. It 
is presumably easier forgetting about a researcher that is not physically present in the 
room. A fabricated example of the more extreme kind would be a daughter entering the 
room to tell a parent that she is pregnant. For starters, the daughter would not immediate-
ly notice that a study is taking place, as opposed to if there was an actual extra person in 
the room. Had there been a researcher physically present in the room, she would have 
saved the discussion for later or asked for some privacy. The parent, possibly in shock, 
would not have been able to ignore the presence of a physical person but may very well, 
considering the stature of the news, forget about a study and its being recorded if it is just 
a remote game. The computer sits there every day, so there is no reminder that anything is 
different.  

The problem emerges from the type of environment that the study is conducted in. I 
believe players, besides being less aware of the researcher, were also more relaxed play-
ing the game from home, than they would have been had they visited a laboratory. I fur-
ther believe some players got even more relaxed when they found they were playing with 
a virtual agent. Players did not feel the presence of a supervisor or researcher. This is 
clear in that some players insulted the agent in ways which I doubt they would have had, 
had they believed anyone else was present. From a researcher’s view, the being there 
hearing players speaking to the agent sometimes had an uncanny notion of overhearing or 
spying.  

In a controlled laboratory setting, participants are aware of the supervisor's presence 
even if they are interacting with an agent and the researcher stays in the background. In 
online data gathering, the participants can stay in a safe place: their home, and are lulled 
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into a false sense of security. This might provide researchers with more reliable data but 
is unfair to participants. Remote collecting of data is a fairly new method (Manuvinaku-
rike and Devault, 2015). It entails a new type of ethical issues that needs to be discussed. 
For one thing, participants need to be made fully aware that whatever happens in the 
room during the recording will be exposed to researchers.  

6.7.2 Wizard of Oz and Science Outreach 
At the core of the Wizard of Oz–technique lies deceiving study participants. Participants 
are sometimes told the application is partially controlled by a researcher but usually not 
(Riek, 2012). In this study, participants were told they would play the game with either a 
person or a virtual agent, so technically they were not being lied to. However, because of 
the robotic voice players believed they were interacting with an agent, which was also the 
intention. Although they were not being lied to, participants were intentionally deceived.  

In this context, it is a problem that many players enjoyed the game or were impressed 
by the agent. Sometimes this was expressed relative to other tasks advertised on Amazon 
Mechanical Turk. Many players appear to have been excited to get to interact with what 
they refer to as an “AI”. As the interaction made an impression, it is likely that the partic-
ipants will remember it and maybe tell their friends about it. This way false information 
on present-day agent capabilities might get spreading. Had the task not made an impres-
sion, players would have forgotten about it and not spoken to others about it. The high 
level of engagement among the players increases the damage of the deception. Not only 
were participants deceived but their experience with what they believe was an agent 
might contribute to an untrue public idea of what computer science can do at present.  

In this particular case, an agent capable of participating in the game is on its way, and 
similar agents exist, so maybe not that much harm has been done. It is technologically 
possible to construct such an agent even if this has not yet been done. Nevertheless, 
spreading untrue conceptions is the very opposite of science outreach to the public. Sci-
ence should fight misconceptions—not originate them.  

6.8 Improvements 
A large number of the initiated games did not generate data for the study. The number of 
useful interactions could have been increased if the player interface had offered more 
technical support. This would also have benefitted participants, who after having supplied 
their demographics and queuing for being paired-up would be rejected if their audio did 
not come through.  

6.8.1 Agent 
The game could be improved by including options for giving information on the game 
after a player and the agent have been paired up. Some players had trouble finding the 
start-button or did not understand that they needed to click the “next target”-button for the 
game to move on. Thus, the agent needs the lines “The start-button is in your upper right 
corner.” and “You need to click the ‘next target’-button.”. The final part of the welcom-
ing phrase “Hi I'm Nellie. Nice to play with you today. Click when you're ready to start.” 
should be replaced by “Click the start-button when you're ready.”. You can hear some 
players clicking all over the place, and some say that they do not know where to click or 
that nothing is happening. 
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I would also have liked some courtesy phrases, like “I'm sorry.” and “Thank you.”, as 
players sometimes complained, complimented or cheered on the agent (“good job”, “wow 
you're awesome”). Maybe courtesy is difficult to implement in an agent, but as some 
compliments are fairly common, the agent could at least reply to those.  

6.8.2 Player interface 
The player interface would further have benefitted from visual feedback, such as telling 
the player they need to have the audio turned on in order to hear their partner. The wizard 
interface has feedback for telling a player that the agent cannot hear them, and that they 
need to check their audio settings. The message, however, is audio only, so a player who 
has their sound off will not receive any messages from the agent. Feedback about the 
agent not hearing the player needs to be both visual and auditory, in case the player does 
not hear the agent. 

6.8.3 Open-Ended Interviews 
The informal open-ended feedback sessions that occurred after friends and family played 
trial versions of the game were very informative. I had not planned to discuss the trial 
versions in the thesis, as they are not part of the sample data, but the interviews reinforce 
some trends and cast some light on others that I would otherwise not have been able to 
assess. Even when doing a quantitative study it can provide valuable insights looking 
more closely into a small sample. Among the players who participated in the study, one 
could have interviewed a few semi-open-endedly after they finished the game. 

6.8.4 Baseline Phase 
The first section of a game gets very busy, as there are so many simultaneous events. The 
researcher needs to monitor and count occurrences of several words in a sometimes rapid 
pace, and make a decision on what condition to subject the player to in the next step, 
while participating in the game in a credible manner. Participation of the wizard is 
achieved by clicking buttons for the agent to speak phrases (there are 25 of them during 
the first and last sections) and select countries on the map. If the player is not very verbal, 
the researcher also needs to take care to encourage the player to speak more. In the exper-
imental conditions, the researcher needs to look out for about ten different words (four 
cardinal and six egocentric). What is more, the beginning of the game is an introductory 
phase where player and wizard get to know each other. It is no surprise that the player, 
being new to the game, may need some guidance to get started and get into it. But for the 
researcher as well, it takes a while to get used to the player's style, rhythm, and accent, 
not to mention the volume of the microphone or sorting out background noise. In some 
players, a longer break will signify they are done describing and are waiting for feedback. 
In others, a similar break occurs when the player still has something on their mind. It 
takes a few targets to get in sync with a new player. 

As some participants start off with a strategy of skipping targets whenever the agent 
cannot immediately identify them, some of the recordings could not be used because 
players had simply skipped the entire baseline section. Most players can be urged to slow 
down and give lengthier explanations and participate in a back-and-forth information 
exchange, but when the agent gets through to them, they will have skipped several tar-
gets, often the entire baseline and sometimes even the priming section. Thus, there is no 
baseline to compare with and sometimes not even a chance to ask any priming questions. 
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This taken into consideration, it would have been a good idea to have the first section 
include more targets. Another option might be to start every round with an unspecified 
number of targets where the researcher gets to know player and player gets to know how 
the game works and gets into the collaborative aspect of the game. When the player does 
not rush it anymore and has a grasp of the abilities of the agent, the researcher can change 
gears to the real game. Either way, both baseline and priming section would be better off 
if they included more targets as players may still skip a target.  

6.8.5 No Proper Control Group 
The study at hand lacks a proper control group. Participants of a control group would 
have played the game without any interventions.  

In planning the study, a comparison group (conditioned for borders or next to) was in-
cluded to verify that entrainment occurs in the geography game. Without the comparison 
group, it would not have been possible to evaluate the hypotheses. If there had been only 
a control group and the experimental group (conditioned for NSEW or LRAB), absence 
of entrainment in the experimental group would not have been evidence that people do 
not entrain difficult words. Because entrainment in RDG-Map has not been measured 
previously, I could not know that entrainment would occur at all in the game, even for 
simple substitutions. It would not have sufficed to simply point to previous studies, stat-
ing that lexical entrainment is manifested in human–computer interactions in other areas 
of application, as there might be something in the specific context of the rapid dialogue 
game that obstructs entrainment. Therefore, the experimental group was contrasted to a 
comparison group receiving simpler substitute words. 

As all groups entrained to some extent, the comparison group comes off as somewhat 
redundant, and the study suffers from the lack of a proper control group. A control group 
would have allowed for comparisons of player experiences between a primed group and a 
group that was not urged to adapt their speech. It would be valuable to learn whether 
humans object to being primed by a machine. On the one hand, it is possible that players 
are put off the track, feel criticized or think the agent is dumb when it proposes a different 
term. On the other hand, this negotiation on how to speak is pivotal to human–human 
conversations and might contribute to the feeling of collaboration and partnership. Two 
players specifically mention the back-and-forth aspect (which may or may not include the 
embedded corrections) of the game as its main appeal. 

6.8.6 Synonyms of Equal Difficulty 
A new iteration of the study should reconsider the substitute words of the comparison 
group. It is possible that next to is mainly used for describing lateral relations. In that 
case, it would need to be replaced as it differs from borders and the more challenging sets 
of synonyms, which cover all directions. During the priming stage, next to was used for 
neighboring countries in all directions. Participants sometimes object to or become hesi-
tant at this phrasing when it refers to vertical neighbors: 

Agent: Is it [Austria] next to Italy? 

Participant: Yeah…sort of, it's above Italy, so it's kind of next to it, sort of. 
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7 Future Work 

As the vocabularies of all groups converge with that of the computer, it is relevant to 
examine whether communication suffers in other ways when people entrain to a more 
complex set of words. This was initially one of the hypotheses, but it could not be evalu-
ated within the limited scope of a bachelor’s thesis. Principal means of addressing the 
issue include comparing rate of repairs (“Libya [it’s] west of Egypt, I'm sorry east, no, 
west of Egypt”) and errors (“[Finland is] northeast of Russia”) related to directions to 
find whether players make more mistakes after changing system, and evaluating respons-
es from the questionnaire to find whether switching to a more complex set affects play-
ers’ impression of the agent or the perceived difficulty of the task. Despite its potential 
benefits, entrainment might do harm if the habit of entraining overrides the speaker’s 
awareness of their own abilities. If speakers comply with a computer by entraining, but 
commit errors because they are not accustomed to the proposed vocabulary, they will 
provide the computer with faulty information. The lately recommended method of tap-
ping the human inclination to entrain might prove counterproductive. 

The data of the current project were analyzed by group. It might have been valuable to 
look more closely into whether all participants entrain or whether some do to a great de-
gree and others not so much. It is also of value to know when participants swap. It seems 
likely that people would be most prone to entraining in direct confirmation to questions 
containing a prime (“Is it to the left?” — “Yes it’s to the left.”), and less prone when 
providing their own novel description, but this has not been assessed in the present work. 

The sample of the study was not large enough for properly testing for statistical signif-
icance. The results of a larger study would need to be statistically analyzed, and the ques-
tionnaires deserve more attention. In particular, it might be possible to evaluate the prop-
osition that all players consider cardinal directions to provide the most appropriate refer-
ences in the geography game by correlating the impression of the agent to the experi-
mental conditions. If the cardinal group (initially preferring egocentric directions) holds 
the agent in high esteem, that might be an indication that they found it more competent 
and reliable because it implicitly suggested a good strategy—using cardinal directions. 
The egocentric group, on the other hand, would be expected to think less of the agent if 
they felt it suggested an inferior strategy (left/right).  
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8 Conclusion 

This bachelor’s thesis presents an experiment aimed at investigating lexical entrainment 
to challenging words. The corpus consists of dialogues between human players and a 
Wizard of Oz–agent playing a collaborative geography-themed game. Results show that 
players in all conditions adopt the directional words suggested by the computer. Surpris-
ingly, the group that was predicted to be least likely to entrain (going from left/right to 
cardinal directions) exhibited the highest levels of adaptation. This can be explained if 
conceptual pacts are taken into account. It may be that in accepting or rejecting the terms 
proposed by the computer, participants are not simply trying to or failing at facilitating 
the conversation. They are taking a stand as to whether the concepts proposed by the 
computer make sense or not in the present context. The observation that context-
appropriate substitutes support entrainment has implications for the design of spoken 
dialogue systems. Substitute words need to be chosen with care, if high levels of entrain-
ment are to be attained.  

The thesis further discusses aspects of awareness in relation to the Wizard of Oz–
technique, remote data collecting, and lexical entrainment. The first observation has im-
plications for the credibility of Wizard of Oz–studies, a common objection being that 
participants might be able to tell that they are not interacting with a real robot. In this 
study, there was no indication that players questioned the authenticity of the agent, nor 
that they noted the vigorous priming attempts. Remotely collecting data while partici-
pants are in their homes needs to be discussed from an ethical view, as the presence of the 
researcher is less tangible. The final observation highlights lexical entrainment’s perhaps 
most appealing finesse: its being nearly invisible. While it is effective and does redirect 
our speech, it poses no distraction to us. 
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Appendix A: Wizard Guidelines 

 

Right after the pairing happened:  

“Hi, I’m Kate. Nice to play with you today. Click when you’re ready to start.” 

The agent repeats this after 10 seconds if there is no reaction from the director. In the 
minute that follows, the agent alternately repeats the opening statement and says “I can’t 
hear anything. Please check your audio setup and come back” every 20 seconds. If there 
is still no response in the following 20 seconds after the last replay, the game is aborted. 

Identifying Countries:  

Initially, the agent knows where the following countries are located:

◼ America: 
• Brazil  
• Canada  
• Mexico  
• United States  

◼ Asia: 
• China  

• India  
• Russia  

◼ Europe:  
• Hungary  
• Italy  

◼ Australia:  
• Australia 

 

The agent can identify the continents and the oceans. 

The agent understands relative spatial references such as north, left, lower etc.  

The agent can count.  

The agent can identify shapes. 

The agent remembers countries (including names) it has correctly identified. For practical 
reasons, the agent knows previously scored countries even if they were not mentioned by 
name. 

If the agent identified a country it says: “Got it!”.  

If the director continues to give cues after the agent said “Got it!”: “Okay, got it” or 
“Yeah, got it”. 
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If the agent has said “Got it!” before, but now chooses another country: “Oh, I see, I got 
it”.  

If the director does not move on after the agent identified the correct target and makes a 
break of at least 2 seconds: “I got it. Just move on”.  

If a description is not sufficient and the director makes a pause: “I don’t know where that 
is” and “I still can’t identify it” (second time). 

  

Asking Questions  

If spatial information is scanty, the agent asks for more information: “Can you say more 
about the location?”.  

If the player gives an unspecific spatial description (e.g. “It’s next to Poland.”): “On what 
side?” and “Which one?”, depending on context.  

If the description of a location is not sufficient for plausibly identifying a country, the 
agent asks about the shape of the country: “What does it look like?”.  

Answering Questions  

The agent answers simple yes/no-questions about what it knows (e.g. “Do you know 
where Syria is?”): “Yes” / “No”. 

The agent can answer if it already identified the country (“Did you click on it?”): “Yes” / 
“No”. 

The agent can answer if the director can say the countries name (“Can I just say the 
name?”): “Yes”.  

If the question does not fall in one of the three categories, the agent says: “I’m not sure 
what you’re talking about”. 

Skipping  

The agent does not ask to skip a country. If the director asks if it’s okay to skip a coun-
try the agent says “yes” or “okay”. 

Backchannels  

The agent says “okay” when the player mentions a known country. 

If there is a pause in the director’s speech, the agent can give two sorts of backchannels: 
“mhm” if the previous cue raised the agent’s confidence in the target selection, ”uh” if 
the previous cue did not raise the agent’s confidence in the target selection.  

Reacting to Pauses  
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In the very beginning of the game for at least 5 seconds: “Start describing, the game 
started”. 

Two second pause after the director clicked continue without describing anything: “So 
which one is it?”  

If a player gets stuck and is silent for a long time or keeps repeating previous information, 
the agent moves on. Click a plausible target and say “I think I got it”.  

Off-topic talk / Wrong audio setup  

First reaction to off-topic talks is “I’m not sure what you’re talking about”. If the user 
continues to talk about non-game related things: “Let’s get back to the game”. 

If the agent can’t hear anything for a continuous time, the agent says “I can’t hear any-
thing. Please check your audio setup and come back”. After another 20 seconds of si-
lence: repeats message and disconnects. 

  

Goals for each section 

◼ Baseline: eliciting a minimum of 5 spatial relative directions, at least one longitudi-
nal and one latitudinal. 

◼ Priming: providing 5 substitute words. Preferably at least one per each target. For 
test group at least one longitudinal and one latitudinal. 

◼ No priming: eliciting spatial relative directions.  
 



 
 

 
 
 
 

49 

Appendix B: Target countries 

The target countries in the order they appear in the game. 
 

BASELINE  
Indonesia  
Pakistan  
Italy  
Libya  
PRIMING  
Bolivia  
Nepal  
Guyana  
Austria  
POST PRIMING  
Somalia Canada 
Papua New Guinea Argentina 
Zambia Slovakia 
Kazakhstan Poland 
Finland Benin 
Japan Tanzania 
Nigeria United Kingdom 
France Vietnam 
Iraq Turkey 
Iran Venezuela 
Syria Paraguay 
Ireland Greece 
Serbia Germany 
Portugal Angola 
Madagascar Estonia 
Ethiopia Algeria 
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Appendix C: Parser code 

#!/usr/bin/python3 
# coding: utf-8  
 
from openpyxl import Workbook 
import re 
import sys 
 
### GLOBAL VARIABLES ########################################## 
################################################################ 
 
# Filenames 
transcript_name = “transcripts_all.txt” 
annotation_name = “annotation_all.xlsx” 
conditions_file = “participants_conditions.csv” 
 
# The previous target. 
# Purpose is to identify when a new target arrives 
# so that descriptions can be grouped by target. 
prev_target = “NONE” 
mturk_id = “NONE” 
participant_condition = {} 
 
# Start time is the start of the first utterance made by a director(dir)/matcher(mat) concerning a target. 
# End time is the end of the last utterance made by a player concerning the same target. 
dir_start = [-sys.maxint - 1] 
dir_end = sys.maxint 
mat_start = [-sys.maxint - 1] 
mat_end = sys.maxint 
 
# All descriptions that a specific player uses to describe the target. 
dir_utterances = [] 
 
# What the agent says concerning one target. 
mat_utterances = [] 
 
# Writing to excel needs to start on 2nd row, as 1st row contains the headings. 
xl_line = 2 
 
# Words that should not be counted as directions. 
exceptions_north = [“north korea”, “northwest”, “north west”, “northeast”, “north east”] 
exceptions_south = [“south korea”, “south africa”, “south america”, “southwest”, “south west”, “southeast”, 
                    “south east”] 
exceptions_east = [“middle east”, “southeast”, “south east”, “northeast”, “north east”] 
exceptions_west = [“southwest”, “south west”, “northwest”, “north west”] 
exceptions_right = [“all right”, “alright”] 
exceptions_over = [“clover”, “over there”] 
 
# Target country ID:s and the experiment section they belong to. 
target_section = { 
    “ID”: “pre”, 
    “PK”: “pre”, 
    “IT”: “pre”, 
    “LY”: “pre”, 
    “BO”: “priming”, 
    “NP”: “priming”, 
    “GY”: “priming”, 
    “AT”: “priming”, 
    “NONE”: “NONE”, 
    “XXX”: “NONE”, 
} 
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### END OF GLOBAL VARIABLES ################################### 
################################################################ 
 
 
 
## FUNCTIONS ################################################## 
################################################################ 
 
# Sets headers of columns in an excel sheet. 
def insert_headings(sheet): 
    sheet.cell(row=1, column=1).value = “MTurk ID” 
    sheet.cell(row=1, column=2).value = “Role” 
    sheet.cell(row=1, column=3).value = “Target” 
    sheet.cell(row=1, column=4).value = “Utterances” 
    sheet.cell(row=1, column=5).value = “Section” 
    sheet.cell(row=1, column=6).value = “Group” 
    sheet.cell(row=1, column=7).value = “Condition” 
    sheet.cell(row=1, column=8).value = “Incorrect” 
    sheet.cell(row=1, column=9).value = “Repair” 
    sheet.cell(row=1, column=10).value = “Comment” 
    sheet.cell(row=1, column=11).value = “Sum Cardinal” 
    sheet.cell(row=1, column=12).value = “Sum Egocentric” 
    sheet.cell(row=1, column=13).value = “Sum Directions” 
    sheet.cell(row=1, column=14).value = “North” 
    sheet.cell(row=1, column=15).value = “South” 
    sheet.cell(row=1, column=16).value = “East” 
    sheet.cell(row=1, column=17).value = “West” 
    sheet.cell(row=1, column=18).value = “Northeast” 
    sheet.cell(row=1, column=19).value = “Northwest” 
    sheet.cell(row=1, column=20).value = “Southeast” 
    sheet.cell(row=1, column=21).value = “Southwest” 
    sheet.cell(row=1, column=22).value = “Right” 
    sheet.cell(row=1, column=23).value = “Left” 
    sheet.cell(row=1, column=24).value = “Above” 
    sheet.cell(row=1, column=25).value = “Below” 
    sheet.cell(row=1, column=26).value = “Over” 
    sheet.cell(row=1, column=27).value = “Under(neath)” 
    sheet.cell(row=1, column=28).value = “(On) top (of)” 
    sheet.cell(row=1, column=29).value = “Bottom” 
    sheet.cell(row=1, column=30).value = “Up(per)” 
    sheet.cell(row=1, column=31).value = “Lower” 
    sheet.cell(row=1, column=32).value = “Down” 
    sheet.cell(row=1, column=33).value = “Border*” 
    sheet.cell(row=1, column=34).value = “Next to” 
    sheet.cell(row=1, column=35).value = “Beside”  # Not implemented because probably not needed 
    sheet.cell(row=1, column=36).value = “Neighbouring”  # Not implemented because probably not needed 
    sheet.cell(row=1, column=37).value = “Near”  # Not implemented because probably not needed 
    sheet.cell(row=1, column=38).value = “Manual correction, cardinal” 
    sheet.cell(row=1, column=39).value = “Manual correction, ego” 
    sheet.cell(row=1, column=40).value = “Manual correction, border*” 
    sheet.cell(row=1, column=41).value = “Manual correction, next to” 
    sheet.cell(row=1, column=42).value = “Start (s)” 
    sheet.cell(row=1, column=43).value = “End (s)” 
 
 
# Counts number of occurrences of a direction in an utterance, 
# except for when part of a country name. 
def occurrences(direction, utterance): 
    # Number of times direction appears in utterance (all lowercase) 
    quantity = utterance.lower().count(direction.lower()) 
 
    false_hits = 0 
 
    if direction == “north”: 
        for word in exceptions_north: 
            false_hits = false_hits + utterance.lower().count(word.lower()) 
    elif direction == “south”: 
        for word in exceptions_south: 
            false_hits = false_hits + utterance.lower().count(word.lower()) 
    elif direction == “east”: 
        for word in exceptions_east: 
            false_hits = false_hits + utterance.lower().count(word.lower()) 
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    elif direction == “west”: 
        for word in exceptions_west: 
            false_hits = false_hits + utterance.lower().count(word.lower()) 
    elif direction == “northeast”: 
        quantity = quantity + utterance.lower().count(“north east”)  # Adds split occurrences. 
    elif direction == “northwest”: 
        quantity = quantity + utterance.lower().count(“north west”) 
    elif direction == “southeast”: 
        quantity = quantity + utterance.lower().count(“south east”) 
    elif direction == “southwest”: 
        quantity = quantity + utterance.lower().count(“south west”) 
    elif direction == “right”: 
        for word in exceptions_right: 
            false_hits = false_hits + utterance.lower().count(word.lower()) 
    elif direction == “left”: 
        pass 
    elif direction == “above”: 
        pass 
    elif direction == “below”: 
        pass 
    elif direction == “over”: 
        for word in exceptions_over: 
            false_hits = false_hits + utterance.lower().count(word.lower()) 
    elif direction == “under”: 
        pass 
    elif direction == “top”: 
        pass 
    elif direction == “bottom”: 
        pass 
    elif direction == “up”: 
        pass 
    elif direction == “lower”: 
        pass 
    elif direction == “down”: 
        pass 
    elif direction == “border”: 
        pass 
    elif direction == “next to”: 
        pass 
    else: 
        print “No such direction:” + direction 
 
    return quantity - false_hits 
 
 
# Fills in a row in the table 
def make_entry(mturk_id, role, utterances, target, start, end, line): 
    # Creates excel formulas for summing up number of occurrences of 
    # cardinal directions, egocentric directions and 
    # all cardinal and egocentric directions. 
    # Example: 
    #         =SUM(N8:U8)-AL8 
    #         Sums of all cardinal directions on line 8, substracting any manual corrections 
    line_str = str(line) 
    formula_sum_card = “=SUM(N” + line_str + “:U” + line_str + “)-AL” + line_str 
    formula_sum_ego = “=SUM(V” + line_str + “:AF” + line_str + “)-AM” + line_str 
    formula_sum_dir = “=SUM(K” + line_str + “:L” + line_str + “)” 
 
    condition = participant_condition[mturk_id[:-2]] 
    if condition == “nextto” or condition == “borders”: 
        group = “comparison” 
    elif condition == “cardinal” or condition == “egocentric”: 
        group = “test” 
 
    # Fill row     
    sheet.cell(row=line, column=1).value = mturk_id 
    sheet.cell(row=line, column=4).value = utterances 
    sheet.cell(row=line, column=2).value = role 
    sheet.cell(row=line, column=3).value = target  # I.e. previous target. 
    sheet.cell(row=line, column=5).value = target_section.get(target, “post”)  # “post” is default return value 
    sheet.cell(row=line, column=6).value = group 
    sheet.cell(row=line, column=7).value = condition 
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    sheet.cell(row=line, column=11).value = formula_sum_card 
    sheet.cell(row=line, column=12).value = formula_sum_ego 
    sheet.cell(row=line, column=13).value = formula_sum_dir 
 
    sheet.cell(row=line, column=14).value = occurrences(“north”, utterances) 
    sheet.cell(row=line, column=15).value = occurrences(“south”, utterances) 
    sheet.cell(row=line, column=16).value = occurrences(“east”, utterances) 
    sheet.cell(row=line, column=17).value = occurrences(“west”, utterances) 
    sheet.cell(row=line, column=18).value = occurrences(“northeast”, utterances) 
    sheet.cell(row=line, column=19).value = occurrences(“northwest”, utterances) 
    sheet.cell(row=line, column=20).value = occurrences(“southeast”, utterances) 
    sheet.cell(row=line, column=21).value = occurrences(“southwest”, utterances) 
    sheet.cell(row=line, column=22).value = occurrences(“right”, utterances) 
    sheet.cell(row=line, column=23).value = occurrences(“left”, utterances) 
    sheet.cell(row=line, column=24).value = occurrences(“above”, utterances) 
    sheet.cell(row=line, column=25).value = occurrences(“below”, utterances) 
    sheet.cell(row=line, column=26).value = occurrences(“over”, utterances) 
    sheet.cell(row=line, column=27).value = occurrences(“under”, utterances) 
    sheet.cell(row=line, column=28).value = occurrences(“top”, utterances) 
    sheet.cell(row=line, column=29).value = occurrences(“bottom”, utterances) 
    sheet.cell(row=line, column=30).value = occurrences(“up”, utterances) 
    sheet.cell(row=line, column=31).value = occurrences(“lower”, utterances) 
    sheet.cell(row=line, column=32).value = occurrences(“down”, utterances) 
    sheet.cell(row=line, column=33).value = occurrences(“border”, utterances) 
    sheet.cell(row=line, column=34).value = occurrences(“next to”, utterances) 
 
    sheet.cell(row=line, column=42).value = start 
    sheet.cell(row=line, column=43).value = end 
 
 
def map_condition(cond_file): 
    for line in cond_file: 
        split_line = line.split(';') 
        participant_condition[split_line[0]] = split_line[1] 
 
### END OF FUNCTIONS ######################################### 
################################################################ 
 
 
 
### MAIN ####################################################### 
################################################################ 
 
# Create excel workbook 
book = Workbook() 
sheet = book.active 
 
# Sticks first row on top, so you always see the headings when you scroll. 
sheet.freeze_panes = sheet['A2'] 
 
# Create headings for all columns in sheet 
insert_headings(sheet) 
 
# Open transcript 
transcript = open(transcript_name, “r”) 
 
# Open conditions-file 
cond_file = open(conditions_file, “rU”) 
map_condition(cond_file) 
 
for line in transcript: 
    print line 
    # Extracting data from transcript. 
    # Example transcript entry: 
    #      4   20.55  22.29  AXXXXXXXXXXXXX_a   transcription-segment 
    #      {ROLE=DIRECTOR, AUDIOFILE=AXXXXXXXXXXXXX_a-chunk-04.wav, TARGET=ID} it is Indonesia 
 
    split_entry = re.split(r'\t+', line)  # Split on tabs 
    segment = split_entry[0] 
    role_audio_target_data = split_entry[5] 
    utterance = split_entry[6] 
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    # Extracting nestled data. 
    # Example of the expression to be matched: 
    # {ROLE=DIRECTOR, AUDIOFILE=AXXXXXXXXXXXXX_a-chunk-04.wav, TARGET=ID} 
    # 
    # Object groups (reg.expr. broken down): 
    #               { 
    #               (\w+)   Group 1, matches ROLE 
    #               = 
    #               (\w+)   Group 2, matches the role type 
    #               (, )    Group 3, matches ,[space]  
    #               (\w+)   Group 4, matches AUDIOFILE 
    #               = 
    #               ([^,]*) Group 5, matches the name of the audio file 
    #               (, )    Group 6, matches ,[space] 
    #               (\w+)   Group 7, matches TARGET 
    #               = 
    #               (\w+)   Group 8, matches the target id 
    #              } 
    matchObj = re.match(r”{(\w+)=(\w+)(, )(\w+)=([^,]*)(, )(\w+)=(\w+)}”, role_audio_target_data) 
    role = matchObj.group(2) 
    curr_target = matchObj.group(8) 
 
    if prev_target != curr_target: 
        # Convert to string 
        dir_utterances_str = ', '.join(dir_utterances) 
        mat_utterances_str = ', '.join(mat_utterances) 
 
        # Writing data 
        if dir_utterances: 
            make_entry(mturk_id, “DIRECTOR”, dir_utterances_str, prev_target, dir_start[0], dir_end, xl_line) 
            xl_line = xl_line + 1 
 
        if mat_utterances: 
            make_entry(mturk_id, “MATCHER”, mat_utterances_str, prev_target, mat_start[0], mat_end, xl_line) 
            xl_line = xl_line + 1 
 
        # The following is needed in preparation for next entry in table. 
        # Empty utterances and reset previous target and start, 
        # add description belonging to new target 
        # and increase excel-row to write to. 
        dir_utterances[:] = [] 
        mat_utterances = [] 
        mat_start = [] 
        dir_start = [] 
        prev_target = curr_target 
 
    mturk_id = split_entry[3] 
    if role == “DIRECTOR”: 
        dir_utterances.append(utterance) 
        dir_end = split_entry[2] 
        dir_start.append(split_entry[1]) 
 
    elif role == “MATCHER”: 
        mat_utterances.append(utterance) 
        mat_end = split_entry[2] 
        mat_start.append(split_entry[1]) 
 
# Write last target 
 
# Convert to string 
dir_utterances_str = ', '.join(dir_utterances) 
mat_utterances_str = ', '.join(mat_utterances) 
 
if dir_utterances: 
    make_entry(mturk_id, “DIRECTOR”, dir_utterances_str, prev_target, dir_start[0], dir_end, xl_line) 
    xl_line = xl_line + 1 
 
if mat_utterances: 
    make_entry(mturk_id, “MATCHER”, mat_utterances_str, prev_target, mat_start[0], mat_end, xl_line) 
    xl_line = xl_line + 1 
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# Closing and saving 
transcript.close() 
book.save(annotation_name) 
 
################################################################ 
################################################################ 
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Appendix D: Pre-questionnaire 

For convenience, the Likert-type scale options are here presented as scores. Participants 
rated by choosing statements: 

Not at all typical of me  corresponding to 1  
Slightly   corresponding to 2 

 Moderately   corresponding to 3 
Very   corresponding to 4  
Extremely typical of me corresponding to 5 

 
Demographic Questionnaire 
Before we get started with the game, please provide some information about yourself: 
1. What is the gender you identify yourself with? 

o Female 
o Male 
o Other 
o I don't want to provide this information 

2. What is your age? 
3. What is your nationality? [menu of alternatives]  
4. What is the highest level of education you have completed? 

o No schooling completed 
o High School 
o Professional degree 
o Bachelor 
o Master or Diploma 
o PhD 
o I don't want to provide this information 

5. What are your English language abilities? 
o Elementary 
o Advanced 
o Fluent 
o Native 

6. Where are you while answering this questionnaire? 
o At home 
o At a friend's or relative's house 
o At work 
o In school 
o Other: [free-form field] 
o I don't want to provide this information 

7. How familiar are you with robots and/or virtual agents? 
 
    Not at all       Very familiar  
 
8. Are you currently or have you previously been enrolled in a Computer Science or re-
lated program at a university? 
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o Yes 
o No 

9. Please check all continents you have personally spent at least 24 hours in: 
 Africa 
 America (other than the US) 
 Asia 
 Australia 
 Europe 

10. Compared to the average person, would you say you know more or know less about 
each of these subjects? 
   
 I know less Roughly the same  I know more 
Foreign languages     
Geography     
 
11. Compared to the average person, would you say you are more or less experienced 
with each of these activities? 
   I am less experi-

enced  
Roughly the 
same  

I am more expe-
rienced 

Reading a map     
Using a compass     
Using a GPS 
(Global Position-
ing System) de-
vice  

   

Sailing     
Hiking     
Camping     
Orienteering     
   
12. Please rate how typical it is for you to use each of the below strategies when finding 
your way around an unfamiliar building or complex. 
    

    

  1 2 3 4 5 
I found maps of the building or complex, with an arrow pointing to my 
present location, to be very helpful.  

     

I always kept in mind the direction from which I had entered the build-
ing or complex (e.g. north, south, east, or west side of the building).  

     

Clearly labeled room numbers and signs identifying parts of the build-
ing or complex were very helpful in finding my way.  

     

I thought of my location in the building or complex in terms of north, 
south, east, and west. 

     

I appreciated the availability of someone (e.g., a receptionist) who 
could give me directions.  

     

Whenever I made a turn, I knew which direction I was facing.       
Clearly visible signs pointing the way to different sections of the build-
ing or complex were important to me.  

     

I could visualize what was outside the building or complex in the di-
rection I was heading inside the building.   
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13. Please rate how typical it is for you to use each of the below strategies when traveling 
to a location in a city or town that is somewhat familiar to you. 
  
I asked for directions telling me whether to turn right or left at particu-
lar streets or landmarks.    
  

1 2 3 4 5 

I visualized a map or layout of the area in my mind as I went. 
  

     

I kept track of the direction (north, south, east, or west) in which I was 
going.     
  

     

I kept track of where I was in relation to the sun (or moon) in the sky 
as I went.     
  

     

I kept track of the relationship between where I was and the next place 
where I had to change direction.   
  

     

I asked for directions telling me how many streets to pass before mak-
ing each turn.     
  

     

As I went, I made a mental note of the mileage/distance I traveled on 
different roads.    
   

     

I asked for directions telling me whether to go east, west, north, or 
south at particular streets or landmarks.   
  

     

I kept track of where I was in relation to a reference point, such as the 
center of town, lake, river, or mountain.  
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Appendix E: Post-questionnaire 

Question 3–18 were Likert-type scale questions, where participants rated Strongly Disa-
gree, Disagree, Neither Agree nor Disagree, Agree or Strongly Agree, except for question 
4 offering responses Far too Slow, Too Slow, About Right, Too Fast and Far too Fast. 
 
Post-Questionnaire 
As a last step, please tell us a little bit about your experience playing this game with your 
partner: 
1. How often have you played similar games? 

o Never  
o A few times  
o Frequently  

 
2. Please rate your impression of your partner on these scales: 
 
    Machinelike         Humanlike  
    Unkind       Kind  
    Incompetent       Competent  
    Unfriendly       Friendly  
    Ignorant       Knowledgeable  
    Dislike       Like  
    Irresponsible       Responsible  
    Unpleasant       Pleasant  
    Unintelligent       Intelligent  
    Artificial       Lifelike  
    Awful       Nice  
    Foolish       Sensible  
 

3. I did a good job describing things.  

4. I liked working with my partner.  

5. How was your partner's speed and flow of communication? 

6. It was easy to play the game with my partner.  

7. My partner played the game efficiently.  

8. In the end I felt satisfied with our score.  

9. My partner asked too many questions.  
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10. My partner was easily confused.  

11. I understood what my partner was saying.  

12. My partner was flexible about what words could be used to describe things.  

13. I believed my partner when he/she said 'Got it' or similar. 

14. My partner understood me. 

15. I knew what I could say to my partner at each point in time. 

16. I talked to my partner in the way I normally talk to another person. 

17. I sometimes didn't say certain things because I worried that my partner wouldn't un-
derstand what I said. 

18. This game is fun. 
 

19. Why is this game (not) fun? Please elaborate briefly. 
 

20. (OPTIONAL) If you have any other comments about your interaction with your part-
ner, please write them here. 
 


