
UPTEC IT 19021

Examensarbete 30 hp
November 2019

Snore Detection In Uncontrolled 
Environments Using Neural Networks 
for Mobile Devices 

Johan Windahl

Institutionen för informationsteknologi
Department of Information Technology





 

 
 
Teknisk- naturvetenskaplig fakultet 
UTH-enheten 
 
Besöksadress: 
Ångströmlaboratoriet 
Lägerhyddsvägen 1 
Hus 4, Plan 0 
 
Postadress: 
Box 536 
751 21 Uppsala 
 
Telefon: 
018 – 471 30 03 
 
Telefax: 
018 – 471 30 00 
 
Hemsida: 
http://www.teknat.uu.se/student 

Abstract

Snore Detection In Uncontrolled Environments Using
Neural Networks for Mobile Devices

Johan Windahl

Sound classification in audio data with the labels Snoring and Non-
snoring has been created. A wide range of neural networks has been 
created. The networks have a diverse complexity consisting of three 
different architectures. The dataset used for the models was 
preprocessed using three separate audio window lengths. The dataset 
used was assembled from audio recordings in a sleep tracking mobile 
application and a subset of a large independent dataset. A total of 
129 models were implemented, compared and analyzed. One model was 
elected winner based on desirable preferences, with an accuracy of 
96,38%. The conclusion was drawn that the simpler models combined 
with a shorter window length was preferred over the larger complex 
models with longer window length, with the chosen preferences in 
mind.
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Sammanfattning

Ljudklassificering av ljuddata med klasserna snarkning och icke-snarkning har skapats. Ett
brett spektrum av neurala nätverk skapades. Nätverken hade varierad komplexitet och var
utav tre olika arkitekturer. Datamängden som användes till modellerna förbehandlades med
hjälp av tre separata ljudfönsterlängder. Datamängden sammansattes med inspelad sömndata
från en mobilapp och en delmängd av en stor oberoende datamängd. Totalt blev 129 mod-
eller implementerade, jämförda och analyserade. En modell korades som vinnare baserat på
önskvärda preferenser med en precision på 96,38%. Slutsatsen drogs att små enklare modeller
kombinerat med en kortare fönsterlängd var att föredra gentemot stora komplexa modeller
med lång fönsterlängd, utifrån de valda preferenserna.
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1 Introduction

Every day, all around the world we humans share a common activity, sleep. This activity is a
vital part of our life used for restoration and recovering. Even though sleep is a widely-spread
phenomenon, it’s still in a sense a mystery. It has an unconscious and unknown element that
leaves many questions unanswered.

When a person enters sleep this unconscious element takes over, an automatic deeper state
grasps the motor control and mind. A side effect while sleeping is snoring which is common
among the population and is one part of this mystery. The fundamental cause and whether it is
dangerous is not confirmed. However, are there substantiated health risks connected to heavy
snoring. [27] [36].

Advanced research in these domains of sleep and snoring was first only available to people
with controlled environments, advanced equipment, sensors, and time. There is no perfect
sleep assessment method, but one of the current (2018) most accurate methods is Polysomno-
gram (PSG) ([29]). PSG is an extensive recording of the physiological changes that occur
during sleep, the main drawback is its expensiveness and exclusiveness.

A part of the sleep assessment field has now opened up as the technology has developed and
with the introduction of the smartphone. Today a common man can use his mobile device to
measure different aspects of his sleep without any extra equipment[63] [47]. The main idea
behind this task is using the accelerometer of the device to measure the body’s physical move-
ment during a sleep session. Then use the data recorded to mimic advanced sleep equipment
differentiating the sleep-stages throughout the session. A side-effect during this process is the
possibility to use the microphone for audio recording. The audio can later be used to detect
whether snoring or other sound-events are occurring during the session.

In this project, automatic snore-detection within audio files has been enabled which has many
practical advantages.

• To find potential health risks included in various forms of sleep apneas using a common
mobile device. Recent evidence shows that these obstructive sleep apneas is greatly
under-diagnosed and has a high prevalence in the population. [76]

• The opportunity to automatically identify snoring. This enables the potential for only
saving the relevant segments of data during a recording session when the actual event
occurs. Instead of the requirement to save the whole recording.

• The possibility to use real-time snore prevention tools, letting the user know that snoring
is occurring. This could improve sleep quality for the user and other nearby parties.

The snore detection system has been created via different Machine Learning[6] (ML) models.
The models are various Neural Networks [24] (NN) that have been implemented, compared,
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and analyzed. The different models created has also been trained with different feature extrac-
tion setups of the audio data to find tendencies how fast a proper preliminary prediction can
be made. A broad spectrum of models are presented and a proposed model has been chosen as
the best one by analyzing the results of desirable priorities presented by an external company.
Priorities such as:

• A model that can distinguish between two sound events snoring and non-snoring with
great performance in audio files.

• A model as uncomplicated as possible but that is sufficiently complex to deliver great
performance.
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2 Background

Snoring is a state during the sleep that causes noise via the breathing air. The flow of air
passes through tissues in the back of the throat that leads to vibrations, this is the source of
the sound. Snoring is a frequent predisposition within the population, this was concluded by
an epidemiological survey in the 1980s. The survey concluded that on average 19% of the
population were habitual snorers. Where 24.1% were men, and 13.7% were women. The
sample size of this survey was 5713 people.[43] The snoring frequency and intensity for a
person can be increased by several components that are somewhat preventable, such as:

• Stimulants, such as drugs or alcohol. They may have a relaxing effect on the throat
muscles. [32]

• Nasal congestion from colds, flu or allergies. The accumulation of mucus may disturb
the natural breathing function. [75]

• Weight, abdominal obesity is a great predictor of various sleep disorders [21]

• Sleep position, snoring is most common when lying on the back. [55]

Light snoring may not be dangerous or disrupt the quality of sleep. Heavy snoring may,
tendencies have been found between heavy snoring and different levels of sleep apneas. [33]
Sleep apnea is a breathing disorder that leads to states where shallow or no breathing occurs.
The term is valid if the low-breathing-state exceed a period longer than 10 seconds.[22] There
are multiple levels of sleep apneas which are defined by how many of these sessions occur
per time unit. Obstructive Sleep Apnea (OSA) is the most common apnea.[22] These apneas
may lead to different levels of oxygen-deprivation, which is not healthy for the human body. It
can lead to multiple serious consequences such as high blood pressure, atrial fibrillation [17]
, stroke[15], type II diabetes [2], other cardiovascular problems[46], and some research even
points to cancer. [77]

This project has been constructed with help from a company called Urbandroid. Urbandroid
is a software development company started in 2010[68]. Their most successful application
is Sleep as Android which is a sleep-tracking tool for private use. The application runs on
the operating system Android[18] for mobile devices and was released the year 2010 [47]. It
currently has millions of active users over 10 million downloads (2019-02-06) and a rating of
4.3 stars (of 5) over 270 000 ratings on Google Play [30].

Sleep as Androids main purpose is to gather information around the users sleep in order for
the user to improve it. The applications main feature is tracking the user’s physical movement
during the sleep via the device’s accelerometer. Below is an image (figure 1) of a complete
session with recorded data. The accelerometer data is shown in the top graph (black bracket,
actigraph). The red line in the actigraph illustrates an optional recorded heart rate, via a heart
rate monitor.
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Figure 1: A screenshot of the application Sleep as android in the view of a sleep session

The accelerometer data is then used to mimic advanced sleep equipment to differentiate be-
tween the sleep-stages throughout the session. These approximated stages are shown as a
hypnogram (red bracket) The possible sleep phases are awake, light, medium, or deep. An-
other feature in the application is that it records audio throughout the session via the device’s
microphone and represents the recorded audio as a noise graph (green bracket). This audio is
analyzed in real time by an automatic system that identifies snoring and talking. If the system
detects an event it is registered in the noise graph with a symbol and saved as an audio file (10
seconds long).

Sleep as androids current snore detection implementation is under constant development. Ur-
bandroids developer team has explored many different approaches for implementing and im-
proving this feature. Their latest implementation use a pre-processing method which generates
the mel-frequency cepstral coefficients[41] (MFCC) (described in section 3.2) on recorded au-
dio. Their implementation uses three-second long audio segments which converts the digital
sound waves into a new representation of the sound as an image in the form of a heatmap
(an example can be seen in figure 8). This MFCC approach is a common well-documented
state-of-the-art solution that provides a compact and smooth representation of how the local
frequency spectrum changes over time. These extracted heatmap images is used as a fin-
gerprint and fed through a machine learning system that is based on a convolutional neural
network[37] (CNN). A CNN is a class of deep neural networks, specialized for analyzing
digital images.
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2.1 Machine Learning

Machine learning (ML) is a set of algorithms and statistical models that computers use to solve
given tasks without explicit instructions. Many of the fundamental algorithms and machine
learning ideas origin from decades ago. Machine learning is considered as a subset of Artificial
Intelligence (AI).

AI is a system that ”learns over time” without explicit instructions. The grandfather of AI is
Alan Turing who is famous for inventing the Turing Test (1950) [70]. This test is used to de-
termine if machines could be indistinguishable from humans by a human tester by answering
questions. Around the same time (the 50s) Frank Rosenblatt introduced a fundamental part
of machine learning and Neural Networks[24], the perceptron [57]. The theory behind the
perceptron was based on a famous rule proposed by Donald Hebb in 1949[25]. Hebb’s rule is
simplified and summarized as: ”neurons wire together if they fire together”[42], this rule is the
foundation of NN as they are today. One of the limitations with the perceptron is the inability
to solve linear inseparable problems, this was pointed out in 1969 in the book Perceptrons[45].
This reduced the popularity in the research field for some decades.

In 1974 the Multilayer Perceptron (MLP) is introduced, combined with the back-propagation
algorithm[74], and further popularized in 1986 [59]. These events made the field around
Artificial Neural Network (ANN) popular again. Back-propagation is a learning algorithm that
mimics Hebb’s rule within the network structure. It iteratively changes the weights between
nodes by trying to minimize a certain parameter given by a specific problem. The weights are
modified based on desired output behavior.

A few years later (1989) a customized ANN for recognizing handwritten numbers for ZIP-
code identification is released [38]. The Architecture of this ANN is different, this network
had multiple hidden layers and used filters that convoluted over the current feature space and
returned the information with reduced complexity. This was one of the ”grandfathers” of both
Convolutional Neural Network (CNN)s and Deep Neural Network (DNN)s. The definition
DNN is rather vague, but implies that it is a ANN, but with multiple hidden layers used on
more complex problems.

In parallel, another branch of ANNs was researched called Recurrent Neural Network (RNN)s.
The theory behind them was published long before in 1974 by Little [40], then later (1986)
popularized by John Hopfield in [28] and by David Rumelhart (1988) [59]. These networks
added a parameter of ”memory” to give the previous sequence of data relevant to the cur-
rent prediction. This was preferable for sequential problems such as speech recognition, or
handwritten letter recognition.

The latest accomplishments within AI and machine learning are conquering complex games
with gigantic state spaces, by beating top level humans. In 2016 Googles Deepmind team cre-
ated a system called AlphaGo, the system mastered the game of Go and defeated professional
players.[64]
In 2018 the same team created AlphaStar[67], this system conquered the game of Starcraft 2,
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also by beating professional players. Starcraft 2 is a real-time strategy incomplete information
game with a state space that is many orders of magnitude larger than Go. Go’s estimated state
space is around 10170 [48]

2.2 Problem statement

• Which neural network architectures seem to be favorable for this sound event classifi-
cation problem?

• The current implemented pre-processing technique uses a three second sound segment
length for generating input features. Is it possible to shorten this window and still main-
tain a reasonable accuracy by the created networks?

• What network complexity seems reasonable to sufficiently handle this sound event clas-
sification problem? How does that change as the window length increases?

• What potential suggestions could be proposed to further develop Urbandroids current
snore-detection implementation?

• Based on all findings, which created model is best one overall?

2.3 Delimitations

• Neural networks are the only techniques considered. More specifically three different
neural network architectures are considered, MLP (multilayer perceptron), CNN, and
RNN. No new machine learning algorithms or architectures are introduced as classi-
fiers. This delimitation was made to compare three fundamentally different basic neural
network architectures on this given problem. A comparison between how they approach
the problem with the given inputs. The MLP is used as a baseline since it has the least
complex structure, CNN which focuses on capturing visual patterns in images and RNN
which uses previous states as inputs to the current state.

• Three different audio window lengths (100, 1000, and 2500 milliseconds) are considered
in the feature extraction process of the sound events. This delimitation was made to
compare three different lengths and how short the window has to be to still consist of
sufficiently useful information for delivering reasonable performance. One very short
(100 ms), one whole sound event (2500 ms), and one about equal space in between
(1000 ms) windows were chosen.

• The created models will not be tested in a live environment on a mobile device. The
potential of each model will be analyzed by predicting sound events on an independent
testing data set. The models created are left with the possibility of exportation and usage.
This delimitation was made to focus on only the machine learning model creation and
pre-processing of the audio data.
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• No collection of new audio data via recording devices is done. This project assembles a
dataset of already recorded audio. This thesis is mainly focused on the machine learning
aspect of sleep research. This delimitation was made to focus on only the machine
learning model creation and pre-processing of the audio data.

• The sound events are treated like they are mutually exclusive. This is a delimitation
made to simplify the machine learning model creation.
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3 Theory

3.1 Machine Learning & Neural Networks

Supervised Learning
Supervised Learning (SL) is a subset of machine learning. The main purpose is to create a

model that approximates an unknown function. The model will be trained by using labeled
training data. The training data consists of samples with data pairs, inputs together with correct
outputs. The input will be fed through the model iteratively. After each iteration the network
has variables it will nudge its towards a better approximation of the unknown function. When
the training phase is over the model can estimate a result based on the training phase.

Artificial Neural Network
One neural network structure is the Artificial Neural Network ANN whose behavior is in-
tended to mimic the neural networks biologically created in our brain [24]. The neurons collec-
tively work together to ”learn” a solution by minimizing some parameter in a given problem.
If a correct pattern is presented, the connection between neurons that fired is strengthened.
ANN is an umbrella term for all neural networks, these networks can be connected in many
ways, have different sizes, and structures, each will yield different learning behavior. The
basic building block in an ANN is a perceptron. A more advanced structure of perceptrons
interconnected in many layers (at least 3) is the MLP[50]. (an illustration of a MLP can be
seen in figure 2) A new component in the MLP is an activation function [44], which adds
non-linear properties to the whole component so it can approximate more complex functions.

Figure 2: A multilayered perceptron with two input nodes, four hidden nodes and 2 output
nodes.

Recurrent Neural Network A RNN is a type of an ANN but with a slight structural change.
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Instead of a forward-only network path, the nodes in the RNN have a feedback connection
between layers of the network. This structure enables the network to use its internal state as
input, and therefore it uses its previous states as input when predicting the current state.

Long Short-Term Memory (LSTM) [26] is a type of neural network with a more sophisti-
cated RNN structure. LSTM enables the possibility to multiple of dependencies over different
timescales. Another advantage of LSTM is that it deals with the major problem that sometimes
occur with regular RNNs, the vanishing or exploding gradient problem. This happens when
the gradients tend to either 0 or infinity, via the backpropagation algorithm in the training
phase. LSTM solves this by allowing gradients to flow through the network unchanged.

Deep Neural Network A DNN (illustration shown in figure 3) is a vague term that indicates
the depth of a ANN and its structure. A deep ANN with multiple (generally more than 3)
layers of hidden nodes connected in sequence.

Figure 3: A Deep Neural Network architecture with multiple layers of hidden nodes.

Convolutional Neural Network CNN is a type of ANN and DNN. CNNs are preferably
used on a two-dimensional feature space, such as images classification. The architecture of
the CNN is different, the hidden layers may consist of different types such as convolutional,
pooling or normalization. Pooling layers simplify and down-samples larger parts of the input
and can use functions such as max or average. The convolutional layers use a smaller filter
that ”slides” over the larger input and are used to find abstract visual patterns in the feature
space. An example of a CNN is presented in figure 4.
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Figure 4: A Convolutional Neural Network example [3]

3.2 Mel-frequency Cepstral Coefficients

Mel-frequency cepstral coefficients (MFCCs) are a state-of-the-art method to extract features
from audio signals. The method was introduced by S. Davis and P. Mermelstein in 1980. [11]
This method has been continuously verified as a great sound feature extraction method. It has
been widely used in various automated speech or music recognition systems. [41] [71] [10]

The main idea behind MFCCs is to mimic the human ear and its listening process. The human
ear is much more sensitive to frequency shifts at the lower frequency bands. At higher frequen-
cies, the human ear cannot distinguish between modest frequency changes. MFCCs therefore
prioritizes these lower frequencies and filters out frequencies not as likely to be important. The
final coefficients will be represented as a spectrogram showing the more important energies in
the signal and how it changes over time. The final representations spectrogram will be a kind
of a ”fingerprint” for that signal. (See figure 8)

The process to extract the MFCCs from a signal[60] starts with a given signal in the time
domain. This is an analog signal saved in digital via a method called Pulse Code Modulation
(PCM). (See an example in figure 5). PCM samples the amplitude of the signal at a fixed rate,
the sampling rate. From this PCM representation, the signal is fractionated into 20-40ms long
frames. All frames are transformed into frequency domain, using the Fast Fourier Transform
(FFT) (See an example in figure 6). Next a power spectral density estimate will be calculated
for all frames by applying a Mel filterbank containing n (standard is 26) triangular filters. The
remaining information will be an array of n constants describing the intensity of the energies
in each frame. Each value in this array is logarithmized due to the logarithmic nature of the
decibel scale. Each frames array of energies are then represented as a spectrogram with pixels
of different colors to represent corresponding intensity. All these created spectrograms are
then stacked adjacent next to each other into one larger spectrogram. This spectrogram will
now contain information about how the frequency bands energy changes over time. (See an
example in figure 7)

11



The last step is to use the Discrete Cosine Transform (DCT) on the large spectrogram over each
frame. DCT is used to distill and downsize the information in the spectrogram. This technique
is widely used for e.g image and audio compression [73] [51]. The remaining coefficients are
the MFCCs. (See an example in figure 8)

Figure 5: A sample audio file containing a snore in time domain.

Figure 6: A sample audio file containing a snore in frequency domain.

Figure 7: A sample audio file containing a snore, converted to a spectrogram consisting of
filter banks coefficients.

Figure 8: A sample audio file containing a snore, converted to a spectrogram consisting of the
MFCCs.
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Mel filterbank
This filterbank is a set of triangular filters and the distance between each filter is based on

the Mel scale, created by Stevens, Volkmann, and Newman in 1937. [66] The Mel scale is
approximated in figure 9. The Mel scale is based on observed equal pitch shifts comparisons
and their corresponding frequency, the name Mel comes from the word melody. There is no
perfect formula to convert hertz to Mel, there is one that is widely used (See equation (1))
where m equals Mels and f equals hertz.[49]

m = 2595log10(1 +
f

700
) (1)

Figure 9: A graph of the relation between Mel and frequency scale.
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4 Method

4.1 Libraries

The main libraries used are Keras[8] and TensorFlow[1]. TensorFlow is an open source soft-
ware library used for numerical computation and it is created by the company Google [72].
Keras is a framework used for raising the abstraction level when creating Neural Network
(NN). Keras is created on top of TensorFlow it can also be used with other frameworks such
as Theano [5] or Microsoft Cognitive Toolkit (CNTK)[62]. The library streamlines the process
of developing models with different architectures and their structure. Keras is implemented
for the programming language Python [61].

4.2 Dataset

The dataset used for the experiments consists of 7673 audio files each with a length of a few
seconds. The files have a total duration of 5:02:25. Each file has a label, either Snore or
Noise, all files are manually verified as correctly labeled. The class Snore contains approx-
imately 4276 different snores of various people. The class Noise contains a wide variety of
environmental sounds that may occur during the night. Sounds such as different variants of
static noises, sound artifacts such as humming, creaking, squeaking, created by the recording
device or other electronic devices in proximity of microphone. Other sounds are ticks, coughs,
sneezes, traffic, talking, distant tv, dogs, and nature. The distribution between the two classes
(Noise/Snore) are 59.5%/40.5%.

The dataset was assembled from two main sources. Roughly half of the dataset origin is
Google AudioSet[19] a large-scale online dataset of labeled YouTube[58] videos which were
made for research. The Google AudioSet consists of 632 audio events, classes and a collection
of 2,084,320 human-labeled 10-second sound clips extracted from YouTube videos. [19] One
of the labeled classes in this dataset is Snoring and several other relevant classes of different
noise and background sound variations.

The other source from the application Sleep as Android and the Urbandroid team. This dataset
of sound files are recordings from real sessions recorded by Urbandroid users devices. The
dataset is a small subset relative to the applications massive user base. A subset of these
recordings is reported by users as misclassified events by the applications current snore detec-
tion model.
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Table 1: An overview of the final dataset and its content

Class Source No. files Duration No. seconds
Snore Urbandroid 1957 00:52:05 3125

Google Audioset 2319 1:28:38 5318
Total 4276 2:20:43 12043

Noise Urbandroid 1854 1:32:02 5522
Google Audioset 1543 1:09:38 4178

Total 3397 2:41:40 9700
All 7673 5:02:25 21743

4.2.1 Pre-processing

The data acquisition from various sources generated a huge range in sound quality and format
profiles in the assembled sound files, in terms of bit rate, bit depth, sampling rate, and the
number of sound channels. Some files used uncompressed data, and some were compressed
with lossy audio compression algorithms. The sound length also varied from minutes down to
one second. All files were transformed into a common format profile. The format profile was:

• Duration: 1-4 seconds

• Bit depth: 32

• Sampling rate: 16kHz

• Number of channels: 1 (Mono)

These steps were made to transform the files, for synchronization so the files had the same
audio profile.

1. (Google Audio set only), a Python script was executed to batch download all relevant
video files.

2. (Google Audio set only), a Python script was executed to convert all downloaded files
from video to audio.

3. (Google Audio set only) Files were 10 seconds long and contained the labeled sound
somewhere within that 10 seconds window. The relevant part of 1-5 second was cut out
manually and the rest of the file was discarded.

4. File listened to and verified as a correct label.

5. File was downsampled to a rate of 16kHz. Since the least common denominator in
sampling rates was 16 kHz. The rate of 16 kHz is more than enough when using the
feature extraction of MFCCs[52] for human sounds.
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6. Sound channels were reduced to mono since many of the files missed dual channels.

7. (Snore class files only) Silence was truncated to remove unnecessary information within
the files, values below a certain dB were removed. To speed up the training process.

8. Bit depth of all files was set to 32bit.

9. File length was cut down into segments of 5s and less. This means that many files were
split into smaller equal parts.

10. Files with the label Snore were split into one snore-event per file.

11. If the file now had a duration of less than one second it was removed.

12. After these steps 7673 files remained.

4.2.2 Feature engineering

Features were extracted from the training data audio clips by generating the MFCCs. The
parameters were generated using the settings for the procedure based on the paper[78] where
the authors compared different MFCCs setups. The different hyper-parameters in the setups
are the number of filters, the shape of the filters, filter spacing. These settings were chosen.

Number of filters in filterbank: 26
Filter type: Triangular filters
The filters are warped along its frequency axis and spaced according to the Mel scale (See
equation (1)).
Number of generated cepstrum coefficients: 13
Frame length: 10ms

Based on these settings three different feature engineering setups were created and used. They
are distinguishable by the length of the audio input in the MFCCs conversion. Three lengths
were chosen, 100ms, 1000ms, and 2500ms. The audio length directly determines the size of
the extracted features used for the created model. The MFCC generation technique will create
a matrix A of the size:

Ay×x (2)

where y is the number of generated cepstrum coefficients and x is calculated via equation (3).

a

f
− 1 (3)

where a is the audio length and f is the frame length.
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Since the number of cepstrum is 13 and the frame step is 10ms the different sizes of the created
input matrices can be seen in Table 2. An example of each of the input feature matrices for
the three setups are also visually represented as images in Figures: 10, 11 and, 12)

Table 2: The three different audio length setups and their generated output matrices in the
MFCC feature extraction.

Audio
length (ms) Extracted Feature Size

100 9x13
1000 99x13
2500 249x13

Figure 10: MFCC as features extracted from a 2500ms audio clip, illustrated as an heatmap.
(This sample audioclip is from the training data.)

Figure 11: MFCC as features extracted from a 1000ms audio clip, illustrated as an heatmap.
(This sample audioclip is from the training data.

Figure 12: MFCC as features extracted from a 100ms audio clip, illustrated as an heatmap.
(This sample audioclip is from the training data.

4.3 System Design

The dataset was split into three pieces 80%, 10%, and 10%. 80% of the data for training the
model, 10% for validating and then a 10% as a final test set. The validation set was used in the
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training phase and the test set was used to evaluate the results of the finished trained models as
an independent data set of unseen data. The class imbalance was approximately 59.5%40.5%
(Noise/Snore). The imbalance was handled by considering the probability distribution each
time a random sample was drawn from the training data.

4.3.1 Training and Validation

The three different feature extraction methods created three separate variants of input/output
mapping that would be fed through the model. Considering that the whole training dataset
consisted of 5 hours of audio, the potential to use more input/output mapping samples for
the shorter clips was exploited. This created a linear relationship between the length of the
chosen window and the total number of samples to use. As the window shortened the samples
increased. Below in table 3 each window and its number of potential samples in training data
are shown.

Table 3: How the window length and number of samples relates to each other in the training/-
validation dataset.

Audio
length (ms) No. samples in window Training on

No. samples
Validating on
No. samples

Total
No. samples

100 1600 291425 32381 323806
1000 16000 29122 3236 32380
2500 40000 14985 1665 16650

The number of samples in each setup was decided by:

int(
t ∗ 2
n

) (4)

Where t is the total no of samples in all the training data, and n is the number of samples in
that window.

That calculated sample size will be the iteration count by this algorithm:

1. Select a class at random, consider the class distribution

2. Select a random file with that class from the training data

3. Select an interval with within that file

4. Calculate MFCC of that selected sound segment

5. Append created MFCC as input matrix

6. Append output label from the selected file
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4.3.2 Prediction

The test set was assembled by selecting 800 random files of the whole set (10.4%) from the
dataset. The distribution between the two classes were 50-50. 400 files for the class Snore and
400 files for the class Noise. Two different versions of prediction were made, sample-wise
or file-wise. Sample-wise a single segment of window length in a file from the test dataset
would be compared to the matching label of that file. File-wise a mean would be calculated by
sliding and predicting over the whole file, sample by sample and the final mean would decide
which class the whole file should be predicted as. As the audio window length shortens it is
possible to use more samples in the test set. In table 4 it is shown how the audio window size
and the number of samples per file in the data set changed with different MFCC setups.

Table 4: Overview of how the number of samples in the test set change dependent on the
different MFCC.

Audio window
length (ms)

No. files
in test data

No. samples
in test data Samples per file

100 800 12016 15.02
1000 800 1438 1.7975
2500 158 158 1

The algorithm for predicting is:

1. Select all files in the test set one by one

2. Select audio in that whole file, segment by segment (window length size)

3. Calculate MFCC of that selected sound segment

4. Predict class probability based on that calculated segment with the trained model

5. (file-wise) Calculate mean of class probabilities for that file

6. (file-wise) Highest probability will decide which label is predicted

4.4 Implementation

The experiments were conducted with a single python file model-script that executed all the
steps from reading the audio data to creating a model, training it, and predicting results. This
script was used by another script one abstraction level higher, a main-script.

This main script created a batch of networks that were automatically created and evaluated
sequentially. In these batch mode runs detailed results for each model were saved into a folder
and an overview of that model appended into a text file.
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The model-script implementation roughly consists of these steps.

1. Read all files in training directory, which is the training audio files and saves information
about them into a variable.

2. Build the input/output mapping from the training data audio files

3. Create the structure of all possible models considered

4. Select a model and trains it on the training data.

5. (a) Read all files in prediction directory.

(b) Build the input/output mapping from the test data audio files.

(c) Evaluate prediction accuracy sample-wise

(d) Evaluate prediction accuracy file-wise

6. Log detailed results into files and graphs.

4.4.1 Algorithms, metrics and methods

Some elements were common throughout all architectures. All networks used Rectified Linear
Unit (ReLU) as the activation function for all layers except the output layer. The activation
function ReLU was introduced in [23] and made famous for Deep neural networks in [20]
which presented a breakthrough within activation functions for neural networks. The author
argues why ReLU has advantages compared to sigmoid functions to e.g solve a deficiency
that neural networks have been struggling with called the vanishing gradient problem. The
vanishing gradient problem is a state in the training phase where the calculated gradient for
updating a weight becomes vanishingly small and this will prevent the network effectively
from further training. Currently (in 2017) ReLU is the most popular activation function. [54]
There are other variants of ReLU such as Softplus which is a smoother version.

f(x) = max(0, x)

Figure 13: An illustration of ReLU and Softplus. [20]
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The activation function for the output layer was chosen as Softmax (seen in equation 5). Soft-
max or normalized exponential function is a non-linear activation function similar to the sig-
moid function but for multi-class problems. Softmax casts the target vector of real numbers
into a probability distribution.

f(s)i =
esi∑C
j esj

(5)

Categorical cross-entropy[12] was used as the loss function for all the networks (seen in
equation 6). Intuitively regular cross-entropy can be thought as finding the shortest distance
between two vectors and categorical cross-entropy outputs a probability distribution over C
classes. It is primarily used for multi-class classification, but can also be used for binary
classifications problems.

CE = −
C∑
i

tilog(si) (6)

Accuracy was used as evaluation metric (seen in equation 7). Accuracy is calculated by adding
True Positives (TP) and True Negatives (TN) and divide that by the total number of samples.
(The different terms can intuitively be distinguishable in a confusion matrix. (see Table 8)

Table 5: A confusion matrix

True label
Positive Negative

Predicted Positive True Positive (TP) False Positives (FP)
label Negative False Negative (FN) True Negative (TN)

Accuracy =
TP + TN

TP + TN + FP + FN
(7)

Adam (Adaptive Moment Estimation)[35] was used as the optimizer-algorithm for all the net-
works. Adam is an adaptive learning rate optimization algorithm and is an extension to the
classical Stochastic Gradient Descent (SGD) introduced 1951[56]. The algorithm is a com-
bination of Stochastic Gradient Descent with momentum (AdaGrad[14]), and another SGD
extension called Root Mean Square Propagation (RMSprop[69]) which finds individual learn-
ing rates for different parameters.

Early Stopping[53] was used in the training phase of all created networks. Early stopping is
used to prevent overfitting on the training data and to minimize unnecessary training. Early
stopping approximates the generalization error on the trained network each iteration, by cal-
culating a validation error by using the validation subset of data. If the validation error does
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not decrease over p number of epochs the training phase will halt. Where p is the selected
patience. For these experiments, patience was set to 5. A hard cap of 100 epochs was set, so
if Early Stopping did not trigger the training phase would not exceed 100 epochs.

Batch Normalization[31] was introduced for improving speed, performance, and some over-
fitting prevention is. Batch Normalization is argued to work by reducing the internal covariate
shift which means that the weights are normalized between layers in the network. Some ar-
gue that there is disharmony between Dropout and Batch Normalization [39], therefore many
networks were created with a combination of one, the other, or both techniques.

Dropout[65] is a technique introduced as a simplistic and effective method to force the network
to be more generalized and robust. It works by sometimes randomly turning off nodes at each
iteration in the training phase, this is to prevent overtraining. In the experiments Dropout was
used with a probability of 50%.

4.4.2 Models considered

To solve this problem a variety of models was used. The considered neural network architec-
ture was MLP, CNN, and RNN. Since there are two classes the baseline is 50%, which is just
to either predict everything as one class or choose by random. The network sizes and structure
were varied in a large spectrum of complexity with different hyperparameter settings. The
network’s number of hidden nodes in each layer was chosen as integers as result from the
formula 2N , where N is any positive integer. An overview of all networks considered is shown
in Table 3, 4, and 5. Since there were three different feature engineering setups, the tables (3,
4, and 5) show one-third of the final set of created networks.

Feed forward deep neural network structures
Seven different networks with a feed-forward structure were created (see Table ??) with in-
creased complexity and depth. From a simple one layered network with 16 nodes to a deep
network structure with seven hidden layers with a first hidden layer of 512 nodes ranging down
to 8 nodes before the output layer. Each of the seven different created networks had two twin
networks created, one with Batch Normalization between each layer, the last one with both
Batch Normalization and Dropout. This produced 21 trained networks all shown in Table ??.
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Table 6: The created multilayer perceptron networks networks

Type Number Depth No. of hidden nodes in layer
(d=dropout, bn=batch normalization)

1 2 3 4 5 6 7
MLP #1 1 16
MLP #1 1 16dbn
MLP #2 1 64
MLP #2 1 64dbn
MLP #3 2 64 16
MLP #3 2 64dbn 16bn
MLP #3 2 64bn 16bn
MLP #4 3 64 32 16
MLP #4 3 64dbn 32bn 16bn 16
MLP #4 3 64bn 32bn 16bn 16bn
MLP #5 4 64 32 16 8
MLP #5 4 64dbn 32bn 16bn 8
MLP #5 4 64bn 32bn 16bn 8bn
MLP #6 5 128 64 32 16 8
MLP #6 5 128dbn 64bn 32dbn 16 8
MLP #6 5 128bn 64bn 32bn 16bn 8bn
MLP #7 6 256 128 64 32 16 8
MLP #7 6 256dbn 128bn 64dbn 32bn 16 8
MLP #7 6 256bn 128bn 64bn 32bn 16bn 8bn
MLP #8 7 512 256 128 64 32 16 8
MLP #8 7 512dbn 256bn 128dbn 64bn 32dbn 16 8

Convolutional neural network structures
Five different networks with the convolutional structure were created (see Table 6) with in-
creased complexity and depth. Ranging from a simple two-layered network to an 10-layer-
deep network. The first half of the layers of each network are convoluted feature map lay-
ers and the second half is fully connected layers. Each network (except number #5) had
two networks with identical node structure created, but with an added regularization methods
(Dropout & Batch Normalization). This produced 12 trained networks all shown in Table 6.
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Table 7: The created convolutional neural networks

Type Number Depth No. hidden nodes in layer
(d=dropout, bn=batch normalization, c=convolutional, p=max pooling)

1 2 3 4 5 6 7 8 9 10
CNN #1 2 c16 16
CNN #1 2 c16bnpd 16bn
CNN #1 4 c16bn 16bn
CNN #2 4 c16 c32 32 16
CNN #2 4 c16bn c32bnpd 32bn 16bn
CNN #2 4 c16bn c32bnp 32bn 16bn
CNN #3 6 c16 c32 c64 64 32 16
CNN #3 6 c16bn c32bnd c64bnpd 64bn 32bn 16bn
CNN #3 6 c16bn c32bn c64bnp 64bn 32bn 16bn
CNN #4 8 c16 c32 c64 c128 128 64 32 16
CNN #4 8 c16bn c32bnd c64bn c128bndp 128bn 64bn 32bn 16bn
CNN #4 8 c16bn c32bn c64bn c128bnp 128bn 64bn 32bn 16bn
CNN #5 10 c16 c32 c64 c128 c256 256 128 64 32 16

Recurrent deep neural network structures
Three different networks with the recurrent structure were created (see Table 8) with increased
complexity and depth. Ranging from a simple two-layered network to a 6-layer-deep network
with LSTM and time disturbed layers. The first half of the layers of each network are LSTM
layers and the second half is time disturbed fully connected layers. Time disturbed layers
needed because we are using the RNN structure. They are used to keep a one-to-one rela-
tionship between the input and output with recurring connection from previos layers. Each
network had two networks with identical node structure created, but with added regularization
methods (Dropout & Batch Normalization). This produced 9 trained networks all shown in
Table 8.
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Table 8: The created recurrent neural networks

Type Number Depth Number of hidden nodes in layer
(lstm=long short term memory, d=dropout,

bn=batch normalization, td=time distrubuted)
Layers 1 2 3 4 5 6
RNN #1 2 lstm64 td16
RNN #1 2 lstm64b td32
RNN #1 2 lstm64bn td16bn
RNN #2 4 lstm64 lstm16 td32 td16
RNN #2 4 lstm64bn lstm16bn td32dbn td16bn
RNN #2 4 lstm64bn lstm16bn td32bn td16bn
RNN #3 6 lstm128 lstm64 lstm16 td64 td32 td16
RNN #3 6 lstm128bn lstm64bn lstm16bn td64dbn td32bn td16bn
RNN #3 6 lstm128bn lstm64bn lstm16bn td64bn td32bn td16bn
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5 Results

Six tables were created to overview the final results as raw data (seen in Appendix as tables 9
through 14). All created networks (MLP, CNN, and RNN) are shown, and each table contains
one of the three feature extraction methods based on the window sizes used (100 ms, 1000
ms, and 2500 ms). Each row corresponds to one created network and its relevant details. The
columns in the matrix represent details about the corresponding network. A brief description
of each column is found below this paragraph. Some of the columns in the matrix use back-
ground colors. These column colors are a scale from low (as red) to a high value (as green),
compared to other values that are surrounded within a distinct black box. Some model rows
are marked with a color to highlight that model, for smoother references.

• Row. Integer. An identifier for a unique reference to a single network.

• Architecture. MLP, CNN, or RNN. This is the used neural network architecture for this
model.

• Depth. Integer. This number summarizes how deep the network structure is, excluding
the input and output layer.

• Window length. Float. The window length used in the audio segment for the feature
extraction method as seconds.

• Summary of layers. A summary of each layer in each model.
Each layer in the network is contained between each /. The first value represents the
input size as 2D matrix. All other integers are number of nodes in that layer. The letter
abbreviations correspond to what type of layer it is. (d means that dropout was used after
this layer. c means that this layer is a convolutional layer. st means that this layer is a
long short term memory layer. td means that this layer is time distributed.) After all the
layers visible in this summary there is an output layer that consists of two nodes which is
not included. This layer represents the possible choices for the model to classify (Snore
and Non-Snore).

• Total training time. Float. This is the total time it took for the model to train in minutes.
Including the five epochs after early stopped triggered.

• Training time divided by the total number of epochs. Float. This is the mean training
time for each epoch. This measurement is used to evaluate models against each other if
their epochs diverge too much.

• Dropout. Yes or No. Answers if Dropout was used or not in this model.

• Batch normalization. Yes or No. Answers if Batch Normalization was used or not in
this model.
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• Trainable parameters. Integer. The number of independent variables (weights) that are
adjusted each epoch.

• Epoch, early stop triggered. Integer. The epoch when the validation loss peaked and
early stopping triggered and halted the experiment.

• Accuracy - Train. Percentage. The final accuracy calculated on the training set when
the training halted.

• Accuracy - Validation. Percentage. The final accuracy calculated on the validation set
when the training halted.

• Accuracy - Test - by sample. Percentage. This is the total accuracy calculated for all
samples in all files in the test set.

• Accuracy - Test - by file. Percentage. This is the mean accuracy calculated for all
samples in each file for all files in the test set.

• Model size Integer as kilobytes. This is the saved models final exported file size for
future usage.

A total of 129 created neural networks were created. Each of them represented as a row in the
tables 9 through 14. The six tables consists of three different subsets of 43 similar networks,
with the same structure but built with different feature extractions setups. The networks depths
varied from three to thirteen layers with the least complex one of a size of 30 kilobytes to the
largest of 576 582 kilobytes. The smallest network had 514 trainable parameters and the
largest network had almost 50 million trainable parameters. The training time varied from
the trivial network of a few seconds per epoch to roughly 32 hours to train over 16 epochs
which are approximately two hours per epoch. This most complex network was the deepest
CNN network with a 2.5-second window length. This is the largest model created and its
performance was not beyond average, ranking at 45 of 129 (by file) and 6 of 129 (by sample).
The network with the highest prediction accuracy by sample was network #105 (shown as a
red row in table 13) with an accuracy of 93.038%. The network with the highest prediction
accuracy by file had a 97% accuracy, this was network #33 (shown as a blue in table 10).

To evaluate the architectures against each other these sequence of actions were made to create
a new table; choose all models created by each window size one at the time, sort them by
accuracy on all predicted samples created by the test files in descending order, and select
the top 10 models at with the highest percentage results. These steps produced the ten best
performing models within all three window lengths. Performance was compared by accuracy
sample-wise.

To evaluate the three different window lengths (MFCC extraction setups) against each other
two different sequence of actions were made; A first table was created by selecting a subset of
the created models via these steps; select all models created by all window sizes, sort them by
accuracy on all predicted test files in descending order, and select the top 20 models at with
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the highest percentage results. The best model with 100 ms window and these preferences
was #33 (shown as a blue in table 10) with an accuracy of 90.450% (by sample) and 97.000%
(by file) which is also the best performing model of all.

The second table was produced by the same selection steps but instead of sorting the models
by accuracy on all predicted test files the models were sorted by accuracy on all predicted
samples. The best model is #105 (shown as a red in table 13) that has an accuracy of 93.038%
(by sample) and 93.038% (by file). This model uses a window length of 2500ms.

Overfitting tendencies
An interesting aspect of the results is to estimate the overfitting of the various models. This
could be done in several ways. One way was to view the validation accuracy when the training
halted and compare it to the accuracy of each sample. This metric is shown as the column Diff
between Val Acc and By Sample Acc in the result tables (9 through 14). Another way to detect
overtraining can be too examine the number of iterations it took for the network to converge
to a solution, that can be seen in the number of epochs used in the training phase before early
stop triggered.

5.1 The model with the best potential

The overall best performing network created was network #29 (shown as a purple in table
10). Network #29’s structure is shown in figure 14. The network has a total of 7 hidden
layers where three are convolutional layers, one max pooling layer, and three fully connected
layers. It has a total of 125,202 trainable parameters and uses both Dropout (twice) and Batch
normalization (after each layer) as regularization methods with the size of 1555 kB.

Network #29’s training phase went on for 17 epochs before early stopping triggered, putting
its accuracy performance peak at epoch #12. An overview of the training phase and its epochs
are shown in figure 15, and in figure 16 the validation loss is shown.

After network 29 was created it was evaluated on the independent test set that consists of
12016 samples within 800 files the network managed to predict correctly 17275 of 19015
samples which corresponds to 90.85% prediction accuracy by sample. When using these
sample predictions within each file to calculate an accuracy file-wise it correctly predicts 771
of 800 files, which is 96.38%. Confusion matrices for network 29 are shown in figures 17, 18,
19, and 20).
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Figure 14: A detailed structure of network #29
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Figure 15: The accuracy on the training and validation data performance during the training
phase of network #29, over no. epochs

Figure 16: A visualization of the calculated loss on the training and validation data perfor-
mance during the training phase of network #29, over no. epochs
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Figure 17: A confusion matrix for the network #29, showing all samples predicted in test set

Figure 18: A normalized confusion matrix for the network #29, showing all samples predicted
in test set
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Figure 19: A confusion matrix for the network #29, showing all files predicted in test set

Figure 20: A normalized confusion matrix for the network #29, showing all files predicted in
test set
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6 Related work

Automatic detection of whole night snoring events using a microphone [9]
This was a study that recorded sounds during a polysomnography (PSG) session using a mi-
crophone on a one-meter distance. Forty-two subjects generated over 76600 acoustic episodes
that were classified into snore and non-snore episodes. The average classification accuracy
was 98.4% based on a ten-fold cross-validation technique. The signal used was a 44.k1 (PCM)
kHz down-sampled to 16kHz and 16 bits per sample. For feature selection, a 10-fold cross-
validation method was used to reduce feature complexity. This research is similar to this thesis
but with the main difference that a AdaBoost classifier was used for the final prediction. There
are some other differences with this research, that would not suit our desired models purpose
and preferences such as:

• The model will probably have a hard time classifying external random environmental
sounds that the model has never heard.

• The same high-quality microphone used in all acoustic episodes samples in the training
data. In contrast to using the model by a large range of different devices that all will
generate different sound artifacts.

• The microphone was always placed in the same place with the same acoustic, one meter
above the subject. In an uncontrolled environment, common people all have different
recording setups. The recording device will be placed somewhere around the bed in
different rooms with different acoustics.

Recurrent Neural Network for Classification of Snoring and Non-Snoring Sound Events
[4]
This is a study made in 2018 to classify snore and non-snore events. The study had 20 subjects
referred to clinical sleep recording 70 cm from the top end of the bed. Features were extracted
from the samples using the Mel-frequency cepstral coefficient technique. The features were
fed through a Recurrent Neural Network and the proposed method had an accuracy of 95%.
This study uses the same feature extraction and the same algorithms but suffers from the
clinical problem discussed in the last section. The controlled lab environment enhances one
of the found problems, too similar data in the dataset. Contrary to popular belief noise is not
always a bad thing.

Convolutional Recurrent Neural Networks for Polyphonic Sound Event Detection [7]
This is a study made in 2018 to classify multiple overlapping sound events any given time
instance. A CRNN (a combination of CNNs and RNNs) was created and compared to regular
CNNs/RNNs/MLP and GMM baselines on four different datasets containing everyday sound
events. The convolutional neural network was used to extract higher level features and the
recurrent neural network used for learning the long term temporal context in the audio sig-
nals. Features were extracted from the samples using the Mel-frequency cepstral coefficient
technique.
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This approach to handling sounds is more natural and reasonable since sounds in the real
world might overlap. In this thesis, the events are treated like they are mutually exclusive as
a delimitation. The same pre-processing technique is with similar hyperparameters, and the
window length of 100ms is used.
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7 Discussion

Answers to the problem statement questions introduced in section 2.2 are presented one by
one.

7.0.1 Which neural network architectures seem to be favorable for this sound event clas-
sification problem?

the CNN structure seems to outperform both MLP and RNN under most circumstances. The
results indicate that the superior network architecture for this specific problem is the convo-
lutional neural network. There is a common theme in all three feature extraction contexts by
comparing sample accuracy. This is concluded by sorting the different networks window sizes
by sample accuracy. In the 100ms window size category, 9 of 12 networks are CNN. In the
100ms window size category, 9 of 12 networks are CNN. In the 100ms window size category,
7 of 12 networks are CNN. From these results I draw the conclusion that CNN is dominating
the other architectures. This probably means that there are visual patterns to be found and ex-
ploited for performance in the MFCCs generated from the audio files. This is CNN’s specialty.

7.0.2 The current implemented pre-processing technique uses a three-second sound seg-
ment length for generating input features. Is it possible to shorten this window and still
maintain a reasonable performance by the created networks?

Shorter window is superior in accuracy performance compared to a longer window. This is
true if an ensemble of models is used and the results are produced by multiple predictions over
the audio file.

The results indicate that if the models are compared by only predicting once per file (sample-
wise) there are advantages to use a longer window. Since the best and the majority of the best
models sorted by accuracy sample-wise are the models with a longer window. This conclusion
is drawn from observing the top 10 networks with the best sample accuracy independent of
window length. Only 1 of 10 networks uses 100ms, 4 of 10 uses 1000ms, and 5 of 10 uses
2500ms. In the top 20 networks sorted by best sample accuracy, the 100ms window size
networks still manages to claim six of the placements. This is remarkable since the information
contained in that small window is a fraction (117/1287= 9.1% and 117/3237= 3.6%) of the
other window sizes. The best model with 100 ms window is #28 (shown as a green row in
table 10) with an accuracy of 91.054% (by sample) and 96.875% (by file).

One major advantage of the smaller window sizes is that as the window shrinks, the possibility
to do multiple predictions per file opens up. When multiple predictions are done by creating
an ensemble of models by sliding over the file as many times as possible (file length divided
by window length) without overlap. The mean of all created predictions is calculated and used
as the final prediction. The performance of this ensemble of simpler models is on par with and
often superior to the longer window models. This performance is summarized in the accuracy
by file column. Of the top 20 networks with the highest accuracy file-wise, 19 of them uses
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a window length of 100 ms. This indicates that a shorter window is superior to produce the
highest accuracy by file.

7.0.3 What network complexity seems reasonable to sufficiently handle this sound event
classification problem? How does that change as the window length increases?

A CNN architecture with a 2500 ms window created a network with roughly 3 to 4 million
trainable parameters. The same architecture with a 100 ms window length produced 150,000
to 500,000 trainable parameters. Both these solutions were created with a structure of 6 to
8 hidden layers in the neural networks. Accuracy sample-wise was used to evaluate what
network complexity that was preferred for better results. For MFCCs created with a window
length of 2500ms, a CNN seemed to require approximately 6 to 8 hidden layers to produce
optimal results. This network structure created a network with around 3-4 million trainable
parameters which are (if exported to file) around 40 Megabytes large. This is based on the
best performing networks (top 10) with the highest accuracy by sample and a window length
of 2500 ms. The majority (4/7) of the networks of those CNN networks has this depth.

For a window with length 100 ms the CNN structure requires approximately 6 to 8 hidden
layers. This corresponds to around 150,000 to 500,000 trainable parameters which are (if ex-
ported to file) around 6 Megabyte. It seems counter-intuitive why the same number of hidden
layers would produce a less complex network, that answer is found in the window size. Since
a smaller window size produces a smaller input to the network which yields significant fewer
parameters to be calculated. This is based on the top 10 created networks with the highest
accuracy by sample. where the majority (6/9) of the CNN networks has this depth.

7.0.4 What potential suggestions could be purposed to further develop Urbandroids cur-
rent snore-detection implementation?

Use same architecture, structure, and depth. Try a shorter window length feature extraction
setup. To keep the same architecture (CNN) and depth (6-8 hidden layers) of the network,
might be a good idea. To reduce some of its complexity (remove 1-2 layers), use a shorter
window size combined with a sliding mean calculation over the sound event. This to reduce
the file size of the exported model, which has to be shipped with the application. Use both
Dropout and Batch normalization as regularization methods.

7.0.5 Present the best solution

The proposed best model was #29 (shown as a purple row in table 10). To find and crown
the best network is a difficult task, there are many aspects that have to be considered. Good
network performance is characterized as a network with strong generalization performance on
unseen data. In this context, another important factor is the size of the model which is a direct
relation to the complexity of the model, since it will be run on a mobile device with limited
resources (CPU-speed and APK-size). To find this best network a thorough analysis has to be
done on the results to find tendencies that indicate what hyperparameters and techniques this
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network consists of. This is done in this thesis by looking at the independent hyperparameters
and techniques one by one and an attempt is made to analyze and find what indicates good
results to this particular problem.

The first variable to consider is what architecture to use, CNN was concluded to to be favor-
able. The second variable is the window length used in the feature extraction process when
the MFCCs are generated. It was concluded that a smaller window would be preferable since
it would generate a smaller model with better performance. Therefore a window of 100ms
is preferred. Another advantage of a window of 100ms is that the trainable parameters are
kept to a minimum, that leads to a smaller exported model size. When choosing preferable
complexity for the model structure it was concluded that the extremes did not yield the best
results. The smallest trivial models and the largest most complex models are not preferred.
The model has to be sufficiently complex to capture the patterns in the data and not to complex
that it will overfit on the data. Therefore a model with a complexity somewhere in the middle,
that would be approximately 6 to 8 hidden layers, is recommended. The results indicate that
regularization methods help in this problem by generating more robust models. They seemed
to prevent overtraining and speeding up the training process. The number of epochs can be
valuable to consider in the screening process, the value should not be too high (over 20 ).

The main parameter of how good the network generalizes is to look at how well the model
accuracy performance on the independent test set is. Therefore the file-wise accuracy is the
best predictor. The sample-wise accuracy is also important to consider when the accuracy is
evaluated. Considering these mentioned factors the network crowned as the winner is network
number #29. The network is described in detailed in section 5.1. There were several top-
performing networks that could’ve been chosen as the winner, but ultimately #29 seemed to
be the best.

Controlled vs Uncontrolled environment
Another important aspect of this thesis is the usage of an uncontrolled environment. Many
other similar studies of the same problem uses controlled lab environments. A controlled
environment means that research used a fixed setup where only the person is the independent
variable that changes. A fixed setup could mean the same recording room for the same sound
acoustics. A room with no or minimal background noise. The same recording device for
each recording which means the same noise artifacts. This recording device could be a highly
advanced microphone without or minimal noise artifacts. The device is often located on the
exact same position, a common approach is 1 meter straight above the subject. In this thesis,
an artificial dataset is created with a variety of recording setups and persons.

Training Time The training of all the neural networks was made on a CPU (Intel(R) Core(TM)
i5-3450 CPU @ 3.10GHz, 3101 MHz with 4 cores and 4 logical processors). The training
time varied from lowest around 5.0 minutes per epoch to the highest 178.1 minutes per epoch.
Performance could’ve probably been gained if a GPU was used and handled the operations,
sadly there was not a supported GPU available. The official Keras library does not support
AMD Radeon graphics cards at the moment.
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7.1 Limitations and Weaknesses

The window length trade-off creates sample imbalance
Since the window frame is 10ms, the smallest possible window length in the feature extraction
is 10ms. Each additional 10ms segment of window length will generate another column of
coefficients into the feature matrix. This means that as the window length increases as the
feature matrix grows. Since the training data is limited, a shorter window length will yield
in more training samples. This creates a trade-off. The same amount of training data will
generate more independent samples with a shorter window length but as the window length
decreases each sample will contain less information that is supposed to be detected by the
generated model. Since the quantity of data is a huge factor for generating robust models,
more data is better. This might be a problem in this thesis since the simpler models get a huge
data imbalance advantage since a 25 times shorter window will yield 25 times more data. That
could be a reason for the great performance by the shorter window models. A fair approach
might have been to let each window length have that factor normalized so all window length
had the same number of samples.

Dataset
The dataset assembled consisted of two sources with different strengths and weaknesses. The
dataset was created in an attempt to mitigate the drawbacks from both and a try to bring out
the best form of both to create a rich and prosperous dataset.

Overall the dataset might have been to easy for the networks to learn. An indication of this
phenomenon is when the networks converge close to 100% accuracy in the training phase. An
effort could have been made to find more data or make the data more hard to learn with some
kind of noise injection. Both approaches would probably have generated more robust models.

The Urbandroid dataset was collected from Sleep as Android users. This part of the dataset
are the most reliable sounds for this project. The sound files were recorded on mobile devices
that run the Operating system Android, the same as the final implemented model will be run
on. This ensures that the same recording device was used. Many of these supplied recordings
were also reported misclassifications by users. Therefore these recordings are extra valuable
for creating a new better model. The Google Audio dataset consists of labeled Youtube videos.
Each supplied data point was only a link to a video and time references as a range of where
the labeled sound occurs. The major advantages of this dataset were: the large number of
classes and samples, the wide variety of different people in different environments, different
recording devices, and various recording setups.

The major weaknesses of this dataset were:

• Huge spectrum of sound profiles in the recordings.

• Some recordings were compressed with various lossy compression algorithms.

• Non-normalized sound levels between files.
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• Time cost to convert data points to raw audio files. First, download video and convert to
audio file.

• Time cost to find and extract the wanted sound from the 10-second recording.

• A large part of the recordings were unusable, consisted of unusable data such as wrong
labels, to a low volume to be used.

Audio file length
A decision was made to have all training files as a length between 1 and 5 seconds. This was
primarily made to have one snore event per file. Then to create a somewhat equal distributed
dataset the same amount of noise-files was created by splitting long noise files into 1 to 5
seconds as the Snore files. This was probably not needed and could presumably be solved
some other way with accompanying advantages.

Number of classes
A decision to create a binary classifier was made. In retrospective, more classes to identify
could’ve been better for the models. This because of the tight range of accuracy between the
best and worst models. With more classes, the room of improvement potential could have
been larger as many training accuracies converged to 100%.

Data split
A three-way split was chosen for the dataset. 80% training data 10% validation data, and 10%
test data. In hindsight, a more favorable setup could have been to focus more on the test set by
creating a larger more extensive dataset for testing. This purpose would be to really confirm
the generalization performance and the validity of the generated results of all created models.
In these produced results many models had great accuracy with a narrow range. This change
might have broadened the absolute values of results and minimize the randomness involved.

Testing and Prediction
Since the length of the files in the whole dataset was one to five seconds long, the independent
test got smaller (details in table 4) when a window of 2500 ms was used. It is not possible to
predict anything on files shorter in duration than the minimum length, so all files less than 2.5
seconds files were discarded. This is a weakness of this thesis and can obviously affect the
end results since the smaller set of files decreases the robustness of the results and increases
the random element. This could be mitigated by using files only 2500ms and longer in the
dataset.

Another problem not properly dealt with in this thesis is the fact that there is a difference be-
tween a models performance on digital recordings as audio files stored on a computer, versus
a live setting where a microphone records live analog data. In the short term sound spectrum,
it differs heavily from what you get from a microphone, and this could be crucial for perfor-
mance in a live setting. This problem could’ve been mitigated by creating a small proof of
concept application where the created model could be implemented and run, with the purpose
to evaluate its performance once more in a production environment.
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Pre-processing and Feature extraction
MFCC setup The window lengths chosen was 100ms 1000 ms and 2500 ms. Since the models
converged in the high 90s even a smaller window length would’ve been interesting to explore.
When does the accuracy really start to decline? How far is it possible to push it?

8 Future work

The potential to expand this work is possible in many ways. There are many steps along the
process from an event in a digital audio file to a created final prediction model, and some of
the steps have endless combinations of hyperparameters to tweak. This means that there is
always some area to further explore and dig deeper into. E.g a more extensive exploration
of what hidden node structure of the networks is optimal. In this thesis, the network layers
were contained to the power of two. What is the optimal structure for the networks with the
most potential? And in what order, since there are many layers in these deep networks these
independent variables create many possible combinations.

Expand classes
A great way to further mitigate the randomness problem with a binary classifier is to extend
the model by expanding the number of classes to consider and identify. This would also open
up the features if used in a sleep application. Sound events that would be relevant in this
context such as:

• Coughing and sneezing. Identify users who coughing/sneezing, to monitor users health
during sleep and log the events. This could be used to identifying tendencies over time
and find a potential correlation between users health and the overall sleep quality or
other parameters.

• Baby sounds such as screams and talking. This could be useful to identify if present
babies are not sleeping. This could be used to log baby sleep statistics and find potential
correlations and patterns. It is also a useful feature for the parents to know how baby
behaves during the night.

• Other environmental sounds

More neural network structures
One great extension to this thesis is to investigate the potential of other neural network struc-
tures. E.g. a Gated Recurrent Unit (GRU)[13] structure or a Convolutional Recurrent Neural
Network (CRNN)[34] structure. GRU is a type of LSTM network with a simpler structure.
It was introduced in 2014 and seems to have great potential. CRNN is a combined CNN and
RNN, where the CNN would be used to find local patterns in a visual domain and extract
features. The RNN would then be used on top of the extracted features for the final prediction.
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Dataset
Since more data is preferable within this domain of machine learning, a larger dataset with
more width and depth would probably yield better results. The width and depth would be in
the form of more data samples of even different people snoring and a greater range of possible
environmental sounds.

Alternative pre-processing methods
Another way to extract features from the audio files, one example would be to use openSMILE[16].
SMILE is an acronym for speech and music interpretation by large-space extraction. An au-
dio analysis process for extracting a 6573-dimensional feature set from audio segments. This
would generate a larger input to the classifier which means that there is more information to
find patterns within.

Extensive Window size comparison
A more extensive window size comparison, that would answer questions like: Where is the
sweet-spot when information in each sample starts to decline? How near 10ms is it possible
to still get a good reasonable accuracy? When do MLP networks start to catch up on CNN
performance wise?
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9 Conclusion

This report presents a broad spectrum of models to a subset of all possible solutions to this
huge domain of parameters. The solutions were all trained to solve a particular sound problem
of recognizing snores within audio data. Models were created as neural networks of three
different architectures, with a large range of complexity. These networks based on features
extracted from three different MFCC setups, using three different audio window lengths. The
models created were compared against each other to find tendencies and potential improve-
ments for Urbandroids current implementation. The current implementation uses the common
pre-processing technique extracting the MFCCs, with an audio window length of 3 seconds
fed into a CNN.

Sound classification in digital audio is a difficult task to handle, especially when the detection
is supposed to work in uncontrolled and noisy environments. In uncontrolled environments
such as using different recording equipment at different distances and classifying sounds cre-
ated by different people, it becomes much harder.

A common approach to sound classification (current state-of-the-art in speech recognition) is
to use MFCC as features from a 3-second window of audio fed into a CNN to achieve great
performance. This is a broad solution which introduces countless independent parameters in
the different stages of the process to tweak, such as.
- Endless representation combinations in the sound profiles, that describes how the analog
sound is represented as a digital file.
- Hyperparameter choices used in the different steps of the feature extraction process in the
MFCC creation.
- Choices concerning Neural network architectures, their structures, and hyperparameters.

The conclusion of these experiments indicate which neural network architectures seems to be
desirable for this task and what complexity they need to have. Another important indication
found is how the audio window length in the feature extraction process affects the results.
The most important finding was that a shortening of the audio window length of the MFCC
extraction and reducing the complexity of the network may lead to great advantages such as
smaller exportable model size, a faster classification estimate created by the model, and it
yields a less computationally expensive model. In conclusion a smaller more quick and agile
model with great performance.
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Table 9: Overview of the networks created with 100ms sec window length
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Table 10: Overview of the networks created with 100ms sec window length
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Table 11: Overview of the networks created with 1000ms window length
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Table 12: Overview of the networks created with 1000ms window length
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Table 13: Overview of the networks created with 2500ms window length
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Table 14: Overview of the networks created with 2500ms window length
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