
U.U.D.M. Project Report 2020:6

Examensarbete i matematik, 30 hp
Handledare: Rolf Larsson 
Examinator: Denis Gaidashev
Mars 2020

Department of Mathematics
Uppsala University

Using Hidden Markov Models to 
Beat OMXS30

Malin Varenius





Using Hidden Markov Models to Beat OMXS30

Malin Varenius

December 2019

Abstract

In this thesis we have examined whether we can gain in the stock
market and outperform Swedish OMX Stockholm 30 (OMXS30) index
by using hidden Markov models to predict regime shifts in macroeco-
nomic series. Our results suggest that such an opportunity is indeed
possible. After deciding upon suitable number of hidden states in the
three macroeconomic series we tried two different window lengths in
our trading strategy. The first approach used an expanding window
which added each observation one by one to the parameter estimation
data set to predict the regime of the upcoming month. The second
approach used an estimation window that was moved forward by one
month using a rolling scheme and thus always used the latest ten years
of data to estimate the models. The results showed that the trading
strategy using an extended window with 30 stocks in the portfolio had
the highest average portfolio return per annum corresponding to 6.33%
and outperformed the OMXS30 index which had an average return per
annum of 3.88%. This result is in line with the result of Nguyen and
Nguyen (2015) where the researcher conducted a similar study with
S&P 500 as the underlying index.
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1 Introduction

To be successful in the stock market one has to make accurate predictions.
Yet, modeling and forecasting stock price fluctuations are non-trivial due
to the presence of volatility, seasonality and time dependency in the data.
This prediction problem has earlier been addressed with time series analysing
techniques, and more recently different artificial intelligence (AI) techniques
such as artificial neural networks (ANN) and fuzzy logic. However, since
ANNs are hard to explain and fuzzy logic demands expert knowledge re-
searchers constantly try to find other techniques. Due to hidden Markov
models’ proven suitability for modeling dynamic system and predicting time
depending phenomena in other research areas which include pattern recogni-
tion, many researchers nowadays apply the theory of HMMs on stock market
data as well.

Since information about a stock’s behaviour often can be found in the his-
torical price process many researchers have used HMM on particular stocks
to predict future movements (see for example Hassan and Nath, 2005).
However, the price movements can also be explained by prior fluctuations
in macroeconomic data, which actually has been proven to influence the
Swedish stock market (Talla, 2013). Thus, regime shifts seen in macroeco-
nomic series present opportunities for gain in the stock market if these could
be predicted accurately.

In order to capture the linkage between economic conditions and asset
performance we are going to build a regime-dependent investment strategy
and backtest its performance on out-of-sample data in this thesis. Similar to
Nguyen and Nguyen (2015) we will apply HMMs to specific macroeconomic
variables including OMX Stockholm 30 (OMX30) index, inflation and mar-
ket volatility index (VIX) and predict the regime in the upcoming month.
We will then trace similar economic periods in the historical data to select
twenty versus thirty stocks that have performed well during these periods
historically. The performance of the portfolios will then be compared to the
performance of OMXS30 to evaluate if an active asset allocation based on
HMMs can outperform the benchmark index. Also, to achieve a portfolio
performance as close to a real-case market scenario performance as possible,
we will use transaction costs whenever our trading strategy suggests a buy
or sell.
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2 Literature review and previous work

Hidden Markov models (HMM) were early used in the application of pattern
recognition such as speech, gesture and handwriting with many successful
research results. In contrast, the application of hidden Markov models in
stock market forecasting is still quite new but researchers could already show
positive results. For example, the modelling of daily return series with HMMs
has been investigated by several authors. One of the first and most influential
works was done by Rydén et al. in 1998 where the authors showed that
the temporal and distributional properties of daily returns series are well
reproduced by two- and three-state HMMs with normal components.

Hassan and Nath (2005) followed this idea in their paper where they used
HMM to forecast stock prices for different airline companies. The authors
developed a HMM for pattern recognition from a past dataset that matches
today’s stock price behaviour. Their training model used the past one and
a half year’s daily opening, high, low and closing prices to estimate the
parameter set whereas the latest three months’ price data were used to test
the efficiency of the model to forecast next day’s closing price. Hassan and
Nath located the past day(s) where the stock behaved similarly to the current
day. Then, by assuming that the next day’s stock price would follow the same
pattern as the located stock prices in the past data, they calculated the
difference of the located day’s closing price and the following day’s closing
price. To produce the sought forecast the above difference was added to
current day’s closing price. The authors compared HMM to an Artificial
Neural Network (ANN) and the mean absolute percentage errors (MAPE)
were similar for the two models, both with good results.

Nguyen (2014) used HMMs to predict economic regimes using different
indicators such as inflation, credit index, yield curve, commodity and Dow
Jones Industrial Average (DJIA). Nguyen found that the different economic
indicators gave different predictions for economic regimes at some points in
the time period but found that HMMs can predict economic crisis using
either the stock indicator or the inflation indicator.

Furthermore, several research papers have identified macroeconomic vari-
ables to influence stock market prices (see for example Talla (2013)). To in-
corporate these dependencies Kritzman, Page and Turkington (2012) showed
how to apply Markov-switching models to forecast regimes in market turbu-
lence, inflation as well as economic growth and thereby partitioning history
into meaningful regimes based on these variable measures. In their paper,
they used their findings to defensively tilt portfolios dynamically in accor-
dance with the relative likelihood of a particular regime. The authors found
evidence that regime-switching asset allocation significantly improved the
portfolio performance compared to an unconditional static alternative.

Similarly, Nguyen and Nguyen (2015) used HMMs for stock selection.
The authors first used HMM to make monthly regime predictions for four
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macroeconomic variables: inflation, industrial production index (INDPRO),
stock market index (S&P 500) and market volatility (VIX). The forecasted
regimes are matched to historical data and within those similar periods, all
of the S&P 500 stocks are analysed to identify the 50 stocks that have the top
ranking. The ranking is based on a composite score which is measured by the
performance of fundamental stock factors during the time periods. Nguyen
and Nguyen showed that with an initial investment of $100 the portfolio had
an average gain per annum of 14.9% compared to 2.3% for the S&P 500
during the 15 years between December 1999 and December 2014. However,
the authors did not include transaction costs in their trading strategy.

As there are several research papers using HMMs in order to predict fu-
ture prices and trends of American stocks and indices, there are only a few
papers that concern Swedish stocks and indices. Among these are Ander-
sson and Fransson (2016) who used hidden Markov models to both make
future predictions and trade Swedish OMX Stockholm 30 (OMXS30) index
in an attempt to earn risk-adjusted rate of return. However, Andersson and
Fransson could not conclude that the type of HMMs used in their paper
performed better than random guesses.

In order to narrow the gap between the number of papers covering HMMs
and American stocks/indices versus HMMs and Swedish stocks/indices this
thesis will be based on the method used in Nguyen and Nguyen (2015) but
with Swedish macroeconomic variables as well as stocks listed on OMX
Stockholm Large Cap and OMX Stockholm Mid Cap. Furthermore, con-
trary to Nguyen and Nguyen (2015), we will also allow for transaction cost
whenever our trading strategy suggests a buy or sell.
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3 Theoretical Framework

In the following section the theoretical framework used in this thesis will be
outlined. It begins with a subsection of the necessary mathematics behind
Markov models which is needed to properly define and analyse their hidden
counterpart. A reader who is familiar with the basic concepts behind Markov
models can directly go on to subsection 3.2 which covers the theory of hidden
Markov models. The subsequent section will then go through the theory of
pseudo-residuals that will be used to check goodness of fit of the models and
outline the two model selection criteria used. The last section covers the
different performance metrics used in this thesis.

3.1 Markov Models

A Markov model is a stochastic process used for modelling randomly chang-
ing systems in time and has three characteristics:

• a state space

• a transition matrix

• an initial state (or initial distribution) across the state space.

The underlying random process, which the Markov model is built upon, is
usually written as a sequence of indexed random variables (X1, X2, ...) where
Xt is the state of the random process at time index t ∈ T . The process then
evolves by transitioning between the possible values Xi in the state space S
(Axelson-Fisk, 2010). Furthermore, a Markov model can have an underlying
random process with index set T in discrete-time or in continuous-time. In
the first case, the models are called Markov chains whereas in the latter they
are known as Markov processes. Since we solely will be dealing with models
in discrete-time, the theory of Markov processes will be left to the interested
reader to acquire knowledge about on their own.

The best-known feature of a Markov chain is that the current state only
depend on the previous state. Hence, the history of the state process is
irrelevant for calculating the conditional probability of preceding from state
i to state j. This is called the Markov property (Levin and Perez, 2018).
Axelson-Fisk (2015) defines the Markov property in the following way:

Definition 3.1 (Markov Property).
A random process

{
Xt

}
is a Markov chain if it for i, j, s1, ..., st−2 ∈ S satisfies

the Markov property. The probability of being in state j at time t given the
history from t = 1, ..., t− 1 thus becomes

P(Xt = j|Xt−1 = i,Xt−2 = st−2, ..., X1 = s1) = P(Xt = j|Xt−1 = i).
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The sequence
{
Xt

}
1≤t≤T generated by a Markov chain becomes

P(X1 = s1, ..., XT = sT ) = P(X1 = s1)

T∏
t=2

P(Xt = st|Xt−1 = st−1).

The probabilities of going from one state to another in the state space
S is often described by a sequence of directed graphs. As an illustration,
figure 1 describes the transition probabilities for a Markov chain with state
space S ∈ {A,B,C}, where the arrows and associated number report the
transition probability of moving from one state at time t to another at time
t+ 1.

Figure 1: Directed graph of transition probabilities for a Markov chain

Mathematically, one can define the initial probability distribution and the
transition matrix as Axelson-Fisk (2015):

Definition 3.2 (π and A).
The initial distribution π = {π1, ..., πN} determines the probability of the
first state X1 of the random process {Xt} and is defined as

πi = P(X1 = i), i ∈ S,
N∑
i=1

πi = 1.

The chain
{
Xt

}
1≤t≤T then moves according to the transition matrix A with

entries (aij)i,j∈S called transition probabilities defined as

aij = P(Xt = j|Xt−1 = i), i, j ∈ S.

Furthermore, the transition matrix A is a (NxN) stochastic matrix, which
means all entries are nonnegative aij ≥ 0 and each row sums up to one

N∑
j=1

aij = 1.
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3.2 Hidden Markov Models

A hidden Markov model is approximately a Markov chain observed in noise
(Cappé, Mouines and Rydén, 2005). Whilst the chain in a standard Markov
model is completely observable by the sequence of states {Xk}k≥0, the chain
is instead hidden, that is, it is not observable in a hidden Markov model.
However, what is available to the observer is another stochastic process
{Yk}k≥0 which generally is not Markov. Hence, a hidden Markov model
constitutes of two interrelated random processes, a hidden process {Xk}k≥0
and an observable process {Yk}k≥0, that are connected such that Xk gov-
erns the distribution of the corresponding Yk. For example, in the Gaussian
case Xk determines the mean and variance if Yk has a normal distribution
(Cappé, Mouines and Rydén, 2005).

Axelson-Fisk (2015) explains the structure in the following way: given the
current state the hidden process is independent of the observed process. The
observed process, however, typically depends both on its previous outputs
and on the hidden process. In figure 2 we graphically depict the dependence
structure of an HMM, where Yk is the observable process and Xk is the
hidden chain.

Figure 2: Graphical representation of the dependence structure in a hidden
Markov model

Hence, as seen in figure 2, the distribution of Xt+1 conditional on the
history of {Xk} up to time t is only dependent on the value of the preceding
one; Xk. This is the Markov property described in 3.1. At the same time,
the distribution of Yt+1 conditional on past observations Y0, ..., Yt and past
state values X0, ..., Xk is determined by Xt+1 only. Note, however, that even
though the Y -variables are conditionally independent given {Xk}, {Yk} is
not an independent sequence because of its dependence in {Xk} (Cappé,
Mouines and Rydén, 2005). Hence, the joint process {Xk, Yk} is a Markov
chain but the observable process {Yk} does not possess the Markov prop-
erty since the conditional distribution of Yk given the historical variables
Y0, ..., Yk−1 generally depends on the complete conditioning variables.

Rabiner (1989) characterises a hidden Markov model by four elements:

1. There are a finite number N of states in the model. Rabiner (1989)
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writes that even though the states are hidden and not rigorously de-
fined as to what a state is, there are some measurable, distinctive prop-
erties within a state. The states will be denoted as S = {S1, S2, ..., SN}
and the state at time t as qt.

2. There are a finite number M of distinct observation symbols per state.
The individual symbols are denoted V = {v1, v2, ..., vM}.

3. There is a state transition probability distribution A = {aij} where
the increments aij are defined as

aij = P(qt+1 = Sj |qt = Si), 1 ≤ i, j ≤ N.

4. There is a corresponding observation symbol probability distribution
in state j, B = {bj(k)}, where the increments bj(k) are defined as

bj(k) = P(vk at t|qt = Sj), 1 ≤ j ≤ N, 1 ≤ k ≤M.

5. There is an initial state distribution π = {πi} where

πi = P(q1 = Si), 1 ≤ i ≤ N.

In conclusion, a complete specification of an HMM requires two model pa-
rameters (N and M), specification of observation symbols and three prob-
ability measures A, B and π (Rabiner, 1989). We will make use of the
compact notation

λ = (A,B, π)

in the following sections when we refer to the parameter set of the model.
Using the model above, the procedure of obtaining an observation se-

quence O = {O1, O2, ..., OT } is as follows:

1. The initial state q1 = Si is chosen according to the initial state distri-
bution π.

2. The time t is set equal to 1.

3. The observation is set to Ot = vk according to the symbol probability
distribution in state Si; bi(k).

4. The sequence then transits from Si to a new state qt+1 = Sj according
to the state transition probability distribution for state Si; aij .

5. Finally, set t = t+ 1 and return to step 3) until t = T .

Rabiner (1989) also specifies the three basic problems for HMMs that
must be solved before one can use the model in applications. Given the
observation sequence O = {O1, O2, ..., OT } and the model λ = (A,B, π)
these problems are:
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Problem 1 (Evaluation problem): how to efficiently compute the
probability that the sequence O was produced by λ; P(O|λ)?

Problem 2 (Uncovering problem): how to optimally choose a cor-
responding state sequence Q = {q1, q2, ..., qt} that best explains the
observations?

Problem 3 (Training Problem): how to adjust the model parame-
ters A,B, π to maximise P(O|λ), i.e the model that best explains the
observed data?

These problems can be answered by three different algorithms which will be
explained in section 3.2.1, 3.2.2 and 3.2.3 respectively. Either forward or
backward algorithm can be used to solve problem 1, whereas both are used
in the Baum-Welch algorithm for problem 3. Lastly, the Viterbi algorithm
solves problem 2.

3.2.1 The Forward and Backward Algorithm

The following theory is from Rabiner (1989).

In problem 1 we seek a solution to P(O|λ). The probability that the
sequence O was produced by λ is obtained by summing over all possible
state sequences q:

P(O|λ) =
∑
all Q

P(O|Q,λ)P (Q,λ)

=
∑

q1,q2,...,qT

πq1bq1(O1)aq1q2bq2(O2)

· · · aqt−1qT bqT (QT ).

(1)

We interpret (1) as first (at time t = 1) being in state q1 with probability
πq1 and generating the symbol O1 with probability bq1(O1). Then (t = 2)
we transition from state q1 to state q2 with probability aq1q2 which generates
the symbol O2 with probability bq2(O2). The process continues until t = T
and we make the last transition to qT and generate the symbol OT with
probability bqT (OT ). However, the direct definition in (1) involves an order
of 2T ·NT calculations why we instead use the more efficient procedure called
the forward and backward procedure, both of which will be defined next.

Forward Algorithm
We define the forward variable αt(i) as

αt(i) = P(O1, O2, ..., Ot, qt = Si|λ). (2)
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The interpretation of (2) is the probability of observing the sequenceO1, O2, ..., Ot

up to time t and state Si at time t, under the model λ. The algorithm of
solving (2) is as follows:

Algorithm 1: Forward algorithm
Result: P(O|λ)
1. Initialisation:

α1(i) = πibi(O1), 1 ≤ i ≤ N
2. Induction:

αt+1(j) =
[∑N

i=1 αt(i)aij

]
bj(Ot+1), 1 ≤ t ≤ T − 1

1 ≤ j ≤ N
3. Termination:

P(O|λ) =
∑N

i=1 αT (i)

In step 1 we initialise the forward probabilities as the joint probability
of state Si and initial observation O1. Step 2 calculates the probability of
reaching state Sj at time t = t+1 from state Si at time t when the joint event
O1, O2, ..., Ot is previously observed (the sum of products). This sequence of
operations is illustrated in figure 3.

Figure 3: Sequence of operations in step 2 in the forward algorithm

Lastly, we account for observation Ot+1 in state j by multiplying the
summed products with bj(Ot+1). The induction step is performed for all
states j, 1 ≤ j ≤ N and iterated for t = 1, 2, ..., T − 1. Finally, P(O|λ) is
the sum of the terminal probabilities αT (i) = P(O1, O2, ..., OT , qT = Si|λ)
in step 3.

Algorithm 1 above requires an order of N2T calculations which is the
same order of calculation for the backward algorithm that we will explain
below.
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Backward algorithm
Similarly to (2), we define a backward variable βt(i) as

βt(i) = P(Ot+1, Ot+2, ..., OT |qt = Si, λ). (3)

The interpretation of (3) is instead the probability of observing the sequence
Ot+1, Ot+2, ..., OT from time t+1 to the end, given state si at time t under the
model λ. The algorithm of solving (3) is as follows: In step 1 we arbitrarily

Algorithm 2: Backward algorithm
Result: P(O|λ)
1. Initialisation:

βT (i) = 1, 1 ≤ i ≤ N
2. Induction:

βt(j) =
∑N

j=1 aijbj(Ot+1)βt+1(j),
t = T − 1, T − 2, ..., 1, 1 ≤ i ≤ N

set βT (i) equal to 1 for all i. Step 2 calculates the probability to have been
in state Si at time t and transitioned to state Sj at time t+ 1 (aij term), as
well as observing Ot+1 in state j (bj(Ot+1) term). Lastly, we have to account
for the remaining partial observation sequence from state j (βt+1(j) term).
Step 2 is illustrated by figure 4 below.

Figure 4: Sequence of operations in step 2 in the backward algorithm

3.2.2 The Viterbi Algorithm

The following theory is from Forney (1973).

In problem 2 we seek to find the optimal state sequence Q = {q1, q2, ..., qt}
that best explains the observations when (O, λ) is given. The definition of
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optimal state sequence is arbitrary with several possible optimality criteria,
which results in no unique solution to problem 2. Among these solution
algorithms we find the Viterbi alogoirthm which aims to find the state se-
quence with best fit. We define the quantity

δt(i) = max
q1,q2,...,qt−1

P(q1, q2 . . . qt = i, O1, O2 . . . Ot|λ) (4)

as the highest possible probability along a path at time t that accounts for all
observations up to time t and where we end up in state Si. We use induction
to get

δt+1(j) = max
1≤i≤N

[δt(i)aij ]bj(Ot+1). (5)

The algorithm is initialised by

δ1(t) = πibi(O1), where 1 ≤ i ≤ N

and
ψ1(i) = 0.

The array ψt(i) to keep track of the argument maximised by (5) in each
iteration. The algorithm then recursively solves

δt(j) = max
1≤i≤N

[δt−1(i)aij ]bj(Ot),

ψt(j) = arg max
1≤i≤N

[δt−1(i)aij ]

until solved for all j from t = 2 up until T . We then terminate as

P∗ = max
1≤i≤N

δT (i),

qT ∗ = arg max
1≤i≤N

δT (i).

Finally we find the optimal sequence by backtracking to get

qt∗ = ψt+1 · qt+1 ∗ .

3.2.3 Baum-Welch Algorithm

The following theory is from Rabiner (1989).

In problem 3 we adjust the model parameters A,B, λ in order to maximise
P(O|λ). This is the most difficult problem to solve for an HMM as there is
no known way to analytically solve this globally. The Baum-Welch algorithm
uses an iterative procedure that chooses λ = (A,B, π) to locally maximise
P(O|λ), an approach based on the Expectation-Maximisation (EM) algo-
rithm. In order to describe the algorithm we start by defining the probability
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of being in state Si at time t given the model and the observation sequence
as

γt(i) = P(qt = Si|O, λ) =
αt(i)βt(i)

P(O, λ)
=

αt(i)βt(i)∑N
i=1 αt(i)βt(i)

(6)

and the probability of being in state Si at time t and state Sj at time t+ 1
as

ξt(i, j) = P(qt = Si, qt+1 = Sj |O, λ) =
αt(i)aijbj(Ot+1)βt+1(j)

P(O, λ)
(7)

where we have made use of the forward and backward variables defined in
(2) and (3) respectively. We can relate γt(i) in terms of ξt(i, j) by summing
over j, which yields

γt(i) =

N∑
j=1

ξt(i, j).

By summing (6) over t we obtain a quantity which can be interpreted as
the expected number of transitions made from state Si over time, excluding
t = T . Similarly, summing (7) over t can be interpreted as the expected
number of transitions from state Si to state Sj . This yields

T−1∑
t=1

γt(i) = expected number of transitions made from state Si (8)

T−1∑
t=1

ξt(i, j) = expected number of transitions from state Si to state Sj (9)

By using (8) and (9) and the concept of event occurrences we obtain a method
to reestimate the model parameters π,A and B:

π̂ = expected number of times in state Si at time (t = 1) = γ1(i) (10)

âij =
expected number of transitions from state Si to state Sj
expected number of transitions from state Si to state Sj

=

∑T−1
t=1 ξt(i)∑T−1
t=1 γt(i)

(11)

ˆbj(k) =
expected number of times in state j and observing symbol vk

expected number of time in state j

=

T∑
t=1

s.t. Ot=vk

γt(j)

∑T
t=1 γt(j)

(12)

We then define the current model as λ = (A,B, π) and use λ to compute
the right-hand sides of (10), (11) and (12) and the reestimated model as
λ̂ = (Â, B̂, π̂) as the left-hand sides of (10), (11) and (12) and repeat the
computations until ∆ < tolerance level where ∆ = |P(O, λ̂)−P(O, λ)|. The
final resulting λ̂ is the maximum likelihood estimation of the HMM.
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3.3 Model selection and checking

The following subsections will first cover the theory of pseudo-residuals that
will be used to check goodness of fit of the models and secondly outline the
two most popular approaches to model selection; the Akaike information
criterion (AIC) and the Bayesian information criterion (BIC). The theory
for both subsections is from Zucchini, MacDonald and Langrock (2016).

3.3.1 Pseudo-residuals

To conclude a model’s goodness of fit we will compare the autocorrelation
function (ACF) and Quantile-Quantile (QQ) plots of a hidden Markov model
with different number of states 1, 2, ...,m. In order to do so we need to
construct pseudo-residuals from the models. Firstly, let Φ be the distribu-
tion function of the standard normal distribution and X a random variable
with distribution function F . Then Z = Φ−1(F (x)). We define the normal
pseudo-residuals as

zt = Φ−1(ut) = Φ−1(FXt(xt)).

Hence, if the fitted model is valid, these normal pseudo-residuals should be
standard normally distributed where the residual’s value equals 0 when the
observation coincides with the median. The reader should note that nor-
mal pseudo-residuals measure the deviation from the median instead of the
expectation, per definition. Figure 5 illustrates the construction of normal
pseudo-residuals.

Figure 5: Construction of normal pseudo-residuals.
Source: Zucchini, MacDonald and Langrock 2016, p. 103

3.3.2 AIC

One of the most common model selection criterion is the Aikaike informa-
tion criteria (AIC). This criterion chooses the best model as the model that
minimises

AIC = −2logL+ 2p,
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where logL is the log-likelihood of the fitted model and p denotes the total
number of parameters in the model. The first term is a measure of fit, and
decreases with increasing number of states m. The last term operates as a
"penalty function" where larger models are penalised due to more parame-
ters. This helps to ensure the selection of parsimonious models.

3.3.3 BIC

The Bayesian information criteria (BIC) differs from AIC in the penalty
term:

BIC = −2logL+ plogT,

where logL and p are as for the AIC, and T is the number of observations.
The penalty term in of the BIC has more weight for T > e2, which holds
in most applications, resulting in the BIC more often favours models with
fewer parameters compared to the AIC.

3.4 Model performance metrics

In order to compare our trading strategies we will use certain performance
metrics defined below.

3.4.1 Portfolio return

The first metric that will be used is the annualised return. Since we reinvest
all gains and losses the appropriate average rate of return is the geometric
average rate of return over n periods:

rA =
( n∏

i=1

(1 +Ri)
) 12

n − 1 = n

√√√√( n∏
i=1

(1 +Ri)
)12
− 1

where Ri is the return of portfolio in month i, 12 indicates we have monthly
returns and n is the total number of periods for which we have observations.

3.4.2 Portfolio risk

The annualised portfolio risk using monthly returns Ri in month i and av-
erage monthly return R̄ is defined as:

σA =
√

12 ·

√√√√ 1

n− 1

n∑
i=1

(Ri − R̄)2.

where n once again is the total number of periods for which we have obser-
vations.
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3.4.3 Sharpe ratio

The Sharpe Ratio is the return per unit of risk. A higher Sharpe ratio thus
means a better combined performance of risk and return. The annualised
Sharpe ratio is computed by dividing the annualised return by the annualised
standard deviation:

Sharpe =
rA
σA

3.4.4 Maximum Drawdown

The maximum drawdown is a measure of the maximum observed drop from
a peak to a trough, before a new peak is attained. Thus, the maximum
drawdown is an indication of downside risk. The maximum drawdown can
also be illustrated by figure 6 below.

Figure 6: How maximum drawdown is defined.
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4 Description of data

A stock can behave differently on different kinds of economic regimes. Some
stocks are more sensitive to inflation whilst other stocks are more sensitive
to a more volatile market. In the first scenario with inflation, the most sen-
sitive companies are those that have their business within financial services
or real estates since higher inflation generally leads to rising interest rates
(Tarquinio, 2004). In the second economic scenario with a more volatile mar-
ket, it is assumed that people tend to move their money out of stocks that
are not well-established on the market and into "secure" and well-known
stocks. There is also statistical evidence that stocks with low correlation to
index are often found in the consumer staples and health care sectors, which
are less exposed to discretionary consumer spending. This indirectly means
that those stocks tend to prosper regarless of movements in the stock market
index (McDonald, 2017).

Based on the statistical evidence above, we have chosen three economic
indicators on which we will use HMM to predict the regime for the next
month, namely: inflation, market volatility VIX and stock market index
OMXS30. We will then build a stock portfolio based on the historical per-
formances of each stock’s returns on the different macroeconomic regimes.
A more detailed description of the variables and stocks is given below.

4.1 Macroeconomic variables

In order to build a portfolio of stocks which will yield the highest cumulative
return, and hopefully beat the market index OMXS30, we will use three
macroeconomic variables as indicators in our model. These are defined as:

• Inflation: We calculate the inflation as the 12-month rolling percent-
age change in consumer price index (CPI). The index measures the
average price development of the entire domestic consumption and is
the standard measure of compensation- and inflation calculations in
Sweden.
Data source: Statistics Sweden, SCB.

• Market volatility: SIX Financial Information previously provided an
implied volatility index for the Swedish market. However, they stopped
producing this index in July 2019 and for this thesis we will instead
use the Chicago Board Options Exchange Market (CBOE) Volatility
Index, VIX. VIX is sometimes called the Fear index and is built upon
the prices of option derivatives, since a rising price of options often
is a sign that the market expects higher volatility. CBOE describes
the VIX index as a calculation designed to measure constant 30-day
expected volatility of the U.S. stock market and is derived from real-
time mid-quote of S&P 500 Index call and put options. It is a well-
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known measure of volatility and used as a daily market indicator by
market participants.

• Stock market index: We will use the monthly closed of OMXS30 as
our indicator for stock market index. The monthly rates of return are
defined as the percentage log-return yt, i.e.:

yt = 100 · log

(
Pt

Pt−1

)
where Pt is the observed montly closing price of month t, t = 0, ..., T
with T = 300 indicating 2019-10-01.
Data source: Nasdaq OMX Nordic

We will use data ranging from 1994-11-01 to 2019-10-01 and use the first 10
years as a training period for the HMMs in the Viterbi Algorithm.

4.2 Stock data

Per our analysis we will use monthly returns on common stocks listed on
OMX Stockholm Large Cap as well as OMX Stockholm Mid Cap. The data
is downloaded from National Association of Securities Dealers Automated
Quotations (NASDAQ). The full list of included stocks can be found in table
15 in appendix B. As a summary, figure 7 displays a pie chart of the sector
distribution of the included stocks where we draw the conclusion that no
sector is dominating with more than 30%. To get as many stocks as possible
for our monthly portfolio selection we chose data ranging from 1994-11-01
to 2019-09-01. This resulted in 60 stocks with complete data.

Figure 7: Sector distribution of the included stocks.
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5 Methodology

This section will provide the reasoning behind the choice of model set up
and the choice of data used in this thesis. The first subsection will cover the
functions used in R to implement the trading strategy whereas the second
subsection will describe the hidden Markov model selection. Thereafter a
description of the implemented trading strategy in this thesis is outlined in
subsection three. Lastly, we will cover the backtest procedure and how we
will avoid common pitfalls that could occur during this procedure.

5.1 depmixS4 package in R

depmixS4 is an open source package available in the statistical software R.
The package provides a framework for specifying and fitting dependent mix-
ture models (known as hidden Markov models) in two steps. The first step in
the model fitting procedure is to specify the hidden Markov model through
the depmix function and then fit the model using the fit function where the
user also can impose constraints (Visser and Speekenbrink, 2019).

The default option in depmixS4 is to perform likelihood maximisation by
means of the EM algorithm to find the optimised model parameters, which
is based on the Baum-Welch algorithm (see section 3.2.3). The most likely
state sequence and the posterior densities for the states are obtained via the
Viterbi algorithm (see section 3.2.2) which in turn uses the forward-backward
algorithm explained in section 3.2.1 to calculate log likelihood, state and
transition smoothed probabilities (Visser and Speekenbrink, 2010).

5.2 Hidden Markov model selection

5.2.1 Number of states

There is always a trade-off between fit and complexity when deciding upon a
model for time series data. The basic principle is parsimony, especially when
the purpose of the model is to predict future, unknown outcomes. When
deciding on the number of hidden states in each of the hidden Markov models
for the macroeconomic variables we have chosen to follow the pragmatic step-
by-step process suggested by Pohle et al. (2017):

Step 1 Restrict model selection only to candidate models that are real-
istic and justified a priori. Decide on the minimum and the maximum
number of states that seem plausible and fit the corresponding HMMs.

Step 2 Get an overview of the suitability of the models in relation to
intuition, study aim and to each other. In other words, what further
information does a model with N+1 states bring compared to a model
with N states.
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Step 3 Understand what causes the potential preference for models
with many states. Hence, this step focuses on model validation to check
if a candidate model adequately explains the data-generating process.

Step 4 Compare model selection criteria in order to get an overall
assessment of candidate models validated in Step 3.

Step 5 Combine the findings from Step 2-4 to make a choice of the
number of states.

Step 6 If there is no strong argument in favour of one model to another,
results for each of these models should be reported.

For all of the three macroeconomic variables defined in section 4.1 a
maximum of four potential states are considered in Step 2. The reasoning
behind this (Step 1) is that there are usually two well-defined regimes in
this kind of time series. Nguyen and Nguyen (2015) considered two opposite
regimes of the four economic indicators used in their article. They motivated
the choice of two states by keeping the models simple while maintaining pre-
dictive power. There is also theoretical motivation of two states for the indi-
cators, as these variables often transitions between two regimes; the change
in consumer price index experience inflation/deflation, the market volatility
index VIX experience low/high volatility and stock market indices experi-
ence bull/bear market. Here, bull market is defined as the regime with lower
volatility σ and higher µ and indicates that prices are rising or expected to
rise. On the contrary, a bear market is characterised by falling prices and
more volatility (Chen, 2019a). However, one could also argue for three or
four states as there could be a period of neither inflation or deflation and a
period of 0% returns in the stock market. Furthermore, the economical cycle
is often divided into four phases: expansion, peak, contraction and trough
which motivate the choice of a maximum of four potential states. Including
more states than four is however not motivated in this thesis as this could
result in the models just picking up uninformative noise.

In Step 2 we will inspect the fitted models and investigate the impact
of increasing the number of states. For example, increasing the number of
states could result in splitting a state, but that there is no motivation to
distinguish the resulting two split states or that the additional state only
explains a low number of the observations (Pohle et al., 2017). Hence, the
decoded state sequence will be plotted where the number of observations in
each state will be documented. A low (or missing) number of observations
in one state could indicate that the state is redundant.

Step 3 will focus on model validation and a model check based on pseudo-
residuals will be conducted. The autocorrelation function will be calculated
using the models’ pseudo-residuals as defined in section 3.3.1. Furthermore,
Step 4 will consider the model selection criteria to get an overall assessment
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of any candidate model validated within Step 3. This will be conducted by
comparing BIC and AIC values as defined in section 3.3.2 and 3.3.3.

Lastly, based on the findings in the above steps, a choice of the number
of states will be made for the three macroeconomic series in Step 5.

5.2.2 Window length and setting

The period 1994-11-01 to 2004-11-01 will be used as the training data in
the three hidden Markov models to predict the regime in the first preceding
month corresponding to December 2004. Ten years of data is considered as
a sufficient time period for training as it will contain 120 data points. The
corresponding ten years of stock data will then be used to make the selection.

Furthermore, we will use two different approaches for the window length
of the training data. The first approach will use an expanding window and
add each observation one by one to the training data set to predict the regime
of the upcoming month. The second approach will use an estimation window
that will be moved forward by one month using a rolling scheme and thus
always use the latest ten years of data to estimate the models.

We will compare the two different approaches as these could have different
impact on the performance of the trading strategy. The first approach will
have an increasing data set to fit the model and determine the historical
states. A big data set is often considered better as we will have more data to
base the prediction on. However, in financial time series, information used
from twenty year old data may provide limited or inadequate information on
the current process which in turn may limit or negatively affect predictability.

5.3 Implemented trading strategy

In this subsection we will present the trading strategy that will be imple-
mented in this thesis. We will first cover the assumption of the trading
process and then present how the choice on stock allocation of the portfolio
will be made.

5.3.1 Assumptions

We will make two assumptions on the trading process:

1. Ability to buy a fractional share, i.e we are able to buy a part of a
stock and are not deemed to buy an entire share.

2. Ability to buy and sell stocks with a transaction cost. The costs are
calculated by multiplying portfolio turnover (how much a portfolio is
rebalanced) with a transaction cost of 1bps (0.01%), for each selling
and buying. Here, 1bps is believed to be a realistic transaction cost
for high frequency institutional traders.
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5.3.2 Forecasting

At the end of each month we will make a prediction of the regime of the
upcoming month based on the transition probabilities obtained. We will seek
stocks that have performed well during this interchange of state regimes and
rebalance the portfolio with these stocks.

5.3.3 Portfolio building based on score

In order to have a diversifying strategy, i.e. a strategy that seeks a portfolio
constructed of different assets, we will buy twenty stocks in portfolio 1 and
thirty stocks to portfolio 2. The choice will be based on a weighted score
calculated in two parts:

1. an overall assessment on how many times each share has risen during
the interchange of the regime in time t and the predicted regime in
t+ 1.

2. an average of how much each stock has risen/fallen during the same
period

We are building the score on two measures in an attempt to get a stable
portfolio consisting of stocks that have historical evidence on performing
well in the period. If we solely based the score on part 2, we could end
up with a portfolio consisting of stocks that have risen by much a few times
but fallen by little several times. In order to have a stable portfolio we will
put more weight on part 1 in the score (60%), as we seek a portfolio that
consists of stocks that give steady returns rather than volatile stocks.

5.4 Backtesting

We will test the performance of the investment strategies by backtesting the
models on historical data. Chan (2013) explains backtesting as the process of
feeding historical data to the trading strategy to test how well it would have
performed in the future. Furthermore, Chan (2013) explains that a strategy
is highly dependent on the details of implementation and identifies pitfalls
that could inflate the backtest performance relative to its actual performance
in the past. If the findings of the test are not good enough, one can modify
the hypothesis, refine and improve the strategy and repeat the process. Chan
(2013) emphasises a model’s sensitivity to details, where small changes such
as expanding/decreasing the look-back time period or entering open orders
instead of closed can bring substational improvements.

The following sections will provide in-depth explanations of six pitfalls
applicable to the Swedish stock market and how they will be avoided in
this thesis. If the reader finds him-/herself examining this thesis in the
future, he/she is encouraged to test the model out-of-sample to evaluate if
the findings in this thesis only were valid for a limited data set.
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5.4.1 Common backtesting pitfalls

Look-ahead bias One pitfall which has substantial effect on the perfor-
mance of a trading strategy is when the developer of the strategy uses future
information to determine today’s trading signals. Chan (2013) explains that
look-ahead bias essentially is a programming error that can infect a backtest
program but not a live trading program, as there cannot be future informa-
tion available in a live setting.

Data-snooping Chan (2013) presents the second pitfall as well-known to
detect but difficult to avoid. Data-snooping (also known as data-mining or
overfitting) is when the researcher uses too many free parameters in an al-
gorithm in order to make historical performance look good. However, it is
unlikely that a model that fits historical random market patterns well also
has predictive power in the future (Chan, 2013). In order to avoid data-
snooping, one should test the model on out-of-sample data and reject if it
does not pass the out-of-sample test. However, bias also occurs when the
researcher decides upon the model after looking at the data, i.e. tweaking
the model so that it performs reasonably well on both in-sample and out-
of-sample result and thus turning the out-of-sample data into in-sample data.

Stock splits and dividend adjustments A company can decide to make
a N-to-1 stock split in order to meet a price that is more in line to levels
of similar companies in their sector. The effect of a stock split is that the
shares seem more affordable to small investors and increases the liquidity in
the stock, i.e. it becomes more tradable in the market (Beers, 2019).

Survivorship bias Survivorship bias in a stock-trading model occurs when
the researcher uses historical data that do not include delisted stocks (stocks
that no longer are available to buy in the market) (Chan, 2013). This can
cause the backtest results to appear too good to be true. The results will in
fact also be too good to be true in a model that does not include delisted
stocks since a strategy may indicate to buy a stock in month t that will go
on to bankruptcy in month t+ 1. This results in a 100 percent loss on that
position in reality, but this position cannot be achieved if the model excluded
data on that particular stock from the beginning.

Primary versus consolidated stock prices Many stocks can be traded
on multiple exchange markets and the historical monthly closing price re-
flects the last execution price on any one of these venues during regular
trading hours. These prices can thus differ depending on the market and
consolidated historical prices are likely to inflate the performance since the
price can differ from the primary exchange. Therefore, it is important that
the researcher gathers data from the primary exchange market to accurately
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backtest the model (Chan, 2013).

Short-sale constraints A short-sale is the sale of an asset or stock that
the seller does not own (Chen, 2019b). In terms of backtesting, allowing
short-sales may introduce bias as not all stocks can be shorted (Chan, 2013).

5.4.2 Avoidance of backtesting pitfalls in this thesis

Look-ahead bias To avoid the look-ahead bias that can occur when writing
the trading algorithm we will use well-defined window length when fitting
the models to predict the next state. This will ensure that we do not use
future data points in the data set to predict the next month’s state.

Data-snooping We will use BIC and AIC to decide upon the number of
underlying hidden statesm. These criteria are defined as a sum of two terms,
where the first term is a measure of fit and decreases with increasing number
of states m whereas the second term is a penalty term that increases with
increasing m (see section 3.3.2 and 3.3.3 for more information of the calcu-
lations). Since BIC has more weight on the penalty we will primarily look
at this criterion when deciding upon the number of underlying hidden states
m. The reader is referred to section 5.2.1 for further discussion on the model
setup.

Stock splits and dividend adjustments Data will be adjusted for both
stock splits and dividends prior to incorporation in the trading strategy.

Survivorship bias As historical prices of delisted stocks are removed from
online databases, these data sets are virtually impossible to obtain if you
do not continuously save the available data. Thus, survivorshop bias is the
only backtesting pitfall that will not be handled in this thesis. Gilbert and
Strugnell (2010) showed that the difference in annualised geometric returns-
for high and low P/E portfolios was 3.39% and 3.13% respectively using
current compared to complete stock data. Hence, we could expect a result
that is higher than if we had access to complete data.

Primary versus consolidated stock prices We will download all data
from the main market Nasdaq Stockholm (often called Stockholmsbörsen).
The backtest will thus not be affected by inflated performance due to differ-
ing prices.

Short-sale constraints The trading strategy that will be constructed in
this thesis will not allow shortening of stocks. Hence, the potential pitfall of
having unrealistic positions will be avoided.
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5.4.3 Backtest procedure: Performance metrics

The backtest procedure in this thesis is outlined as follows: At the beginning
of each month in the backtest, we:

1. Calibrate our Markov-Switching models using first a growing window
of data available up to that point in time and second; a rolling ten-year
window.

2. Allocate our portfolio defensively with the twenty vs. thirty stocks
that have performed best during the period between regime t and the
predicted regime in t+ 1.

3. Compare the performance of the portfolio with the performance of the
buy-and-hold portfolio consisting of OMXS30.

4. Roll the backtest forward one month and repeat.

The metrics that will be used to evaluate the performance of the portfolio
is the portfolio’s return, risk, sharpe ratio and maximum drawdown. All
of these measures are defined in section (3.4.1), (3.4.2), (3.4.3) and (3.4.4)
respectively.

28



6 Results

The result section is divided into two parts; one part that covers the process
of deciding upon the number of hidden states in each model and one part
that evaluates the trading strategy.

6.1 Number of states in the hidden Markov models

In this section we will present the results of the step-by-step process sug-
gested by Pohle et al. (2017) to decide upon the number of hidden states in
each model. The method is covered in 5.2.1.

We have already decided on the maximum of four potential states (step
1). Hence, we will proceed to inspect the fitted models and investigate the
impact of increasing the number of states. Thereafter we will validate the
model to check if a candidate model adequately explains the data-generating
process by plotting the pseudo-residuals of the model and then compare
model selection criteria to get an overall assessment of candidate models.
At the last step in the procedure, we will combine the findings to select the
number of states.

The step-by-step process is executed for each data series and the results
are presented in the subsections below for each series. This step-by-step
process is only performed for the initial training data set ranging from 1994-
11-01 to 2004-11-01. The number of states that are decided upon in the
following subsections are then used as a fixed parameter when re-calibrating
the models to predict future months. The re-calibration is performed after
the most recent data is added to the parameter estimation data set.

6.1.1 OMXS30

We begin with presenting the results from the model fit by plotting the
Viterbi decoded state sequence, a histogram of the underlying stock market
index data with the fitted densities superimposed as well as a table with
information of the fitted densities for the four different models in figure 8,
9 and 10 as well as table 1, 2 and 3 respectively for the four fitted models.
Since we expect that the OMXS30 series has at least two hidden states we
omit the plots and table for the hidden Markov model with solely one hidden
state.

The two-hidden-states Markov model is characterised by two separate
regimes where state 1 corresponds to a regime with larger fluctuations and
negative returns and state 2 corresponds to a state with less volatility and
positive returns as seen in figure 8a where the states of the OMXS30 monthly
returns are labelled using the Viterbi algorithm. Hence, as defined in 5.2.1,
state 1 is the bear market and state 2 is the bull market. This model has
two well-defined states and you can easily see the change in behaviour of the
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returns in figure 8a where the hidden Markov model categorises the obser-
vations accordingly. Furthermore, table 1 reports the calibrated parameters
of the HMM as well as the persistence. The persistence is defined as the
estimated transition probability of staying in the current regime. In this
model the persistence is high for both regimes as there is low probability to
change regime when you have entered a same-state sequence.

(a) OMXS30 monthly returns with
estimated regimes.

(b) Histogram of the data with the two
estimated normal densities superimposed.

Figure 8: Viterbi decoded state sequence and histogram with estimated nor-
mal densities superimposed for the model with two hidden states.

State Observations µ σ Persistence
1 57 −1.033 · 10−2 8.798 · 10−2 94.87%
2 64 2.314 · 10−2 3.942 · 10−2 95.60%

Table 1: Regime parameters at 2004-11-01 for model with two hidden states

When adding a third state, the distributions are still fairly easy to inter-
pret. In this model the second regime of the hidden Markov model with two
hidden states is divided into two regimes where regime 1 only contains nine
observations as seen in table 2. Regime 3 now contains all observations that
were in regime 2 in the HMM with two hidden states as well as some that
previously belonged to state 1 as seen when comparing figure 9a to figure
8a. This hidden Markov model chooses to define a separate regime for the
observation with higher returns and lower volatility (state 1) together with
a regime which is characterised by negative returns and more fluctuations
(state 2) as well as a regime for observations with semi-high returns but
higher volatility (state 3). There could be motivation for dividing the ob-
servations into three regimes as seen in figure 9b depicting a histogram with
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the three estimated normal densities superimposed. This model, via state
1 corresponding to the dark red density line, picks up the long tail distri-
bution that the underlying data exhibits. This is also seen when comparing
the pseudo-residuals in figure 25 in appendix A. Here, the normal pseudo-
residuals of the hidden Markov model with three hidden states deviates less
from the theoretical quantiles.

(a) OMXS30 monthly returns with
estimated regimes.

(b) Histogram of the data with the three
estimated normal densities superimposed.

Figure 9: Viterbi decoded state sequence and histogram with estimated nor-
mal densities superimposed for the model with three hidden states.

State Observations µ σ Persistence
1 9 1.291 · 10−1 1.529 · 10−2 23.40%
2 36 −4.98 · 10−2 6.690 · 10−2 84.58%
3 76 2.230 · 10−2 4.086 · 10−2 96.93%

Table 2: Regime parameters at 2004-11-01 for model with three hidden states

The four-state model can easily be compared to both the two-state and
the three-state model. Roughly speaking, the two states are now split into
four states where each state has low persistence except state 1 as seen in
table 3. We discussed in the previous paragraph that regime 1 was divided
into two regimes when adding an extra state. Here, regime 2 in the two-state
model is now split with an extra regime where the downside returns of state
2 now have its own regime. Hence, we now have four states corresponding to
a bear market, semi-bull market, bull market and semi-bear market respec-
tively. Although such partition could be motivated if we were just aiming to
decode the regimes in the market, it is probably too complex in this type of
application where we aim to predict the next regime.
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(a) OMXS30 monthly returns with
estimated regimes.

(b) Histogram of the data with the four
estimated normal densities superimposed.

Figure 10: Viterbi decoded state sequence and histogram with estimated
normal densities superimposed for the model with four hidden states.

State Observations µ σ Persistence
1 36 −5.031 · 10−2 6.740 · 10−2 85.06%
2 9 1.305 · 10−1 1.421 · 10−2 20.42%
3 48 4.056 · 10−2 2.953 · 10−2 42.64%
4 28 −1.107 · 10−2 3.758 · 10−2 < 0.01%

Table 3: Regime parameters at 2004-11-01 for model with four hidden states

Figure 25a, 25b and 25c in appendix A show the quantile-quantile plots
of the pseudo-residuals for each estimated model respectively. The pseudo-
residuals of the two-state model indicate a lack of fit in the lower tail, while
the models with three or four states appear to provide a reasonable fit of the
marginal distribution. The Q-Q plot in figure 25a does exhibit some kurtosis
but not enough to violate the normal distribution assumption as the linearity
of the points suggests that the data are normally distributed. Furthermore,
for all models considered, the respective sample autocorrelation functions
(ACF) show that all models considered capture the dependence structure
of the underlying data, where the sample ACFs of the residuals indicate
they are independent and identically distributed (i.i.d.) with no significant
autocorrelation present.

As we now have performed step 1 to step 3 in the step-by-step pro-
cess explained in section 5.2.1 we will proceed to step 4 which considers the
model selection criterion. In order to get an overall assessment of the can-
didate models the BIC and AIC values are plotted in figure 11 for the three
models respectively. We conclude that the BIC favours the two-hidden-
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states Markov model whereas there is a small difference between the two
and three-hidden-state models with slightly more favour to the three-hidden-
states model when comparing AIC values. This is consistent since BIC often
favours models with fewer parameters than AIC does. Based on the above
findings we will choose the HMM with two hidden states for OMXS30. There
is not much evidence in favour to three hidden states over two hidden states
and as the purpose of the model is to predict future, unknown outcomes we
base the decision on parsimony and choose the lower number of states.

Figure 11: Model selection criterion for the fitted HMMs. (Green line: AIC,
Red line: BIC)

Lastly, we fit a two-hidden-states Markov model to the whole series of
returns for the OMXS30. The Viterbi decoded state sequence together with
the calibrated regime parameters at 2019-09-01 can be seen in figure 12 and
table 4 respectively below.

State 1 is here characterised by negative returns and more volatility (bear
market) whereas state 2 is characterised by positive returns and less volatility
(bull market). In figure 12 we see that the model detects both the dot-
com bubble between 2000-2004 as well as the volatile period of 2008-2009
corresponding to the financial crisis.
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Figure 12: Viterbi decoded state sequence for the model with two hidden
states on the complete OMXS30 data ranging from 1994-11-01 to 2019-09-01.

State Observations µ σ Persistence
1 98 −1.094 · 10−2 7.997 · 10−2 92.08%
2 201 1.532 · 10−2 3.603 · 10−2 95.22%

Table 4: Regime parameters at 2019-09-01 for model with two hidden states
on the complete OMXS30 data ranging from 1994-11-01 to 2019-09-01.

6.1.2 Inflation

This subsection will present the results from the model fit for the inflation
data. Similar as for the OMXS30 series, we assume that the inflation data
has at least two hidden states, why we omit the plots and table for the
hidden Markov model with solely one hidden state. On the contrary to what
we might have suspected initially, the two-hidden-states Markov model is
characterised by two regimes where both states have a positive mean but
where state 1 has a lower mean and higher volatility as seen in table 5. This
is probably because we only have a few points of deflation in our data (the
number of months with negative inflation is solely 19 in the training data
set). We clearly see the transition from the regime with higher volatility
(state 1) to the regime with lower volatility (state 2) in figure 13a where the
states are labelled using the Viterbi algorithm. Table 5 reports the calibrated
parameters of the HMM as well as the persistence of the regimes. Both
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states have a high persistence indicating a low probability of transitioning
to a different regime after entering one of the two states.

(a) Monthly inflation with
estimated regimes.

(b) Histogram of the data with the two
estimated normal densities superimposed.

Figure 13: Viterbi decoded state sequence and histogram with estimated
normal densities superimposed for the model with two hidden states.

State Observations µ σ Persistence
1 76 0.5 · 10−2 0.7 · 10−2 98.66%
2 45 2.4 · 10−2 0.4 · 10−2 95.53%

Table 5: Regime parameters at 2004-11-01 for model with two hidden states

When adding a third state we notice that we get three separate regimes
where the state representing the more volatile regime now is split into two
states; state one with 0 mean and slightly higher volatility than state two
with higher mean and lower volatility. We still observe that all three regimes
represent clusters with varying mean and volatility, instead of lone dips/highs.
Figure 14b shows that the three state hidden Markov model may describe
the underlying data better than the two state hidden Markov model (com-
pare to figure 13b). Here, the three estimated normal densities capture the
three humps that are visible in the probability density histogram of the un-
derlying data. The normal Q-Q plots of the pseudo-residuals in figure 26 in
Appendix A further show that the three hidden states Markov model fol-
lows the Normal distribution fairly well, and more linearly than the hidden
Markov model with two or four hidden states.
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(a) Monthly inflation with
estimated regimes.

(b) Histogram of the data with the three
estimated normal densities superimposed.

Figure 14: Viterbi decoded state sequence and histogram with estimated
normal densities superimposed for the model with three hidden states.

State Observations µ σ Persistence
1 40 0 0.5 · 10−2 94.81%
2 41 2.4 · 10−2 0.4 · 10−2 95.07%
3 40 1.2 · 10−2 0.3 · 10−2 89.49%

Table 6: Regime parameters at 2004-11-01 for model with three hidden states

A four hidden states Markov model divides the data series into four
regimes, with one regime with negative mean and higher volatility (state 2).
Data points that are labelled with state 2 are thus characterised by defla-
tion (see figure 15a). As it perhaps is desired to have a distinct regime that
covers points in time where deflation was present, the four hidden states
Markov model seems to be a too complex model. Looking at the labelling
in figure 15a, there is no motivation for having three states with almost the
same volatility and a positive mean that differs by little. Hence, the four
state hidden Markov model is decided to be too complex in the purpose
of predicting next month’s regime. However, for all models considered, the
respective sample autocorrelation functions (ACF) show that all models con-
sidered capture the dependence structure of the underlying data as seen en
figure 26d in Appendix A.
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(a) Monthly inflation with
estimated regimes.

(b) Histogram of the data with the four
estimated normal densities superimposed.

Figure 15: Viterbi decoded state sequence and histogram with estimated
normal densities superimposed for the model with four hidden states.

State Observations µ σ Persistence
1 25 1.6 · 10−2 0.2 · 10−2 79.02%
2 25 −0.3 · 10−2 0.4 · 10−2 88.64%
3 37 0.8 · 10−2 0.3 · 10−2 85.12%
4 34 2.6 · 10−2 0.3 · 10−2 91.13%

Table 7: Regime parameters at 2004-11-01 for model with four hidden states

As we now have performed step 1 to step 3 in the step-by-step process
explained in section 5.2.1 we will once again proceed to step 4 which considers
the model selection criterion. In order to get an overall assessment of the
candidate models the BIC and AIC values are plotted in figure 16 for the
three models respectively.

From the plotted values in figure 16 we conclude that the BIC favours
the three-hidden-states Markov model whereas AIC favours the four-hidden-
states Markov model. As mentioned in the analysis of the model selection
criterion in the OMXS30 section, this finding is consistent since BIC often
favours models with fewer parameters than AIC does. Based on the above
findings we will choose the HMM with three hidden states for inflation.
The rationale is the discussion above of the graphical findings of both the
histogram and the pseudo-residuals found in the appendix that were superior
to the other models, as well as the BIC favouring the three-states model.
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Figure 16: Model selection criterion for the fitted HMMs. (Green line: AIC,
Red line: BIC)

As we now have reached the decision to use a three-hidden-states Markov
model for the inflation series, we will fit a model to the whole data series
to look at the model parameters at 2019-09-01. The next result section will
provide the results of the trading strategy. In that section we will fit the
models decided upon in these sections to predict next month’s state, make a
trading decision and then roll the window forward one month and repeat the
process. The Viterbi decoded state sequence together with the calibrated
regime parameters at 2019-09-01 for the inflation data series can be seen in
figure 17 and table 8 below.

Table 8 shows that 115 data points between 1994-11-01 and 2019-09-01
belong to state 3 which corresponds to a Normal distribution with negative
mean, i.e. these points in time are characterised by deflation. On the other
hand, state 1 and 2 are characterised by positive mean, where state 1 has
a higher mean and higher volatility than state 2. Data points belonging
to state 1 or state 2 are thus all defined by inflation, but where state 1
corresponds to a regime where higher volatility is present.

The deepest dip around 2008-2009 (the latest financial crisis) is labelled
as state 3, which means that the model characterises the period as deflation
with negative mean and higher volatility.
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Figure 17: Viterbi decoded state sequence for the model with three hidden
states on the complete inflation data ranging from 1994-11-01 to 2019-09-01.

State Observations µ σ Persistence
1 101 2.4 · 10−2 0.7 · 10−2 95.76%
2 83 1.1 · 10−2 0.3 · 10−2 88.98%
3 115 −0.1 · 10−2 0.5 · 10−2 94.96%

Table 8: Regime parameters at 2019-09-01 for model with three hidden states
on the complete inflation data ranging from 1994-11-01 to 2019-09-01.

6.1.3 Market volatility

Before we are going to implement our trading strategy we will perform the
Pohle et al. (2017) step-by-step process for the last economic variable: the
market volatility index (VIX). We begin with fitting a two-hidden-states
Markov model. The result is two states where one regime is characterised by
lower mean and lower volatility (state 1) while the second regime is charac-
terised by higher mean and higher volatility. The period with lower volatility
is easy to distinguish in figure 18a. However, the fit of the normal densities
does not look optimal as seen in figure 18b and hence, we seek to find a
model that better describes the data by investigating hidden Markov models
with three and four states.
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(a) Monthly VIX with
estimated regimes.

(b) Histogram of the data with the two
estimated normal densities superimposed.

Figure 18: Viterbi decoded state sequence and histogram with estimated
normal densities superimposed for the model with two hidden states.

State Observations µ σ Persistence
1 39 14.99 2.31 97.29%
2 82 24.49 5.08 98.78%

Table 9: Regime parameters at 2004-11-01 for model with two hidden states

Introducing a third hidden state results in the former state 2 in the two-
hidden-states Markov model to be split into two states. 53 observations are
now labelled as state 2 and 29 observations as state 3 according to figure 19a
using the Viterbi algorithm. Furthermore, table 10 shows that all three states
have relatively high persistence meaning that all states symbolise clusters of
observations where it is rather unlikely to interchange states. Also, state 2
now has lower volatility and lower mean than state 3, which captures the
extreme observations where the mean is more volatile. Looking at figure
19b the three Normal distributions fitted to the three states seem to capture
the underlying data better than its two-hidden-states counterpart. This is
also confirmed by the Q-Q plots in Appendix A. Figure 27 shows the Normal
quantile-quantile plots of the pseudo-residuals of the three models considered
in this section. Here, by the linearity of the pseudo-residuals from the three-
hidden-states Markov model in sub-figure 27b, this model shows that the
pseudo-residuals are normally distributed as desired.
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(a) Monthly VIX with
estimated regimes.

(b) Histogram of the data with the three
estimated normal densities superimposed.

Figure 19: Viterbi decoded state sequence and histogram with estimated
normal densities superimposed for the model with three hidden states.

State Observations µ σ Persistence
1 39 14.95 2.28 97.28%
2 53 21.60 2.14 86.58%
3 29 29.11 5.00 81.59%

Table 10: Regime parameters at 2004-11-01 for model with three hidden
states

Lastly, we will also have a look at a four-hidden-states Markov model for
the VIX data. This model further divides the former state 1 in the two- and
three-hidden-states Markov models into two states. Looking at figure 20a
and 20b and comparing to the same plots for the three-hidden-states model
(figure 19a and 19b) we find little motivation for this split. The change of
mean and volatility is small by comparing table 10 and table 11 and as we
will use this model in a forecasting purpose we do not see anything that
motivates an extra fourth state.

However, we will look at the BIC and AIC values for all three models
considered in this section. Looking at figure 21 we see that BIC favours
the three-hidden-states Markov model and in line with above discussion, we
cannot find motivation to rule in favour of AIC that chooses a four-hidden-
states Markov model for VIX.
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(a) Monthly VIX with
estimated regimes.

(b) Histogram of the data with the four
estimated normal densities superimposed.

Figure 20: Viterbi decoded state sequence and histogram with estimated
normal densities superimposed for the model with four hidden states.

State Observations µ σ Persistence
1 13 12.45 0.95 91.40%
2 53 21.64 2.11 86.40%
3 26 16.36 1.46 90.95%
4 29 29.12 5.00 81.53%

Table 11: Regime parameters at 2004-11-01 for model with four hidden states

Figure 21: Model selection criterion for the fitted HMMs. (Green line: AIC,
Red line: BIC)
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We will end this result section of step-by-step process to find the optimal
number of states in each hidden Markov model by fitting a three-hidden-
states Markov model for the whole series of VIX data. The model’s calibrated
parameters for each fitted Normal distribution are found in table 12 below.
The most volatile period corresponding to the latest financial crisis in 2009
is labelled as state 3, together with some observations in the wake of the
IT-bubble. This is reasonable since all financial markets experienced a lot
of turbulence. Moreover, the model characterises the observations into two
states with similar volatility but different means. Here state 2 corresponds
to observations with higher mean than the observations in state 1. Since
we here are modelling the VIX, the mean is actually the mean volatility of
the observations. State 1 thus refers to periods with lower volatility in the
financial market, and is the regime we have experienced most often during
the last 10 years.

Figure 22: Viterbi decoded state sequence for the model with three hidden
states on the complete VIX data ranging from 1994-11-01 to 2019-09-01.

State Observations µ σ Persistence
1 137 13.83 2.16 94.38%
2 113 20.96 2.80 86.02%
3 49 32.44 8.95 80.65%

Table 12: Regime parameters at 2019-09-01 for model with three hidden
states on the complete inflation data ranging from 1994-11-01 to 2019-09-01.
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6.2 Trading strategy

We have now found suitable models for our three macroeconomic variables
that will serve as the basis in our trading strategy. Data for the stock
selection are of same length consisting of the monthly closing price for the
first day in each trading month. We use the models for the macroeconomic
variables to predict the state of the next month. Based on the outcome, we
seek for months with the same state sequence and then match these indices
with the ones in our stock data to make our selection. For example, if the
predicted regimes for the next month of market index OMXS30, inflation and
market volatility VIX are 1, 2, 2 respectively, we will look in the past to find
months where our models has decoded these four variables with the same
regimes; 1, 2, 2. We then check the performance of each stock and the stocks
which have the highest score are then selected to our portfolio. The final
composite score is a weighted sum and calculated as explained in 5.3.3. We
select 20 and 30 stocks with the highest composite score for our portfolio 1
and 2 respectively. We sell ones that are not in the election list while buying
the newly-entered ones. Since the stocks are ranked decreasingly, we could
end up with several stocks having the same score, which would indicate a
purchase of more than twenty or thirty stocks (depending on which portfolio
we want). In that case we allow for more than twenty/thirty stocks in the
portfolio.

Since we have three macroeconomic variables; OMXS30, inflation and
VIX, with two, three and three underlying states respectively, we have
2 · 3 · 3 = 18 different state combinations. For the second trading strat-
egy, where we have a 10 years rolling window, the probability of historically
experiencing two subsequent state combinations is smaller than for the trad-
ing strategy which uses an extending window. For the first trading strategy
this probability is also small in the beginning since we have little history
there. Hence, if we do not have a match in the historic state classification
we hold the same portfolio until we predict new states for the subsequent
month.

To be able to evaluate the performance visually, we have decided to invest
1000 SEK in each portfolio.

6.2.1 Trading strategy 1: Extending window

In the first trading strategy we will fit the hidden Markov models to an ex-
tended training data window when predicting the next month’s state. We
then select the twenty and thirty stocks that have performed well histori-
cally during the current regime and the predicted regime to our portfolio 1
and 2 respectively. Portfolio 1 and portfolio 2 will then be compared to the
Buy-and-Hold strategy, which is the same as buying the OMXS30-index at
the beginning of 2004-11-01 and holding it to 2019-09-01. We will compare
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the three portfolios using four different performance metrics: portfolio re-
turn, portfolio risk, Sharpe ratio and maximum drawdown. Here, the first
three metrics are expressed as annual return, annual risk and annual Sharpe
ratio respectively. The results can first be visualised in figure 23 and then
compared by performance metrics in table 13.

Table 13 reveals that portfolio 1 and portfolio 2 outperform the Buy-
and-Hold portfolio regarding annualised return and Sharpe ratio whereas the
Buy-and-Hold portfolio has a smaller annualised risk and lower drawdown.
Furthermore, portfolio 2 which consists of thirty stocks outperforms its coun-
terpart which consists of twenty stocks in both return, risk and Sharpe ratio.
This may foretell that twenty stocks do not maximise return and minimise
risk in a stock portfolio, possibly due to not succeeding in attaining an enough
diversified portfolio with only twenty stocks.

Based on our model, with an initial investment of 1000 SEK, in the
roughly 15 years from November 2004 through September 2019, portfolio 1
had a return per annum of 5.74% and portfolio 2 had a return per annum
of 6.33% versus 3.88% for the OMXS30. The gains were calculated using a
transaction fee of 1 bps for each sale and purchase.

Lastly, for all three portfolios the maximum drawdown leaps beginning
from July 2007 to February/April 2009 which is also visible in figure 23.

Figure 23: Comparison of the performance of portfolio 1 consisting of 20
stocks, portfolio 2 consisting of 30 stocks and the Buy-and-Hold portfolio
consisting of OMXS30-index.
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Metric Portfolio 1 Portfolio 2 Buy-and-Hold
Portfolio return (%) 5.74 6.33 3.88
Portfolio risk (%) 18.75 18.63 16.88
Sharpe ratio 30.64 33.97 22.97
Maximum drawdown 1327 1389 962

Table 13: Comparison of performance metrics for the three portfolios. The
portfolio risk, return and Sharpe ratio are annualised.

6.2.2 Trading strategy 2: Rolling 10-year window

In this subsection we will evaluate the second trading strategy which uses a
rolling 10-year window for fitting the hidden Markov models used for predict-
ing next month’s regime for our three macroeconomic variables. As argued
in section 5.2.2, twenty-year-old data may provide limited or inadequate in-
formation on the current process which in turn may limit or negatively affect
the predictability for the Hidden Markov models. However, as seen by com-
paring table 14 to table 13, both portfolios which use an extending window
outperform the two portfolios which use a rolling 10-year-window. Hence,
this indicates that older historical data is still relevant for future stock se-
lection predictions.

Furthermore, we also see that the portfolios using the second trading
strategy outperforms the Buy-and-Hold portfolio regarding annualised return
and Sharpe ratio. Also consistent with the results using the first trading
strategy is that the Buy-and-Hold strategy has a lower annualised risk and
a smaller maximum drawdown.

Figure 24: Comparison of the performance of portfolio 1 consisting of 20
stocks, portfolio 2 consisting of 30 stocks and the Buy-and-Hold portfolio
consisting of OMXS30-index.
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Metric Portfolio 1 Portfolio 2 Buy-and-Hold
Portfolio return (%) 4.89 5.72 3.88
Portfolio risk (%) 19.54 20.32 16.88
Sharpe ratio 25.04 28.18 22.97
Maximum drawdown 1489 1418 962

Table 14: Comparison of performance metrics for the three portfolios. The
portfolio risk, return and Sharpe ratio are annualised.
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7 Discussion and conclusions

In this thesis we have examined whether we can gain in the stock market and
outperform Swedish OMX Stockholm 30 (OMXS30) index by using hidden
Markov models to predict regime shifts in macroeconomic series. Our results
suggest that such an opportunity is indeed possible. The trading strategy
using an extended window with 30 stocks in the portfolio had the highest av-
erage portfolio return per annum corresponding to 6.33% and outperformed
the OMXS30 index which had an average return per annum of 3.88%. This
result is in line with the result of Nguyen and Nguyen (2015) where the
researcher conducted a similar study with S&P 500 as the underlying in-
dex. Nguyen and Nguyen showed that with an initial investment of $100 the
portfolio had an average gain per annum of 14.9% compared to 2.3% for the
S&P 500 during the 15 years between December 1999 and December 2014.
Nguyen and Nguyen managed to get a higher excess return than we got in
this thesis which could be due to the fact that the authors did not include
transaction costs, which we chose to include in this paper.

Our results also indicated that using an extended window creates higher
excess returns than using a moving 10-year window. This result may come
as a surprise as 25 year-old data potentially do not reveal anything about
a stock’s process today. It might however be that 10 years of data was too
little, and future studies of optimal window length can be done to further
optimise the trading strategy.

Furthermore, both trading strategies showed that the thirty-stocks-
portfolio outperformed its twenty-stocks counterpart in both return and risk.
This may foretell that twenty stocks do not maximise return and minimise
risk in a stock portfolio, possibly due to not succeeding in attaining an enough
diversified portfolio with only twenty stocks.

Lastly, as historical prices of delisted stocks are removed from online
databases, we were not able to avoid survivorship bias in this thesis. Thus,
the performance of our portfolios could be unrealistic as our trading strategy
could have indicated that we were to buy a certain stock in month t that
later would go on to bankruptcy in month t+ 1. This would have created a
100% loss in that position in reality, but since that position was not possible
in our model due to exclusion of those stocks from the beginning, we never
experienced it. Hence, we could expect that our results are higher than if
we had access to complete data.
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Appendices

A Figures

(a) HMM with two hidden states (b) HMM with three hidden states

(c) HMM with four hidden states (d) ACF of the underlying data and the
pseudo-residuals of the three HMMs.

Figure 25: Quantile-quantile plot of the normal pseudo-residuals, with the theoret-
ical quantiles on the horizontal axis and ACF plot of the underlying data together
with the ACF of the pseudoresiduals for OMXS30.
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(a) HMM with two hidden states (b) HMM with three hidden states

(c) HMM with four hidden states (d) ACF of the underlying data and the
pseudo-residuals of the three HMMs.

Figure 26: Quantile-quantile plot of the normal pseudo-residuals, with the theoret-
ical quantiles on the horizontal axis and ACF plot of the underlying data together
with the ACF of the pseudoresiduals for inflation.
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(a) HMM with two hidden states (b) HMM with three hidden states

(c) HMM with four hidden states (d) ACF of the underlying data and the
pseudo-residuals of the three HMMs.

Figure 27: Quantile-quantile plot of the normal pseudo-residuals, with the theoret-
ical quantiles on the horizontal axis and ACF plot of the underlying data together
with the ACF of the pseudoresiduals for VIX.
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B Tables

List of stocks
Stock Market Sector
ÅF Pöyry B OMX Stockholm Large Cap Industrial Goods & Services
Assa Abloy B OMX Stockholm Large Cap Construction & Materials
Atlas Copco A OMX Stockholm Large Cap Industrial Goods & Services
Atlas Copco B OMX Stockholm Large Cap Industrial Goods & Services
Beijer Alma B OMX Stockholm Mid Cap Industrial Goods & Services
Beijer Ref B OMX Stockholm Large Cap Industrial Goods & Services
Bergman & Beving B OMX Stockholm Mid Cap Industrial Goods & Services
Bilia A OMX Stockholm Mid Cap Retail
Bure Equity OMX Stockholm Mid Cap Financial Services
Catella A OMX Stockholm Mid Cap Financial Services
Catella B OMX Stockholm Mid Cap Financial Services
Elanders B OMX Stockholm Mid Cap Industrial Goods & Services
Electrolux A OMX Stockholm Large Cap Personal & Household Goods
Electrolux B OMX Stockholm Large Cap Personal & Household Goods
Elekta B OMX Stockholm Large Cap Health Care
Ericsson A OMX Stockholm Large Cap Technology
Ericsson B OMX Stockholm Large Cap Technology
Fabege OMX Stockholm Large Cap Real Estate
Fast Partner OMX Stockholm Mid Cap Real Estate
Getinge B OMX Stockholm Large Cap Health Care
Gunnebo OMX Stockholm Mid Cap Industrial Goods & Services
Hennes & Mauritz B OMX Stockholm Large Cap Retail
Haldex OMX Stockholm Mid Cap Automobiles & Parts
Handelsbanken A OMX Stockholm Large Cap Banks
Handelsbanken B OMX Stockholm Large Cap Banks
Heba B OMX Stockholm Mid Cap Real Estate
Hexagon B OMX Stockholm Large Cap Technology
Holmen A OMX Stockholm Large Cap Basic Resources
Holmen B OMX Stockholm Large Cap Basic Resources
Hufvudstaden A OMX Stockholm Large Cap Real Estate
Industrivärden A OMX Stockholm Large Cap Financial Services
Industrivärden C OMX Stockholm Large Cap Financial Services
Investor A OMX Stockholm Large Cap Financial Services
Investor B OMX Stockholm Large Cap Financial Services
Kabe Group B OMX Stockholm Mid Cap Personal & Household Goods
Latour B OMX Stockholm Large Cap Financial Services
NCC A OMX Stockholm Large Cap Construction & Materials
NCC B OMX Stockholm Large Cap Construction & Materials
Nolato B OMX Stockholm Large Cap Industrial Goods & Services
Oem International B OMX Stockholm Mid Cap Industrial Goods & Services
Peab B OMX Stockholm Large Cap Construction & Materials
Ratos A OMX Stockholm Large Cap Financial Services
Ratos B OMX Stockholm Large Cap Financial Services
Raysearch Laboratories B OMX Stockholm Mid Cap Health Care

Table 15: Table of the stocks included in the portfolio selection
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List of stocks
Stock Market Sector
SEB A OMX Stockholm Large Cap Banks
SEB C OMX Stockholm Large Cap Banks
Securitas B OMX Stockholm Large Cap Industrial Goods & Services
Skanska B OMX Stockholm Large Cap Construction & Materials
SKF A OMX Stockholm Large Cap Industrial Goods & Services
SKF B OMX Stockholm Large Cap Industrial Goods & Services
SkiStar B OMX Stockholm Mid Cap Travel & Leisure
SSAB A OMX Stockholm Large Cap Basic Resources
SSAB B OMX Stockholm Large Cap Basic Resources
Svolder B OMX Stockholm Mid Cap Financial Services
Trelleborg B OMX Stockholm Large Cap Industrial Goods & Services
VBG GROUP B OMX Stockholm Mid Cap Automobiles & Parts
Volvo A OMX Stockholm Large Cap Industrial Goods & Services
Volvo B OMX Stockholm Large Cap Industrial Goods & Services
Wallenstam B OMX Stockholm Large Cap Real Estate
Öresund OMX Stockholm Mid Cap Financial Services

Table 15: Table of the stocks included in the portfolio selection
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