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Abstract

Structural representation models for multi-modal
image registration in biomedical applications

Joanna Gay

In clinical applications it is often beneficial to use multiple imaging technologies to
obtain information about different biomedical aspects of the subject under
investigation, and to make best use of such sets of images they need to first be
registered or aligned. Registration of multi-modal images is a challenging task and is
currently the topic of much research, with new methods being published frequently.

Structural representation models extract underlying features such as edges from
images, distilling them into a common format that can be easily compared across
different image modalities. This study compares the performance of two recent
structural representation models on the task of aligning multi-modal biomedical
images, specifically Second Harmonic Generation and Two Photon Excitation
Fluorescence Microscopy images collected from skin samples. Performance is also
evaluated on Brightfield Microscopy images.

The two models evaluated here are PCANet-based Structural Representations (PSR,
Zhu et al. (2018)) and Discriminative Local Derivative Patterns (dLDP, Jiang et al.
(2017)). Mutual Information is used to provide a baseline for comparison. Although
dLDP in particular gave promising results, worthy of further investigation, neither
method outperformed the classic Mutual Information approach, as demonstrated in a
series of experiments to register these particularly diverse modalities.
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Chapter 1

Introduction

It is common in modern medical applications for multiple images of the same entity to be collected.
The images may be taken at different times (such as pre- and post-treatment, annual checkups),
different resolutions, from different viewpoints, or using two or more different imaging techniques
or modalities (e.g. ultrasound and magnetic resonance imaging (MRI)). To maximise the utility
of such sets of images, it is necessary to align (register) them, to provide an integrated or fused
view (Oliveira and Tavares, 2014). This is particularly challenging for multi-modal images, due
to the variability of the appearance of the same structure when viewed by different technologies
(Simonovsky et al., 2016). For example, an ultrasound image shows a measure of the acoustic
properties of a region, whereas an MRI scan shows a measure of hydrogen atom density. This
means that the images look inherently very different. Other properties also tend to differ be-
tween modalities, such as the noise distribution, image extent and resolution, and other imaging
variations.

The range of multi-modal imaging systems available is also increasing (e.g. photoacoustic imag-
ing, Kim and Chen (2018)). In most cases no direct mapping of intensities exists between images
of different modalities, and the automatic location of reliable feature points is an open problem
in medical imaging (Sotiras et al., 2013). In many cases manual interaction is required for the
registration step, which is costly, tedious and imprecise. This leads to an increasing need for the
development of image analysis methods which are applicable to such multi-channel data. Many dif-
ferent registration methods exist, from classical approaches based on mutual information, through
landmark recognition and structural representation, to neural network-based methods. This study
therefore seeks to evaluate automatic image registration techniques for multi-modal image pairs,
focusing on the application of structural representation methods to multi-photon microscopy im-
ages.

Development of techniques for image registration is an active field (Oliveira and Tavares, 2014),
with ongoing research activity in all aspects of registration, but particularly in multi-modal image
registration where much work is still needed to improve the accuracy of registration and extend the
range of image types that can be registered. Many multi-modal registration methods have been
published, which can be broadly categorized into intensity-based, feature-based, and learning-based
methods. One classical approach, which will form the starting point of this study and provide
reference results for comparison, is based on mutual information maximisation. This measure uses
information theory to quantify the extent to which knowledge of the intensity in one image can be
used to predict the intensity in the other, at a global level (Wells et al., 1996). This is an example
of an intensity-based approach, of which many variants have been published. Another approach
is feature-based registration, in which distinctive features such as edges and corners are detected
in both images, and converted to a set of descriptors which can subsequently be matched with
those detected in another image. This category includes structural representation methods, which
aim to overcome modality differences by characterising the structures within both images, and
registering a representation of these structures instead of the images directly. A third approach
is to use supervised learning, where a neural network uses a set of labelled training examples to
learn how to estimate the transformation.
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CHAPTER 1. INTRODUCTION

In this study, two recently-published and promising methods for multi-modal image registration are
implemented and tuned. Their performance is evaluated and compared using biomedical images
from different modalities including brightfield microscopy and multi-photon microscopy. Due to the
large differences between these modalities, structural representation methods are selected, for their
ability to detect commonality between images in the absence of any image intensity relationships.
An extensible framework for the application of arbitrary registration methods and optimization
algorithms to pairs of images is developed.
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Chapter 2

Background

The focus of this study is on the application of image registration techniques to multi-modal
biomedical data. The methods evaluated here are recently-published, state-of-the-art models,
which build upon decades of research in digital image processing. In this chapter, a brief history of
registration is presented along with a survey of recent and important methods, particularly those
which directly underpin the methods evaluated in this study.

2.1 Image Registration

Whenever two or more images are acquired of the same scene, registration becomes a crucial aspect
of image analysis. Common applications include creation of panoramic images (e.g. Figure 2.1),
recognition of objects, and video frame alignment.

Image registration is widely used in modern image capture and processing software, and its appli-
cations can be broken down into four broad categories (Zitova and Flusser, 2003):

• Different viewpoints (multi-view analysis)

• Different times (multi-temporal analysis)

• Different sensors (multi-modal analysis)

• Scene to model registration

Figure 2.1: Panorama of Lake Washington Ship Canal, Hiram M Chittenden Locks, Seattle (1917)
by Asahel Curtis (public domain). Three overlapping photographs, with different angles of view,
are stitched together to form a panorama. This is an example of multi-view analysis.
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CHAPTER 2. BACKGROUND

Early image registration techniques used mechanical methods, e.g. alignment of images on both
sides of a strip of film in order to create colour films, a primitive type of multi-modal analysis.
In 1963 the first digital image registration technique was published by Roberts, enabling machine
recognition of objects from photographs (Roberts, 1963). This research developed the techniques
of using the total squared error to measure the (dis)similarity between an image and a computer
model, and of finding a transformation to minimize this (scene to model registration).

Within medical image registration, early uses concentrated on finding the scale and/or translation
required to compare a patient scan to a template image (scene to model registration), e.g. Barber
(1976), Appledorn et al. (1980). As computational power increased, and digital images became
the norm, the number and complexity of methods exploded.

The simplest form of registration is rigid registration. This is achieved by choosing values for
three parameters: horizontal and vertical translation, and rotation within the plane. For 3D
images, depth translation and two additional axes of rotation are added, giving six parameters.
The inclusion of further affine transformations including scaling, reflection, and shearing adds more
flexibility to the registration. In the most general case, a non-linear or elastic registration method
allows the floating image to be deformed, for example to account for changes due to breathing or
the heart beating during scanning.

The transform sought is the one which, when applied to one image (referred to as the floating
image), gives the best match with the other (reference) image. Defining a robust and effective
measure for the quality of such a match, between arbitrary image modalities, is an open problem.
Some of the most important advances in this field, particularly those which form the basis of the
methods tested, are outlined in the following sections.

This study deals exclusively with multi-modal analysis of biomedical images in two dimensions.
However, methods that are designed for multi-view or multi-temporal analysis are also described
here, where relevant to the methods that are evaluated. Some of the methods discussed were
first published for three-dimensional (volume) data but can be applied also to two-dimensional
images. The remainder of this chapter gives an overview of these registration methods, including
intensity-based similarity measures such as mutual information, feature-based techniques including
the scale-invariant feature transform, structural representation techniques, and deep learning. The
details of the two methods evaluated in this study can be found in Chapter 3.

2.2 Intensity-based Similarity Measures

Intensity-based measures in general compare the intensity at each pixel (or voxel) in the reference
image with that at the corresponding pixel in the floating image, under a given transform. In the
simplest case, the resulting metric is aggregated globally over all pixels to give a scalar similarity
(or dissimilarity) measure. Some methods modify this to account for local variation in contrast or
intensity, e.g. to improve performance in the presence of shadows.

Various intensity-based similarity measures are described below. In each case, the measure itself
only provides a metric to evaluate the alignment for a given transform T . In order to register a
pair of images A and B, it is necessary to find the transform T̂ that, when applied to B, maximises
the similarity S(A, T (B)) of the two images, i.e.

T̂ = arg max
T

S(A, T (B)).

This is commonly achieved using gradient ascent, but many other optimization techniques have
been proposed, such as particle swarm optimization (e.g. Wachowiak et al. (2004)).

2.2.1 Sum of Squared Differences

A simple measure of the dissimilarity between a pair of images is the sum of squared differences
(SSD) between the intensities at corresponding pixels. For images I and J , with intensities at each
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CHAPTER 2. BACKGROUND

Figure 2.2: Mutual Information histograms for aligned and misaligned images. A pair of artificial
images is shown, each containing three intensity values, plus smoothing and noise. On the left, the
images are misaligned, and in this case six separate peaks can be seen in the joint histogram of
intensity values. The first image has entropy HA = 3.62, the second has entropy HB = 4.36. The
joint entropy when misaligned is HAB = 7.39, giving mutual information MI(A,B) = HA +HB −
HAB = 0.59. On the right, the images have been aligned by applying rotation and translation,
and pixels that do not overlap are excluded, shown here as white regions. Only three peaks can be
seen in the joint histogram, corresponding to the three main intensities in the images. Masking out
non-overlapping pixels increases the entropy of the individual images to HA′ = 3.67, HB′ = 4.82.
The joint entropy however is reduced to HA′B′ = 7.34, giving a mutual information score of
MI(A′, B′) = 1.15.

pixel x given by I(x) and J(x), the SSD is defined as:

SSD =
∑
x

(I(x)− J(x))2,

where the sum is over all overlapping pixels x of the two images. Since the number of overlapping
pixels varies with changed position of J (e.g. when it is transformed during registration), the mean
squared error (MSE) is normally used instead, i.e.

MSE =
1

N

∑
x

(I(x)− J(x))2,

for a pair of images overlapping at N pixels. The optimal alignment is then the one that minimizes
the MSE. However, this measure is not robust to variations in (for example) illumination, and can
be biased by large intensity differences at a few pixels, which may occur due to noise or changes
in illumination. It is also only applicable to mono-modal image registration.

2.2.2 Mutual Information

The use of mutual information (MI) for image registration was first proposed by Wells et al.
(1996) and Viola and Wells III (1997), and at the same time by Maes et al. (1997). MI is a
global information theoretic measure which evaluates the amount of information about one image
that can be gleaned from another, for a given alignment, and is based purely on the pairs of
image intensities at each overlapping position. This does not require there to be a one-to-one or
continuous mapping between intensities in the two images, nor any common edges or features. This
makes the method particularly suitable for multi-modal image registration. Intuitively, it relies on
the assumption that there will be some set of structures that appear similar to each other in one
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CHAPTER 2. BACKGROUND

image (self-similarity), that are also self-similar in the other image. The more truth there is in this
assumption, the more the knowledge of the intensities in one image gives information about the
likely intensities in the other image.

The mutual information between a pair of images A and B is calculated as

MI(A,B) = HA +HB −HAB , (2.1)

where HX is the entropy of image X and HXY is the joint entropy between images X and Y , as
defined below. If an image has L intensity levels (e.g. L = 255 for 8 bit images), appearing with
probabilities p0, ..., pL−1, its entropy is defined as

HX = −
L∑
i=0

pilog(pi).

The entropy of an individual image is maximal when all possible intensities are equally well repre-
sented. An image containing only a single intensity level has the lowest possible entropy.

For pairs of images, the entropy is defined similarly, but using pairs of intensities (aj , bj) found at
corresponding pixels in images A and B. There are L2 possible pairs of intensities, and each pair
i occurs with some probability pi in the pair of images. Then the joint entropy is given by

HAB = −
L2∑
i=0

pilog(pi).

The total image entropies HA and HB for the reference and floating images respectively are fixed
values, but when calculating the MI of a particular candidate alignment only the overlapping part
of the floating image is included. This means that as the proposed registration changes, HB also
changes, but in the method proposed by Wells et al. (1996), HA is treated as a constant. It is
also possible (e.g. see Maes et al. (1997)) to consider only the overlapping parts of both images,
allowing both HA and HB to change according to the alignment. This is the approach adopted
here when evaluating methods, in Section 5, and is illustrated in Figure 2.2.

The calculation of MI uses the relative probabilities of each pair of intensities found in the two
images. The probability pi of a particular intensity value occurring in an image can be estimated
empirically as the normalised frequency of observations of that value, and the joint histogram
can be constructed similarly. Since the locations in the transformed image are likely to lie in
between original pixel co-ordinates, in the simplest implementation the intensity values used in
the histogram may be calculated based on their nearest neighbour, or using bilinear or spline
interpolation followed by binning. Improved results, particularly if sub-pixel accuracy is desired,
may be obtained using partial volume interpolation to update the histogram such that each off-pixel
point contributes a weighted amount to the histogram at the intensity values of each of its nearest
whole-pixel neighbours (Maes et al., 1997). Alternatively, Viola and Wells III (1997) smoothed the
probability estimates by using a window function known as a Parzen Estimator (Parzen, 1962),
calculated as:

pi ≈
1

N

∑
aj∈I

R(i− I(aj)),

where R(x) is a window function, such as a Gaussian density function, that integrates to 1, and
N is the number of pixels (or voxels) in image I, and the image has intensity I(a) at pixel a.

These histogram modifiers are designed to increase the robustness of the metric to noise, as well as
to improve the smoothness of the MI gradient as the transform changes, but also tend to increase
the computation time. Another way to reduce the impact of noise is to bin intensity values, e.g.
into 32 bins, and this is adopted here (following Knops et al. (2003) and others).

Maximization of mutual information leads to a good alignment in many multi-modal cases, without
requiring any a priori knowledge of the correspondence between different intensities in the two
modalities. For example, Wells et al. (1996) presented the results of using MI to register 3-
dimensional magnetic resonance (MR) images with both computed tomography (CT) and positron-
emission tomography (PET) images.
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CHAPTER 2. BACKGROUND

MI remains a popular and commonly-used measure of image similarity, particularly for multi-
modal image alignment (Oliveira and Tavares, 2014). However, it can be difficult to locate the MI
maximum, due to the existence of local optima and/or low gradients, particularly when the initial
registration is far from the true alignment, and/or in the presence of noise (Maes et al., 1997).

2.2.3 Variants of Mutual Information

Several refinements to mutual information have been published, including Normalized Mutual
Information, Adjusted Mutual Information, and Region Mutual Information. These aim to improve
the performance of mutual information in various situations.

Studholme et al. (1999) introduced Normalized Mutual Information (NMI). This is designed
to deal with the case where the size of the region of overlap between two images may change
depending on the chosen registration parameters, which can lead to unwanted effects on the mutual
information statistic. Instead of calculating the difference between the marginal and joint entropies
(as in Equation 2.1), the NMI is given by the ratio:

NMI(A,B) =
HA +HB

HAB
. (2.2)

Adjusted Mutual Information (AMI, Vinh et al. (2009)) takes into account the probability
that image intensities are correlated purely by chance, which depends on the number of different
intensities and the relative frequencies of each. This has been shown to be preferable to plain
mutual information (Vinh et al., 2009) but increases the computation time considerably.

Region Mutual Information (RMI, Russakoff et al. (2004)) aims to account for the spatial
relations between pixels, rather than treating the entire image as a one-dimensional signal. Instead
of calculating marginal and joint entropies on the basis of the intensity at each pixel, the intensities
of neighbouring pixels are included (e.g. 8 neighbouring pixels in 2D), leading to a high-dimensional
joint distribution (e.g. pairs of 9-dimensional vectors). Using a simplifying assumption based on
Principal Components Analysis, the authors show that this can be calculated in similar time to
mutual information (O(N2) for N pixels). It is more robust than MI when the initial registration
error is large.

A number of other variants have been designed for non-rigid registration, including conditional
mutual information (Loeckx et al., 2010) and Self-Similarity α MI (Rivaz et al., 2014).

2.2.4 Other intensity-based similarity measures

The negative joint entropy −HAB can also be used on its own as a global measure of similarity
for multi-modal images (Collignon et al., 1995), and is improved by supersampling. An efficient
implementation can be obtained by binning grey-level values.

Rogelj et al. (2003) developed a Segmentation-Based Point Similarity Measure which first estimates
the classes of intensity pairs that are true correspondences, based on the distribution of intensity
pairs in the current alignment, and assumes that at the correct alignment the intensity pairs follow
a Gaussian distribution around the centres of these classes. This gives a model of the joint intensity
distribution which can then be used to assess the quality of the registration.

2.3 Feature-based Techniques

One inherent drawback of intensity-based registration methods such as most of those described
above is that they treat the images as a one-dimensional array of intensity values, and make no
use of information about the locality or neighbourhood in which each value occurs. Feature-based
techniques approach the problem from a different angle, looking instead for common structures such
as corners within an image, and then trying to find a correspondence between the sets of features
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CHAPTER 2. BACKGROUND

Figure 2.3: An example showing features detected with the Harris corner detector. Image by
Dvortygirl https://commons.wikimedia.org/w/index.php?curid=11497200.

found in each image. This can facilitate comparison of images which differ in (for example) lighting
conditions or contrast, because the intensities are not used directly.

In general the first step is to identify keypoints within each image, and describe them in a way
that can be compared across different scales, orientations, and/or imaging conditions. It is then
necessary to find a correspondence between these sets of features, and then finally to calculate
the transform T that best explains the feature pairing. Since many hundreds of keypoints may be
found in each image, matching them is not a trivial task. A brute-force approach, in which each
keypoint descriptor in one set is compared to every keypoint descriptor in the other set, is highly
computationally intensive, and produces many incorrect matches. An improvement can be made
by using a ratio test, in which the two closest matches are compared, and the point is rejected
if the ratio of their distances is higher than some threshold, usually set to 0.8. This reduces the
number of false matches found by 90% (Lowe, 2004). If the descriptor dimensionality is high, or a
large number of keypoints is detected, it is often necessary to use an approximate search method
to speed up the matching process.

Once a set of keypoint pairings has been chosen, Random Sample Consensus (RANSAC, Fischler
and Bolles (1981)) can be used to determine what transform T best maps one image to the other.
This is a method for estimating the underlying model that best fits a set of data points, in the
presence of outliers. It randomly selects a small subsample of the data points, fits a model (or
transform) to this set, and then checks to see how well the resulting model explains the other
points in the dataset. The procedure is repeated a fixed number of times and the model explaining
the highest number of data points is selected. The final model may then be refined using all of the
explained points, i.e. ignoring outliers.

Feature-based techniques are commonly used for image recognition, and some of the most popular
methods are outlined in this section.

2.3.1 Harris corner detector

An early feature-detection method was developed for tracking objects in the presence of camera
motion, by Harris et al. (1988). This method identifies corners as locations where the image

13



CHAPTER 2. BACKGROUND

Figure 2.4: Segment Test for corner detection, illustration by Rosten and Drummond (2005). The
central pixel C is detected as a corner because, within a circle of 16 pixels centered on C, 12
adjacent pixels are all brighter than C by an amount greater than or equal to the threshold t.

intensity gradient is high in multiple directions, at a specified scale. The Harris corner detector,
and variants upon it, are the basis of many feature-detection methods. An example of the features
that would be detected by the Harris corner detector is shown in Figure 2.3.

2.3.2 Scale-Invariant Feature Transform

A popular method in image registration in general is the scale-invariant feature transform (SIFT)
(Lowe, 2004). This uses a multi-scale Difference of Gaussians (DoG) approach to locate and
describe keypoints in an image. The feature descriptors, consisting of 128 values for each keypoint,
are invariant to orientation and scale. This property is important for image registration, as it
allows keypoints in one image to be matched with those in another image, which may be at a
different rotation, scale etc.

2.3.3 Features from Accelerated Segment Test (FAST)

The application of supervised learning allowed Rosten and Drummond (2006) to develop a feature
detector which operates much faster than SIFT without sacrificing accuracy. Their detector is
based on the Segment Test introduced in their earlier work (Rosten and Drummond, 2005). This
defines a corner as a location p where, in a circle of 16 points centred around p, at least n contiguous
points are brighter than (or darker than) the central point by some intensity threshold t. This is
illustrated in Figure 2.4.

Applying the full segment test directly to each pixel proved too costly for real-time video processing.
Although significant speed improvements can be made by first testing just 4 pixels from the circle
of 16, and only continuing if these values indicate a potential corner, this restricts the possible
values of n to 12 or greater, thereby excluding any shallow corners from being detected. Instead,
the authors trained a decision tree model, by using the full segment test to define the desired
outputs for a set of training images. The tree can then be applied to unseen images to predict
where the corner features are located. A score function can be applied to each of these detected
points, to filter out the weaker signals.

Once trained, the decision tree is extremely fast and can be used to detect features in video streams
in real time. As well as speed advantages, the method was shown to outperform several other
methods, including the Harris corner detector and methods based on the Difference of Gaussians
(as used by SIFT).
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CHAPTER 2. BACKGROUND

Figure 2.5: Calculation of the Local Derivative Pattern, illustration by Jiang et al. (2017). For
each pixel in a 3 × 3 patch (the centre of the region shown), the derivative in the x direction,
i.e. the difference between its intensity and that of its right-hand neighbour, is calculated. Pixels
whose derivative have the same sign as the derivative at the central pixel are encoded as zeros.
Pixels with the opposite sign are encoded as ones. The eight results are concatenated into a binary
string representation. The equivalent calculation of the Local Binary Pattern would encode the
sign of the difference between the central pixel and each neighbour, giving LBP(Z0)=11101001.

2.4 Structural representation techniques

Structural representation methods attempt to overcome the problems inherent in multi-modal
registration, by transforming both images into a representation which encapsulates the structural
information of the image, independent of the modality. These structural representations can then
be registered using mono-modal registration techniques. Some of the most important structural
representation techniques are described below. Methods evaluated in this study are described in
more detail in Chapter 3.

2.4.1 Local binary and local derivative patterns

Local binary patterns (LBPs), developed by Ojala et al. (2002), are a popular and efficient technique
in image classification and registration, in which the intensity value of each pixel is compared to
its P neighbours, equally spaced around a circle of radius R around the central pixel. The result
is thresholded at zero to give a P -bit binary representation of the intensity pattern for that pixel.
This can be seen as an encoding of the sign of the first order derivative in each of P directions. By
varying the radius R, structure can be extracted at different scales. A measure of image similarity
can be obtained by comparing the binary representations of the two images. This measure is
invariant to monotonic differences in the intensity values of the two images, such as luminance or
contrast differences.

Local derivative patterns (LDPs) generalize the idea of LBPs, to define an encoding of the second
order (and higher) derivatives.

To calculate the second order LDP for a pixel i, the first order derivative in a particular direction
d is found for each pixel in a patch centred on i, by taking the difference in intensity between
that pixel and its immediate neighbour in the d direction. The sign of each of these differences is
compared with the sign of the derivative for the central pixel, to create a binary string (8 bit in
the case of a 3 × 3 patch). The calculation is illustrated for 0 degrees in Figure 2.5. This is then
repeated for a number of directions, usually covering 0, 45, 90, and 135 degrees. The concatenation
of these four 8-bit binary strings gives a 32-bit representation of the signs of the second order partial
derivatives at pixel i.

It is possible to extend LDPs to higher order derivatives but this increases their sensitivity to noise
(Jiang et al., 2017).
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Figure 2.6: Modality-independent neighbourhood descriptors, illustration by Heinrich et al. (2012).
Three pixels are indicated on the images, located in different regions of interest. For each of these
pixels, the MIND descriptor based on a 5x5 region is shown. Homogeneous regions, corner points,
and boundaries all have distinctive appearances which are independent of the image modality.

2.4.2 Modality-independent neighbourhood descriptors

Another effective structural representation method, Modality-independent neighbourhood descrip-
tors (MIND), published by Heinrich et al. (2012), defines a distance metric comparing each point
x in an image with a set of other pixels R within the surrounding region, not only comparing the
individual pixel intensities but incorporating information about the local neighbourhood of each
pixel. The two-dimensional version of the method is outlined here and would form an excellent
avenue for further research on the dataset used in this study.

The distance measure D for a pair of pixels (x and r) within a single image is based on equally-sized
image patches centred on each point, and calculates the sum of squared differences between the
intensities at each pixel p in those patches:

D(x, r) =
∑
p

(I(x+ p)− I(r + p))2,

where I(x) is the image intensity at point x and x+ p indicates the position of x, offset by p. The
patch size can be configured for the particular application.

They divide the distance measure D by a local variance measure V (equal to the average distance
metric between the current pixel x and its four immediate neighbours), and use this to define a
descriptive vector as follows:

MIND(x, r) =
1

n
exp

(
−D(x, r)

V (x)

)
,

where n is a normalization constant. The metric is calculated for every pixel r in the chosen set
of neighbour pixels R, giving an r-dimensional descriptive vector for each pixel in the image.

This descriptor is then compared between the two images, and the (dis-)similarity of the images
at a given pixel is defined as the average of the squared differences between the elements of the
corresponding vectors (see Figure 2.6). The transform that minimizes this metric is chosen as the
optimal alignment of the images.

They calculate the metric efficiently using convolutions, but it needs to be calculated for each pair
of pixels within some search range of each other, which makes it computationally expensive. The
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search region can however be reduced by only sampling neighbours along the 8 compass point
directions (instead of the 5x5 dense region illustrated in Figure 2.6). For computational efficiency
the authors suggest quantizing the MIND descriptor down to 4 bits, then for sufficiently small
search region R, every possible value of the descriptor (i.e. 16|R| values) can be precomputed
into a lookup table. The MIND descriptor is robust to noise and contrast differences and excellent
results were demonstrated on the alignment of CT images with MRI in three dimensions, including
for deformable registration.

2.5 Deep learning for image registration

In recent years, a number of deep learning techniques have been developed for image registration.
One approach is to use deep learning to identify features, e.g. the convolutional neural network
proposed by Dosovitskiy et al. (2015). Other models directly estimate the transform T that aligns
a pair of images, based on a large training dataset (e.g. DeTone et al. (2016)).

Deep learning approaches usually offer good performance, once an initial training phase is com-
pleted, and are likely to be the future of image registration as more data becomes publicly available
and as methods evolve. They will not be covered in this study but would make a good avenue for
future work with this particular dataset.
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Models

This study focuses on structural representations, which offer perhaps the best hope for aligning
images with modalities that differ greatly.

Two models are compared and contrasted here, with baseline results given by Mutual Information.
The first, PCANet-based structural representation (PSR), was developed by Zhu et al. (2018) and
uses Principal Components Analysis to determine the filter coefficients in a small convolutional
neural network (CNN). The outputs of the CNN are then used to create a representation incorpo-
rating multi-level structural information. This process is described in more detail in Section 3.1
below.

The second model, published by Jiang et al. (2017), uses Local Derivative Patterns to extract
structure from the images. More information is given in Section 3.2.

Both models are chosen for their excellent results in the registration of multi-modal medical images.

3.1 Model 1: PCANet-based Structural Representation

The first model to be evaluated, by Zhu et al. (2018), embeds the technique of principal components
analysis (PCA) within a convolutional neural network (CNN) to create a PCANet-based structural
representation (PSR). It builds on the work of Chan et al. (2015), using PCA to create feature
maps for image classification within a deep learning framework. This model has been shown to
be effective in the registration of various different types of magnetic resonance (MR) images, (PD,
T1 and T2), including in the presence of noise, and registration of computed tomography and MR
images, outperforming MIND and NMI amongst other models.

The filter weights in the CNN are trained separately for each modality of interest, and the trained
model can then be used to output structural representations of any images of that modality. The
overall architecture of the model is illustrated in Figure 3.1.

There are several tuneable parameters within the model. In this study the size of the filters was
fixed at 3 × 3, the number of filters in each layer was fixed as 8, and the number of layers was
fixed as 2. The parameter α was set to 0.005. All of these choices follow the recommendations
given by the original authors (Zhu et al., 2018). Exploratory experiments with different filter sizes
resulted in no improvements in results. Since the method used to construct feature maps from
filter outputs in the second layer (described below) weights each subsequent filter half as much as
the previous one, the addition of extra filters (at least in the second layer) is also not expected to
have a significant impact on the results.

3.1.1 Calculating the filter weights

To determine the filter weights for a given modality, a set of N = 100 randomly chosen training
images are used. For each pixel j in a training image Ψi, the image intensities in a 3 × 3 patch
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Figure 3.1: Architecture of the PCANet-based Structural Representation CNN, illustration by
Zhu et al. (2018). In the first stage, a number of input training images are converted into a set
of overlapping 3× 3 patches, and each patch is treated as a vector of image intensity values. The
principal components of these vectors are used as filter weights in a convolutional layer. The
resulting feature maps are passed as inputs to the second stage, and processed similarly.

centered on that pixel are collected into a vector xi,j . Pixels on the boundary of the image are
excluded. For each patch, the patch mean is subtracted to give a zero-centred vector x̄i,j . All of
these patch vectors, for all of the training images, are collated as the columns of a matrix X̄.

Principal components analysis is then employed to determine the L1 principal eigenvectors of this
matrix, i.e. those relating to the L1 largest eigenvalues, where L1 = 8 is the number of filters in
the first layer of the network. These eigenvectors are each rearranged into a 3× 3 matrix of filter
weights, such that the filter weights are in the same order as the image patches were arranged.
Convolving the N training images with these L1 filters gives L1N output feature maps from the
first layer, each having the same size as the training images.

The second layer of the CNN consists of L2 = 8 filters, of size 3×3. The layer 1 outputs are treated
as L1N separate inputs, rather than being considered as N inputs with L1 channels. As in layer
1, to determine the filter weights every 3 × 3 patch in every input is vectorized and a principal
components analysis is performed.

This single application of a two-layer convolutional network completes the training phase of the
model; no gradient-based training method (such as backprop) is required. This means that the
training phase is fast to compute, although performing PCA on such large collections of vectors is
highly memory-intensive.

Having chosen the filter weights, a structural representation can be created by passing an image
(of the same modality as the training images) through this network and then following the below
procedure to combine the outputs from both layers into a single output image or feature map.

3.1.2 Combining the outputs

Passing an image of interest through the trained network described above results in L1 feature
maps being output from layer 1 and L1L2 from layer 2. The method to turn these outputs into a
single structural representation image has three stages:

a) Combine L1L2 layer 2 outputs using a weighted sum to obtain L1 feature maps representing
the higher level structure

b) Fuse the L1 feature maps from each layer (separately) to obtain a fused feature map describing
the structure at each level

c) Combine these two fused feature maps to produce an output structural image

These stages are described below.
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a) Combine layer 2 outputs

The outputs from layer 2, consisting of L1L2 feature maps, are first combined into L1 feature maps
using a sigmoid activation function and a weighted sum. The combined layer 2 output for an image
is given by

Zj =

L2∑
k=1

28−k(σ(|Ψj,k|)− 0.5),

where Ψj,k is the output obtained from applying the kth filter in layer 2 to the output Ψj of filter
j in layer 1, and σ(x) is the sigmoid function σ(x) = 1/(1 + e−αx) and α = 0.005. This has the
effect of weighting the layer 2 outputs heavily by their PCA rank, i.e. the output from the first
layer 2 filter has twice as much impact as that of the second, which has twice the impact of the
third filter and so on. The powers of 2 used go between 7, for the filter corresponding to the most
significant eigenvector, and zero (or negative, if L2 > 8), such that the resulting values always lie
between 0 and 255.

b) Fuse outputs from each layer

Having reduced the number of outputs to L1 for each layer, these outputs are then combined into
two separate structural representations, one for each layer, to capture multi-level information. For
each layer, a single feature map per original input image is constructed from the L1 outputs by
summing the squares of the values in each output:

F1 =
1

L2
1

L1∑
j=1

(Ψj)2;

F2 =
1

L2
1

L1∑
j=1

(Zj)2.

c) Create structural image

The information from the two layers is then finally combined into a single output image:

PSR = exp(−F1

h1
)exp(−F2

h2
).

The parameters h1 and h2 are calculated at each pixel based on the local variation in the image.

Further details and motivation for this model can be found in Zhu et al. (2018). The model was
implemented in Python using code published by Takeshi 1 as a basis.

3.2 Model 2: Discriminative Local Derivative Patterns

In this model, second order partial derivatives are utilized to characterize the local structure of an
image at each pixel as a vector. This set of vectors forms a modality-independent representation of
the image, allowing the similarity between two images to be efficiently estimated on the basis of the
Hamming distance between the vector representations. The authors (Jiang et al., 2017) describe
the Discriminative Local Derivative Patterns (dLDP) model for 3-dimensional images; here it is
presented only in 2D.

As well as excellent results in the alignment of different MRI modalities, and CT with MRI,
this method was shown to be effective in the alignment of ultrasound with MRI volumes, a very
challenging multi-modal task.

1https://github.com/IshitaTakeshi/PCANet
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LDP and dLDP

Local Derivative Patterns (LDP), illustrated above in Figure 2.5, were first introduced by Zhang
et al. (2009), encoding the derivatives within a neighbourhood, or patch, centred on each pixel of
an image. They can be thought of as a generalization of Local Binary Patterns (Ojala et al., 2002),
which encode the sign of the first order derivative in each direction.

The model evaluated here, proposed by Jiang et al. (2017), is based on the second order LDP
described above in Section 2.4, which encodes the commonality of direction between the first
order derivative at the central pixel and that at its neighbouring pixels, allowing higher-level
structural features such as turning points to be identified. This is particularly important for multi-
modal image registration because changes in the direction of the gradient are more likely to be
preserved between modalities than the gradient itself. However, a drawback of this descriptor
is that, in regions where intensity increases continuously in a given direction (no turning points
in the gradient), the resulting binary vector will contain all zeros. With high-resolution images
this can occur in a large proportion of pixels, leading to a lack of information in the descriptor
and difficulty finding the optimal registration. The authors therefore propose discriminative LDPs
(dLDPs), which compare the partial derivative in one direction at the central pixel with that in a
(set of) different directions at neighbouring pixels. This is illustrated in Figure 3.2.

The published method is designed for three-dimensional image data, and the authors show that it
is sufficient to use the derivatives in the x, y, and z directions, omitting any intermediate directions.
They use the three direction pairs (x,y), (x,z) and (y,z) to construct the dLDP. The information
encoded by the direction pair (y,x) would be very similar to that encoded by (x,y) so the reverse
pairs are omitted. This is in contrast to the two-dimensional illustration reproduced here in Figure
3.2 where the dLDP is constructed from the (x,y) and (y,x) pairs, presumably for illustrative
purposes. In this study, two alternative interpretations of the dLDP model in two dimensions are
compared, an eight bit dLDP using only the (x,y) direction pair, and a 48 bit dLDP using the
six direction pairs (0◦, 45◦), (0◦, 90◦), (0◦, 135◦), (45◦, 90◦), (45◦, 135◦), (90◦, 135◦). These four
directions are chosen following the original LDP model (Zhang et al., 2009).

The resulting 48-bit dLDP structural representation is illustrated for one region in Figure 3.3. For
each direction pair the output is an 8-bit binary vector for each pixel. This can be visualized by
interpreting it as an integer between 0 and 255 and showing the result as an image (this method
of visualization is also used in Jiang et al. (2017)). Two of the six direction pairs are illustrated:
(0◦, 90◦) and (45◦, 135◦). In this visualization method, the higher-position bits are emphasised
(probably only the first 3 or 4 bits can be distinguished by eye), but it should be noted that when
these descriptors are used as a similarity measure (see below), all bits are given equal weighting.

Similarity measure between representations

A measure of the similarity of two images can then be obtained by calculating the total Hamming
distance between their dLDP representations. In this study, the Hamming distance is normalized
by dividing by the number of overlapping pixels. This is not proposed in the original publication
but it is clear that for an application where the size of the overlapping region changes significantly
depending on the transform parameters, the total Hamming distance would be biased towards
transforms with minimal overlap. An alternative would be to adjust the Hamming distance to
include an additional sum equal to half the number of bits used in the descriptor, for each non-
overlapping pixel.

The optimal alignment is then the one which minimizes this normalized Hamming distance.
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Figure 3.2: Calculation of the Discriminative Local Derivative Pattern, illustration by Jiang et al.
(2017). In step (a), for each pixel in a 3× 3 patch (the centre of the region shown), the derivative
in the y (90◦) direction, i.e. the difference between its intensity and that of its directly above
neighbour, is calculated. For the central pixel, the derivative in the x (0◦) direction is calculated.
Pixels whose y derivative have the same sign as the x derivative at the central pixel are encoded as
zeros. Pixels with the opposite sign are encoded as ones. The eight results are concatenated into
a binary string representation, reading clockwise from the top left. In step (b), this is repeated
with the derivative directions swapped. The outputs from steps (a) and (b) are combined in step
(c) to give the final 16 bit dLDP pattern. Note that the use of both (x, y) and (y, x) pairs is only
for illustrative purposes.
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Figure 3.3: Illustration of a Discriminative Local Derivative Pattern descriptor. Image (a) shows
part of an SHG image after smoothing, histogram equalization and quantization into 32 intensity
bins. Image (b) shows the dLDP descriptor for this region for the (0◦, 90◦) direction pair. Image
(c) shows the dLDP descriptor for the (45◦, 135◦) direction pair. Only a small part of the region
is shown here, to better visualize the level of detail within the representations. Images (d) to (f)
are equivalent images for the TPEF image of the same sub-region.
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Data

A set of images of skin tissue samples was provided by our collaborators from the Center for
Microscopy - Microanalysis and Information Processing, Polytechnic University of Bucharest. The
data collection process is described below. In total the dataset consists of 400 regions of interest
taken from 35 different skin samples. These have been categorised as ‘Healthy’, ‘Dysplastic’, and
‘Malignant’ but all three categories are treated together in this study.

4.1 Data collection

The following information about the data collection procedure is adapted from a description pro-
vided by our collaborators.

From each histological block, two consecutive tissue sections are sliced. One is left unstained
for Multiphoton Microscopy (MPM) imaging and the other is Haemotoxylin and Eosin (H&E)
stained and imaged with brightfield microscopy (for ground-truth pathology assessment by a
trained pathologists). For the H&E stained slides large image mosaics are assembled. The smaller
regions which are imaged with MPM are marked on these mosaics (of the stained slide).

The two slices are next to each other and only a few nm thick. Most of structures visible in one
slice are visible in the other slice as well, but slight changes of shape are expected.

The imaged regions lie at the dermal-epidermal junction (DEJ), a region of high importance in
tumor genesis and because the region can potentially be examined with in-vivo MPM imaging in
xz directions (it is not very deep, hence accessible to xz MPM).

The unstained slide is imaged using Second Harmonic Generation (SHG) microscopy and Two Pho-
ton Excitation Fluorescence (TPEF) microscopy. The TPEF imaging is done for two compounds,
Flavin Adenine Dinucleotide (FAD) and Nicotinamide adenine dinucleotide (NADH). Each MPM
imaging (SHG, TPEF-FAD, TPEF-NADH) is performed three times, with three different incident
polarization angles, spaced 60 degrees apart. A Ti:Sapphire laser tuned at 860 nm (∼ 120 mW
power before the microscope) is used for excitation.

• For SHG a bandpass filter (425-435 nm) is used.

• For TPEF (NADH) a bandpass filter 440-490 nm is used.

• For TPEF (FAD) a bandpass filter 510-600 nm is used.

4.2 Pre-processing of data

The above data collection process resulted in 9 MPM images for each region, i.e. three incident
polarization angles for each of the three MPM modalities. A single output image for each of these
three modalities is then obtained by averaging the image intensities from the three polarization
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Figure 4.1: Histogram Equalization shifts image intensities to better take advantage of the full
spectrum. The left-hand column shows an SHG image which has been smoothed, and the corre-
sponding histogram of intensity values. The values are heavily concentrated in the lower end of
the spectrum. The right-hand column shows the same region after histogram equalization, and the
corresponding histogram of intensities. The contrast in the image is much higher, and the intensity
values are more spread out.

angles. The two TPEF images (NADH and FAD) are further combined to a single TPEF image
by taking the mean.

Our collaborators also provided us with processed MPM images, which are colour images composed
from the SHG image as the blue channel and the averaged TPEF image as the red channel. These
processed images were manually enhanced by adjusting the contrast and gamma correction. Since
the gamma and contrast corrections were not known the images were re-processed for this study
(omitting the adjustments) and a greyscale (luminance) version was also created using standard
RGB conversion parameters: 0.2125 ∗ R + 0.0721 ∗ B + 0.7154 ∗ G. There is no green channel in
this instance.

Finally, our collaborators kindly performed manual alignments for 100 regions of interest to give
us a baseline against which to evaluate our methods, providing us with a set of aligned brightfield
images.

4.2.1 Histogram equalization

A further data pre-processing step which is evaluated in several of the experiments in this study
is histogram equalization. This increases the contrast of an image, potentially improving the
descriptive power of various image similarity measures.

For an image I(x) containing L discrete intensity levels, the intensities in the histogram equalized
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version I ′(x) are given by

I ′(x) = floor((L− 1)

I(x)∑
i=0

pi), (4.1)

where pi is the frequency of intensity i in the original image (i.e. the proportion of pixels x for
which I(x) = i).

This technique shifts the intensity values found in an image such that they are better spread out
over the full range of possible intensity values, as illustrated in Figure 4.1.

4.3 Selection of data

The above image collection and pre-processing steps resulted in up to 10 separate images for each
region of interest, even after combining the different polarization angles. To summarize these, for
each region of interest we have the following images:

1. Brightfield image, a small sub-region from the stained slice, which has been resized, cropped,
and rotated to align with an imaged MPM region (for 100 out of 400 regions)

2. High-resolution brightfield mini-mosaic centred on the region (stained)

3. Low-resolution brightfield mosaic of the whole histological block (stained)

4. Low-resolution brightfield mosaic of the whole histological block, with approximate location
of region marked (stained)

5. SHG image, average of three polarization angles, of the unstained slice

6. TPEF-NADH image, average of three polarization angles (unstained)

7. TPEF-FAD image, average of three polarization angles (unstained)

8. TPEF image, average of TPEF-NADH and TPEF-FAD images (unstained)

9. Processed MPM image, a combination of SHG image as blue channel and TPEF image as
red channel, with gamma and constrast adjustments (unstained)

10. Greyscale MPM image, a conversion of the processed MPM image to greyscale (unstained)

An example set of these 10 images is shown in Figures 4.2 (brightfield images 1-4) and 4.3 (MPM
images 5-10).

In this study, structural representation models are used to align images 5 with 8 (Section 5.2), and
images 1 with 10 (Section 5.3).
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(a) (b)

(c)

(d)

Figure 4.2: Sample brightfield images, all showing (region 11 of) slide 148185. Image (a) is a
manually aligned region, matching the MPM images in Figure 4.3 below. Image (b) is a high-
resolution mini-mosaic of images captured around this region. Image (c) shows part of a full
mosaic of all the images of this slide. Image (d) shows the same mosaic image, with regions of
interest marked.
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(a) (b)

(c) (d)

(e) (f)

Figure 4.3: Sample MPM images, all showing region 11 of slide 148185. Image (a) is a Second
Harmonic Generation (SHG) image, averaged over three polarization angles and normalized to
improve contrast. Image (b) is TPEF-NADH, averaged over three angles and normalized. Image
(c) is TPEF-FAD, also averaged and normalized. Image (d) shows the result of averaging images
(b) and (c). Image (e) is a contrast-enhanced combination of the first three, with SHG (a) as
the blue channel and the average of the two TPEF images (d) as the red channel. Image (f) is a
greyscale version of the combined MPM image, which has been normalized to improve the contrast.
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Evaluation

The main contribution of this study is to evaluate the relative performance of the models described
above in Section 3, in aligning multi-modal biomedical images. Each model was evaluated on the
data described in Section 4 in a series of experiments which are described in this chapter. As a
baseline for comparison, the Mutual Information between the images was also included.

The first task evaluated is to recover a known (random) transform T ∗ applied to a SHG image,
by finding the transform T̂ which, when applied to the matching TPEF image, maximises some
similarity measure between the TPEF image and the transformed SHG image, or between the
structural representations of the same.

The second task similarly takes pairs of pre-aligned images, but this time the brightfield and
the combined MPM images. As before a random transform is applied and then experiments are
undertaken to recover the original transform. This is a step towards addressing the real challenge
faced by our collaborators: to automatically find the location of an MPM image within a larger
brightfield image. However, as will be seen below, the poor performance of the models under the
controlled conditions evaluated on task 2 indicates that these methods are unlikely to be useful in
pinpointing an MPM region at a completely unknown location within a brightfield image.

5.1 Framework for evaluation of models

Both models, along with Mutual Information, were implemented within a Python framework1

developed for the α-AMD registration model of Öfverstedt et al. (2019). This facilitates the
comparison of results since all common functionality such as image pre-processing, application of
transforms, and output formats is shared. The framework allows additional models and optimiza-
tion methods to be added independently and applied in any combination, and incorporates various
options such as parameter scaling, multiple start points, and masking.

5.2 Task 1: Alignment of SHG and TPEF images

As described in Section 4, for each region of interest one SHG and two TPEF images were con-
structed by taking the average of the images obtained from three different incident polarization
angles. The two TPEF images were combined into a single image by averaging the intensities at
each pixel. The resulting pair of images (SHG and TPEF) are already aligned, as they are captured
using the same equipment on the same tissue slice at the same time. All the MPM images are
single-channel 512 × 512 pixel images.

In this section, a series of experiments is used to evaluate the ability of different methods to recover
a known (synthetic) transform.

1https://github.com/MIDA-group/py alpha amd release
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Registration
Method

Pre-processing Median
error E
(px)

Successful
registrations
(%)

Computation
time

1. NMI grid search None 2.26 100 26 mins
2. NMI gradient de-
scent (multi-start)

Smoothing 3.32 56 10 mins

3. NMI gradient
descent from re-
sult of 1

Smoothing 2.04 100 27 mins

4. PSR with NMI
grid search

None 4.08 64 30 mins

5. dLDP 48-bit grid
search

Smoothing
and Histogram
Equalization

2.61 96 51 mins

6. dLDP 48-bit gra-
dient descent from
result of 5

Smoothing
and Histogram
Equalization

2.08 96 52 mins

Table 5.1: Results for Task 1: Alignment of SHG and TPEF images. 25 pairs of pre-aligned images,
with a known transform applied to one image in each pair, were aligned using each method. The
median error E is given for each method, along with the proportion of registrations for which
E < 5 (these are considered successful registrations). Computation times given are approximate
times per image pair on standard consumer hardware, and have not been thoroughly optimized.

All transforms used in this section are restricted to isotropic scale, rotation, and translation
changes. No shearing or non-rigid deformations are applied. A transform T can therefore be
described by a vector of four parameters, T = [Ts, Tr, Tx, Ty], where Ts is the scaling transform,
measured as a proportion of the image size, Tr is the rotation transform, measured in degrees, Tx
is the translation in the horizontal direction, measured in pixels, and Ty is the translation in the
vertical direction, also measured in pixels.

For each pair of matching SHG and TPEF images, a random transform T ∗ was constructed by
choosing the four parameters uniformly within the following ranges: 0.95 ≤ T ∗s ≤ 1.05; −5 ≤
T ∗r ≤ 5; −10 ≤ {T ∗x , T ∗y } ≤ 10. This transform was applied to the SHG image, using nearest
neighbour interpolation, giving a reference image IR = T ∗(ISHG). The experiments below aim to
estimate the transform T̂ which, when applied to the TPEF (floating) image IF , results in the best
alignment.

The quality of the resulting transform is evaluated by calculating the Euclidean distance between
the position of each corner of the transformed floating image (T̂ (IF )) and the position of the
corresponding corner of the reference image (IR), and taking the mean:

E =
1

4

3∑
i=0

|T̂ (ci)− T ∗(ci)|, (5.1)

where ci denotes the position of image corner i, for i ∈ {0, ...3}

Experiments with the two structural representation models, and with Mutual Information, are
described separately in Sections 5.2.2 to 5.2.4 below. The same regions and transforms were
used for each model to ensure comparability of results. The best results from each method are
summarized in Table 5.1, which compares the median value of E obtained when registering 25
test image pairs, along with the proportion of registrations considered successful (see Section 5.2.1
below), and the computation time required for each pair of images. All timings are approximate,
and were recorded on a four core (two physical core) Intel i7 processor running Ubuntu, with 16GB
RAM. Although not one of the best performing methods in terms of accuracy, the results for NMI
gradient descent (from multiple starting points) is included in this table because of its superior
computational performance.
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Figure 5.1: Selection of threshold for successful registration. Plot shows minimum, median, and
maximum values of E that can be obtained with the specified grid search parameters, for 100
random transforms (sorted by maximum grid search error). Based on these results a threshold of
5 pixels was chosen, so that registrations with E < 5 (black line) are considered successful in this
study. The average proportion of grid points that lie below this threshold is 0.26%.

5.2.1 Success measure for registrations

To facilitate comparison of methods, a binary measure of whether a registration is successful is
helpful. The error measure E, defined above in Equation 5.1, gives a numerical accuracy measure
which can be thresholded to indicate whether a registration can be considered successful or not.
In several experiments in this chapter, transforms on a parameter grid are used to evaluate the
method, and this parameter grid is tightly specified within the same parameter ranges as the
random transforms that constitute the ground truth.

The threshold must therefore be carefully chosen to ensure that randomly selected grid points are
not expected to lie within the success range, but that the closest grid point should be considered
a successful registration. To set the threshold, a selection of 100 random transforms are chosen,
and for each one the value of E at each grid point is calculated.

Values of E under these conditions can be as much as 80 pixels, depending on how extreme the
random transform chosen is. The minimum error depends on how close the random transform is
to a grid point. This is illustrated in Figure 5.1. The minimum error (i.e. the value of E at the
closest grid point) for this selection of random transforms ranges between 0.42 and 3.64 pixels. A
value of E = 5 pixels was therefore chosen for the success threshold. The vast majority (99.74%)
of grid points correspond to an error greater than this threshold, so the likelihood of false positives
(successful registrations reported by chance, when model outputs are incorrect) is low.

The same threshold value is applied to gradient descent methods, in which the maximum error
values are unbounded.

5.2.2 Alignment with Mutual Information

Although Mutual Information (MI) has been shown to be an effective similarity measure for multi-
modal images, a major drawback is that it is often difficult to find the maximum MI position,
since the MI surface tends to have many local maxima and an extremely narrow peak at the true
alignment, particularly in the presence of noise (Maes et al., 1997).

The following experiments were used to find the transform maximising the MI between IR and
T (IF ). Since transforming the floating image can reduce the amount of overlap between the
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MI Maximization
Method

Pre-
processing

Median error E (px) Successful regis-
trations (%)

1. Grid Search None 2.26 100
2. Grid Search Smoothing 2.88 80
3. Gradient Descent from
identity transform

None 20.96 4

4. Gradient Descent from
identity transform

Smoothing 8.34 24

5. Gradient Descent from
20 random points

None 89.8 40

6. Gradient Descent from
20 random points

Smoothing 3.32 56

7. Gradient Descent
from result of 1

Smoothing 2.04 100

Table 5.2: Results of using Mutual Information to align SHG and TPEF images. The transform T̂
that maximised the mutual information for each image pair (IR, T̂ (IF )) was sought. The average
distance E between the location of the image corners when transformed using the ground truth
transform T ∗ and when transformed using T̂ was calculated for each image pair. The same 25
regions, with the same set of random transforms applied, were used for each method, and the
median of E is shown along with the proportion of estimates for which E < 5 pixels. Note that
in experiment 7, the optimal grid point from experiment 1 (unsmoothed images) was used as the
starting point for a gradient descent using smoothed images.

images, which tends to increase the MI, in all cases the Normalized Mutual Information was used.
In additions, where the overlapping area dropped below 40% of the pixels for a given transform,
the NMI was set to zero, to avoid bias towards extreme transforms.

Before calculating the NMI, image intensities were quantized into 32 bins. This step reduces
the effects of noise on the MI calculations. All interpolation was done using nearest neighbour
interpolation. Other interpolation schemes tend to lead to smoothing of the images, which can
affect the distance measures being evaluated, particularly when the images have not been smoothed
to begin with. By first choosing whether to smooth the image, and then using nearest neighbour
interpolation, these effects can be better controlled.

Mutual Information grid search

The normalized mutual information was evaluated at a range of transforms T = [Ts, Tr, Tx, Ty]
using the parameter grid:

• 95% ≤ Ts ≤ 105%, in steps of 1%

• −5 ≤ Tr ≤ 5, in steps of 1 degree

• −10 ≤ {Tx, Ty} ≤ 10, in steps of 2 pixels

This gives a total of 14,641 grid points to be evaluated. Note that the range of the grid matches the
range of random transforms that were applied to the SHG image to create IR. In real applications
of multi-modal image registration, it is unlikely that the true range of transformation parameters
could be estimated within such a small margin, although the correct scale could sometimes be
accurately estimated from knowledge of the magnifications used when capturing the images. Using
a bigger parameter grid would approximate more closely the results that might be achieved in
real-world applications, but calculation of mutual information is too time-consuming for a more
extensive evaluation to be undertaken in this study.

The grid search was repeated after applying smoothing (Gaussian smoothing with σ = 3.0) and
intensity normalization, such that for an image with intensity I(x) at pixel x,

I ′(x) =
I(x)−min(I)

max(I)−min(I)
.
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The same smoothing and normalization were applied to both the reference and the floating image.
Results are shown in Table 5.2.

Mutual Information gradient descent

Since a grid search in four dimensions is extremely time consuming and, unless a very fine grid,
or a suitable refinement scheme is used (further increasing the computation time), also rather
inaccurate, a gradient descent method for finding the MI maximum is also evaluated here. The
Broyden–Fletcher–Goldfarb–Shanno (BFGS) algorithm was used, after rescaling the transform
parameters such that the order of magnitude of the translation, rotation, and scaling would be
equivalent. In this method, the gradient is estimated numerically by making a small change to
each parameter in turn. A step is then taken in the direction of steepest descent, and the gradient
is recalculated. Step sizes are calculated using a line search algorithm. A library implementation2

of the BFGS algorithm was used.

Results are shown for three different strategies:

1. Initialize the search at the identity transform

2. Initialize the search at 20 additional random starting points, selected uniformly from within
the parameter range described above, and choose the one which results in the highest NMI

3. Initialize the search at the best transform found in the grid search above

As above, each experiment was repeated with and without first smoothing the images using a
Gaussian filter. Results are given in Table 5.2. For the gradient descent methods, smoothing the
images led to a big improvement in the number of successful registrations and the median error E.

Experiment (2), as with the above grid search, assumes that the range of possible transforms is
known to within a reasonably close approximation. Experiment (3) is even more computationally
expensive than the grid search, although the additional gradient descent step only adds a relatively
small computational cost compared to the grid search, and results show an improvement over the
grid search (see Table 5.2).

Mutual Information evaluation

As shown in Table 5.2, the best results were achieved when starting a gradient descent search
method from the maximum found on a grid of transforms (experiment 7), but good results were
also obtained by using a gradient descent method with a multi-start approach (experiment 6). The
time taken for the latter was less than half of that taken for the combination of a grid search plus
a gradient descent.

Smoothing the images reduced the proportion of successful registrations in the grid search exper-
iment. In several cases, including most of the ‘failures’, the value of the NMI metric was higher
at the chosen gridpoint than at the ground truth. This may perhaps be attributed to individual
noise pixels from the original image being ‘smeared’ across several pixels in the smoothed images,
so that instead of affecting the metric at only a single pixel, the effect is amplified. One example
is shown in Figure 5.2, which gives the NMI surface for small perturbations from the ground truth
alignment, for a (particularly challenging) pair of aligned SHG and TPEF images. Although only
two of the four transform parameters can be illustrated here, multiple local optima can be seen in
the first row (which shows NMI values over a coarse grid of parameter values), and they appear
stronger in the smoothed image (right-hand column). Even within a very short range of the ground
truth position, the use of smoothed images does not necessarily lead to a smoother surface (fine
grid, second row).

For gradient descent, smoothing the images helped the algorithm by increasing the size of the
attraction region, where the NMI gradient leads in the direction of the optimum, but the success
rate remained low. In some cases (both with smoothed and unsmoothed images), the gradient
descent method found an optimum transform with a higher NMI score than that at the ground

2https://www.scipy.org/
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Figure 5.2: Mutual Information surfaces for smoothed and unsmoothed versions of the same pair
of aligned images. In the first row, a coarse grid is shown, covering the full parameter range used in
this study (up to 5 degrees rotation and up to 5% scale difference). The translation parameters were
fixed at 0 pixels for this illustration. The local optima visible around the edges of the unsmoothed
surface are much more pronounced in the smoothed version, and the peak does not lie in the correct
position. The maximum NMI for the unsmoothed version is found at the ground truth position
(Tr, Ts) = (0, 1) with NMI=0.00343 and E = 0. For the smoothed version, the maximum lies at
(2, 0.96) which has NMI=0.0377 and E = 23.8. This is higher than the NMI at the ground truth,
which for smoothed images is 0.0375. In the second row, a fine grid of parameter values is used,
covering rotation of up to 0.5 degrees and scale differences of up to 0.5%. The optimum grid point
for the unsmoothed image is (0.075, 0.999), giving NMI=0.00344 (marginally higher than at the
ground truth) and E = 0.72. For the smoothed image the peak at (0.1, 0.99875) is less defined
and gives NMI=0.0379 (also higher than at the ground truth) and E = 0.94. Within such a fine
grid around the origin it is relatively easy to choose a transform with E < 5.
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PSR Alignment
Method

Image pre-
processing

PSR
smoothing

Median
error E
(px)

Successful
registrations
(%)

1a. MI Grid
Search

Smoothing False 4.08 64

1b. MI Grid Search Smoothing True 11.14 16
2a. MI Grid Search Smoothing

and Histogram
Equalization

False 5.44 48

2b. MI Grid Search Smoothing
and Histogram
Equalization

True 17.49 32

3. MI Gradient De-
scent from multiple
start points

Smoothing False 42.06 20

4. MSE Grid Search Smoothing False 10.75 32

Table 5.3: Results of using PCANet-based structural representations to align SHG and TPEF
images. The PSR images are first created, using smoothed and (in some tests) histogram equalized
versions of the SHG and TPEF images. The registration of these PSR images is then attempted,
with and without smoothing. The average distance E from the corners of the registered images to
their ground truth positions is calculated. If E < 5 pixels, the registration is considered successful.
The best results with Mutual Information were obtained after training the model on smoothed
(experiments 1a and 1b), but not histogram equalized (experiments 2a and 2b), versions of the
original images, and with no smoothing applied to the resulting PSRs (experiment 1a). These
settings were used for the remaining tests (experiments 3-4).

truth (see example in Figure 5.2). Further work to tune the gradient descent parameters, and to
penalize extreme transforms, would be likely to improve these results somewhat. However, given
that the NMI maximum for smoothed images does not necessarily coincide with the position of the
ground truth, and given the difficulty of following gradients on unsmoothed images, this method
is unlikely to ever achieve highly accurate registration results on this dataset.

5.2.3 Alignment with Model 1: PCANet-based Structural Representa-
tions of multi-modal images

A structural representation of each SHG and TPEF image was created using the method of Zhu
et al. (2018) which is described above in Section 3.1.

Each image was first normalized and then smoothed using a Gaussian filter with σ = 3.0, to reduce
the amount of noise apparent in the structural representation. The difference is shown in Figure
5.3, where for two example hyperparameter settings (c1 = c2 = 0.01 and c1 = c2 = 0.1), the PSRs
resulting from training with unsmoothed and smoothed versions of the TPEF images are shown.

The model was then tuned by undertaking training with each combination of values of c1 and c2
in {0.01, 0.05, 0.1, 0.2, 0.5}, and inspecting the resulting structural representations for clarity and
visibility of the common structures within an image. Values of c1 = c2 = 0.2 were chosen for
SHG images whilst c1 = c2 = 0.1 gave the clearest structural representations for TPEF images, as
shown in Figure 5.3. The full set of example PSRs for networks trained with these values of c1 and
c2, for both TPEF and SHG images, is shown in Appendix A. For each modality, the network,
consisting of two layers of eight 3× 3 filters, was trained on a random subset of 100 images.

The trained networks were used to produce a structural representation of each image, which can
then be aligned using standard mono-modal registration techniques. The techniques evaluated in
this study were Normalized Mutual Information (NMI) and Mean Squared Error (MSE).

The above experiments were also repeated using histogram-equalized versions of the images. The
networks were retuned (parameters chosen were c1 = 0.1, c2 = 0.01 for SHG, and c1 = 0.01,
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Figure 5.3: PCANet-based structural representations of TPEF images. The top row shows (a)
the original (normalized) TPEF image, (b) the structural representation of this image using PSR
parameters c1 = c2 = 0.01, (c) the structural representation of this image using parameters
c1 = c2 = 0.1. The structure is not well-defined due to the noisy, high-frequency image modality.
The second row shows the same as the first row except based on a smoothed version of the original
image (d), using a Gaussian filter with σ = 3. Here the structural representations depict the image
features more clearly. The first structural representation (e), with c1 = c2 = 0.01, includes a lot of
fine detail which is not expected to be useful in aligning the images. The second version (f) was
chosen for this modality, with parameters c1 = c2 = 0.1.
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c2 = 0.1 for TPEF) and retrained to produce a second set of structural representations.

Results are shown in Table 5.3. Grid search and gradient descent parameters were the same as
described in Section 5.2.2 above. Whilst the best results were obtained by aligning the PSRs with
Mutual Information, the results are worse than those obtained by aligning the original images with
Mutual Information. For smoothed PSRs, in most cases the highest Mutual Information position
does not match the ground truth registration position, as shown for one example region in Figure
5.4, so no gradient descent was attempted with smoothing.

The structural representations also did not prove to be easy for mono-modal registration techniques
such as MSE to align, as seen in the results. The optimal transform found using MSE on a grid
gave a lower (better) MSE value than at the ground truth in the majority of cases, despite being
more than 5 pixels away from the ground truth, so it was again not possible to improve the results
with gradient descent.

PCANet-based SR evaluation

Although it is probable that somewhat clearer representations can be obtained through further
tuning of the PSR model, it is unlikely (on the basis of results seen here) that the alignment of
such representations, using mono-modal registration methods, would be any more accurate than
alignment of the original image data, using multi-modal methods such as MI. Some examples of
further tuning experiments with different hyperparameter values are shown in Appendix A.

It appears that the high-frequency nature of these images does not lend itself well to this form of
structure extraction, even after smoothing.

5.2.4 Alignment with Model 2: Discriminative Local Derivative Pat-
terns

In Model 2, the alignment minimizing the Hamming distance between the dLDPs for a pair of
images is sought. Since a dLDP binary representation R(I) cannot be interpolated it is necessary
to recalculate it at each candidate alignment. The (dis)similarity metric is then calculated as the
mean Hamming distance, i.e.

D(IR, IF , T ) =
1

N

∑
x

R(IR)⊕R(T (IF )),

for candidate transform T which, when applied to the floating image IF , leads to an overlap of
N pixels x with the reference image IR. The symbol ⊕ denotes the binary XOR operator. The
optimal alignment is the one which minimizes this measure. This was estimated using grid search
and gradient descent.

As described in Section 3.2, two different versions of the two-dimensional dLDP model were used:
an 8-bit version, which encodes the commonality of direction of the x and y derivatives, and a
48-bit version encoding all unordered pairs of derivatives in the 0◦, 45◦, 90◦, and 135◦ directions.
Both of these metrics give highly random results when applied to unsmoothed images, as shown
in Figure 5.5 (first row). However, if the images are first smoothed with a Gaussian filter (σ = 3),
a more promising result can be seen (Figure 5.5, second row). Histogram equalization, with or
without quantization into 32 intensity bins (Figure 5.5, fourth and third rows), had a less dramatic
effect, but also improved results somewhat. The quantization had little effect and was not pursued
further.

The results of using Model 2 to align smoothed SHG and TPEF images are shown in Table 5.4.
With 8-bit dLDPs, the optimum transform found using a grid search usually had a lower dLDP
Hamming distance than at the ground truth, even though in many cases the registration was very
far from the correct alignment. With the 48-bit version, many more registrations were successful
(52% compared to 20% for 8-bit), demonstrating that the minimum Hamming distance with this
measure is more often found close to the ground truth transform than for the 8-bit version. The
remainder of tests were therefore performed using the 48-bit dLDP.
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(a) (b)

(c)

Figure 5.4: Example Mutual Information surface for aligned pair of PCANet-based Structural
Representations. Images (a) and (b) show the structural representations of an aligned pair of SHG
and TPEF images (original images are shown in Figure 4.3 (a) and (d)). Image (c) shows the
(negative) MI values over a grid of scale and rotation transforms. The translation is fixed at zero
pixels. There is no clear peak for the scale parameter, although the highest value is found here
at T̂s = 0.995, very close to the correct value (Ts = 1). The optimal MI position is found at a
rotation of T̂r = 4 degrees instead of the true value Tr = 0.
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Figure 5.5: Example dLDP Hamming Distance surface for aligned pair of SHG and TPEF images
as scale and rotation are changed. The first row shows the Hamming distance surfaces for the the
8-bit (left) and 48-bit (right) dLDP metrics for unsmoothed image pairs, as the scale and rotation
of one image is adjusted. The second row shows the same surfaces for images smoothed with
Gaussian filter (σ = 3.0). In the third row, the images are smoothed and histogram equalization is
applied. In the final row, after histogram equalization the images are quantized into 32 intensity
bins.
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dLDP Alignment
Method

dLDP
bits

Pre-processing Median
error E
(pixels)

Successful
registrations
(%)

1a. Grid search 8 Smoothing 21.57 20
1b. Grid search 8 Smoothing

and Histogram
Equalization

2.92 76

2a. Grid search 48 Smoothing 4.33 52
2b. Grid search 48 Smoothing

and Histogram
Equalization

2.61 96

3. Gradient de-
scent (from identity
transform)

48 Smoothing
and Histogram
Equalization

21.53 8

4. Gradient descent
(multi-start)

48 Smoothing
and Histogram
Equalization

6.28 48

5. Gradient de-
scent (from re-
sult of 2b)

48 Smoothing
and Histogram
Equalization

2.08 96

Table 5.4: Results of using 8-bit and 48-bit dLDP structural representations to align SHG and
TPEF images, with different optimisation strategies and data pre-processing steps. Histogram
equalization significantly improved the results for both 8-bit and 48-bit descriptors.

Tests using gradient descent had little success either when starting the search from the identity
transform or when adding an additional 20 random starting points. In a minority of cases an ex-
treme transform, where few of the original pixels of the floating image were used in the comparison,
was found to give a very low Hamming distance. This could be overcome through using a penalty
term in the optimization process. However, even when an extreme transform giving an unwanted
high similarity measure was not found, in most cases the registration was still unsuccessful.

dLDP Evaluation

As found with Mutual Information and with PCANet-based Structural Representations, the high-
frequency detail in the MPM images makes them difficult to align. Smoothing is essential for this
method, and histogram equalization also had a beneficial effect. With both of these pre-processing
steps, a high success rate was obtained when registering images with the 48-bit dLDP descriptor.
Attempts to find the optimum transform using gradient descent were once again unsuccessful but
further experiments and tuning might provide improved results, based on the apparently smooth
surfaces of descriptor values (although this may be misleading as it is only readily depicted in 2
out of the 4 parameter dimensions) seen in Figure 5.5.

5.3 Task 2: Alignment of Brightfield and MPM images

It is clear from the above results that the alignment of SHG with TPEF images is a challenging
task, because of the high-frequency nature of these images and the different biological structures
visible in each modality. Brightfield images are, to the eye, even more dissimilar to the MPM
images than the MPM images are to each other. But the registration of brightfield images with
MPM images is needed in order to assist pathologists with diagnosis of clinical samples such as
the ones used in this study. The above methods were therefore evaluated on pre-aligned pairs of
brightfield and MPM images, to see whether the methods could verify the ground truth.

When collected, the brightfield images are at a higher resolution than the MPM images, with a
region of the same size as one MPM image being covered by approximately 1280 × 1280 pixels
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Registration
Method

Pre-processing Median
error E
(px)

Successful
registrations
(%)

Computation
time

1. NMI grid search None 24.7 0 29 mins
2. PSR with NMI
grid search

Smoothing of
original images
and PSRs

21.43 8 31 mins

3. dLDP 48-bit grid
search

Smoothing
and Histogram
Equalization

20.76 0 49 mins

Table 5.5: Results for Task 2: Alignment of Brightfield and MPM images. 25 pairs of pre-aligned
images, with a known transform applied to one image in each pair, were aligned using each method.
The median error E is given for each method, along with the proportion of registrations which
were successful.

(instead of 512 × 512 for MPM). However, the manually aligned brightfield images used in this
section have been resized to 512 × 512 pixels as part of the alignment process.

As in Task 1, a small synthetic transform is applied to one image and the aim is to estimate this
transform. Based on results from Task 1, three experiments were conducted:

1. Mutual Information grid search on original images.

2. Mutual Information grid search on PCANet-based structural representations of images. The
networks were trained with c1 = 0.05, 2 = 0.1 (brightfield) and c1 = 0.025, c2 = 0.1 (MPM),
using smoothed versions of the original images. The resulting PSRs were also smoothed.

3. 48-bit dLDP Hamming distance grid search. The images were smoothed and histogram-
equalized.

Although the images have been manually aligned, brightfield and MPM images are captured from
different (adjacent) tissue slices (see Section 4). This means that although closely related, there
are slight differences between the shapes and relative positions of the structures in the brightfield
image as compared to the MPM image. This would be expected to further increase the difficulty
of registration, and this is borne out by the results shown in Table 5.5.

In many cases in all three experiments (100% for experiment 1, 92% experiment 2, 40 % experiment
3), the optimum transform found on the grid had a higher similarity metric value than that at the
ground truth position (e.g. NMI metric values shown in Figure 5.6). This indicates that it would
not be possible, with these methods under the tested conditions, to find the correct registration.
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Figure 5.6: Example Mutual Information surface for manually aligned brightfield and MPM im-
ages. The (negative) NMI values are calculated over a grid of scale and rotation transforms. The
translation is fixed at zero pixels. The peak value for the metric is found here at (T̂s = 1.0475
T̂r = 1.00), giving E = 22.2, but several other local optima can be seen.
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Conclusions

Many alternative methods have been proposed for extracting structure from multi-modal images,
alongside algorithms for using such structure to register images. The performance of two such
models on the registration of Second Harmonic Generation Microscopy with Two Photon Exci-
tation Fluorescence Microscopy images has been evaluated in this study, and results show that
neither technique is effective on this particular type of data. Various types of pre-processing of the
image data might improve their performance, by filtering out the high-frequency signal in order
to highlight the underlying structures. In this study, smoothed images were tested as well as the
original images, which improved the continuity of the evaluated metrics but did not give greatly
improved results overall. In addition, experiments were repeated with histogram equalization, a
method of increasing the contrast of an image. This led to improved results for the dLDP method
in particular.

Efforts here have focused on accuracy rather than efficiency of methods but this should not be over-
looked. Processing time, and to a lesser extent training time, is an important factor in developing
methods that can be used in live clinical applications. The alignments attempted in this study
were extremely challenging and a grid search over a range of parameters was found to be the only
effective way to find an optimal alignment. This is highly computationally expensive, requiring
over 15 000 metric calculations even for a coarse grid of 11 steps in each of 4 dimensions. Times
reported in Tables 5.1 and 5.5 are based on Python implementations which could undoubtedly
be further optimised, and this is perhaps true of the dLDP method more than the other meth-
ods, where timings are generally dominated by a Mutual Information function implemented in the
Python library scikit-learn1, likely to be quite efficient. For this reason, the timings reported are
not fully comparable between the methods.

The real task required for patient diagnosis is the alignment of MPM images with brightfield images,
and this proved even more challenging than the registration of TPEF and SHG images. There is
very little low-level correspondence between the images, partly due to the different features imaged
by the different modalities, and partly because the images are taken of two different slices (stained
and unstained) from the sample provided. Although the correct registration can be identified by
eye from the larger structures in the images, there tend to be differences in the extent and outline
even of these. None of the methods tested in this study was effective in the registration of MPM
and brightfield images.
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Rogelj, P., Kovačič, S., and Gee, J. C. (2003). Point similarity measures for non-rigid registration
of multi-modal data. Computer vision and image understanding, 92(1):112–140.

Rosten, E. and Drummond, T. (2005). Fusing points and lines for high performance tracking. In
ICCV, volume 2, pages 1508–1515. Citeseer.

Rosten, E. and Drummond, T. (2006). Machine learning for high-speed corner detection. In
European conference on computer vision, pages 430–443. Springer.

Russakoff, D. B., Tomasi, C., Rohlfing, T., and Maurer, C. R. (2004). Image similarity using
mutual information of regions. In European Conference on Computer Vision, pages 596–607.
Springer.

Simonovsky, M., Gutiérrez-Becker, B., Mateus, D., Navab, N., and Komodakis, N. (2016). A deep
metric for multimodal registration. In International Conference on Medical Image Computing
and Computer-Assisted Intervention, pages 10–18. Springer.

Sotiras, A., Davatzikos, C., and Paragios, N. (2013). Deformable medical image registration: A
survey. IEEE transactions on medical imaging, 32(7):1153.

Studholme, C., Hill, D. L., and Hawkes, D. J. (1999). An overlap invariant entropy measure of 3D
medical image alignment. Pattern recognition, 32(1):71–86.

Takeshi, I. (2019). A python implementation of PCANet. https://github.com/IshitaTakeshi/
PCANet. Accessed: 2019-03-27.

Vinh, N. X., Epps, J., and Bailey, J. (2009). Information theoretic measures for clusterings com-
parison: is a correction for chance necessary? In Proceedings of the 26th annual international
conference on machine learning, pages 1073–1080. ACM.

Viola, P. and Wells III, W. M. (1997). Alignment by maximization of mutual information. Inter-
national journal of computer vision, 24(2):137–154.
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Appendix A

Tuning Model 1: further details

As described in Section 5.2.3, different combinations of the model parameters c1 and c2 were tested
for each modality of interest. The values tested were 0.01, 0.05, 0.1, 0.2, and 0.5. Note that the
recommended values for MRI images, given in Zhu et al. (2018), were c1 = 0.8 and c2 = 0.6.
However, for both SHG and TPEF images, high values of c1 and c2 give very pale images in which
little or no structure is visible, even after normalization.

An example PSR for each combination is shown in Figures A.1 (TPEF) and A.2 (SHG). This
comparison shows that there is no value of the hyperparameters (c1, c2), which gives a structural
representation of a TPEF image that appears similar to any of the structural representations shown
in Figure A.2 of the corresponding SHG image. The dark band that appears in the middle of the
SHG image is very faint or invisible in the TPEF images, which instead feature a dark region that
starts immediately below this band.

Further experiments were undertaken with different filter sizes and downsampling schemes, without
success.
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(a)

(b)

Figure A.1: Results of training Model 1 using TPEF images, with various combinations of c1 and
c2. Image (a) is the original TPEF image for slide 148185 region 11, with Gaussian smoothing
(σ = 3). Image (b) shows the output structural representations for each parameter combination.
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(a)

(b)

Figure A.2: Results of training Model 1 using SHG images, with various combinations of c1 and c2.
Image (a) is the original SHG image for slide 148185 region 11, with Gaussian smoothing (σ = 3).
Image (b) shows the output structural representations for each parameter combination.
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