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Abstract

Automatic Invoice Data Extraction as a Constraint
Satisfaction Problem

Jakob Andersson

Invoice processing has traditionally been heavily dependent on
manual labor, where the task is to identify and move certain
information from an origin to a destination. A time demanding
task with a high interest of automation to reduce time of
execution, fault-risk and cost.

With the evergrowing interest in automation and Artificial
Intelligence (AI), this thesis will explore the possibilities of
automating the task of extracting and mapping information of
interest by defining the problem as a Constraint Optimization
Problem (COP) using numeric relations between present information.
The problem is then solved by extracting the numerical
values in a document and utilizing it as an input space where
each combination of numeric values are tested using a backend
solver.

Several different models were defined, using different approaches
and constraints on relations between possible existing
fields. A solution to an invoice was considered correct if the
total, tax, net and rounding amounts were estimated correctly.
The final best achieved results were 84.30% correct and
8.77% incorrect solutions on a set of 1400 various types of invoices.

The achieved results show a promising alternative route to
proposed solutions using e.g. machine learning or other intelligent
solutions using graphical or positional data. While only regarding
the numerical values present in each document, the proposed
solution becomes decentralized and therefor can be implemented
and ran on any set of invoices without any pre-training phase.
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UPTEC IT 20009
Examinator: Lars-Åke Nordén
Ämnesgranskare: Justin Pearson
Handledare: Max Block
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Popular Scientific Summary in Swedish

Fakturabehandling har traditionellt varit beroende av manuellt arbete, där upp-
giften är att identifiera och flytta viss information fr̊an ett h̊all till ett annat. Det
är en tidskrävande uppgift där det finns ett högt intresse av automatisering för att
minska tiden för utförandet, felrisken och kostnaden.

Med det ständigt växande intresset för automatisering och artificiell intelligens
(AI) kommer denna avhandling att utforska möjligheterna att automatisera upp-
giften att extrahera och kartlägga information i fakturor utan att tillämpa en
intellligent lösning. Detta kommer ske genom att definiera problemet som ett
COP (Constraint Optimization Problem) med hjälp av de numeriska relationer
tillgängliga i faktura dokument. Problemet löses sedan av att extrahera de nu-
meriska värdena i dokumenten och använda det som ett inmatningsutrymme där
varje kombination av de numeriska värden testas med hjälp av en backend-lösare.

Flera olika modeller för att behandla fakturor definierades genom olika metoder
och begränsningar av relationerna mellan möjliga befintliga fält i dokumenten. En
lösning p̊a en faktura ans̊ags vara korrekt om det totala-, skatte-, netto- och av-
rundningsbeloppet uppskattades korrekt. Det bäst uppn̊adda resultatet var 84,30%
korrekta och 8,77 % felaktiga uppskattningar p̊a en uppsättning av 1400 olika fak-
turor med varierande inneh̊all.

De uppn̊adda resultaten visar att tillväga g̊ang sättet är ett lovande alternativ till
nuvarande lösningar som t.ex. använder maskininlärning eller andra intelligenta
lösningar som använder grafisk och/eller positionell information. D̊a det resulte-
rade systemet endast använder de numeriska värdena som finns i varje dokument
blir systemet decentraliserad och kan där med implementeras och användas p̊a
valfri uppsättning av fakturor utan n̊agon träningsfas.
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1 Introduction

1 Introduction
This section presents the problem identified and researched in this thesis and
describes the motivation and background behind it. Delimitations of the work are
included but related work can be found in Section 5.

1.1 Background
Invoice processing within organizations involves the handling of incoming and out-
going invoices following strictly defined instructions and rules set within the orga-
nization, typically done manually or with the use of a semi-automated service. In
recent years there has been an increase of interest in the area of automating the
process in an attempt to decrease the process reliability on the human dependent
involvement.

The automatic approach typically starts with converting the physical or digital
invoice documents into a readable format for machines and then converting the
images into a textual researchable document. Depending on the automation solu-
tion, the execution of processing the documents can vary but the end result is the
registration of the desired fields values into the organization’s Enterprise Resource
Planning systems (ERPs) [3].

The average cost of manually handling an invoice using AP (Accounts Payable) [4]
is between 114 and 285 SEK whilst the top 25% of the automated services have
an average cost of 20 SEK [21]. Besides a reduction in costs of processing other
improvements of automation includes reduced risk of errors, improved processing
speed and in result reduced amounts of late payments [27].

Constraint modeling is a declarative programming paradigm that is based on stat-
ing relations between variables in the form of constraints and value ranges defined
by their domains [25]. In comparison to other paradigms like imperative and prim-
itives types, execution paths are not defined. The language instead instructs on
what and not how the execution should be performed [15].

1.2 Purpose
The success of automating invoice handling has increased rapidly with today’s
available technology. Services available for the automated process have become
widely increased on the market and the benefits of using an automated service
in comparison to performing the process manually are hard to ignore. Manual
processing induces the risk of human errors like misplacing and losing documents
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1 Introduction

and mistyping information. The cost of automating the process is negligible in
comparison to the cost of operating time and costs induced by human errors [17]
when implemented optimally.

The results of the automation system is heavily dependent on the quality of the
data. Extracting textual information from images can be become increasingly un-
reliable and unsatisfying when noise is introduced [26]. Grainy images, missing
values and mistyped data can often be surpassed and corrected during the process
when done manually but becomes troublesome for machines when done automated.
The structural difference between invoices is also a factor that can be heavily de-
pendent on the success of automation. Fields and information are required by law
to be present but the geographical placement does not have a forced standard,
resulting in that the structure of the content can vary between invoices.

The value representation of fields are what is of most interest and when design-
ing a system that only utilizes the values the limitations set by the structure of
the document becomes negligible. This thesis aims to explore the possibilities of
expressing the relations between fields and data present in an invoice in purely
mathematical expressions. Mapping each field of interest to it’s assigned value
with only it’s value and predefined rules as information. The final system will
therefore only be dependent on the values and not the positional locations of the
fields or any other structural or textual information. A correct solution will be
defined as the identification of the correct total-, net-, tax- and rounding amounts.

This will be attempted by extracting textual data from images and by defining
relationships and rules on the data. The relations and rules will be made from
observations of the structure and mathematical logic and relations of the fields in
a legally correct invoice.

1.2.1 Problem Statement and Delimitations

• What relations and constraints can be made based on the fields of data on
an invoice?

• Is it possible to create a model that can find a solution for the general rules
and regulations without regards to the structure of representation?

• Will combining different models apply a positive effect?

• How will the performance differ between combinational and singly execution
of models?

2



1 Introduction

The final system is limited to invoices that satisfies the Swedish Tax Agency’s re-
quirements [2], including both simplified and complete invoices. See Section 2.2 for
further information about the standards set by the Swedish Tax Agency. Invoices
that are not satisfying the requirements are not legally correct and are therefore
not of interest for this thesis as the general rules and relations might not be fulfilled.

The limitation to only include Swedish invoices was made on the basis that other
countries can have different rules and regulations on payments and the documents
of payment. New and altered relations on the fields that may counter relations that
are correct or incorrect in other countries can therefore be present when including
different countries of origin.
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2 Theory
This chapter presents the theories that are of interest during the planning and
execution of the thesis work. Summaries of the services and tools used are included
as well as description of what Constraint Satisfaction Programming (CSP) is as
well as a breakdown of the content and relations of fields in Swedish invoices.

2.1 MiniZinc
MiniZinc is a free and open-source constraint modeling language used for model-
ing constraint satisfaction and optimization problems over integers and real num-
bers [24]. Programs written in MiniZinc are called models, which contains the
desired decision variables to be found, their domain, possible constraints and what
search algorithm and objective to be used during execution. Solving of the prob-
lem is not dictated by the model, but instead the MiniZinc compiler translates the
model into a required form for the specific solver.

One of the greatest advantages of using MiniZinc is that it is designed to be
easily interfaced to a wide selection of different back-end solvers. Translation of
the model is done by parsing the model and the data to be used into a FlatZinc
model, FlatZinc is described further at the end of the section. The pairing of a
model and the data is called a model instance [22].

A model consists of four main segments, parameters, variables, constraints
and the search objective. Besides the four listed segments, MiniZinc also allows
modification of the output structure and user defined predicates, functions and
search annotations.

Parameters are the values used during the search execution of the model, which
can be of a finite continuous interval or a structured set of values. Parameters
can be specified within the model itself or passed along with the model during
execution. For the second alternative, the naming of the set of variables defined
within the model must be an exact match to naming of the variables in the data
file. There are two different types of variables instantiations, in a model, deci-
sion variables and variable declaration items [22]. A variable declaration item is
a variable with a constant value that is fixed for the model, hence it can not be
manipulated during execution. A decision variable is a variable that is not fixed
and is what will be tried to be assigned a value given by the parameters during
execution. Decision variables are defined with the var prefix and are restricted to
a set range defined by the parameters of the model. The assignment of decision
variables are dependent on their domain and the constraints defined in the model.

5



2 Theory

Instances of the two different instantiations can be seen on line 2 and 8 in Listing 1

MiniZinc supports several different data types like integers int, floating point num-
bers float, Boolean values bool, strings strings as well as the compound types
arrays array[], sets set and enumerated types enums. As for the representations
and usability of the data types, there are no differences in their underlying struc-
ture and functionality compared to other programming paradigms and languages.

1 % Variable declaration item (int)
2 int: A;
3 % Variable declaration item (set of int)
4 set of int: N = 1..n;
5 % Variable declaration item (array of int)
6 array[N] of int: DataArray;
7 % Decision variable (var)
8 var data set: B;

Listing 1: Visualization of different instantiations and data types supported in
MiniZinc.

Standard arithmetic operators are supported as well as relational operators. Just
as for the structure and functionality of the variables, the operators are similar to
the ones that can be utilized in other languages. Relational operators like equal
(=, ==), not equal (! =), strictly greater than (>), strictly less than (<), greater
than or equal (≥) and less than or equal (≤) are supported. Integer arithmetic
operators like addition (+), subtraction (−), multiplication (∗) and division (/)
are supported for all data types besides the compound types. Other arithmetic
operations which are type sensitive are also supported, like integer division (div),
integer modulus (mod), array concatenation (++) and iteration of elements in
an array (forall). Logical operators like or (∨), and (∧), implication (−→) and
negation (not) are also supported. Other operators for sets are also supported,
like subset (subset), intersection (intersect) and union (union). For more detailed
information on what arithmetic, operational and logical operators that are sup-
ported, visit the official wiki page for MiniZinc. Example implementations of the
said operators can be seen in Table 1.
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Expressions

a > b a < b a ≤ b
a ≥ b a 6= b a + b
a− b a · b a/b

a div b a mod b [a]++[b]
a→ b a

∧
b a

∨
b

!a > b s subset t s intersect t
s union t

Table 1: Arithmetic, conditional and type sensitive operators usage examples.

Conditional expressions are supported in MiniZinc and are provided as if-then-else-
endif expressions. An example of a conditional expression can be seen in Listing 2.

1 int: a = if b < 5 then b + 5 else b endif;

Listing 2: Usage example of a conditional expression. Local variable a is assigned
to b + 5 if b < 5, otherwise it is assigned to b.

Conditional expressions do not return anything when executed, but instead evalu-
ates the Boolean expression bool-exp and executes the appropriate sub expression
based on the Boolean result. The structure of a conditional expressions can be
seen in Listing 3. If the Boolean expression evaluates to true, the expression given
as the then expression exp-1 is executed, otherwise expression exp-2 is executed.
Both decision and local variables can be used within the expressions, both for the
sub expressions and the main conditional expression.

1 if <bool−exp> then <exp−1> else <exp−2> endif;

Listing 3: Structure of conditional expressions in MiniZinc.

Constraints are the backbone of CSPs and they can be described as rules of re-
lations composed as Boolean-valued variable expressions that must be satisfied,
evaluated to true. A constraint is defined by a relation with at least one decision
variable, either in relation with another decision variable or a variable declara-
tion item. Constraints are most typically defined by constructing relations using
a combination of arithmetic and relational operators. MiniZinc offers a wide se-
lection of predefined constraints, global constraints. The most commonly used and
well-known global constraint is the all different constraint, which takes an array
or a set of decision variables as input and constraints them to take different values.
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The predicate definition of the constraint can be seen in Listing 4.

1 predicate all different(array[$X] of var int: x) =
2 all different int(array1d(x));
3

4 predicate all different int(array[int] of var int: x) =
5 forall(i,j in index set(x) where i < j) ( x[i] !=

x[j] );

Listing 4: Predicate definition of all different for an array of integer variables.

MiniZinc comes with a bundle of predefined global constraints that can be im-
ported to a model by including the desired predicate in the model. Including a
predicate can be done by using the include prefix followed with the name of the
MiniZinc file containing its definition. MiniZinc also allows the user to design
their own global constraints, further mentioned as predicates. Predicates implic-
itly return Boolean values, either true of false and can not recursively call itself.
A simple example of a user defined predicate with a predefined global constraint
included can be seen in Listing 5 and a loop iteration constraint on all elements
of an array in Listing 6.

1 include "count fn.mzn";
2

3 predicate multiset(array [int] of int: a, array [int]
of var int: b, var int: c) =

4 count(a, c) >= count(b, c);

Listing 5: A user defined predicate that constrains that the value c should not
be assigned to more elements in a than in b. The included global constraint
”count fn.mzn” is called on line 4, using its defined function call count.

1 constraint
2 forall(x in a) (
3 multiset(b, a, x)
4 );

Listing 6: Loop iteration constraint on the array decision variable a, where each
element in a is constrained with the multiset predicate with b as the second
parameter.

Functions are similar to predicates but have a more general return type. What
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this means is that a function is not restricted to only returning Boolean values,
but instead can return any of the previously mentioned supported data types.
When defining a function statement, the name must be a valid MiniZinc identifier
and the return type and optional arguments must be of a supported data type.
The body of the function must be an expression that has the same type as for the
return type. The general structure of a function definition can be seen in Listing 7.

1 function <return−type> : <function−name> (
<argument−definition>, . . .) = <expressions>

Listing 7: Naming and structure of the elements when defining a function.

The usefulness of functions becomes evident when complex expressions are re-
peated multiple times or when the resulting value of some expression is of interest
for other functions or constraints. An example of a function that calculates the
Manhattan distance between two two-dimensional points implemented in MiniZinc
can be seen in Listing 8.

1 function var int: manhattan(var int: x1, var int: y1,
var int: x2, var int: y2) =

2 abs(x1 − x2) + abs(y1 − y2);

Listing 8: Function for calculating the Manhattan distance between two two-
dimensional points.

Another useful feature that is available in MiniZinc are local variables. Local vari-
ables can be used anywhere in a model and can be of great use for simplifying
complex expressions [24, Chapter 2.3.5]. A local variable is defined by the let
prefix and can be used to introduce both initialized parameters but also decision
variables. An example of the usage of local variables for introducing decision vari-
ables and parameters can be seen in Listing 9.

All declared names in a model are stored into a single namespace. The reason
for a single namespace is because MiniZinc allows several model instances to be
executed together, combined and run as a single model instance [16, p. 55]. There-
fore, a declared variable can not be declared with different types between models
when running multiple models together. The namespace includes all global vari-
ables names, all global and user-defined function and predicate names, enumerated
types and case and annotation names.

9
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One important note on variables in MiniZinc should be recognized in the scope
of declarations. Since MiniZinc only has a single namespace, all variables are
visible in every expression for the model, except for locally scoped variables. Vari-
ables that are locally scoped are local variables, iterator variables and arguments,
whilst all other variables are globally scoped. What to also remember is that lo-
cally scoped variables overshadows globally scoped variables of the same name [24,
Chapter 2.3.9].

1 var s..e: x;
2 let {int: l = s div 2; int: u = e div 2; var l .. u:

y;} in x = 2∗y
Listing 9: Example of a model where both parameters and decision variables are
introduced by local variables.

When a model is executed by a solver, the searching process is active. A search
objective must be specified for a solver to execute the search of a model instance,
which can be defined with the solve prefix. As MiniZinc typically does not direct
the solver on how to find a solution, it can still sometimes be of interest and ne-
cessity to define how the search should be performed or what solution we are most
interested in finding.

MiniZinc allows the user to both define an objective, a preference on what solution
we are most interested in finding, but also a search strategy. A search objective
can be seen as a filter on the final solution space that is found by the solver. The
three most commonly used objectives are the maximization maximize and mini-
mization minimize of some expression and returning the first satisfying solution
found satisfy. The objective used determines whether a model represents an
optimization or constraint satisfaction problem. The objective satisfy implies
that the model represents a constraint satisfaction problem, where all solutions
are considered equally good. All other objectives imply that a model represent
a constraint optimization problem, where the aim is to find an optimal solution
based on the expression of the objective.

The expression can be any kind of arithmetic expression, making it possible to
combine arithmetic operations on decision variables and variable declaration items.
An example of an objective that specifies that the outputted satisfying solution
should be one that maximizes the product of the decision variables a and b sub-
tracted by 50 can been seen in Listing 10.

10
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1 solve maximize a · b − 50;

Listing 10: Example of an objective that specifies that the product of the two
decision variables a and b should be maximized. The expressions also include a
subtraction of the product of the two variables by a variable declaration item set
to 50.

Search strategies, also mentioned as annotations, are specifications on how the
solver should execute the search to find a solution. Annotations are attached to
the solve prefix using the :: prefix. Annotations are supported for most of the
supported data types and can be customized to the needs of the model designer.
One of the basic search annotations is int search which is an annotation for the
integer type. The parameters to the annotation are a one-dimensional array of in-
teger decision variables, a variable choice annotation, a choice of how to constrain
a variable and a search strategy. An example of the described annotation can be
seen in Listing 11.

1 solve :: int search(q, first fail, indomain min,
complete)

2 satisfy;

Listing 11: Example of a search annotation where q is a one-dimensional array
of decision variables. first fail tells the solver to evaluate the variable with
the smallest current domain. indomain min tells the solver to try setting the
variable to the smallest value in its domain and complete tells it to search across
the entire search tree.

MiniZinc also supports reification, which implies reifying constraints by introduc-
ing a Boolean value that must be logically equivalent to the resulting value of the
constraint it is assigned to. When reifying a constraint c with the Boolean value
b, we write constraint b ↔ c. The Boolean value b will then only be true if
and only if the constraint c is satisfied and false if not. Reification can be used
for handling complex formulas that utilizes connectives. For example, the condi-
tional statement that the decision variables a must be strictly greater than 5 and b
should be strictly less than a can be written as a combined if-then-else conditional
statement or as two separate reified constraints and a constraint over their related
Boolean values, see Listing 12.

1 var 0..10: a;
2 var 0..10: b;
3

11
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4 % if−then−else statement structure
5 constraint a > 5

∧
b < a;

6

7 % reified structure
8 var bool: BOOL1;
9 var bool: BOOL2;

10

11 constraint BOOL1 ↔ a > 5;
12 constraint BOOL2 ↔ b < a;
13

14 constraint int2bool(BOOL1) · int2bool(BOOL2) = 1;

Listing 12: Reified example of an if-then-else conditional example.

The introduction of the Boolean values that are logically equivalent to the con-
straints on lines 11 and 12 are stated on line 8 and 9 as decision variables with
the bool data type. The constraint on line 14 converts the Boolean values to
integers and constrains that the product of the two must be 1, i.e. both Boolean
values must be true simultaneously for the constraint to hold. Boolean values are
converted to the integer data type by calling the function int2bool. Since the
logical and statement on line 5 implies that both the right and left side of the
statement must hold for it to evaluate to true, the constraint on line 14 represents
the same relation but utilizes the mathematical product of the Boolean result of
the two sides instead.

A model can often be described in multiple ways for the same problem, where
some approaches results in far worse performance when observing execution times.
Besides using an appropriate solver and a suitable search strategy, there are some
practices that can improve the performance of execution. The first practice is to
define the bound of the variables domains as strict as possible. Tighter bounds
on variables results in less combinations that can be made, and therefore reduces
the size of the search space. It is often the case that the global constraints are
optimized for the solvers and its good practice to utilize them as much as possi-
ble. Variables and sub expressions that can take large integer values should be
avoided, this becomes especially obvious when taking the upper and lower bounds
of integers into consideration.

Another good practice is the addition of redundant constraints. Redundant con-
straints are constraints that are logically implied by the existing constraints.
This might sound counterproductive and that it would increase the execution
time for finding the same solutions, but redundant constraints can increase the
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amount of information available to the solver earlier in the searching process,
reducing the amount of explorations in partitions that would end in failures. Re-
dundant constraints, also called implied constraints, are defined by utilizing the
implied constraint or redundant constraint predicate. Besides redundant con-
straints it can also be of good practice to introduce redundant decision variables.
An example usage of redundant constraints can be seen in Listing 13.

1 predicate implied constraint(var bool: a) = true;

Listing 13: Example usage of the implied constraint predicate.

A redundant decision variable represents information in the viewpoint of another
decision variable that already represents the information. Besides improvement in
execution time, redundant decision variables can also decrease the complexity of
modeling constraints.

A breakdown of some of the practices that should be considered when design-
ing a model can be defined as,

• keep element values as close to zero as possible to avoid number overflow,

• smaller domain sizes,

• utilize global constraints,

• use redundant constraints and decision variables when appropriate.

The supported solvers listed in the MiniZinc manual does not however support
MiniZinc models directly, but instead the MiniZinc model must be translated into
a flattened FlatZinc model to be compatible with the back-end solvers. FlatZ-
inc is a simple subset of MiniZinc, where the form of the instructions described
by the MiniZinc model is in a form that is suitable for the given solver. This is
because most constraint solvers only support the execution of satisfaction prob-
lems that are of the form existscs1 ∧ · · · ∧ cm and optimization problems of the
form minimize z subject to c1 ∧ · · · ∧ cm. The variables ci and z are primitive
constraints and an integer or float expression in a restricted form, respectively [24].

Flattening is done by compiling the MiniZinc model using the included compiler.
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The parameters to the compiler are the model and the data files and the a flat-
tened FlatZinc model is returned. For more detailed information about FlatZinc
and the flattening process, visit the MiniZinc wiki-page.1

2.2 Swedish Invoices
The Swedish Tax Agency has the responsibility of managing civil registration of
private individuals and to collect taxes. For an invoice to be legally correct it must
follow the requirements that the agency has set on the content of an invoice, unless
it is a simplified invoice. These requirements have been translated from Swedish
as following [2]:

Date of issue that describes when the invoice was executed. Often this field
represents the date the invoice was sent from the supplier to the customer.

Sequential number based on one or several series of numbers and alphabetical
characters that can be used to identify the invoice and or the supplier. The
series are used for minimizing the risk of fraud and for aiding both the
supplier and customer in identifying missing invoices.

Supplier’s Swedish VAT number for which the goods and services are reg-
istered under. The series are often written as the sellers Social Security
Number or the organization number. For Swedish invoice this series begin
with the characters “S” which describes the Swedish country code and ends
with the numbers 01.

Address and name of supplier and customer for identification of both sup-
plier and customer. When the invoice is executed by an organization the
address and name of the supplier should be the organization name and ad-
dress. The same follows for the customer, if it is an organization. This field is
for establishing a record of some economic transaction between the supplier
and customer.

Description of goods and/or services provided includes a description of the
type and amount of each goods and service that has been provided by the
supplier to the customer. Each description should contain enough informa-
tion for the customer to identify each goods and service individually. The
descriptions of products can consist of codes if the customer has access to
the descriptions of the codes.

Unit price for each supplied goods and service by the supplier to the customer,
which is only demanded if applicable.

1https://www.minizinc.org/doc-2.4.2/en/index.html
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Explanatory reference to reverse charge mechanism for when the customer
is obliged to pay some tax amount that is not included in the invoice. This
field is only applicable when the customer and not the supplier is obliged to
pay the tax amount to the state. The presence of this field is most common
when goods and services are transported between countries.

Date of supply if it differs from date of issue. This field describes the date
when the goods were delivered to the customer or when the services were
performed.

Taxable amount describes the total of all sub amounts of goods and services that
have been supplied to the customer by the supplier. The taxable amount
describes the amount of payment to be made without including the tax
amount written in SEK.

Tax amount for each tax bracket for all four tax brackets 0, 6, 12 and 25%
written in “SEK”. When the invoice consists of goods and services under
several different tax brackets or several goods and services under the same
tax bracket the total tax amount of each bracket should be present. This
field is only demanded if applicable on the goods and services supplied to
the customer.

Total tax amount that describes the total amount based on the sub amounts
for each present tax bracket written in “SEK”. As for the tax amount for
each tax bracket, this field is only demanded if applicable.

Total amount containing the total amount of the payment to be made, consisting
of the taxable amount, tax amount and other sub amounts that are not
included in either of the two fields, written in “SEK”. Other amounts can
be the costs of shipping if it is not included as a taxable amount or other
non-taxable fees.

Expiration date of the invoice. The expiration date is only demanded when
applicable and if its present the invoice also has to include a description of
the actions to make and what consequences there will be if the payment is
made after the set date.
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Figure 1: Example of an invoice document where all mandatory fields are present
in the content and the sub tax amounts are added directly to the net-cost of each
product or service.

Simplified invoice are only issued during certain circumstances, e.g. the total
amount is less than or equal to 4,000SEK [1]. Simplified invoices only need to
consist of the date of issue, identification of the seller, the merchandises or services
in question and the tax amount(s) or rate(s). Identification of the seller can be
done by either displaying the organization number or the Social Security Number
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of the seller. The most common type of simplified invoices are receipts.

The rules for simplified invoices also apply for retail, so a complete invoice must
be supplied when the total amount exceeds 4.000 SEK. When purchasing goods
from a retailer, the receipt often do not include the unique identification number
of the customer, which has to be complemented when a simplified invoice is not
sufficient. Simplified invoices can also have a similar structure and design as a
complete invoice, as shown in Figure 2.

Figure 2: Example of a simplified invoice without any indications of the tax
amount(s) or rate(s) but instead only the total amount to be paid.

Even though the Swedish Tax Agency has set a clear list of what must be present
in the content of an invoice document, the structure and content varies between or-
ganizations and type of payment to be made. More often than not the documents
includes all mandatory fields combined with more detailed information. They can
however be lacking several fields of high importance for this thesis depending on
the type of payment. This can also be the case for simplified invoices, as in the
example shown in Figure 2.

Exceeding the specified due date can lead to late fees that have to be paid in
addition to the original amount. Besides a cost for issuing a reminder to the cus-
tomer, typically at 50 SEK [34], a penalty interest is added to the total amount to
be paid. The penalty interest consists of a set 8% in addition to a set percentage
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by the Swedish National Bank if no other percentage is set by the issuer [32, 19].
At the time of writing the penalty interest is set at 7.5%.

2.3 Google Vision API
Google Cloud Vision is a service from Google that can extract information from
images and offers the user the ability to create and train their own vision models
using AutoML Vision [11]. Images can be passed to the service via an API that uti-
lizes machine learning models for categorizing visual elements, individual objects,
face recognition and extract words and numbers from the image provided. Ex-
tracting text from the images is done using Optical Character Recognition (OCR)
along with automatic language detection.

Figure 3: Visual representation of the identification of individual characters using
OCR from text within an image to machine readable text.

Optical Character Recognition (OCR) is technique for recognizing text inside im-
ages often executed using Convolutional Neural Networks (CNN) [28]. The compo-
nent scans the images and converts clear textual information into machine read-
able text data by first analyzing the structure of the document and dividing it
into elements, blocks. Google Vision can visualize the placement and content of
the identified blocks and an example of the visualization can been seen in Fig-
ure 4. Lines of text identified within the blocks are then divided into words which
in turn are divided into characters. The identified characters are then analyzed
and compared to a set of pattern images of different real characters, calculating
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the likeliness that the extracted character is of each pattern type in the set. An
estimation of what character was identified are based on which pattern has the
highest likeliness. Words are then assembled using the identified characters and
the distance between each character in the image. The final textual result can then
be presented per identified block or all together using a specified textual separator
like line separators or other distinct sets of characters. The result after the OCR
process of the example figure can be seen in Listing 14. A visual representation of
the process is displayed in Figure 3.

Figure 4: The document block division resulted from the response from the Google
Vision API on a simplified invoice.

1 "text": " Exempel AB\ nAnders Andersson \ nBetalning Exempel
AB tillhanda senast: 2019-07-22\ nMeddelande till

betalningsmottagaren kan\nInte lamnas pa denna
blankett \n# 99999999999999999999999 #\n300 00\n999999
0 #01#\n"

Listing 14: Snippet of resulting textual data extracted using OCR, blocks are
separated using line-breakers, \n.

Besides the features mentioned it also provides web, logo, landmark and face de-
tection as well as content moderation, product search and image attributes.
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2.4 Decision Trees
Decision Trees are a decision support tool in a tree-like structure combined of de-
cisions and the outcome of said decisions. The visual representation of a decision
tree is similar to a flowchart constructed of nodes, branches and leaves. A node
is a test for a value of an attribute that can either be true of false and the edges
corresponds to the outcome of the node. The leaves are terminal nodes that rep-
resents the outcome of the decision path.

Decision Trees are constructed using Decision Tree Learning which is a non-
parametric supervised learning method that can be used for both classification and
regression problems [10]. A commonly used algorithm used in Decision Tree Learn-
ing is Classification and Regression Trees (CART) [18]. The CART algorithm can
be used for both classification and regression modeling problems and can be used
for learning bagged and boosted decision trees as well as random forests [5]. These
forms of models will not be used in this project and will therefore not be explained.

A CART model is represented as a binary tree where each node represents a
single variable, the split points are the edges and leaves are the prediction of the
decision path. The data used by the algorithm is a set of subsets of attributes and
a corresponding set of the outcome of each subset, often mentioned as targets or
classes. The goal of the algorithm is to partition the data set into subsets that
are as pure as possible for each given target class. Each node in the model has a
given set of records that are split by a specific test on a single attribute. The goal
of the algorithm is to separate each target class as best as possible, resulting in
leaves that have a distinct subset of records for each given target class.

The focused attribute and split point are chosen using a greedy algorithm that
minimizes a cost function [8]. The Gini index function is often used for binary
classification models [6]. The Gini index is a measurement of the inequality of
a distribution and is defined as a value between 0 and 1. The best value that
it can be assigned is 0, which represents perfect equality where all records are of
the same target class. The worst value is 0.5, where the distribution of records
is equally great and the outcome becomes a guess. A Gini value of 1 represents
a misclassification, where the outcome is always the opposite of the actual target
class.

For binary classification models the Gini index can be calculated as G = 1 −
(p2

1 + p2
2), where p1 and p2 are the predictions of each target class of the records

in the leaf. For each given node in model, the Gini index can be calculated as
G = ((1− (g2

1−1 + g2
1−2)) · (ng1/n)) + ((1− (g2

2−1 + g2
2−2)) · (ng2/n)), where g repre-
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sents the proportion of instances in each group of records for each target class. So,
for g1−1, it is the representation of the proportion of the instances of group 1 for the
target class 1. The variables ng1 and ng2 represent the total number of instances in
each target group respectively and n is the number of instances in the parent node.

The algorithm lines up the values and different split points are tested using the
given cost function. After evaluation of the result the test with the lowest mini-
mized cost is selected. This process is repeated until a stopping criterion is reached.
The most common stopping criterion is to set a minimum number of records as-
signed to each leaf node.

A common example of a Decision Tree Learning problem is the Should I go golfing
today? problem which is a classification problem. With the use of data set of
the weather conditions of previous days, it can help an individual decide whether
today is a suitable day for golfing. For this example, we have a data set that
contains a record of the weather conditions for 14 days. Each day is presented
with five attributes describing the temperature, outlook, humidity, wind and the
target play golf?. The structure of the data set and explanation of each attribute
value can be seen in Table 2.

Value 0 1 2

Temperature Cool Mild Hot
Outlook Rain Overcast Sunny
Humidity Normal High -
Windy False True -
Play Golf? No Yes -

Table 2: Classification and representation of the values for each attribute in the
Should I go golfing today? data set.

For this example, we will be using the CART algorithm for the training phase and
the targeted tree model will be a binary classification tree. A binary classification
tree implies that there will be at most two different decision, edges, that can be
made from each node.
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Figure 5: Visual representation of the resulting Decision Tree when using the
CART algorithm on the Should I go golfing today? problem.

The resulting Decision Tree, as seen in Figure 5, had a maximum depth of two
nodes without any stopping criterion. The root of the tree is a test on the attribute
humidity and it contains the complete data set. Each node represents a test on a
certain attribute and the decision are separated into a left and right edge, where
the left edge is chosen when the test is satisfied and the right edge if not. If there
is normal humidity and the outlook is not rainy the Gini index is 0 which means
that the leaf node has a perfect equality and we should defiantly go golfing.

As for other machine learning algorithms, Decision Trees can create overly com-
plex trees that do not generalize well, also called overfitting. There are several
ways to lower the risk of overfitting a decision tree model and setting a maximum
depth of the tree is one the ways. Other mechanisms such as pruning [13] can also
be utilized. One fast and simple pruning method is the test each leaf node in the
tree and evaluating if the performance of the tree is affected when removing said
node. Other more complex method exists such as weakest link [20] pruning where
each node is weighted and if the weight is small enough in relation to the size of
the sub-tree it is removed.
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3 Methodology and Implementation
The final design and structure of the project consists of three components; an API
for extracting the content of an image, a pre-processing component for filtering
the result of the API call and a Constraint Satisfaction Model (CSM) for making
predictions. The components were run in sequence using a tool-chain script devel-
oped in PowerShell. Besides the components mentioned, a benchmarking script for
easing the process of results gathering was developed. The benchmarking script
compares the solver’s predictions with the ground truth as well as compares the
results of the models. Benchmarking data of running models together are also
returned by the script.

3.1 Data
The data in this project, in its raw, unfiltered format is a JSON-object containing
all textual information returned by the API. As the data becomes the domain of
the instance, the quality and quantity of the data have a great impact on the result.
The raw data was processed by a filtering script before being set as parameters for
the given CSM to avoid providing unnecessary data to the model.

3.1.1 Data Extraction

Extracting the textual data from the invoices was done by using the Cloud Vision
API (see Section 2.3). The response from the API when providing it with an im-
age of a document is a JSON-object containing all textual data found by its OCR
functionality. The textual data is grouped together by its positions, detection of
content that are web based and categories and individual properties of sub-images
found in the provided image are also included in the response. The structure of
the response can be seen in Listing 15.

1 {
2 " labelAnnotations ": [
3 ],
4 " textAnnotations ": [
5 ],
6 " safeSearchAnnotation ": {
7 },
8 " imagePropertiesAnnotation ": {
9 },

10 " cropHintsAnnotation ": {
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11 },
12 " fullTextAnnotation ": {
13 },
14 " webDetection ": {
15 }
16 }

Listing 15: Structure of the returned JSON-object by the Cloud Vision API.

The data of interest for this project is primarily contained in the attribute “tex-
tAnnotations”. Each extracted text field is stored in the array with a description
of the content of the text and the bounding polygon it is contained within. Each
word in a block is stored separately but have the same values of the bounding
polygon. The first element in the array is the text of all extracted blocks of texts
separated with the line-separators \n and a polygon that sets the boundary of
where text is present in the image. An example of the array and the structure of
the first element is given in Listing 16. The mentioned element is the only param-
eter that is provided to the pre-processing script. The reason for this is because
the positional features of the data is not of interest for this thesis.

1 ...
2 " textAnnotations ": [
3 {
4 "locale": "sv",
5 " description ": " FAKTURA \n5\n10\n25\n..."
6 " boundingPoly ": [
7 " vertices ": [
8 {
9 "x": 38,

10 "y": 45
11 },
12 ...
13 ]
14 ]
15 }
16 ],
17 ...

Listing 16: Structure of the attribute ”textAnnotations” with example data values
for the first element.
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3.1.2 Data Filtering (Pre-Processing)

Pre-processing the extracted data was primarily done by finding and applying fil-
tering functions for all occurrences of numbers. First step of the process was to
iteratively check if numbers exist in each of the lines and if so apply the filtering
functions. The different filtering functions will be explained individually in this
section.

Before being processed, the numbers in the line were separated and stored in
a list without making any manipulation the original line. This was done to sim-
plify the process of some filters and since non-numerical characters can contain
valuable information to whether or not the line should be disregarded.

Decimal and thousands separators are used differently between countries and
can be used differently between individuals and organizations. The Swedish stan-
dard for decimal points is the character “,” and for thousands the “.” [9]. Usage of
the decimal point is not typically varying between individuals that are located in
the same country, but this is not the case with the thousand’s separator. A blank
space is as frequently used instead of the specified locale-specific separator.

Besides the usage of different separators for describing the type of the number,
no guarantees can be assured that the API recognizes the written characters cor-
rectly (or even at all). To counter this fact, we can utilize the fact that numbers
that should be of decimal type must be a two digit number while a number of the
thousand type must be a three digit number.

Independent on if the separator is a blank space, a period or a comma, the num-
ber after the separator should be appended with base ten to the number that is in
front of the separator if and only if it is a three digit number since it describes the
thousand type. Similarly this is followed for appending decimal point numbers. If
the following number is a two digit number, it is appended to the previous number
with base one over ten.

Two illustrations of the occurrences of differing separators are given as following.
The two strings “1 000” and “1.000” have different separators but should both be
read as “1000” while the strings “7,00” and “7.00” should be read as “7,00”.

Separate numbers in one line is an issue where several numbers without any
relation to each other are present in a single line of text. An example of this is the
line of text “25 % 2000,00”, where 25 is in relation to the percentage-character but
not the number 2000 or 00 but where 2000 and 00 are in relation. The relations of
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the last two numbers needs to be upheld without creating a false relationship with
the first number. The resulting response should therefore be two separate numbers.

As we previously defined a set of characters that are used for describing decimal
and thousand separators, we can use a combination of comparing the intermediate
characters between the numbers with the separator set, the distance between the
numbers in the line and the types of the intermediate characters.

From what we can concluded is that two numbers should be handled as sepa-
rate numbers if the distance between the two in the line is greater than one. The
distance is here calculated as the numbers of elements between the last digit in
the first number and the first digit in the last number in the line. As we also
previously expressed the relation of the type of number and its length, we can also
conclude that if the second number is not a two or three digit number it should
be regarded as a separate number. Lastly if there is an intermediate character
between the two numbers that are not in the separator set, the two numbers are
regarded as separate.

Phone-numbers, dates and other formats are formats that are based on
a combination of numbers and other character types that are of no interest in the
relations that are defined in this thesis. Phone-numbers have two main different
structures, the mobile and the landline structure. The first structure typically
consists of ten elements and begin with the numbers 07 in Sweden (unless a coun-
try calling code is defined, in that case it is 0046 or +46). The second structure
typically consist of nine elements and begin with the numbers 07 (or 00467 or
+467 in the case that country calling code is present).

This results in the possibility of filtering out numbers that begin with 0 and those
that have the character + directly before in the line of text. The 0 in the beginning
of a number rule also applies for other number representations of data that is not
of a currency amount, unless there is a following two-digit number that satisfies
the decimal point filter.

Date formats usually consist of eight or ten digits and two-character separators,
where the Swedish standard format is writing day, month and year in the specified
order. By analyzing if the line contains three numbers where the first two numbers
are two digits numbers and the last is either a two- or four-digit number and the
distance between the numbers are not greater than one and the separators are not
alphabetic we can filter out numbers representing dates.

26



3 Methodology and Implementation

Post-code and region formats usually consist of a number split in two sub numbers
and the name of the region, e.g. “123 45 City”. The format of the two numbers
varies and is more often then not written as a single number. As both formats
does not contain a high amount of information there exists the possibility that
the numbers are expressing data of interest. Only the first format, where the two
numbers are written separately, are filtered out using this process. The reason
for this is because that format contains an additional factor that can be used for
deciding if it should be disregarded or not.

Other formats are formats that combine alphabetic and numerical characters, like
references and product codes. Numbers that contain or have a non-numerical char-
acter directly in front or behind applies to this and should be disregarded from
being extracted. The only case where this does not apply, is where a number is
followed with either “SEK” or “KR”. The two following strings are used as in-
dications that the number presents a currency amount of the Swedish currency
kronor. Other formats are also mainly series of numbers that are separated with
the character “−”. Two examples of lines that fall within the other format type
are “1234-1234 ” and “SE12345 ”.

3.1.3 Data Relation

Data relation in this thesis are described as variables that when in combination
or by themselves can describe other variables through a mathematical expression.
Variables that are of interest or have some relation with other variables are listed
in Table 3.
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Synonym Description

TA Total amount
TV Total tax amount
VbS Sub tax amount for tax bracket b
TT Total taxable amount
TbA Taxable amount for tax bracket b
RA Rounding amount1

PiQ Product/service quantity for product i1

PiU Product/service unit price for product i1

PiT Product/service total amount for product i1

EA Extra amount1

b Tax bracket number, a single number that’s in {0, 6, 12, 25}

Table 3: Symbols and descriptions of fields of interest.

1 if applicable.

Variables that have a relation that in combination or by themselves can express
another variable are listed in Table 4, with their corresponding relational expres-
sion and involved variables. All expressions that are listed must hold both ways.

Synonym Expression

TA TT + TV ±RA

TV
∑

b∈{0,6,12,25} VbS

TT
∑|PT |

i=1 PiT + EA

PiT PiQ · PiU

Table 4: Mathematical expressions for describing variables using expressions of
other variables.

Besides the relations that explicitly expresses variables, there exists relations and
constraints of single variables that must be upheld. These relations results in a
stricter bound on the domains of the variables. Constraints that fall within this
category are listed in Table 5.
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Expression

b ⊆ {0, 6, 12, 25}
TA ≥ TT

n = number of products∑n
i=1 |PiT | > 0

|PiT |, PiQ, |PiU | > 0, i = 1..n

Table 5: Other mathematical relations and constraints that must be upheld.

When it comes to the value and number representation of the different variables,
some assumptions can made on the likeliness that the value should be written with
decimals, i.e. as a decimal number type. The Swedish currency is the Swedish
krona (SEK/KR) which are values represented by integers kronor and decimal
numbers öre. There is no bound on the value of kronor but öre is bound to be of
value 0 up to 99. As there is a bound on öre we will assume that if the bound is
exceeded the remainder after division with 100 will be converted to öre. Therefore,
the value representing öre can never be a number with more than two digits.

Most values representing currency amounts are written with decimal points but
can also be written as integers when no decimal point is needed. This assumption
can be drawn for most of the variables for both simplified and complete invoices.
An example that satisfies this assumption can be seen in Figure 1, where all cur-
rency amounts are written as floating point numbers. But as mentioned this is
not always satisfied, as seen in Figure 2 the only currency amount is of integer type.

The numbers extracted after filtering can therefore be separated into two different
sets, numbers that are of integer type and numbers that are of decimal number
type. Table 6 shows the most common types for each variable of interest. What
to remember is that the listed types for the variables are not guaranteed to be
followed in the real world. Type and representation can vary between invoices
and organizations. Therefore, the conclusions for the fields types should not be
considered as hard facts but instead as a point of interest, as they are based on
conclusions drawn from observations of a set of example invoices.
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Synonym Type

TA integer/float
TT float*
TV float*
VS float*
TbA float*
PiQ integer/float
PiU float*
PiT float*
RA float
EA integer*

Table 6: Common data types for the variables of interest. * denotes that the
type is most commonly the used type but can vary depending on if the variable is
present or if other variables have types that they commonly not are defined as.

3.2 Decision Trees
The following section will describe how Decision Tree Learning was applied to the
project by utilizing the output of a model instance and motivate the decisions
made on the search objective of some CSMs as well as additional constraints made
based on the resulting Decision trees.

3.2.1 Model Definition and Training

As explained in Section 2.4, Decision Trees are flowchart-like models of choices
on Boolean tests of attributes where the outcome can either be a category or a
continuous value. A given solution from a model can in respect to the ground
truth solution either be true or false. The problem can therefore be expressed as a
classification problem, where the two classes are separated as correct and incorrect
predictions.

The structure of a solution in this thesis is defined as “TA;TT;TV;RA”. If the
ground truth solution is defined as 500.00;400.00;100.00;0.00 and the predicted
solution is defined as 250.00;200.00;50.00;0.00, it would be labeled as incorrect.

The gathering of data used for constructing the two input arrays training sam-
ples and class labels were done by selecting a model that had a close to even ratio
between correct and incorrect predictions and by storing all the resulting predic-

30



3 Methodology and Implementation

tions made by the model on a subset of invoices. Since there will only be two
classes that we are interested in finding, we want to minimize the amount of no
solutions predictions. The reason for this is because no solution can be viewed
as incorrect in some cases and as just a no solution in other. MiniZinc offers the
option for outputting all of the solutions found by a model by utilizing the -a
flag which indicates the solver to output all found solutions for a problem. The
solution space will then consist of all solutions found that simultaneously satisfies
all given constraints without regarding a search objective as long as the problem
is defined as a CSP.

When learning and storing the resulting Decision Trees in image format, a combi-
nation of the Python packages scikit [31] and graphviz [7] were used. Graphviz is a
package for the creation and rendering of graph descriptions and drawings. scikit
is a machine learning package that features several different algorithms, where
Decision Tree Learning is one of them.

To define and train a classification Decision Tree, the only two needed parameters
are the two input arrays defined earlier in this section. The scikit implementation
of classification Decision Trees also allows for custom assignments of different pa-
rameters for the training phase. Three parameters were modified in this project;
the max depth, minimum number of samples in the leaf nodes and the minimum
number of samples needed for creating a split. The max depth parameter sets a
limit on the size of the resulting tree, minimum samples per leaf constrains the
leaves to have a set minimum number of records to be a valid leaf while the min-
imum samples per split sets a minimum number of records needed for allowing a
split to be created.

Another great feature that scikit offers is their built-in feature selection module.
Feature selection can be utilized for both feature selection but also dimensionality
reduction on the training set. The advantages of using feature selection is that
it can improve the accuracy of the estimations and increase the performance on
high-dimensional data sets [29]. Another important point to acknowledge is that
the accuracy of a model is heavily dependent on the quality of the data in the
training set. With this in mind, the ratio of training data that is classified as
incorrect and correct are randomly chosen from the model’s solution space so that
number of records for each category are close to the same for most of the Decision
Trees.

Other than that, two different feature selection methods were used besides not
using any feature selection at all. The first method was to filter out the attributes
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that aren’t assigned a certain value for all records given a set threshold, which for
this project was 80%. The value 80 was concluded from trail and error and was
optimal for attribute selection for this problem. The second method was to use
Tree-based feature selection [30]. Tree-based feature selection is used for comput-
ing the importance of each attribute when predicting a category. The result of
using the method is that the attributes that are irrelevant for making an estima-
tion were discarded and the dimensionality of the records is reduced.

A total of twelve attributes consisting of the results of reified constraints that
defines some relation between the decision variables were chosen as the attributes
for each record in the training set. A detailed description of each of attribute are
given in Table 7.

Index Constraint Range

x0 RA > 0 {0, 1}
x1 (V6S > 0) + (V12S > 0) + (V25S > 0) {0, 1, 2, 3}
x2 TV ÷ TT u 0.25 {0, 1}
x3 V6S + V12S + V25S = TV {0, 1}
x4 V6S + V12S + V25S + VextS = TV {0, 1}
x5 T6A + T12A + T25A = TT {0, 1}
x6 T6A + T12A + T25A + TextA = TT {0, 1}
x7 TA− (TT + TV + EA + RA) = 0 {0, 1}
x8 TA− (TT + TV + EA + RA) = 0 ∧ EA, RA > 0 {0, 1}
x9 EA > 0 {0, 1}
x10 TT < TA {0, 1}
x11 TT < TA−RA {0, 1}

Table 7: The reified constraints used as the records used in the learning phase of
the Decision Trees.

3.2.2 Data Sets and Model Evaluation Method

The results from using Decision Tree Learning was three different models that
were trained using different feature selection methods. As the number of records
for the false category was heavily greater than for the true category, the data was
pre-processed for all models to even out the ratio of the two categories. The first
model, illustrated as a binary tree in Figure 6 was the result of not using any fea-
ture selection. The result of not using any feature selection was that all attributes
were kept present in the records during the learning phase. For the second model
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illustrated in Figure 7, the threshold feature selection was applied. The threshold
variable was set to 80% which resulted in removal of three attributes from the
records before the learning phase. For the last model illustrated in Figure 8, the
Tree-Based feature selection was applied. Similar to the second model several at-
tributes were removed, but for this case only three of the records attributes were
kept for the learning phase.

To compare the expected performance of each model a testing set of 25% of the
total number of records were tested for each model. The score of a model is the
percentage of correctly categorized records. As for where the predictions are in-
correct, we are most interested in the case where a model incorrectly predicts a
wrong solution as correct. By extracting the false-positive-rate (FPR) of each
model we can observe the amount of incorrectly true predictions made. FPR is
calculated similarly to the score but will only account for the wrongly classified
wrong predictions. True-positive-rate (TPR) is the opposite of FPR and is the
amount of correctly categorized true records which represents the distribution of
all the predictions of correct records that are categorized as true.

3.3 Constraint Satisfaction Models
The following section will describe and motivate different modeling choices and the
evolution of constraint development and the search objective during the process
of working with the project. For reducing the amount of repetition, the general
structure of the model will be described in the beginning of the section. All models
in this section are expanded or partly expanded from the basis model that with-
held the most basic constraints for defining the four variables of most interest.
The four variables were total amount (TA), total taxable amount (TT ), total tax
amount (TV ) and rounding amount (RA). The basis model also defines that the
set of variables must be a multiset [23] of the domain.

In this project, all sets of values will be regarded as multisets. Multisets makes it
possible to distinguish multiple occurrences of the same value as separate values
instead of viewing it as a single occurrence.

3.3.1 No Products (Basis Model)

The constraints included in the basis models can be seen in Table 8.
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Constraint

TT ≥ TA + TV − flex1
TT ≤ TA + TV + flex1

TA > TV
VR ⊆ {0, 6, 12, 25}

TV ≥ (VR − flex2) · TA
TV ≤ (VR − flex2) · TA
{variables} ⊆ {domains}

Table 8: The constraints defined in the basis model.

Multiplication with floating-point numbers can often result in stretched numbers,
e.g. 1.0 · 1.1 = 1.101. To counter this, we needed to loosen the strictness of the
constraint. This was done by introducing a flex variable to the constraints where
the right- and left side that are constrained to be the same value. The variable
flex1 is given in kronor while flex2 is given in percentages.

1 int: Num;
2 int: Products;
3 set of int: NumElements = 1..Num;
4 array[NumElements] of int: Items;
5 set of int: ItemsSet;
6

7 var ItemsSet: TT
8 var ItemsSet: TV ;
9 var ItemsSet: TA;

10 var ItemsSet: VR;
11 var ItemsSet: RA;

Listing 17: Parameter definition and naming of decision variables for the basis
model.

1 constraint TA ≥ TT + TV − 100;
2 constraint TA ≤ TT + TV + 100;
3 constraint TT > TV ;
4

5 constraint among(1, [VR], {0, 600, 1200, 2500});
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6 constraint
7 if(VR == 0) then TV = 0 else true endif;
8 constraint TV ≥ ((VR − 100)/10000) · TT;
9 constraint TV ≤ ((VR + 100)/10000) · TT;

Listing 18: All constraints previously mentioned in the basis model except for the
multiset constraint. The variables flex1 and flex2 are set to 100 respectively.

The parameters for the basis model consisted of four variables; the number of
elements in the domain (Num), number of products to search for (Products), an
array representation of the domain (Items) and a set representation of the domain
(ItemsSet). The set ItemsSet were used for defining the domain of all decision
variables in the model while the array Items were used for defining the multiset
predicate. The definition of the parameters and variables can be seen in Listing 17
and the constraints definitions in Listing 18

1 predicate multiset(array [int] of int: a, array [int] of
var int: b, var int: c) =

2 count(a, c) ≥ count(b, c);
3

4 constraint
5 forall(val in [TT, TV , TA, VR]) (
6 multiset(Items, [TT, TV , TA, VR], val)
7 );

Listing 19: Predicate for checking if a is a multiset of b and the definition of the
constraint utilizing the predicate.

The last constraint on line 4-6 in Listing 19 follows the multiset definition that were
defined previously, where the number of occurrences of val in [TA, TV, TA, VR]
should not be greater than the number of occurrences of val in Items.

During execution the model returns the solution that maximizes the value of TA
and the output is structured as; < TA; TT ; TV ; RA >.

1 solve maximize TA;
2

3 output[ show(TA/100), ";",
4 show(TT/100), ";",
5 show(TV/100), ";",
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6 show(RA/100), "",]

Listing 20: The search objective and the output structure of the basis model.

3.3.2 One Product

The one product-model seen in Listing 21, were the first evolution of models de-
signed from the basis model. Its only difference from the basis model is that it has
four more decision variables and four more constraints. The logic behind the one
product model is that the total amount (P1A) for the product in question can be
written as the product of the quantity (P1Q) and the unit price (P1U). For this to
be reliable, both the quantity and unit price were constrained to be greater than 0.

1 . . .
2 var ItemsSet: P1T;
3 var ItemsSet: P1U;
4 var ItemsSet: P1Q;
5 . . .
6 constraint P1T = P1Q ∗ (P1U/100);
7 constraint TA = P1T;
8 constraint P1U > 0;
9 constraint P1Q > 0;

Listing 21: The additions added to the one product model.

To increase the probability that P1A will be assigned the correct ground truth
value, we enforce the constraint TB ∈ {0, 6, 12, 25} must hold for the tax bracket
percentage variable TB. What to take a note of is that the bracket 0% is present
and therefore TV is not constrained to be greater than zero.

To also increase the diversity of variable value assignments for each solution, all
variables declared in the models are constrained to be distinctly assigned values
from the domain using the custom defined multiset predicate.

3.3.3 Extra Amount

As explained previously in the report, there exists costs that in some cases aren’t
included as taxable amounts. For the remainder of the report they will be men-
tioned as extra amounts (EA). An extra amount differentiates from other amounts
that fall within the 0% tax bracket because of its irregularity of being included in
the calculation of TT .
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An extra amount is also different from an amount that falls within the 0% tax
bracket since it is not in direct relation to any product or service but instead is
a general cost that is applied after the ground total is calculated. Common extra
amounts are shipping fees and charges in relation to the handling of the invoice
documents. Because the amount is accounted for in different ways, an extra vari-
able must be added in case the amount is not included in TT . By including the
variable in the model, TA can instead be defined as TT + TV + EA.

By observing the range of the values that EA commonly is assigned, we constrain
the variable bound to be between 10 and 300SEK. Most commonly the amount
describes the shipping fees and is assigned a value between 50 and 200SEK, but the
bound was expanded since there are no fixed regulations on the costs of common
extra amounts.

1 constraint
2 if (EA > 0) then (TT > 0

∧
EA >= 1000)

3 else true endif;
4 constraint EA <= 30000;

Listing 22: The constraints that include EA as a variable in the expression in the
model.

Since EA represents an amount that is an addition to the cost of some other
amount, some assumptions can be made on the other variables when it is present.
The first assumptions goes hand-in-hand with the presumed value range of EA. If
EA is assigned a value greater than zero, we constrain it to be within the given
value range. We can also constrain that it can only be assigned a value greater
than zero if TT is greater than zero since we assumed it to be an additional cost.
The said constraints in the model can be seen in Listing 22

3.3.4 N Products

The n products model was an extension of the one product model where the num-
ber of products to look for is dynamically increased until a solution has been found.
The model begins with looking for one product, if no satisfying solution is found
it increments the number of products to look for with one until a set maximum
number of products have been reached. If no solution is found after searching for
ten products in this project, a no-solution is returned.

Similar to only searching for one product; if the product of the unit price PiU
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and the quantity PiQ matches a value in the domain, we have found the total price
PiT of a product and we have therefore found a valid product. The definition of
this logic in the model can be seen in Listing 23. There is however a twist to the
approach of the model. If the model returns a solution for less than ten products,
the number of products is incremented another time and the model is run again.
If a solution is also returned for this iteration, the final returned solution is the
one returned from the iteration from the additional execution.

The reason for this is to counter the risk of EA being regarded as PnT with
PnU = 1, PnQ = PnT or vice versa. When EA is recognized as a product the
ground truth value of TT is regarded as the solution’s TA if and only if EA is not
present as a factor in the calculation of TT in the ground truth solution. This is a
specific case when EA is not included in the ground truth TT and thus affect the
relation of TA for all involved variables. The resulting computation of TA is then
TT + TV + EA instead of TT + TV .

1 int: Products;
2 array[1..Products] of var ItemsSet: PT;
3 array[1..Products] of var ItemsSet: PU;
4 array[1..Products] of var ItemsSet: PQ;
5 . . .
6 constraint prod amount price(PT, PQ, PU);
7 constraint no zero(PT, PQ, PU);
8 constraint TA = sum(PT) + EA;
9 constraint sum(PT) > 0;

Listing 23: The additions made to the one product model, where Products is the
number of products to look for.

The variables PT , PU and PQ are instances of integer arrays with the length of the
number of products currently being looked for. Defining the variables as arrays
meant that the constraints on the total amount for a product had to be made for
each product in the array, respectively.

1 predicate prod amount price(array[int] of var int: PT,
array[int] of var int: PQ, array[int] of var int: PU

) =
2 forall(i in 1..Products) (
3 PiT = PiQ ∗ (PiU/100)
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4 );

Listing 24: Definition of the predicate prod amount price that is used for
determining if the product of the unit price and the quantity is equivalent to
the total price of the product.

1 predicate no zero(array[int] of var int: PT,
array[int] of var int: PQ, array[int] of var int: PU

) =
2 forall(i in 1..Products) (
3 PiT > 0

∧
4 PiQ > 0

∧
5 PiU > 0
6 );

Listing 25: Definition of the predicate no zero that is used for determining that
all attributes for the products are greater than zero.

The predict prod amount price (Listing 24) determines whether or not the total
amount of the product is a valid value for each product and the predicate no zero
(Listing 25) determines whether or not each attribute of a product is greater than
zero. By enforcing that if an element at index i is greater than zero in one array, all
elements at index i in the other arrays should be greater than zero we ensure that
both the unit price and quantity are assigned valid values if the total is assigned
and vice versa. If this is not enforced there can exists combinations of variables for
products that are not mathematically correct, e.g. PiT = 100, PiU = 0, piQ = 30.
This is not true since 30 · 0 6= 100.

Besides the constraints made using the custom defined predicates, two additional
constraints were defined in the model for ensuring that the total sum of PT is
greater than zero and that TT is the sum of PT .

3.3.5 Rounding Amount

The rounding variable is the value (in Swedish öre) that’s added or subtracted to
round the total amount to the closest amount in kronor. The rounding amount
RA is a valuable variable which can be used for stating further constraints on
the variables TA, TT and TV . By utilizing the rounding amount it is possible
to describe TA as the sum of TT , TV and RA, further increasing the bounding
relationship between the group of variables. What has to be taken into account
is that the rounding amount will be negative if the TA includes less than 50 öre
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and positive if it is 50 or more before rounding. The total price 1832.39 will for
an example have a −0.39 rounding amount while 699.99 will have a 0.01 rounding
amount.

To handle the variety of signs that RA can be assigned, we constrain RA to be
within a given range that is based on the absolute-value of TA−(TT +TV ) loosen
with a flex variable. The model was implemented by introducing a new variable
for the rounding amount and two loosely defined constraints with a set flex value.
The reason for imposing less strict relations was since not all invoices that included
a rounding amount actually had it specified as a variable in the documents.

1 var ItemsSet: RA;
2 . . .
3 constraint RA > |TA− (TV + TT )| − flex;
4 constraint RA < |TA− (TV + TT )|+ flex;

Listing 26: Loosely constrained RA, attempt one.

The value of the flex variable is therefore what defines the strictness of valid as-
signments of RA in relation to the result of the expression. The value 10 will for an
example loosen the variable bound of RA to be ten öre more than what is needed
for rounding the expression to zero.

Several different values were tried but the final decision was to have its full bound-
ing range as the value for the flex variable. What this meant was that the difference
between TA and TV +TT was constrained to be less than or equal to 50 öre. This
however made the variable RA unnecessary in the model since the looseness covers
its entire range. As RA is one of the four variables that will be compared with the
ground truth solution, some modification had to be made. The general expressions
for the loosely constrained RA can be seen in Listing 26.

1 constraint
2 if RA > 0 then |TA− (TV + TT + EA)| −RA = 0
3 else |TA− (TV + TT + EA)| ≤ 50 endif;

Listing 27: Loosely constrained RA, attempt two.

The first modification was to ensure that RA is assigned to a value if a rounding
value was present in the extracted data without introducing conflicts with the flex
variable and accidentally enforce strictness to the expression. By separating the
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two constraints and defining them as if-then-else statements, we are able to control
the usage of strictness. The implementation of the constraints in the model can
been seen in Listing 27.

The second modification that was made was to priorities that RA is assigned a
value if and only if the difference between TA and TV + TT is greater than zero.
By including RA in our search objective, we can ensure that if two solutions that
have the same value assignments for TA, TT and TV the one with the great-
est value assigned to RA will be the outputted solution, as long as all relations
are upheld. Since we previously constrained that RA is only assigned a value if
|TA − (TT + TV )| − RA = 0, a value assignment to RA greater than zero will
ensure that the difference will be zero and is assigned a valid value.

3.3.6 Multiple Tax Brackets

The multiple tax rates model was an extension of the rounding model, where
the model attempts to find the tax amount for all tax brackets, excluding zero.
Depending on the invoice, involved parties and the products and services in the
invoice, several tax brackets can be applied to several different amounts. Taking
all the rates into account increases the general usability of the model, as it will
not be limited to only supporting one bracket per invoice. The model tries to find
the tax amount for the brackets 6, 12 and 25%, the 0% bracket is not of interest
as the resulting tax amount will always be zero.

1 . . .
2 constraint among(1, [V6R], {0, 600});
3 constraint V6A ≥ (V6R − flex) · V6S;
4 constraint V6A ≤ (V6R + flex) · V6S;
5 constraint
6 if(V6R == 0) then V6A = 0 else true endif;
7 . . .
8 constraint
9 if(V6R + V12R + V25R == 0) then TV = 0 else true endif;

10

11 constraint TV ≥ V6A + V12A + V25A − flex;
12 constraint TV ≤ V6A + V12A + V25A + flex;

Listing 28: Additional constraints to the rounding model. For repetition reduction,
only the variables associated with the 6% tax bracket are included.

This was done by introducing three new variables per bracket. The percentage b,
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the taxable amount VbS that it is applied to and the resulting tax amount VbA.
Each VbR is the percentage value of the tax bracket, which can strictly only be b.
If it is zero we can conclude that the tax amount VbA is zero as well. If it is not
zero then VbA must be VbR · VbS, loosen with a set flex variable. TV can then be
described as the sum of all VbA, loosen with a flex variable. A selection of the 6%
tax bracket variables in the model can be seen in Listing 28.

1 . . .
2 constraint
3 if(V6S == 0) then V6A = 0 else true endif;
4 . . .
5 constraint
6 if(VextA > 0) then (V6A + V12A + V25A > 0)
7 else true endif;
8

9 constraint TV = V6A + V12A + V25A + VextA;

Listing 29: Additional constraints to the rounding model. For repetition reduction,
only the variable associated with the 6% tax bracket are included.

The second model generation of using the sub amounts related to the tax brackets
utilized the fact that the value of the tax bracket is not necessary as a variable.
Therefore, all ViR variables were removed and replaced with constant values in-
stead. Besides the changes of going from variables to constants, an extra sub
amount variable was additionally included. The new variable VextA is used for
catching sub amounts that are not correctly found using the existing logic and tax
brackets, decreasing the risk that the sum of the sub amounts do not total to TV .

Similar to the constraints that were defined for the presence of RA, VextA can
be constrained using relations made based upon whether or not it has been as-
signed a value greater than zero. Since VextA is the only tax amount that has no
direct relation to a taxable amount, the risk of irrelevant values being assigned to
it is increased. The thought behind the variable is to only assign it a value when
the sum of the other resulting tax amounts is less than TV , which implies that we
want to restrict it is usage to only when it is critically necessary.

The if-then-else constraint on lines 5-7 in Listing 29 constrains VextA only to be
greater than zero if and only if the sum of all other tax amounts is greater than
zero. Since we want to priorities the usage of sub tax amounts that are in direct
relation with the valid tax brackets, we want to enforce that at least one valid tax
bracket has been found before assigning VextA a value greater than zero. Since we
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are adding a freely assigned variable we also want to extend the strictness of the
sum of the sub tax amounts. The constraint on line 9 enforces that the sum of the
sub tax amounts must be exactly TV .

3.3.7 Numbers with Decimal Point

By utilizing the fact that currency amounts in most cases are written as num-
bers with decimal point, we can modify the domain of all variables in our models.
Instead of having the domain as all the resulting numbers after extraction and
filtering, we instead remove the numbers that are of integer type and limit the
domain to only include numbers with decimal point.

An important note to be made is that the use of the decimal points is not de-
manded in an invoice document and therefore we can not assume that this is fol-
lowed for all invoices. Two approaches of refining the domains were implemented.

The first approach was to use the numbers with decimal points as the domain
for all variables in the model. The second was a hybrid approach, where some of
the variables are assigned to the numbers with decimal point domain and others
to the original domain. After observations on the distribution of decimal point
and integer type usage, two variables kept the original set as their domain. The
original set includes all numbers of both integer and decimal point type. The vari-
ables TA and EA were the two variables that had the highest irregular usage of a
certain data type and therefore the original set was left assigned as their domain.
To be noted is that the integer type was almost merely used in simplified invoices
where the only present fields were TA and EA.

3.4 Reified CSM
To be able to better generalize the predicted solutions for invoices with differenti-
ating content, the introduction of reified constraints in the models presented great
usability. By redefining existing constraints as well as defining new constraints, re-
lations between constraints can be constructed using reification. The approach of
using reification was to define Boolean variables for each constraint and introduce
implication between the Boolean variables and the outcome of the constraints.
The resulting Boolean variables can then be used for defining constraints that uti-
lizes the outcome of other constraints without the need for if-then-else statements
which makes it easier to define more complex constraints.

1 constraint B61 ↔ T6 div V6 = 16;
2 constraint B62 ↔ T6 > 0;
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3 constraint B61 ↔ B62;
4 . . .
5 constraint B61 + B121 + B251 > 0;

Listing 30: Combination of reified constraints constraining that there should be
at least one tax amount from any of the tax brackets present in the solution.

The first generation of reified constraints only involved variables that are in direct
relation with the tax amounts. Each of the percentage in the Swedish tax brackets
were separated, which gave us two new variables for each of the three variables for
each bracket, excluding the 0% bracket. The first variable is the taxable amount
for said tax bracket and the second is the amount of tax calculated using the tax-
able amount.

With the use of reification, we can constrain that the two variables can only be
greater than zero if and only if the mathematical relation between the two satisfies
the relation that their assigned tax bracket imposes and as long as both are greater
than zero. The result was three reified constraints for which their outcome can be
used for defining further constraints.

In the case of the first generation it was assumed that TV is greater than zero, so we
constrained that the sum of the resulting Boolean variables should be greater than
zero. What this implies is that at least one sub tax amount should be present and
satisfiable for a solution to be found. A selection of the 6% tax bracket variables
and constraints can be seen in Listing 30, the same Boolean logic and mathemat-
ical expressions are used for the 12 and 25% tax brackets as well.

The usage of reification was however not only used for constraining the variables.
Since the result of some constraints have a higher impact on whether or not a
solution is equal to the ground truth or not, they have a great usability in the
definition of the search objective. The evolution of the search objective and the
scale of impact the constraints have on the solution will be covered in more detail
in Section 3.5.

1 constraint Btt1 ↔ V6 + V12 + V25 = TV
∧

Vext = 0;
2 constraint Btt2 ↔ V6 + V12 + V25 + Vext = TV

∧
Vext > 0;

3

4 constraint Bnet1 ↔ T0 + T6 + T12 + T25 = TT
∧

EA = 0;
5 constraint Bnet2 ↔ T0 + T6 + T12 + T25 + EA = TT

∧
EA > 0;

Listing 31: The reified constraints that was included in the second generation of
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the reified models.

The second generation of reification were primarily an extension of the first. Since
the constraints in the first generation resulted in the findings of the taxable and
the resulting tax amounts for each bracket, it was possible to combine the results
with both TT and TV . Since TV is the sum of all resulting tax amounts for each
of the tax brackets, a reified constraint that expresses that the sum should be
equal to TV was defined. The same logic followed for the taxable sub amounts,
but with the zero-tax bracket included. The reason for this is because there can
exist amounts that are free from taxes. Since we already had the taxable amounts
defined as variables, there was only a need for defining the Boolean variables and
the following implicating constraints. The resulting Boolean values from the two
reified constraints were additionally also used in the search objective. The imple-
mentation of the said logical relations can be seen in Listing 31

The third and last generation was a combination of continuing to define reified
constraints based on logical relations between the fields but also from the results
and conclusion made based on the Decision Trees from Section 3.2 and Section 4.1.

To be able to gather as much information and to ensure that content of the data
is as distributed as possible, a greater amount of reified constraints was needed.
Besides the reification already made in the previous generations, slight modifica-
tion was made to the existing constraints. Constraints also needed to be defined
separately in combination with new constraints. These new constraints corre-
sponds to the presence of different variables and mathematical relations that were
not already stated. Section 3.2 includes a list of the reified constraints that were
chosen to be used as attributes for the data set used for teaching the Decision Trees.

1 constraint Be1 ↔ EA > 0;
2 constraint Bta1 ↔ |TA− (TV + TT + EA)| −RA = 0;
3 constraint Btt1 ↔ T0 + T0 + T0 + T0 = TT

∧
EA = 0;

4 constraint Btt2 ↔ TT < TA−RA;

Listing 32: The definition of the reified constraints given in Listing 33.

1 constraint ¬(Be1

∧
(TT div (TV +1) < 100)

2
∧

(TT · 10 div (TV +1) > 38)
∧ ¬Bta1);

3

4 constraint ¬(¬ Be1

∧
(TT div (TV +1) < 100)
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5
∧

(TT · 10 div (TV +1) > 38)
∧ ¬Bta1);

6

7 constraint ¬(¬Bta1

∧
(Btt2)

∧ ¬Btt1);

Listing 33: The three combinations of the reified constraints from the resulting
observations of the decision trees expressed in the model.

With the conclusions made in Section 4.1, the reified constraints that had the
greatest impact on the prediction made in the Decision Trees were included in the
search objective with a combined expression of TT , TV and RA. Three constraints
of decision paths that had a high false-positive prediction rate were also defined.
The paths chosen with a high false-positive rate expresses combinations of results
of reified constraints that had high likeliness of being present in a solution that is
not equal to the ground truth solution. By negating their presence, we can remove
the risk of false positive solutions for which the combination is present. The three
resulting constraints and the involved reified constraints can be seen in listings 33
and 32.

3.5 Search Objective
Besides the evolution of different models being developed and refined, the search
objective that is used for finding the solution in the solution space that best sat-
isfies a given expression had an evolution process of itself. Since the problem is
defined as a CSP, either of the maximize or minimize objective could be used.
Since both objectives can be used for finding the same solution, maximize was
chosen for easier understanding of what the expression represents.

The first defined expression was to maximize TA without regards to any other
variables that were present in the given model. The following generations of search
objectives and their expressions have been extended from previous objectives and
are ordered in the chronological order that they were created.

1 solve maximize
2 TA · (TV + 1);

Listing 34: Second generation of search objective with a combination of TA and
TV .

The second generation (Listing 34) included TV in the expression and the result is
the product of TA and TV . By including more than one variable in the expression,
we reduce the influence that a single variable has on the solution’s score. Since
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the solution space can include a great number of solutions, we want to utilize the
relations between the variables as much as possible when deciding what solution
to return. The addition of multiplying with TV results in a reduced risk of the
selected solution to only have a great TA without regards to TV or TT .

We increment TV with one to ensure that the ground truth solution with TV = 0
can be returned by the model. If no incrementation is made, all solutions where
TV = 0 will have an equal score and the possibility of returning the correct solu-
tion becomes minimal.

1 solve maximize
2 TA + (TV + 1) + RA;

Listing 35: Third generation of search objective with a combination of TA, TV
and RA.

What later became obvious was that the resulting solution often had most of the
fields correctly estimated but had some issues with returning the correct RA. As
previously mentioned in Section 3.3.5, if RA is assigned a value greater than zero,
we want to ensure to return that solution. By including RA we can ensure that if
a solution with the same TA, TT and TV , the one solution with RA > 0 will be
returned. The resulting search objective can be seen in Listing 35.

1 solve maximize
2 TA + TA · TT · (TV + 1) · (RA + 1);

Listing 36: Fourth generation of search objective with a combination of
TA, TT, TV and RA

The fourth generation (Listing 36) was the first to include a more complex com-
bination of several variables. The reason for including the product of TA, TT, TV
and RA was in an attempt to return the solution that maximizes all of the fields of
interest and therefore increase the spread of influence that each variable have on
the score of the solution. Just as for the previously explained objective, we want
to have the ability to return the correct solution for when either TV or RA is zero.

As the product of the variables will dramatically increase as each of the vari-
ables becomes greater, TA is added in the expression in an attempt to give TA
a greater influence. This counteracts the statement made previously but as the
product is calculated using four separate variables, the effect on the distribution
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3 Methodology and Implementation

of influence will not be heavily altered.
The fifth generation was the first objective to include a combination of results from
reified constraints. The definition of the included reified constraints can be seen
in Listing 9.

Boolean Constraint

Brnd1 RA > 0
Btot1 (TV/TT = 0.25) = 1
Btot2 V6A + V12A + V25A = TV
B61 V6A > 0 = 1
B121 V12A > 0 = 1
B251 V25A > 0 = 1
Bnet1 V0S + V6S + V12S + V25S = TT
Btot rnd1 |TA− (TV + TT )| −RA = 0;

Table 9: The reified constraints used for defining the attributes used for the records
used in the learning phase of the Decision Trees.

1 solve maximize
2 (Brnd1 + Btot1 + Btot2 · 3
3 +B61 + B121 + B251

4 +Bnet1 + Btot rnd1 · 3 + 1)
5 ·(TA + TV + RA);

Listing 37: Fifth generation of search objective with a combination of TA, TV, RA

and the results of some reified constraints.

The basis of the objective is the sum of TA, TV and RA while the results from
the reified constraints are used a multipliers that increases the score of a solution
when they are satisfied. The third to the sixth reified constraints are the results
for whether a sub amount for each tax bracket is found and whether or not TT or
TV are the sum of the sub amounts found. The first reified constraint represents
if RA is assigned a value, the second if TV is the result of the 25% tax bracket on
TT and the last is if all fields of interest results to zero.

As seen in Listing 37, the results of the reified constraints Btot2 and Btot rnd1

are multiplied by three. The variable three was concluded from trail and error.
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3 Methodology and Implementation

Decreasing or increasing the value resulted in that the influence in practice did not
resemble the on concluded from the decision trees. By multiplying the result with
a constant, we can increase the influence a reified constraint have on the score of a
solution. Since Btot rnd1 utilizes several different variables and imposes a relation
that combines all said variables and Btot2 implies that all sub tax amounts are
equal to TV , solution with either resulting to true have a greater chance of being
equal to the ground truth.

1 solve maximize
2 (((TA + RA) · (TV + 1)/TT )
3 ·(((Btot rnd1

∨
Btot rnd2) ∧

Brnd1) · 3
4 +Bnet2 + (Btt2

∨
Btt3)

5 +(Bnet1

∨
Bnet2) + Btt1

6 +(Bextra1

∧
Btot rnd3)

7 +(Bnet4

∨
Bnet3) + 1);

Listing 38: Sixth generation of search objective with a combination of
TA, TT, TV, RA and the results of some reified constraints.

The last generation is the resulting combination of the reified constraints that were
identified as most influential in the Decision Trees in Section 4.1. The definitions
of the new constraints in Listing 38 can be seen in Table 10.

Boolean Constraint

Btot rnd2 |TA− (TV + TT + EA)| −RA = 0 ∧
TV > 0 ∧

RA > 0)
Btot rnd3 |TA− (TV + TT + EA)| −RA = 0 ∧

TV > 0 ∧
EA > 0)

Btt1 Btot1

Btt2 V6A + V12A + V25A = TV
∧

VextA = 0
Btt3 V6A + V12A + V25A + VextA = TV

∧
VextA > 0

Bnet2 V0S + V6S + V12S + V25S + EA = TT
∧

EA > 0 ∧
V0S > 0;

Bextra1 EA > 0

Table 10: Definitions of the additional reified constrained used in the sixth gener-
ation of the search objective.

Similar to the reified constraints that were described previously, these constraints
are primarily extensions with further constraining on the value assignments on
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particular variables. Besides the fact that the constraints are being combined
and used as multipliers for the basis objective, further combinational logic were
used within the outer most combination. Instead of only using the result of each
Boolean result, logical and- and or-statements are used on combinations of results
to utilize the found decision paths in the Decision Trees.

3.6 Evaluation Method and Testing Data
Seven models were chosen to be analyzed and evaluated in more detail. A timeout
on the execution of the model was set at eight seconds, which if exceeded termi-
nates the execution and returns a no solution.

To analyze the performance of a model, the predicted solution that was returned
was compared with the ground truth solution of said invoice. A prediction can
either be correct, wrong or be a no solution. A no solution prediction occurs
when no satisfying solution is found during execution. The presented results of
the models in this section were gathered predicting solutions for the same test set
that contained 707 differentiating invoices. The average time of compilation and
execution for each model per invoice is also given in seconds. The execution time
is however not per document (single paper page) but per complete collection of
documents for an invoice. Also included are the number of timeouts that occurred
for each model during the execution of the complete test set.

The ground truth solution for the invoices in the testing set were accumulated
via an automated service developed and used internally by the company where
the project took place. The testing set was randomly chosen from a set of 1414
invoices with differentiating origin and differentiating categories of payment type.
What to also note is that as the type of content is diverse, there exists invoices that
contain less information and therefore less constraints will be applicable. As for
example, invoices for rent payments and other charges are present in the original
data set and might therefore be present in the testing set. The same goes for the
presence of simplified invoices.
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4 Results
In this section the results of ten different models and the resulting Decision Trees
will be presented. Further result data will be presented for seven of the models as
well as the results of using different techniques for running models in combinations.

All results have been gathered using the same machine which was a Dell laptop
with an Intel Core i7-6820HQ CPU @2.70GHz processor (L2 1MB and L3 8MB
cache) and 16GB of DDR3 memory running on Windows 10 PRO 64-bit. The
version of all languages and packages are as following, MiniZinc v. 2.2.3, Gecode
v. 6.1.0, Python v. 3.7.2 and scikit-learn v. 0.20.3 (with scipy v. 1.2.1 and numpy
v. 1.16.2).

4.1 Solution Ordering Heuristics
The resulting Decision Trees will be presented in this section. Descriptions of the
indices and information on the process of teaching, evaluating and converting the
Decision Trees into graphic binary trees can be found in Section 3.2.

4.1.1 Results

Table 11: The results from each Decision Tree model on the same testing set.
Feature selection Score (%) FPR (%) TPR (%)

None 67.32 19.94 54.01
Threshold (80%) 66.33 21.86 54.01
Tree-Based 66.04 8.42 39.35
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X2 ≤ 0.5
gini = 0.5

samples = 3973
value = [1972, 2001]

class = true

X11 ≤ 0.5
gini = 0.479

samples = 2975
value = [1789, 1186]

class = false

True

X11 ≤ 0.5
gini = 0.299

samples = 998
value = [183, 815]

class = true

False

X7 ≤ 0.5
gini = 0.415

samples = 1428
value = [1009, 419]

class = false

X9 ≤ 0.5
gini = 0.5

samples = 1547
value = [780, 767]

class = false

gini = 0.394
samples = 849

value = [620, 229]
class = false

gini = 0.441
samples = 579

value = [389, 190]
class = false

gini = 0.488
samples = 515

value = [218, 297]
class = true

gini = 0.496
samples = 1032

value = [562, 470]
class = false

gini = 0.0
samples = 14
value = [14, 0]
class = false

X8 ≤ 0.5
gini = 0.285

samples = 984
value = [169, 815]

class = true

gini = 0.336
samples = 755

value = [161, 594]
class = true

gini = 0.067
samples = 229
value = [8, 221]

class = true

Figure 6: Visual representation of the binary (None) Decision Tree trained on a
subset of 50 invoices. The records have been selected to even out the numbers of
both classes and no feature selection has been applied. Elements are assigned as
described above.

X1 ≤ 0.5
gini = 0.5

samples = 3973
value = [1972, 2001]

class = true

X8 ≤ 0.5
gini = 0.479

samples = 2978
value = [1792, 1186]

class = false

True

X7 ≤ 0.5
gini = 0.296

samples = 995
value = [180, 815]

class = true

False

X5 ≤ 0.5
gini = 0.415

samples = 1423
value = [1004, 419]

class = false

X6 ≤ 0.5
gini = 0.5

samples = 1555
value = [788, 767]

class = false

gini = 0.4
samples = 827

value = [598, 229]
class = false

gini = 0.434
samples = 596

value = [406, 190]
class = false

gini = 0.491
samples = 525

value = [228, 297]
class = true

gini = 0.496
samples = 1030

value = [560, 470]
class = false

gini = 0.0
samples = 22
value = [22, 0]
class = false

X6 ≤ 0.5
gini = 0.272

samples = 973
value = [158, 815]

class = true

gini = 0.25
samples = 903

value = [132, 771]
class = true

gini = 0.467
samples = 70

value = [26, 44]
class = true

Figure 7: Visual representation of the binary (Threshold) Decision Tree trained on
a subset of 50 invoices. The records have been selected to even out the numbers
of both classes and threshold feature selection has been applied with a threshold
of 80%. Elements are assigned as following; x1 = x2, x5 = x7, x6 = x9, x7 = x10,
x8 = x11.
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X0 ≤ 0.5
gini = 0.5

samples = 3973
value = [1972, 2001]

class = true

X2 ≤ 0.5
gini = 0.48

samples = 2961
value = [1775, 1186]

class = false

True

X2 ≤ 0.5
gini = 0.314

samples = 1012
value = [197, 815]

class = true

False

X1 ≤ 0.5
gini = 0.42

samples = 1399
value = [980, 419]

class = false

gini = 0.5
samples = 1562

value = [795, 767]
class = false

gini = 0.42
samples = 1388

value = [971, 417]
class = false

gini = 0.298
samples = 11
value = [9, 2]
class = false

gini = 0.0
samples = 16
value = [16, 0]
class = false

gini = 0.297
samples = 996

value = [181, 815]
class = true

Figure 8: Visual representation of the binary (Tree-Based) Decision Tree trained
on a subset of 50 invoices. The records have been selected to even out the numbers
of both classes and Tree-based feature selection has been applied. Elements are
assigned as following; x0 = x2, x1 = x10 and x2 = x11.

4.2 Invoice Solution Prediction
The testing results of the ten chosen models on the testing set of invoices will
be presented in this section. The naming of the models are in reference to their
corresponding subsections in Section 3.
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4.2.1 Single Model

Model Correct (%) Wrong (%) No-solution (%) Avg. time (s) Timeouts

3.3.6 28.15 16.27 54.88 0.585 0
3.3.3 74.96 17.40 6.93 0.512 0
3.3.7 30.13 68.03 1.13 0.543 0
3.3.5 72.28 25.88 1.13 0.517 0
3.3.5 (v2) 79.49 14.00 5.80 0.622 0
3.3.5 (v3) 68.46 10.33 20.51 0.561 0
3.4 68.03 5.23 26.03 0.580 0
3.4 (v2) 83.45 8.91 6.93 0.659 7
3.4 (v3) 82.46 9.76 7.07 0.555 0
3.4 (v4) 79.07 11.46 8.77 0.591 12

Table 12: The results for a set of models run on the same testing set consisting of
707 differentiating invoices.

Each row in Table 12 represents the result of the model that is described in the
far most left column. The distribution for which search objective the model utilize
are as following; models 3.3.6, 3.3.3 and 3.3.7 uses objective 34 and models 3.3.5,
3.3.5 (v2) and 3.3.5 (v3) uses objective 36. The reified models 3.4, 3.4 (v2) and
3.4 (v3) uses objective 37 while model 3.4 (v4) uses objective 38.

4.2.2 Model Combination

As a no-solution prediction can both be regarded as wrong and as no solution, it is
possible to run several models in sequence in an attempt to find a solution for the
invoices that the previous model did not find a satisfying solution for. Table 13 il-
lustrates the results of running a second different model in the cases where the first
model returned a no solution. The left column represents the model that is run
as the primary and the top row represents the model that is run as the secondary
if the primary did not return a prediction. The cells that are written in bold are
the combinations that had the greatest percentage of correct predictions while the
cells that are underlined are the combinations that got the lowest percentage of
wrong predictions.

A solution comparison method was tested as a further extension of running several
models. This was done by gathering and comparing the predictions of two separate
models before returning a final solution.
The approach of implementing prediction comparison was done by gathering the
predictions of two models and then compare the predictions and return the one
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4 Results

that is found to be most likely to represent the ground truth solution. A mathe-
matical expression was designed for comparing their likeliness of representing the
ground truth solution. The mathematical expression chosen was TA + (TT · TV ),
which prioritizes the predictions with greater TT and TV whilst including TA for
the models where no tax is present.

Table 14 contains the results of using the combination comparison method with
said expression. The left most column and top row represents which models are
run in combination.
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5 Related Work
5.1 A Constraint Satisfaction Problem for Automatic Invoice

Field Extraction
Guido Teunissen’s paper Helping SMEs Automate Like Corporations [33] is a re-
search paper focused on the automation of invoice processing as a Constraint
Satisfaction Problem. With no regards to the physical layout and structure of the
documents, the research paper explores the possibilities of invoice analysis and
processing based on number extraction and value relations that can be identified
in Dutch invoices.

The presented method is closely similar to the one presented in this thesis. Tex-
tual information is gathered of images using Google Vision’s Optical Character
Recognition (OCR) service (see Section 2.3). The textual data is then processed
and filtered in a pre-processing phase for noise reduction and value verification.
The resulting data is then used as input to a Constraint Satisfaction Algorithm
(CSA), defined by relations in the invoices identified by the researcher.

The aim of the research paper was to identify relevant relations in data values
of Dutch invoices and define a CSA based on the relations identified, delimited to
the commonly present data and document structure of Dutch invoices and Dutch
small and medium businesses (SMEs). A prediction was labeled correct if the
total amount, total tax amount and all sub tax amounts are the same as for the
annotated ground truth for the invoice. Two separate models were used for mak-
ing a prediction, whereas if the model run as primary did not return a solution a
secondary model which included an extra costs variable was run.

Teunissen was able to reach an accuracy of 85.1% on a data set of 241 invoices,
with a false positive rate of 2.9% when disregarding the 4.6% OCR error rate. The
false positive rate only consists of predictions that were incorrect, disregarding
the models where the system was unable to return a prediction. The testing set
consisted of invoice from a total of 47 distinct vendors with only positive total
amounts. A total of five invoice had extra costs included, 7 with multiple tax
brackets whereas the majority of the remaining 243 invoices only included a 21%
tax bracket.
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5.2 A Case-Based Reasoning Approach for Unknown Class In-
voice Processing

Hatem Hamza et al. paper researched the performance of Case-Based Reasoning
(CBR) on invoice processing by utilizing information gathered from old and previ-
ously processed invoices [12]. The solution proposed analyzes the structure of the
documents by identifying keyword and pattern structures and utilizes knowledge
gathered from previous similar invoice structures for predicting the values of fields.
The data set used consisted of 800 documents, whereas the database used for stor-
ing structural information already consisted of 300 documents and the information
gained for each processed document was appended to the database during execu-
tion.

Pattern and keyword structure were identified by analyzing textual information
gathered from images using an OCR application used by ITESOFT [14]. A pattern
structure could be of the form of a table and a pattern structure could be of the
positional location of fields. The textual data was divided into three different cat-
egories, numerical, alphabetical and alphanumerical. By applying neighborhood-
search logic, spatial relationship and edit distance was used for identifying possible
structures. These structures are then compared to the ones known in the database.

The presented method in the research paper is opposite of the one presented in this
thesis, but of high interest as it shows an in depth and well researched approach
of the problem approached from a different angle. By classifying and recognizing
the placements of fields in different document structures, the solution was able to
achieve a success rate of 76.38% on invoices that had not been introduced to the
system previously using the keyword method. 8.08% of the wrong predictions were
caused by OCR errors and the false-positive rate were 16.57%. What to take note
of is that their definition of a satisfying solution is that at least one field should
be correct and not a combination of several fields.
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6 Conclusions
In this section further analysis of the results in section 4 will be presented and the
different models, modeling approaches and results will be analyzed and compared.
Relevant observations and conclusions made based on the results of the Decision
Trees and their usage will also be presented. The theoretically best-case scenario of
utilizing the combination comparison method will also be given as well as compared
with the results achieved in practice.

6.1 Attribute Influence and Decision Logic
By firstly observing the general presence of individual attributes and their distance
from the root node in Figures 6, 7 and 8 on pages 52 and 53, respectively, we can
identify and assume how great of an influence their resulting value have on the
quality of a prediction. As we can see from the three different decision trees, the
same attribute (x2) is assigned as the root node. Because of the variables Boolean
properties it will have a great influence on whether or not a solution is correct.
The following nodes from the root have almost the same presence of attributes for
each of the models. In five out of six nodes x11 was chosen and in the one model
where it was not, x10 was assigned instead.

The only other difference between the no feature selection and threshold models
are that the attribute x8 is replaced by x7 in the threshold model. The attributes
between the two have therefore similar influence on the quality of the prediction.
However, the difference between the models becomes most obvious in the model
where Tree-Based feature selection was applied. The latter search objectives in
Section 3.5 utilized the conclusions of the attributes influence in combination with
other relations that can be defined with the reified constraints.

By observing the gini-score of the nodes on the left-hand branching of the model,
it is obvious that the prediction is not generally reliable except for the very uncom-
mon case where x1 > 0.5. However, the gini-score on the right-hand branching of
the model shows a more promising result. By observing the gini-score of different
decision paths, combinations of reified constraints can be defined that should be
prioritized or punished depending on the predicted category.

To better understand what combinations of resulting reified constraints most fre-
quently result in an incorrect prediction, we can use the same Decision Tree Learn-
ing and feature selection methods but instead use the none ratio-tempered data
set. Leaves with a lower gini-score that predicts incorrect solutions defines com-
binations that lead to a greater amount of false-positive solutions and therefore
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should be punished. The result of four reified constraints that were present in a
greater amount of falsely positive predictions were used for combining three new
constraints. The Boolean result of the reified constraints x5, x7, x9 and x11 were
used and the three new defined constraints can be seen in Listing 39

1 constraint ¬(x7
∧¬x9)

2 constraint ¬(¬x5
∧¬x7)

3 constraint ¬(¬x5
∧¬x7

∧
x11)

Listing 39: The combinations of the results of reified constraints that commonly
was present in incorrect predictions expressed as constraints.

As we can see in Listing 39 the constraints are negated which implies that if the
expressions within the parenthesis resolves to false, the constraints are satisfied.
Since they express combinations that exists in a greater amount of false-positive
solution, we constrain these combinations to not be satisfied to remove the solu-
tions satisfying them from the solution space.

The first constraint implies that if EA is greater than zero, then |TA − (TV +
TT + EA)| − RA = 0 must hold. The second constraint implies that both the
total tax should be the sum of all tax amounts for all present tax brackets (TT =∑

b∈{0,6,12,25} TbA) and |TA− (TV +TT +EA)|−RA = 0 must hold. The constraint
is unsatisfied if both are not satisfied. The last constraint is similar to the second
but with the addition that TT ≤ TA−RA is added to the logical expression. The
result of the additions is that if the two expressions from the second constraint are
unsatisfied and TT ≤ TA−RA is satisfied, the constraint is unsatisfied.

6.2 Model and Execution Method Comparison
The models that had a higher or lower percentage of correct and incorrect predic-
tions compared to the average performance for all methods of execution performed
can be seen in Table 15. For each of the method used, a more detailed description
and analysis will be given in separate subsections within this section.
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Table 15: Best performing models for each of the three different methods of exe-
cution. For the case of the sequential method, the model written firstly was the
primary whilst the last was the secondary during execution.

Method Model(s) Correct Incorrect Nosol

None 3.4 (v2) 83.45 8.91 6.93
None 3.4 (v3) 82.46 9.76 7.07
None 3.4 68.03 5.23 26.03
Sequential 3.4 (v2) + 3.3.5 83.88 14.29 1.83
Sequential 3.4 (v2) + 3.4 83.45 8.91 7.64
Combinational 3.4 (v4) + 3.4 (v3) 84.30 8.77 6.93

6.2.1 Singly Executed Model

When defining and labeling the performance of a model, both the percentage of
correct and incorrect predictions are of high importance. Model 3.4 (v2) achieved
the greatest percentage of correct predictions, with the closest competitor being 3.4
(v3) with a one percentage point difference. The method of reification has been
proven to have a positive effect on the performance, when not overused. An in-
crease in the percentage of wrong predictions can be observed in the evolution of
the reified models, with the positive effect on the percentage of correct predictions
turning into a negative with model 3.4 (v3).

As a high percentage of correct predictions is a point of interest when observed
from a business-type view, the percentage of wrong predictions becomes as impor-
tant, if not even greater. The percentage of wrong predictions will dictate how
often the system will incorrectly find a solution. Whilst a no solution still must
be fixed by manual labor, an incorrect prediction can be accepted without raising
any indications that it is incorrect. Model 3.4 had the lowest percentage of wrong
predictions, whereas 3.4 (v2) is the second best while simultaneously achieving
the greatest percentage of correct predictions. Model 3.4 will return an incorrect
prediction every 19th invoice while 3.4 (v2) every 11th.

6.2.2 Sequential Execution Method

The results presented in Table 13 on page 55 from running two models in se-
quence exposes that the models were not designed in such a way that any great
advantages can be made from sequential execution. The combination achieving
the best results were model 3.4 (v2) as the primary model and 3.3.5 as the sec-
ondary. The combination increased the percentage of correct predictions by 0.38
points while simultaneously worsening the incorrect predictions by 5.38. For the

61



6 Conclusions

two models 3.3.5 (v3) and 3.4 with a higher percentage of no solutions, a greater
increase in correct predictions can be observed. In few occasions the increase in
the percentage of correct predictions outweigh the increase of incorrect ones. The
combination with model 3.4 (v2) as primary and 3.4 (v3) as secondary proved to
achieve the most positive ratio of difference between the increase in correct and
incorrect predictions.

The lowest percentage of incorrect predictions was achieved when running model 3.4
(v2) as primary and 3.4 as secondary. The achieved percentage of correct and in-
correct predictions was the same as for singly running model 3.4 (v2) but with the
number of searches increased by 6.93%. The overall results of sequential execution
can be observed as negative for the models which singly achieves a high percentage
of correct predictions. Models with a lesser correct percentage achieved greater
performance when run in sequence with other models but still with a high cost of
an increase in incorrect percentage. As for the models singly achieving a greater
correct percentage, the increase in correct predictions resulted in an even greater
increase in incorrect ones.

6.2.3 Combination Execution Method

The achieved theoretical results presented in Table 16 on page 55 presents a promis-
ing approach of comparing the predictions of several models, with model 3.4 and 3.4
(v3) achieving the same percentage of correct predictions as Teunissen when the
method of comparison is executed optimally. From what can be observed in the
theoretical data, an increase in correct predictions have a lower impact on the
increase of incorrect ones compared to when running models in sequence. This
observation proves that there exist gains to be made by utilizing the method.

The results of the proposed implementation of the method in practice can be
seen in Table 14. The method of prediction comparison had a similar effect as
to running models in sequence, increasing both the percentages of correct and
incorrect predictions, but with a less negative impact on the ratio of increase of
correct and incorrect. The combination of models 3.4 (v4) and 3.4 (v3) achieved
both the highest percentage of correct solutions as well as the lowest percentage
of incorrect ones. The results of the combination was a 84.30% correct percentage
with an 8.77% incorrect percentage. In comparison to the best achieving model
when run singly, an increase in the percentage of correct predictions of 0.85 points
and a decrease in incorrect of 0.14 was achieved using the predictions comparison
method.

62



6 Conclusions

Ta
bl

e
16

:
T

he
th

eo
re

tic
al

re
su

lts
fro

m
us

in
g

th
e

pr
ed

ic
tio

ns
co

m
pa

ris
on

m
et

ho
d

w
ith

tw
o

se
pa

ra
te

m
od

el
s.

It
is

as
su

m
ed

th
at

th
e

co
rr

ec
t

pr
ed

ic
tio

ns
ar

e
re

tu
rn

ed
if

ei
th

er
of

th
e

tw
o

m
od

el
s

re
tu

rn
s

th
at

so
lu

tio
n.

3.
3.

5
3.

3.
5

(v
2)

3.
3.

5
(v

3)
3.

4
3.

4
(v

2)
3.

4
(v

3)
3.

4
(v

4)

3.
3.

5
-

82
.8

9
(1

5.
28

)
75

.8
1

(2
2.

35
)

74
.2

6
(2

3.
90

)
84

.1
6

(1
4.

00
)

86
.1

4
(1

2.
02

)
80

.6
2

(1
7.

54
)

3.
3.

5
(v

2)
82

.8
9

(1
1.

17
)

-
80

.0
6

(1
3.

58
)

82
.1

8
(1

1.
46

)
85

.0
1

(8
.6

3)
86

.0
0

(7
.6

4)
84

.4
4

(9
.1

9)
3.

3.
5

(v
3)

75
.8

1
(6

.7
9)

80
.0

6
(9

.0
5)

-
71

.9
9

(6
.9

3)
85

.0
1

(5
.3

7)
86

.1
4

(4
.1

0)
81

.9
0

(6
.0

8)
3.

4
74

.2
6

(4
.1

0)
82

.1
8

(3
.2

5)
71

.9
9

(3
.2

5)
-

83
.4

5
(4

.1
0)

85
.1

5
(2

.9
7)

80
.3

4
(3

.8
2)

3.
4

(v
2)

84
.1

6
(8

.6
3)

85
.0

1
(7

.3
6)

85
.0

1
(7

.3
6)

83
.4

5
(8

.9
1)

-
85

.8
6

(6
.5

1)
84

.3
0

(8
.0

6)
3.

4
(v

3)
86

.1
4

(6
.5

1)
86

.0
0

(6
.2

2)
86

.1
4

(6
.0

8)
85

.1
5

(7
.0

7)
85

.8
6

(6
.3

6)
-

85
.8

6
(6

.3
6)

3.
4

(v
4)

80
.6

2
(1

0.
89

)
84

.4
4

(6
.6

5)
81

.9
0

(9
.1

9)
80

.3
4

(1
0.

61
)

84
.3

0
(6

.7
9)

85
.8

6
(6

.0
8)

-

63



6 Conclusions

64



7 Discussion and Future Work

7 Discussion and Future Work
The following section will present discussion and comparison of the results pre-
sented in Section 6 with the results of the previous work detailed in Section 5.
All methods of execution and their corresponding best achieved results will be re-
viewed and a self-critical viewpoint that presents additions and changes that can
be made to the existing implementations will be applied.

In comparison with the results that G. Teunissen (see Section 5.1) was able to
achieve, the models developed in this thesis achieves decent results. As it is not
possible to compare the content of two testing sets, the set used in this thesis
consists of almost three times the data, with a great divergence of payment types
and content. However, the achieved results are worse than those of Teunissen, but
the achieved results on such a great and diverge data set are still considered as
promising and proves as a promising option as an automation approach besides
intelligent solutions.

The achieved 85.1% correct and 7.5% incorrect percentages by Teunissen are
comparable with the 83.45% correct and 8.91% incorrect percentages achieved by
model 3.4 (v2). Notably since it was achieved by a single model ran on a greater
test set and as a sequential approach was used in Teunissen’s work, where a sec-
ondary model was executed if the primary did not find a solution. Similarly, to
Teunissen’s results, the results from this thesis proves to be satisfying when com-
pared to the 76.33% correct predictions achieved by H. Hamza (see Section 5.2).

The 83.45% correct percentage of model 3.4 (v2) is therefore satisfiable when com-
pared to previous work, with the exception that the overall incorrect percentage is
slightly worse. As mentioned previously, this can be caused by the divergence of
the testing set as the type and content of the invoices can not be compared with
those that were used in previous work.

Including reification had an overall positive effect on the performance of the mod-
els to the extent whereas the additions became to localized. A noticeable increase
in the correct percentage can be seen when comparing 3.4 and 3.4 (v2), whereas
the later utilized the sub taxable amounts for further definition of constraints on
TT . The phenomenon of overusing reification became most obvious when decision
paths from the Decision Trees was implemented and when attempted to be used
to better predict solutions for invoices where TT = 0.

The phenomenon can be compared to overfitting in machine learning. The con-
straints defined based on findings in the training set became to localized which
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resulted in poor performance when introduced to data that had not been seen be-
fore. The method of implementing decision paths as constraints had the greatest
negative impact, creating a close to five percentage points different between 3.4
(v4) and 3.4 (v2) on correct predictions and three points on wrong predictions.

As the usage of Decision Tree Learning was only meant as an aid for analyz-
ing the influence of attributes and for gaining better understanding of how the
defined reified constraints correlates to the quality of the solutions, further work
can be appended to the process. The suitability of the reified constraints used
as attributes were not analyzed. Increasing the number of attributes used during
the learning phase could help achieve a better understanding and finding a better
performing set of constraints. Utilizing the resulting models for defining decision
paths was proven to have a negative effect on the performance, which indicates
their limitations of usability for general cases. Further analysis of decision paths
could result in paths not limited for specific cases and reducing the risk of falsely
punishing different invoice types.

The outcome of utilizing sequential execution of models was observed as nega-
tive. A dramatic increase in the percentage of incorrect predictions was present
for most combinations and for the high performing singly executed models the
increase in correct predictions was close to minimal. A more diverse set of models
would have made it possible to analyze the usage further, identifying the strengths
and flaws different models have one certain types of invoices.

Combinational execution with prediction comparison presented a promising ap-
proach of achieving greater performance when observing the best-case scenarios
but in practice presented a not as yielding positive effect. Observing the results of
the best achieving combinations in practice with the theoretical results indicates
that a more fitting comparison expression could result in even greater performance.
As the method was only tested using a simple expression, expanding and compar-
ing different expressions would give interesting data that would help to achieve the
results recorded in the theoretical result set.

The proposed environment for the solution is to combine it with another sys-
tem and use it as a tool of verifying the prediction of that system. The proposed
solution in this thesis work would then be used as a mean of verification and thus
increase the credibility of the predictions that correlates between the systems.
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