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Abstract

Route Planning for Heavy Vehicles on Real World
Maps

Fredrik Söderberg

Fast route planning for a standard car is well explored, lots of
research, and many algorithms exist. For trucks or other heavy
vehicles, the available research and quick algorithm alternatives
dwindle. This thesis focuses on available alternatives for trucks and
other vehicles with attributes hindering them from traversing parts
of the road network. Attributes like height are one among many,
which can hinder a vehicle on its path. These attributes can vary
greatly and is the reason why known solutions can’t be applied. Many
well-known solutions rely partially on precalculated data regarding
the shortest path for its performance. Precalculating for all 
possible combinations of attributes is not practical due to the 
number of possible configurations and the amount of computing needed 
for each one.

The implemented solution is derived from multiple existing solutions 
and was evaluated on a graph representing Sweden’s road
network. The solution is sufficiently fast to allow commercial use
and allows changes to the road network with nightly updates. The
solution is based on trying to predict which roads are more important
when searching for the shortest path. With this knowledge, a search
for the shortest path can be said to prioritize the before mentioned
roads, which results in it finding its goal faster.
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Sammanfattning

Snabb ruttplanering för en vanlig personbil är välutforskat med mycket tillgänglig
forskning och många existerande algoritmer. För lastbilar och andra tunga fordon
minskar den tillgängliga forskningen och alternativa algoritmer kraftigt. Den här av-
handlingen fokuserar på alternativen som existerar för lastbilar, samt andra fordon
som har egenskaper vilket blockerar dem från att framföras på delar av vägnätver-
ket. Höjd är ett attribut bland flera som kan hindra ett fordon från att ta sig fram.
Dessa egenskaper kan variera kraftigt och är orsaken till varför kända lösningar inte
går att applicera. Många välkända lösningar förlitar sig på förberäknad data gällande
snabbaste möjliga väg för sin prestanda. Att utföra dessa beräkningar för alla möjliga
kombinationer av egenskaper är opraktiskt på grund av antalet möjliga konfiguratio-
ner och hur mycket som måste räknas ut för varje.

Den implementerade lösningen är en kombination av flera existerande lösningar och
utvärderades på en graf som representerar det svenska vägnätet. Lösningen är snabb
nog för att tillåta bruk inom det kommersiella och den tillåter förändringar i vägnätet
med nattliga uppdateringar. Lösningen bygger på att försöka förutsäga vilka vägar
i ett vägnät som är viktigare än andra när det gäller att finna den snabbaste vägen.
Med hjälp av det kan man sedan styra en sökning så att den prioriterar dessa vägar
och därmed hitta sitt mål fortare.
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1 Introduction

1 Introduction

Route planning is widely used and arguably a constant subject for research. The
challenge is applicable in many fields, everything from network traffic to automated
warehouse robots [10]. For cars, there exists plenty of research, proven algorithms,
and free software solutions. If one exchanges the car for a heavy truck, the problem
becomes more complex, and the amount of research, proven algorithms, and free
software starts to dwindle. This thesis focuses on the problem of planning for trucks
and similar vehicles with special attributes. Especially if any existing algorithms can
be used to plan for these heavy vehicles, with evaluations of well-known algorithms
and to ascertain if they can be utilized in this context. The aim is also to present a
solution and determine if it has the potential to be used in a real-life scenario.

Most trucks are commercial. Thus solutions are expected to be aimed at companies
with most providers of such solutions providing them as products. This thesis aims to
present a solution that can handle the requirements of being implemented in such an
environment where search speeds and update frequency must be adhered to. Road
networks are maintained continuously, and thus daily updates are to be expected.
This limits a solution in how much computing can be done for each update. Search
times need to be seconds or less to enable searches while driving.

The problem exists mainly because, in contrast to cars, heavy vehicles like trucks and
busses can, in general, not traverse all of the road networks. Attributes like height,
width, length, turning angles, axle load, and bogie load have all the potential to hin-
der them from crossing specific strips of road. When planning for a car, one can
assume that all roads designed for motor vehicles are traversable. When planning for
a heavy vehicle, this does not hold and changes the prerequisites for an algorithm.
The possible combinations of limitations are realistically in the thousands.

Old and proven solutions applied to this problem can, in general, handle updates to
the road map fine but will fail on the speed requirements. Newer and popular op-
tions for route planning for passenger cars are more than often based on old and
proven solutions, with small or large modifications. Many of them solve the speed
issue by precalculating the shortest paths for the car to some extent in their setup
phase. These precalculations can safely ignore the hindering attributes mentioned
before since, in general, a standard car will not possess attributes hindering it. Pre-
calculating is usually time-consuming, and in the competition between good solu-
tions for route planning a car, the time it takes to precalculate the data is one of the
significant factors. Adding the hindering attributes would result in that the precal-
culated shortest path would have to be calculated for each possible combination of
these attributes, which would most likely result in that the precalculations would take
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2 Background

to much time for it to be a viable commercial solution.

The company providing its expertise and enabling for the opportunity of this the-
sis was Triona. Among other things, they provide software solutions for routing and
have extensive knowledge on the subject. They also contributed to specifics in what
is needed for a commercial solution of this type. Evaluation data was supplied by Tri-
ona and was based on NVDB [16]. The data was a graph representation of Sweden’s
road network with relevant attributes.

2 Background

The problem of finding the shortest path in a graph consisting of nodes and edges
can be said to have been solved by computer scientist Edsger W. Dijkstra in 1959 [3].
Applying Dijkstra’s solution to a graph with non-negative edge weights gives a solu-
tion with the time complexity seen in Equation 1.

O (|V |2) (1)

|V | is the number of nodes (Vertexes) in the given graph. An improved variant using
a Fibonacci heap gives the time complexity seen in Equation 2.

O (|E |+ |V | log |V |) (2)

Where |E | is the number of edges in the graph. On smaller graphs, the performance
is acceptable, and given the simplicity in its implementation also makes it very at-
tractive. If applied to large graphs, the algorithm quickly becomes to slow for use in
applications where speed is of the essence. Since real road networks may require uti-
lizing graphs of millions of nodes and edges, Dijkstra’s algorithm is too slow. Search-
ing graphs of that size usually impede search times that are not acceptable for large
commercial systems.

For personal use, free road trip planning tools from providers like Google and Ap-
ple have changed how most people navigate, almost gone are the old paper maps.
Many businesses also use tools like these for transports in the road network. How
these providers, in detail, solve the performance problem is usually a corporate se-
cret. What many free solutions lack is the ability to configure them to enable searches
for a vehicle that cannot use all parts of the road network. For example, the weight or
height of a truck may prevent it from using all roads. Much research omits this added
complexity when proposing solutions for fast and efficient route planning.

2



2 Background

2.1 Road Hierarchies

A fundamental concept in speeding up any search is that if one can reduce the num-
ber of candidates in the search space, it will run faster. One technique to speed up
shortest path searches in graphs is to utilize road hierarchies. The basis is to try to
identify, in this context, roads that are of more importance. How this importance
value is defined is based on the type of routing problem and its factors. When route
planning for a typical car on a road network, this importance can, for example, be
based on how important the road is for the overall road network, road quality, speed
limits, and other attributes. Using factors like those often result in that freeways are
of most importance, followed by roads leading to the freeways with small dirt roads
in the sticks being of least importance. One important note in this example is that the
choice of which road factors to use and promote will most likely affect a search’s re-
sult. Using a road hierarchy where the roads of most importance for the overall road
network are promoted will most likely result in a different search result compared to
if only speed limits were promoted, for example.

A preprocessing phase’s goal is thus to categorize the roads into a certain number of
importance levels or road hierarchies, resulting in each road strip only belonging to
a particular level in the road hierarchy. Optimally this will results in that the higher
hierarchy level also equals fewer roads, i.e., smaller search space. Following the pre-
vious examples of what defines importance, one can easily estimate that the number
of small gravel roads outnumbers the number of freeway stretches in most developed
countries.

What has been described so far is very abstract, defining road hierarchies in detail to
be able to implement is harder. The big problem is that the hierarchies need to be
defined in detail, and depending on that, the search algorithm needs to be adapted
to work on them. The complexity is thus that every change and redefinition of the
hierarchies reverberates to the search algorithm.

In this thesis, road hierarchies were used successfully in conjunction with a modified
Dijkstra’s algorithm. The hierarchies themselves did not require any particular data
structure, a numerical value for the edge was sufficient.

2.2 NVDB

Data provided for routing and testing in this thesis are based on NVDB, Sweden’s
national road database. NVDB is a cooperation between Trafikverket (The Swedish
Transport Administration), Sveriges Kommuner och Landsting (Swedish Association
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2 Background

of Local Authorities and Regions), Skogsnäringen (an association of Swedish indus-
tries in the forestry sector), Transportstyrelsen (Sweden’s Transport Agency) and Lant-
mäteriet (The Swedish Mapping, Cadastral, and Land Registration Authority). The
database holds a vast amount of data for the entire nation, which includes a vast
amount of attributes related to its road network. Examples of use cases are maintain-
ing a vast road network, which requires a good overview and constant information
supply. Current maintenance projects, planning upcoming, identifying, and priori-
tizing needs. Other customers are typically [15] business with interests in navigation.
Seen in Figure 1 is an example map of Västra Götaland county consisting of 465031
edges and 423387 nodes. The image was generated with the help of QGIS and the
data provided by Triona.

Figure 1: Example map of Västra Götaland county’s road network.

In this thesis, this data has been preprocessed by Triona, with only relevant attributes
kept and others necessary added. There has been no need to collect more attributes
from NVDB into the data set provided by Triona. Attributes excluded are more rel-
evant for road maintenance and other services. Attributes added and modified are
done so based on the need of the application. For example, preprocessed values on
travel time traversing an edge, piece of road, have been added to save processing time
on the route calculations.

The raw data was provided as database tables in standard .db files. For the table
describing the roads, each entry represented a stretch of road with its affiliated at-
tributes, including connecting roads.
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2 Background

2.3 Functional Road Class

Currently, Triona uses a data product from the Swedish transport agency called Func-
tional Road Class, henceforth FRC, as the base for their road hierarchies. FRC is a
product with classifications of every road in the Swedish road network. The classes
range from 0-9, class levels, and hierarchy levels are synonyms according to FRC’s
product definition [17]. Use cases for FRC can vary, but according to its product def-
inition, the only suggested one is for route planning.

The hierarchy level in FRC’s dataset indicates how important the road is for the over-
all connectivity in reference to the nation’s road network. Also included in the def-
inition is an assessment from the owner of the road, which could be the state, the
county, or in the case of private roads, a company, organization, or even a private
individual. Additional specification for the product is that roads with a specific hier-
archy level need, with few exceptions, to be connected to roads with equal or higher
levels. I.e., it is not allowed to have a collection of roads with a high but not max hi-
erarchy level surrounded by lower hierarchy levels. The phrasing connected here is
somewhat vague, but in essence, it means that if one starts at any level, there should
be a path to the top-level without ever having to go down in level along the way. The
most important roads have hierarchy level 0; the least important ones have hierarchy
level 9. Among the most important roads are freeways connecting cities with small
gravel roads being of least importance.

2.3.1 Using Functional Road Class to Direct Traffic

One important note to the classification is that even though the product is described
as roads classified based on their importance for the overall connectivity, the wish to
control traffic takes precedence [17]. In the documentation, this wish takes its form
as the Swedish Transport Administration clearly states that if a road is upgraded to al-
low for more traffic, it should have a higher hierarchy level. When reviewing the crite-
ria for each hierarchy level, the opposite also becomes apparent. If a road is deemed
not to be able to handle the traffic flow of a high hierarchy level, it is demoted. Roads
that seem very important can have a lower hierarchical value than expected. With
only guesses on what type of traffic flow the road should support for it to be on the
expected level.
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2 Background

Figure 2: FRC example north of Stockholm, Sweden with roads colored according to
hierarchy level. The yellow road stretching from left to right seems to be a impor-
tant connection between the red colored freeways, but has a level downgrading its
importance significantly.

A concrete example can be seen in Figure 2 with road hierarchy levels color-coded.
Road importance color is in order of red being most important, followed in order by
light red, orange, yellow, green, dark green, blue, dark blue, light purple, and pur-
ple. Both Red freeways shown in the image lead to the north of Stockholm, where
they connect. The yellow road connecting the two roads is an important shortcut in
which drivers that has general knowledge of the area would intuitively choose if their
journey would mean them continuing on the red road. Thus its importance for over-
all connectivity, with it, directly connecting two roads of the highest level should, in
a pure connectivity sense, promote it to a higher level. However, as stated above, that
is second to it not fulfilling traffic capacity criteria of the higher levels.

This added influence of traffic capacity and flow could directly affect route calcula-
tions and generate routes that are unnecessarily long and or complicated. Since FRC
does not keep a record of roads affected by the flow control factor, it is tough to create
general rules to counter the effect.

2.4 TRE

TRE (Triona Routing Engine) [18] aims to deliver routing of shipments with every-
thing from a delivery van to a 40-tonne lorry. It is a tool with features aimed at
users with different types of specialized vehicles. The vehicles feature attributes can
be added with different preferences on what types of routes to suggest. These at-
tributes are generally regarding limitations to the road network. Like low bridges,
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3 Purpose and Motivation

max weights on certain roads, and other hinders. Preferences can range from time,
distance to even avoidance of routes entailing sharp turns, which could pose prob-
lems for larger vehicles.

The service itself relies on preprocessed data from different sources. For this thesis,
the source is mentioned and explained in Section 2.2. The entire data set is loaded
into main memory (RAM) as graph object representation in the language C#. To cal-
culate the route, it uses a modified Dijkstra’s algorithm with road hierarchies based
on FRC. The service works on a client-server basis where the client request routes
from a to b, and the server does the calculations needed.

3 Purpose and Motivation

To create a tool that can plan routes for heavy trucks, arguably, the biggest hurdle is to
collect necessary data for its calculations. A solution is to source it externally, one po-
tential problem this entails is the loss of control of how the data has been collected
and processed. Depending on the type of data, the methodology in its collection
might even be a company secret. For TRE (Triona Routing Engine), at least two lay-
ers of data are needed for its function, first the road network, and second the road
hierarchy values for each stretch of road. Collecting and maintaining a database of
the Swedish road network is a considerable undertaking, generating road hierarchy
values which can be used reliably in a routing engine is difficult.

This thesis will investigate if alternative route planning algorithms can be applied to
replace the use of road hierarchies and if none is found how road hierarchy values can
be generated effectively and reliably for use by TRE. Multiple documented algorithms
will be evaluated for their potential to replace road hierarchies or if they have the
potential to generate road hierarchies. An alternatives potential is defined by how
complicated the algorithm is and theoretical improvements for speed and accuracy.
Accuracy is defined as how close the output is to the best-known reference. For use
in a production environment, the preprocessing phase needs to be able to process
one or multiple Nordic nation’s road maps overnight. A preprocessing phase could
then be repeated numerous times a week to match the frequency of updates on the
source data.
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3 Purpose and Motivation

3.1 Alternative Algorithms

Alternative algorithms both for preprocessing the data and algorithms utilizing the
data for route planning exist for problems of similar character. The biggest hurdle
is that they need to support the many attributes of the vehicle routed. In short, a
preprocessing phase or the search algorithm itself can’t make any static assumptions
regarding what roads the vehicle can take. Alternative algorithms need to be able
to find one of the shortest paths and fulfill the criteria previously mentioned about
search speed and preprocessing time. As a comparison and reference, Dijkstra’s algo-
rithm is guaranteed to find the shortest path. An alternative algorithm that is faster
and can find a path close to the one suggested by Dijkstra, time-wise, is marked as
interesting.

There exist numerous algorithms and preprocessing methods, and far too many to
be mentioned one by one in this paper. The ones found to be promising will be men-
tioned in more detail and non-promising ones only mentioned in the context of why
it is not suitable.

3.2 Delimitations

Suggested alternative algorithms were optimized where possible with threading on
the scale of a mid-tier CPU. No cloud computing optimizations were evaluated. Nec-
essary resources and time constraints hindered such evaluations. Alternatives that
early indicated significant preprocessing times were also excluded from further eval-
uations. Not only to match TRE (Triona Routing Engine) but also to enable pos-
sible algorithm implementation into TRE, C# was chosen as the development lan-
guage. The exclusion of other languages was also based on a wish to exclude poten-
tial language-specific performance differences.

No other data sources other than one provided by Triona, which in turn are based on
data from NVDB, was ever considered. The problem solution needed to apply to the
data type provided by Triona with its characteristics.

Evaluations regarding usability for real-world applications omit extreme cases where
vehicles are prohibited from traversing most of the road network.

8



4 Theory

4 Theory

There exist many well-known algorithms for route planning and searching for the
shortest path on graphs. What follows in this section is essentials for understanding
much of the report. Also, it helps with the understanding of how the implemented
solution works.

4.1 Dijkstra’s Algorithm

As previously mentioned, TRE (Triona Routing Engine) uses a modified Dijkstra’s al-
gorithm. To understand the variant in use, one needs to understand the base. Com-
puter scientist Edsger W. Dijkstra’s shortest path algorithm is a shortest path algo-
rithm presented in 1959. Its a solution for finding the shortest path in a graph con-
sisting of nodes and edges with positive edge weights.

Start
0/-

B
1/-

C
1/-

D
1/-

E
1/-

Goal
1/-

2

1

1

2

1

3

1

3

1

Figure 3: Graph with positive edge weights.

Seen in Figure 3 is a graph with six nodes and positive edge weights symbolized next
to each edge. Figure 3 graph is an undirected graph, meaning traversing edges is
possible in both directions. Below each node, a value indicating the cost to reach
that specific node, from the starting node, followed by from which node this node
was reached, also called a parent node. These labels are what Dijkstra’s algorithm
writes to when traversing the graph. The initial values are 0 in cost for the starting
node and infinity for the rest, parent node labels are left blank for now. The first step
is to evaluate, also called expand, the starting node, which is done by looking at it is
neighbor’s, B and C. Looking can also be called relaxing or respective edges. The cost
labels for B and C are updated based on the edge weight to get to the node, and the
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4 Theory

cost is recorded in its parent node. In this case, B will get 0+2 = 2 and C 0+ 1 = 1.
The parent label is set to the Start node. The next step is to mark the Start node as
evaluated, indicating it is not to be evaluated.

The next step is to determine which of the nodes seen so far is to be evaluated next.
Which is determined by which one has the current lowest cost in its label. In this
example, it is currently node C with the label 1/Start. Evaluating C is done in the
same manner as the Start node. Its neighbors are Start, B, D, and E. However, in
this step, there are nodes with previously modified labels, according to the algorithm
labels are only overwritten if the new cost is lower then the previously recorded. This
means that the Start node will not be changed since its cost is set to 0. B will not be
updated since the new cost is the same as the previous one. D will be relabeled with
2/C and E with 4/C. Lastly, C will be marked as evaluated.

Start
0/-

B
2/Start

C
1/Start

D
2/C

E
4/C

Goal
1/-

2

1

1

2

1

3

1

3

1

Figure 4: Graph status after Dijkstra’s algorithm has begun.

Figure 4 shows how the graph has changed after evaluating nodes Start and C. Next
up for evaluation is yet again the one with the lowest cost in its label and without
being labeled as evaluated already. In this case it’s a draw between B and D, it does
not matter which one is picked, and thus D is picked. The same steps are done, look
at the neighbor’s and update labels if the new calculated cost is lower. B does not
change, E is relabeled 3/D, and Goal is labeled 5/D. Next up is B, which is evaluated
with no changes, Followed by E, which relabels the Goal node with 4/E. Depending
on stopping criteria, the Goal node can be evaluated or not. A variant is stopping
once the Goal node is next up for evaluation, guaranteeing shortest path. There are,
however, scenarios where there is no goal node. Stopping criteria is then when all
nodes have been evaluated. Guaranteeing that for every single node, the shortest
path to that specific node has been found. The last step is to recreate the path which
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is done by traversing from the goal node backward following parent nodes to the Start
node.

Start
0/-

B
2/Start

C
1/Start

D
2/C

E
3/D

Goal
4/E

2

1

1

2

1

3

1

3

1

Figure 5: Graph showing shortest path in red.

After recreating the shortest path and marking the edges, the result is seen in Figure 5.
Dijkstra’s algorithm is the base for many shortest paths algorithms, and its limitations
can reflect on real-world limitations. For example, in a road network where the edge
weight would be the time to traverse a specific strip of road. The rule of no-negative
weights would then imply that one cannot drive back in time on particular roads. The
algorithm in its search phase would still work, but recreating the path taken would
most likely fail.

4.2 Bidirectional Search

A speedup technique which can be, among several, built upon Dijkstra’s algorithm [5]
from Section 4.1. Bidirectional search is used in TRE (Triona Routing Engine) and
was previously referred to as a modified Dijkstra’s algorithm in the context of TRE. It
works by creating two separate instances of the standard Dijkstra’s algorithm, hence-
forth called unidirectional search Dijkstra. One has its origin position at the Start
node, and the other one has its origin at the Goal node. Both start searching ac-
cording to the description in Section 4.1, i.e., one instance searches forward and one
backward. The effect is that both will fan out, and eventually, their respective search
areas will start to overlap. Once both have evaluated the same node, it’s labeled as
a meeting point. That single node then contains a shortest path between Start and
Goal node. However, it might not contain the shortest path. Neither of the instances
continues searching into its counterpart’s search domain. It is up to overall settings
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4 Theory

on the implementation of this algorithm to how many meeting points are to be col-
lected before stopping. Stopping at a certain number of meeting points will yield
the shortest paths that might contain the absolute shortest path. Depending on the
graph and accuracy tolerance, an estimate of an optimal number of meeting points
can be found. For the Swedish road network in this thesis, a number between 10 and
20 is usually used.

Start A Goal
2

3

2

Figure 6: Graph showing a Bidirectional Dijkstra search choosing a longer path (red
edges) initially when meeting in node A.

A simple example of why the initial meeting point might not be the shortest path
can be seen in Figure 6. The forward search begins at the Start node and the back-
ward search at the goal node. Following Dijkstra’s algorithm, both choose the edges
with value 2 and meet at node A. Resulting in a shortest but not the shortest. If the
absolute shortest path is needed, the bidirectional search variant only stops when a
meeting point with a longer path than previously found meeting points are discov-
ered. Unidirectional search Dijkstra evaluates nodes in order of the current shortest
path from the origin. Let topF be the cost to get to the node currently being evaluated
for forward search, and topB be the same for backward search. The current meeting
point with the least total path cost is ∞. Thus if

topF + topB ∏ ∞ (3)

and it existed a shorter path that would mean that there existed an edge with the
node pair (v,w) that

di st ance(St ar t , v) < topF

di st ance(w,Goal ) < topB
(4)

Which is a contradiction to the unidirectional Dijkstra’s rules of evaluation. The draw-
back with this stopping rule is that it is hard to predict the number of meeting points
needed before stopping.
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Figure 7: Comparison of the search areas for unidirectional vs bidirectional search
with Dijkstra’s algorithm.

Performance improvements over the unidirectional Dijkstra are mainly in how large
the search areas are. In Figure 7, the unidirectional Dijkstra’s search area is repre-
sented by the larger white circle. The two smaller grey circles represent the bidirec-
tional search implementation with a forward and backward search. The search area
for bidirectional search is thus 50% of unidirectional. Assuming the optimal scenario
of the meeting node being halfway and that the search can stop at this point. Given
a problem where both search directions have a branching factor B and the search
depth of the shortest route from starting node to goal node is d the complexity for
unidirectional is

O (B d ) (5)

with bidirectional search forward and backward each at

O (B d/2) (6)

with their sum lower than unidirectional.

An improvement of only 2x given an optimal scenario is arguably not enough to
weigh up the added complexity of the bidirectional search version. The possible sig-
nificant improvement is in the branching factor of the source data. The supplied
source data of the whole of Sweden has an average branching factor of a node ex-
panded of 1.18. This indicates there should be on average an improvement worth the
added complexity. The problem is that the branching factor will vary greatly depend-
ing on the search’s start position, stop position, and path length. For example, given
a city center, the branching factor is likely to be larger than a rural road, this indi-
cates that the bidirectional search version is preferable when searching large cities.
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Thinking of edge lengths as travel time also visualizes that the density of the graph
will vary greatly and that the unidirectional Dijkstra is more likely to hit dense parts
of the graph, increasing the number of nodes needed to be evaluated before the cor-
rect path can be found. Given this uncertainty, further steps to decrease the search
space for the bidirectional search version of Dijkstra’s algorithm is likely needed to
ensure performance and to compensate for the added complexity when traversing a
road network.

4.3 Utilizing Road Hierarchies

In this thesis, unless specified otherwise, a road is equal to an edge, and nodes are
road connectors like a junction, for example. Since the road hierarchy level value
is a road attribute in the edge. How to utilize the road hierarchy concept depends
on how the hierarchies have been defined. But as mentioned in Section 2.1, if the
road hierarchy is built on factors promoting larger and better roads, it will most likely
have freeways as the top in its road hierarchy with small gravel roads at the bottom. A
technique to utilize such a road hierarchy with a search algorithm would be to search
with Dijkstra’s algorithm from the starting node. But once the search finds an edge
of higher road hierarchy level, the search focuses on edges of that road hierarchy
level evaluating their connecting nodes before nodes connected by edges of a lower
level. Effectively directing the search onto higher and higher road hierarchy levels.
If the road hierarchies are designed to shrink in size with each level, this results in
the search space shrinking for each level found. A visual example of such a road
hierarchy can be seen in Figure 8, where the highest level is represented by the black
roads. Once the search starts to get close to the goal node, it allows itself to search
lower road hierarchy levels until it finds the goal node. This technique mimics how
human drivers would tackle the same problem.
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Figure 8: Example of Västra Götaland county’s road network with road hierarchy val-
ues visualized, darker colors signify increased importance.

A human driver would instinctively search his or her way onto larger roads leading to
their target. The highest level would, depending on the distance to target, most likely
be freeways. The next step for the human driver is to turn off the freeways and con-
tinue down to smaller roads until they reach their target. This type of search can, for
example, be implemented with a bidirectional search version of Dijkstra’s algorithm
and, depending on the search space, lower the number of processed nodes signifi-
cantly. A bidirectional search version of Dijkstra’s algorithm also solves the problem
of how to know when the search starts to get close to its goal. The tradeoff with this
technique, for a more effective search, is giving up the guarantee of finding the short-
est path. Correct implementation will find one of the shortest paths, which can be
acceptable if calculation speeds are more important.

5 Related Work

Research specifically focused on the best alternative for route planning heavy traffic
with the prerequisites in the given problem were not found. Research focused on
route planning for heavy vehicles with other prerequisites were found and was used
as inspiration, although the focus was generally so different, it did not contribute
much. There is, however, plenty of research on suggested methods for creating road
hierarchies, evaluations of search algorithms in real road graphs, and comparisons
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on different search algorithms. What follows are papers and algorithms of interest.

5.1 Route Choice Models Using GPS Data

One very interesting paper written by Stephane Hess et al. named Developing ad-
vanced route choice models for heavy goods vehicles using GPS data [9] inspired the
idea to build a search algorithm based on historical traffic data. A preprocessing
phase would incorporate the historical traffic data as road attributes on a road net-
work graph. The search algorithm would then weigh which roads to evaluate first
based on this historical data. The problem with implementing this idea was that it
would take some time before the historical data could be collected, time this thesis
could not afford.

5.2 Energy-Efficient Timely Transportation

In the paper Energy-Efficient Timely Transportation of Long-Haul Heavy-Duty Trucks
authored by Lei Deng et al., an algorithm focused on planing routes that will maxi-
mize fuel efficiency [2]. A fascinating claim they make is that their alternative routes
focused on fuel efficiency are 14-17% better in that regard than the shortest path. To
incorporate a fuel efficiency part a lot more raw data regarding elevation and other
geographical attributes would have to been collected. Sadly they do not address how
they solved the problem with the heavy vehicle not being able to traverse certain
parts of the road network. There is also very sparse information on how time-efficient
each search was.

5.3 Heuristic Hierarchical Approach

During initial research, a most promising suggestion on how to create a variant of
road hierarchies was found in Peter Sanders, and Dominik Schultes’s paper "High-
way Hierarchies Hasten Exact Shortest Path Queries" [12]. Their proposed construc-
tion method is to define a node’s neighborhood size N by calculating the maximum
distance (cost) from node s0. This value is calculated by initiating a standard Dijkstra
search from s0 and stopping it once it has processed H number of nodes. This is re-
peated for all nodes in the graph, and the values generated are stored as an attribute
in the respective node. The next phase is to, from every node, perform another Di-
jkstra search. Nodes are labeled with active or passive, s0 is set to active. Every new
node discovered, and nodes updated with a new lower-cost inherits its parent’s state.
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If a node t is processed with a shortest path, from s1, where |N(s1)\N(t) ∑ 1| it is set
to passive. Once no unprocessed active nodes are left, the search stops.

Next is, from all shortest paths from the nodes on the brim of the search space iden-
tify edges which are to be elevated to the next hierarchial level. edges (u,v) on paths
hs0, ...,u,v, ..., ti where u › N(t) and v › N(s0) are elevated.

The last step is to contract the new subset of the graph, which is only necessary if
it is to be used to obtain a higher level. Contracting, in this case, means creating
shortcut edges, which enables the traversal from one neighborhood to another. This
is achieved by taking the 2-core of the subset and removing the inner nodes of all
lines, a line is a path with inner nodes having a degree of two, replacing them with a
shortcut edge. 2-core of the graph is the maximal vertex induced subgraph, which has
a minimum degree two. Peter Sanders and Dominik Schultes have since refined their
solution in the paper "Engineering Highway Hierarchies" in which a simpler solution
for the shortcut criteria is presented in the form of a contraction parameter c [13].
For a given node u it is bypassed if the number of shortcuts created by bypassing u is
∑ c§ (deg in(u)+deg out(u)).

For finding paths Peter Sanders and Dominik Schultes propose a modified bidirec-
tional search using Dijkstra’s algorithm [13]. Every node in respective forward and
backward search contains the information of cost to get to it, the level of the last
edge traversed to get to it (level of the search), and the remaining neighborhood limit
distance. The algorithm begins with both forward and backward performing a local
Dijkstra search in the H closest nodes, their respective starting neighborhood. If an
edge e (u,v) is encountered, when processing a node u, that leaves the current neigh-
borhood its called an entry point. leaving the neighborhood means that u’s remaining
distance to the neighborhood limit is below the edge’s cost. When such a edge is dis-
covered the current level l will be shifted until u’s neighborhood size is higher than
e’s cost. If e is on a lower level, then the newly reached one is not relaxed. Otherwise,
it is relaxed. labeling v with u’s remaining distance to its neighborhood limit in the
new l. If the core of level l doesn’t include u, its neighborhood size is set to infinity,
which means the search continues until it encounters a node belonging to the core
of l. Once a that happens, the search continues with the encountered core node’s
neighborhood limit, and the search continues as described above. The search only
stops when, as described in 4.2, a shortest path "slower" than previously discovered
is encountered.

A problem with this solution to fit heavy vehicles is the contraction stage. A given
shortcut edge might contain obstacles not traversable by the vehicle being planned
for. This problem is recurring when searching the literature for a solution. An inter-
esting part of this solution is the definition and use of neighborhoods. Given modifi-
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cations, it might be able to generate road hierarchies in such a fashion that a search
algorithm can further decrease the number of nodes searched.

5.4 Transit-Node Routing

Transit-Node Routing is another method that also utilizes the special characteristics
of road networks. The further the intended travel distance is the likelihood increases
of passing roads more important than others for the road network. This hints that the
shortest paths in a given area most likely pass the same few nodes at one point when
leaving their local areas. These nodes are what Bast et al. 2006 calls transit nodes
in their suggested method for finding the shortest path in a road network [1]. The
number of transit nodes in a given road network is surprisingly small, according to
Bast et al. 2006, which results in very few transit nodes being needed even for larger
road networks like the continental US. This assumption or observation is reliant on
the destination being somewhat far from the origin.

Finding the transit nodes is achieved by dividing the road graph into square sections,
also called cells, of some given size. Bast et al. 2006 use 64 x 64, 256 x 256 and 1024
x 1024 as example sizes in their paper. Define the edges that lie on the border for a
given cell C as EC , i.e., one endpoint on each side. From these edges, pick the end-
points with the smaller node id and define the set as VC . Apply the same rule for two
borders, each with a chosen cell radius from C, like 5 and 9, and define them as Vi nner

and Vouter . Given this, the transit nodes closest to C can be defined as the nodes v
from Vi nner , which has the property that they are on some shortest path from VC to
Vouter .

Calculating the transit nodes Bast et al. 2006 suggests a sweep-line algorithm that
sweeps all vertical and horizontal lines in the cell grid. On such a sweep line, all edges
intersecting the line are identified, and a set of vertexes, being endpoints for those
edges, are extracted. From this set, a standard Dijkstra’s algorithm is performed from
each vertex v . The search aims to find all shortest paths to nodes on the border facing
v , vle f t and vr i g ht , of cells that have the attributes of being a certain distance from v .
Bast et al. 2006 gives example values for a vertical scan where nodes on the border of
cells two vertical grid lines away. Along those vertical lines, they also define a height
rule excluding all border nodes being more than two horizontal lines away from the
cell v belongs to. With all the shortest paths from v to vr i g ht and vle f t known, a
full iteration of all potential transit nodes v along the sweep line can be performed.
Nodes v where the distance d(vle f t , v)+d(v, vr i g ht ) is at a minimum is chosen as
transit nodes and associated to the cells housing vle f t and vr i g ht respectively.
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The next step is to compute for every node in the graph its closest transit node. This
data was already calculated in the previous step and can thus easily be stored. This is
followed by a standard all-pairs shortest path computation generating all distances
between all pairs of transit nodes. With this, a shortest path search can be done.
Since the distance to the closest transit node is known for both start and goal and
the shortest path between those two closest transit nodes. The exact path from start
or goal to its closest transit node can be computed exactly by comparing the known
distance and the edge cost step by step.

A given problem with this algorithm is once again the precomputed shortest paths,
which could be different for different types of vehicles. What’s interesting with this
algorithm is the definition of having two cell radiuses with one outer and one inner
border, where the interesting edges are the ones that are on the shortest path on the
inner border leading to the outer border, thus insinuating that those edges are im-
portant for paths leading out of the border areas.

5.5 Reach-based Routing

It is first described by Ron Gutman in his 2004 paper called Reach-based Routing: A
New Approach to Shortest Path Algorithms Optimized for Node Networks [8]. REACH
also utilizes the natural hierarchy of roads in any given network, but instead of rely-
ing on road classifications, Gutman suggests another method and attribute he calls
reach. The reach value is attributed to every node in a graph and is calculated as
follows. A shortest path P = (st ar t , ..., g oal ) with a node v belonging to it gives v
the reach value r (v,P ). Which is the lower value of either the distance from the start
d(st ar t , v) or the distance from the goal d(v, g oal ). Given that v belongs to more
than one shortest path in graph G , v reach value r (v,G) will be the maximum reach
value from the different shortest paths. The reach value indicates how far one can
"reach" from the given node. A high reach value means that the node exists on a long
shortest path stretching in both directions.

This implies that if all reach values for every node is calculated, all possible short-
est paths are also available. For large graphs like the Swedish road network, this is
prohibitively expensive in time and simply not practical. Thus Gutman suggests cal-
culating upper bounds for the reach value instead. The suggested technique is to
calculate nodes with low reach initially, for example, along the Swedish coastline,
with their reach values known they can later be used to calculate nodes with higher
reach. To calculate the reach values, Gutman suggests using partial least-cost path
trees, which are small for nodes with a small reach. When some nodes reach bounds
are known, they can be omitted for the next iteration, this makes the graph smaller
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and enables for larger partial least-cost path trees.

The actual search is done with a modified Dijkstra’s algorithm as a base. The mod-
ifications are minor and can, in its simplest form, be described as a check function
called every time a new node is discovered. The function checks if the node is to
be pruned/ignored for evaluation. For the node to be pruned a lower bound for
the distance metric to the goal vertex is needed, Gutmann suggests using the eu-
clidean distance dE (st ar t , g oal ). If the node meets the criteria d(st ar t , v) > r (v,G)
and dE (v, g oal ) > r (v,G) its pruned from further evaluations. In the context of Dijk-
stra’s algorithm, it is not added to the list of nodes that are up for evaluation.

REACH has potential as a competing method for the routing problem at hand since
it does not precalculate shortest paths that are strictly used later but tries to define
values that indicate whether the target can be found following a specific path. What
speaks against REACH is that multiple sources claim the preprocessing part is pro-
hibitively expensive in real-world implementations [7, 6]. One interesting extra point
of reach is the insinuation that roads once again have a natural hierarchy, which can
be used to predict if they are likely to be useful when searching for a path.

5.6 TruckRouter

As previously mentioned, numerous commercial products exist that offer routing
services for vehicles like trucks. During research for this paper, only one free one
could be found, which only supported North America. Namely, TruckRouter [19],
which also supports a lot of other factors and wishes important for land transport.
Multiple start and stops are also included. Even though this is a tool specialized for
truck drivers with cost calculations included, it is surprising there aren’t any tools for
the RV (recreational vehicle) market readily available. Sadly no information regard-
ing how their product functions and or how their approach to solving the routing
problem was found.

5.7 Other Proposed Solutions

During the literature study of this thesis, many algorithms, including their prepro-
cessing methods, were studied and ultimately deemed not suitable as a solution for
this problem. A common reason for their exclusion was their reliance on precalculat-
ing the shortest path in some fashion. That fact complicates preprocessing for heavy
vehicles. The shortest path can differ depending on the vehicle, and what makes
it even more complicated is when the proposed algorithm prunes all alternatives
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in earlier stages. Some algorithms studied does not support alternative paths, thus
making it impossible to support multiple types of vehicles. Such support would entail
a costly preprocessing for each possible configuration of a heavy vehicle. Since the
possible number of configurations is in the hundreds, it is not realistic. The reason
for the many configurations was discussed in Section 1.

Related work mentioned above is either essential for understanding the basis of many
algorithms, like Dijkstra’s algorithm, or a source of inspiration for a proposed solution
to the problem at hand. During the study, one single alternative to road hierarchies
could not be identified, but, as mentioned in both Highway Hierarchies and Transit-
Node Routing, parts of their preprocessing methods are interesting for generating
road hierarchies.

6 Implemented Solution

A clear alternative to using FRC or road hierarchies could not be found during the
research phase. REACH was the most interesting, initially. However, sources claim-
ing its preprocessing time was not realistic for nightly updates [7, 6] with estimates
in days for preprocessing a graph the size of the Swedish road network made it less
interesting mainly because the algorithm needs to find shortest paths out of every
node. With the most time-consuming version calculating all possible shortest paths.
This shifted the focus to an alternative, modifying Highway Hierarchies preprocess-
ing phase with influences from Transit-Node Routings preprocessing phase to create
road hierarchies. The basic idea is to use Highway Hierarchies neighborhood con-
cept with a fixed radius value H of a certain number of node steps from the starting
node, and this radius can also be seen as a type of border. From Transit-Node Rout-
ing, we can relate this to the inner border, which also is a distance from a given node,
and can thus be called an inner neighborhood border. The inner neighborhood bor-
ders encircled area can be referred to as the local neighborhood. What is interesting
to find is the edges that are on the shortest path out of the local neighborhood/inner
neighborhood border. To know which paths continue away from the local neighbor-
hood, Transit-Node Routings concept of a outer border is used, which can be called
the outer neighborhood border in this context. The outer neighborhood border can
be defined in multiple ways, but testing proved it most straightforward to define it
with the same number of steps used to define the inner border. Enabling the use of
Highway Hierarchies concept of passive and active nodes to create the rule for which
edges are to be selected as promising in a preprocessing run. In this case, the edges
that are connected outbound from the inner border.
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The result is a list of edges that belong to a shortest path leading from the start node
to the outer border, which also fulfills the criteria of being connected to and just out-
side the inner neighborhood border. Doing this iteratively for all nodes in a road
network graph should yield a list of edges that are connected and represent arbitrary
importance to the road network. If the selected edges are then called the next road hi-
erarchy level and used as the base for another iteration, there should be more edges
being pruned. Repeating will prune edges up to a certain level, which is then the
highest/most important level for the road hierarchy.

The overall reasoning for why selecting edges that lie on paths leading away from
the local neighborhood is inspired by the reasoning behind REACH. Roads (edges)
that are on shortest paths that lead out of local regions and onwards are probably
more critical for the overall connectivity of the road network, which can be described
as it has a high probability of turning up on shortest paths queries. If these edges
can be identified, a road hierarchy can be created and utilized as a road hierarchy
implementation with a bidirectional variant of Dijkstra’s algorithm, for example.

In practice, this was achieved by reading a database file with NVDB and FRC data
from long term memory and generating a graph based on said data in RAM. The
graph was usually a representation of Sweden’s road network or subparts of it. To
calculate the paths, a standard Dijkstra’s algorithm was implemented to determine
the shortest paths, placed on top of the search algorithm, the logic for identifying
the borders and selecting the correct nodes for each iteration. Once the calculations
were complete, the data was stored back into the said database file. A given problem
with this approach is memory limitations on RAM for extensive maps or if every edge
contains a lot of data. Preemptive measures taken were stripping NVDB and FRC
data from everything, not directly affecting the calculations.

The road hierarchy values themselves are stored as a numerical value on each edge.
No new data structure is created. A road hierarchy level does not need to be con-
nected. It must, however, enable a search to be able to reach the highest road hier-
archy level from any edge belonging to said hierarchy level. The implemented solu-
tion’s search algorithm utilizes the generated graph with its road hierarchies based
on what was described in Section 4.3. The search is a modified bidirectional Dijk-
stra’s algorithm where each separate search keeps track of what the highest hierarchy
level it encountered so far. Also, each separate search prioritizes the evaluation of
edges belonging to hierarchies on the same level or higher than the highest it found
so far. Thus the search algorithm search space dramatically depends on the size of
each hierarchy level.
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6.1 Alternative Addon For Size Reduction

The sheer number of nodes that have to be processed multiple times in this solu-
tion can be a time sink. The first iteration will take all nodes in the whole graph and
predictably take the longest time out of all the iterations. If the initial iteration can
be speedup, a significant improvement can be reached. A suggestion was to utilize
a portion of the FRC hierarchy levels data. Roads that by FRC are described as low
quality, gravel roads, and similar were to be automatically set to the lowest possible
level in the output graph. This add-on to the solution depends on FRC data, which is
not preferable. However, the levels in FRC in question are rarely or ever the subject
to unexplained level changes that might be attributed to the wish to control the over-
all flow of traffic. This add-on to the main solution was implemented, and features
toggled when result measurements were performed.

There is also another reason to set them to the lowest road hierarchy level. Sweden
has a lot of low-quality forest roads, which has a speed limit well above what a typical
car or truck can handle without damage to the vehicle. Alternatively, at least a signif-
icant toll on the condition. Since shortest paths are calculated based on distance and
speed limits, these roads have the potential to skew the result. With the effect that the
proposed algorithm could potentially promote their importance. When a real driver
probably would gain from driving a more extended route bypassing these stretches.
With this in mind, both preprocessing times and real-world conditions, two types of
preprocessing will be tested. One with all roads are candidates for the first iteration
and a second one with the most low-level roads being forced to the road hierarchy
level of least importance.

7 Method

To get a baseline for various performance measurements, a standard variant of Di-
jkstra’s algorithm was chosen as reference. Since it is guaranteed to find the short-
est path and is relatively simple in its implementation, it is an excellent reference
to compare improvements on. Initial testing was done on subsets of the Swedish
road network graph to ensure its correctness. To test the road hierarchies that were
generated, a bidirectional search variant of Dijkstra’s algorithm was implemented.
The implementation supported both the use of road hierarchies and the absence of
them. The bidirectional variant had a combined stopping criteria of a fixed number
of shortest paths, and if a slower shortest path is found, stop. For much of the per-
formance measurements, the number of unique paths before stopping was set to 10.
Both variants of Dijkstra’s algorithm utilized for a priority queue a simple min-binary
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heap [4], this to speed up the search but not increase its complexity too much.

7.1 Test Suite

Both variants of Dijkstra’s algorithm were incorporated into a larger testing frame-
work, which enabled automated testing of performance and correctness. The basis
for testing performance was to use the standard Dijkstra algorithm as a reference.
Random start and goal nodes are selected, which is run in Dijkstra’s algorithm to get
the shortest paths. With measurements saved being path cost, nodes visited, and
time to completion. These values are then compared to a bidirectional version of
Dijkstra’s algorithm running first on the graph without road hierarchy enabled, and
then road hierarchy with it enabled. Measurements are stored in CSV files for easy
manipulation and further statistical processing. Debugging data was also generated
in CSV files, so it could be studied in a GIS (Geographic Information System) program
called QGIS [11]. Having an easy and quick way to visualize routes was a huge time
saver when debugging small, obscure bugs. An example of the debug viewed in QGIS
can be seen in Figure 9.

Figure 9: Two paths, green and purple, plotted in QGIS to visualize differences for
debugging purposes. Where the two paths differ is easy to find with a graphical visu-
alization.

Correctness testing was done shallowly unless specific bugs appeared prompting a
more in-depth series of tests to be added for a specific part. For specific, more com-
plex bugs manual testing was almost always the standard approach. To ensure com-
pliance with larger and heavier vehicles, a separate dedicated test module was cre-
ated. This module was never run in conjunction with the overall performance tests,
however. Its sole purpose was to verify that the road hierarchies created did not
block traversal for these types of vehicles. Special routes were manually identified

24



7 Method

and tested with multiple parameters enabled. The selection of paths came both from
studying the source data and general knowledge of the road network close to Stock-
holm. The routes were chosen to force the search onto a path that it cannot traverse
due to a hindrance. This was meant to force the search to find alternative paths.
The goal was to test if the road hierarchies allowed for alternative routes. Both the
standard Dijkstra and the bidirectional variant was modified to check for height and
weight limitations. With height and weight set, each search could determine if they
could traverse the edges during the search. Measurements regarding the difference
in travel time between the one using road hierarchies and not were then collected.

7.2 Data Set Structure and Complexity

The data sets provided by Triona were all in the database format SQLite [14]. The
main table contained all the roads for that set. Each entry in the table represents
a stretch of road where all attributes are constant. If a stretch of the road suddenly
gets narrower, speed limit changes, or some obstacle appears, it is regarded as a new
stretch of road. Each entry also contains a from node and to node, no separate list of
nodes exists. Correctness has to be calculated separately or when constructing the
graph from the set.

Having each entry represent a stretch of the road presents a problem, though. Roads
can be traversable in both directions, but they can also be one-way. One-way roads
can be so in either direction seen from a from and to node context. This is solved
with a flag for each entry labeling the road as either ’B’,’TF’, or ’FT’, which in order
translates to ’Both’, ’To From’ and ’From To’. Indicating for example that a FT edge
is traversable from the to node till the from node. This, in conjunction with traversal
cost for each direction, adds up to a complexity prone to minor bugs. So why is it not
simpler with, for example, one edge for each direction and just one traversal value?
The simple answer is because of size limitations. A graph with 2.5 million edges takes
up a significant amount of space, and adding more information should be avoided.

An early suggestion for simplicity was to create the graph where from every node,
only edges traversable forward from that node were visible. This would have made it
so that fewer edges overall were processed, and the code would have been simpler.
This was, however, not feasible when the decision to implement a bidirectional vari-
ant of Dijkstra was determined since the backward search wouldn’t be supported in
such a graph. Thus it was decided to do the calculations regarding traversability for
each edge while searching instead.

This, among other small quirks in the data set, took a lot more time than expected to
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deal with when implementing both the unidirectional and bidirectional variants of
Dijkstra’s algorithm.

7.3 Preprocessing

The implemented solutions preprocessing phase aims to generate a graph containing
road hierarchies that the search algorithm can use to find the shortest paths. The first
thing the preprocessing algorithm does is to build a graph representing Sweden’s road
network. To accomplish this, it needs raw road data which it sources from a table
in a .db file. Once the graph has been created, the algorithm uses it to create road
hierarchies. To accomplish this, it needs a H as input. The H value represents a
radius value used on each node in the calculations. When the algorithm is finished
labeling each edge in the graph with a road hierarchy level, it saves the graph as a
new table in the before mentioned .db file.

The .db file was provided by Triona and contained data based on NVDB. The data in
the .db file from NVDB are general information about the roads like numbers, ids,
names, and neighboring roads. Data added by Triona is traversal times over each
stretch of road. All the starting data is stored in a single table, which is unmodified
during the preprocessing phase. Each entry row represents a stretch of road and is
translated to an edge in the graph during the preprocessing. When the algorithm
writes back the modified graph, it does so in a new table with an almost identical row
signature as the table is read from. The only added value is the row’s road hierarchy
value. The new tables name represents the data it was based on and which H value
was used for creating the road hierarchies in it.

When the algorithm creates the road hierarchies, it divides up the workload on multi-
ple threads for decreased preprocessing time. It does so by assigning a set of nodes to
be processed to each thread. Initially, each thread had its copy of the graph in mem-
ory, but when the graph size increased, it was discovered that the number of threads
was limited by the total memory allocation for the separate graphs. Each graph rep-
resenting Sweden’s road network was in the size of 8-9GB, limiting the number of
threads to two in a 16GB RAM system. Thus in the final version, all threads share a
graph but keep separate lists within the graph so as not to share writeable resources.
The result was a noticeable, slower preprocessing but overall not significant enough
to demand an alternative solution. The number of threads used is automatically set
depending on the number of cores the CPU has.

The actual road hierarchy construction in each thread is accomplished sequentially
processing each node with a modified Dijkstra’s algorithm. The modified Dijkstra’s
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algorithm works as a standard one with the only difference that it has as a goal to
identify the outer and inner neighborhood borders with their affiliated nodes. To
accomplish this, it needs the H as input, which represents a radius in steps from the
start node. The output is a list of nodes marked with an identifier indicating that they
belong to the next road hierarchy level in the graph. The algorithm is repeated on
only the nodes belonging to this next level. It continues repeating only the nodes
belonging to the next level until no more nodes can be pruned.

7.3.1 Search and Node Labeling Algorithm

It begins with the road hierarchy level hl being set to 0, and the main thread marks
all the edges road hierarchy level to the current hl value. It then divides up all nodes
between the available threads. As the threads process the nodes one by one, the main
thread monitors progress and reports on errors if any occurs. Each thread process the
nodes allocated to it and saves selected edges according to the criteria in Section 6.
Specifically, it uses a unidirectional variant of Dijkstra’s algorithm that relies on road
hierarchies. Using a neighborhood radius value H , which defines how many steps
from the starting node, the local neighborhood stretches. It continues as a normal Di-
jkstra’s algorithm until it starts encountering nodes which are on shortest paths 2§H
in length. Followed by the thread identifying edges on said shortest paths and col-
lecting the edges that lie right outside and are connected to the inner neighborhood
border. Only one edge per shortest path is collected. These are marked as neighbor-
hood exit edges and collected.

After each search is completed and the edges have been collected, the treads reset
their changes made to the graph. Once all of the threads allotted nodes have been
processed, it tries to lock a shared resource where it copies all of the collected edges.
Once successful, the thread is done with its task. The main thread collects the results
from the shared resource and calculates which nodes can be pruned for the next it-
eration, only nodes connected to a selected edge is kept. It also marks all selected
edges as belonging to the road hierarchy level hl +1.

For the next iteration, the hl is now 1, and the road hierarchy part of the preprocess-
ing comes into play. It now enforces the Dijkstra not to explore edges that belong
to a road hierarchy level, not matching the current hl value, which is 1. Every itera-
tion increases the hl value and decreases the search space by pruning nodes. It will
reach a point where nothing more can be pruned. Once nothing can be pruned, the
algorithm stops.
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7.4 Consolidating Hierarchy Levels

Since the solution does not have an upper limit on how many road hierarchy levels
it is allowed to generate, it will depend on H value generate more or fewer levels.
The number of edges belonging to each level can vary greatly, and in extreme cases,
a level can be only around a hundred edges. Since each level is meant to direct the
search and decrease the search space, many small levels tend to lure the search. This
results in a tendency to find an edge with a slightly better road hierarchy level fast and
directing the search entirely in that direction. This results in the search not exploring
its previous road hierarchy as long as it would have otherwise. The effect can then
be that an edge only reachable from the previous road hierarchy level belonged to a
shorter path than the one the search found first. That risk often exists with this type
of search, but the risk increases with many small levels.

To counter this effect, consolidation of road hierarchy levels was implemented. Mul-
tiple adjacent road hierarchy levels were consolidated as the number of resulting lev-
els can be varied to yield the best performance for the given H value. In general,
though letting the search continue longer in its current area proved to be more effi-
cient for overall performance.

8 Results

Implementation was done in the language C#, and all measurements were performed
on an Intel i7 6700K@4,2GHz CPU with a RAM ceiling of 16GB. Preprocessing and
performance measurements were both performed on a graph representing the whole
of Sweden’s road network consisting of 2396387 nodes and 2635122 edges. The results
are divided into preprocessing times and search times on the resulting graphs. All
measurements were repeated multiple times. The measurements with the longest
runtimes were repeated 2-3 times, due to the long runtimes and some instability in
the computer running the measurements. The instability resulted in crashes and
thus ruining the measurements. Other measurements with shorter runtimes were
repeated on average seven times.

8.1 Preprocessing

For simplicity, the preprocessing measurements were performed utilizing as many
threads as appropriate to the CPU core count. With the last collecting measurements
on health, progress, and status on the other threads. Seen in Table 1 is the results
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from the preprocessing using the solution from Section 6. The preprocessing results
for the implemented solution have two variants with one utilizing the speedup sug-
gestion from Section 6.1 and the other one not. The speedup variant entailed fetch-
ing some data from FRC regarding their lowest hierarchy levels, the least important
roads. Then forcing those roads to the lowest hierarchy level at the preprocessing
start and thus excluding them from further calculations. This gives the preprocess-
ing algorithm fewer nodes to process and thus lowering the runtime. The two dif-
ferent preprocessing variant results are prefixed standard and speedup, with speedup
indicating the use of the suggestions from Section 6.1.

Table 1: Time and road hierarchy levels generated from the standard variant of the
preprocessing.

Neighborhood Radius
(H)

Road Hierarchy
Levels Generated

Time Taken
(Minutes)

5 67 16
10 31 21
15 20 29
20 15 46
25 17 69
30 21 108
50 17 345
75 11 722

The preprocessing times can be seen to increase very sharply as predicted. The times
are plotted in Figure 10. Memory usage is at around 8-9GB and was not observed
to fluctuate much between runs. This is due to the graph is what takes up the main
chunk of memory with each thread’s memory usage only increasing a little when in-
creasing the neighborhood size.
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Figure 10: Plot showing the results from Table 1.

The times for the higher neighborhood values are on the limit of being too high for
nightly updates. No definite time limit for nightly updates was set, but other opera-
tions than the preprocessing shown here are likely needed for a routing service. Seen
below in Table 2 is the preprocessing times for the speedup variant which utilizes
some of the data from FRC, as mentioned in Section 6.1 and in the beginning of this
section.

Table 2: Times and road hierarchy levels generated from the speedup variant of the
preprocessing.

Neighborhood Radius
(H)

Road Hierarchy
Levels Generated

Time Taken
(Minutes)

5 92 8
10 43 8
15 28 11
20 22 14
25 18 17
30 19 25
50 15 46
75 11 74

100 13 120
200 11 353
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As can be seen in Table 2, the times improve significantly, which were to be expected.
About two million edges are forced to the lowest level. This dramatically decreases
the nodes needed to be visited. Since fewer nodes need to be visited, it was possible
to consider larger neighborhood sizes. Table 2 includes the results for neighborhood
sizes of 100 and 200.
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Figure 11: Plot showing a comparison of the results from Table 1(red) and Table
2(blue).

As seen in Figure 11, the reduced number of nodes in the first iteration of the speedup
variant enables a larger neighborhood size before reaching the same time as the stan-
dard variant. As the neighborhood size gets larger, the number of nodes visited for
each search greatly increases. Also adding more complexity to deciding which node
to be visited for each step. This increase eventually cancels out the time gained from
having fewer nodes visited in the first iteration of the speedup variant. As previously
mentioned, the exact size of every level is not interesting since they are subject to be
consolidated into a larger level when performing the searches. There is, however, of
interest to see how large the last level is, the level of most importance. The last level
gives an indication of how large the search space will be for searches that has a start
and stop at a significant distance from each other. This impacts search times since
measurements showed that, on average, out of all edges traversed during a search, at
most, a couple of percents were on another level other than the top one. For searches
across long distances, like the length of Sweden, only 0.01% of all edges traversed
were not at the top level. If the search start and stops are extremely close, the num-
bers become more random, but then limiting the search space does not improve per-
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formance realistically that much.

Table 3: Comparison of top-level sizes for both variants.
Neighborhood Radius

(H)
Standard
(Edges)

Speedup
(Edges) % Speedup

St and ar d

5 922 658 511 152 55%
10 762 873 489 001 64%
15 670 886 462 750 68%
20 603 506 435 316 72%
25 550 398 412 251 74%
30 504 699 385 874 76%
50 375 039 307 313 81%
75 283 318 245 765 86%

100 N/A 198 352 N/A
200 N/A 97 952 N/A

There is a clear pattern that the larger neighborhood size, the smaller the top hier-
archical level becomes. This can be seen in Table 3. What’s interesting is that the
inverse can be seen for the lowest hierarchical level. This can be seen in Table 4 and
that the increase of the lowest level is larger than for the top level, in general.

Table 4: Comparison of the bottom level sizes for both variants.
Neighborhood radius

(H)
Standard
(Edges)

Speedup
(Edges) % Speedup

St and ar d

5 1 431 160 2 059 148 143%
10 1 700 401 2 059 148 121%
15 1 822 160 2 059 148 113%
20 1 898 103 2 059 148 108%
25 1 954 457 2 059 148 105%
30 2 000 077 2 059 148 102%
50 2 130 374 2 059 148 96%
75 2 235 895 2 059 148 92%

Not measured but observed during the development was the gains from threading
the implemented solution. As expected, there is overhead when threading and di-
viding the work in X parts did not yield a speedup on the scale of X times. It did,
however, with the threads available, yield an ever-increasing and significant perfor-
mance boost.
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8.2 Search Performance

As mentioned, the many layers generated by the preprocessing phase needed to be
consolidated into fewer layers to enable effective searches. During testing, it proved
most efficient to consolidate levels into roughly 3-6 levels depending on neighbor-
hood radius used. In the results below, the combinations of level consolidation that
performed the best for each graph were used. Figure 12, one can see an example of
the graph where the levels have been consolidated into only three levels.

Figure 12: Example graph showing the result of consolidating levels. Black being of
most importance, followed by red and lastly yellow.

For the performance measurements, 1000 randomized start and goal nodes were se-
lected. The standard variant of Dijkstra’s algorithm runs first and sets a baseline fol-
lowed by the comparison algorithm. Accuracy is defined as how close the compari-
son algorithm came to the baseline results timewise. To get a perspective of what is
considered a good result, if a result states a decrease of around 0.90 (fraction), that
equals going from 2 minutes to 12 seconds. That is a significant improvement and is
considered very good in this report.

Table 5: Comparison of Dijkstra’s algorithm to a bidirectional variant of Dijkstra’s al-
gorithm.

Accuracy Difference
(Fraction)

Nodes Visited Difference
(Fraction)

Time Taken Difference
(Fraction)

0 -0.322 -0.279
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Table 6: Comparison of Dijkstra’s algorithm to a bidirectional variant of Dijkstra’s al-
gorithm using road hierarchy with values from FRC.

Accuracy Difference
(Fraction)

Nodes Visited Difference
(Fraction)

Time Taken Difference
(Fraction)

0.029 -0.954 -0.968

Table 5 shows the standard variant of Dijkstra’s algorithm compared to its bidirec-
tional counterpart. The performance gains are not that big on average but still sig-
nificant, which arguably excuses the added complexity of the bidirectional variant.
In Section 4.2, it was discussed whether the branching factor of a road network, in
this case, Sweden’s, would impact the performance. Arguments against a significant
improvement from that section seem to hold. Comparing the results to Table 6 shows
how much there is to gain in the use of road hierarchies. The speedup is significant
and follows the number of nodes evaluated. There is, however, a decrease in accuracy
which is one of the drawbacks of using road hierarchies.

Table 7: Comparison of Dijkstra’s algorithm to a bidirectional variant of Dijkstra’s al-
gorithm using road hierarchies with values from the standard variant of the prepro-
cessing and consolidated.

Neighborhood radius
(H)

Road Hierarchy
Levels Used

Accuracy
Difference (Fraction)

Nodes Visited
Difference
(Fraction)

Time Taken
Difference
(Fraction)

5 3 0 -0.739 -0.725
10 4 0 -0.779 -0.779
15 6 0.001 -0.805 -0.796
20 3 0.001 -0.822 -0.839
25 3 0.002 -0.836 -0.852
30 4 0.002 -0.850 -0.858
50 3 0.009 -0.856 -0.874
75 3 0.019 -0.906 -0.926

The performance measurements, when comparing the standard variant of the im-
plemented solutions algorithm, seen in Table 7, show improvements better than not
using road hierarchies but not on the same level as using FRC values. There is a def-
inite improvement in speed, and fewer nodes expanded with higher neighborhood
radiuses. The accuracy decrease doesn’t drop as much as when using FRC values, but
on the other hand, it doesn’t reach the speedup FRC showed. Higher neighborhood
radiuses might match FRC, but since 75 is the highest radius that fits the criteria for
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this report, this is unknown.

Table 8: Comparison of Dijkstra’s algorithm to a bidirectional variant of Dijkstra’s al-
gorithm using road hierarchies with values from the speedup variant of the prepro-
cessing and consolidated.

Neighborhood radius
(H)

Road Hierarchy
Levels Used

Accuracy Difference
(Fraction)

Nodes Visited
Difference
(Fraction)

Time Taken
Difference
(Fraction)

5 3 0.005 -0.846 -0.865
10 3 0.005 -0.853 -0.871
15 4 0.006 -0.860 -0.884
20 3 0.006 -0.868 -0.892
25 6 0.007 -0.875 -0.897
30 4 0.008 -0.883 -0.902
50 3 0.015 -0.905 -0.921
75 3 0.022 -0.901 -0.922

100 4 0.033 -0.933 -0.956
200 6 0.081 -0.962 -0.975

The speedup variant of the implemented solution, seen in Table 8, has overall a lower
accuracy for the same neighborhood radius. The difference is, however, small and
once again in a real-life scenario not significant. The speedup is also comparable
but a little higher overall. The pattern is once again that higher neighborhood radius
equals lower accuracy, fewer nodes visited, and higher speedup.
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Figure 13: Plot showing the increased inaccuracy when the neighborhood size in-
creases, visualized by the percentage of routes with higher than 5% in inaccuracy.
Blue represents test routes which used the road hierarchy valuNeighborhoodtandard
variant of the implemented solution, red shows the speedup variant and green FRC.
Neighborhood size does not apply to FRC, which makes it appear as a flatline.

8.3 Visual Results

Comparing the implemented solution to FRC with just performance values gives a
good overall picture of the difference. When developing and testing the implemented
solution, a lot of visual inspection was also done to observe the difference when
tweaking different factors. Since it is not practical to give a large scale visual com-
parison, what follows is a comparison of the same geographical location, as seen in
Figure 2.

36



8 Results

Figure 14: Result generated with a neighborhood value of 5. The levels have been
consolidated into three levels with the most important one having the color code
black, followed in importance and color by red and then orange.

Figure 15: Result generated with a neighborhood value of 15. The levels have been
consolidated into three levels with the most important one having the color code
black, followed in importance and color by red and then orange.
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Figure 16: Result generated with a neighborhood value of 25. The levels have been
consolidated into three levels with the most important one having the color code
black, followed in importance and color by red and then orange.

Figure 17: Result generated with a neighborhood value of 100. The levels have been
consolidated into three levels with the most important one having the color code
black, followed in importance and color by red and then orange.
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Figure 18: FRC data visualized in the same way for comparison. Hierarchy levels are
ordered by importance with the level of most important having the darkest color,
followed by the second darkest and so forth.

9 Discussion

• FRC is a commercial product with road hierarchies generated by sourcing road
data from the roads caretaker. The data is matched against certain criteria and
results in a hierarchical level.

• Standard variant uses road data based on NVDB, and the implemented solu-
tion from this thesis generates road hierarchies.

• Speedup variant also uses road data based on NVDB and some data from FRC.
The data used from FRC is which roads it classifies as the lowest ones. Those
are set as the lowest for the speedup variant and excluded from the automatic
hierarchical generation in the implemented solution.

When comparing the FRC results with the standard and speedup variant, which was
described in Section 6.1 of the implemented solution, it is clear that FRC performs
better when search times are compared. The speedup variant with a neighborhood
radius of 100 is the closest to match FRC while slower and with lower accuracy. Higher
neighborhood radiuses seem to decrease the accuracy overall with the speedup vari-
ant. The 200 variant matched the FRC variant in the time taken performance but
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reported accuracy levels, which could indicate certain routes being very inefficient.
There is a clear correlation between accuracy, nodes visited, and the time is taken, as
can be seen in Table 7 and 8. Time taken decreases with fewer nodes being visited,
and accuracy also decreases. This is most likely due to the shortest path containing
edges that are pruned when the search switches hierarchical level. The sharp drop in
accuracy between the neighborhood radius 100 and 200 in the speedup variant can
thus most likely be attributed to the sharp decrease in size of the top-level between
those versions.

The fact that the standard variant of the preprocessing improves in performance very
sharply can most likely be attributed to the significant changes in its top and bottom
level sizes seen in Tables 3 and 4. For the standard variant, the top-level decreases
steadily, and the bottom level increases. On the other hand, the speedup variants’
bottom level is constant, with the top-level only decreasing. This could attribute
to the more timid increase in performance for the speedup variant. Comparing the
speedup variant and the standard one, its interesting to see how the standard one
catches up to the speedup one at neighborhood radius 75 while still maintaining
higher accuracy. Overall the standard variant has a steady performance increase with
its accuracy degrading slower than the speedup variant. The speedup variant, how-
ever, outperforms the standard one in nodes visited and time taken consequently for
all neighborhood radiuses except 75. It also outperforms the standard variant in all
preprocessing times, with a good margin.

Plot 13 correlates with the accuracy figures seen in Table 7 and 8. It also shows more
clearly that the inaccuracy for the larger neighborhood sizes will potentially be so
big that it will be noticeable for the user. 5% on the hour is only 3 minutes, which
might slip by unnoticed, but the graph shows that for the highest neighborhood size,
at least one-third of routes will have the potential to be off by 3min or more. An
interesting observation here is that the speedup variant of the implemented solution
when using a neighborhood size of 100 is almost on par with FRC, which is seen on
other measurements also.

When visualizing the result, there are some interesting expected and unexpected re-
sults. The visual result when changing the neighborhood sizes can be seen in Figure
14-17 with a final comparison to FRC included in Figure 18. What can be seen is that
with smaller neighborhood sizes, it classifies many roads as being very important,
which also was expected. With larger neighborhood sizes, it starts to classify fewer
and fewer roads as most important. In the figures, the most important roads are
freeways and roads connecting to a freeway, when the neighborhood sizes increase
the freeways remain most important with the roads connecting decreasing in impor-
tance. What was unexpected was that depending on neighborhood size, it could in-
crease the importance of roads that on smaller neighborhood sizes were lower. This
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increase, when observed, was only from to lowest to medium importance.

During the performance measurements, there was also noted that the bidirectional
variant of Dijkstra’s algorithm using road hierarchies could fail in its searches. FRC is
described in its documentation, not to allow a stretch of road segments, of a certain
road hierarchy, to be surrounded by roads of lower road hierarchy level, that if higher
road hierarchies exist in the overall graph. Roads should always lead to higher road
hierarchies if they exist. In the preprocessing, there was also noted that the resulting
graphs did not always fulfill this criterion either. This resulted in that the search could
find a higher road hierarchy, which does not lead to anything but to lower road hier-
archies effectively stalling the search since it is not allowed to evaluate lower levels
once a higher has been found. Thus to mitigate failures, a modification was added,
which allows the forward or backward search to search lower levels if the alternative
is to declare failure. In short, if either forward or backward is not on the top layer and
cannot find any more nodes to evaluate. It is to decrease the hierarchial search level
and continue its search until it once again finds a higher level. To put a perspective
on the size of this problem, it manifested itself in roughly 1% of the random searches
performed.

The speedup variant of the preprocessing proved to, as expected, be much faster than
the standard one. However, the problem of relying on FRC remains, one of the objec-
tives initially was to remove such dependencies in a solution. It is stated in Section 6.1
that changes to roads belonging to these hierarchical levels are rarely affected by the
wish to control the flow of traffic. This still does not exclude them from mislabeling
by updates to the FRC, which also was stated as a problem with relying on external
sources. This makes the use of the speedup technique troublesome. There is also the
possibility of a mislabelling of a road in FRC that should have a much higher hierar-
chical level. The effect of such an event could have an unforeseen ripple effect in its
vicinity if evaluated by the implemented solution. The use of the speedup technique
thus might call for added manual control of the source data, going through changel-
ogs and manual testing. Resulting in a portion of the time saved being spent on those
types of checks.

A faster CPU, and to some extent, faster or more RAM, would decrease processing
times. The observations during the development of the significant decrease in pre-
processing time when utilizing threads indicate that with a more modern CPU, fur-
ther improvements in preprocessing times can easily be achieved. CPUs with up to
16 threads are, as of writing this, readily available for prices which are in a commer-
cial aspect relatively low. When the threads did not share memory space, there was
a performance boost, not as significant as the actual threading, but still noticeable.
This was never explored fully due to the simple fact that 16GB of RAM was not nearly
enough to accommodate seven graph objects, each representing the Swedish road
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network. Still, RAM fluctuates in price, and in a commercial aspect, it could be worth
separating the memory space for each thread over multiple RAM modules.

10 Conclusions

The implemented solution works, and at higher neighborhood radiuses, its perfor-
mance is satisfactory. The standard variant of the solution does not reach the same
speeds as FRC does, which can be seen when comparing Table 6 and 7. However,
the standard variant of the solution is fairly close to FRC, and with more work, it has
the potential to perform just as well. At lower neighborhood radiuses, the prepro-
cessing does generate the highest and lowest levels, which affect the search perfor-
mance negatively, with the only upside being that the searches become more accu-
rate. The big problem right now is the preprocessing times required for the higher
neighborhood radiuses, better hardware, and more fine-tuning has the potential to
decrease this, however. The speedup variant does solve the preprocessing times up to
a limit. However, it puts reliance on FRC, which defeats one of the goals of an alterna-
tive, namely not being dependent on external sources for, in this case, road hierarchy
classifications. The standard variant of the solution still shows that it is possible algo-
rithmically to create road hierarchies that can function up to and almost on par with
the more cumbersome alternative of sourcing data from multiple sources and con-
structing road hierarchies from them. This alternative thus eliminates the possibility
of roads being mislabeled in a road hierarchy context.

There were some modifications needed for the bidirectional variant of Dijkstra’s al-
gorithm to successfully work with both FRC values and with the values from the im-
plemented solution found in Section 6. Adapting it for checking and reacting to road
hierarchy levels. There is still the potential that more minor modifications and tweaks
can further improve on the performance presented in this thesis.

The implemented solution does work with heavier and larger vehicles compared to
standard road cars, and its performance is close to FRC, which was the best alter-
native found for this thesis. FRC is used and is designed for commercial use, which
indicates that the implemented solution in this thesis has the potential to be used in
such an environment. The preprocessing times are ultimately heavily reliant on the
hardware available, making preprocessing times likely to be lower if implemented
for commercial use. For the given problem at hand, the implemented solution in this
thesis is a worthy alternative worth exploring.
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11 Future Work

There are improvements to be done to speed up both the bidirectional variant and
the unidirectional one. However, it is unknown if they would benefit equally and
thus, in comparison, not differ that much. The way that the source data is struc-
tured when constructed in the implementation might not be optimal in hindsight.
Especially the way the implementation handles the way edge direction is interpreted,
which was discussed in Section 7.2.

Investigating if Transit-Node Routings preprocessing method and idea could be mod-
ified to generate road hierarchies or to accommodate larger vehicles was initially
planned if time permitted. One idea was to utilize the transit nodes to determine
important roads and create road hierarchies from them. This, though, was never
fleshed out enough to enable implementation and testing. It would have been inter-
esting to investigate this alternative. Further, there are, however, numerous question
marks on how to handle hinders and especially how to determine how to connect the
transit nodes.

To do a full implementation of REACH and evaluate its performance would also have
been interesting, the statements that its preprocessing is far to slow to be practical
is what excluded it from this project [7, 6]. However, computer power increases over
time, and evaluating it with modern hardware might have proven other than reports
stated. It is this uncertainty that makes it interesting for further research. Also, there
are modifications to the original algorithms that provide speedups that might be in-
teresting for this context. The ones found were, however, reliant on precalculated
shortest paths, which made it unsuitable for this thesis.

The standard variant of the solution in this thesis has multiple factors that, with
further tweaking, could improve performance, especially how to optimize the rela-
tions between inner and outer border sizes. Reducing the outer border might reduce
preprocessing time with no significant impact on later search performance. Hav-
ing a subroutine which determines if a node previously evaluated neighborhood has
changed anything from the previous iteration could also enable it not to reevaluate
unnecessarily. This has the potential to substantially increase the performance once
the iterations have reached a state where only a few nodes are weeded out between
iterations.

The was some brief experimentation with having a naive selection of the absolute
top layer. This naive selection was to be made after all road hierarchy levels were
generated and would be decided by the speed limit of the roads. For example, tak-
ing all roads with a speed limit exceeding 100kph and putting them on this top layer.
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The effect was thought to connect all freeways in Sweden at a minimal top level. The
reason this was not explored more was that it was discovered more than often free-
ways end or have a decrease in speed limit close to cities. Creating a top-level of
roads connecting cities but, in some cases, not allowing further traversal to cities be-
yond. Without modifications to the bidirectional variant of Dijkstra’s algorithm, this
resulted in multiple failures when searching for the shortest paths. More work on this
naive implementation could yield exciting results if a way to connect the freeways ef-
fectively could be achieved.

44



References

References
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