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Abstract

Cooperative needs play a critical role in the organisation of natural systems
of communications. A number of recent studies in multi-agent reinforcement
learning have established that artificial intelligence agents are similarly able to
develop functional communication when required to complete a cooperative task.
This thesis studies the emergence of communication in reinforcement learning
agents, using a custom card game environment as a test-bed. Two contrasting
approaches encompassing continuous and discrete modes of communication
were appraised experimentally. Based on the average game completion rate,
the agents provisioned with a continuous communication channel consistently
exceed the no-communication baseline. A qualitative analysis of the agents’
behavioural strategies reveals a clearly defined communication protocol as well
as the deployment of playing tactics unseen in the baseline agents. On the
other hand, the agents equipped with the discrete channel fail to learn to utilise
it effectively, ultimately showing no improvement from the baseline.
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1. Introduction

The field of computational linguistics in its current state is dominated by commercial
and practical applications that aim to strengthen the link between computers and
natural language on a global scale. Nevertheless, the abundance of available tools and
resources had spurred research in areas that are yet to acquire mainstream appeal or
present themselves as commercially viable. For now, those continue to prove their
usefulness by offering unique perspectives on topical problems and challenges in
language technology.

More concretely, the present-day paradigm in natural language processing (NLP) is
to treat the diverse array of problems comprising it as supervised learning tasks. For
instance, supervised text-based and speech dialogue systems (chatbots) have become
near-ubiquitous in the last decade, coming to be remarkably proficient at carrying
a coherent conversation in natural language for extended periods of time (Mnasri,
2019). Notwithstanding, data-driven methods have a major downside in that they do
“not convey the functional meaning of language, grounding ... compositionality ... or
aspects of planning” (Kottur et al., 2017). Reinforcement learning (RL) techniques
can be employed to mitigate these shortcomings by exposing chatbots to the more
interactive aspects of communication, e.g. rewarding them for generating human-like
responses without revealing what those responses should look like (Cuayahuitl et al.,
2019).

One specialised branch of RL concerns itself with enquiring into the types of
communication that emerge between AI agents working on a task which requires
coordination with no anterior grounding in natural—or any other—language. The
work conducted thus far veritably shows that by drawing parallels between artificial
communication protocols and natural language phenomena, one can, within reason,
expect to confirm existing intuitions or discover more about the fundamentals
underpinning human language.

1.1. Purpose

The principal purpose of this thesis is to explore the notion that meaningful commu-
nication is shaped by the subject’s immediate environment and through interaction
with other entities that inhabit it. This builds on the premise that “linguistic prac-
tices ... are continuously evolved and developed to accommodate local coordinative
needs” (Fusaroli and Tylén, 2012). Using reinforcement learning as the experimental
framework, the degree to which this hypothesis holds in a setting consisting of
multiple RL agents is tested. Two agents are tasked with playing a cooperative card
game with partially observable states and learn behavioural strategies that maximise
their chances of completing the game. Each agent is outfitted with a ‘linguistic’
channel utilised to exchange messages containing encoded information about agents’
respective private observations, which must then be decoded and interpreted by the
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receiving agent to take a better-informed action at each step of the game. It must
be stressed that the agents are tabula rasa: they do not have an in-built knowledge
of the game rules nor its underlying concepts (such as numerical ordering).
The game is a useful proxy for multiple reasons: the environmental complexity

is easily regulated by the in-game parameters; it has a simple and unambiguous
goal against which the performance can be measured; the game-play sequences are
easy to investigate for learned behaviours and playing tactics. Most importantly,
the observations can potentially be encoded in any number of ways, allowing for a
flexible approach to experimentation.
The main research questions the thesis poses are:

• Does communication improve coordination in simultaneous-action multi-agent
(MA) environments?

• Which sorts of behaviours are exhibited by the acting agents?

• Can the resulting communication protocol be interpreted by a human?

1.2. Outline

The thesis is structured as following. Chapter 2 offers a comprehensive overview of
RL, the recent trends, and the algorithms leveraged to carry out the experiments.
Chapter 3 focuses on previous work conducted in the area of emergent communication
in multi-agent reinforcement learning (MARL). Chapter 4 describes the experimental
set-up, walking through the environment, methodology, and implementation details.
Results are presented in Chapter 5, followed by evaluation and in-depth discussion
in Chapter 6.
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2. Background

This chapter introduces and formalises the learning objective at the core of an
archetypal RL problem, defining key terms and concepts used throughout the thesis,
as well as introducing the common RL algorithms. Subsequently, the discussion
zeroes in on the point of intersection between RL and artificial neural networks: deep
reinforcement learning (DRL) and multi-agent reinforcement learning (MARL).

2.1. Reinforcement Learning (RL)

RL is an area of machine learning wherein an acting agent learns to interact with its
environment through feedback received in the form of positive and negative scalar
rewards for actions taken at every time-step of an episode (for illustrative purposes,
an episode in this sense denotes a series of state transitions culminating in a terminal
state). In each episode, the agent seeks to maximise its expectation of the cumulative
future reward by optimising its policy c—a mapping from observations to actions
selected by the agent to navigate the environment.

RL differs from supervised and unsupervised machine learning in that it relies on
sequential decision making (Sutton and Barto, 1998). Given the current input and
some decision with respect to the input, the next input is inextricably linked to that
decision; otherwise speaking, the input sequence is generated on-line. In supervised
and unsupervised machine learning, decisions about the current input do not affect
what data will be seen in the future. Due to its distinctive properties, RL has been
successfully employed in robotics, virtual resource management, traffic light control,
advertising, and games (Arulkumaran et al., 2017).
Most RL problems can be generalised as a Markov decision process (MDP)

(Bellman, 1957). In its bare-bones variant, an MDP can be fully modelled with
a 5-element tuple ((,�, %, ',W). ( is a set of all possible states in the environment
and � a set of actions, where �B specifies the actions an agent can take from state
B ∈ ( . % is a transition function ( ×� × ( → [0, 1] that defines how the environment
changes from time-step C to C + 1 and otherwise can be written as BC+1 ∼ % (BC , 0 ∈ �BC ).
Similarly, ' is a reward function ( ×� × ( → ℝ (or AC+1 = '(BC , 0C , BC+1)). W ∈ (0, 1] is
a discount parameter regulating the agent’s preference of immediate over long-term
rewards.
The cumulative future reward, or the return, at any time-step can hence be

reformulated as �C =
∑)−1
:=0 W

:AC+:+1. In most applied scenarios, however, the agent does
not have access to a complete model of environment dynamics, thereby necessitating
a need for a value function. This function informs the agent on how advantageous
it is to be in any given state and directly influences its policy. The state-value
function +c (B) calculates the expected return when starting in state B and following
the learned policy thereafter

+c (B) = E[� |B] (2.1)
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Figure 2.1.: A high-level schema of a single-agent learning loop

while action-value function does the same for state-action pairs

&c (B, 0) = E[� |B, 0] (2.2)

The values generated by the action-value function are conventionally called Q-
values and, being of critical nature to this thesis, henceforth will be the sole focus of
the section. Q-values are updated iteratively with the aid of the Bellman equation
(Bellman, 1957), the recursive properties of which eliminate the need to average
over countless episodes to obtain accurate return estimates for every state-action
pair—an intractable option for environments with large state and action spaces.

&c (BC , 0C ) = AC+1 + W&c (BC+1, 0C+1) (2.3)

The equation lends itself to an elegant interpretation: the expected return for the
pair BC , 0C is the reward observed at time-step C + 1, plus the expected return of being
in state BC+1 and acting in compliance with the policy from then on. Normally, the
policy is designed to be n-greedy : the agent selects an action with the highest Q-value
0 = argmax0&c (B, 0) with the probability 1− n or acts randomly with the probability
of n. n is set to a value close to 1 in the beginning of the training process to encourage
exploration and gradually annealed toward 0 as the agent becomes more familiar
with the system’s dynamics and can act entirely greedily by choosing actions with
the highest prospective returns.

The Bellman equation forms the basis of two important RL algorithms, SARSA
(Rummery and Niranjan, 1994; Sutton and Barto, 1998)

&c (BC , 0C ) = &c (BC , 0C ) + U [AC+1 + W&c (BC+1, 0C+1) −&c (BC , 0C )] (2.4)

and Q-Learning (Watkins and Dayan, 1992)

&c (BC , 0C ) = &c (BC , 0C ) + U [AC+1 + W max
0
&c (BC+1, 0) −&c (BC , 0C )] (2.5)
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Both compute the difference between the old and the newly predicted Q-values,
scaled by the learning rate U ∈ (0, 1] to update the existing estimate. The training
loop can be encapsulated in four steps:

1. Take action 0C in state BC

2. Observe BC+1, AC+1

3. Update &c (BC , 0C )

4. Set BC → BC+1

The chief difference lies in how the Q-value for BC+1 is extracted. SARSA is an
on-policy algorithm, always picking the action in accordance with the policy being
followed; Q-Learning is off-policy, which steers the update toward what it is perceived
as the best possible action given BC+1, regardless of the policy. It is important to note
that the Q-values retrieved at BC+1 during the update are non-binding: the actions
used to traverse the environment are always drawn from the policy at the current
time-step.

2.2. Deep Reinforcement Learning (DRL)

2.2.1. Deep Q-Learning

The Q-Learning algorithm was re-contextualised in the setting of deep learning in
Mnih et al. (2013) which employs Atari 2600 games as the agent’s learning domain.
The novel Deep Q-Learning (DQN) approach presented by the authors enabled
the agent to achieve human-level performance in half of the 50 games it was tasked
with playing, as seen in the the follow-up paper (Mnih et al., 2015). DQN’s most
salient contribution is the innovative use of deep neural networks to generalise over
unseen states by approximating their Q-values with a non-linear function, which is
of an invaluable utility for environments with a great quantity of unique states.
In traditional RL, the Q-values can be approximated with a differential (usu-

ally linear) function when the state-action space is too large to be handled by the
tabular methods discussed in Section 2.1 (Sutton and Barto, 1998). This, much
like other non-neural network-based machine learning algorithms, requires carefully
hand-crafted features for efficient learning to take place. Neural networks circum-
vent this requirement by iteratively identifying useful features directly from inputs.
Additionally, the support of GPU-accelerated learning can markedly reduce model
training times.

The DQN network is parameterised by \ , a collection of weights and biases updated
iteratively every time-step. The Q-values for any state-action pair can therefore be
expressed as & (B, 0;\ ). At each time-step, a forward pass through the network outputs
the Q-values of the actions available to the agent from the current state BC . Acting
n-greedily, the agent transitions to BC+1, collecting the reward AC+1. Following the
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Q-Learning paradigm, an update to the network is calculated by and backpropagated
from the loss function:

!(\ ) = (AC+1 + W max
0
& (BC+1, 0;\ )︸                          ︷︷                          ︸

update target

− & (BC , 0C ;\ ))2 (2.6)

\ = \ − U∇\!(\ ) (2.7)

Since the network processes the state inputs sequentially, it is liable to quickly
forget important particulars about the environment learned from older inputs. To
combat this issue and break up the correlation in data, DQN relies on experience
replay. Each observation tuple 4C = (BC , 0C , AC+1, BC+1) is stored in a data-set D, and
instead of reading in the inputs in the original order, an =-sized batch of observations
is sampled randomly from D to serve as training data when performing the update.

Another technique availed of to mitigate the effects of DQN’s short-sightedness is
the use of a target network. A separate Q-network is initialised with parameters
\−, a deep copy of \ . Q-values returned by \ are referred to by the agent to decide
on the action, while \− supplies the main network with update targets. Every �
steps, \− is synchronised with \ . This insures an increased stationarity of the update
target. Reflecting these changes, the loss function becomes:

!(\ ) = E4∼D
[
(AC+1 + W max

0
& (BC+1, 0;\−) − & (BC , 0C ;\ ))2

]
(2.8)

2.2.2. Policy Gradients

Alternative to approximating action-state values to recover an 0A6<0G-driven deter-
ministic policy, deep learning also allows for a stochastic approach embodied by the
family of algorithms collectively known as policy gradients. Foregoing Q-values,
the policy c\ is instead defined by action selection probabilities

∑
0∈�B

c\ (0 |B) = 1 for
each state input. The pioneering work on the REINFORCE algorithm (Williams,
1992) sheds light on the operating principles of policy gradient methods. The learning
objective of REINFORCE is to maximise the expected return � of a sampled trajec-
tory gc\ = BC , 0C , AC+1, BC+1, 0C+1, AC+2...B)−1, 0)−1, A) , B) where ) is the terminal time-step:

* (\ ) = max
\

E [� (g) |c\ ] (2.9)

The policy is optimised directly by taking the gradient of the objective with respect
to the policy’s parameters:

\ = \ + U∇\* (\ ) (2.10)

In REINFORCE, the policy gradient looks like:

∇\* (\ ) =
)∑
C=1

�C∇ log c\ (0C |BC ) (2.11)

Breaking the gradient down, the estimated return at every time-step C in g is
weighted by the logarithmic probability of having taken action 0C in state BC . Intuitively,
following the gradient ascent step, the likelihood of selecting the action that led to a
positive return is increased in the future, and decreased if the return was negative.
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Unlike DQN, REINFORCE does not support online updates to the network and
requires access to the entire history of an episode.
Actor-Critic methods (Sutton and Barto, 1998), popularised from the publication

by Mnih et al. (2016), learn DQN-like value functions to assist with policy gradients’
high variance. Informally, the critic generates the value function of the state, which
replaces the estimated return �C in the policy gradient with an advantage function
�C −+critic(BC ). The actor then updates the policy parameters in the direction proposed
by the critic.

2.3. Multi-agent Reinforcement Learning (MARL)

Some of the most successful real-world application of RL to date involve multiple
agents interacting with a shared environment and each other (DeepMind’s Alpha Star
program (Vinyals et al., 2019) managed to beat one of the top-ranking Starcraft II
players by granting each game-unit an independent RL agent). There are three types
of settings that are commonly studied within the framework of MARL: cooperative,
competitive, and mixed (Zhang et al., 2019). As it is of utmost relevance to this
thesis, the greater portion of this section will be dedicated to cooperative settings.

Since the majority of cooperative MARL tasks feature homogeneous agents with
equivalent rewards schemes and goals, the conventional approach is to decompose a
multi-agent problem into an assemblage of single-agent problems, wherein an agent
simply considers others a part of the environment. This method is known as Inde-
pendent Q-Learning (IDQ) (Tan, 1993), and while it has no known convergence
guarantees due to non-stationarity induced by the ever-changing polices, in practice
it is noted for its surprisingly strong performance on a diversity of smaller-scale tasks
(Rashid et al., 2018).

Figure 2.2.: A high-level schema of IQL learning loop

The issue of non-stationarity gave rise to a number of specialised MARL algo-
rithms, such as Multi-agent Deep Deterministic Policy Gradient (MAD-
DPG) (Lowe et al., 2017). The learning is performed centrally: each agent gets a
fully observable critic that gauges observations and actions of all agents in the system
to determine which actions should be reinforced during training. The state value
returned by the centralised critic is conditioned on the aggregation of all observations,
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so that each individual agent can regard the environment as stationary. At test time,
the critics are disabled and the agents act based solely on their own observations.
Drawing on a similar principle, Counterfactual Multi-Agent (COMA) policy
gradient algorithm (J. Foerster et al., 2017) deploys a global centralised critic to
efficiently optimise decentralised actors’ policies in a single pass.
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3. Emergent communication in MARL
systems

The aim of this chapter is to examine the different ways in which communication
emerges between agents in MARL systems, as well as the type of environments that
incentivise and foster its development. The overview begins with the exploration of
communication that serves a purely pragmatic purpose of aiding the agents with
solving a designated task, followed by a survey of efforts to ground agent-invented
languages in structures resembling that of humans.

3.1. Crude communication protocols

The most prominent obstacle that makes communication an indispensable tool is
the incompleteness of state information the agent gleans from the environment. The
underlying dynamics of partially observable systems can often be described by a
partially observable Markov decision process (POMDP) (Åström, 1965), an
extension of the MDPs discussed in Section 2.1. In RL, the agent that is unable to
observe the complete system state forms a belief state dependent on a history of
imperfect observations, which is represented by learned policies. MARL intensifies
the complexity of acquiring a dependable belief state by requiring the agent to
account for other agent’s uncertain states and policies. Through communication,
the agents can assist each other with filling in the gaps in their knowledge by
exchanging strategic information via a specialised channel that evolves organically
with experience. In most cases, this channel is simply a function of the agent’s inputs,
mapping observations to sequences of messages.
J. N. Foerster et al. (2016) propose two approaches to engineering an end-to-

end communication pipeline. Reinforced Inter-Agent Learning (RIAL) splits
the Q-Network into components &0 and &<, each outputting the Q-values for the
environment and message actions respectively (|�| + |" |). Using the reward signal,
both action and message selectors are updated simultaneously via the DQN update
rule.Differentiable Inter-Agent Learning (DIAL) replaces the message selector
in RIAL with a discretise/regularise unit (DRU). DRU lets the receiver provide
feedback on the usefulness of the sender’s message: while the gradient chain for &0
is still hinged on DQN loss, the gradient term for DRU is “the backpropagated error
from the recipient of the message to the sender”. Irrespective of the manner in which
messages are transmitted, an individual agent has to rely on incoming messages
as well as its own observations to competently determine the best course of action.
Although the environments devised by J. N. Foerster et al. (2016) demanded the use
of one bit binary messages, RIAL and DIAL architectures can easily be extended to
handle continuous protocols.
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Grounded Semantic Network (GSN) (Hausknecht and Stone, 2016) is a
separate communication module that adjusts its output by means of minimising the
error between the predicted value of and the actual reward collected by agent �’s
teammate. In a two agent set-up, observation >�C is the state description emitted by
the environment concatenated with the other agent’s message <�

C−1 from previous
time-step. The message<�

C is extracted through an intermediate layer in the network,
which together with the teammate’s action 0�C serves as the input to the one-step
reward model. Essentially, GSN is trained to anticipate �’s reward by producing
messages that are likely to steer � toward actions that result in the rewards predicted
by �.
Studying the impact of emergent communication in the context of negotiation

problems, Cao et al. (2018) demonstrate that cooperative agents learn to exploit cheap
talk—defined as costless, non-binding, and non-verifiable communicaton (Farrell,
1987)—to find optimal negotiating strategies. Need-driven, direct proposals on how
the item pool should be divided are supplemented by ‘linguistic’ utterances rooted
in ungrounded communication protocol. As the linguistic channel is unconstrained
and can be made arbitrarily large, the study shows that it could be molded by
pro-social agents in any number of ways to convey otherwise inaccessible task-specific
information and promote fair division of items. Conversely, selfish agents looking to
maximise personal gain tend to disregard any extraneous communication that does
not bring them closer to that end.

3.2. Human-interpretable communication protocols

The above methods have a pronounced downside in that they do not easily submit
themselves to semantic or syntactic analysis. Necessitated by the environment design
chosen for the experiments in J. N. Foerster et al. (2016), DIAL’s discretise/regularise
unit binarises outgoing real-valued messages at test time. This step endows the agents’
interchanges with a degree of interpretability, however the channel’s bandwidth is
far too narrow to facilitate the evolution of complex systems of communication.
Impelling inter-agent communication to resemble human-like conversations has the
potential to tremendously improve human-computer interaction, and it is for that
reason that it is currently a bustling area of RL research (Luketina et al., 2019).

3.2.1. Signaling games

A significant portion of literature on the subject of natural language grounding
frames the learning task as a Lewis signalling game (Lewis, 1969). Two agents
assume the roles of sender and receiver : the sender (who has a complete view of the
state) transmits a signal to the receiver (who is ‘blind’) containing a clue about the
correct action, which is unique for each state. The signal is normally a symbol drawn
from a fixed-length vocabulary . The game can be considered completed when the
receiver learns the mappings from signals to actions.
The researchers behind Lazaridou et al. (2016) were one of the earliest adopters

of this framework. They assess whether the agents can learn to relate the symbols
at their disposal to broader concepts (as opposed to just individual objects) and
whether their symbol usage is at least partially interpretable by humans. In their
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game configuration, two agents are shown a pair of images comprised of the target
and the distractor ; the sender tries to convey which image is the target to the
unaware receiver through signaling; both agents receive a positive reward if the
receiver identifies the target image. The images in the data-set are categorised into
20 distinct subsets (such as ‘weapon’ or ‘mammal’). Based on the post-training
clustering properties of the vocabulary space, the authors conclude that the cluster
quality is significantly above chance, hinting at the agents’ rudimentary capacity to
form and perceive abstractions.
In the subsequent stage of the experiment, the sender switches between game

playing and a supervised image classification task. The image classification problem
is intended to provide the agents with grounding in natural language by encouraging
the sender to refer to objects by their conventional names. In addition to making the
communication protocol more transparent, the supervision leads to some interesting
generalisations over images for which no label was observed at training time. In a
crowd-sourced survey, the respondents were shown pairs of predominantly out-of-
domain images and the sender-emitted word for each set. In 68% of the cases. the
participants were able to guess the target image. In spite of this, the follow-up study
discovered that the agents’ image representations are not faithful to the perceptual
input being received, which align internally while “at the same time drifting away
from human-level properties of the input” (Bouchacourt and Baroni, 2018).

Over the last few years, signaling games were employed successfully in a vast variety
of MARL contexts. Those encompass iterated learning methods with generations of
agents (Guo et al., 2019; Li and Bowling, 2019); elimination of redundant symbol
usage in communication strategies (Dessì et al., 2019); pedagogical systems inspired
by pragmatics and theory of mind (Yuan et al., 2020).

3.2.2. Compositionality

While certainly indicative of the potential inherent in emergent multi-agent com-
munication, the resultant language in Lazaridou et al. (2016) cannot be said to
have emerged entirely ‘naturally’. It is characterised by heavy reliance on supervised
learning and other restrictions imposed as to make the shared lexicon intelligible to
humans. This concern is addressed in Kottur et al. (2017), who attempt to establish
the conditions that give rise to human-interpretable communication. The paper
pinpoints compositionality as the key attribute of natural language that an agent
must master in order to faithfully capture its intrinsic qualities. Pulling away from the
principle of semantic compositionality (Pelletier, 1994), compositionality as defined
in the study “amounts to the ability of the agents to communicate the compositional
atoms of a task and an instance independently”.
Evaluated on a question-answer referential game wherein the receiver tries to

determine two of the three attributes (shape, colour, style) of an object observed
by the sender, the paper asserts that “the invented languages are decidedly not
compositional, interpretable, or ‘natural’ ” unless there is an explicit need for it.
Given an overcomplete vocabulary, the agents simply learn a unique tuple mapping
for each attribute pair. With the vocabulary matching the number of all possible
attribute values, the symbols still do not exhibit evidence of individual consistent
grounding and are reused across time-steps to signify differing values. With further
restrictions, compositionality eventually becomes manifest, but not without extensive
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engineering and external interference.
In support of these results, a popular school of thought in evolutionary theory

posits that the human language form is governed by “a biological capacity shared by
all humans and distinguished by the central feature of discrete infinity—the capacity
for unbounded composition of various linguistic objects into complex structures”
(Hauser et al., 2014). Computers, on the other hand, are not hindered by any such
factor; their ability to memorise infinitely many individual sign-to-meaning mappings
are contingent primarily on memory and processing power. Therefore, it is not wholly
reasonable to expect AI agents to organically embrace structured communication
that fits into pre-existing notions of the models emergent communication should
favour.
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4. Experimental set-up

Prior to carrying out the experiments, a custom RL environment was devised to
make possible the exploration of the learning objectives outlined in Section 1.1.
Since no generic implementations of MARL algorithms were found to be suitable
for the task, the algorithms used in the thesis were written in Python with the
PyTorch machine learning library (Paszke et al., 2017). The sections below provide
the pertinent details of the set-up.

4.1. Environment

4.1.1. Game rules

The environment takes its inspiration from the board-game The Mind designed by
Wolfgang Warsch (2018). The game is played with 2-4 players who try to complete a
set number of levels. In a level, each players receives a hand of cards from a deck of
numbered cards. The hand size corresponds to the the current level, i.e. one card
in level 1, two cards in level 2, five cards in level 5. To advance to the next level,
the players must play all their cards in ascending order. No communication (neither
verbal or non-verbal) is permitted, forcing the players to become familiar with each
others’ sense of timing to coordinate efficiently.
In the experimental environment, several significant modifications were made to

the rules. Whereas in The Mind players can act out-of-turn, the RL agents act
simultaneously at every time-step. The two action types are to play one of the cards
in hand or do nothing. The game is considered lost if an agent plays a card that
is higher than at least one card in the collective set of all players’ hands at the
subsequent time-step (Figure 4.1 is included for reference). Furthermore, the agents
cannot see the discard pile or the actions taken by their teammates, and the only
environmental observations are their own hand of cards. With every action taken, an
agent can emit a message intended for other players. The message cannot directly
reveal the agent’s hidden state (its hand) but should instead be viewed as a sort of
clue. By learning to interpret clues, the agents are in a position to become more
knowledgeable about the global state of the environment and refine their playing
tactics accordingly. Lastly, due to a number of practical considerations, the deck size
is limited to 50 cards and the environment is optimised for two players only.

4.1.2. Game formalisation

What follows is the formalisation of the environment. At time-step C , each agent 8
sees the partially observable state B8C ∈ ℤℎ≤3 where ℎ and 3 are the hand and deck sizes
respectively. The state is processed by an approximating function and the action 08C
is selected in agreement with the policy. The agents get individual rewards A 8

C+1 based
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Figure 4.1.: Examples of game-play sequences that lead to winning and losing outcomes

on the action and its validity: +1 for playing a valid card; 0 for skipping the turn;
−1 for playing a card that breaches the rules of the game. An attempt to introduce
a collective reward (such as AC+1 = A1C+1 + A

2
C+1) induced a credit assignment problem

too intricate to be handled by the methods used in the experiments. The episode
terminates when both agents successfully clear their hands or an invalid card is
played. If communication is enabled, a message <8

C is sent out by each agent every
time-step. Messages <8 ′ from the other agent serve as an additional input to the
approximator.

4.2. Agent architecture

An in-game agent consists of a neural network trained with a DQN update rule. One
important difference from the DQN learning methods discussed in Section 2.2.1 is
the substitution of experience replay with a recurrent neural network (RNN) layer.
The idea of deep recurrent Q-networks (DRQN) was first explored in Hausknecht
and Stone (2015) and is utilised extensively in J. N. Foerster et al. (2016). Due to
non-stationarity symptomatic of MARL, older experiences quickly become obsolete
as the agents’ policies make way towards convergence. Instead, an internal state
ℎ is maintained by each agent, storing an aggregation of observations over time.
This helps the agents to retain valuable information from earlier episodes while
also discarding the irrelevant information. Because the agents are homogeneous, the
parameters of the networks that govern them are shared, which drastically reduces
the total number of parameters that must be learned; the agents will still behave
differently given matching observations due to their unique internal states. The
target network’s parameters \− are updated every 50 games.
Agent 8 accepts the tuple (B8C , ℎ8C−1,<

8 ′) as input. The input B8C is passed through
a look-up table, mapping the agent’s hand to a game-specific vector space; <8 ′ is
passed through a multi-layer perceptron (MLP) decoder; the resulting embeddings
are concatenated to produce the complete observation >8C . >

8
C and ℎ

8
C−1 are fed to a
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gated recurrent unit (GRU) (Cho et al., 2014) which returns the new hidden state
ℎ8C . ℎ

8
C is finally processed by another MLP to retrieve Q-values &8C . The action 08C is

selected by an n-greedy policy. The manner in which messages are generated will be
discussed hereinafter.

4.3. Integration of the communication channel

4.3.1. Unrestricted continuous communication

In this approach, the messages are generated from the same MLP layer—here called
CommMLP—that produces &8C . The size of CommMLP output is |�| + |" |, where
� is the set of all available actions and " is the message length. Together with
Q-values, CommMLP returns a vector of " real numbers that comprise the message
<8
C received by an agent’s teammate in the next time-step. To regulate the range of

possible values the output can take, the sigmoid function is applied preparatory to
transmission:

5 (m) = 1

1 + 4−m (4.1)

This imposes a bottleneck on the information flow between the agents by con-
straining the contents of the message to a (0, 1) range. Apart from this limiting
measure, the communication remains unrestricted as the messages can take on any
real values along a continuous curve and be arbitrarily long.
The communication evolves with time implicitly via the DRQN updates. The &8

gradients also travel through the decoding MLP layer to compel message decryp-
tion to be more precise. The pseudocode for CommMLP-DRQN training loop is in
Appendix A; Figure 4.2 illustrates the network unrolled for ) − 1 time-steps (the
episode terminates with B) and as such the state is never processed).

Figure 4.2.: Model architecture for DRQN with continuous communication
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4.3.2. Discrete communication via symbols

The described experimental environment can be recontextualised as a signaling game
(recall Section 3.2.1)—albeit somewhat obliquely. In this game variant, the sender
chooses a symbol that they believe best encapsulates the more abstract properties
of their hand of cards. The receiver then considers their own hand, interprets the
sender’s signal to the best of their abilities, and settles on an action that takes
both factors into account. For example, in a game played by two humans, the
aforementioned hand properties can be the perceived combined value of a player’s
cards ranked on a discrete scale. The upper end of the scale is reserved for hands
mostly consisting of high-numbered cards that would normally be played towards the
end of the game; the opposite holds for the lower end of the scale. Naturally, each
player will perform the roles of both sender and receiver. The potential to recreate a
similar scenario in a MARL setting is the driving motivation behind this alternative
approach to inter-agent communication depicted in Figure 4.3.

Figure 4.3.: Model architecture for DRQN with discreet communication

In this approach, CommMLP from the previous section is replaced by a separate
communication module (CommModule). CommModule is a deep neural network
powered by the REINFORCE algorithm. The input B8C is operated on by several
MLPs stacked on top of each other. Correlating to the symbol vocabulary + , the
last layer yields |+ | outputs which are converted to a probability distribution over +
by the softmax function:

B> 5 C<0G (x)8 =
4G? (G8)∑
9 4G? (G 9 ))

∀8 ∈ {1, 2...|+ |} (4.2)

<8
C is sampled from the distribution and sent to the other player. Important to

note, the message reaches the recipient at the same time-step it is broadcast. The
subsequent steps are similar to those described in Section 4.3.1, with the exception
that the DRQN now only returns &8 . At the end of an episode, the probability of
each <8

C being sent out again is weighted by the teammate’s return at time-step
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C ∈ {1, 2...) } . In other words, if the card played by agent 8′ results in a positive
reward, agent 8 naively takes credit for directing his teammate toward the right
action with its signaling and thus is more likely to reuse the symbol in the future.
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5. Results and evaluation

Prefacing the discussion of the experimental results, this chapter briefly touches on the
fundamental challenges of evaluating RL algorithms. The results for several system
configurations are then presented. A number of episodes are manually examined in
an attempt to elucidate the communication protocol that arises from interaction
with the environment.

5.1. Evaluation in RL

Algorithm evaluation is an uncertain subject in RL, with little formal literature
explicitly addressing the matter. Almost all modern RL algorithms use a form of
bootstrapping to approximate optimal policies in that “they update estimates on the
basis of other estimates” (Sutton and Barto, 1998). One consequence of this is that
loss is no longer an instructive metric by which one could measure a model’s accuracy:
it would simply reveal how much a predicted value differs from another predicted
value. The most simple—and by far the most popular—method of evaluation is an
empirical appraisal of how well an agent performs on a task. Common metrics include
total reward per episode and average/cumulative reward over multiple steps/episodes.
Usually, it is best to compare the performance between two or more models, since
many problems do not have a known upper bound on rewards (Poole and Mackworth,
2017). The baseline with which the performance of the experimental models is
contrasted is the setting wherein communication between agents is disabled. The
evaluation is performed by plotting the total number of solved games every 100
episodes.

5.2. Experimental results

5.2.1. Continuous communication

The performance of the agents leveraging continuous communication was assessed
on the environments with configurations of 2, 3, and 4-card hands; the findings
can be gleaned from Figures 5.1, 5.2, and 5.3 respectively. Informed by multiple
trials, the message length " was set to 3 for these final runs. " > 1 was found to
be particularly useful in the more difficult 4-card hand environment (see Appendix
B), however the choice of " does not affect the training to the extent that can be
deemed substantial.
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Figure 5.1.: Completed games per 100 episodes with 2-card hands

Figure 5.2.: Completed games per 100 episodes with 3-card hands
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Figure 5.3.: Completed games per 100 episodes with 4-card hands

In every environment instance, communication not only improves agent coordina-
tion overall, but also accelerates the learning process. The completion rate for the
2-card hand environment oscillates between 80-90% with communication enabled,
while the baseline only occasionally surpasses the 80% threshold. Furthermore, the
communicating agents reach the 50% mark within the first 1000 episodes, while the
baseline agents require 2000 episodes to do so. A similar trend is evident in the 3-card
hand environment, with the communication model boasting a gain of ∼10%. The
effect of messages is perhaps most noticeable in the 4-card hand environment: the
communication model frequently outperforms the baseline by as much as 15% and
evinces signs of environmental awareness long before the baseline begins to gather
momentum.
Unsurprisingly, the agents struggle to tackle 3 and 4-card hand environments

with the same level of success they do the 2-card hand one. With each extra card
added to the hand, the observation space explodes combinatorially. As a consequence,
the agents spend a lot longer making random and/or ill-judged moves before they
discover what their goal is and redirect their efforts towards it. The 4-hand card
training was allowed to run for an additional 5000 episodes, as it takes over 8000
games to just discover an above-random policy. In all three game variants, the steady
increase in the completion rate stalls past a certain point due to the non-stationarity
in the environment; despite their indisputable efficacy, the representations captured
in the agents’ communication are not sufficient to overcome this impediment.
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5.2.2. Discrete communication

Unfortunately, the agents were unsuccessful in utilising discrete communication in
the experiments. The issue encountered is akin to that described in Cao et al. (2018)
(refer to Section 3.1 for more on this work). The authors report that agents with
individual reward schemes fail to use the communication channel optimally and
simply opt to exchange messages consisting of a single symbol—virtually treating
all communication as noise. The agents equipped with the CommModule mimic
this behaviour and invariably converge upon one symbol as the default message,
irrespective of the vocabulary size and learning rate. Their performance is comparable
to that of baseline agents (learning curve plots like in Figures 5.1, 5.2, and 5.3 are in
Appendix C).

Upon exhaustive scrutiny of all contributing factors, the following hypothesis is
put forward. An agent relies on the teammate’s reward for feedback on its choice of
symbol. However, the agent has no way of knowing whether the reward is the result
of effective signaling or is entirely attributable to the teammate’s sound judgement.
Since the probability distribution over the vocabulary is initialised randomly, the
first symbol to produce a string of positive rewards is fortified through a sort of
self-reinforcing loop. Thus, as the symbol’s probability gradually approaches 1, it
grows unreceptive to negative feedback, securing its position as the only symbol
in the entire vocabulary that will ever be selected. Meanwhile, the agents learn to
ignore each other’s messages as they do not contain any usable information.

5.3. Interpreting continuous communication

Although discrete communication did not yield the insights hoped for, the continuous
communication protocol can still be valuable in inferring the intent behind the agents’
choice of messages. The messages exchanged generally fall under one of the two
categories: messages comprised solely of values close to 1 and messages that take
on any assortment of real values. Table 5.1 provides samples from the 2-card hand
environment used in the experiments in Section 5.2.1.

Hand Message Hand Message
[30, 20] [0.9994843, 0.99896693, 0.99921787] [34, 37] [0.1636726 0.18075277 0.15659493]
[7, 8] [0.9999778, 0.9999721, 0.9999759] [43, 40] [0.5182088, 0.5028222, 0.41872057]
[12, 6] [0.9987913, 0.99851626, 0.9984181] [36, 45] [0.3211379, 0.3404954, 0.26921433]
[37, 13] [0.99997294, 0.99996626, 0.99996054] [29, 48] [0.92343724, 0.9456673, 0.8958247]
[1, 27] [0.9999621, 0.99996936, 0.99991727] [29, 26] [0.09710122, 0.11046872, 0.08911774]

Table 5.1.: Message samples from the 2-card hand environment

The samples are representative of the general conditions under which the messages
from either category are transmitted. The agents appear to resort to the latter
category when both cards in their hand are from the upper half of the deck range. As
will be demonstrated in the following section, the agents tend to use this frequency
of the communication channel’s bandwidth to express uncertainty about their hand
and oftentimes end up passing at the time-step the message is generated. This way,
an agent can receive the teammate’s message at the next time-step and gather
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more about the global state, while simultaneously advising the teammate of its
doubtfulness. Conversely, the messages from the former category indicate agents’
confidence in how the game will unfold.
The content of the messages does not drastically vary with the choice of ", for

the most part adhering to the paradigm outlined above. " = 1 makes it possible to
visualise the emergent communication protocol as a function of the hand of cards.
Figure 5.4 linearly interpolates messages from 5000 games on a grid in [1, 50] × [1, 50]
to create a density plot of the distribution of message values.

Figure 5.4.: Distribution of messages as a function of card values in a 2-card hand

The plot reveals a certain coherence to the system by which the messages are
generated. The messages that deviate from the value of 1 are concentrated in the
upper right-hand corner of the plot. The lowest-valued messages dominate the center,
gradually increasing in value as they spread out towards the edges. The function
is essentially undefined for ‘impossible’ card pairings such as [33, 33] or [40, 40],
contributing to the proliferation of white patches in that area of the plot; this is
exacerbated by the pairings that are not present in the data obtained from 5000
sample games and for which no message values were observed.

As was mentioned previously, the lower message values tending towards the mid-
center could imply an agent’s lack of certainty about whether to play or pass. Low
cards generate an exceedingly high message value and an agent is sure to play its
lowest card, where as high cards return lower values and typically result in a pass.
The cards in the 25-30 range produce the lowest message values as they cannot be
easily assigned a ‘high’ or ‘low’ label and the action selection is therefore not quite
as clear-cut.
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5.4. Analysis of games

A situational analysis of the agents’ actions and communication strategies can
further elucidate the behaviours that arise from prolonged interaction with the game
environment and between the agents themselves. One way to do this is by taking
an in-depth look into a couple of instructive moments from actual games that took
place during the experiments. The environment uses 2-card hands, with " = 3.

Game 1

What transpires is a common pattern observed in similar starting conditions. The
agents begin with high hands that are close to each other in card values. Opting
to play safely, both agents pass on the first turn. Upon receiving the messages,
however, they play their lowest cards, subsequently solving the environment in 3
turns. Evidently, the agents discover the conceptual difference between low and high
hands, learning to pass and wait for the communication from the teammate before
committing to a particular course of action.

Game 2

This episode provides a glimpse into how communication influences the receiver’s
actions. The game commences with Agent A playing 11 without waiting for the
other agent’s message, whereas Agent B skips its turn. Curiously, on the next turn,
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the message sent by Agent B convinces Agent A to pass mid-game, while Agent
B proceeds to play 33, resulting in the game being over prematurely. A plausible
explanation is that Agent A misconstrued the message, believing Agent B to possess
cards lower than 28. Behaviour of this kind was not observed in non-communicating
agents who only ever pass on the first turn.

Game 3

Presented here is another instance of mid-game passing that, unlike the above
example, made winning possible. After playing 24 and passing respectively, the
agents’ ability to coordinate is put to the test. Although it is difficult to assert
whether the agent’s decision is mostly attributable to the learned policy or Agent
B’s effective signaling, Agent A knows to let its teammate play its lowest card before
36 can be played. It is plausible that developing an understanding of how to act
in comparable circumstances gives communicative agents a decisive edge over the
baseline models.
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6. Conclusion and future work

In this thesis, a study of emergent communication in simultaneous action MARL
was conducted. To this end, a custom game environment was devised based on the
popular board-game The Mind. Subsequent to the non-trivial task of adapting the
DQN learning algorithm to a simultaneous action selection domain, two disparate
approaches were developed to form the foundations of the integrated communication
channel. The channel’s role is to endow the RL agents with an ability to exchange
messages about their private observations, fostering the invention of a goal-oriented
communication protocol grounded primarily in the semantics of the environment. The
research undertaken is in line with the current efforts to reframe AI communication
as a situated learning problem (see Chapter 3).

The first approach utilises unrestricted continuous communication. The messages
sent are comprised of real values between 0 and 1, the mappings for which are
learned concurrently with the policy. The agents communicating in this manner
show evidence of enhanced coordination, outperforming their non-communicating
counterparts in every variant of the environment. The emergent communication
protocol exhibits clear logical consistency and is, to no small degree, interpretable.
Moreover, the communicating agents discover unique playing strategies that are
contingent on productive communication.
The second approach substitutes discrete symbols for real-valued messages. The

probability distribution over a fixed vocabulary is refined using the REINFORCE
algorithm, encouraging transmission of symbols that lead to positive return. After
sufficiently many episodes, the agents come to regard all incoming communication
as noise, all in all performing on the level of the baseline agents.

In terms of future work, there are undoubtedly many areas for improvement and
expansion. The discrete communication channel might benefit from some of the
methods proposed in recent literature on the subject of cooperative MARL games.
Jaques et al. (2018) rework the traditional reward scheme to reward agents for
“having causal influence over other agents’ actions”. An action taken by an agent
(influenced by the teammate’s signal <) is compared to some counterfactual action
(wherein the agent had acted independently). The discrepancy between the outcomes
is thus the measure of the teammate’s causal influence on the agent.

Another idea would be to reintroduce a collective reward for successfully complet-
ing the game—which is more suitable for cooperative MARL environments than
individual rewards—that had to be rejected for the reasons outlined in Section
4.1.2. Value function factorisation (Rashid et al., 2018; Sunehag et al., 2017) is a
potential way around the limitations of the experimental set-up. Individual rewards
are learned from a single global reward and are conditional upon agents’ actions and
contributions in obtaining the said reward.

While DQN and REINFORCE still command considerable respect in the RL com-
munity, the field is advancing at an exceptionally rapid rate. It would be worthwhile
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to investigate how the agents might fare in the game environment backed by state-
of-the-art RL algorithms such as Proximal Policy Optimisation (PPO) (Schulman
et al., 2017), Multi-agent Deep Deterministic Policy Gradient (MADDPG) (Lowe
et al., 2017), Multiple Actor Attention-Critic (MAAC) (Iqbal and Sha, 2018), and
others.

Above all, this thesis hopes to have made a contribution, however small, towards
realising the potential emergent communication holds for computational linguistics:
as a vehicle for modelling the conditions that give rise to meaningful communication;
as an interactive arena for learning the functional aspects of language; as a way to
provide AI agents with a capacity for language that is born of more than statistical
patterns in corpora.
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A. Pseudocode

Algorithm 1: DRQN with continuous communication
Initialise \, \−, n;
for each epsiode 4 do

C = 0, s1 = initial state, initialise ℎ8C ,<
8
C for each agent 8

while all agents are not done do
C = C + 1
for each agent 8 do

Receive messages <8 ′

C−1 from other agents 8′

&8C , ℎ
8
C ,<

8
C = DRQN(B8C , ℎ

8
C−1,<

8 ′

C−1;\)
08C = random action if n < G ∼ # (0, 1), else 08C = argmax0&

8
C

end
Observe next state st+1 and rewards rt+1
for each agent 8 do

~8C =

{
r8
C+1 if s8

C+1 is terminal
r8
C+1 + W max0DRQN(B8

C+1, ℎ
8
C ,<

8 ′
C ;\
−) otherwise

Calculate loss !(\ ) = (~8C −&8C,0)2

\ = \ − U m!(\ )
mC

end
Decay n
Set \− = \ every � steps

end
end
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B. Effect of message length in continuous
communication

Figure B.1.: Agents’ performance in the 4-card hand setting with message lengths of 1 and 3
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C. Discrete communication results

Performance of the discrete communication channel with symbol vocabulary + = 10.

Figure C.1.: Completed games per 100 episodes with 2-card hands
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Figure C.2.: Completed games per 100 episodes with 3-card hands

Figure C.3.: Completed games per 100 episodes with 4-card hands
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