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Abstract

In this work, we test two novel methods of using word embeddings to detect
lexical semantic change, attempting to overcome limitations associated with
conventional approaches to this problem. Using a diachronic corpus spanning
over a hundred years, we generate word embeddings for each decade with the
intention of evaluating how meaning changes are represented in embeddings for
the same word across time. Our approach differs from previous works in this
field in that we encode words as probabilistic Gaussian distributions and bimodal
probabilistic Gaussian mixtures, rather than conventional word vectors.

We provide a discussion and analysis of our results, comparing the approaches
we implemented with those used in previous works. We also conducted further
analysis on whether additional information regarding the nature of semantic
change could be discerned from particular qualities of the embeddings we gener-
ated for our experiments.

In our results, we find that encoding words as probabilistic Gaussian embed-
dings can provide an enhanced degree of reliability with regard to detecting lexical
semantic change. Furthermore, we are able to represent additional information
regarding the nature of such changes through the variance of these embeddings.
Encoding words as bimodal Gaussian mixtures however is generally unsuccessful
for this task, proving to be not reliable enough at distinguishing between discrete
senses to effectively detect and measure such changes.

We provide potential explanations for the results we observe, and propose
improvements that can be made to our approach to potentially improve perfor-
mance.
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1 Introduction

Recent advancements in the availability of wide-scale digitised historical texts have
had a transformative effect on the field of historical linguistics. The ability to study
language across historical contexts in a quantifiable, objective, and automatic manner
directly contrasts with traditional “close-reading” approaches previously widely relied
on in the field. Such developments have also led to the inception of the study of
“culturonomics” (Michel et al., 2011) - the use of large-scale collections of text for
the study of historical and cultural phenomena.

Such applications have been further aided by recent developments in methods of
encoding textual data. The most significant of such developments is word embeddings,
and particularly the Word2Vec algorithm of Mikolov, K. Chen, et al. (2013), as a
method of encoding words as vectors in multi-dimensional space. This approach has
accommodated the fast and efficient representation of words in a manner which
preserves certain semantic qualities and can be scaled to large datasets.

Since the innovation of word embeddings, a broad family of approaches referred to
as temporal word embeddings has arisen. Works employing temporal word embeddings
typically compare the vector encoding of a word trained on data from different
time periods, assessing how semantic changes are reflected in these representations.
Numerous works have demonstrated that this approach can be used to effectively
represent even subtle changes in the meanings of words over time, however certain
shortcoming of this method have also been highlighted.

One such limitation is the inability of these approaches to reflect the type of change
undergone by a specific word. As words semantically shift through time, their mean-
ings can become more or less specific (referred to as narrowing and broadening). Such
changes have however previously not been represented in works employing temporal
word embeddings. Furthermore, such approaches have been noted as only being
effective at demonstrating the dominant meaning of a word at a given time(Jatowt
and Duh, 2014), reflecting a broader limitation of word embeddings with respect to
polysemy.

Called the meaning conflation deficiency, the limitation of word embeddings with
regard to polysemy specifically refers to the fact that the encoding for a given word
is represented as an absolute point in a vector space. Words which possess more
than one sense are represented as occupying a region somewhere in between the
semantic space of their collective meanings, with no indication of this uncertainty in
the encoding. In response to this issue, adaptations have been made to the original
Word2Vec implementation to mitigate this problem. The methods used by such
approaches are varied, often relying on augmentation from external resources such as
semantic databases.

We however consider an alternative approach to this problem. Probabilistic Gaus-
sian word embeddings were first described in Vilnis and McCallum (2014) as a means
of encoding words as probability distributions, rather than points in a vector space.
This method of encoding words has since presented a range of benefits over conven-
tional word embeddings, including the ability to represent hierarchical relationships
such as entailment, and encode the degree of uncertainty with which an embedding
represents the sense of a given word. The original implementation of Vilnis and
McCallum (2014) has been further augmented to represent specific senses, rather
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than word types alone. The Word2GaussianMixture approach of Athiwaratkun and
A. Wilson (2017) is able to represent words as multimodal probabilistic Gaussian
mixtures, providing the ability to encode separate senses of a word as probabilistic
Gaussian distributions. While both this approach, and the original implementation
have previously performed highly on a range of semantic tasks, such as word similarity
measures, until now, neither have been utilised for the purposes of detecting and
measuring lexical semantic change.

This thesis aims to assess to what degree encoding words as probabilistic Gaussian
distributions and Gaussian mixtures is effective with regard to detecting and measuring
lexical semantic change. For the purpose of evaluation, we compare these novel
approaches with conventional approaches to using temporal word embeddings for
this purpose, and present our results as a comparison between the two methods.

1.1 Purpose

The purposes of this thesis project are as follows:

• Evaluating whether encoding words as probabilistic Gaussian distributions and
probabilistic Gaussian mixtures provides an enhanced representation of the
trajectories of the meanings of words as they change across time compared to
conventional approaches using temporal word embeddings. Particular focus is
to be paid to how periods of polysemy in such trajectories are represented, and
whether the adoption of a secondary sense can be detected, even when this
sense is not yet the dominant meaning for a given word.

• Evaluating whether information regarding the type of change undergone by
individual word types can be represented through their encoding as probabilistic
Gaussian embeddings and Gaussian mixtures. In particular we focus on the
phenomena of semantic narrowing and semantic broadening and how these may
be represented in our embeddings.

1.2 Structure

The rest of this thesis is structured as follows:

Chapter 2 introduces the fundamental theoretical concepts and motivations on
which this thesis relies. Also provided is a review of previous works conceptually
related to the present work.

Chapter 3 describes in detail the encoding of words as probabilistic Gaussian
embeddings and Gaussian mixtures. Also provided are related works which have
previously employed this approach.

Chapter 4 discusses computational approaches to detecting and measuring
lexical semantic change, providing an overview of the methods used in previous
research into this topic.

Chapter 5 describes in detail the decisions made concerning the experimental
design considered for the present work.

Chapter 6 presents our results and includes a brief section discussing their
implications.
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Chapter 7 consists of a brief conclusion summarising to what degree our hy-
potheses were borne out.
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2 Background

2.1 Word Embeddings

For many natural language processing tasks, a fundamental process which must first be
carried out is the representation of words as numerical values. At the most elementary
level, this process can be achieved via “one-hot encoding”, through which each word
is represented as a vector of boolean variables of the same length as the vocabulary
to be used in the task. Vectors of this type for a given word consist entirely of
zeros, except for a single “1” at the index corresponding to the word’s index in the
vocabulary. This approach has proven effective in certain applications in fields such as
information retrieval, however for more complex tasks in which taking into account
particular qualities of a word would be beneficial, such a shallow representation fails
to adequately encode words in a way that is useful.

Numerous attempts have been made to encode words in a manner that is purely
numerical, yet still represents certain qualities of those words which may aid natural
language processing tasks. Early attempts to do so were typically task-specific, gen-
erating representations which could not be utilised for more than a single purpose.
Furthermore, these encodings were often generated using methods which relied on
hand-engineered features, limiting the scalability of such approaches. This paradigm
was challenged by the innovation of word embeddings - low dimensional represen-
tations of words as points in a vector space learned from unlabelled text data (also
referred to as point embeddings in the present work for the purpose of differentiating
this conventional approach from that used in our experiments).

Informed by the distributional hypothesis, which states that words which frequently
appear in similar contexts tend to have similar meanings (Harris, 1954), the intuition
behind word embeddings can be encapsulated through the notion that “You shall know
a word by the company it keeps” (Firth, 1961). Using this approach, the embedding
for a given word is generated from its distributional qualities (defined as the contexts a
word most frequently appears in), across a set of training data. Mapping initial inputs
of words and contexts to dense vectors of a lower dimensionality than these inputs
generates embeddings whose distribution in a vector space represents similarities in
the target objects in a geometrically intuitive manner, as words with similar meanings
ultimately occupy a similar region of the vector space.

Word embeddings were first implemented in the field of information retrieval for
use in latent semantic analysis (similar to the modern application of topic modelling)
(Andreas and Klein, 2014). For the purpose of statistical language modelling, word
embeddings were first employed in Bengio et al. (2003) , however their versatility
was not fully demonstrated until Collobert and Weston (2008) which illustrated the
diversity of applications for which this approach was effective. Training a single model
for a range of tasks, state of the art performance was achieved in applications such as
semantic role labelling, part of speech tagging, and named entity tagging.

Collobert and Weston (2008) also demonstrated that, despite being trained in
an unsupervised context, word embeddings were able to learn semantic, alongside
syntactic information (Collobert and Weston (2008) provides the example of the
nearest neighbours of the embedding for “France” consisting entirely of the embeddings
of other European countries). Effective semantic representation had previously been

9



Figure 2.1: The two neural network architectures which can be used to generate word embeddings
using Word2Vec (Mikolov, K. Chen, et al., 2013)

regarded as a task for which external syntactic information was a required feature
(Gildea and Palmer, 2002), and was therefore considered limited by the amount of
labelled data available. The innovation of word embeddings however introduced the
possibility of wide-scale semantic assessment on large quantities of data.

While Collobert and Weston (2008) demonstrates the degree to which word
embeddings are effective across a diverse range of applications, this approach is
hindered by its high degree of computational expense. This issue was resolved in later
implementations, most notably the Word2Vec algorithm of Mikolov, K. Chen, et al.
(2013). As with previous word embedding methods, Word2Vec employs a neural
network to generate embeddings for words based on their distributional properties,
but with a much diminished architecture to greatly reduce computational cost and
processing time. Figure 2.1 displays the two separate network architectures which
can be used when implementing Word2Vec, employing different approaches to how
context for a target word is considered.

The first architecture described in Mikolov, K. Chen, et al. (2013) is the Continuous
Bag-Of-Words model (CBOW). Using this architecture, the algorithm takes the n
words either side of the target word, and aims to maximise the likelihood of the target
word based on this context. This architecture does not take into consideration the
distance of the context words from the target word, weighting all equally. The second
architecture described is the Continuous Skip-Gram model (CSGM), which aims
to maximise the likelihood of the surrounding context, given a target word. Unlike
CBOW, this approach does take the distance of context words from the target word
into account when making predictions, which does increase computational cost, but
also results in a model that is more effective for rare words.

Mikolov, Sutskever, et al. (2013) further expanded the Continuous Skip-Gram
model, introducing the concept of negative sampling. Training on input consisting of
“true” samples of words (i.e. a target word and a word appearing in its context), and a
number of “negative” samples (i.e. a target word and a word randomly selected from a
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distribution favouring uncommon words), the model learns to distinguish between
the two. Whilst the original CSGM architecture updates weights for all words with
each pass through the network, implementing negative sampling results in only the
weights of the target word, and the context words from the true and negative samples
being updated, greatly increasing computational efficiency.

Expanding on the nearest-neighbours tests described in Collobert and Weston
(2008), Mikolov, K. Chen, et al. (2013) and Mikolov, Sutskever, et al. (2013) illus-
trated that more complex semantic relationships were also represented in embeddings
generated in this manner. By performing simple algebraic operations on vector rep-
resentations of words, questions such as “What is the word that is similar to small
in the same sense as biggest is similar to big?” could be answered by computing
- = E42C>A (“biggest”) − E42C>A (“big”) + E42C>A (“small”). Training on larger amounts of
data was found to generate vectors which represented increasingly subtle semantic
distinctions between words.

2.2 Temporal and Dynamic Word Embeddings

The ability to infer meaning from the position a word embedding occupies in a vector
space has also introduced the possibility of using this approach to map diachronic
semantic change in a precise and quantifiable manner. Word senses have long been
understood to not be static, discrete entities, but rather dynamic representations
of how a word is used at a given time, affected by linguistic, and cultural factors
(Kutuzov et al., 2018). As the meaning of a word shifts over time, so too does the
context in which it is used, and as a result, these differences are represented in
the embeddings for the same word across different time periods. Temporal word
embedding approaches therefore are based on the assumption that embeddings for
a word which has experienced a semantic shift will occupy different regions in the
embedding space across different periods of time.

In recent years, this assumption has been used as the basis for a range of different
studies which aimed to use temporally distinct word embeddings to express regularities
in semantic change. Approaches to this task have typically focused on aggregating a
dataset into time-bins, and training a separate distributional model for each of these,
typically using the Word2Vec algorithm of Mikolov, K. Chen, et al. (2013) (however
several recent works have adapted this algorithm for more specific purposes). Changes
in the embeddings for individual words between different time periods are then
assumed to represent diachronic shifts in meanings. Such approaches have previously
been used to explore language-wide rules related to the nature of semantic change,
for example Y. Xu and Kemp (2015), which used temporal word embeddings to
empirically support classical theories of semantic shift. Similarly, Hamilton et al.
(2016b) used temporal word embeddings to propose two novel rules relating to the
effects of frequency and polysemy on the likelihood that a word will undergo semantic
shift.

Other language-wide applications of this approach include Kim et al. (2014), in
which temporal word embeddings were used to calculate the distance between the
embeddings for every word in the training data across a time period of 109 years.
Through this approach, it was possible to assess which words in the training data had
changed the most, and the least, during this time. Further analysis was conducted on
the words identified as having changed the most, tracking the cosine distance between
the embedding of a target word, and embeddings of words representing its original
and acquired meanings to generate a detailed insight into the time-frame of the shift.
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Figure 2.2: Visualisation of the cosine similarity between embeddings for “mouse” and “rat” from
1800-2000. The point at which similarity between the words starts to diminish is noted
as correlating with the introduction of the sense “computer equipment” for the word
“mouse”. “normal” refers to embeddings generated using a method roughly equivalent
to CBOW, whilst “positional” refers to a method roughly equivalent to the Skip-gram
implementation of Word2vec (Jatowt and Duh, 2014).

A similar approach was used in Jatowt and Duh (2014), which employed temporal
word embeddings to precisely track the development of a select number of individual
words which had previously been identified as having undergone semantic change
over time. Recording cosine similarity between embeddings for the same word across
different time periods, and doing the same for pairs of words which either became
more similar or distant in meaning, semantic changes were visualised in a manner that
was both interpretable, and that was sensitive enough to be correlated with historical
causes for the change (see Figure 2.2). A similar approach was used in Kulkarni et al.
(2015), which contrasted the use of word embeddings computed from distributional
information with previously used frequency-based approaches to precisely detect the
point in time in which the dominant sense for a word became established. This study
also tested a range of granularity with regard to time-bins, finding that even bins only
containing data from individual months could be effective at mapping changes in
word meaning over time.

Liao and Cheng (2016) aimed to detect and measure semantic changes by analysing
how the nearest neighbours for the embeddings of target words changed over time.
Hamilton et al. (2016a) employs a similar approach, also focusing on the nearest
neighbours of specific words which were known to have undergone change. Unlike
previous research however, the target words used in this work include words which
had changed in a more subtle manner than those used in previous studies. Results
for words which had undergone large semantic changes were comparable to those
of similar studies, however it was concluded that different measures are required
for detecting more subtle semantic changes. This work also raises the importance of
alignment between semantic spaces across different time periods in measuring slight
semantic changes, as even slight misalignment could result in misrepresentation of
such shifts.

This issue of alignment was alleviated in the dynamic word embeddings approaches
of Bamler and Mandt (2017) and Yao et al. (2018). While previous works had pre-
dominantly split data into separate time periods, with embeddings trained separately
for each, the dynamic word embedding approaches employed modified versions of
the skip-gram Word2Vec algorithm (Mikolov, K. Chen, et al. (2013) and Mikolov,
Sutskever, et al. (2013) to allow for training on the entire dataset consecutively.
Using these approaches, each word in the vocabulary only has a single embedding (as
opposed to one for each time period), but that embedding is represented differently
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Figure 2.3: An illustration of the effect of meaning conflation deficiency on the training of word
embeddings as single points. Semantically unrelated words related to both meanings
of the ambiguous word “mouse” get pulled together, creating a false representation of
semantic similarity (Camacho-Collados and Pilehvar, 2018).

depending on a provided time. These approaches proved highly effective at mapping
trajectories of semantic changes, particularly in cases where the data for a given point
in time would have been too small to effectively generate embeddings using time-bin
based methods.

The dynamic word embedding approach was further expanded by Rosenfeld and
Erk (2018), which treated embeddings as a function of a continuous representation of
time, the derivative of which could be used to determine the speed with which words
changed. This approach was able to detect known changes in a manner comparable
to previous works, and detect the speed of changes in a way which correlates with
external linguistic resources, however it did also prove to be particularly sensitive to
noise in the data.

Although temporal and dynamic word embedding approaches have proven effec-
tive at detecting and measuring lexical semantic change, they are not without their
limitations. Jatowt and Duh (2014) notes that their results appear to only effectively
portray changes affecting the meaning of a given word that is dominant at a given
time. Furthermore, Kim et al. (2014) highlights the fact that only changes in the usage
of a target word can be represented using this method, with no further information
being provided about the type of change (for example broadening or narrowing). The
primary purposes of the current work refer specifically to these limitations, as we aim
to determine whether they can be simultaneously overcome by encoding words as
probabilistic Gaussian word embeddings and Gaussian mixtures.

2.3 Meaning Conflation Deficiency

Whilst word embeddings have resulted in significant developments in a broad range
of applications in computational linguistics and natural language processing, they do
have one significant limitation concerning how words with more than one sense are
represented.
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Referred to as the meaning conflation deficiency Camacho-Collados and Pilehvar
(2018), the inability to effectively represent multiple senses for a word results in
embeddings which occupy an unrealistic central tendency between the senses observed
in the training data (Li and Jurafsky, 2015). This can also have further undesired
consequences. One example of such a case can be seen in Figure 2.3, specifically
regarding the word “mouse”, which can refer either to a rodent, or a piece of computer
equipment. A consequence of polysemy is the pulling together in the vector-space of
semantically unrelated words (for example “rat” and “screen”, due to the similarities
between these words and the separate senses of “mouse”).

Meaning conflation deficiency is a particularly important limitation to overcome
with respect to effectively generating word embeddings. While the majority of words
are monosemous, the Principle of Economical Versatility of Words (Zipf, 1950)
emphasises a correlation between the frequency with which a word appears in a
language, and the number of senses that word has. It thereby follows that a lack
of capability with regard to representing multiple senses for a word will have a
disproportionately disruptive effect on the embeddings generated.

Furthermore, it has been theorised that polysemy plays a particularly significant role
in lexical semantic change. Campbell (2013) theorises that polysemy may represent
a transitory stage in the evolution of word meanings. It may be the case that words
undergoing shifts from one meaning to another invariably display a period of polysemy
where both the original and acquired meanings are present in common usage. It
is further proposed that words which currently exhibit polysemy may simply be
currently undergoing this transition. This notion highlights the importance of the
effective representation of polysemy when representing lexical semantic change.

2.4 Sense Embeddings

To address the issue of Meaning conflation deficiency, a diverse range of approaches to
encoding senses for word types, rather than word types themselves, have been pro-
posed. Such approaches can be divided into two categories - unsupervised approaches,
which learn to represent senses through distribution of tokens alone, and knowledge
based approaches, which learn senses through distributions, but are also augmented
with additional lexical resources.

With regard to unsupervised methods, several attempts have been made to modify
the original Word2Vec approach of Mikolov, K. Chen, et al. (2013) in a way which
allows for representation of distinct senses. Examples of such approaches include
Topical Word Embeddings (Y. Liu et al., 2015) and Neural Tensor Skip-Gram (P. Liu
et al., 2015). These approaches however assume each word has a fixed and equal
number of senses, and therefore do not necessarily avoid meaning conflation defi-
ciency when attempting to generate embeddings for words whose senses exceed this
figure. Furthermore, these implementations rely on the Skip-Gram implementation
of Word2Vec, however neglect to disambiguate the sense of the words in the context
window of a given target word, potentially resulting in an imprecise representation of
context (Camacho-Collados and Pilehvar, 2018).

Other works have taken a dynamic approach to generating embeddings for indi-
vidual senses. Neelakantan et al. (2014) approached the issue by using clustering to
determine whether an instance of a word type in context was similar to previously
observed senses of that word. If the similarity diminished below a certain pre-defined
lower limit, this instance was assumed to represent a new sense, and a new embedding
was created. This approach proved to be both significantly faster, and more effective
at accurately representing the dynamic nature of polysemy than previous methods
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which assumed a static number of word senses. This dynamic approach was further
refined in Bartunov et al. (2016), which employed a similar method, while also taking
word frequency into account.

A broad range of knowledge-based approaches have been proposed, exploiting
a wide variety of external resources for the goal of sense disambiguation. Such re-
sources have included sense directories such as Wordnet (Miller, 1998), as well as
novel resources such as Wikipedia due to its tendency to disambiguate homonymous
concepts by representing them as different pages. An example of such an approach is
X. Chen et al. (2014), which established a unique embedding for every sense included
on Wordnet for each word type observed in the training data. These embeddings
were then initialised on the textual definitions provided for each sense. These ini-
tialised embeddings were then retrained using an adapted version of the Word2vec
implementation used in Neelakantan et al. (2014). Alternative knowledge-based
approaches include that of Iacobacci et al. (2015), which used a semantic network
to first disambiguate word senses in the training data, and then using Word2vec to
generate embeddings from the disambiguated text.

While sense embeddings do appear to offer some means of mitigating the issue of
meaning conflation deficiency, it is unclear how such approaches could help to solve
the additional limitation associated with using word embeddings to detect lexical
semantic change - the inability to reflect the type of change undergone. The following
section describes in detail the approach we instead consider to try and overcome both
of these problems simultaneously.
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3 Embeddings as Probability Distributions

3.1 Limitations of Point Embeddings

Since the innovation of neural word embeddings, almost the entirety of applications
using this approach have employed the encoding of words or senses as points in
multidimensional space. This approach does however suffer from certain limitations
regarding the reliability of the embeddings it generates. One such issue is related to
the previously mentioned meaning conflation deficiency - specifically the fact that
even if this problem is encountered, the embeddings generated are still represented
as a definitive point in a vector space, with no means of indicating the potential
uncertainty in the representation.

Conventional methods of generating word embeddings are further limited by their
inability to encode relationships such as hypernymy and hyponymy between words.
The fact that both “coffee” and “tea” are hyponyms of “beverage” is information
that would potentially be beneficial for applications such as a lexical substitution
task. However, relationships between single points in multi-dimensional space can
only be measured using methods such as dot products, cosine similarity, or Euclidian
distance, none of which are able to represent hierarchical relationships between word
types, such as entailment. Because of this, potentially valuable semantic information
is neglected in such representations.

3.2 Embeddings as Probabilistic Gaussian Distributions

One novel approach to encoding words in a manner which potentially mitigates
the issues described above is to abandon the conventional approach of representing
word embeddings as points in multi-dimensional space, and instead represent them
as probability densities. This approach was first introduced in Vilnis and McCallum
(2014) through their Word2Gauss algorithm, encoding each word as a mean and a
covariance matrix of standard deviations rather than a vector. This covariance matrix
reflects the distribution of the variance for the embedding of a given word, encoding
a range of information not feasible when using conventional point-embeddings.

Generating embeddings in this manner allows for the degree of certainty for a
representation to be encoded through the volume of the variance for a target word.
Words with strictly defined meanings are encoded with smaller variance, whereas
words which are polysemous, or refer to broader concepts are encoded with a larger
degree of variance. While it may be intuitive to assume that words which appear
more frequently in the training data are encoded with a larger degree of variance,
Vilnis and McCallum (2014) emphasises the lack of correlation between these factors,
drawing on examples of word types such as “sadness” and “sincerity”, which appear
frequently, but are assigned a small variance due to the specificity of their meanings.
Likewise, uncommon, but polysemous words such as “coldness” were encoded with a
large variance despite their relatively infrequent usage.

Word2Gauss does however still retain certain limitations concerning polysemy. As
embeddings generated through this approach are unimodal, the mean for embeddings
generated in this manner for polysemous words still occupy the central tendency
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between the regions of the vector space representing the two meanings. This can
further result in the variance for the embeddings of such words becoming overly
diffuse (Vilnis and McCallum, 2014). This broadening of variance does however occur
in an interpretable manner, with particular regions of the embeddings for polysemous
words displaying a high degree of similarity with the distributions of other words
with similar meanings. For example, the distribution for the word rock would display
a degree of similarity with the embeddings for stone and music, as illustrated in the
second half of Figure 3.1.

Further examples of additional utility gained through generating embeddings as
probabilistic distributions includes the potential for representation of hierarchical
relationships between words. The possibility for word embeddings to overlap with
each other doesn’t just permit the representation of such relationships, but also does
so in a geometrically intuitive manner. Encoding hyponyms as sub-distributions of a
broader class (for example the distribution for banana being entirely encapsulated
within the distribution for fruit), allows for geometrically interpretable hierarchical
structures to be generated from the training data.

The Word2Gauss algorithm builds upon the Word2Vec algorithm of Mikolov, K.
Chen, et al. (2013), with the embeddings generated through this original approach
as the mean of a multivariate Gaussian distribution, augmenting this encoding with
the observed variance for each dimension. Vilnis and McCallum (2014) illustrates
that variances can be estimated for pre-trained word embeddings generated using a
window of size, from # context vectors, as

,ℎ4A4
∑

F =
1
#,

8∑
#

9∑
#

(2 (F)8 9 −F) (2 (F)8 9 −F)> (3.1)

Variances generated through this approach however are not encoded in a Gaussian
space, and do not possess the qualities which make Gaussian embeddings effective at
encoding hierarchical relationships, such as representing entailment as the inclusions
of a specific term within the space of a more general term. In order to include these
variances in the embeddings generated, an energy function is used during training,
the parameters of which are trained to score observed positive inputs (words which
appear in the context of each other) more highly than negative inputs (randomly
sampled pairs of words). Vilnis and McCallum (2014) propose two separate energy
functions which can be selected for use in training.

The first proposed energy function is the Expected Likelihood Kernel, which
measures the similarity between the Gaussian embeddings for two words by taking
the inner product between them. For Gaussian distributions, the inner product is
calculated as

� (%8 , % 9 ) =
∫
G ∈ℝ=

N(G ; `8 , Σ8)N (G ; ` 9 , Σ 9 )3G = N(0; `8 − ` 9 , Σ8 + Σ 9 ) (3.2)

In order to enhance the degree to which these values are interpretable to the loss
function, and also to prevent them from exponentially shrinking, the inner product
is represented as an odds ratio, in the form of its logarithm. In 3 dimensions, this is
derived as

logN(0; `8 − ` 9 , Σ8 + Σ 9 )

= −1
2

log det(Σ8 + Σ 9 ) −
1
2
(`8 − ` 9 )>(Σ8 + Σ 9 )−1 − (`8 − ` 9 ) −

3

2
log(2cA ) (3.3)
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The second energy function proposed is KL Divergence. While the Expected
Likelihood Kernel computes the similarity between distributions, KL Divergence
measures the distance between them. For two Gaussian distributions, KL Divergence
is defined as

− � (%8 , % 9 ) =
∫
G ∈ℝ=

N(G ; `8 , Σ8) log
N(G ; ` 9 , Σ 9 )
N (G ; `8 , Σ8)

3G (3.4)

Training embeddings using the Expected Likelihood Kernel energy function specif-
ically measures symmetrical similarity between independent Gaussians. Using this
energy function, we would expect the means of the embeddings for “dog” and “cat” to
be in close proximity to one another, with their variances overlapping in the latent
space due to the similarities in the contexts in which these words appear. Training with
KL Divergence however is more appropriate for explicitly encoding asymmetrical
relationships such as lexical entailment. It is further proposed in Vilnis and McCal-
lum (2014) that training with KL Divergence could be further benefited through
supervised training, such as augmenting the training data with a knowledge base.
This approach was later implemented in Athiwaratkun and A. G. Wilson (2018) to
explicitly outline asymmetrical relationships between word types.

Word2Gauss encodes variances as either spherical, or diagonal covariance matrices.
In the spherical case, a single variance is assigned to every dimension of the mean. In
the diagonal case, all dimensions of the mean are assigned a different value, trained
independently of one another. Vilnis and McCallum (2014) note that depending on the
task, using one type of encoding for variances may result in different results to using the
other. Particularly in the case of representing entailment, using diagonal covariances
gives a slight advantage over spherical covariances. Representing word similarity by
measuring similarity between just the means of distributional embeddings showed
embeddings encoded with spherical covariances were marginally more effective,
however this advantage was not observed when including the variance in the task (as
we do in our experiments).

3.3 Extensions of Word2Gauss

While using the Word2Gauss algorithm to encode words as probabilistic Gaussian
embeddings does in-part alleviate certain issues associated with point embeddings,
the degree of uncertainty with which words are encoded can often become inflated,
particularly with regard to polysemous word types. In response to this issue, further
extensions of Vilnis and McCallum (2014)’s original algorithm have been developed,
using different approaches to increase the degree to which embeddings generated
through this method can represent meaning in a more specific manner.

The Bayesian Skip-Gram model of Bražinskas et al. (2018) expands on the Word2Gauss
approach using the original algorithm as the inference network in a variational
auto-encoder framework. A priori distributions are first generated using the original
Word2Vec algorithm, Unlike the original skip-gram implementation of the Word2Vec
and Word2Gauss approaches, which aim to maximise the probability of words in a
context window given a central word, the Bayesian Skip-Gram approach assumes that
the choice of context words are dependent on the context-specific meaning of the
central word. The embeddings generated by this model are treated as prior represen-
tations, representing all the possible meanings for a word type. The innovative aspect
of this approach is the implementation of the decoder framework - when provided
a context window of = words, the model is able to generate posterior distributions,
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Figure 3.1: Idealised illustration of the distribution of probabilistic bimodal Gaussian mixtures
generated using the implementation of Athiwaratkun and A. Wilson (2017) (top)
compared to the original unimodal approach of Vilnis and McCallum (2014) (bottom).
(Athiwaratkun and A. Wilson, 2017)

sampling from the area of the latent space most likely to have appeared in the given
context during training.

Bražinskas et al. (2018) state that this approach allows for context-specific dis-
ambiguation of distributional embeddings, even for words which possess more than
one sense. When provided with a meaning-specific context, the Bayesian Skip-Gram
model is able to provide a context appropriate word, even if the prior distribution for
that word is encoded with a high degree of uncertainty. This approach is shown to be
particularly effective in lexical substitution tasks, highlighted by the fact that, in the
sentences “put granola bars in a bowl” and “something more sedate there are quieter
sophisticated bars in the hotels”, the suggested substitutions for the word “bar” reflect
the different senses of the word in these contexts.

While the Bayesian Skip-Gram approach is demonstrated to be effective at lexical
substitution tasks, in other tasks such as word similarity, the ability to disambiguate
words based on their contexts cannot be utilised, as no context words are provided.
In such tasks, the advantages of this approach are marginal compared to the original
Word2Gauss approach.

The implementation that we consider for our experiments is the Word2GaussianMixture
approach of Athiwaratkun and A. Wilson (2017). This implementation has previ-
ously attained comparable results to that of Vilnis and McCallum (2014), however
it presents the additional possibility of encoding words as multimodal probabilistic
Gaussian mixtures. Using this implementation to encode words as distributions with
a single mode produces embeddings which are equivalent to those generated by the
original Word2Gauss algorithm, however training with multiple modes accommodates
the computation of Gaussian embeddings for individual senses.

Using this implementation, each word F in the vocabulary is represented as a
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Gaussian mixture with  components. Where Σ 
8=1?F,8 = 1, the distribution for a given

word is defined as

5F (−→G ) =
 ∑
8=1

?F,8N[−→G ;−→̀F,8 , ΣF,8] =
 ∑
8=1

?F,8√
2c |ΣF,8 |

4−
1
2 (
−→G −−→̀F,8 )>Σ−1

F,8
(−→G −−→̀F,8 ) , (3.5)

in which −→̀F,8 are the mean vectors, ?F,8 , is the component probability, and ΣF,8 is the
component covariance matrix which represents information regarding the uncertainty
of an embedding. As in Word2Gauss, Word2GaussianMixture accommodates for the
encoding of both spherical and diagonal variances. In the unimodal case, words are
encoded as a 3 dimensional mean, and either a single value for a spherical variance, or
a 3 dimensional array for a diagonal variance. In the multimodal case, embeddings are
encoded as Gaussian mixtures, represented by  3-dimensional means, and  values
or arrays, depending on the type of variance selected.

Encoding words with Word2GaussianMixture, all modes for a word with a single,
strictly defined sense will occupy a roughly equivalent region in the latent space.
If however, more than one sense for a word is observed in the training data, the
elements of the Gaussian mixture will occupy separate spaces, each reflecting one
of the observed sentences. As an example, if training embeddings with two modes,
we would expect the embedding for “rock” to have one mode occupying a section
of the latent space close to “stone” and “sand”, and another mode to occupy a space
close to “music” and “jazz”. However, both distributions for a strictly defined word
like “limestone” would be expected to occupy almost entirely the same region of the
latent space. Figure 3.1 illustrates the differences in the distributions generated using
the unimodal approach (equivalent to the original Word2Gauss algorithm), and the
multimodal approach (in this case encoding words with two modes).

Word2GaussianMixture (Athiwaratkun and A. Wilson, 2017) employs the Ex-
pected Likelihood Kernel energy function. For training multimodal embeddings,
energy is derived for pairs of both positive samples (a target word and a word which
appears in its context) and negative samples (a target word, and a random word
from the vocabulary). The Expected Likelihood Kernel energy function used in the
construction of multimodal embeddings for words (F 5 ,F6), with  as the number of
components for each mixture is defined as

�\ (5 , 6) =
∫
(
 ∑
8=1

?8N(G ; `5 ,8 , Σ5 ,8)) ·
∫
(
 ∑
9=1

? 9N(G ; `6,9 , Σ6,9 ))3G =

 ∑
8=1

 ∑
9=1

?8 , @ 9 , 4
Y8,9

(3.6)
in which 8 and 9 represent the : mixtures for each word (i.e. if  = 2, 8 and 9 also = 2).
As in the original Word2Gauss implementation of Vilnis and McCallum (2014), the
logarithm of the energy function is used, defined as

log�\ (5 , 6) = log
 ∑
8=1

 ∑
9=1

?8 , @ 9 , 4
Y8,9 (3.7)

where Y8 ,9 is the log partial energy, defined as

Y8, 9 ≡ logN(0;−→̀5 ,8 −−→̀6,9 , Σ5 ,8 +Σ68) = −
1
2
(−→̀5 ,8 −−→̀6,9 )>(Σ5 ,8Σ6,9 )−1(−→̀5 ,8 −−→̀6,9 ) (3.8)

Athiwaratkun and A. Wilson (2017) observe that the value loss function !\ remains
low when the value of the energy function is relatively high. A high value for the
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energy function is achieved when either the means of two distributions 8 and 9 for
different words are similar, or when they both possess a high degree of variance,
negating the differences in means. When training is initialised, all pairs of 8s and 9s
have roughly the same scale for Y8 ,9 . As training progresses, the model begins to learn
semantic representations from the distribution of words, leading to the possibility that
Y8 ,9 is higher for one pair of 8s and 9s than the other, for a pair of words F 5 , F6. This
process eventually results in divergence between the distributions of the Gaussian
mixture for a word with more than one sense.

Using the above approach to train embeddings with  = 1 results in embeddings
which are equivalent to those trained with the original Word2Gauss algorithm. Whilst
there is no limit to the maximum value of  used for training, Athiwaratkun and
A. Wilson (2017) observe that, due to the limited number of words with more than
2 meanings, using a value of  higher than this does not generally yield a significant
increase in performance.
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4 Computational Perspectives of Language
Change

Source Categories

Bloomfield (1933)
narrowing, widening, metaphor, metonymy,
synechdoche, hyperbole, meiosis, degeneration, elevation

Blank and Koch (1999)
metaphor, metonymy, synechdoche, specialisation of meaning,
generalisation of meaning, cohyponymic transfer, antiphrasis,
auto-antonymy, auto-converse, ellipsis, folk-etymology

Table 4.1: Examples of two commonly used categorisation schemes for types of lexical semantic
change

Research into semantic change has traditionally defined types of changes using
relatively fine-grained categorisation schemes, assigning a label to a change based
on the effect it had on the sense of a given word. Decisions regarding which label
applies to an instance of semantic change are often made via a qualitative, “close-
reading” approach, manually comparing the usage of a word at different time periods
(Tahmasebi et al., 2018). Table 4.1 provides an overview of the labels which can be
applied to semantic changes using two such typologies.

While these traditional classifications are still often used in linguistic studies of
semantic change, they have been described as lacking the objectivity required to
effectively perform purely computational evaluation, which requires solely statistically-
derived definitions of meaning changes. The categorisation scheme of Tahmasebi et al.
(2018), shown in Table 4.2 provides an example of an approach to labelling semantic
changes from a computational perspective, allowing for the type of change to be
defined in terms of statistically measurable changes in the distributional qualities of
a word (i.e. the contexts in which it frequently appears), rather than an objective
interpretation of its usage.

The types of change detailed in Table 4.2 highlight the challenges involved in
attempting to represent such information using point-based word embeddings. Whilst
certain types of changes, such as alterations to the sense of a monosemous word type,
or the replacement of a word type with another to refer to the same entity could
be represented accurately using such an approach, changes such as the assignment

Lexical Change Diachronic Conceptual Change

Lexical replacement Semantic change (new allocation between existing words
and sentences)

Named entity change New word senses allocated to an existing word
Role changes New words with completely new word sense
Temporal anologues New word with a new but existing sense

Changes to existing sense

Table 4.2: Change types and their effects considered from a computational perspective (Tahmasebi
et al., 2018)
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of a new sense to an existing word present greater difficulties due to the previously
mentioned meaning conflation deficiency. This is further potentially complicated by the
aforementioned theory of Campbell (2013), which states that many changes which
involve the replacement of the sense of a monosemous word type most likely involve
at least a brief period of polysemy during the period in which the change is taking
place.

4.1 Word-level Change Detection

As discussed in Section 2.2, previous works using neural embeddings (such as those
generated using Word2Vec (Mikolov, K. Chen, et al., 2013)) to detect semantic
change typically train a separate set of embeddings for each time period. These
embeddings are then either projected onto a single vector space, or processed and
analysed across separate vector spaces. There are however a range of different ways of
detecting and measuring changes once either of these processes have been completed.
The following details previously used methods of evaluating such changes for the
purpose of word-level change detection.

4.1.1 Contrastive Pairs

Contrastive Pairs were employed in Jatowt and Duh (2014), Kim et al. (2014),
Kulkarni et al. (2015), Liao and Cheng (2016), Rosenfeld and Erk (2018), and Y. Xu
and Kemp (2015) as a means of measuring the trajectory of the meanings of target
words as they semantically shifted from their original sense to an acquired sense. For
a given target word, two control words are first selected - one of which is similar in
meaning to the original sense of the target word, and the other is similar in meaning
to the acquired meaning of the target word. Analysis of semantic change takes the
form of measuring the similarity between the embedding for the target word, and
the two control words across time. Using this approach, lexical semantic change is
represented as an decrease in similarity with the original sense, and an increase in
similarity with the acquired sense across time. This approach provides a detailed and
intuitive representation of semantic change, which has been consistently confirmed as
correlating with previously documented accounts of meaning changes in the target
words used.

4.1.2 Global Measure

Recording the global measure of the semantic change undergone by a target word has
also previously been employed as a means of measuring word-level change detection
in Gulordava and Baroni (2011), Hamilton et al. (2016a,b), Jatowt and Duh (2014),
and Kim et al. (2014). Whilst using contrastive pairs involves measuring the distance
between the embedding of a target word and two control words across time, using the
global measure focuses on measuring the distance between the embeddings of just
the target word across consecutive time periods. This approach represents semantic
change as a decrease in similarity between the embeddings for a target word generated
from one time period, and the embedding for the same word generated from a later
time period. Using the global measure to detect semantic change does however require
additional preprocessing prior to measuring the change, as misalignment between the
embeddings for consecutive time periods may result in an inaccurate representation
of the trajectory of the meaning of the target word.
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4.1.3 Local Measure

The local measure of lexical semantic change has previously been used in Hamilton
et al. (2016a), Kim et al. (2014), and Liao and Cheng (2016), and measures changes
in meaning through changes in the nearest neighbours of the embedding for a given
target word. Changes in the nearest neighbours are assumed to represent meaning
change, while also providing an insight into the meaning of the word at a given time.
As with using contrastive pairs, this method provides the additional benefit of not
necessarily requiring alignment prior to being undertaken, however there is evidence
to suggest that its efficacy is dependent on the nature of the change being measured
(described in more detail in Section 4.2).

4.1.4 Limitations of Previous Evaluation Methods

While the above approaches have proven effective at detecting lexical semantic change,
they are not without their limitations, as previously mentioned in Section 2.2. One
weakness shared by all three of the above approaches highlighted by Jatowt and Duh
(2014) is that they are only viable as a means of detecting the dominant meaning
of a word at a given time, indicating a shortcoming concerning polysemy. Kim et al.
(2014) further highlights the fact that these measures are only capable of reflecting
changes in the usage of a word, without further information regarding the nature
of these changes such as whether a word has undergone semantic broadening or
narrowing. These limitations are indicative of more general shortcomings associated
with encoding words as points in a vector space.

We propose that both encoding words as probabilistic Gaussian distributions and
Gaussian mixtures can assist in overcoming both of these problems. Encoding polyse-
mous or loosely defined word types as probabilistic Gaussian embeddings results in
all possible meanings of that word type being represented in the distribution of the
variance of the embedding for that word (Vilnis and McCallum, 2014). When encod-
ing words as unimodal Gaussian embeddings, although the mean of the embedding
is drawn to the centre of the two control words, similarity between the meanings of
the target word and control words is represented as similarity between their variance.
Furthermore, encoding words as bimodal Gaussian mixtures presents the possibility of
more effectively representing similarities between the senses of target words, further
alleviating the issue of meaning conflation deficiency with respect to the position of
the mean of embeddings generated in this manner.

Using the example of contrastive pairs, our approach therefore assumes that both
the dominant and non-dominant meaning will be represented through the degree
of similarity between the distribution (or distributions when encoding words as
probabilistic Gaussian mixtures) of the target word, and those of the control words,
during periods when both meanings exist in common use. We propose that this
will result in an enhanced indication of similarity between two words compared to
measuring similarity between point embeddings.

Furthermore, Vilnis and McCallum (2014) note that the specificity of a word’s
meaning is reflected in the size of the variance of an given probabilistic Gaussian
embedding. It can therefore be assumed that changes in the variance for a given
word across time will reflect changes in how specific a words meaning is, potentially
reflecting change types such as broadening (a word meaning becoming less specific)
and narrowing (a word meaning becoming more specific).
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Word 1850s context 1990s context
actually “...dinner which you have actually eaten.” “With that, I actually agree”
must “O, George, we must have faith” “Which you must have heard ten years ago...”
promise “I promise to pay you” “...the day promised to be lovely.”
gay “Gay bridals and other merry-makings of men.” “...the result of gay rights demonstrations.”
virus “This young man is...infected with the virus.” “...rapidly spreading computer virus.”
cell “The door of a gloomy cell...” “They really need their cell phones.”

Table 4.3: Changes resulting from semantic drift (top), and cultural shift (bottom) (Hamilton et al.,
2016a).

4.2 Causes of Semantic Change

Diachronic semantic change is a universal phenomena common to all languages,
occurring for a range of reasons, both external (such as cultural and technological
innovations) and internal (organically occurring variation in the usage of a word
over time). However, within the context of computational approaches to measuring
semantic change, the majority of research is focused on the effect that such changes
have on a word, rather than the reasons for these changes. Despite this, there is
evidence to suggest that the reasons that words change can have an impact on how
such changes are represented in their distributional qualities across time.

Hamilton et al. (2016a) identifies two contrasting underlying causes by which
words change meaning; “cultural shift” (external), and “linguistic drift” (internal).
Significantly, it concludes that changes in word meaning at the embedding level are
represented differently depending on which of these underlying causes was the reason
for the change, and that this must be taken into account when choosing a method
of change detection. Table 4.3 highlights the contrasts between semantic changes
caused by these two classes of causes. While changes resulting from linguistic drift are
often subtle, those resulting from cultural shifts are more marked. The following two
sections provide more detail on the nature of these two causes of semantic change.

4.2.1 Linguistic Drift

Hamilton et al. (2016a) defines linguistic drift as organically occurring shifts in the
meaning of a given word as a result of regular processes of semantic change. Examples
of such processes include subjectification (as seen in the example of “promise” in
table 4.3), intersubjectification and grammaticalisation. Gentner and France (1988)
observed that linguistic drift more frequently affects verbs as a result of the senses of
verbs being more semantically mutable, however Traugott and Dasher (2002) provides
a thorough account of the effects of such processes on a range of parts-of-speech,
including adverbials and modals.

Whilst semantic change as a result of linguistic drift occurs more frequently, its
effects are less dramatic, and are characterised by slow and regular alterations in how
a word is used over time. Such changes are generally a result of internal linguistic
processes, and are not affected by cultural or societal factors which may affect nominal
aspects of language. This results in meaning changes which are often subtle in nature,
which Hamilton et al. (2016a) argues is more appropriately measured by comparing
the global position of the vector representation for a word across time. In the case
of linguistic drift, this global measure is preferable to local measures (including
contrastive pairs), as measuring changes in relation to other words (the meanings of
which should also be assumed to be unstable) can lack the precision required for such
subtle semantic changes.
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Figure 4.1: Examples of the effects of linguistic drift(left) and cultural shift(right) on the meanings
of the words actually and gay throughout the 20th century (Hamilton et al., 2016a).

4.2.2 Cultural Shift

Defined as “culturally determined changes in the association of a given word” (Kutu-
zov et al., 2018), meaning changes resulting from cultural shifts occur as a result of
external factors in society influencing language. Examples of such factors include tech-
nological advancements such as the advent of the digital age (e.g. “mouse” acquiring
the additional meaning referring to a piece of computing equipment), or wide-scale
cultural changes such as changing attitudes to sex and sexuality (e.g. the meaning of
“gay” changing from “cheerful” to “homosexual”).

Typically affecting nouns more frequently than other parts of speech, cultural
shifts can have significantly more profound effects on word senses compared to
linguistic drift, often resulting in previously monosemous words becoming polysemous
(named entity change), or the original sense of a word being completely replaced
by a new meaning (temporal analogues). Such changes often result in the largest
distance between the original meaning and the acquired meaning when measured
quantitatively, as is highlighted in the results of Kim et al. (2014) and Kulkarni
et al. (2015), both of which found word types such as “gay” (from “cheerful” to
“homosexual”), “mail” (from “post” to “email”) and “cell” (from “biological tissue” to
“cell phone”) to be the most changed words after conducting a language-wide analysis.

Hamilton et al. (2016a) provides support for the notion that measuring semantic
changes by comparing the local context (i.e. nearest neighbours) for a word across
time is more sensitive to changes of this nature, compared to using the global measure
described above. Figure 4.1 highlights the differences in the nature of these two types
of change - specifically the strong contrast between the differences in the nearest
neighbours of a word (“gay”) before and after experiencing cultural shift, compared
to a word which changed as a result of linguistic drift (“actually”).

Testing both global and local measures of change on six words documented to have
experienced either linguistic drift (“actually”, “must”, and “promise”), or semantic
change as a result of cultural shift (“gay”, “cell”, and “virus”) over the past 150 years,
the global measure was shown to be more sensitive to linguistic drift, and the local
measure was shown to be more sensitive to changes caused by cultural shift. While
the approach of Hamilton et al. (2016a) specifically relied on the local measure of
change (i.e. comparing nearest neighbours) to measure semantic changes caused by
cultural shift, similar works have also successfully detected and measured similar
changes using contrastive pairs.
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Based on the findings of Hamilton et al. (2016a), we propose to test our approach
specifically on words which have been documented as having undergone lexical
semantic change as a result of cultural shift. We make this decision based on the
fact that the benefits of embedding words as probabilistic Gaussian embeddings
and Gaussian mixtures, particularly the inclusion of variance in embeddings, appear
more suited for more marked changes in meaning such as the entire replacement
of an original sense, or acquisition of a new sense. Furthermore, such word types
(predominantly nominals) are more suitable for testing our hypothesis regarding
detection of different types of language change, as the changes identified as resulting
from linguistic drift do not correlate with any change type that may be detectable
using our approach (specifically broadening and narrowing).
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5 Experimental Setup

5.1 Dataset

Decade Unique word types Total word count Sentence count
1900s 156622 20925898 1237728
1910s 143409 21637462 1364054
1920s 177020 24418130 1581327
1930s 224009 23540400 1546058
1940s 260837 23139968 1580343
1950s 229633 23522547 1598532
1960s 224895 22960183 1593872
1970s 238521 22718205 1598357
1980s 281252 23940351 1690254
1990s 213216 26449245 1884153
2000s 221959 28136002 1986751
Total 2371373 261388391 17661429

Table 5.1: Information detailing the distribution of data in the COHA corpus (Davies, 2010),
referring specifically to the decades included in our experiments.

The dataset chosen for training the embeddings used in our experiments is the
Corpus of Contemporary American English (COHA) (Davies, 2010). Since the
present work is concerned with generating and evaluating word embeddings for
individual time periods across a wider time-scale, it is vital that the dataset used in
training is both aggregated to a granularity that allows for changes to be represented
gradually, while still containing an adequate quantity of data for each time period to
accommodate for the effective training of word embeddings. Containing 385 million
words compiled from roughly 115,000 genre-balanced texts, and spanning 200 years,
split by decade, the COHA corpus meets this criteria. The balanced nature of this
resource makes it particularly suitable for studies in diachronic semantic change, as
changes in genre between time slices have been noted as resulting in changes in the
density of word distributions (Tahmasebi et al., 2018). Table 5.1 contains details of
the distribution of unique word types, the total word count, and the sentence count
for each decade included in our experiments.

The word count for each decade is however not consistent, containing between
ca. 7 million and ca. 28 million tokens per decade, with the first few decades of the
corpus containing significantly less data than the later ones. For this reason, in order
to ensure consistency and avoid issues relating to data sparsity, only the last eleven
decades (1900s-2000s) are included in the present work. Preprocessing consists of
removing punctuation and lowercasing all texts. Numbers were replaced with a NUM
tag, and sentence boundaries are marked as line endings as this is recognised as the
sentence limit by the implementation of Word2Gauss used in training.

While the COHA corpus has previously been used in a range of similar studies using
diachronic word embeddings, it is not the only dataset used for such tasks. Containing
189 billion words of English text (155 billion from American sources, 34 billion
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from British sources), the Google Ngrams Corpus (Michel et al., 2011) consists of
roughly 6% of all books ever published. While its size does superficially make it more
appropriate for the present work than the COHA corpus, it is limited by the fact that
it is compiled from sources which are not genre-balanced. Furthermore, the highest
value of = for ngrams in the collection is 5. The chosen implementation of Word2Gauss
for the present work has however been shown to achieve high performance with a
value of = of 10, meaning the Google Ngram Corpus may be inhibiting in this regard
to be effective for the purpose of the present work.

5.2 Word2GaussianMixture Implementation

As discussed in Section 3.3, the implementation we consider for computing the
encodings we use in our experiments is the Word2GaussianMixture approach of
Athiwaratkun and A. Wilson (2017)1. We use this for both the training of unimodal
probabilistic Gaussian embeddings, and bimodal Gaussian mixtures. Both of these
types of embeddings are generated using the same training loop, differing only in the
parameter :, which represents how many components are included in the Gaussian
mixtures for embeddings (with  = 1 resulting in unimodal embeddings equivalent
to those computed using the original Word2Gauss implementation of Vilnis and
McCallum (2014)). Theoretically, this correlates to the number of senses which can
be effectively represented in the embeddings generated using this approach.

5.3 Training Details

Embeddings were trained for each decade of the COHA corpus separately, using
an embedding size of 50 dimensions, following the example of Athiwaratkun and
A. Wilson (2017) and Vilnis and McCallum (2014). Embeddings for each decade
were trained with diagonal covariance matrices, as this was noted in Vilnis and
McCallum (2014) as being more effective at encoding degrees of entailment. While
Athiwaratkun and A. Wilson (2017) notes that, for higher dimensional embeddings
(200 dimensions), dimension-wise variances for diagonal covariance matrices often
become roughly equal, the low dimensionality of the embeddings used in our study
mean this will likely not be the case, with differences between embeddings with
spherical and diagonal embeddings being preserved.

Only words which appeared in each dataset at least five times are included for
training - a figure much lower than that used in Bražinskas et al. (2018) and Vilnis
and McCallum (2014). Both of these works however trained embeddings using a
concatenation of the ukWaC and WaCkypedia corpora (Baroni et al., 2009) - a dataset
more than 272 times the size of any dataset for any individual decade used in the
present work. Using a dataset similar in size to our own, Athiwaratkun and A. Wilson
(2017) was able to generate effective probabilistic Gaussian embeddings with an
equally low threshold for inclusion.

Overall, 22 sets of embeddings were trained, 11 of which consisted of unimodal
probabilistic Gaussian embeddings, 11 of which consisted of bimodal probabilistic
Gaussian mixtures. Training time was roughly 26 hours for all 11 decades of the
bimodal embeddings, and 13 hours for the unimodal embeddings. For increased
reliability, each model was trained 10 times, the mean evaluation scores of which were
presented in our final results.

1Accessed at https://github.com/benathi/word2gm
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5.4 Evaluation

The method of evaluation considered for the present work is to use contrastive pairs
(described in Section 4.1). This decision was made as the selected target words
(provided in Section 5.5) have all undergone semantic change as a result of cultural
shift, as described in Section 4.2.2. Whilst changes of this type have previously been
stated as being more appropriately measured by tracking the nearest neighbours of
the embedding of target words (Hamilton et al., 2016a), encoding words as Gaussian
distributions provides an additional level of perspective through which similarity
between contrastive pairs can be quantatively measured.

While a point embedding for a given word can be used to represent the meaning
of a word geometrically in a vector space, this approach is limited by the meaning
conflation deficiency (Described in 2.3). However, encoding words as probabilistic
Gaussian embeddings results in all potential senses of a word being represented in the
distribution of its variance (Athiwaratkun and A. Wilson, 2017), with the mean still
occupying a position near the centre of these potential senses. It is then possible to
measure degree of similarity between the distributions of the target word, and words
representing these different senses.

Results consist of the degree of similarity between the probabilistic Gaussian
embeddings and their respective control words, and the distance between the means
of the same embeddings. The mean value of a probabilistic Gaussian embedding for a
given word provides a representation that is equivalent to a point-embedding, and
has previously been used to compare these two approaches in tasks such as word
similarity, with comparable results (Bražinskas et al., 2018).

In the experiments featuring unimodal Gaussian embeddings, we simply use the
embeddings for the target and control words. In the experiments featuring bimodal
Gaussian mixtures, we measure the similarity between both Gaussian distributions
for the target word, one distribution from each control word. To ensure consistency
across our experiments, we select the pair of distributions from the control words
which display the highest cosine distance between their means. All results represent
the mean scores of all evaluation metrics after evaluating all ten models trained for
each decade, for both unimodal and bimodal models. Provided below are details
regarding previously used evaluation metrics, and our motivation behind the metrics
we considered for our results.

5.4.1 Cosine Similarity

Previous work using word embeddings to represent lexical semantic change has
typically relied on cosine similarity as a means of measuring the similarity between
embeddings (Hamilton et al. (2016a,b), Kim et al. (2014), and Kulkarni et al. (2015)).
Defined as

2>B (Θ) = � · �
‖ � ‖‖ � ‖ (5.1)

the cosine similarity represents the similarity of two vectors as the cosine of the angle
between them. This metric has also been used in research into probabilistic Gaussian
embeddings to measure the similarity between either the mean of two embeddings
(Athiwaratkun and A. Wilson, 2017; Vilnis and McCallum, 2014), or the maximum
cosine similarity between the variances of two probabilistic embeddings (Bražinskas
et al., 2018). In the context of Gaussian embeddings, cosine similarity has previously
been primarily used for tasks such as word similarity measures for the purpose of
comparison with conventional point-embedding methods.
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5.4.2 Cosine Distance

Despite cosine similarity previously being a favoured evaluation metric, we instead
choose the related metric cosine distance to measure changes represented between the
point embeddings for pairs of words. Defined as

1 − 2>B (Θ) = 1 − � · �
‖ � ‖‖ � ‖ (5.2)

cosine distance measures the degree to which two vectors are dissimilar (i.e. an
decrease in similarity is represented by an increase in cosine distance). The decision to
use cosine distance, rather than cosine similarity was made to increase the degree to
which our results are interpretable, as this ensures increases or decreases in similarity
have the same effect on both evaluation metrics.

5.4.3 Kullback–Leibler Divergence

While cosine similarity and cosine distance measure the similarity between vectors,
the probabilistic Gaussian embeddings we use in the present work require a means
of measuring similarity between distributions for the purpose of evaluation. This
has previously been calculated using Kullback-Leibler Divergence (hereafter “KL
divergence)”

� ! (% ‖ &) =
∫ ∞

−∞
? (G);>6(? (G)

@(G) ) (5.3)

KL divergence is particularly useful for entailment detection tasks, as it is asymmetrical
(i.e.  !(% ‖ &) ≠  !(& ‖ %), and can therefore explicitly measure whether one
word entails another. This is however not suitable for the present work, for which a
symmetrical measure of similarity is more appropriate.

5.4.4 Jensen-Shannon Divergence

The metric we consider as being most appropriate for the purposes of measuring
the difference between two probabilistic Gaussian embeddings is Jensen-Shannon
divergence (hereafter “JS divergence”). Where " represents the mean of the two
distributions, JS divergence takes the form

�(� (% ‖ &) = 1
2
� ! (% ‖ ") +

1
2
� ! (& ‖ ") (5.4)

Based on KL divergence, JS divergence provides a symmetrical, and always finite
measure of similarity between the two distributions.

5.4.5 Log Determinant of Covariance Matrix

The determinant of a distribution is used to represent its level of dispersion. In
the context of the present work, this relates to the volume of the variance of an
embedding, representing the diversity of contexts in which a word type can appear.
The determinant of the covariance matrix for an embeddings has been used in previous
work on probabilistic Gaussian embeddings for the purpose of measuring variance
(Vilnis and McCallum, 2014), as well as for the purpose of measuring the volume
occupied by distributions of embeddings in a vector space (Basirat, 2018). To ensure
this remains within a comparable scale across decades, we instead specifically consider
the logarithm of this value.
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Word Early context Recent context
Change
point

Control words

gay the old gay bantering laugh he had joined the gay and lesbian group 1950s
cheerful,
homosexual

plastic faculty of plastic expression she picked up a large plastic container 1909
artistic,
wood

cell a mass of cell bodies and neurons I’m calling on my cell phone 1984
tissue,
telephone

bitch two large bitch dogs son of a bitch 1400
dog,
woman

tape a roll of white tape he had brought a tape recorder 1932
ribbon,
music

Table 5.2: Target words selected for the present work. Change point refers to the first recorded
use of the word type in the acquired sense as noted in the Online Etymology Dictionary
(Douglas, 2001)

5.4.6 Dimensionality Reduction

For the purpose of ensuring results are presented in an interpretable manner, we
also employ dimensionality reduction to visualise changes in the degree of similarity
between target words and their respective control words. We consider TruncatedSVD
for this purpose, as it is noted as being more effective with respect to preserving higher
degrees of variance. Furthermore, TruncatedSVD has been previously preferred in
similar tasks involving dimensionality reduction to visualise semantic relations (H.
Chen and J. Xu, 2006; Manning et al., 2008).

5.5 Selected Target Words

Table 5.2 contains the target words considered for the present work, alongside ex-
amples taken from training data highlighting the original, and acquired sense for
each word. Also provided is the point at which the new sense was first recorded
in the language (not necessarily reflecting common usage), as stated on the Online
Etymology Dictionary2 (Douglas, 2001). Also provided are control words to be used
in contrastive pairs with their respective target words. Control words were selected
based on semantic qualities, such as similarity in meaning to the target word, and
syntactic properties, with a particular preference for words which can only be the
same part-of-speech as the target word (For example, “telephone” was chosen over
“phone” despite the latter appearing with greater frequency in later time periods due
to the additional role of “phone” as a verb).

All target words selected have been identified as being among those which have
changed the most in previous language-wide studies using word embeddings to detect
lexical semantic shifts (Kim et al., 2014; Kulkarni et al., 2015). Several of these target
words have also been featured in works to test the efficacy of different approaches to
measuring and detecting such shifts, most notable “gay” (Hamilton et al., 2016a,b;
Jatowt and Duh, 2014; Kim et al., 2014; Kulkarni et al., 2015; Rosenfeld and Erk,
2018) and “cell” (Hamilton et al., 2016a; Kim et al., 2014; Rosenfeld and Erk, 2018).

With the exception of “bitch”, all the target words considered for the present work
are acknowledged as having acquired new senses during the time-period featured in
our experiments. While “bitch” acquired its secondary sense several centuries prior to
the other target words, the findings of Kulkarni et al. (2015) suggest that this sense
became the dominant meaning for the word in the 1950s.

2Accessed at https://www.etymonline.com/ on 11/05/2020
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5.6 Hypotheses

Following the findings of previous related research, the hypotheses of the present
work are as follows:

• Using unimodal probabilistic Gaussian embeddings, we expect increases and
decreases in similarity between words to be reflected in both the similarity
between variances, and distances between means. We specifically expect the
results using the means of Gaussian embeddings to be similar to those in previ-
ous work using temporal word embeddings to detect lexical semantic change.
We also predict that measuring the similarity between Gaussian embeddings
for words will provide a more informative portrayal of semantic similarities
between words, as variance is assigned to all potential senses using this approach
(Athiwaratkun and A. Wilson, 2017; Vilnis and McCallum, 2014).

• For the same reason as our first prediction, we expect that polysemy (whether at
the end of the change period, or during the period when the change is ongoing)
will be represented by an increased level of similarity between the variance of
the target word, and both control words in the unimodal test condition.

• We also expect that when using bimodal Gaussian embeddings, this will be
represented as the variance of each sense having a high similarity with one single
control word and low similarity with the other. We base this prediction on
the results of Athiwaratkun and A. Wilson (2017) with respect to effectively
representing polysemy in this way.

• In the unimodal test condition, we expect that further information regarding
the nature of the changes observed can be discerned from the trajectory of
the log determinant for each embedding. We predict that semantic broadening
(i.e. a word type changing from monosemy to polysemy) will be represented
as an increase in log determinant, and semantic narrowing (i.e a word type
moving from polysemy to monosemy) will be represented as a corresponding
decrease in log determinant. We base this prediction of the results of Vilnis
and McCallum (2014), which highlighted the contrast in the size of variance
between strictly defined monosemous words, loosely defined monosemous
words, and polysemous words.

• In the bimodal test condition, we expect the log determinant for each sense
to remain somewhat stable, even during periods of polysemy, as the variance
of each element of the Gaussian mixtures will only represent a single sense.
We base this prediction on the results of Athiwaratkun and A. Wilson (2017),
which observed this effect when comparing variances of unimodal and bimodal
probabilistic Gaussian embeddings.
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6 Results and Discussion

We present our results as the JS divergence between the Gaussian embeddings of the
selected target words and control words, cosine distance between the means of the
same Gaussian embeddings, and the log determinant of the Gaussian embeddings for
the control words. Analysis takes the form of a comparison between the JS divergences
for Gaussian embeddings, and cosine distances for the means of these embeddings with
regard to how semantic change is represented. The distributions of select embeddings
are represented using dimensionality reduction to emphasise specific qualities we
observed in our results. We also assess to what degree there is a correlation between the
log determinant for the Gaussian embeddings, and the trajectory of these embeddings,
to assess whether acquisition or loss of a sense is represented in this information. We
draw on examples from the training data to evaluate whether our approach was more
or less successful than the conventional point-embedding based approach to detecting
lexical semantic change.

6.1 Unimodal Embeddings

Figure 6.2 compares the JS divergence between the five target words, and their
respective control words, representing the original, and acquired meanings. Also
included is the log determinant for the individual probabilistic Gaussian embeddings
for each target word at the given time period.

6.1.1 Probabilistic Gaussian Embeddings Versus Point Embeddings

Comparing how changes are represented by these two types of embeddings, certain
consistencies are apparent. Primarily, probabilistic Gaussian embeddings appear to be
more sensitive to changes in the sense of a target word than point-based embeddings.
Looking at the examples of “gay”, “cell” and “tape”, it can be seen that the JS divergence
between the target word and the control word representing the acquired meaning
reaches a low level of divergence (representing an increased degree of similarity)
earlier than when measuring the same changes using point embeddings.

Such changes are also represented in the cosine distance between the means of
these pairs of words, however at a later time period. This suggests that the previous
observations of Jatowt and Duh (2014) regarding this approach predominantly rep-
resenting the dominant meaning of a word at a given time appear to be confirmed.
Observing the three examples of “gay”, “cell” and “tape”, the cosine distance between
means appears to represent changes much more gradually, only representing the final
level of similarity after a certain degree of dominance has been reached compared
to the original sense. The JS divergence between probabilistic Gaussian distributions
however appears to capture whether a sense is present in the training data, regardless
of how dominant it is.

The prior assumption is supported for “gay” and “tape” by the presence of sentences
such as the following including these words with their acquired sense in the dataset:

“Someone who knew he’d been gay. Queer.” - 1964, (Davies, 2010)
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Figure 6.1: JS divergence between probabilistic Gaussian embeddings and respective control words,
cosine distance between means of the same embeddings, and variance for all target
words (represented as log determinant).
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Figure 6.2: Representation of the distribution for the target word “gay” in relation to “cheerful”
and “homosexual” for time periods before, during, and after its semantic change

“in somewhat the same way that an ordinary tape recorder records music” -
1954, (Davies, 2010)

It is less immediately obvious from the dataset why the change in meaning for
“cell” is represented through its distributional Gaussian embeddings during the 1980s.
While there do not appear to be any sentences directly using “cell” in the sense of “cell
phone”, sentences such as the following do appear to illustrate “cell” being used to
refer to a technological entity in the specific context of communication:

“representing a selenium cell and back to the transmitter” - 1987, (Davies,
2010)

Furthermore, explicit references to cell phones are present during this period, albeit
not using the vocabulary featured in our experiments:

“Jack’s cellular phone rings” - 1988, (Davies, 2010)

While the causes for this particular change are not as obvious as with “gay” and
“tape”, a connection between the meanings of “cell” and “telephone” is apparent.

This increase in sensitivity regarding distinguishing whether a sense occurs in the
dataset is particularly evident in the results for “bitch”. As noted in Section 5.2, both
senses of “bitch” (“female dog” and “derogatory term for a woman”) have both been
used for several hundred years. This polysemy is represented through the similar
levels of divergence between both control words when using probabilistic Gaussian
embeddings. This is however not apparent as regards the cosine distance between the
means of the same embeddings, which only appears to detect this polysemy for the
1950s and 1960s (coinciding with the Women’s Liberation Movement). Furthermore,
the divergence between distributions for “bitch” and its respective control words
appears to contradict the results of the distance between the means of the same words
for the 1990s. Manual inspection the dataset returned no instances of “bitch” explicitly
referring to a dog during this period, suggesting the probabilistic embeddings present
a more accurate portrayal of this change.

6.1.2 Changes Represented Through Variance

Our results suggest that further details regarding the nature of semantic change can be
detecting through the variance of the probabilistic embedding for a given word. This
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is particularly apparent in the variance of “plastic”, which exhibits a spike in variance
roughly correlating with the acquisition of the new sense. A similar effect is observed
for “bitch” during the period when the secondary sense appears to have increased
in use. For these specific examples, it appears that the sudden increase in variance
correlates with the period during which both the original and acquired senses of these
target words exist in common usage. Likewise, the variance reduces after this period,
suggesting that probabilistic Gaussian embeddings may be capable of representing
changes such as semantic broadening and narrowing.

Our results also suggest that more subtle changes can be represented through this
approach. Focusing on the target words “bitch” and “gay”, it can be seen that both
exhibit a stark increase in variance after the period during which their meanings
changed from the original sense to the acquired sense. “Gay” has been previously
recognised as having undergone a further semantic broadening after the original
meaning change in which the “homosexual” sense was acquired. During the 1990s-
2000s, this word has been noted as having acquired the secondary meaning similar to
“lame” (Nicolas and Skinner, 2012), as illustrated below:

“ I have to say that this whole blog thing you’ve set up is totally gay” - 2006,
(Davies, 2010)

This increase in variance likely also reflects changing social attitudes during this
period resulting in more diverse contexts in which homosexuality is discussed.

Similarly, “bitch” appears to have undergone a secondary shift in meaning, from a
derogatory term for a woman, to a general slur.

“Yeah, he’s a bitch all right,” - 2000, (Davies, 2010)

The low level of divergence between “bitch” and “woman” during this period is
likely a result of the prevalence of the phrase “son of a bitch”, which accounts for
17.6% of occurrences of this word type in the 2000s.

Whilst causality can be proposed based on linguistic and cultural factors for the
previously mentioned target words, the same cannot be said for “tape” and “cell” as
the trajectories of the variance of both words do not appear to be correlated with the
period of semantic changed identified using either distributional or point embeddings.
A small increase in the variance of “cell” is apparent at the point when the word
acquired its secondary meaning (i.e. the point of polysemy), however there is no
obvious cause for the extreme dip that occurs after this. Likewise, “tape” exhibits a
sharp rise at the beginning of the time period included in our experiments, but this
does not correlate with any changes in the other measures we used.

6.2 Bimodal Embeddings

Figure 6.3 contains results of training embeddings as bimodal Gaussian mixtures.
Included are the JS divergence between both modes of the mixture, and a single mode
for each target word. Also included is the cosine distance between the same words,
and the log determinant for each mode of the target word.

6.2.1 Bimodal Gaussian Embeddings Versus Unimodal Gaussian Embeddings

Comparing the results of our unimodal Gaussian embeddings, and bimodal Gaussian
mixtures, it is apparent that the bimodal experiments result in a less reliable account
of lexical semantic change. Our prediction was that the acquisition of a new sense
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Figure 6.3: JS divergence between both senses of respective control words for bimodal embeddings,
cosine distance between means of the same embeddings, and variance for all target
words (represented as log determinant)
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Figure 6.4: Visualisation of changes in the embeddings for “gay” during key points semantic change

Figure 6.5: Visualisation of the distributions for for “cell” before and after the acquisition of
its secondary meaning, highlighting the the issue of neither sense being effectively
differentiated (in the results for 2010).

Figure 6.6: Visualisation of changes in the distributions for “bitch”, in which either one sense was
differentiated successfully (in the results for 1940), or neither sense was differentiated
(in the results for 1960).
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would be represented by a high level of divergence between each sense of the target
word and a control word, and an increasing similarity with the other control word.
This however clearly was not the case, as the periods of change were predominantly
characterised by increasing levels of similarity for both senses with both control words.

The results for “gay” at 1980, “tape” at 1980, and “bitch” at 1980 provide some
insight as to why these results did not meet our expectations. At these particular
points, it can be seen that the divergence between both senses of the target word,
and both senses of the control word are approximately equivalent. This seems to
suggest that the Word2GaussianMixture implementation of Athiwaratkun and A.
Wilson (2017) was not capable in our experiments of distinguishing between the two
senses of a target word, resulting in similar context words being considered as positive
examples for both senses during training. This appears to have resulted in both senses
of the word being encoded with very similar embeddings, which explains the lack of
separation between the two senses in our results.

Figure 6.4 provides a visualisation of what was overall the most effective repre-
sentation of meaning change generated using bimodal Gaussian embeddings. The
visualisations for the three time periods clearly portray the monosemy of “gay” prior
to semantic change, and after. Most significant however is the visualisation for 1970,
which highlights the potential for this approach for effectively representing polysemy
during semantic change in a manner that counters meaning conflation deficiency.

Unfortunately however this was not the case for the rest of the target words. Figures
6.5 and 6.6 highlight what we believe to be the cause of the issues encountered in our
results. The visualisation for “cell” illustrates the almost identical positions occupied by
the two senses after a semantic split is presumed to have occurred. The visualisation
for “bitch” further highlights the difficulties encountered concerning representing
both senses in relation to the control words, as sense “[1]” is correctly identified as
having high similarity with “dog” and low similarity with “woman”, however sense
“[0]” appears to have been trained in the same erroneous manner as in our other
embeddings.

6.2.2 Bimodal Gaussian Embeddings versus Bimodal Point Embeddings

Comparison between the results using bimodal Gaussian mixtures, and the means
of the same embeddings appears to confirm our suspicions regarding the underlying
cause for the underwhelming performance of this approach. The trajectories for both
the means of the embeddings for the senses of each control word all appear to follow
a somewhat identical path. Furthermore, the path followed be each pair of trajectories
for each sense of the target words almost mirrors that exhibited in the means of the
unimodal Gaussian embeddings.

This appears to confirm that the Word2GaussianMixture implementation of Athi-
waratkun and A. Wilson (2017) has not been able to distinguish between senses of the
target words during periods of semantic shift. The stark contrast between the trajecto-
ries of our bimodal Gaussian embeddings and their means appears to stem entirely
from differences in variance. Considering the sensitivity exhibited as regards variance
in the unimodal experiments, the stark differences between the senses for each target
word appear to further confirm our belief as to why the bimodal experiments were
unsuccesful.

6.2.3 Changes Represented Through Variance

Considering that the distribution of variance between each sense of each of the
target words appears to be essentially evenly distributed, we did not expect this
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to be particularly informative. Despite this, there are some seemingly meaningful
trends visible in these results. A stark decrease in variance is observed for one sense of
“gay”, corresponding with the change point identified in the unimodal experiments.
Furthermore, a similar phenomenon is visible for “tape”. The fact that this is not
visible for the other target words however suggests that this is not a reliable means of
detecting types of meaning change.
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7 Conclusion and Future Work

Our results have demonstrated the potential for the use of probabilistic Gaussian
embeddings as regards detecting lexical semantic change. To summarise our findings
with regard to our original intentions regarding this investigation:

• Encoding words as probabilistic Gaussian distributions yields improved reli-
ability and accuracy with regard to detecting lexical semantic change. The
incorporation of variance in such embeddings provides an additional measure
of uncertainty for such embeddings, which can be specifically exploited to
provide an enhanced portrayal of semantic changes, particularly concerning
non-dominant senses.

• Some specific types of semantic change, specifically broadening and narrowing,
are represented in the variance of such embeddings, providing an additional
degree of utility over conventional temporal word embedding approaches.

• Attempting to further represent individual senses, rather than word types as
bimodal Gaussian mixtures was occasionally able to provide an enhanced repre-
sentation of lexical semantic change, however was for the most part, ineffective.

There are several potential areas for improvement to be considered if the present
work were to be repeated. While the COHA corpus (Davies, 2010) was mostly
suitable for the purposes of the present work, it was however limited in some regards,
particularly with regard to its size. A larger corpus would have potentially resulted
in more reliable embeddings, and also solved issues concerning data sparcity which
limited the timescale in the experiments for some target words. Inconsistencies in
the size of the corpus between earlier decades also limited us with respect to which
target words we could use, which potentially deprived us of further insights into
how effective our approach is to detecting lexical semantic change. There is presently
however no resource which is genre-balanced to the same degree as the COHA corpus,
which meets these additional criteria.

The large number of models trained for our experiments, as well as the long
training time were both a limiting factor with regard to tuning hyperparameters.
The Word2GaussianMixture implementation (Athiwaratkun and A. Wilson, 2017)
included a broad range of hyperparameters that we did not have sufficient time
to effectively tune, and would potentially have had an impact on the quality of
the models we trained, particularly for the experiments featuring bimodal Gaussian
mixtures.

Our research has shown that encoding words as probabilistic Gaussian embeddings
is a viable alternative to conventional point-embedding based approaches to detecting
lexical semantic change. Furthermore, the results of our experiments using unimodal
probabilistic Gaussian embeddings appear to overcome the predominant limitations
previously associated with temporal word embeddings, namely the emphasis of such
representations on the dominant meaning of a word at a given time, and the inability
to reflect change types other than fluctuations in the usage of a word.
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